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Abstract
Selective attention is the prioritisation of certain pieces of information over others, and is
often guided by task goals or by physical salience. Attention can also be guided by stimuli
previously learned to be associated with reward which can capture attention in the absence of
task relevance or physical salience—a phenomenon termed value-driven attentional capture
(VDAC; reviewed in Chapter 1). The first part of this thesis examines the cognitive and
neural mechanisms of VDAC. Chapter 2 shows that stimuli with reward history can rapidly
capture spatial attention without being currently task-relevant (akin to exogenous cues) and
can also sustain attention over intervals as long as one second. Chapter 3 examines the
neural mechanisms of VDAC using multivariate pattern analysis of magnetoencephalography
data. Learned value modulates spatial representations of stimuli within posterior visual,
parietal, and inferior temporal cortex, and this relates to the magnitude of the behavioural
VDAC effect. No evidence was found suggesting that non-spatial features are similarly
modulated. A stimulus-independent value signal was also found in insular and posterior
visual and parietal cortex. However, the relatively late onset of these modulations during
visual processing (~250ms) suggests that value signals may first arise elsewhere. The second
part of this thesis describes a behavioural and functional magnetic resonance imaging (fMRI)
study in macaques which examines the impact of stimuli with reward history on reward
learning and decision-making, and the brain regions that represent reward history and other
parameters relevant to these processes. Chapter 4 shows that the reward history of a
currently unrewarded option interferes with decision-making, possibly by slowing subjects’
learning rates. Chapter 5 describes fMRI analyses showing that regions within the
ventromedial prefrontal cortex (vmPFC) and ventrolateral prefrontal cortex (vlPFC) track the
learned value of stimuli. Analyses also revealed activity consistent with value comparison
signals in the vmPFC, reward prediction error (RPE) signals in the amygdala and putamen,
and unsigned RPE (“attention”) signals in the putamen, anterior cingulate cortex, and the
vlPFC. However, fMRI analyses were not able to clearly explain the impact of reward history
in the current study; possible reasons for this are discussed. Chapter 6 summarises the
findings and their limitations and places them in the broader context of the interaction
between learning and attention.
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Chapter 1: Introduction
We navigate in our minds a constant flux of thoughts, memories, and feelings, while
simultaneously being bombarded at the senses by a deluge of external input. Yet, most of the
time, we maintain a coherent sense of focus which seamlessly guides us through this sea of
information. Selective attention enables this experience, highlighting currently relevant
information and suppressing the irrelevant (Desimone and Duncan, 1995). What is relevant at
any given moment is therefore a key question when studying the guidance of selective
attention (Gottlieb, 2012). Information can be relevant because it pertains to our current goals
(searching for a friend who we know is wearing red) or because its physical salience may
signal something important as an evolutionary adaptation (noticing red berries or abrupt
onsets; Desimone and Duncan, 1995; Egeth and Yantis, 1997). However, information from
our past experience can guide our attention when it is neither related to our current goal, nor
is it physically salient (Awh et al., 2012). Instead, it can guide our attention because we have
learned to associate it with a rewarding outcome (Awh et al., 2012; Gottlieb, 2012).
The link between learning and attention was noted by William James, when he
described a stimulus that captures attention, “…not by reason of its own intrinsic interest, but
because it is connected with some other interesting thing,” (James, 1890). Within cognitive
psychology, classic theories of animal learning sought to integrate attention into models of
reinforcement learning (Mackintosh, 1975; Pearce and Hall, 1980). Despite this historical link
between learning and attention, cognitive neuroscience research within these two fields had
proceeded mostly independently (Gottlieb, 2012). Researchers in both fields have now started
to bridge the divide (Anderson, 2013; Awh et al., 2012; Chelazzi et al., 2013; Failing and
Theeuwes, 2018; Gottlieb, 2012; Hickey et al., 2010a; Hikosaka et al., 2018; Krajbich et al.,
2010; Le Pelley et al., 2016; Rich et al., 2018; Stokes et al., 2012; Summerfield et al., 2006).
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The current work contributes to this effort, focusing on the interaction between reward
learning and attention, and the underlying neural mechanisms.
In many cases, guidance of attention by learned stimulus-reward associations may
function as an adaptive heuristic signalling potentially rewarding stimuli in our environment
(O’Doherty et al., 2017). However, if the reward contingencies change (i.e., a stimulus is no
longer rewarding), previous experience may interfere with goal-driven behaviour by
distracting us (Anderson, 2013; Awh et al., 2012; Chelazzi et al., 2013). Indeed, stimuli with
a history of reward can involuntarily capture attention in the absence of reward contingency,
task relevance, or physical salience—a phenomenon termed value-driven attentional capture
(VDAC; Anderson, 2013). Although the phenomenon is well-established, the underlying
cognitive and neural mechanisms of VDAC remain unclear and are addressed in the first part
of this thesis (Chapters 2 and 3).
Reward history may play a particularly ambiguous role during ongoing reward
learning and value-guided decision-making—processes that depend on and interact with
selective attention (Gottlieb, 2012; Rushworth et al., 2011). A history of reward may indicate
a promising choice during decision-making, but it may also be outdated and irrelevant in the
current context. As the environment changes, it is necessary to re-direct attention, update
stimulus-reward associations, and adjust behaviour accordingly (Gottlieb, 2012; Pearce and
Hall, 1980). How does reward history affect ongoing reward learning and decision-making?
Which brain regions represent reward history and other relevant parameters during learning?
These are questions central to understanding the link between reward learning and attention
and are addressed in the second part of this thesis (Chapters 4 and 5).
The next sections provide the necessary background and review the key literature
relevant to the current work. They cover the cognitive and neural mechanisms of selective
attention, reward learning, and value-guided decision-making; the behavioural evidence for
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VDAC; and research on the neural mechanisms of VDAC. Given the focus on integrating two
large fields of research, the reviewed literature is necessarily constrained to the most relevant
aspects.

What is attention?
Historically, attention was viewed as a filter, a spotlight, or a zoom lens, among other
constructs (Broadbent, 1958; Eriksen and St James, 1986; Posner et al., 1980). Although
these metaphors capture important aspects of attention, a modern view grounds attention
within principles of neurophysiology. The biased competition model defines selective
attention as the resolution of competition between stimuli for neural representation and
therefore behavioural control (Desimone and Duncan, 1995). Cognitively, this means
prioritising certain stimuli at the expense of others. Posner (1980) provided a classic
demonstration of the trade-off inherent to selective attention. He oriented participants’
attention to the left or right side by centrally- or peripherally- presented visual cues which
predicted the location of the subsequent target with 80% probability. Relative to trials in
which cues provided no information, participants’ reaction time (RT) was faster when
attention was validly cued and slower when invalidly cued—prioritising one location
necessarily reduces resources at others. Importantly, in these studies and others, the effects of
selective attention do not require overt eye movements; prioritisation can occur covertly, by
internally shifting the focus of attention (Eriksen and Hoffman, 1973; Posner, 1980).
What guides attention? Posner (1980) noted a key distinction between endogenous
and exogenous attention (first noted by William James in 1890). If the target location is cued
by a central arrow, attentional orienting is slow (taking ~300ms) and appears voluntary,
reflecting the endogenous processing of the symbolic cue (Carrasco, 2011). Conversely, if the
target location is cued by an abrupt peripheral stimulus occurring directly at the cued
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location, attentional orienting is rapid (taking ~50-100ms) and involuntary, reflecting the
capture of attention by an exogenous stimulus (Carrasco, 2011).
The endogenous and exogenous distinction highlights a broader dichotomy defined in
selective attention research: top-down and bottom-up guidance of attention (Desimone and
Duncan, 1995; Egeth and Yantis, 1997). Traditionally, bottom-up factors are defined as
everything external to the observer, such as the physical features of the stimuli (Desimone
and Duncan, 1995; Egeth and Yantis, 1997). Top-down factors have been defined in various
ways, referring sometimes to task-relevant factors (Egeth and Yantis, 1997), or simply to
everything that is not bottom-up: task goals, memories, biases, and contexts (Desimone and
Duncan, 1995). However, as will be discussed later, either version of the dichotomy is
inadequate at describing the guidance of selective attention: stimuli with a reward or selection
history can drive our attention, yet they may be neither task-relevant nor physically salient
(Awh et al., 2012).

The neural mechanisms of attention
Competitive interactions in cortex
According to the biased competition model, neural populations in cortex are
intrinsically competitive: prioritisation of one stimulus representation comes at the expense of
others (Desimone and Duncan, 1995). Competition is strongest at the level of the spatial
receptive field, the region of visual space to which a neuron responds most strongly
(Angelucci et al., 2017; Beck and Kastner, 2009). For example, the neuronal response to two
stimuli presented within a single receptive field is smaller than the sum of the responses to
their individual presentations, an effect also observed using human neuroimaging (Kastner et
al., 1998, 2001; Moran and Desimone, 1985; Reynolds et al., 1999).
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Competition can be resolved by biasing neural populations in favour of specific
stimuli (Desimone and Duncan, 1995). For example, when two stimuli fall within the same
receptive field, neuronal activity is driven predominantly by the attended stimulus (Moran
and Desimone, 1985). Attentional biases can be defined by task goals in a “top-down”
manner. This occurs when we search for a target defined by a specific location (spatial
attention), feature (feature-based attention), or object (object-based attention; Chun et al.,
2011). Accordingly, neuronal responses are enhanced for stimuli that match the location,
feature, or object of attention (Bichot et al., 2005; Moran and Desimone, 1985; Roelfsema et
al., 1998). In line with “bottom-up” attention, biases can also be defined by physical salience,
with neuronal responses to competing stimuli driven by the more physically salient ones
(Reynolds and Desimone, 2003). Importantly, neuronal responses can also be enhanced in a
preparatory manner, prior to the onset of stimuli (Beck and Kastner, 2009; Stokes and
Duncan, 2014). For example, cueing attention to a location or object ahead of time increases
baseline firing in neurons representing that part of visual space or the cued object (Chelazzi et
al., 1998; Luck et al., 1997). Which brain regions integrate information that can bias
competition and which regions generate the associated biasing signals?
Attentional priority maps
The concept of a priority map is central to understanding the neural mechanisms of
attention control (Fecteau and Munoz, 2006; Zelinsky and Bisley, 2015). Neurons in areas
such as the lateral intraparietal area (LIP), frontal eye field (FEF), and superior colliculus
(SC) are thought to encode a topographic map of the visual field which, rather than
representing visual features, represents the relative attentional priority of stimuli across the
visual field (Bisley and Goldberg, 2010; Fecteau and Munoz, 2006; Thompson and Bichot,
2005). These maps are thought to integrate different sources of information that may drive
attention and represent them in a common space defined by their relative priority. Attentional
10

selection is then determined by the strongest peak on this map according to a winner-take-all
rule (Fecteau and Munoz, 2006; Itti and Koch, 2001). Traditionally, attentional priority in
these maps is thought to integrate current task-related information (“top-down” priority) and
physical saliency (“bottom-up” priority); however, others have proposed that memory-related
input, such as previously learned stimulus-reward associations, may also be incorporated
(discussed below; Awh et al., 2012).
The dorsal frontoparietal attention network
Selective attention is partly mediated by a dorsal frontoparietal network which
includes the superior parietal lobule (SPL), medial intraparietal sulcus (mIPS), supplementary
eye field (SEF), and frontal eye field (FEF) in the prefrontal cortex. Research, particularly in
macaque neurophysiology, has focused largely on the lateral intraparietal area (LIP), the
likely homologue to the human mIPS, and the FEF (Moore and Zirnsak, 2017). LIP and FEF
are both thought to encode an attentional priority map to directly or indirectly drive selective
attention, modulating the corresponding neural populations in visual cortex to resolve
competition in favour of the highest priority stimulus (Fecteau and Munoz, 2006; Zelinsky
and Bisley, 2015). fMRI topographic mapping studies have identified similar priority-like
maps in the human FEF and mIPS (Sereno et al., 2001; Silver and Kastner, 2009).
During spatial and feature-based attention tasks, task information such as a cued
location or a search target as well as stimuli’s physical salience is encoded by the FEF
(Astafiev et al., 2003; Greenberg et al., 2010; Thompson et al., 2005). Causal manipulation of
FEF activity supports a role for these representations in mediating task-driven attention
(Noudoost et al., 2010). Microstimulating the FEF increases responses in visual area V4,
improves its neuronal discriminability, and improves covert and overt target detection in a
spatially specific manner (Armstrong and Moore, 2007; Moore and Armstrong, 2003; Moore
and Fallah, 2001; Noudoost et al., 2010). Like FEF, LIP neurons also encode information
11

including task information, physical salience, and saccade signals (Ipata et al., 2009). LIP
inactivation impairs performance on selective attention tasks (Balan and Gottlieb, 2009; Liu
et al., 2010; Wardak et al., 2004). Likewise, simultaneous recordings in LIP and extrastriate
cortex suggests modulation arising from the former to the latter (Saalmann et al., 2007).
Similarities between representations in FEF and LIP have made it difficult to discern
the relative contributions of the priority maps encoded in each region (Zelinsky and Bisley,
2015). Researchers have sought to determine the relative influence of task-driven and
salience-driven factors on LIP and FEF activity, finding conflicting evidence. Buschman and
Miller (2007) recorded neurons simultaneously in FEF and LIP, comparing activity during
visual search driven by a salient pop-out stimulus or a serial approach using a target template.
Whereas target detection occurred earlier in FEF during serial search, it occurred earlier in
LIP during the pop-out condition (a similar pattern was observed by Ibos et al., 2013). In
contrast to these findings, Katsuki and Constantinidis (2012) and Sapountzis et al. (2018)
found similar target detection latencies in FEF and LIP using a pop-out search task and serial
search task, respectively.
Alternatively, instead of any one region encoding the “master” priority map, some
evidence suggests that priority maps may be encoded in parallel in multiple regions such as
FEF and LIP; selective attention may instead be determined via the dynamic interaction
between regions (Salazar et al., 2012; Womelsdorf and Everling, 2015). This is also
consistent with earlier inactivation studies showed interdependence between PFC and LIP
during attention tasks (Chafee et al. 2000; Quintana et al. 1989). It is not yet clear how these
interactions play out, particularly in the context of competing sources of priority
(Womelsdorf and Everling, 2015).
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The ventral frontoparietal attention network
In addition to the dorsal frontoparietal network, a ventral and right-lateralised network
including the inferior parietal lobule (IPL), temporoparietal junction (TPJ), and the ventral
frontal cortex (VFC) also plays an important, albeit less well-understood, role in attention
(Corbetta and Shulman, 2002; Husain and Nachev, 2007). Indeed, early studies of lesions in
ventral parietal areas (e.g., in the IPL) and the associated neglect syndrome suggested an
attentional function for the parietal cortex (e.g., Vallar and Perani, 1986). Neglect patients
have a range of spatial and non-spatial impairments, reflecting a range of attentional functions
ascribed to this ventral network (Husain and Rorden, 2003). These functions include
detecting salient events without a spatial component, such as oddball targets or novel stimuli
(Corbetta et al., 2000; Marois et al., 2000), as well as sustaining attention at spatial locations
or more generally remaining vigilant (Husain and Nachev, 2007; Malhotra et al., 2009;
Micheli et al., 2015). Further, the ventral network is important for orienting spatial attention
to salient events, such as exogenous cues (Peelen et al., 2004; Shulman et al., 2010), and reorienting attention after such events (Chambers et al., 2004; Shulman et al., 2009). Some
studies have shown that it is similarly involved in orienting attention to salient, task-irrelevant
stimuli, which may be critical for understanding VDAC (de Fockert et al., 2004; Han and
Marois, 2014a). Importantly, these functions are performed in concert with the dorsal
frontoparietal network, which may be more involved in generating the resultant biasing
signals (Corbetta and Shulman, 2011; Corbetta et al., 2005; Shulman et al., 2009).
Notably, most of the research into this network has come from human neuroimaging
and lesion studies (Corbetta and Shulman, 2011). One barrier to complementary research in
macaques is uncertainty over the anatomical homology in the parietal cortex between human
and non-human primates, given the expansion of parietal cortex in humans (Bruner, 2010;
Husain and Nachev, 2007; Mars et al., 2011; Orban et al., 2004). Nevertheless, recordings in
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the macaque IPL (area 7a) found neurons that encode the presence of salient, task-irrelevant
stimuli (Constantinidis and Steinmetz, 2005). Moreover, some neurons in this area encode
stimuli during attentional selection, but only if they appear outside the current focus of
attention, consistent with a role for the IPL in re-orienting attention (Steinmetz and
Constantinidis, 1995). In contrast, a recent comparative fMRI study did not find evidence for
TPJ activation in macaques during target detection, suggesting a possible functional
dissociation in parts of the ventral network (Patel et al., 2015).
Subcortical structures
Subcortical structures such as the SC and thalamus have long been known to be
critical for selective attention (Desimone and Duncan, 1995). In addition to the SC’s role in
driving oculomotor behaviour via the brainstem, it plays a key role in overt and covert
selective attention by integrating sensory and cognitive information from across the brain to
represent an attentional priority map (Fecteau and Munoz, 2006; Fecteau et al., 2004;
Krauzlis et al., 2013). Interestingly, Zénon and Krauzlis (2012) found that the SC may
modulate attention via mechanisms distinct from cortex: SC inactivation impairs spatial
attention as measured behaviourally, but leaves intact the attention-like neural modulations in
cortex. Further, the SC may facilitate rapid detection of salient events by modulating activity
in areas including the dopaminergic midbrain and cortical visual areas (Berman and Wurtz,
2010; Boehnke and Munoz, 2008; Comoli et al., 2003; Takakuwa et al., 2017).
Within the thalamus, evidence from humans and macaques suggests that pulvinar
neurons show attentional modulation similarly to cortex (Bender and Youakim, 2001; Smith
et al., 2009). Moreover, the pulvinar may play a role in mediating communication between
cortical areas during selective attention, particularly because it integrates a range of cortical
and subcortical inputs (Green et al., 2017; Saalmann and Kastner, 2009; Saalmann et al.,
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2012). Other evidence suggests it may also play a role in filtering out irrelevant information
(Fischer and Whitney, 2012; Snow et al., 2009).

Reward learning and value-guided decision-making
All animals, including humans, survive by learning about their environment. Which
stimuli indicate reward availability and which actions are valuable to obtain it? Associative
learning—a learned pairing between a stimulus or action and a rewarding outcome—is a
powerfully simple way to accomplish this. Pavlovian and instrumental learned associations
not only function as heuristics for interacting with the environment in an automatic, “modelfree” way (the focus of the current work), but also as essential components for goal-driven,
“model-based” behaviour (beyond the scope of the current work; Dayan and Berridge, 2014;
O’Doherty et al., 2017). Note that although the current work primarily focuses on reward
learning and attention, decision-making is relevant because (1) we often learn by making
decisions and observing the outcomes, and (2) decision-making tasks provide an experimental
way of testing what learning has occurred.
Reinforcement learning
Reinforcement learning (RL) is a formal account of how associative learning occurs
(Sutton and Barto, 1998). Put simply, rewarding outcomes reinforce associations between
those outcomes and the stimuli or actions which are inferred to predict them. The predictive
aspect is key: mere co-occurrence of stimuli and outcomes does not necessarily enable
learning (Rescorla and Wagner, 1972). In the Rescorla-Wagner model, the value of an
observed outcome attributed to a particular stimulus is compared to the predicted value
associated with that stimulus (e.g., assumed to be zero for initially neutral stimuli; Rescorla
and Wagner, 1972). This comparison—the difference between the outcome value and
predicted value—generates a reward prediction error (RPE) which is used to update the
15

predicted value according to an assumed learning rate. Positive RPEs increase the predicted
value and negative RPEs decrease it, thereby gradually bringing the predicted value closer to
the outcome value and endowing the stimulus (or action) with associated value. Other models
have extended this basic framework; for example, temporal difference (TD) learning takes the
timing of stimuli and outcomes into account (see also below; Sutton and Barto, 1998).
Predictive, motivational, and subjective value
The concept of “value” requires clarification. The predictive value of a stimulus
describes the statistical relationship between the stimulus and reward (i.e., the stimulusreward contingency); thus, the predictive value of a stimulus depends solely on external
information (Schultz, 2015). In many simplified contexts, the learned value of a stimulus is
often assumed to be equivalent to this predictive value (Schultz, 2015). However, the “true”
value associated with a stimulus also depends on internal information related to one’s state,
such as the level of hunger, as well as costs associated with obtaining the reward (e.g., effort
cost; Berridge, 2004). One’s drive to obtain a reward at a particular time defines the
motivational value (or the incentive value) of that reward and of the stimulus associated with
it (Berridge, 2004). The integration of both predictive value and motivational value is often
called subjective or economic value (Padoa-Schioppa and Cai, 2011). As discussed below,
these distinctions are critical for functionally dissociating brain regions. In the current thesis,
we assume that the motivational value of reward (money and juice reward in the human and
non-human primate studies, respectively) remains constant.

Neural mechanisms of reward learning and decision-making
Dopaminergic reward prediction errors and the striatum
What enables RL in the brain? Reward prediction errors—the key component of RL—
have been shown to be encoded by the firing of dopaminergic (DA) neurons within the
16

ventral midbrain (Schultz, 2007; Schultz et al., 1997). As animals learn Pavlovian or
instrumental associations, the timing of DA neural firing transitions from the time of reward
outcome to the time of the predictive cue, consistent with TD learning (Schultz, 2015). If the
outcome occurs as expected, DA neurons do not respond to the outcome (signalling a fulfilled
prediction); if the outcome is greater (or less) than expected, neural firing increases (or
decreases) above baseline, signalling a positive (or negative) RPE, respectively (Schultz,
2015). This pattern of activity has been demonstrated to be sufficient to causally drive
learning (Chang et al., 2016; Steinberg et al., 2013). Moreover, there is evidence for a
mechanistic account of how DA neurons reinforce specific stimuli or actions via their
extensive projections to the striatum (Haber et al., 2000). During learning, precisely timed
DA release in the striatum enables plasticity at synapses simultaneously targeted by
sensorimotor and other cortical inputs (Berke, 2018; Reynolds and Wickens, 2002; Reynolds
et al., 2001; Yagishita et al., 2014).
Research points to a dissociation between ventral and dorsal striatum, with the former
critical for the initial stimulus- or action- reward learning, and the latter critical for the
formation of habits (Yin and Knowlton, 2006). Broadly, habits are defined as being learned
over a period of time, operating in a non-goal-driven manner, and elicited by a specific
stimulus or context (Yin and Knowlton, 2006). As behaviours become overlearned, neural
activity and concomitant DA release is thought to shift from ventral to dorsal striatum
(Willuhn et al., 2012; Yin and Knowlton, 2006). Indeed, dorsal striatum lesions prevent the
formation of habits, but maintain goal-driven behaviours (Yin et al., 2004). In humans, dorsal
striatum also becomes increasingly more active as training progresses (Tricomi et al., 2009).
Note that the RPE account of dopamine does not fully capture its complex and stilldebated functions (Berke, 2018; Gardner et al., 2018; Stauffer, 2018). Beyond learning per
se, DA also plays a role in initiating and motivating action and endowing stimuli with
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incentive salience, a kind of “wanting” tag that may be important for attentional capture (see
also below; Berke, 2018; Berridge, 2007). These diverse roles may possibly be underpinned
by the mechanistic and functional dissociation of striatal dopamine release and the firing of
DA neurons (Berke, 2018). Moreover, DA neurons also project to the prefrontal cortex,
where their mechanisms are even less well understood (Puig et al., 2014; Seamans and Yang,
2004; Weele et al., 2018).
Signalling of RPEs in the striatum does not mediate reward learning in isolation. The
striatum receives extensive cortical projections arriving in a ventral-to-dorsal gradient from
the orbitofrontal cortex (OFC), anterior cingulate cortex (ACC), dorsolateral prefrontal cortex
(dlPFC), premotor cortex, and motor cortex (Haber and Knutson, 2010). The ventral striatum
uniquely receives amygdalar and hippocampal input (Fudge et al., 2002), whereas the dorsal
striatum receives projections from parietal, extrastriate, and visual association cortex
(Yeterian and Pandya, 1995; Yeterian and Van Hoesen, 1978). Importantly, many of these
projections converge within the striatum, enabling the integration of information from across
cortex (Haber et al., 2006; Yeterian and Van Hoesen, 1978). Thus, it is important to
understand how these other regions contribute to reward learning.
Orbitofrontal cortex (OFC) and ventromedial prefrontal cortex (vmPFC)
The OFC is a key region involved in reward learning and value-guided decisionmaking, particularly when stimuli, rather than actions, are associated with rewards (Rudebeck
et al., 2008). It can be divided into a lateral region (area 12), a central region (areas 11 and
13), and a medial region (area 14; Rushworth et al., 2011; Walker, 1940). This latter region,
and its human homologue, is often referred to as the ventromedial prefrontal cortex (vmPFC),
although there is debate about the anatomical extent of this region—for simplicity, we refer to
it as vmPFC/mOFC (Beckmann et al., 2009; Rushworth et al., 2011).
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Like most of the frontal cortex, the function of area 11/13 is widely debated (Murray
and Rudebeck, 2018; Rushworth et al., 2011; Stalnaker et al., 2015). One line of work has
emphasised its role in learning and updating stimulus-reward contingencies (i.e., the
predictive value of stimuli), a function described as credit assignment—the linking of specific
outcomes to specific stimuli (Noonan et al., 2010; Walton et al., 2011, 2011). Lesions in this
area in humans and monkeys have been found to impair the ability to correctly assign reward
outcomes (i.e., credit) to stimuli during a three-option decision-making task; instead, credit
appeared to be spread over multiple stimuli chosen in the recent past (Noonan et al., 2010,
2017; Walton et al., 2010). However, recent studies suggest that credit assignment is not a
function of area 11/13 but of area 12 and/or the neighbouring ventrolateral PFC (see below;
Chau et al., 2015; Rudebeck et al., 2017).
An alternative account of area 11/13 suggests that it is involved in learning and
updating the subjective value associated with stimuli (i.e., a value that integrates internal
states and other information; Murray and Rudebeck, 2018; Padoa-Schioppa and Cai, 2011). A
classic demonstration is the devaluation test, in which animals are, e.g. satiated on a food
reward (thereby reducing its subjective value), and are then required to choose between a
stimulus associated with that reward or an alternative (Holland, 1981). Lesions in this area
impair animals’ ability to avoid choosing the stimulus associated with the devalued reward
(Izquierdo et al., 2004; Rudebeck et al., 2017a). Value coding in human OFC is also sensitive
to current levels of satiety (O’Doherty et al., 2000). Moreover, neurons in this area encode
animals’ subjective preferences for different food rewards on offer (Padoa-Schioppa and
Assad, 2006; Raghuraman and Padoa-Schioppa, 2014). This function could be supported by
the sensory input OFC receives from the cortex and motivational signals received from the
amygdala (see also below; Carmichael and Price, 1996; Wassum and Izquierdo, 2015).
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As mentioned, two recent studies have pointed to area 12 and neighbouring
ventrolateral PFC (vlPFC; areas 45 and 46) as potentially important for credit assignment
(Chau et al., 2015; Rudebeck et al., 2017a). Rudebeck et al. (2017a) lesioned this broad area,
finding impairments in the same three-option decision-making task used in earlier studies
(e.g., Walton et al., 2010). Importantly, they did not find such impairments when lesioning
OFC area 11/13, suggesting a double dissociation, with area 11/13 encoding subjective
values, and area 12/vlPFC involved in credit assignment (Rudebeck et al., 2017a). In line
with this, Chau et al. (2015) found that activity within area 12 was related to adaptive
behavioural change on reversal learning tasks, suggesting that this may be the key region.
Although the functional dissociations within area 12/vlPFC are not yet clear, earlier lesion
studies suggest it may be important for goal-driven selective attention (Rossi et al., 2007;
Rushworth et al., 2005). Whether attention is the key function underlying this region’s role in
stimulus-reward learning remains to be tested (Murray and Rudebeck, 2018).
In contrast to the more lateral OFC’s role in learning, the vmPFC/mOFC is thought to
be involved in comparing stimulus values during decision-making (Rushworth et al., 2011).
Activity in this area during decision-making often encodes the relative difference between the
ultimately chosen and unchosen option values, reflecting a value comparison signal
(Boorman et al., 2009; Lim et al., 2011; Papageorgiou et al., 2017; Strait et al., 2014). In
monkeys and humans, lesions in this area impair decision-making by allowing the value of an
irrelevant option to affect the value comparison between two other options (Noonan et al.,
2010, 2017). The vmPFC/mOFC is thought to enable decision-making by transforming
potentially disparate stimulus values (e.g., money or food) into a common currency that
allows easy comparison of values (Levy and Glimcher, 2012; O’Doherty et al., 2017).
Interestingly, selective attention modulates value signals in this area (Lim et al., 2011), as
does the spatial position of stimuli (Strait et al., 2016), suggesting that part of its function
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may be to maintain selective attention to relevant information during decision-making
(Walton et al., 2015). In parallel to its proposed role during decision-making, some suggest it
is part of an automatic valuation system in the brain, encoding both stimulus values and
preferences between stimuli even when this is not explicitly required (Lebreton et al., 2009).
Amygdala
The amygdala may support reward learning by tracking outcomes to signal their
motivational value and how surprising they are (Wassum and Izquierdo, 2015). Amygdala
neurons encode both the predictive and subjective values associated with stimuli, updating
this information rapidly as contingencies change (Belova et al., 2008; Bermudez and Schultz,
2010; Paton et al., 2006). Whereas inactivating OFC area 11/13 both during and after reward
devaluation impairs subsequent decision-making, the amygdala is only necessary during
devaluation itself, consistent with a role during the outcome stage (Wassum and Izquierdo,
2015; Wellman et al., 2005; West et al., 2011). Outcome-specific value information is
thought to be sent to the OFC to update stimulus values (Baxter et al., 2000; Wassum and
Izquierdo, 2015). Indeed, amygdala and OFC interactions are prominent during reversal
learning, and amygdala lesions strongly reduce the value coding in the OFC, during both
learning and stable performance (Chau et al., 2015; Morrison et al., 2011; Rudebeck et al.,
2013a).
Further, amygdala neurons encode a prediction error that differentiates between
positive or negative outcomes (i.e., a signed prediction error), which could also support
learning of stimulus-reward associations (Belova et al., 2007). Indeed, amygdala lesions
impair learning of novel stimulus-reward associations (Rudebeck et al., 2013a). Some work
suggests that the amygdala may be particularly important for using negative feedback to
guide behaviour (Chau et al., 2015; Rudebeck et al., 2013a). However, its precise role is
unclear as lesion studies using reversal learning tasks report improvements, impairments, or
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no effects in these tasks (Costa et al., 2016; Izquierdo and Murray, 2007; Rudebeck and
Murray, 2008). Chau et al. (2015) found that the amygdala also encodes outcome history over
several trials, a signal which may sometimes interfere with learning and decision-making, and
which might explain why some studies report that amygdala lesions paradoxically improve
reversal learning (Rudebeck and Murray, 2008; Stalnaker et al., 2007).
Some amygdala neurons also encode a prediction error without regard to the type of
outcome (i.e., an unsigned prediction error; Belova et al., 2007). This signal is often called an
attention or surprise signal because it indicates an unexpected outcome regardless of its
valence (Bissonette and Roesch, 2016; Roesch et al., 2012). It is used in the Pearce-Hall
model of reinforcement learning as an “associability” term which regulates how much
learning is done as a function of the amount of surprise (Pearce and Hall, 1980). Indeed, Li et
al. (2011) found that BOLD activity in the amygdala correlates with such signals during a
reversal learning task. Consistent with this, amygdala neurons also encode the spatial location
of stimuli associated with rewarding or aversive outcomes, in line with spatial attention (Peck
and Salzman, 2014a; Peck et al., 2013; Roesch et al., 2010). It may transmit attention signals
to areas such as the anterior cingulate cortex (ACC) or the basal forebrain to modulate
cortical learning (Bryden et al., 2011; Hayden et al., 2011a; Peck and Salzman, 2014b;
Roesch et al., 2012).
Anterior cingulate cortex (ACC)
The ACC is another widely debated area (Heilbronner and Hayden, 2016; Kolling et
al., 2016; Shenhav et al., 2016). Recent accounts suggest it may support decision-making by
encoding the value of alternative courses of action relative to the current or default action or
the value of exploring new actions—functions which require integrating different sources of
information (Hayden et al., 2011b; Kolling et al., 2016). During decision-making, ACC
neurons show strong encoding of chosen and unchosen option values, in line with its
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connections with the striatum, amygdala, and nearby PFC regions (Blanchard and Hayden,
2014; Hayden et al., 2009; Kennerley et al., 2008). Moreover, it has been specifically
implicated in learning and deciding between action-outcome associations and integrating
considerations about effort (Kennerley et al., 2006; Rushworth et al., 2011). Indeed, it has
extensive connections to motor cortex and the spinal cord, suggesting it is well-placed to
influence action (Rushworth et al., 2011). Moreover, it has been shown to encode unsigned
prediction errors, which may modulate learning rate as needed (Behrens et al., 2007; Hayden
et al., 2011a). Consistent with this, value signals in this area have been shown to reflect
reward history averaged over different timescales (Seo and Lee, 2007; Wittmann et al., 2016).
All of these functions may be particularly important in a foraging context, in which reward
history and effort need to be integrated and considered over multiple timescales (Kolling et
al., 2016).

The impact of reward learning on selective attention
Various forms of past experience can guide or involuntarily capture attention,
including real world object-colour associations, scene memories, and semantic associations
(Moores et al., 2003; Olivers, 2011; Stokes et al., 2012; Summerfield et al., 2006). Reward
history, established via Pavlovian or instrumental reward learning, is a particularly strong
form of past experience (Chelazzi et al., 2013). Desimone and Duncan (1995) wrote that “the
top-down selection bias of a current task can sometimes be overturned by information of
long-term or general significance acting in a bottom-up fashion”. Work over the last years on
value-driven attentional capture (VDAC) has revealed that stimuli associated with reward can
capture attention involuntarily, in the absence of any reward contingency, task relevance, or
physical salience (Anderson, 2013; Awh et al., 2012; Chelazzi et al., 2013). Awh,
Belopolsky, and Theeuwes (2012) highlighted that such effects do not fit into the established
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dichotomy of top-down and bottom-up factors. Their impact on attention does not depend on
physical salience and therefore cannot be characterised as bottom-up; however, it also does
not depend on current goals and is often involuntary, and therefore should not be categorised
as top-down (Awh et al., 2012). Awh et al. suggest three categories of attentional guidance
which can all interact: (1) current goals, (2) past selection history (e.g., reward learning), and
(3) physical salience. Evidence for VDAC is reviewed below.
Trial-wise effects of reward learning on attention
Inter-trial priming studies provided early evidence that task-irrelevant reward history
can modulate attention (Awh et al., 2012). In inter-trial priming, trial-wise repetition of
features that define visual targets or distracters (e.g., location or colour) leads to faster
performance on repeated trials (Gál et al., 2009; Kristjánsson, 2006; Maljkovic and
Nakayama, 1994, 1996; Tipper, 1985). Conversely, when a former distracter is now presented
as a target, selection is slower (i.e., negative inter-trial priming; Tipper, 1985). Using such a
paradigm, Della Libera and Chelazzi (2006) rewarded participants on correct trials with either
high or low reward, allocated randomly. Negative priming only occurred following the high
reward trials, even though performance was correct in both trial types and was fully
decoupled from reward magnitude (Della Libera and Chelazzi, 2006). This suggests that
successful attentional selection was reinforced on high reward trials and discounted in low
reward trials (Chelazzi et al., 2013; Della Libera and Chelazzi, 2006). Hickey et al. (2010a)
further showed that low reward can lead to slower performance during typically positive
priming, suggesting that attentional selection was effectively devalued after low reward
reinforcement. Hickey et al. (2011) further demonstrated that the effect of reward specifically
affects target selection (rather than distracter suppression), consistent with the idea that
reward modulates target representations, rather than attentional selection per se (but see
below). Follow-up studies showed that such effects also occur for overt attention, with
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reward-associated stimuli eliciting rapid saccades and affecting saccade accuracy (Hickey and
van Zoest, 2012, 2013). Lastly, Camara et al. (2013) demonstrated that such attentional
capture persists even if the task-irrelevant feature is penalised.
Longer term effects of reward learning on attention
Inter-trial priming effects build up rapidly but typically last for only several trials at a
time, thereby reflecting only short-term interactions between learning and attention
(Kristjánsson, 2006). Early demonstration of longer term effects came from Della Libera and
Chelazzi (2009) who designed a now widely-used paradigm with separate training and testing
phases. In the training phase, participants performed a visual discrimination task in which
some stimuli were associated with high or low reward when they functioned as targets, and
others when they functioned as distracters. Participants were falsely told that reward receipt
depended on performance. In the testing phase (five days later), participants completed an
identical visual discrimination task albeit without any reward. Across two experiments, Della
Libera and Chelazzi found that previously high reward targets slowed performance when they
appeared as distracters and speeded performance when they again appeared as targets.
Because no reward was available in the testing phase, these findings demonstrated that taskirrelevant reward history can affect attention in the long term (Della Libera and Chelazzi,
2009). Further evidence came from Raymond and O’Brien’s (2009) study of the attentional
blink (AB). In this paradigm, discrimination of a first target impairs discrimination of a
second target if they occur within a short enough time window (up to ~500ms; Raymond et
al., 1992). Raymond and O’Brien (2009) found that faces previously associated with high
reward were resistant to this effect (i.e., their discrimination was not impaired), suggesting
that learned value conferred attentional priority to these stimuli also within the temporal
dimension.
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Value-driven attentional capture by unrewarded, task-irrelevant, non-salient stimuli
The above studies do not clearly dissociate task-relevant and irrelevant processing in
their effects. In Della Libera and Chelazzi (2009), the reward-associated stimuli in the testing
phase functioned as both targets and distracters across trials. Likewise, in Raymond and
O’Brien (2009), reward-associated faces were still task-relevant targets. Evidence that reward
history could impact attention when stimuli are entirely irrelevant for the task came from
Peck et al. (2009). Monkeys first learned that cues predicted reward for a correct saccade to a
target. Although fixating these cues was not required for correct performance, monkeys
nevertheless rapidly developed attentional biases towards them. Critically, these biases
persisted and slowed performance in a novel task context in which these cues no longer
signalled reward and were entirely task-irrelevant.
Evidence in humans came from Anderson et al. (2011a). In a training phase,
participants first searched for a colour-defined target to discriminate an embedded stimulus.
One target colour resulted in high reward following correct performance and another in low
reward. In the testing phase, participants performed a similar task albeit with targets now
defined by shape and without any reward. Although colour was now entirely irrelevant, the
presence of a distracter in a high-reward-associated colour slowed performance relative to a
low-reward-associated colour and to when no reward-associated distracters were present—an
effect they termed value-driven attentional capture (VDAC; Anderson and Halpern, 2017;
Anderson et al., 2011a).
Importantly, this effect was not observed in a control experiment without rewards in
the training phase, ruling out that it is due to participants attending certain stimuli more
frequently than others—i.e., non-reward-related selection history (Anderson et al., 2011a).
The specific role of reward learning in these effects was further confirmed by other studies
(Anderson and Halpern, 2017; Chapman et al., 2015; Failing and Theeuwes, 2014; MacLean
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and Giesbrecht, 2015a). Moreover, the reward-associated stimuli were not more physically
salient than any others, ruling out a physical saliency-based explanation for capture
(Anderson et al., 2011a). In fact, the effects of VDAC appear to be additive to physical
saliency (Anderson et al., 2011b). Other studies demonstrated similar VDAC effects for
stimulus features beyond colour, including orientation, spatial location, and naturalistic
images (Anderson and Kim, 2018; Chelazzi et al., 2014; Failing and Theeuwes, 2015;
Laurent et al., 2015). In sum, this research suggests that entirely task-irrelevant and
physically non-salient stimuli can capture attention and impair performance solely due to
their reward history (i.e., learned value).
The role of spatial attention in value-driven attentional capture
Many of the above studies have focused on covert attention (i.e., the absence of
oculomotor behaviour) and used RT as an index of visual processing and therefore attention.
However, effects on RT and attention can arise for various reasons (Carrasco, 2011). One
obvious possibility is that spatial attention is oriented to reward-associated stimuli and then
has to be re-oriented to the target (Carrasco, 2011; Posner, 1980). Alternatively, a slowing of
RT in the presence of reward-associated distracters may be attributed to increased arousal
(Most et al., 2007), or a non-spatial filtering cost (Folk et al., 2009; Treisman et al., 1983).
Characterising the behavioural effect is critical for understanding the underlying neural
mechanisms. In support of the spatial attention account, the aforementioned Anderson et al.
(2011a) study found that RTs are slower on trials in which the target appeared in a location
previously occupied by a reward-associated distracter, suggesting a spatially-specific
inhibitory effect (see also Failing and Theeuwes, 2014). Additional evidence for a spatial
attention effect came from studies of overt attention with reward-associated stimuli drawing
rapid saccades (Anderson and Yantis, 2012; Bucker et al., 2015; Theeuwes and Belopolsky,
2012). The role of spatial attention in VDAC is further explored in Chapters 2 and 3.
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The time-course of value-driven attentional capture
Another important question concerns the time-course of VDAC—is the capture of
attention by reward-associated stimuli a transient or sustained process? Understanding the
time-course of VDAC can provide insight into its neural mechanisms by constraining the set
of potential brain regions involve in its generation (Moore and Zirnsak, 2017). In the
aforementioned AB study by Raymond and O’Brien (2009), a second experiment had the
order of stimuli swapped, such that stimuli with reward history were the first targets to be
discriminated. Surprisingly, the reward history of the first targets did not affect the
discrimination of the second targets at either a 200ms or 800ms stimulus-onset asynchrony
(SOA), suggesting that any attentional capture was very transient. Failing and Theeuwes
(2015) speculated that the continued task-relevance of the reward-associated stimuli in
Raymond and O’Brien (2009) may have enabled participants to prepare for both targets. In
their follow-up study, the preceding reward-associated stimuli were entirely task-irrelevant.
In contrast to Raymond and O’Brien (2009), they did find impaired target detection in both
the 200ms and 800ms SOA conditions, suggesting VDAC can be sustained (Failing and
Theeuwes, 2015).
Other research has used the Posner (1980) cueing paradigm. In Rutherford et al.
(2010), the reward-associated cue could appear either on the same or opposite side as an
upcoming target, appearing at an SOA of 100ms or 1500ms (Posner, 1980; Rutherford et al.,
2010). Surprisingly, regardless of SOA, cues slowed performance if they appeared on the
same side as the target—a result which counters the established pattern of spatial orienting
effects (Carrasco, 2011; Posner, 1980; Rutherford et al., 2010). It also contradicts another
study by Failing and Theeuwes (2014) who similarly used the Posner cueing paradigm with
an SOA of 200ms and did find the expected pattern of RT costs and benefits, consistent with
an effect of reward history on spatial attention. Furthermore, what happens at short and longer
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SOAs has not yet been tested. In sum, evidence from existing attentional blink and Posner
cueing studies fails to provide a clear understanding of the time-course of VDAC. This is a
question explored further in Chapters 2 and 3.
The learning underlying value-driven attentional capture
There is some disagreement over the type of reward learning that underlies VDAC.
Chelazzi et al. (2013) proposed that VDAC may be enabled by: (1) Pavlovian learning, in
which rewards directly reinforce stimulus representations, which capture attention via their
increased priority; or (2) an additional instrumental learning mechanism, in which rewards
reinforce the attentional selection responses towards stimuli. Further, the type of learning that
occurs depends on whether participants perceive rewards to be linked to their performance, an
account put forth to explain two of their studies (Chelazzi et al., 2013). Della Libera and
Chelazzi (2009), in addition to finding evidence of value-driven attentional capture, found an
effect akin to value-driven attentional suppression: previously reward-associated distracters
improved performance when again appearing as distracters and impaired it when appearing as
targets. Chelazzi et al.’s (2013) interpretation is that reward reinforced the instrumental
responses of attentional selection (of targets) and suppression (of distracters) which carried
over into the testing phase. Importantly, Della Libera and Chelazzi (2009) falsely told
participants that reward depended on their performance. Conversely, when Della Libera et al.
(2011) told participants that reward was randomly allocated, both reward-associated targets
and distracters improved performance when appearing as targets, and impaired it otherwise
(i.e., the typical VDAC effect; Della Libera et al., 2011). In this case, reward reinforced the
stimuli themselves in a Pavlovian manner (Chelazzi et al., 2013). Other accounts similarly
distinguish between an instrumental and Pavlovian learning mechanism in this context
(Failing and Theeuwes, 2018; Le Pelley et al., 2016).
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In contrast, others suggest that VDAC is best explained solely by Pavlovian learning
(Anderson, 2016; Hikosaka et al., 2013). Paradigms in which it is instrumental to suppress
attention to reward-predicting stimuli (because attending to them leads to loss of reward)
instead find persistent capture by these stimuli, consistent with a Pavlovian account (Le
Pelley et al., 2015, 2017; Pearson et al., 2015). Moreover, no studies except Della Libera et
al. (2009; 2011) have found evidence for instrumental-like learning related to VDAC (see
also Hickey et al. [2011] who did not find evidence for value-driven attentional suppression).
Pavlovian learning also appears sufficient to generate VDAC: studies in which stimulusreward associations during the training phase are learned in a Pavlovian manner and are
entirely task-irrelevant nevertheless demonstrate VDAC (Bucker and Theeuwes, 2017, 2018;
Mine and Saiki, 2015; Peck et al., 2009). From a theoretical perspective, instrumental
learning of attentional selection or suppression is maladaptive, as attention is a way to explore
and gain more information prior to responding (Buzsáki, 1982; Gottlieb, 2012; Manohar and
Husain, 2013). Future work needs to confirm whether VDAC can reflect either Pavlovian or
instrumental learning (or both) and how this bears on the expression of VDAC and its
underlying neural mechanisms (Failing and Theeuwes, 2018).

The neural mechanisms of VDAC
Dopamine-mediated learning of stimulus-reward associations for VDAC
As reviewed above, reward learning involves a complex and still unresolved network
of brain regions and neuromodulators, which have been studied outside the context of VDAC
(O’Doherty et al., 2017; Rushworth et al., 2011; Schultz, 2016). Recent work has linked
dopamine to reward learning in the context of VDAC or related effects. Anderson et al.
(2017) found that striatal DA function during reward learning, as measured via positron
emission tomography, correlates with the subsequent magnitude of VDAC. In rodents, the
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development of approach behaviours towards reward-predictive cues (“sign tracking”) also
depends on DA (Flagel et al., 2011). More research is needed to determine whether any brain
networks during learning may specifically predict the expression of VDAC (e.g., Saunders et
al., 2018). Nevertheless, it is clear that some kind of plasticity has to occur for VDAC to be
expressed—the key questions are where and how in the brain this occurs (Anderson, 2016;
Chelazzi et al., 2013; Hickey et al., 2010a).
Cortico-striatal plasticity
Plasticity at cortico-striatal synapses fits well with DA’s role in learning (Anderson,
2016), and has been demonstrated in auditory stimulus-reward learning and instrumental
learning (Reynolds et al., 2001; Xiong et al., 2015). It has not been directly demonstrated in
the context of VDAC, but relevant aspects have been recently described in the basal ganglia.
Kim and Hikosaka (2013) characterised object-selective neurons in the tail of the caudate
nucleus (CDt) that encode the long-term value of visual stimuli, even in extinction, and
whose activity promotes saccades to such stimuli. Moreover, CDt lesions impair performance
on visual discrimination tasks requiring the maintenance of long-term stimulus-reward
associations (Fernandez-Ruiz et al., 2001). CDt forms a circuit with the substantia nigra and
the superior colliculus, each of which also has neurons coding for long-term stimulus value
(Griggs et al., 2018; Hikosaka et al., 2018; Kim et al., 2015; Yasuda and Hikosaka, 2015).
Critically, CDt neurons receive extensive visual input from extrastriate and inferotemporal
cortex, among other areas (Saint-Cyr et al., 1990). Thus, these cortico-striatal synapses are
key candidates for reward-related plasticity to occur following the coincidence of visual input
into the striatum and a DA reinforcement signal (Anderson, 2016; Hikosaka et al., 2018;
Seger, 2013). Potentiated synapses could be activated by reward-associated visual features
and could drive rapid attentional orienting via the described basal ganglia circuit (Anderson,
2016; Hikosaka et al., 2018).
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Visual cortical plasticity
Plasticity of visual cortical representations is another plausible and frequently
proposed account for VDAC (Anderson, 2016; Failing and Theeuwes, 2018; Hickey et al.,
2010a; van Koningsbruggen et al., 2016). One model suggests that cortical plasticity may
arise from the coincidence of (1) selective attention, which gates plasticity by tagging cortical
representations during learning; and (2) a global RPE signal, which enables mechanisms of
plasticity to proceed in tagged populations (Hickey and Peelen, 2017; Roelfsema and
Holtmaat, 2018; Roelfsema and van Ooyen, 2005; Roelfsema et al., 2010). Strengthened
cortical representations are then assumed to modulate priority maps and drive selective
attention in a feed-forward manner (Awh et al., 2012; Failing and Theeuwes, 2018; Fecteau
and Munoz, 2006).
Outside the context of VDAC, visual cortical plasticity has been demonstrated using
object learning, perceptual discrimination, and category learning tasks (Freedman and Assad,
2006; Miyashita, 1988; Schoups et al., 2001). Plasticity has been found throughout the ventral
visual stream and in frontoparietal cortex, among other areas (LeMessurier and Feldman,
2018; Li, 2016; Watanabe and Sasaki, 2015). Stimulus-reward associations have been found
to modulate neuronal responses in extrastriate and inferior temporal cortex, albeit their impact
on attention has not been tested (Frankó et al., 2010; Mogami and Tanaka, 2006; Sasikumar
et al., 2018). The onset latency of these latter effects is important for their interpretation
(Fecteau and Munoz, 2006). Long latency effects (e.g., after 100ms) may result from higherorder modulation (e.g., from PFC), whereas short latency effects are more consistent with
cortical plasticity within visually selective cortex (Buffalo et al., 2010; Foxe and Simpson,
2002); however, even short latency effects may result from subcortical modulation (e.g.,
Sommer and Wurtz, 1998; see also below). The latency of cortical reward modulations differs
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across studies, with long latency (Mogami and Tanaka, 2006), short latency (Sasikumar et al.,
2018), and a combination (Frankó et al., 2010) being reported.
Whether, where, and how plasticity occurs also depends on a range of factors
including the type and difficulty of the task, the role of attention during learning, and the
duration of learning (Dosher and Lu, 2017; Op de Beeck and Baker, 2010; Watanabe and
Sasaki, 2015). Indeed, models of learning which incorporate cortico-basal ganglia
interactions suggest that learning is first driven by reinforcement mechanisms in the basal
ganglia, which then gradually train cortical networks to form associative links and take over
performance (Hélie et al., 2015; Houk and Wise, 1995). This suggests that cortical plasticity
should emerge only after extended learning (e.g., Helie et al., 2010; Pasupathy and Miller,
2005). It remains unclear whether these factors are also relevant for the potential link between
cortical plasticity and VDAC (see also Chapters 3 and 6).
Within the context of VDAC, evidence for visual cortical plasticity is limited
(Anderson, 2016). For example, oft-cited fMRI studies showing that reward-associated
stimuli modulate visual cortical activity (e.g., Anderson et al., 2014; Serences, 2008) do not
dissociate effects of reward history from effects caused by attention directed to these
stimuli—both can modulate neural activity in near-identical ways (Maunsell, 2004; Stanisor
et al., 2013). To this end, Hickey and Peelen (2015) demonstrated that changes in visual
cortical representations of reward-associated stimuli can occur without goal-driven attention.
They showed that multi-voxel representations of task-irrelevant reward-associated stimulus
categories were suppressed in extrastriate visual cortex, and that participants who showed
larger suppression also showed smaller behavioural costs of attentional capture (Hickey and
Peelen, 2015). However, as acknowledged by Hickey and Peelen (2015), the lag of the bloodoxygen-level-dependent (BOLD) response prevents the dissociation of rapid processes such
as involuntary attentional capture. Because the latter can still modulate cortical activity (e.g.,
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Kincade et al., 2005), the representational changes may reflect the effect of attentional capture
rather than its cause, even though attention was not strictly required in this context.
Other evidence comes from studies that show value modulations of early visual eventrelated potentials (ERPs) thought to arise from sensory cortex, such as the P1 component
(Hickey et al., 2010a; Luque et al., 2017a; MacLean and Giesbrecht, 2015b). Notably, some
of these effects are found in task-relevant contexts (Luque et al., 2017a) or only when rewardassociated stimuli interact with task-relevant stimuli (MacLean and Giesbrecht, 2015b),
making it difficult to attribute these effects purely to learned value (discussed further in
Chapter 3). Lastly, some evidence for visual cortical plasticity in VDAC comes from a recent
study showing that transcranial random noise stimulation over visual cortex—a protocol
thought to modulate plasticity—may potentiate the behavioural effects of VDAC (van
Koningsbruggen et al., 2016). Overall, more research is needed to determine whether visual
cortical plasticity underlies the expression of VDAC (see also Chapter 3).
Subcortical plasticity
Alternatively, VDAC may be mediated by plasticity which bypasses cortex entirely
(Griggs et al., 2018; Zénon and Krauzlis, 2012). Basic visual information is routed to the
superior colliculus, which projects to the substantia nigra (Comoli et al., 2003), enabling it to
potentially modulate selective attention via the aforementioned basal ganglia circuit (Griggs
et al., 2018; Redgrave and Gurney, 2006). Recent work has shown that this superior
colliculus pathway is sufficient for the development of predictive DA responses to spatial
locations associated with reward (Takakuwa et al., 2017). In contrast to prior assumptions,
the superior colliculus has also been shown to rapidly encode colour information (Herman
and Krauzlis, 2017)—precisely the feature used in many VDAC studies (e.g., Anderson et al.,
2011a). Likewise, the amygdala has been shown to modulate cortical processing of emotional
stimuli (Hadj-Bouziane et al., 2012; Sabatinelli et al., 2009). Lastly, although not technically
34

subcortical, the hippocampus is also an area of interest which shows value coding,
particularly after long-term learning (Lebreton et al., 2009; Wimmer et al., 2018). Moreover,
a recent study reports the emergence of short-latency sensory signals in the hippocampus
after reward learning (Merre et al., 2018). Probing these potential pathways and mechanisms
will be key to understanding the neural basis of VDAC.
Attentional priority maps and reward history
A related issue is understanding which priority maps (e.g., in LIP, FEF, and/or SC)
integrate reward history information to guide selective attention (Awh et al., 2012). Some
research points to a role for LIP (Gottlieb, 2012). Neuronal responses in LIP are shaped by
long-term associations between stimuli and saccades (Sigurdardottir and Sheinberg, 2015),
and LIP becomes increasingly active as visuo-motor associations are overlearned (Eliassen et
al., 2003; Grol et al., 2006). Consistent with this, recent fMRI studies in humans have
identified the lateral IPS as part of a network for memory-guided attention (Rosen et al.,
2015, 2018). More direct evidence comes from Peck et al. (2009) who showed that LIP
neurons are modulated by the reward history of overlearned stimuli in the absence of reward
contingency and task relevance, and that this is accompanied by attentional biases to the
stimuli. FEF is another plausible candidate, with neurons showing selection history effects:
persistent selectivity for previously searched targets defined by single features or
conjunctions (Bichot and Schall, 1999; Bichot et al., 1996). Moreover, FEF neurons are also
modulated by current reward (Ding and Hikosaka, 2006). It is unknown whether they are also
modulated by reward history. Moreover, recent work has found that SC neurons are
modulated by stimuli’s long-term reward history, suggesting a role for this area as well
(Griggs et al., 2018). Simultaneously recording from LIP, FEF, and SC to compare relative
latencies may further dissociate their roles and interactions (e.g., Buschman and Miller,
2007b).
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The ventral frontoparietal attention network and VDAC
The role of the ventral frontoparietal attention network in detecting salient events and
orienting attention suggests its importance during VDAC, but its contribution remains
underexplored (Corbetta and Shulman, 2002; Frank and Sabatinelli, 2012). In one fMRI study
of VDAC, Wang et al. (2015) found that anterior insula was activated when high-reward
relative to low-reward distractors were present in a visual search array. Hickey et al. (2015)
found that the IPL is one of the regions in which activity correlates with the strength of
reward-associated distracter representations in visual cortex (see also Barbaro et al., 2017).
How the ventral and dorsal networks interact during VDAC is unknown.
Dopamine signalling during VDAC
Dopamine signalling may be important not only for the initial reward learning but also
the expression of VDAC (Failing and Theeuwes, 2018). For example, striatal DA function
measured using PET during the testing of VDAC correlates with the magnitude of attentional
capture (Anderson et al., 2016). Further, ventral midbrain responses to reward-associated
distracters correlates with the strength of their representations in visual cortex (Hickey and
Peelen, 2015). A recent study has discovered a distinct population of DA neurons in the
primate SNc which, once stimulus values are learned, continue to encode them in a stable
manner even during extinction; moreover they project to the CDt as part of the
aforementioned basal ganglia circuit (Kim et al., 2015).

The current methodological approach
Multivariate pattern analysis of magnetoencephalography data
For human neuroimaging, magnetoencephalography (MEG) offers the best available
combination of millisecond temporal resolution, spatial resolution, and spatial coverage over
the cortex (Baillet, 2017). Source localisation of MEG data is superior to
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electroencephalography (EEG) because the magnetic flux signals are not distorted by the
skull and other tissues as they reach the sensors (Hämäläinen et al., 1993); nevertheless, MEG
still fundamentally suffers from the inverse problem in which the pattern of activity detected
at the sensors could be produced by an infinite combination of sources (Baillet, 2017).
Despite limitations in resolving the specific spatial sources of activity, the spatial
information in MEG (and EEG) data can nevertheless be exploited to provide insight into
how task and cognitive variables are represented in the brain (Stokes et al., 2015). The
approach used here is multivariate pattern analysis (MVPA), which capitalises on the subtle
yet distinct patterns of activity occurring across sensors (or voxels) from trial to trial in order
to decode what information is available at any given point in time or space (hence
“decoding”; Haxby et al., 2014; Stokes et al., 2015). By decoding information within or
across dimensions of interest and capitalising on the high temporal resolution of MEG, it is
possible to gain insight into when and how information is represented in a given brain region
(Kriegeskorte, 2008; Stokes et al., 2015). For example, Carlson et al. (2011) used such an
approach to probe the time-course of object recognition and demonstrate its positioninvariance, whereas Nieuwenhuijzen et al. (2013) further showed the progression of this
process along the ventral visual stream. A practical benefit of MVPA for MEG research is
that it obviates the need to select specific channels for analysis (Schurger et al., 2013).
Because the MEG channel array does not fit directly onto the head (unlike EEG), the position
of channels relative to the brain can vary substantially across participants. Applying MVPA
to the entire channel array effectively transforms each participant’s data into a common
“information space”, enabling group analysis without averaging out signal (Schurger et al.,
2013).
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Reinforcement learning modelling of macaque behavioural data
Broadly, reinforcement learning (RL) models, like other computational models of
behaviour, describe the mapping between stimuli and behavioural responses in terms of latent
variables, such as learning rate (O’Doherty et al., 2007; Sutton and Barto, 1998). These
variables can be meaningfully interpreted to gain insight into the internal cognitive processes
occurring during learning and decision-making (O’Doherty et al., 2007). The current work
focuses on the Rescorla-Wagner model (described above) as the starting point for analysis, as
its simplicity matches the simplicity of the task used; moreover, its wide use in neuroscience
facilitates comparison with other studies (Rescorla and Wagner, 1972; Roesch et al., 2012).
Additionally, it is applicable given the use of non-human primates, which are more likely to
rely on model-free RL compared to humans (Costa et al., 2016; Izquierdo et al., 2017; but see
Jang et al., 2015). Finally, RL models can provide subjective estimates of quantities (e.g.,
stimulus values) that may better capture related activity in the brain; thus, they are valuable
tools for analysis of fMRI data (O’Doherty et al., 2007).
fMRI of awake, behaving macaques
Within neuroscience, non-human primates (NHPs) are often used with invasive
techniques such as lesion studies, which enable a causal intervention (e.g., Walton et al.,
2010), and neurophysiological recordings, which provide high temporal and spatial resolution
data (e.g., Parker and Newsome, 1998). With the exception of relatively rare human lesion
patients and intracranial recordings, research in humans relies on non-invasive neuroimaging.
This involves a trade-off between high temporal and spatial resolution, and a reliance on
constraining assumptions about the signal (e.g., BOLD; Baillet, 2017; Logothetis, 2008).
Given the limitations on invasive human research, non-invasive neuroimaging of NHPs is a
powerful way to help bridge findings from macaque neurophysiology and human research
(Hutchison and Everling, 2012; Nakahara et al., 2007; Passingham, 2009; Vanduffel et al.,
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2014). Thus far, the majority of fMRI research in macaques has focused on visual processing
and selective attention, which has the benefit of requiring only passive viewing of stimuli or
simple task performance (Vanduffel et al., 2014). In contrast, relatively little research has
been done on reward learning and value-guided decision-making, an area with potentially
important disagreements about the functional regions involved in humans and macaques
(Padoa-Schioppa and Conen, 2017; Rushworth et al., 2011; Vanduffel et al., 2014). For
example, there is uncertainty about the value-coding regions typically found using macaque
neurophysiology (e.g., OFC) and those found using human fMRI (e.g., vmPFC; Kaskan et al.,
2017). Thus, the current work is informative in this regard.

The current thesis
The first part of this thesis investigates the cognitive and neural mechanisms
underlying VDAC. Chapter 2 describes two experiments in human participants which use a
reward-guided decision-making task to establish stimulus-reward associations (training
phase), followed by a Posner cueing task (testing phase) to probe the behavioural time-course
of VDAC and the role of spatial attention. Chapter 3 describes multivariate pattern analysis
of MEG data acquired simultaneously during the training and testing phases of one
experiment. This study probes how reward-associated stimuli are represented in an entirely
task-irrelevant context, the time-course of reward history effects on these representations, and
how this relates to the behavioural effects of VDAC.
The second part of this thesis investigates how reward history affects ongoing reward
learning and value-guided decision-making and the brain regions involved during these
processes. Chapter 4 describes a behavioural experiment in four macaque monkeys using a
modified object discrimination reversal learning task which aimed to isolate the impact of
irrelevant reward history on learning and choice behaviour. Reinforcement learning models
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are used to probe which aspects of cognition may be impacted. Chapter 5 describes analyses
of simultaneously acquired fMRI data which investigate the brain regions involved in
representing reward history, and other learning- and decision-related parameters that may
explain the impact of irrelevant reward history during the task. Chapter 6 summarises all of
the findings and their limitations and places them in a broader context which considers
bidirectional interactions between learning and attention.
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Chapter 2: Cognitive mechanisms of value-driven attentional capture
Introduction
Selective attention can be defined as the resolution of competition between stimuli for
behavioural control through the enhancement of relevant stimuli and suppression of irrelevant
stimuli (Desimone and Duncan, 1995). Traditionally, factors affecting attention could be
classified as being related to task demands (top-down) or to physical salience (bottom-up)
(Beck and Kastner, 2009). However, work over the past years has characterised a third
category in which attention is shaped by previous experience (Awh et al., 2012; Hickey et al.,
2010a; Stokes et al., 2012). One important type of previous experience is reward history:
stimulus-reward associations established through reinforcement learning can continue to
capture attention even when task-irrelevant in subsequent contexts (Anderson, 2013; Awh et
al., 2012; Chelazzi et al., 2013).
Experimentally, such value-driven attentional capture (VDAC) is typically established
via an initial “training phase”, in which successful selection of target stimuli is associated
with different reward outcomes (e.g., Anderson et al., 2011). During a “testing phase”,
participants complete a new, formally unrelated task, but re-using the previously rewardassociated target stimuli (Anderson et al., 2011a). Many studies have shown that these
reward-associated stimuli—currently unrewarded and task-irrelevant—continue to capture
attention and influence task performance as measured by response accuracy, reaction time,
and eye movements (Anderson et al., 2011a; Failing and Theeuwes, 2018; Raymond and
O’Brien, 2009; Theeuwes and Belopolsky, 2012).
Many studies on VDAC have relied on a visual search paradigm in which a search
array can contain a previously reward-associated stimulus as a distractor (e.g., Anderson et
al., 2011). Such studies have demonstrated that reaction times are slower when such stimuli
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are present in the display (Anderson et al., 2011a; Failing and Theeuwes, 2018). This design
is useful in that it directly pits reward-associated stimuli against task-relevant stimuli to test
the relative priority of each in guiding attention. However, it cannot reveal the time-course of
VDAC because all stimuli appear simultaneously. Is it an effect that occurs early and
transiently in visual processing, akin to exogenous cues (Carrasco, 2011)? If so, would a
delay between the onset of reward-associated and task-relevant stimuli reduce VDAC by
allowing participants to re-orient attention and prepare for the task-relevant stimuli? These
questions are pertinent both to determining the robustness of the effect and to understanding
its neural basis—for example, by narrowing down the potential brain systems implicated in
its generation (Moore and Zirnsak, 2017).
The commonly used visual search paradigm is also limited in that it cannot
characterise how attention is affected by reward-associated stimuli (Carrasco, 2011). For
example, the presence of reward-associated stimuli may increase arousal which is known to
impair performance (Most et al., 2007). Alternatively, the presence of such stimuli may slow
responses by incurring a general attentional filtering cost (Treisman et al., 1983). That is,
instead of capturing spatial attention to their location, such stimuli may delay the allocation of
spatial attention until competition can be resolved (Folk et al., 2009). A spatially-specific
attention effect would support the idea that reward history dominates competition within the
attentional priority maps thought to be represented throughout the brain (Bisley and
Goldberg, 2010; Fecteau and Munoz, 2006; Moore and Zirnsak, 2017).
To address these questions, we adapted the training and testing paradigm used in
previous VDAC studies (Anderson et al., 2011a; Della Libera and Chelazzi, 2009).
Participants first completed a reward-guided decision-making task (as a training phase to
establish reward associations), followed by a visual discrimination task (as a testing phase to
probe the impact of reward associations). Importantly, the latter was a variant of the
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exogenous Posner cueing paradigm in which targets appeared either on the same side as the
high or low reward-associated stimulus (congruent trials) or on the same side as the zeroreward stimulus (incongruent trials; Posner, 1980). Thus, the reward-associated stimuli were
hypothesised to orient attention either to or away from the target. As reward-associated
stimuli were not rewarded in the testing phase and were equivalent in physical saliency, any
cueing effects can only be attributed to participants’ experience in the training phase.
Critically, to probe the time-course of VDAC in Experiment 1, we parametrically
manipulated the stimulus-onset asynchrony (SOA) between reward-associated stimuli and
targets. Experiment 2 served to replicate the initial findings and, by including a baseline
condition with two zero-reward stimuli, enabled us to tease apart the spatially-specific RT
costs and benefits of VDAC hypothesised to occur in incongruent and congruent trials,
respectively (Carrasco, 2011). In brief, Experiment 1 demonstrated that VDAC can be
observed across a range of tested SOAs, suggesting that stimuli with reward history can
capture and sustain attention over long intervals (e.g., 950ms). Experiment 2 replicated these
effects and additionally showed that VDAC can result in both RT costs and benefits, similar
to an exogenous cueing effect on spatial attention (Anderson, 2016; Carrasco, 2011).

Experiment 1
This experiment aimed to test the time-course of VDAC. Participants first completed
a reward-guided decision-making task (training phase), in which they learned stimulusreward associations for high, low, and zero reward stimuli. Next, they completed a visual
discrimination task (testing phase), in which they were instructed to report the orientation of a
target grating that appeared either inside a high or low reward-associated stimulus (congruent
trials) or inside a zero-reward stimulus (incongruent trials). Reward-associated stimuli were
from the prior training phase but were unrewarded and entirely uninformative for the
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discrimination task. Critically, we varied the stimulus-onset asynchrony (SOA) between
reward-associated stimuli and targets, from 50ms to 950ms (in 100ms steps), to test whether
VDAC could be observed at long SOAs. As a measure of VDAC, we focused on RT
differences between congruent and incongruent trials (Failing and Theeuwes, 2018).

Materials and methods
Participants
All experiments were conducted under ethical approval from the Central University
Research Ethics Committee of the University of Oxford and with informed consent from
participants. 24 human participants were recruited from the Oxford community to participate
in this experiment (aged 19-50 years; M = 27.8 years, SD = 9.4 years; 11 female).
Study structure
All data was collected at the Oxford Centre for Human Brain Activity (OHBA).
Participants first completed a reward-guided decision-making task to induce learning of
reward associations (training phase), followed by a visual discrimination task to test the effect
of these associations on visual attention (testing phase). To maximise learning and increase
task engagement, participants completed two sessions of each task in an interleaved order on
the same day. Participants’ compensation came entirely from their winnings in the decisionmaking task and they were explicitly instructed that the visual discrimination task was not
rewarded and was simply a requirement to complete as part of the experiment.
Training phase: reward-guided decision-making task
The task was presented using MATLAB (MathWorks, MA, USA) and Psychtoolbox3 (Kleiner et al., 2007). Participants sat 65cm from the monitor (resolution 1024 × 768px; 60
Hz refresh rate). After a 500-1000ms (randomly jittered) inter-trial interval (ITI), two option
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stimuli (each sized 2.4 × 2.4º visual angle) appeared on screen (Figure 1a-b). Participants
were instructed to maintain fixation until the fixation cross disappeared after 400ms. After
fixation cross offset, the options began moving around the screen in random directions.
Participants then had up to 5000ms to choose one of the options with a mouse click. After
their choice, a feedback screen appeared displaying the outcomes of the chosen and unchosen
options. The background brightness as well as a presented sound effect varied as a function of
chosen outcome magnitude. Participants began the next trial with a mouse click. The extra
sensory features of this task (i.e., moving options, auditory and visual feedback, wooden
background) were designed to engage participants and to maximise the differences between
this task and the visual discrimination task to create, as much as possible, two distinct task
contexts.
There were eight option stimuli in total that the participants learned about across
trials: two high reward (100 points), two low reward (10 points), and four zero reward (0
points) options (Figure 1a). 1000 points were equivalent to £1, and participants received all of
their winnings at the end of the experiment. A point bar at the bottom of the screen indicated
how many points they accumulated for the next £1, and a pound (£) counter indicated the
total money won thus far. Reward contingencies were deterministic. To control for stimulus
differences between options, contingencies were counterbalanced across participants using a
Latin square design. There were 80 High vs. Zero reward, 80 High vs. Low reward, and 160
Low vs. Zero reward trials. The latter trial type was doubled to equate selection history for
high and low reward options, as it was assumed that participants would learn to select high
over low reward options when both are presented. Option stimuli differed both in colours and
shapes so participants could use either feature or combination thereof to learn the
associations. All trials were randomised, but with the order consistent across participants to
minimise differences in learning.
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Figure 1. Experimental task design. (a) Example stimulus set. Stimulus-reward associations were
counterbalanced across participants. (b) Experimental design for the reward-guided decision-making
task (training phase). Each trial began with a fixation period (500-1000ms, randomly sampled),
followed by the presentation of two option stimuli. After 400ms, the fixation cross disappeared and
options starting moving around the screen; participants were then free to indicate their decision by
mouse-click within the time limit (5000ms). Decisions were followed by a feedback display indicating
the points obtained for the chosen stimulus, as well as the points that would have been awarded for
the unchosen stimulus. Participants initiated the next trial by mouse-click. Participants could track
their earned points and money with on-screen counters. (c) Experimental design for the visual
discrimination task (testing phase). Each trial began with a fixation period (500-1000ms, randomly
sampled), followed by the presentation of two reward stimuli from the previous task (now
uninformative and unrewarded). Each trial included one high- or low-reward stimulus together with a
zero-reward stimulus. After a stimulus-onset asynchrony (50-950ms in 100ms steps, randomly
sampled), gratings appeared inside the reward stimuli for 200ms. One grating was always either
vertically or horizontally oriented (the target), and the other was always oriented obliquely, at one of
twelve angles (the distracter). In congruent (incongruent) trials, the target grating appeared on the
same (opposite) side as the high- or low-reward stimulus. Reward stimuli and gratings disappeared
together after 200ms. Participants had an additional 1800ms to indicate with a keyboard button-press
whether the target is oriented vertically or horizontally. Note that task stimuli are enlarged for
illustration purposes.

Testing phase: visual discrimination task
The stimulus presentation hardware setup was identical to the training phase. The task
began with a 500-1000ms ITI (randomly jittered), during which participants had to fixate on a
central cross (Figure 1c). Two of the previously rewarded but currently task-irrelevant stimuli
then appeared on screen. These could be a pair of High and Zero reward stimuli (high reward
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trials), or Low and Zero reward stimuli (low reward trials). Following a variable delay of 50950ms (the stimulus-onset asynchrony, SOA; selected from ten 100ms bins), the task-relevant
gratings (sized 1.2º × 1.2º visual angle, with their inner edge positioned 5.4º away from
centre) appeared inside each of the reward stimuli. The target grating was oriented at either
90º or 0º. The participants’ task was to indicate this orientation with a keyboard button-press
using the ‘Up’ and ‘Down’ arrow keys, respectively. The non-target (distracter) grating was
oriented obliquely at 20-70º or 110-160º degrees, randomly selected from 10º bins. Gratings
were presented for 200ms, after which they disappeared together with the reward stimuli.
Participants had up to 2000ms after grating offset to make their response, and then heard
auditory feedback, with a high (low) tone signifying a correct (incorrect) response.
Critically, the target grating always appeared inside either the High or Low reward
stimulus (congruent trials), or inside the Zero reward stimulus (incongruent trials).
Congruent and incongruent trials were equally probable. Reward stimuli and target grating
locations varied randomly between left and right of the fixation cross.
In each session, there were 18 trials per cell in the reward (2) × congruency (2) × SOA
(10) condition matrix (1440 trials in total). Trial order was fully randomised. Each session
was divided into 10 blocks, with 70 trials per block, and each block taking ~2.5 minutes to
complete. Participants were able to take a short break after each block. Participants were
instructed to maintain fixation and minimise blinking throughout the duration of a block but
were able to take a short break after each block. Eye movements were monitored live
throughout the task using a web camera and participants were reminded to maintain fixation
throughout the task.
Behavioural analysis: reward-guided decision-making task
All analyses were conducted at the group level using repeated-measures analysis of
variance (ANOVA), followed by pairwise t-tests. Unless indicated as planned comparisons,
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tests were corrected for multiple comparisons using the Holm-Bonferroni method. Where
relevant, Mauchly’s test for sphericity was conducted for each factor and the GreenhouseGeisser correction applied. To measure learning, choice behaviour was binarised in terms of
whether participants chose the higher valued option on a given trial, and split according to
trial type (High vs. Low, High vs. Zero, Low vs. Zero reward). Median reaction times were
also calculated for each participant and trial type to test for differences between trial types. To
test for selection history differences between stimuli of different reward magnitude, for each
reward magnitude, we summed the number of times that it was selected (i.e., selection
frequency).
Behavioural analysis: visual discrimination task
In line with previous studies, reaction time was the main measure of interest. Median
reaction times on correct trials were calculated for each participant and condition and
submitted to a repeated-measures ANOVA with reward, congruency, and SOA as factors,
followed by planned t-tests between congruent and incongruent conditions, for each reward
and SOA. In line with previous studies, VDAC was defined as a slowing of RT in
incongruent compared to congruent trials as a function of learned reward magnitude (Failing
and Theeuwes, 2014). For completeness, a similar analysis was performed on mean accuracy
scores.

Results
Reward-guided learning in the decision-making task (training phase)
We first confirmed that participants successfully learned the reward associations
during the training phase. Participants won an average of £14.96 (SD = £1.3) out of a possible
£16. A repeated-measures ANOVA of choice accuracy showed a significant main effect of
choice type (or equivalently, the value difference between two options), F(2,46) = 13.73, p <
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.001. Follow-up tests showed that participants were more accurate on the High vs. Zero (H-Z)
than the High vs. Low (H-L) reward trials, t(23) = 5.56, p < .001, Cohen’s d = 1.13; and the
Low vs. Zero (L-Z) trials, t(23) = 4.53, p < .001, Cohen’s d = 0.93 (Figure 2a).
A similar analysis on RT also showed a main effect of choice type, F(2,46) = 32.45, p <
.001. Participants were faster on the H-Z than the H-L trials, t(23) = 2.24, p = .04, Cohen’s d =
0.46; and the L-Z trials, t(23) = 5.94, p < .001, Cohen’s d = 1.21 (Figure 2b). They were also
faster on the H-L than the L-Z trials, t(23) = 5.69, p < .001, Cohen’s d = 1.16.
Given that previous work has dissociated the effects of irrelevant reward history and
selection history on attentional capture (MacLean and Giesbrecht, 2015a), we confirmed
that—in line with the manipulation to double the number of Low vs. Zero trials—selection
history did not differ between high and low reward stimuli. There was a significant main
effect of stimulus value on selection frequency (i.e., how many times a stimulus was chosen),
F(2,46) = 361.18, p < .001. Participants chose the High and Low reward stimuli more frequently
than the Zero reward stimuli, t(23) = 20.74, p < .001, Cohen’s d = 4.23 and t(23) = 19.33, p < .
001, Cohen’s d = 3.96, respectively. Importantly, there was no difference between high and
low reward stimuli, t(23) = 0.3, p = .76, (Figure 2c).

Figure 2. Behavioural results in the training phase (reward-guided decision-making task). (a)
Grand-average smoothed learning curves for high-reward (High vs. Zero, High vs. Low) and lowreward (Low vs. Zero) choice trials. Dotted line indicates session one and two. Inset: Average percent
correct as a function of choice type. H-Z = High vs. Zero; H-L = High vs. Low; L-Z = Low vs. Zero.
The central mark within each box indicates the median, the box edges indicate the 25th and 75th
percentiles, the whiskers indicate the most extreme data points not considered outliers, and the grey
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points indicate outliers. Asterisks indicate p < 0.05 in a paired t-test. (b) Grand-average trial-wise
reaction time. Inset: Average reaction time as a function of choice type. Same convention as (a). (c)
Selection frequency as a function of stimulus value. Same boxplot conventions as (a).

Value-drive attentional capture in the training phase
Next, we tested how stimulus-reward associations learning in the training phase
captured attention in the test phase and whether attentional capture was modulated by reward
value and/or by the SOA. We ran a repeated-measures ANOVA on RT with factors reward
(high, low), congruency (congruent, incongruent) and SOA (50-950ms). Firstly, there was a
main effect of SOA, F(9, 207) = 4.08, p = .003, with pairwise tests indicating a general temporal
cueing effect: relative to the 50ms SOA, participants were faster in all of the other SOA
conditions, all t’s > 2.47 and p’s < .021. They were also faster in the 850ms SOA compared
to the 450ms and 550ms conditions, both t’s > 2.66 and p’s < .014.
There was also a main effect of congruency, F(1,23) = 10.61, p = .004; a reward ×
congruency interaction, F(1,23) = 8.28, p = .009; and a congruency × SOA interaction, F(9,207) =
2.41, p = .027. Planned comparisons showed that participants in the high reward condition
were faster in the congruent compared to the incongruent trials in the 50ms, 450ms, 550ms,
650ms, 750ms and 950ms SOA conditions (Figure 3a; 50ms: t(23) = 3.91, p < .001, Cohen’s d
= 0.8; 450ms: t(23) = 3.67, p = .001, Cohen’s d = 0.75; 550ms: t(23) = 2.91, p = .008, Cohen’s d
= 0.59; 650ms: t(23) = 2.43, p = .023, Cohen’s d = 0.5; 750ms: t(23) = 2.53, p = .019, Cohen’s d
= 0.52; 950ms: t(23) = 2.18, p = .04, Cohen’s d = 0.44). There were no such effects in any of
the low reward conditions, all t’s < 1.82 and p’s > .08 (Figure 3b). Thus, there is evidence for
value-driven attentional capture, as measured by RT, at SOAs ranging from the shortest
(50ms) to the longest (950ms).
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Figure 3. RT results in the test phase (visual discrimination task). (a) Mean RT in the high reward
condition as a function of congruency and SOA. Grey lines indicate individual participant data.
Asterisks indicate p < 0.05 in a paired t-test. (b) Same as (a) but for the low reward condition.

A similar analysis of accuracy data showed no main effects or interactions with any
factor, all F’s < 2.94 and p’s > .06, suggesting that there was no speed-accuracy trade-off in
this task (Figure 4a,b).
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Figure 4. Accuracy results in the test phase (visual discrimination task). (a) Mean accuracy (percent
correct) in the high reward condition as a function of congruency and SOA. Grey lines indicate
individual participant data. Asterisks indicate p < 0.05 in a paired t-test. (b) Same as (a) but for the
low reward condition.

Interim discussion
To investigate the time-course of the behavioural effects of VDAC, we developed a
variant of the Posner exogenous cueing task and manipulated the stimulus-onset asynchrony
(SOA) between the task-irrelevant, reward-associated stimuli and targets (Posner, 1980). We
found that participants were significantly slower in the incongruent relative to the congruent
trials at short, medium, and long SOAs (specifically, in the 50ms, 450ms, 550ms, 650ms,
750ms and 950ms SOA conditions, with a similar pattern at all SOAs). This suggests that
VDAC may be a particularly robust effect—its behavioural impact can be observed at
hundreds of milliseconds after the presentation of reward-associated stimuli.
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In the current study, the behavioural effects of VDAC emerged as RT differences
between high reward congruent and incongruent trials. However, without a neutral baseline
condition it remains ambiguous whether these differences are due to a respective slowing or
speeding of RT in incongruent or congruent trials, or both (Chica et al., 2014). For example,
reward-associated stimuli may be motivationally salient to participants and thereby speed
responses (Berridge, 2004; Preciado et al., 2017). Alternatively, their association with reward
may increase arousal which can impair performance (Most et al., 2007). Thirdly, such stimuli
may incur a general attentional filtering cost and thereby slow responses (Folk et al., 2009;
Treisman et al., 1983). Importantly, these potential explanations do not necessarily invoke a
spatially-specific effect (Carrasco, 2011). As such, demonstrating both congruent (benefits)
and incongruent (costs) effects would be evidence for the role of spatial attention in the
current paradigm (Carrasco, 2011; Chica et al., 2014). To this end, and to probe the neural
mechanisms underlying the VDAC effect (see Chapter 3), we ran Experiment 2 which
included a neutral baseline condition to which congruent and incongruent performance can be
compared.

Experiment 2
There were three main aims to this experiment. The first aim was to replicate the
pattern of results from Experiment 1, which demonstrated VDAC as a relative slowing of RT
in high-reward incongruent compared to congruent trials, across all SOAs. The second aim
was to test for separate congruent and incongruent effects, which would be a strong indicator
that VDAC in the current task can be attributed to an effect on spatial attention (Theeuwes,
2018). The final aim was to investigate the neural mechanisms underlying VDAC (see
Chapter 3).
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To this end, the paradigm from Experiment 1 was adapted to focus on three SOAs:
0ms, 500ms, and 1000ms, which reflect the range of effects observed in Experiment 1.
Critically, the experiment also included a neutral baseline condition in the visual
discrimination task, which presented two zero reward stimuli and therefore could not
systematically bias attention to a particular location. Lastly, to probe the neural basis of
VDAC, the training and the testing phases were both conducted as participants’ brain activity
was measured using MEG. This section describes the methods, analyses and results of the
behavioural data (see Chapter 3 for details regarding the MEG data).

Materials and methods
Participants
All experiments were conducted under ethical approval from the Central University
Research Ethics Committee of the University of Oxford and with informed consent from
participants. I aimed for a sample of 30 human participants from the Oxford community for
this experiment. Due to poor behavioural performance or MEG acquisition artefacts, we
recruited ‘replacement’ participants as needed, leading to a final total sample of 37
participants (aged 19-34 years, M = 24.6 years, SD = 4.2 years; 18 female). All participants
were right-handed and had normal or corrected-to-normal vision. One participant was
excluded during MEG data acquisition due to inability to follow task instructions, and six
participants were excluded prior to data analysis due to artefacts in the MEG data, leaving 30
participants for analysis (aged 19-34 years, M = 24.8 years, SD = 4.4 years; 16 female).
Study structure
The overall task structure and specific task design was nearly identical to Experiment
1, except for several details described below. All data was collected inside the MEG scanner
at OHBA (for details of MEG acquisition see Chapter 3).
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Training phase: reward-guided decision-making task
The task was presented using MATLAB (MathWorks, MA, USA) and Psychtoolbox3 (Kleiner et al., 2007). Participants sat upright in the MEG scanner at a distance of 120cm
from the display (Panasonic PT D7700E [Osaka, Japan] translucent back-projection display,
54.5 × 43 cm, resolution 1280 × 1024px, 60 Hz refresh rate). After a 500-1000ms (randomly
jittered) ITI, two option stimuli appeared on screen (Figure 5a-b). Participants were instructed
to maintain fixation until the fixation cross disappeared after 500ms. After the fixation cross
offset, participants had 5000ms to indicate their choice with a left- or right- button press on a
four-button response box. Note that stimuli in this experiment remained static and did not
move across the screen (as in Experiment 1). After their choice, a feedback display presented
the outcomes of the chosen and unchosen stimuli. To facilitate learning, the background
brightness as well as a presented sound effect indicated the outcome magnitude. Participants
began the next trial with a button press. There were 10 option stimuli that participants learned
about across trials: two high reward (250 points), two low reward (25 points), and six zero
reward stimuli (Figure 5a). 1000 points were equivalent to £1, with participants receiving
their winnings at the end of the experiment. There were 96 High vs. Low reward, 96 High vs.
Zero reward, and 192 Low vs. Zero reward choice trials per session. All other aspects of the
task were identical to Experiment 1.
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Figure 5. Experimental task design. (a) Example stimulus set. Stimulus-reward associations were
counterbalanced across participants. (b) Experimental design for the reward-guided decision-making
task (training phase). The design was similar to Experiment 1 except for several changes. The fixation
period was extended to 500ms. The option stimuli remained static to minimise eye movements.
Participants made their response via button-press on a MEG-compatible button box. Participants
learned about two high, two low, and six zero reward stimuli. (c) Experimental design for the visual
discrimination task (testing phase). The design was identical to Experiment 1 except for several
changes. The SOA was either 0ms, 500ms, or 1000ms (randomly sampled). Participants additionally
completed trials in which two zero reward stimuli appeared (baseline trials), in which the target could
appear on either side. Participants made their response via a MEG-compatible button box, using two
buttons that differed from the training phase. Note that task stimuli are enlarged for illustration
purposes.

Testing phase: visual discrimination task
The stimulus presentation setup was identical to the decision-making task. The task
began with a 500-1000ms randomly jittered ITI, during which participants had to fixate on a
central cross (Figure 5c). Two of the previously rewarded but currently task-irrelevant reward
stimuli then appeared on screen. These could be a pair of High and Zero reward stimuli (high
reward trials), Low and Zero reward stimuli (low reward trials), or two Zero reward stimuli
(baseline trials). Following a randomly selected delay of 0, 500, or 1000ms (the stimulusonset asynchrony, SOA), two task-relevant oriented gratings appeared inside each of the
reward stimuli. The target grating was oriented at either 90º or 0º. The participants’ task was
to indicate this orientation with a top- or bottom- button press on a four-button response box.
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The non-target (distracter) grating was oriented obliquely at 20-70º or 110-160º degrees,
randomly selected from 10º bins. Gratings were presented for 200ms, after which they offset
together with the reward stimuli. Participants had up to 1800ms after grating offset to make
their response, and then heard auditory feedback, with a high (low) tone signifying a correct
(incorrect) response.
Critically, as in Experiment 1, in high and low reward trials, the target grating
appeared inside either the High or Low reward stimuli (congruent trials), or inside the Zero
reward stimulus (incongruent trials). In baseline trials, the target grating could appear in
either of two Zero reward stimuli. Reward stimuli and target locations varied randomly
between left and right of the fixation cross.
In each session, there were 60 trials per cell in the reward (3) × congruency (2) × SOA
(3) condition matrix, with the exception of the baseline condition in which congruency was
not a factor. There were 1800 trials in total across both sessions. All trials were fully
randomised across participants. Each session was divided into 19 blocks, with 50 trials per
block, and each block taking ~2 minutes to complete. Participants were instructed to maintain
fixation and minimise blinking throughout the duration of a block but were able to take a
short break after each block. All other aspects of the task were identical to Experiment 1.
Behavioural analysis
As in Experiment 1, main analyses were based on repeated-measures ANOVA on
group-level RT and accuracy data. Additionally, to test for separate effects of attentional
capture in congruent and incongruent conditions, we subtracted out the baseline trial data
from the congruent and incongruent data to obtain difference scores which were separately
tested against zero in one-sample t-tests. To test for relationships between SOA effects on
RT and between congruent and incongruent RT effects, Pearson correlations were used, under
the assumption of linear relationships between these variables.
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Results
Training phase: reward-guided decision-making task
First, we confirmed that participants learned the stimulus-reward contingencies in the
training phase. Participants won an average of £44.67 (SD = £2.89) out of a possible £48. As
previously found, choice accuracy was sensitive to the value difference between options, with
a significant main effect of choice type on accuracy, F(2,58) = 7.43, p = .006. Participants were
more accurate on H-Z than L-Z trials, t(29) = 4.36, p < .001, Cohen’s d = 0.8 (Figure 6a).
There was no difference between H-Z and H-L, t(29) = 1.37, p = 0.18, or H-L and L-Z trials,
t(29) = 2.06, p = .1.
RT was also sensitive to value difference, with a significant main effect of choice type
on RT, F(2,58) = 41.4, p < .001. Participants were faster on H-Z and H-L choices than L-Z
choices, t(29) = 7.69, p < .001, Cohen’s d = 1.4 and t(29) = 6.07, p < .001, Cohen’s d = 1.1,
respectively (Figure 6b). There was no difference between H-Z and H-L choices, t(29) = 1.14,
p = 0.26.
We confirmed that selection history did not differ between high and low reward
stimuli (MacLean and Giesbrecht, 2015a). There was a significant main effect of stimulus
value on choice frequency (i.e., how many times a stimulus was chosen), F(2,58) = 721.05, p <
.001. Participants chose the High and Low reward stimuli more frequently than the Zero
reward stimuli, t(29) = 35, p < .001, Cohen’s d = 6.39 and t(29) = 28.26, p < . 001, Cohen’s d =
5.15, respectively. Importantly, there was no difference between high and low reward stimuli,
t(29) = 0.6, p = .55, (Figure 6c).
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Figure 6. Behavioural results in the training phase (reward-guided decision-making task). (a)
Grand-average smoothed learning curves for high-reward (High vs. Zero, High vs. Low) and lowreward (Low vs. Zero) choice trials. Dotted line indicates session one and two. Inset: Average percent
correct as a function of choice type. H-Z = High vs. Zero; H-L = High vs. Low; L-Z = Low vs. Zero.
Asterisks indicate p < 0.05 in a paired t-test. (b) Grand-average trial-wise reaction time. Inset:
Average reaction time as a function of choice type. (c) Selection frequency as a function of stimulus
value. Same boxplot conventions as above.

Testing phase: visual discrimination task
Next, we tested for reward-driven attentional capture. We ran a repeated-measures
ANOVA on RT with three factors: reward (high, low), congruency (congruent, incongruent),
and SOA (0, 500, 1000ms). There was a significant main effect of congruency, F(1,29) = 12.46,
p = .001 and a congruency × reward interaction, F(1,29) = 8.9, p = .006. Participants were
significantly slower in the high reward incongruent relative to the congruent condition, t(29) =
3.77, p = 0.002, Cohen’s d = 0.69, with no such difference between the low reward
incongruent and congruent conditions, t(29) = 1.77, p = 0.087, Cohen’s d = 0.32. Importantly,
although there was a main effect of SOA, F(2,58) = 44.33, p < .001 (suggesting a foreperiod
effect—see Figure 7b), there were no interactions between SOA and reward or congruency,
all F(2,58) < 1, p > 0.3. For completeness, we tested for reward × congruency effects in each
SOA. Across SOA conditions, participants were slower in the high-reward incongruent trials
than the congruent trials: 0ms SOA, t(29) = 4.55, p = .001, Cohen’s d = 0.83; 500ms SOA, t(29)
= 3.15, p = .019, Cohen’s d = 0.57; 1000ms SOA, t(29) = 2.8, p =.036, Cohen’s d = 0.51
(Figure 7a). There was no difference between low-reward incongruent and congruent trials,
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all t(29) < 2, p > 0.2 (Figure 7a). These results replicate those of Experiment 1, which suggests
that VDAC effects on RT occur at short and long SOAs.

Figure 7. RT results in the test phase (visual discrimination task). (a) Mean RT difference scores
(with baseline condition subtracted out) as a function of reward, congruency, and SOA. Grey lines
indicate individual participant data. Positive and negative values indicate RTs slower and faster than
baseline, respectively. Asterisks indicate p < 0.05 in a paired t-test. Error bars indicate SEM. (b)
Mean baseline RT in each SOA. Same boxplot conventions as above.

Figure 7a suggests that both congruent and incongruent RT effects are present,
therefore we next tested this explicitly. Given the absence of interactions with SOA, we
collapsed across this condition and performed one-sample t-tests for each congruency and
reward condition. In high-reward trials, participants showed both a congruent (t(29) = 3.14, p =
.004, Cohen’s d = 0.57) and incongruent effect (t(29) = 2.59, p = .015, Cohen’s d = 0.47),
suggesting that they were respectively sped up or slowed down by the presence of a
congruent or incongruent high-reward stimulus. These effects were not present in the lowreward conditions (t(29) = 1.2, p = .238; and t(29) = 1.38, p = .178, respectively). Building on
Experiment 1, these results indicate that VDAC can produce both costs and benefits
depending on the congruency with task-relevant information.
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Congruent vs. incongruent effects
Although there are both congruent and incongruent RT effects at the group level, it is
unclear if participants that show a strong effect in the congruent condition (RT benefit) are
also the same ones that show a strong effect in the incongruent condition (RT cost). To test
this, we ran participant-wise correlations between high reward congruent and incongruent
effects, collapsing across SOAs (see Appendix A for analyses for each SOA). To avoid
spurious correlations between conditions arising from the common baseline used to compute
each effect, the baseline condition was split into odd and even trials, with each half used to
compute an independent difference score for each congruency condition. Contrary to
expectations, there was no significant correlation between congruent and incongruent effects,
r(30) = -0.16, p = 0.389 (Figure 8a). We confirmed that the RT difference scores had
sufficient reliability as measures of VDAC by splitting each congruency condition and the
baseline condition into odd and even trials, deriving RT difference scores, and computing the
Spearman-Brown coefficient between the two halves (Feldt and Charter, 2003). Congruent
and incongruent measures had reliability coefficients of 0.83 and 0.85, respectively (Figure
8b), which are above the commonly accepted threshold of 0.7 (Savage, 2017). Thus, our
results suggest that participants may be affected differently by VDAC in congruent and
incongruent trials (see discussion).

Figure 8. Participant-wise correlation between congruent and incongruent RT effects. (a)
Scatterplot of congruent vs. incongruent RT effects (collapsing across SOAs), each computed using a
separate baseline RT measure. (b) Split-half reliability scatterplots of odd vs. even halves for
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congruent and incongruent conditions. r is the Pearson correlation coefficient and rSB is the
Spearman-Brown reliability coefficient (see methods; Feldt and Charter, 2003).

Value-driven attentional capture between SOAs
Although VDAC does not interact with SOA at the group level, it is possible that
different participants are driving the VDAC effect in each SOA condition. To test this, we ran
participant-wise correlations between SOA conditions for the high reward congruent and
incongruent RT effects. For both types of congruency effects and for each SOA pair,
correlations were positive and significant, suggesting that participants that showed an RT
effect in one SOA also showed the effect in the other SOA (Figure 9).

Figure 9. Participant-wise Pearson correlations between pairs of SOA conditions for high reward
RT effects. Left: congruent effects. Right: incongruent effects. For each SOA, baseline RTs were
subtracted from the conditions of interest to produce RT difference scores. P-values shown are
corrected for multiple comparisons using the Holm-Bonferroni method. Participants that show an
effect in one SOA also tend to show an effect in the other SOAs.

VDAC effects across trials: extinction?
We also tested whether the effect of congruency on RT decayed over trials, as
participants repeatedly encountered the unrewarded and irrelevant stimuli. This would reflect
an extinction of the stimulus-reward association as reward becomes unavailable, as widely
observed in learning paradigms (Todd et al., 2014). This analysis focused on the high reward
condition, collapsing across SOAs. We split trials into two halves per session and computed a
62

difference between congruent and incongruent RTs as an aggregate measure of attentional
capture for each half. A session × half repeated-measures ANOVA showed no significant
main effects or interactions, all F < 2.8, p > .11, suggesting that the effect did not reliably
extinguish across trials within the timeframe of this experiment (Figure 10).

Figure 10. Attentional capture RT effects across time. (a) RTs for each condition, plotted across
150-trial average bins. (b) RT effects combined across congruency for each half of each session.
There was no difference between halves or sessions, suggesting that RAC did not decay over time.
Same boxplot conventions as above.

VDAC effects in target-discrimination accuracy
Turning to accuracy data, there was a significant main effect of congruency, F(1,29) =
9.25, p = .005; a main effect of SOA, F(2,58) = 3.17, p = .049 (suggesting a foreperiod
effect—see Figure 11b); a reward × congruency interaction, F(1,29) = 20.11, p = .0001; and a
reward × congruency × SOA interaction, F(2,58) = 3.21, p = .047. In the high reward 500ms
and 1000ms SOA conditions only, participants were less accurate in the incongruent than in
the congruent trials, t(29) = 3.75, p = .005, Cohen’s d = 0.68 and t(29) = 3.45, p = .009, Cohen’s
d = 0.63 (Figure 11a). There were no differences in the 0ms SOA or in any low reward
condition, all t(29) < 2, p > .9. Thus, unlike in Experiment 1, attentional capture in the current
experiment also affected accuracy in the same direction as RT, at least in the longer SOA
conditions. However, from Figure 11a, these effects appear to be driven primarily by the
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incongruent condition, which could potentially reflect an additional effect occurring
alongside VDAC (see discussion).

Figure 11. Accuracy results in the test phase (visual discrimination task). (a) Mean accuracy
(percent correct) difference scores (with baseline condition subtracted out) as a function of reward,
congruency, and SOA. Grey lines indicate individual participant data. Positive and negative values
indicate accuracies better and worse than baseline, respectively. Asterisks indicate p < 0.05 in a
paired t-test. Error bars indicate SEM. (b) Mean baseline accuracy in each SOA. Same boxplot
conventions as above.

Discussion
The behavioural effects of VDAC are well established (Anderson et al., 2011a;
Failing and Theeuwes, 2018; Raymond and O’Brien, 2009; Theeuwes and Belopolsky, 2012).
However, the time-course of these effects is unclear. To investigate this, we developed a
variant of the Posner exogenous cueing task in which target gratings appeared in either the
high (low) reward-associated stimulus (congruent trials) or in the zero-reward stimulus
(incongruent trials) (Posner, 1980). Critically, we varied the stimulus-onset asynchrony
(SOA) between the task-irrelevant, reward-associated stimuli and targets (Carrasco, 2011).
Across two experiments, we found that VDAC occurs at both short and long SOAs, with
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participants slower in incongruent relative to congruent trials across a range of SOAs. The
consistency of VDAC across SOAs was supported by a complementary analysis in
Experiment 2 which showed that participants who exhibit VDAC in one SOA condition also
tend to exhibit it in the others. These results underscore the ability of stimuli with reward
history to capture and sustain attention across long intervals. Further, by comparing
incongruent and congruent conditions to a neutral baseline, the results of Experiment 2
demonstrated both RT costs and benefits of reward-associated stimuli as a function of their
spatial location relative to the target, similar to an exogenous cueing effect on spatial
attention (Carrasco, 2011). Critically, these effects are nevertheless distinct from exogenous
cueing, because they can only be attributed to a history of reward, rather than any physical
salience.
Value, not selection history
Importantly, RT effects in both experiments were present only in the high reward
condition. Previous studies have dissociated the effects of reward history (associated value)
from selection history, illustrating that such factors may be typically confounded: highreward stimuli also tend to be selected more often (Chapman et al., 2015; Failing and
Theeuwes, 2018; MacLean and Giesbrecht, 2015a). To rule this out, the current experiments
doubled the number of Low vs. Zero reward trials in the training phase, ensuring that
participants would select high and low reward stimuli with equal frequency. Thus, the current
results can only be explained by the reward history (value) associated with stimuli, rather
than a general selection history (Failing and Theeuwes, 2018; MacLean and Giesbrecht,
2015a).
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The time-course of VDAC
Effects at short SOAs (e.g., 50ms and 0ms in Experiment 1 and 2, respectively) are
consistent with many VDAC studies using visual search paradigms in which all stimuli onset
simultaneously (Anderson et al., 2011a; Chelazzi et al., 2014; Mine and Saiki, 2015). In these
conditions, reward-associated stimuli directly compete with task-relevant stimuli to capture
attention, supporting the idea that VDAC involves automatic (involuntary) orienting toward
stimuli with reward history (Anderson, 2016; Giordano et al., 2009; Theeuwes, 2018).
Fewer studies have examined VDAC at long SOAs (e.g., 500ms and 1000ms). Two
studies have found that reward-predictive but otherwise uninformative cues can capture
attention in a spatially-specific manner at SOAs of 800ms and 1000ms (Preciado et al., 2017;
Stankevich and Geng, 2015). The current results add to these by demonstrating that
unrewarded and task-irrelevant stimuli with reward history can similarly capture and sustain
spatial attention at long SOAs. They also complement a study by Failing and Theeuwes
(2015) who similarly found that such stimuli, presented at an SOA of 800ms, decrease
detection sensitivity in a rapid serial visual presentation paradigm. In contrast, two studies
using the dot-probe task found that stimuli with high predictiveness (of an arbitrary nonmonetary outcome) failed to affect target detection accuracy at a 1000ms SOA, unlike that
observed with a 250ms SOA (Le Pelley et al., 2013; Luque et al., 2017b). The authors
suggest that the long SOA condition provides enough time for participants to engage
cognitive control and overcome capture (Le Pelley et al., 2013; Luque et al., 2017b).
Although this may be the case, these two studies imbued their stimuli with more or less
“predictiveness” of an arbitrary outcome, rather than high or low monetary reward—a feature
which has been shown to be important for observing robust VDAC (Anderson and Halpern,
2017). Thus, this is a potentially important difference between their experiment and the
current one. In the current study, with monetary reward associations, even 1000ms may have
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been insufficient time to engage cognitive control for target discrimination. In support of this,
accuracy effects were also observed in the 500ms and 1000ms SOAs, precluding the
possibility of a speed-accuracy trade-off (but see also discussion of accuracy effects below).
Observing spatially-specific VDAC at long SOAs is nevertheless counterintuitive due
to the typical occurrence of inhibition of return (IOR) at long SOAs (Wang and Klein, 2010).
IOR, an involuntary phenomenon thought to encourage attentional sampling of novel
locations, usually results in a reversal of cueing effects, such that faster RT is observed in
incongruent compared to congruent trials (Chica et al., 2014; Wang and Klein, 2010). Why
did we not find IOR? One possible explanation is the temporal overlap between the reward
cues and the target, which may have enabled the cues to hold attention throughout the
duration of the SOA (Chica et al., 2014). Studies explicitly manipulating cue-target overlap
have shown that such conditions either do not produce IOR or that IOR is overshadowed by
prolonged attentional capture (Collie et al., 2000; Tassinari et al., 1994). An additional
explanation is the difficulty of the target discrimination task used in the current study. IOR
can be delayed or entirely absent in target discrimination tasks, likely due to the increased
perceptual demand in such tasks (Chica et al., 2014; Funes et al., 2007; Lupiáñez et al.,
2007). For example, tasks which require discriminating an infrequently presented target
(along with other more frequently presented targets), do not produce IOR even at SOAs of
1000ms (Lupiáñez et al., 2007). An interpretation is that discrimination tasks emphasise
extended information sampling at particular spatial locations, which does not benefit from
IOR, in contrast to target detection tasks which emphasise rapid sampling across space
(Lupiáñez et al., 2007).
What happens in the long SOA trials? Because the target location was always
orthogonal to the discrimination response, response preparation cannot explain the spatiallyspecific pattern of RT costs and benefits observed in these trials (Carrasco, 2011). Stankevich
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and Geng (2015) posit that attention is captured and sustained for the duration of the SOA
interval. This explanation fits with the current pattern of costs and benefits. However,
although the initial attentional capture may be involuntary, it is unclear whether the
maintenance of this attention throughout the SOA interval is susceptible to voluntary control.
One possibility is that without any other stimulus drive or goal during this period, attention
simply remains focused on the most salient stimulus. Given a sufficient incentive, this
attentional focus may be amenable to voluntary control. For example, Preciado et al. (2017)
found that although reward-predictive but otherwise uninformative cues can induce typical
costs and benefits at an SOA of 1000ms, these effects disappear when these cues become
informative about target location. Future studies should test whether the same pattern of
results can be obtained with reward-associated but otherwise entirely irrelevant stimuli.
Although it remains unclear whether the behavioural effects at long SOAs are the result of
truly involuntary attentional sustainment, it is clear that VDAC does occur at these long
SOAs.
RT costs and benefits
Finding both RT costs and benefits is in line with a recent study showing similar
effects for cues which validly predict trial-wise reward but are otherwise spatially
uninformative for the task (Preciado et al., 2017). The current results extend this by
demonstrating that cues which are neither informative nor rewarded can also capture attention
via their learned value. They also dovetail with two recent studies showing similar costs and
benefits for such stimuli (Failing and Theeuwes, 2014; MacLean and Giesbrecht, 2015b).
Interestingly, two other studies have not found both types of effects. Pool et al. (2014) found
only an RT benefit in congruent trials. However, in their task the reward-associated cue
disappeared before target onset, which may have facilitated rapid attentional disengagement
from the cue, thereby precluding RT costs (Chica et al., 2014). Indeed, in the current
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experiment and in other studies that have found RT costs, cues remained on-screen or
otherwise overlapped with the target stimulus (Failing and Theeuwes, 2014; MacLean and
Giesbrecht, 2015b; Müller et al., 2016). Conversely, Müller et al. (2016) observed only RT
costs in incongruent trials. However, as they acknowledge, RTs in their task were generally
very fast (less than 425ms in the baseline condition, compared to 610ms in the fastest
baseline SOA condition in the current experiment), suggesting that an RT ceiling effect may
have precluded observing further benefits in their experiment (Müller et al., 2016).
In the current study, the reward-associated stimuli function like exogenous cues which
capture attention to particular spatial locations (Carrasco, 2011). In line with the biased
competition model of attention, these cues bias visual processing to their respective spatial
locations, which produces an implicit cost at non-cued locations through intrinsically
competitive mechanisms within neural populations (Beck and Kastner, 2009; Desimone and
Duncan, 1995). The result is boosted sensitivity at attended locations at the expense of
unattended locations (Carrasco, 2011). In congruent trials, this boosted sensitivity improves
performance at the target location, and in incongruent trials it impairs it by drawing resources
away from the target location.
An exploratory correlation analysis suggested that someone who shows a strong cost
from VDAC may not necessarily show a strong benefit, and vice versa. Interpreting a null
correlation requires caution and replication is necessary; however, split-half reliability
analysis suggested that both congruent and incongruent effects were sufficiently reliable to
show a potential correlation. Other VDAC studies have not reported similar analyses, making
comparison difficult (Failing and Theeuwes, 2014; MacLean and Giesbrecht, 2015b).
MacLean and Giesbrecht (2015b) found that only congruent effects correlated with a valuedriven modulation of the P1 EEG component, consistent with a possible dissociation. Outside
the context of VDAC, two other studies found no correlation between RT costs and benefits
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using visual discrimination tasks (Noonan et al., 2016; Soto et al., 2014). If it is assumed that
attentional enhancement and suppression are part of the same singular mechanism (Desimone
and Duncan, 1995), a dissociation between congruent and incongruent effects would run
counter to the widely-supported interpretation that VDAC involves automatic orienting of
spatial attention (Anderson, 2016; Theeuwes, 2018). Instead, it would suggest that such
orienting is not always automatic and that its occurrence or magnitude is dependent on the
presence or absence of task-relevant information together with reward-associated stimuli
(e.g., Folk et al., 1992). Alternatively, some research suggests that distracter suppression may
indeed be a distinct mechanism (Noonan et al., 2016, 2018). If so, congruent and incongruent
effects may reflect two independently varying yet automatic processes of attentional
enhancement and suppression.
Accuracy effects
In Experiment 1, there were no effects of VDAC on accuracy. This was expected, as
target stimuli were above-threshold (high contrast, presented for 200ms without masking;
Han and Marois, 2014; Norman and Bobrow, 1975; Pack et al., 2013). The absence of
accuracy effects also confirmed that there were no speed-accuracy trade-offs in participants’
performance, suggesting that the effects of VDAC were not the result of a strategic perceptual
decision-making process, but were instead more likely driven by automatic processes
(Giordano et al., 2009; Heitz, 2014; Prinzmetal et al., 2005; Theeuwes, 2018).
Interestingly, there were accuracy effects in Experiment 2 which were complementary
to the RT effects (i.e., in line with VDAC). These effects were limited to the 500ms and
1000ms SOA conditions and appeared to be driven primarily by poorer performance in the
incongruent trials. One possibility is that in long SOA trials, in addition to attentional capture,
there is sufficient time for an inappropriate response plan to be automatically activated.
Because the appropriate response is always orthogonal to both target and reward cue location,
70

such a putative response plan can only result in performance impairments. This interpretation
is also in line with the absence of similar accuracy effects in Experiment 1. In that
experiment, participants performed the training phase decision-making task via mouse-click
(with option stimuli moving around the display) and the testing phase via keyboard (with
stimuli lateralised and static), and therefore were less likely to activate interfering response
plans. The current accuracy effects are consistent with the idea that long SOA trials may have
enabled participants to activate a learned instrumental response which occurs in addition to
attentional capture (Chelazzi et al., 2013).
Extinction
We did not find evidence that VDAC extinguished across trials in the current task. In
principle, repeated presentation of reward-associated stimuli in the testing phase without
reward outcomes should lead to extinction of stimulus-reward associations (Todd et al.,
2014). Our findings are consistent with some studies (e.g., Failing and Theeuwes, 2014) but
not others (e.g., Anderson et al., 2016; Roper et al., 2014). In the current experiment, it is
possible that there were insufficient trials in each session to allow for observable extinction.
Alternatively, as participants were aware of the experiment’s interleaved task schedule
(explicitly intended to ensure robust associative learning), they may have actively disregarded
the testing phase as a true “extinction” phase, maintaining associations throughout the
experiment in a “model-based” way (Lovibond, 2004). Finally, the absence of extinction is
also consistent with the formation of a habit; indeed, VDAC is often conceptualized as an
“attentional habit” (Anderson, 2016; Le Pelley et al., 2016).
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Chapter 3: Neural mechanisms of value-driven attentional capture
Introduction
Stimuli previously learned to be associated with reward can capture attention in the
absence of task relevance, reward contingency, or physical salience (Anderson, 2016;
Chelazzi et al., 2013; Failing and Theeuwes, 2018). In Chapter 2, we showed that this valuedriven attentional capture (VDAC) can persist across intervals as long as 1000ms and is
reflected in reaction time (RT) costs and benefits, consistent with an involuntary cueing effect
on spatial attention. Although the phenomenon is well-established behaviourally, the neural
mechanisms underlying these effects remain unclear (Anderson, 2016; Chelazzi et al., 2013;
Failing and Theeuwes, 2018). Some have suggested that stimulus feature representations in
sensory cortex may undergo reward-mediated plasticity during learning (Anderson, 2016;
Failing and Theeuwes, 2018; Hickey and Peelen, 2017). Strengthened representations could
then rapidly capture attention in a feed-forward manner, potentially leading to the behavioural
effects observed in Chapter 2 (Anderson, 2016; Failing and Theeuwes, 2018). However,
existing evidence for this is limited (Anderson, 2016).
Electroencephalography (EEG) studies of VDAC show different modulations of
visual processing by reward-associated stimuli (Failing and Theeuwes, 2018). In general,
modulations of visual processing can reflect changes in how reward-associated stimuli are
processed and/or changes in how other stimuli are processed as a result of VDAC (Failing
and Theeuwes, 2018). The timing of effects also matters (Luck et al., 2000). Early effects
may indicate changes in feed-forward sensory processing of reward-associated stimuli,
whereas later effects may reflect attentional modulation triggered by these stimuli (Buffalo et
al., 2010; Foxe and Simpson, 2002). Hickey et al. (2010a) and Luque et al. (2017a) both
found an enhanced P1 component for reward-associated stimuli, suggesting modulation of
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early visual processing of these stimuli. However, Qi et al. (2013) report that rewardassociated distracters only evoked the later N2pc component, reflecting a shift in attention
towards these stimuli. In contrast, others report that reward-associated distracters affect
processing related to other stimuli, reducing the P1, N1 and N2pc (Itthipuripat et al., 2015;
MacLean and Giesbrecht, 2015b). Comparison between studies is challenging because in
some studies the task-relevance and therefore the reward history of stimuli changes across
trials (e.g., Hickey et al., 2010; Itthipuripat et al., 2015). In other studies, reward-associated
stimuli are irrelevant and unrewarded for the entire task (e.g., MacLean and Giesbrecht, 2015;
Qi et al., 2013).
fMRI studies have shown that reward-associated stimuli drive increased activation in
the ventral visual stream and caudate nucleus, among other regions (Anderson et al., 2014;
Ghazizadeh et al., 2018a). However, these studies do not dissociate the effects of reward
history per se from attentional modulation (Maunsell, 2004; Stanisor et al., 2013). Hickey and
Peelen (2015) ruled out the impact of voluntary attention, showing that when rewardassociated stimuli serve as distracters, their fMRI representations are suppressed in the
ventral visual stream, an effect which correlates with resistance to VDAC. However, the use
of fMRI precludes insight into the timing of these effects during visual processing (Hickey
and Peelen, 2015). To test for changes in visual cortical representations and to gain insight
into VDAC in general, it is necessary to understand how reward-associated stimuli are
represented in entirely task-irrelevant contexts, the time-course of reward history effects on
these representations, and how this relates to the behavioural effects of VDAC (Failing and
Theeuwes, 2018).
In the current study, we sought to address these questions by measuring brain activity
with magnetoencephalography (MEG) as participants completed a reward-guided decisionmaking task (to establish reward associations), followed by a visual discrimination task (to
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probe the impact of reward associations; as described in detail in Chapter 2). Critically, we
also varied the interval between task-irrelevant, reward-associated cues and the imperative
target stimulus to isolate the neural processes triggered by the reward cues, uncontaminated
by target processing. Using time-resolved multivariate pattern analysis (MVPA), we found
that spatial representations of the task-irrelevant reward stimuli were modulated by learned
value from ~250ms after onset, with this modulation being larger for participants showing a
larger value-driven attentional capture effect. This value-dependent modulation persisted
during task-relevant target processing. Searchlight decoding localised it to parts of the
occipital, inferior temporal, and posterior parietal regions of cortex. Secondly, a value signal,
independent of the spatial or identity representations of the stimuli, was decodable from
~260ms and localised to regions within the occipital, posterior parietal, inferior temporal and
insular regions of cortex. In contrast, we found no evidence suggesting that non-spatial
feature representations of task-irrelevant reward cues were modulated by learned value. Our
results suggest that value-drive attentional capture may be underpinned by learned value
signals which modulate visual processing through effects in posterior visual areas as well as
parts of parietal cortex involved in setting attentional priority (Anderson, 2016; Awh et al.,
2012; Bisley and Goldberg, 2010). Although our results provide insight into the cortical
processing of reward-associated stimuli, the late timing of observed value signals (~250ms)
suggests that they cannot fully explain the rapid attentional capture effects observed in
behaviour; instead, we speculate on possible subcortical mechanisms.

Materials and methods
A detailed description of the task design and behavioural data acquisition is provided
in Chapter 2, Experiment 2 (see also Figure 1a-b).
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Figure 1. Training and testing phase task design. See Chapter 2: Experiment 2 for detailed task
description.

MEG data acquisition and preprocessing
For both tasks, whole-head MEG data was recorded in a magnetically shielded room
using a 306-channel Elekta Neuromag VectorView scanner (102 magnetometers, 204
gradiometers; Elekta, Stockholm, Sweden) at the Oxford Centre for Human Brain Activity
(OHBA). Four head position indicator (HPI) coils were placed behind the ears and on top of
the forehead to track head movements in the scanner. A magnetic Polhemus Fastrak 3D
digitiser pen (Vermont, USA) was used to register the HPI coils and three anatomical
landmarks (nasion, left and right auricular points), and digitise the head shape by marking
300 points along the scalp. MEG data were sampled at 1000 Hz with a 0.03-330 Hz bandpass
filter during signal digitisation. Electrocardiography (ECG) and electrooculography (EOG)
were recorded using electrodes over the wrists and around the eyes (vertical and horizontal
for blinks and saccades), and a forehead ground electrode. Eye movements were also
recorded using an EyeLink 1000 infrared eye-tracker (SR Research, ON, Canada). Manual
responses were collected using a four-button fibre-optic response box.
MEG data were preprocessed using the OHBA Software Library (OSL; ohbaanalysis.github.io) and Fieldtrip (Oostenveld et al., 2011). Continuous MEG data were
visually inspected to exclude segments containing large artefacts (e.g., jumps) and interpolate
75

channels that contained frequent severe artefacts (Figure 2a). Elekta’s Maxfilter Signal Space
Separation algorithm was then applied, together with head movement compensation based on
the HPI coil data. Due to a stimulus trigger artefact in some participants, timepoints in the
data corresponding to stimulus triggers were linearly interpolated within a 15ms window
around trigger onset; to be consistent, this correction was done in all participants. Trigger
onsets were shifted by 35ms to account for the delay in visual presentation hardware as
measured using a photodiode. Data were then band-pass filtered at 0.1-40 Hz, downsampled
to 250 Hz, and epoched from -2000ms to 2000ms relative to grating onset (Figure 2b). Eyeblink- and cardiac- related variance was removed by performing Independent Component
Analysis (ICA) on the MEG data using the FastICA algorithm and removing any components
significantly correlated (using α = .05) with vertical EOG and ECG time-courses above a
threshold of Pearson’s r = 0.1 (Figure 2c). Horizontal EOG, EyeLink, and MEG data were
then visually inspected to reject trials containing saccades or other muscle artefacts (Figure
2c). In total, we excluded an average of 17.3% (SD = 15.1%) of trials from the training phase
task; 6.2% (SD = 3.7%) from the cue epoch of testing phase task; and 6.6% (SD = 3.4%)
from the target epoch of the testing phase task.

Figure 2. MEG preprocessing. (a) Top: an example jump artefact (gradiometers in blue,
magnetometers in red). Such segments were excluded (zeroed out) prior to Maxfilter. Bottom:
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example bad channel with frequent artefacts. Such channels were excluded prior to Maxfilter and
interpolated using neighbouring channels. (b) Example data after Maxfilter and after further filtering
and downsampling. (c) Example brain topographies and component ICA timeseries that best correlate
with non-brain physiological channels. Cardiac and blink-related variance was removed using ICA
while saccades were manually marked and excluded on a trial-wise basis.

Magnetic Resonance Imaging (MRI) data acquisition
To create subject-specific forward models for MEG source reconstruction, existing
structural 3T MRI scans for 16 participants were obtained from previous studies in
accordance with data sharing procedures. In addition, new structural MRI scans were
acquired for 19 participants on a separate day at the Oxford Centre for Functional MRI of the
Brain (FMRIB) using a Siemens Magnetom Prisma 3T scanner, with a T1-weighted MPRAGE sequence (1×1×1mm isotropic voxels, 256×234×192 grid, echo time = 3.94ms,
inversion time = 912ms, recovery time = 1900ms). For this data, participants’ noses were
included in the field of view to improve registration with the Polhemus head shape and MEG
coordinates. MRI data from two participants were not acquired due to early study exclusion
and a scheduling issue, respectively. For the latter participant, an average, age-matched (2024-year-old) brain template was used instead (Richards et al., 2016).
Multivariate pattern analysis (decoding)
For decoding analyses in both the training and testing phases, the main epoch of
interest was the 500ms after reward stimulus onset, which provided a window to analyse
early representations of reward-associated stimuli (“options” in the training phase, “reward
cues” in the testing phase) in task-relevant and irrelevant contexts. In the testing phase, this
epoch in the 500/1000ms SOA conditions enabled us to examine the response to the reward
stimuli separately from the response to target processing. For completeness, we also
examined reward stimulus processing in the 0-500ms after target onset in the 500/1000ms
and 0ms SOA conditions.
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Decoding was performed on broadband MEG gradiometer data. The true spatial
dimensionality of the MEG data after the Maxfilter preprocessing algorithm is ~64 rather than
the 306 channels (Woolrich et al., 2011). Therefore, to reduce the number of redundant
features for decoding, we first performed Principal Component Analysis (PCA) on the data to
extract a subset of dimensions (70) that explain 100% of the variance. Note that this simply
re-expresses the data using a smaller set of features and does not reduce the number of
informative dimensions.
Using the 70-feature × N-trial × T-time data matrix as input, we conducted
multivariate pattern analysis using Mahalanobis distance with 5-fold cross-validation
(Walther et al., 2016; Wolff et al., 2015, 2017). Specifically, to discriminate between two
classes (e.g., A and B), we split all of the data into five random groups (“folds”) of trials,
iteratively using one as a testing set and the remaining as training data (and repeating the
splitting procedure 50 times to ensure stable results). We computed Mahalanobis distances
between left-out test trials at a given timepoint and the means of class A and B from the
training data at the same timepoint (Figure 3). Mahalanobis distance is given by:
𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒) = +(𝐶𝑙𝑎𝑠𝑠 𝐴1234 − 𝑡𝑒𝑠𝑡 𝑡𝑟𝑖𝑎𝑙)8 𝐶𝑜𝑣 ;< (𝐶𝑙𝑎𝑠𝑠 𝐴1234 − 𝑡𝑒𝑠𝑡 𝑡𝑟𝑖𝑎𝑙)
where 𝐶𝑜𝑣 ;< is the inverse feature covariance estimated on all training data (per timepoint, across trials) using a shrinkage estimator (Ledoit and Wolf, 2004). We then computed
the difference between the distances to A and B, always subtracting the within-class distance
from the between-class distance:
𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒@ − 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒) , 𝑖𝑓 𝑡𝑒𝑠𝑡 𝑡𝑟𝑖𝑎𝑙 = 𝐶𝑙𝑎𝑠𝑠 𝐴
𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 𝑑𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑐𝑒 = ?
𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒) − 𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒@ , 𝑖𝑓 𝑡𝑒𝑠𝑡 𝑡𝑟𝑖𝑎𝑙 = 𝐶𝑙𝑎𝑠𝑠 𝐵
which leads to positive differences with better discriminability (Wolff et al., 2017). This was
repeated for all trials and timepoints within a fold and results were smoothed across time with
a Gaussian smoothing kernel (s = 16ms), to obtain a measure of trial-wise pattern
discriminability across time. Note that although this distance measure can be binarised and
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converted to accuracy over trials (as in linear discriminant analysis), we preserved the
parametric distance value as a more informative measure of similarity/dissimilarity between
train and test patterns (Walther et al., 2016).

Figure 3. Distance-based decoding method. To discriminate between two classes A and B, we
computed the Mahalanobis distances between a left-out test trial at a given timepoint and the means
of class A and B at the same timepoint (the training data). We then computed the difference between
the distances to A and B, always subtracting the within-class distance from the between-class distance
to obtain a trial-wise measure of discriminability.

Location decoding was performed on data collapsed across stimulus identity and
performed separately for high and low reward trials. Identity decoding was performed
separately for each stimulus location and for high and low trials, with the results averaged
over location. Value decoding was performed on data collapsed across stimulus locations. For
training phase analyses, the high reward condition included both High vs. Low reward and
High vs. Zero reward trials. An exception was for value decoding, in which the High vs. Low
reward trials were excluded to ensure interpretability of results; to obtain equal trial numbers
between High vs. Zero and Low vs. Zero trials, we subsampled the latter using an odd/even
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split. Testing phase decoding was performed separately on the 500/1000ms and the 0ms SOA
trials.
For statistical testing, we averaged pattern discriminability across trials for each
participant and tested it at the group level against zero, between conditions, or between
groups using cluster-corrected sign-permutation tests. Specifically, t-values were computed
for the condition of interest and cluster candidates were defined as any two or more
significant neighbouring time-points (using α = .05, uncorrected). T-values within each
cluster were summed and compared to null distributions of cluster values derived from
permuted data, with significant clusters defined using α = .05. To test conditions against zero,
a null distribution was obtained by flipping the sign of a random half of the participant-level
data and computing cluster statistics as above (equivalent to permuting the data with a
dummy condition of zeros). To test for differences between conditions, we computed
condition differences for each participant and flipped the signs of a random half of the data.
For testing between groups, data were randomly exchanged between groups. 10,000
permutations were used to derive null distributions. Baseline data (i.e., before stimulus onset)
were not included in permutation testing.
Trial-wise decoding correlation analysis
To test how decoding evolved across trials during the training phase as a function of
reward, we averaged trial-wise decoding data across participants and correlated peak
decoding on each trial with trial number using Spearman rank correlation. The time of peak
decoding was defined based on the group-level decoding results. To test for differences in
correlation strength between high and low reward conditions, we used the Robust Correlation
toolbox to compute 10,000 bootstrapped correlations for each condition, computed the
correlation differences between conditions and derived 95% confidence intervals and pvalues based on the distribution of these differences (Pernet et al., 2012; Wilcox, 2016). Note
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that due to rejection of trials with MEG artefacts, the number of trials included in this
analysis is less than in the learning curves presented in Chapter 2. Because this analysis
depends on within-participant statistical power, two participants with more than 35% of their
trials rejected were excluded from this analysis only. To visualise decoding across time and
trials, we smoothed data across trials at each time-point using a 20-trial moving average
window (data were not smoothed for correlation analysis).
Median split analyses
To test the relationship between the observed decoding and the attentional capture
effect in behaviour, we split participant decoding results based on the magnitude of their RT
reward × congruency interaction effect across all three SOAs. Decoding differences between
groups were tested using independent-samples t-statistics and cluster-corrected signpermutation tests by permuting participant-level data across groups. As a control, we tested
whether the two groups differed in learning during the training phase by comparing their trialwise learning curves and searching for clusters of trials in which their choice accuracy
significantly differed. For testing, we used independent-samples cluster-corrected
permutation test across trials (see above).
Spectral analysis
Spectral analysis was performed in Fieldtrip using the fast Fourier transform (FFT)
applied to each trial (Oostenveld et al., 2011). The FFT was computed within a 500ms sliding
window with a Hanning taper that was incremented across time by 50ms, providing an
effective spectral resolution of 2Hz. Analysis was performed on gradiometer pairs that were
subsequently combined. To reduce the number of dimensions for analysis of alpha
lateralisation to the reward cues, MEG sensors of interest were independently selected by
taking the top 10 channels for each hemisphere that showed the largest alpha lateralisation at
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the group level in response to the target grating in the Zero Reward trials. As a measure of
alpha lateralisation, we computed a lateralisation index (Haegens et al., 2011):
(𝐶𝑢𝑒/𝑇𝑎𝑟𝑔𝑒𝑡G2HI − 𝐶𝑢𝑒/𝑇𝑎𝑟𝑔𝑒𝑡JKLMI )
(𝐶𝑢𝑒/𝑇𝑎𝑟𝑔𝑒𝑡G2HI + 𝐶𝑢𝑒/𝑇𝑎𝑟𝑔𝑒𝑡JKLMI )
This index normalises the data for each participant by the overall strength of alpha
activity and results in negative values in the right hemisphere and positive values in the left
hemisphere with greater lateralisation. For time-course analysis, this index was computed
separately for left and right sensors and averaged across them. For all analyses, alpha was
defined as 8-14Hz in line with previous work (Worden et al., 2000).
Source reconstruction
Registration of MEG sensors and structural MRI was done using OSL (ohbaanalysis.github.io). Structural MRI data were bias-corrected and linearly registered to the
Montreal Neurological Institute (MNI) space, enabling source reconstruction and analysis to
be completed in this common reference space (Figure 4). The MRI scalp surface was
extracted and smoothed and fiducial points were manually marked. MRI fiducials were
registered to the MEG fiducials using linear transformation and refined using the iterative
closest point algorithm applied to the entire MRI scalp surface and set of Polhemus headshape points. Source reconstruction on MEG gradiometer data was performed in Fieldtrip
using a single-shell volume conduction model (based on a mesh of the brain-skull boundary),
a leadfield matrix generated from a 10mm-spaced template grid, and linearly constrained
minimum variance (LCMV) beamforming (Nolte, 2003). To obtain whole-brain virtual
channel data, beamforming filters were applied to time-domain data and, for each gridpoint,
the three-direction dipole data were projected to the direction explaining the most variance
using singular value decomposition.
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Figure 4. Data preparation process for source reconstruction. See text for details.

Source-space searchlight decoding
To visualise brain regions involved in decoding, we performed searchlight decoding
on whole-brain virtual channel data in source space, from 50ms to 500ms after cue onset in
50ms steps. A ~23mm-radius searchlight sphere was used to define features (voxels) for
decoding. The sphere was enlarged at the edges of the brain to maintain an approximately
constant number of voxels per sphere (across all spheres, M = 62 voxels, SD = 6 voxels). To
reduce computation time, the same noise covariance estimate was used for decoding at each
time point, which was computed on baseline data (averaged from -100ms to -50ms relative to
cue onset). All other aspects of decoding were identical to that described above. For
visualisation, distance difference values were converted into t-values and were first
interpolated to a 2mm3 MNI volume and then to the Conte69 surface using linear
interpolation in Fieldtrip (Marcus et al., 2011; Oostenveld et al., 2011). Note that in a
majority of analyses, source-space projection was done to visualise decoding results obtained
in the sensor-space analyses, and not to perform additional statistical inference. Thus, in these
cases, no statistical testing or p-value thresholding was performed on the obtained sourcespace decoding maps. In some identity decoding analyses, when we could not detect
significant value modulation at the sensor-space level, we used searchlight source-space
decoding to further test for the presence of significant value modulation that may occur
within confined regions of cortex. In these cases, we performed statistical testing and clustercorrected at the whole-brain level using threshold-free cluster enhancement (TFCE) with
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10,000 permutations, as implemented in FSL’s randomise tool (Smith and Nichols, 2009;
Winkler et al., 2014).

Results
The behavioural results from this study are described in Chapter 2, Experiment 2. In
brief, we found that participants in the visual discrimination testing phase were slower to
discriminate the target in the high reward incongruent compared to congruent trials at all
stimulus-onset asynchronies. This difference was driven both by slower RTs in the
incongruent trials (costs) and faster RTs in the congruent trials (benefits), in line with an
involuntary cueing effect on spatial attention. Building on prior research on VDAC
(Anderson, 2016; Chelazzi et al., 2013; Failing and Theeuwes, 2018), these findings suggest
that the value associated with stimuli can capture and maintain spatial attention over extended
periods as long as one second.
Training phase: location decoding
First, we tested the feasibility of time-resolved decoding of reward stimulus
representations in the training phase, a context in which these stimuli (i.e., options for
decision-making) are relevant and rewarded. These analyses focused on the fixation epoch, in
which participants saw the options but were not yet able to respond.
We applied multivariate pattern analysis to discriminate between trials in which the
higher valued option appeared on the left versus the right of the fixation cross, separately for
the high and low reward trials (location decoding; Figure 4a). Given the obvious perceptual
differences between left and right option trials, we expected the decoding analysis to reflect
this. Crucially, however, these perceptual differences should be identical in high and low
reward trials, and therefore any differences in decoding between these conditions are
attributable solely to the reward associated with each type of option. As expected, for both
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high- and low-reward options, we could decode option location from ~100ms and ~140ms
onwards, respectively (each p < 0.001, cluster-corrected permutation test), in line with the
clear perceptual difference between left and right cue presentation trials. Critically, the
decoding was significantly stronger for the high- than the low-reward options from ~184ms
onwards (p < 0.001, cluster-corrected permutation test), suggesting that reward associations
modulated location representations in this task-relevant context (Figure 5a). This is consistent
with an effect of reward on spatial attention (Anderson, 2016; MacLean et al., 2016; Moore
and Zirnsak, 2017).

Figure 5. MEG decoding of the location of the reward options in the training phase. (a) Location
decoding involved discriminating between trials in which the higher reward stimulus is on the left
versus right, collapsing across stimulus identities. Plot depicts decoding averaged across trials and
participants for high and low reward options. Bars indicate significant decoding (p < 0.05) using a
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cluster-based permutation test across time. Shaded regions indicate SEM. (b) Location decoding
across trials. 2D plots depict smoothed trial-wise location decoding averaged across participants for
high reward and low reward conditions (note the different colour scales for each condition).
Horizontal dashed line indicates session one and two. Solid vertical line indicates time of peak
decoding obtained from the trial-averaged data. Scatter plots depict the rank of trial-wise peak
decoding as a function of trial number. Decoding in the high reward but not the low reward condition
increased across trials (r = 0.61, p < .001). The trial-wise increase (i.e., trial-wise correlation) was
also significantly stronger in the high reward compared to the low reward condition (p < .001). (c)
Whole-brain maps of searchlight decoding of stimulus location for the high and low reward (distance
differences transformed into t-values). Maps are presented for visualisation only (i.e., no statistical
tests have been performed). Map opacity scales up from 50-80% of the maximum t-value in the low
reward condition. (d) Same as (c), but visualising the effect of reward. Map opacity ramps up from
50-80% of the maximum t-value for the high-low reward contrast.

Given that participants gradually learned to locate and select the higher reward
stimulus, we examined how location decoding emerged across trials as a function of
associated reward. We extracted trial-wise distance differences from the peak of maximal
decoding in the trial-averaged data in the high and low reward conditions (black lines in 2D
plots of Figure 5b) and tested for a relationship with trial number. In line with participants’
learning, location decoding emerged gradually across trials, with decoding at peak
significantly increasing over trials in the high reward condition (r = 0.61, p < 0.001,
Spearman rank correlation; Figure 5b, orange plots) but not in the low reward condition (r =
0.11 p = 0.231, Spearman rank correlation; Figure 5b, blue plots). Indeed, the trial-wise
correlation was stronger in the high reward compared to the low reward condition
(bootstrapped confidence interval [CI] of the difference = [0.26, 0.74], p < 0.001). Thus, in
line with participants’ differences in performance between high and low reward conditions in
the training phase (see Chapter 2: Experiment 2), the emergence of location decoding across
trials also differed as a function of associated reward. This is consistent with the idea that
reinforcement learning gradually shapes selective attention (Anderson, 2016).
To visualise the contribution of different cortical areas to decoding performance, we
projected each participant’s sensor-space data into source space using linearly constrained
minimum variance (LCMV) beamforming and performed the same decoding analysis within
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a ~20mm sphere across the brain in a searchlight approach (see Materials and methods).
Location decoding emerged in early visual cortex and progressed to parietal, temporal, and
frontal cortex (seen clearly in the high reward condition; Figure 5c). We contrasted decoding
in high and low reward trials, finding that by ~300ms reward modulation can be observed in
visual and parietal cortex as well as parts of the mid-cingulate, prefrontal, and orbitofrontal
cortex, consistent with the relevance of reward in this task context (Figure 5d; Rushworth et
al., 2011). Note that these analyses were performed for visualisation of the significant wholebrain sensor-space decoding and thus maps were not statistically tested or cluster-corrected.
Training phase: identity decoding
Next, we used a similar multivariate pattern analysis to discriminate between the two
option identities within each reward condition (e.g., high reward 1 vs. high reward 2; identity
decoding; Figure 6a). Identity could be decoded from ~80ms and ~104ms onwards for high
and low reward stimuli, respectively (p < .001, cluster-corrected permutation test), but with
no difference between reward conditions (p > 0.9, cluster-corrected permutation test; Figure
6a). This suggests that reward value did not modulate identity representations in this task.
Irrespective of reward, identity representations may still have changed across the training
phase as participants learned to visually discriminate the stimuli. As above, we performed
trial-wise correlations between peak decoding of stimulus identity and trial number. Peak
decoding became stronger across trials in the high reward condition (r = 0.21, p = 0.036,
Spearman rank correlation), with a similar trend in the low reward condition (r = 0.17, p =
0.057, Spearman rank correlation; Figure 6b). There was no difference in the strength of these
correlations (bootstrapped CI of the difference = [-0.22, 0.3], p = 0.762). Thus, there may be a
general improvement in the coding of identity representations with learning, although reward
associations do not appear to affect such representations in the current task. Source-space
decoding revealed predominantly visual and posterior parietal cortical sources for identity
87

information (Figure 6c). To further test whether value modulation of identity decoding might
be observed in more specific brain regions (cf. the whole-brain sensor level), we contrasted
high and low reward source-space decoding and tested for significant clusters across the brain
using threshold-free cluster enhancement (TFCE; Smith and Nichols, 2009; Winkler et al.,
2014); however, we found no significant clusters anywhere in the brain (note the small tvalues in Figure 6d). This suggests that failure to find reward modulation is probably not due
to whole-brain mixing of sensor-level data.

Figure 6. MEG decoding of the identity of the reward options in the training phase. (a) Identity
decoding involved discriminating between trials with distinct stimulus identities for each reward
value, within each location with results averaged across (only one location depicted in schematic
here). Same conventions as Figure 5a but for identity decoding. (b) Identity decoding across trials.
Same conventions as Figure 5b. Decoding in the high reward condition increased across trials (r =
0.21, p = 0.036), with a similar pattern for the low reward condition (r = 0.17, p = 0.057). (c-d)
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Whole-brain maps of searchlight decoding of stimulus identity for the high and low reward. Same
conventions as Figure 5c.

Training phase: value decoding
Finally, we sought to decode a value signal, independent of location or identity. We
used a cross-generalisation approach, in which we used one pair of reward stimuli (e.g., high
1 vs. low 1) as the training data and tested performance on another pair (e.g., high 2 vs. low
2), collapsing across locations (e.g., Kahnt et al., 2010). Any significant decoding that
emerges is therefore independent of location and identity, and so attributable to the difference
in value between options (value decoding; Figure 7a). We found a significant value signal
from ~264ms onwards (p < .001, cluster-corrected permutation test), representing the
associated value independently of stimulus location or identity (Figure 7a). This value signal
did not change across trials (r = 0.13, p = 0.161, Spearman rank correlation). Note that
although we did not see trial-wise effects, value decoding did significantly increase between
the first and second training session (see Appendix B). Source-space decoding showed a value
signal first in visual and posterior parietal cortex, followed by inferior temporal cortex, insula,
and prefrontal/orbitofrontal cortex (Figure 7c).

Figure 7. MEG decoding of reward value. (a) Value decoding involved using one pair of high and
low reward stimuli as training data and a different pair as testing data (collapsing across location);
any signal that generalises across pairs is independent of stimulus identity or location and can
therefore be attributed to the difference in value between high and low reward stimuli. Same
conventions as Figure 5a. (b) Value decoding across trials. Same conventions as Figure 5b. Value
decoding was not significantly correlated with trial order (r = 0.13, p = 0.161). (c) Whole-brain maps
of searchlight decoding of value. Same conventions as Figure 5c.
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Testing phase: location decoding
Having established that information about reward stimulus location, identity, and
value can be decoded in a task-relevant context, we used this approach to probe the neural
correlates of the attentional capture effect we observed in behaviour. We aimed to identify
neural signatures of task-irrelevant reward history (i.e., learned value), independently of
target processing. Our primary focus was the cue epoch, prior to the onset of task-relevant
gratings, as this period allowed for the analysis of task-irrelevant reward cue processing
without the interference of target processing. We specifically focused on the first 500ms after
reward cue onset as this allowed us to collapse across the 500ms and 1000ms SOA trials. For
comparison with previous research, we also analysed data in the 0ms SOA condition (e.g.,
Anderson et al., 2011a).
We first looked at location decoding as the most direct correlate of the spatiallyspecific attentional capture effects that we observed in behaviour. As before, we found
significant decoding of the cue location for both high (p < 0.001, cluster-corrected
permutation test) and low reward cues (p < 0.001, cluster-corrected permutation test; Figure
8a). Critically, this decoding was modulated by value, with stronger decoding for high
compared to low reward cues starting from ~260ms (p < 0.001, cluster-corrected permutation
test; Figure 8a). This effect can only be attributed to the reward history that these cues
acquired during the now-irrelevant training phase. Searchlight decoding in source-space
showed value modulation beginning around the posterior parietal cortex and the inferior
temporal cortex, followed by visual cortex and more widespread modulation in posterior
parietal cortex, and along the temporal lobe (Figure 8b).
Next, we tested whether this value modulation of location decoding was related to the
behavioural effect of VDAC. We conducted a median split of the participants based on the
extent to which their attentional capture RT effect was modulated by value (i.e., the strength
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of the reward × congruency interaction effect on RT; Figure 8c-d). Strong-capture
participants (i.e., with more value modulation of the attentional capture effect) showed
accompanying value modulation of the location decoding during the cue epoch starting from
~248ms (p < 0.001, cluster-corrected permutation test), while weak-capture participants did
not (p > 0.9, cluster-corrected permutation test), with a significant difference between these
two groups (p = 0.028, cluster-corrected, independent-samples permutation test; Figure 8c-d).
Note that although we take a median-split approach here, value modulation of location
decoding is also monotonically correlated with the value-modulated RT effect (see Appendix
B). We also tested whether these two groups differed in learning during the training phase
(e.g., Jahfari and Theeuwes, 2017), but did not find any differences in their learning curves (p
> 0.9, independent-samples cluster-corrected permutation test across trials; Figure 8d middle
panel).
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Figure 8. Reward cue location decoding in the testing phase cue epoch in the 500ms and 1000ms
SOA conditions. (a) Whole-brain sensor-level decoding time-courses for high- and low-reward cue
trials. Same conventions as Figure 5a. (b) Whole-brain maps of searchlight decoding of reward cue
location for the high minus low reward contrast (value modulation). Maps are presented for
visualisation only (i.e., no statistical tests have been performed). Map opacity ramps up from 40-70%
of the maximum t-value. (c) Same decoding as (a) but performing a median split on the participantlevel data according to each participant’s reward × congruency RT effect (i.e., value-modulated
attentional capture effect). Top: the “weak capture” group. Bottom: the “strong capture” group. (d)
Behavioural and decoding comparison of each participant group from (b). Top: histogram of
participants’ reward × congruency RT effect (grey: weak capture; black: strong capture). Middle:
learning curves for each group illustrating similar learning. Same colour conventions as above.
Bottom: Differences between high- and low-reward location decoding (orange minus blue lines) for
each group from (b). Same colour conventions as above. Red bar indicates significant difference
between groups (p < 0.05, cluster-based permutation test across time).
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Next, we tested whether the cue location decoding persisted into the target epoch,
which would suggest that participants maintain traces of the irrelevant reward cue location
even while discriminating the oriented gratings. We repeated the location decoding on 500ms
and 1000ms SOA trial data, now time-locked to the grating onset. We again found significant
decoding of cue location for both high (p < 0.001, cluster-corrected permutation test) and low
reward cues (p < 0.001, cluster-corrected permutation test), which was also modulated by
value (p < 0.001, cluster-corrected permutation test; Figure 9a). Note that the significant
decoding prior to grating onset (the typical “baseline” period) occurs because this period
overlaps with the preceding cue epoch. As above, we tested whether this value modulation
during the target epoch related to the behavioural attentional capture effect. A median split
analysis (described above) showed that strong capture participants had significant value
modulation of location decoding during the target epoch (p = .001, cluster-corrected
permutation test), and weak capture participants showed a similar trend (p = 0.058, clustercorrected permutation test; Figure 9b). The difference between these two groups, however,
was not significant (p = 0.234, cluster-corrected, independent-samples permutation test). We
also find value modulation of location decoding during the target epoch if we analyse 500ms
and 1000ms SOA trials separately (see Appendix B).
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Figure 9. Reward cue location decoding in the 500ms and 1000ms SOA target epoch. (a) Wholebrain sensor-level decoding of reward stimulus location in the target epoch in the 500ms and 1000ms
SOA trials. Same conventions as Figure 5a. (b) Same decoding as (a) but performing a median split
on the participant-level data according to each participant’s reward × congruency behavioural effect.
Same conventions as a Figure 8c-d.

We also performed the same location decoding analysis in the 0ms SOA condition, in
which reward cues and gratings appear simultaneously. Note that these analyses should be
interpreted with caution because of simultaneous cue and target processing in this condition
as well as the reduced within-subject power, with half as many trials here as in the 500ms and
1000ms SOA decoding. We found significant decoding of the cue location for high reward
cues (p < 0.001, cluster-corrected permutation test) but not low reward cues (p = 0.126,
cluster-corrected permutation test) and a significant value modulation starting from ~224ms
(p = .018, cluster-corrected permutation test; Figure 10a). A median split analysis based on
behaviour (described above) did not show significant value modulation when analysing each
group separately (p = 0.312 and p = 0.114, respectively, cluster-corrected permutation tests;
Figure 10b). However, a supplementary analysis showed that if we split participants
according to behavioural performance using only the 0ms SOA condition (rather than
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collapsing across SOA), we do see significant value modulation in the strong-capture
participants, consistent with the behavioural relevance of this effect (see Appendix B).
Source-space searchlight decoding showed that value modulation began in the posterior
parietal and temporal cortex, followed by the visual cortex, and finally in the prefrontal cortex
(Figure 10c).

Figure 10. Reward cue location decoding in the 0ms SOA condition. (a) Location decoding in the
0ms SOA condition (simultaneous cue and target onset). Same conventions as Figure 5a. (b) Same
decoding as (a) but performing a median split on the participant-level data according to each
participant’s reward × congruency behavioural effect. Same conventions as Figure 9c-d. (c) Wholebrain maps of searchlight decoding of reward cue location, contrasting high and low reward
conditions. Map opacity ramps up from 40-70% of the maximum t-value. Same conventions as Figure
5d.

Testing phase: alpha lateralisation to the reward cues
As an exploratory analysis, we also looked at alpha (8-14Hz) power lateralisation: the
relative alpha power in each hemisphere as a function of cue location and value (Worden et
al., 2000). Alpha lateralisation is an established index of spatial attention, with alpha power
decreases in the hemisphere contralateral to the focus of attention thought to reflect increased
task processing (Clayton et al., 2018). We focused on the cue epoch in the 1000ms SOA
condition which provides enough time to reliably estimate alpha power and computed the fast
Fourier transform within a 500ms sliding window. For each time-point, we computed an
alpha lateralisation index: a normalised contrast between left and right reward cue trials
separately for left and right sensors of interest and averaged across hemispheres (see
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Materials and methods; Thut et al., 2006; Worden et al., 2000). Alpha lateralisation was
observed only for high reward cues (p < 0.001, cluster-corrected permutation test) and was
significantly greater in high compared to low reward cues (p = 0.004, cluster-corrected
permutation test; Figure 11a-b).

Figure 11. Alpha lateralisation to the reward cues. (a) Time-course of alpha lateralisation to the
reward cues in the 1000ms SOA condition, computed using the sensors of interest marked in the
topography plots above. Sensors of interest were defined independently by taking the nine sensors per
hemisphere showing the largest lateralisation to the target in the Zero Reward baseline trials (right
topography plot). High and low reward topography plots show lateralisation averaged within the
500-1000ms time window, indicated by the squares in the time-frequency (TF) plot in (b). (b) Full TF
plots contrasting left and right reward cues for left and right sensors in the high and low reward cue
conditions. The strongest effects are observed in the alpha-band range.

Testing phase: identity decoding
In addition to the locations of the reward cues, it is possible that the representations of
the cue identities (putatively reflecting visual feature representations) would be modulated by
learned value (Anderson, 2016; Failing and Theeuwes, 2018). We sought to decode cue
identity for high and low reward trials during the cue epoch (500ms and 1000ms SOA trials)
in the testing phase. Although we could reliably decode identity for each type of reward cue
(high reward, from ~128ms, p < .001, cluster-corrected permutation test; low reward, from
~124ms, p < .001, cluster-corrected permutation test), this was not modulated by value (p =
0.153, cluster-corrected permutation test; Figure 12a). When we performed the median split
analysis by behaviour (described above), the strong capture participants showed a hint of
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value modulation from 168ms with worse decoding for the high reward cues, but this was not
significant (p = .066, cluster-corrected permutation test; Figure 12b). Weak capture
participants did not show any value modulation (p = 0.325, cluster-corrected permutation
test). A similar pattern was observed when decoding in the 0ms SOA trials, albeit not
statistically reliable (p = 0.563, cluster-corrected permutation test; Figure 12c-d).

Figure 12. Reward cue identity decoding in the testing phase. (a) Whole-brain sensor-level decoding
of reward cue identity during the cue epoch in the 500ms and 1000ms SOA conditions. Same
conventions as Figure 5a. (b) Same analysis as (a) but for the 0ms SOA condition.
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It is possible that any effect of reward history on identity representations is confined
to a specific anatomical region (e.g., the ventral visual stream), which our whole-brain
sensor-space analysis may have missed. To test this, we repeated the decoding analysis using
source-space searchlight decoding across the brain in 50ms time steps from cue onset and
tested for significant clusters. There were no significant differences between high and low
reward trials anywhere in the brain (500ms and 1000ms SOA: p > 0.1; 0ms SOA: p > 0.209,
whole-brain cluster-corrected using TFCE; see Appendix B for whole-brain t-value maps).
Thus, we did not find clear evidence that reward history modulates stimulus identity
representations in a task-irrelevant context in the current task. Moreover, any hint of an effect
is in the opposite direction to that expected, with worse decoding in the high reward
condition.
Testing phase: value decoding
Finally, we sought to decode a location- and identity-independent value signal during
the testing phase, which would provide additional evidence that reward information continues
to be represented in a task-irrelevant context. Using the same cross-generalisation approach
as before, we found significant value decoding in the cue epoch, emerging from ~336ms (p =
.005, cluster-corrected permutation test; Figure 13a). In a median split analysis based on
behaviour (described above), neither strong nor weak capture participants showed significant
decoding (strong capture: p = .088; weak capture: p = 0.146, cluster-corrected permutation
tests), although the strong capture participants appeared to be driving the overall effect
(Figure 13b). The difference between groups was not significant (p > 0.9, independentsamples cluster-corrected permutation test). Source-space searchlight decoding of this value
signal across the brain showed effects in posterior parietal and inferior temporal cortex,
followed by insular and prefrontal cortex (Figure 13c). In the 0ms SOA condition, we found
no significant value decoding at any timepoint (see Appendix B).
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Figure 13. Value decoding in the testing phase. (a) Whole-brain sensor-level value decoding during
the cue epoch in the collapsed 500ms and 1000ms SOA conditions. Same conventions as Figure 5a.
(b) Same decoding as (a) but performing a median split on the participant-level data according to
each participant’s reward × congruency behavioural effect. Same conventions as Figure 8c-d. (c)
Whole-brain maps of searchlight value decoding. Map opacity ramps up from 40-70% of the
maximum t-value. Same conventions as Figure 5d.

Testing phase: decoding the location of target gratings
Lastly, we also examined the effect of VDAC on target grating processing in the
brain. Because our task design confounds target identity (i.e., a vertical versus horizontal
grating) with motor response, we focused on the location of targets (left or right of the
screen). We decoded target location for 500/1000ms and 0ms SOA trials separately and
examined decoding as a function of cue-target congruency and reward. Importantly, the
training data was collapsed across reward cue location and cue-target congruency, enabling
us to dissociate reward cue from target location information. We expected that target location
would be decoded better (or earlier) in congruent relative to incongruent trials. In the
500/1000ms SOA condition, we did not find any significant differences as a function of
congruency (high reward: p = 0.164; low reward p = 0.298, cluster-corrected permutation
test; Figure 14a). In the 0ms condition, we found a marginally significant difference in the
high reward condition, with target location decoding stronger in congruent relative to
incongruent trials from around ~236ms (p = 0.054, cluster-corrected permutation test; Figure
14b left panel), and no difference in the low reward condition (p > 0.9, cluster-corrected
permutation test; Figure 14b right panel).
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Given that both targets and responses were lateralised in the task, we speculated that
an additional, orthogonal congruency effect between target location and response hand (the
Simon effect) may be weakening target location decoding (Klein and Ivanoff, 2011; Simon,
1969). Specifically, in 25% of the trials, target location and response hand were incongruent
(thereby slowing RT), which was consistent with the incongruent VDAC effect in terms of
their behavioural impact (also slowing RT); in another 25% of the trials, the same was true
for the congruent Simon and VDAC effects. However, in the remaining half of the trials, the
Simon and VDAC effects were inconsistent in terms of their behavioural impact (i.e.,
simultaneously slowing and speeding RT)—we speculated that this conflict would weaken
our ability to detect subtle neural effects on target processing. To test this, we split the
decoding results into consistent and inconsistent trials and expected that the target location
decoding effect would be present in the former and absent in the latter type. Indeed, in the
500/1000ms SOA condition, we found that target location decoding was stronger in
congruent relative to incongruent trials in the consistent trials at ~268ms (p = 0.049, clustercorrected permutation test; Figure 14c left panel), whereas the same effect was absent in the
inconsistent trials (p > 0.9, cluster-corrected permutation test; Figure 14c right panel). A
similar pattern held in the 0ms SOA, with a marginally significant difference in consistent
trials (p = 0.054, cluster-corrected permutation test; Figure 14d left panel) and no such
difference in inconsistent trials (p = 0.2, cluster-corrected permutation test; Figure 14d right
panel). In sum, this suggests that the behavioural effects of VDAC can be explained by
preferential processing of target location in congruent relative to incongruent trials.
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Figure 14. Target location decoding in 500/1000ms and 0ms SOA trials. (a) Target location
decoding for congruent and incongruent trials in the 500/1000ms SOA condition, for high and low
reward. Same conventions as Figure 14a. (b) Same as (a) but for the 0ms SOA. (c) Target location
decoding in the high reward condition as a function of whether the VDAC and Simon effects are
behaviourally consistent (both slowing or both speeding RT) or inconsistent. Left panel: consistent
trials. Right panel: inconsistent trials. (d) Same as (c) but for the 0ms SOA.

Discussion
Despite many studies demonstrating the behavioural effects of value-driven
attentional capture, the neural underpinnings of VDAC remain unclear. To probe the
processing of stimuli with reward history in a task-irrelevant context, we recorded brain
activity using MEG as participants completed a training phase to establish reward
associations, followed by a testing phase to measure value-driven attentional capture. Using
time-resolved MVPA, we found that decoding of the task-irrelevant reward cue locations was
modulated by value from around ~250ms after onset, an effect localised to parts of the
occipital, inferior temporal, and posterior parietal regions of cortex. We also showed that this
neural effect is related to behaviour. Participants who had strong value-modulated attentional
capture effects in RT also had a larger modulation of location decoding. Further, in the longer
SOA conditions (500 and 1000ms SOAs) we found that the value modulation of location
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decoding in the cue epoch extended into the target epoch, consistent with the behavioural
effects observed at longer SOAs. We also found an additional value signal in the longer SOA
conditions, which was independent of the location or identity of the reward stimuli, and
localised to parts of the occipital, posterior parietal, inferior temporal and insular regions of
cortex. In contrast, although we could decode the identity of reward cues, we did not find that
these representations were modulated by value. This was the case regardless of SOA
condition; whether we focused our analysis on participants showing a strong VDAC effect; or
whether we performed decoding on whole-brain data or within a searchlight across the brain.
Value signals, priority maps, and spatial attention
The timing of the observed value modulation of location decoding is in line with
studies showing a lateralised N2pc signal for task-irrelevant stimuli with a reward history
(Hickey et al., 2010a; Itthipuripat et al., 2015; Qi et al., 2013). These results are consistent
with an effect of value on spatial attention (MacLean et al., 2016; Moore and Zirnsak, 2017;
Woodman and Luck, 1999). Further, our localisation of this effect to the posterior parietal
cortex (PPC) is in line with theories proposing that regions in this area (e.g., in monkeys, the
lateral intraparietal area, LIP) integrate task-relevant and physical salience signals which
together determine the behavioural relevance of stimuli and thereby guide attentional priority
(Awh et al., 2012; Bisley and Goldberg, 2010; Freedman and Ibos, 2018). Single-unit
recording studies suggest that reward value is one prominent signal integrated in LIP
(Gottlieb and Snyder, 2010). LIP neurons encode the values of reward cues even when this
interferes with goal-oriented saccades, and such biases can transfer to a task-irrelevant
context after extensive training, in line with our behavioural and neural findings (Peck et al.,
2009). fMRI studies also highlight the PPC as an area encoding reward associations,
including over the long-term (Anderson et al., 2014; Barbaro et al., 2017; Ghazizadeh et al.,
2018a). Moreover, in the longer SOA trials, value modulation of location decoding in the
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target epoch is consistent with the idea that participants maintained attention to the reward
cues throughout the preceding cue epoch. This dovetails with observations that macaque LIP
neurons show sustained increases in firing rate for at least 800ms after the onset of a rewardpredictive but otherwise task-irrelevant cue (Peck et al., 2009).
Our findings are also consistent with studies showing that ventral parts of the PPC,
such as the inferior parietal lobule (IPL), are involved in the detection of salient events and
attentional orienting (Corbetta and Shulman, 2002; Husain and Nachev, 2007). The
processing of reward history information in this area is not well understood (Frank and
Sabatinelli, 2012), although Hickey et al. (2015) found that the IPL is one of the regions in
which activity correlates with the strength of reward-associated distracter representations in
visual cortex. In the current study, the spatial resolution of source localisation was
insufficient to confidently distinguish parts of the ventral and dorsal parietal cortex (Corbetta
and Shulman, 2002; Singh-Curry and Husain, 2009). As such, which specific regions are
involved throughout the time-course of VDAC, and how they interact, remains an important
open question.
A stimulus-independent value signal was also present in the insula in both training
and testing phases. This is consistent with Wang et al. (2015), who found that anterior insula
was specifically activated when reward-associated distracters were contrasted according to
their value (high versus low reward), rather than their spatial location. The insula is
considered to be a part of the ventral frontoparietal attention network, together with the IPL,
the temporoparietal junction, and the inferior frontal gyrus (Corbetta and Shulman, 2002).
One prominent theory suggests that it is involved in signalling salient events in the
environment (Downar et al., 2000; Menon and Uddin, 2010). Our findings are consistent with
this idea, although the late timing of observed value signals precludes strong interpretation of
their functional role (see also below).
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We also found value modulation of location decoding and a location-independent
value signal in the ventral visual stream. This in line with other studies showing that both
task-relevant and irrelevant value can modulate visual processing in early visual cortex and in
downstream areas such as inferior temporal cortex (Anderson et al., 2014; Bach et al., 2017;
Barbaro et al., 2017; Conway, 2018; Ghazizadeh et al., 2018a; Hickey and Peelen, 2015;
Miyashita, 1988; Serences, 2008; Stanisor et al., 2013). Such value modulation has been
suggested to reflect experience-dependent plasticity of cortical representations (but see
below; Anderson, 2016; Failing and Theeuwes, 2018).
The latency of value signals
The latency of value signals observed in our study is too late in visual processing to
suggest a causal role. In the 0ms SOA condition, reward cues and targets onset
simultaneously, a condition which suggests a rapid capture of attention, and which most
closely resembles other VDAC paradigms (e.g., Anderson et al., 2011). In these trials, it is
likely that any value signal would have to occur earlier than ~200ms to be consistent with a
plausible causal effect (Buffalo et al., 2010; Foxe and Simpson, 2002). It is possible that there
is an early cortical effect which we cannot detect due to a lack of power. Alternatively, it is
possible that there is no early cortical value modulation in our study. Instead, value
modulations may occur subcortically (discussed below; Kim and Hikosaka, 2013) and are not
detectable using MEG (Hillebrand and Barnes, 2002).
As described earlier, some EEG studies do report value modulation of the earlier P1
component. Differences in task design could potentially explain the discrepancies between
studies. For example, the P1 effect in Hickey et al. (2010a) was observed using an inter-trial
priming paradigm in which rewarded colours changed across trials; it is unclear whether the
P1 effect would be observed if reward-associated colours were unrewarded and irrelevant for
the entire task. Notably, MacLean and Giesbrecht (2015b) did find a value modulation of the
104

P1 component days after reward learning. However, it only occurred in trials in which the
reward-associated stimulus directed attention towards the target, suggesting that it interacted
with task relevance (MacLean and Giesbrecht, 2015b). Similarly, the P1 effect in Luque et al.
(2017a) occurs in the outcome phase of a reinforcement learning task in which stimuli are
task-relevant. Beyond the P1 effect, a recent study reported value modulations of neurons in
macaque area TE as early as ~81ms after visual onset, albeit this was also in a task-relevant
decision-making context (Sasikumar et al., 2018). In contrast, in the current study and in Qi et
al. (2013), who did not find a P1 effect, the reward-associated stimuli were entirely irrelevant
for the testing phase, a condition which may have precluded observing early effects.
However, we also did not find early value signals in the training phase, suggesting that task
relevance may not be the full explanation (but see Appendix B for discussion of training phase
value signals).
The duration or timing of reward learning is one potential factor which may have
determined the latency of cortical value signals in the current task (Frankó et al., 2010;
Watanabe and Sasaki, 2015; Wimmer et al., 2018). Observations in macaque LIP neurons
suggest a training-dependent latency shift in value coding, with latencies changing from
~245ms to ~155ms over days of training (Peck et al., 2009). Likewise, Frankó et al. (2010)
report an early value signal (~80-200ms) in macaque extrastriate cortex that takes several
days longer to appear during learning compared to a later signal (~250-350ms). This latter
signal is interpreted to reflect attention, which is also consistent with our findings (Frankó et
al., 2010). A recent study has also shown that value coding in the brain differs according to
the timing of learning, increasing if reward learning occurs over multiple weeks rather than
crammed within a single session (Wimmer et al., 2018). Thus, it is possible that with longer
or differently timed training, the latency of cortical value signals would shift to an earlier
point in visual processing, which may reflect a training-dependent change in the underlying
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neural mechanisms that generate VDAC (see below; Hélie et al., 2015; Watanabe and Sasaki,
2015). Note, however, that this cannot explain why we nevertheless observed rapid VDAC
effects in behaviour (Chapter 2).
Value signals in cortex: reward-driven plasticity?
An open question is determining the source of the value information in the PPC and
visual cortex. Value may be directly encoded in cortex via plasticity of stimulus
representations in the ventral visual stream (Anderson, 2016; Frankó et al., 2010; Hickey et
al., 2010a; Roelfsema et al., 2010; Watanabe and Sasaki, 2015). Some support for this
account comes from Koningsbruggen et al. (2016) who showed that transcranial random
noise stimulation over visual cortex—a protocol thought to modulate plasticity—may
potentiate VDAC’s behavioural effects. We looked for evidence consistent with this account
in our stimulus identity decoding analyses but did not observe value modulation of identity
decoding in either the training or testing phase.
Outside the context of VDAC, high-level object, perceptual, and category learning are
known to induce plasticity throughout the ventral visual stream and higher-order areas
(LeMessurier and Feldman, 2018; Miyashita, 1988; Op de Beeck and Baker, 2010; Poort et
al., 2015; Schoups et al., 2001; Srihasam et al., 2014; Watanabe and Sasaki, 2015). An
important factor that may determine the occurrence of such plasticity is the perceptual
difficulty of the learning task, with changes only occurring when the discrimination is at the
limits of sensory performance (Fahle, 2009; LeMessurier and Feldman, 2018; Watanabe and
Sasaki, 2015). Stimuli in our study differed along multiple dimensions (e.g., colour and
shape) and were therefore easily discriminable, which may have precluded visual cortical
plasticity. As mentioned above, the duration or timing of learning may be another important
factor, with many perceptual learning studies (particularly animal studies) requiring multiple
training sessions over several days (LeMessurier and Feldman, 2018; Seitz et al., 2009;
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Watanabe and Sasaki, 2015). How the difficulty, duration, and timing of learning contribute
to VDAC’s behavioural effects and its underlying neural mechanisms are important open
questions (discussed in Chapter 6).
Subcortical value signals
Value may first be rapidly processed in subcortical structures which then transmit it to
visual and parietal cortex (Anderson, 2016; Hikosaka et al., 2018). A key subcortical route
may be a recently identified basal ganglia circuit which is involved in automatic orienting to
reward-associated stimuli (Hikosaka et al., 2018). Specifically, neurons in the tail of the
caudate nucleus (CDt) are object- and spatially-selective (Yamamoto et al., 2012). From the
CDt, projections run to a part of the substantia nigra pars reticulata, and then to the superior
colliculus to drive saccades to reward-associated stimuli (Hikosaka et al., 2018; Yasuda and
Hikosaka, 2015). Long-term value associations modulate neural activity in each of these
regions (Anderson et al., 2014, 2016; Griggs et al., 2018; Yamamoto et al., 2013; Yasuda and
Hikosaka, 2015). Value information can travel to visual and parietal cortex from the basal
ganglia or the superior colliculus via the thalamus, which is itself another important hub for
attentional control (Ahmadlou et al., 2018; Berman and Wurtz, 2010; Saalmann and Kastner,
2009; Saalmann et al., 2012). The medial thalamus has recently been shown to encode stable
object values and may therefore form a key pathway via which value information can
modulate cortical processing (Yasuda and Hikosaka, 2018).
Multiple parallel pathways are possible. Indeed, despite the CDt’s selectivity for
objects and their associated value, inhibiting this area surprisingly does not affect saccades to
reward-associated stimuli (Hikosaka et al., 2018; Kim and Hikosaka, 2013). Certain models
of cortico-basal ganglia interactions suggest that value signals may first be encoded in the
basal ganglia, which then gradually trains cortical networks to form associative links; after
extended learning, cortical plasticity sufficient to drive VDAC may emerge (see also Chapter
107

6; Hélie et al., 2015; Houk and Wise, 1995). Moreover, the amygdala is another important
candidate region, with its neural activity encoding spatial and reward information which
correlates with spatial attention effects (Leathers and Olson, 2017; Peck and Salzman, 2014a;
Peck et al., 2014; Vuilleumier, 2015). Lastly, although not technically subcortical, the
hippocampus is also an area of interest which shows value coding, particularly after longterm learning (Lebreton et al., 2009; Merre et al., 2018; Wimmer et al., 2018). The role of
subcortical information processing in the interaction between reward learning and attention is
only beginning to be explored and deserves future study (Arcizet and Krauzlis, 2018; Griggs
et al., 2018; Hikosaka et al., 2018).
Effects on task-relevant processing
Our target location decoding analysis suggested that targets were processed
preferentially in congruent compared to incongruent trials, in line with effects of spatial
attention and the biased competition model of attention (Carrasco, 2011; Desimone and
Duncan, 1995). It is also in line with a study showing VDAC-related reductions in N2pc
amplitude for task-relevant stimuli (Itthipuripat et al., 2015). One limitation of our task was
that target grating identity was confounded with motor response, which precluded analysing
how target identity representations were affected by VDAC and reward cue processing. As an
alternative, we also looked at how distracter grating representations may have been affected
by VDAC (e.g., enhanced in processing) and although we could decode such representations,
we did not see any effects of condition (not shown). How VDAC and the activation of
reward-associated representations interacts with representations of task-relevant information
is an important area for future research.
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Chapter 4: Effects of reward history on learning and decision-making1
Introduction
To make optimal decisions about stimuli in the environment, such as which to
approach for reward, it is necessary to track stimulus-reward associations (Glimcher, 2002;
Gottlieb, 2012; Mobbs et al., 2018; Rangel et al., 2008). This involves both learning about
new stimuli which may provide reward and ignoring stimuli which have a history of reward
but have stopped providing it, functions which likely require attention (Gottlieb, 2012;
Rangel et al., 2008). Many theories have attempted to explain how attention interacts with
value-guided learning and decision-making (Gottlieb, 2012; Krajbich et al., 2010;
Mackintosh, 1975; Pearce and Hall, 1980). One perspective emphasises how attention may
act to filter out features hypothesised to be irrelevant for learning and thereby reduces the
amount of information that should be tracked (Niv et al., 2015; Wilson and Niv, 2011). Once
stimulus-reward associations are learned, attention may then enable the selective tracking of
the reward-predictive features (Mackintosh, 1975; Niv et al., 2015). Parallel research on
value-driven attentional capture (VDAC) demonstrates that attention can continue to be
guided by reward-associated stimuli even when these associations are irrelevant and counterproductive to the current task (Anderson, 2016; Anderson et al., 2011a; Le Pelley et al.,
2016). An important step in understanding the link between attention and learning is
understanding where the brain represents the reward history of stimuli that should be ignored
and how such representations affect ongoing learning and value-guided decision-making
(Chelazzi et al., 2013; Gottlieb, 2012; Hikosaka et al., 2018).

1

Behavioural and fMRI data for this chapter and Chapter 5 was acquired with the help of Davide Folloni.
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Reward learning and decision-making has been often studied in the context of the
object discrimination reversal (ODR) task (Butter, 1969; Chau et al., 2015; Izquierdo et al.,
2017; Walton et al., 2010). In the simplest version of the task, in Block 1 subjects are
presented with two options to choose from, one of which is associated with reward. After
subjects learn the correct stimulus-reward association to a criterion, the contingencies reverse,
with the other option now being associated with reward (Block 2). After criterion is reached
again, the contingencies reverse back (Block 3). After each reversal, subjects have to learn
that a change in the environment has occurred and adapt their responses accordingly
(Izquierdo et al., 2017). This involves learning from both positive (reward) and negative (noreward) feedback associated with each option (Izquierdo et al., 2017). Critically, the stimulusreward contingencies are identical in Blocks 1 and 3. However, in the latter block, the
unrewarded option now has a history of reward which has to be ignored for successful
performance (Jentsch et al., 2014). In the current study, we aimed to understand which brain
regions are sensitive to the reward history of a currently unrewarded option and how activity
in these regions relates to behavioural performance as subjects learn to ignore this option in
an ODR task.
Multiple brain regions have been implicated in reversal learning, although their
precise roles and interactions remain unclear (see Chapter 5 for a more detailed discussion)
(Izquierdo et al., 2017). For example, neuronal activity in the orbitofrontal cortex, the
amygdala, and the head of the caudate nucleus reflects changing stimulus values, albeit these
areas may differ in the timing of their changes and in their dependence on reinforcement
learning or rule-based inference for assigning value (Chau et al., 2015; Kim and Hikosaka,
2013; Morrison and Salzman, 2009; Saez et al., 2015; Zhang et al., 2013). Likewise, the
ventromedial prefrontal cortex has been widely implicated in value comparison for decisionmaking, although its precise role in reversal learning is less clear (Izquierdo et al., 2017;
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Rushworth et al., 2011). Whether these regions represent the previous reward history of
currently unrewarded options and how such representations may affect ongoing learning and
decision-making is an open question.
To search across the brain for regions that may encode the reward history of a
currently unrewarded option, we used fMRI to record brain activity as four macaque monkeys
completed an ODR task which was modified in two important ways. Firstly, the typical ODR
task involves a switching of contingencies between options A and B, so any change in reward
history in one option necessarily co-varies with the other, making it difficult to isolate the
reward history of a particular option (Izquierdo et al., 2017). To overcome this, our version of
the task involved the introduction of a novel option C in the middle block (Block 2). This
option acted as a foil for option B as it accumulated a history of reward history (experimental
task [EXP]) or remained unrewarded (control task [CTRL]), while enabling the reward
history of option A to remain stable in both versions of the task (Figure 2a). In both EXP and
CTRL tasks, animals experienced a similar block (Block 3) in which A was rewarded and B
was not rewarded but only in the EXP condition was there a prior history of reward
associated with B. Thus, in summary, we aimed to isolate the impact of a history of reward
for option B in Block 3. Secondly, we aimed to isolate brain activity related to reward history
from that related to decision-making (Rushworth et al., 2012). To this end, prior to the
decision phase on each trial, two of the three options from the task were sequentially
presented without the animals having to make any decisions (i.e., a free-viewing phase).
Brain activity during this putatively non-decision timepoint served as an index of stimulus
processing and associated reward history.
This chapter reports the study’s behavioural results and reinforcement learning (RL)
modelling of choice behaviour (see Chapter 5 for fMRI results). In brief, we found that
animals made more errors in Block 3 of the EXP task compared to the CTRL task, suggesting
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that the reward history of the unrewarded option interfered with value-guided decisionmaking, as expected. Moreover, RL modelling of choice behaviour showed that this
impairment in choice accuracy may have been driven by a slower post-reversal learning rate
in the EXP task.

Materials and methods
Subjects
Four male rhesus macaques (Macaca mulatta, mean weight: 7.2 kg, age: 7.3 years)
were used in this study. They were group-housed together, and kept on a 12-hour light dark
cycle, with access to water 12-16 hours per day on testing days, and free access to water on
non-testing days. All procedures were conducted under licenses from the United Kingdom
(UK) Home Office in accordance with the UK Animals (Scientific Procedures) Act 1986.
Behavioural training and data acquisition
Animals were previously trained to perform similar decision-making tasks in an MRI
environment, and implanted with an MRI-compatible head-post (Chau et al., 2015). Animals
were trained on the current task in the MRI environment, with training considered complete
once animals reached a performance criterion of at least 70% correct trials in three
consecutive training sessions. For data acquisition in the MRI environment (i.e., all data
presented here), animals were seated in a sphinx position in an MRI-compatible testing chair
in front of a display screen, with their head fixed in place using a head-post, a juice delivery
spout by their mouths, and MRI coils around their head (Figure 1; see Chapter 5 for MRI
acquisition details). They made manual responses by moving their hand to touch one of two
infrared sensors in front of the display screen.
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Figure 1. Behavioural and fMRI data acquisition set-up (see Chapter 4 for details regarding
fMRI). Animals were seated in a sphinx position in an MRI-compatible testing chair in front of a
display screen, with their head fixed in place using a head-post, a juice delivery spout by their
mouths, and MRI coils around their head. They made manual responses by moving their hand to
touch one of two infrared sensors in front of the display screen. Figure adapted from Cottereau et al.
(2017).

Task structure
Each task consisted of three blocks (Figure 2a). In block 1, animals had a choice
between options A and B, with option A being rewarded. After 40 rewarded trials, block 2
began, in which animals had a choice between options B and C. In the experimental version
of the task (EXP), option B was the rewarded stimulus. In the control version of the task
(CTRL), option C was the rewarded stimulus – all other aspects were identical between EXP
and CTRL tasks. After another 40 rewarded trials, block 3 began, in which animals again had
a choice between options A and B, with option A again being rewarded. The task ended after
40 rewarded trials in block 3, for a total of 120 rewarded trials across the three blocks. All
reward contingencies were deterministic, and animals learned about new stimuli in each
session (see Figure 2b inset).
Animals completed 6 EXP and 6 CTRL sessions each, with one session completed per
day. The schedule began with three EXP sessions, followed by three CTRL sessions, and then
EXP and CTRL sessions interleaved between days. For one animal, four sessions had to be
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excluded and re-run: two sessions due to poor performance (less than 70% correct trials), and
two sessions due to scanner artefacts. For sessions excluded due to poor performance, the
same session type was repeated the next day; otherwise, the schedule continued as normal
and the extra sessions run at the end. It was not always possible to collect data on consecutive
days due to technical and scheduling issues, but all testing for a given animal was completed
within 30 days.

Figure 2. Experimental design. (a) Block structure of the classic reversal task, and the current
experiment’s modified reversal task (EXP) and control task (CTRL). Currently rewarded options (A,
B, or C) are indicated by green squares, options that were previously rewarded (i.e., with a history of
reward) are indicated by green dotted outlines, and block transitions are indicated by black dotted
lines. The main comparison of interest (block 3 EXP vs. CTRL) is indicated by the yellow outlines.
Faded letters indicate non-options in each block (although they are still presented as stimuli to view –
see panel C). (b) Trial structure for EXP and CTRL tasks. Trials began with an inter-trial interval
with a fixation cross (ITI; 5-7s, randomly sampled). This was followed by the stimulus presentation
epoch. Two of the three possible stimuli (rewarded option, unrewarded option, non-option; sampled
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without replacement) were sequentially presented (0.5s each), followed by an inter-stimulus interval
(ISI; 3-5s each, randomly sampled). Subjects were not required to do anything during this epoch other
than view the stimuli. This was followed by the decision epoch (unlimited time), in which monkeys had
to choose between the two option stimuli. Monkeys made their choices by reaching to touch an
infrared sensor placed in front of each option (see Figure 1). Correct decisions (i.e., of the rewarded
option) were immediately followed by delivery of juice drops as the option remained on screen (1.7s).
Incorrect decisions were followed by a blank screen (1.7s).

Trial structure
Each trial began with an inter-trial interval (ITI, 5-7s, randomly sampled from a
Gamma distribution with shape = 6s, scale = 1s), with a fixation cross (note that monkeys
were not trained to fixate; Figure 2b). This was followed by the stimulus presentation epoch.
Two of the three possible stimuli (rewarded option, unrewarded option, non-option – with
each changing across blocks) were sequentially presented (0.5s each), followed by an interstimulus interval (ISI) after each stimulus (3-5s, randomly sampled from a Gamma
distribution with shape = 4s, scale = 1s). Stimuli were sampled randomly without
replacement. This epoch was designed to enable acquisition of brain activity related to
retrieval of stimulus-reward associations outside the context of decision-making. As such,
monkeys were not required to do anything during this epoch other than view the stimuli.
This was followed by the decision epoch, in which the two options for that block were
presented on the left and right side of the screen (randomised across trials). Monkeys had
unlimited time to respond, although they responded within two seconds on a majority of trials
(see Figure 5b). Monkeys made their response by reaching to touch one of two infrared
sensors, placed in front of the two on-screen options. In contrast to responses made using eye
movements, this method is designed to be more ecologically valid as it parallels how
monkeys reach for food and other stimuli in nature (Gottlieb, 2012).
Choices were immediately followed by the outcome epoch (1.7s). If monkeys chose
the correct (rewarded) option, the chosen option remained on-screen and they received three
0.5ml drops of blackcurrant juice reward delivered to the mouth via a spout. If monkeys
chose the unrewarded option, a blank screen appeared (1.7s). This difference in stimulus
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presentation during the outcome epoch was designed to facilitate the association between the
rewarded option and the rewarding outcome. Occasionally, animals maintained their hands on
the infrared response sensors after making a choice. To prevent unintended responses on the
next trial, the ITI was delayed until they removed their hands.
Eye-tracking data acquisition
For some sessions eye-tracking data was also acquired as animals completed the task.
However, these data were of limited quality due to technical limitations and lack of animals’
fixation training, and are not presented here. Eye-tracking was conducted using an MRIcompatible camera (MRC Systems, Heidelberg, Germany) and custom Python code (Joly,
unpublished). Although the camera hardware had a sampling rate of 60Hz, the effective
sampling rate was 20Hz due to the online processing speed of the acquisition code. Prior to
beginning the task on each day, a calibration procedure was performed which enabled the
mapping between eye position and on-screen stimulus position (the mapping itself was
performed offline during analysis). Because animals were not trained to fixate, calibration
was done by sequentially presenting a video stimulus of monkey social behaviour in five onscreen locations (four corners and centre), in a random order. For each presentation, the
animals’ eyes were visually monitored for a saccade to the video stimulus. Once a saccade
was made, the animals were rewarded with juice, and the next presentation occurred. After
the calibration, the eye position coordinates were plotted online to determine, by visual
inspection, whether five clusters were present, under the assumption that these clusters
corresponded to the five video stimulus locations. Calibration was repeated if clusters were
not present.
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Behavioural data analysis
Choice accuracy and reaction time (RT) data were analysed. Correct choices were
defined as choosing the rewarded option on a given trial. Data were analysed in a trial-wise
manner which provided more insight into when animals were making errors in a given block
(e.g., during the first few trials as they were learning or throughout the block). Given that the
number of trials per block varied across sessions, we analysed the first 40 trials of each block
as these constituted the main period of learning. Data were averaged across sessions and
monkeys for the EXP and CTRL tasks. For trial-wise analyses, cluster-corrected permutation
tests were used for statistical testing. To test for choice accuracy against chance level (50%),
we subtracted chance level from each session, converted the data to t-values, and defined
cluster candidates that were significantly different from zero using a threshold of a = 0.05. Tvalues within each cluster candidate were then summed and compared (at a significance
threshold of a = 0.05) against a null distribution generated by randomly flipping the signs of
half of the sessions 10,000 times. To test for differences in accuracy between tasks, a similar
approach was taken, except that the t-values were based on the difference scores between
tasks, and the null distribution of task-wise differences was generated by randomly
exchanging sessions across tasks. Additionally, data were analysed in a block-wise manner by
comparing the number of errors in each block (now including all trials per block) between
tasks using Wilcoxon signed-rank tests. In a complementary analysis, errors were subdivided
into lose-stay and win-switch types, depending on whether animals repeated two errors in a
row (lose-stay errors) or whether animals made an error after a correct choice (win-switch
errors).
Analyses of RT excluded trials with RTs longer than 10s and included both correct
and incorrect trials, unless stated otherwise. For trial-wise analysis and easier visualisation,
RT was log-transformed. For block-wise analyses, median RT was used as the summary
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statistic to deal with RT’s rightward distributional skew. Where relevant, all pairwise
comparisons were corrected for multiple comparisons using the Holm-Bonferroni method.
Modelling
Choice data were modelled using variants of the Rescorla-Wagner reinforcement
learning algorithm (Rescorla and Wagner, 1972; Sutton and Barto, 1998). On each trial t,
each option’s value estimate V was updated based on that trial’s outcome, as a function of the
reward prediction error (RPE):
𝑃𝐸I = 𝑂𝑢𝑡𝑐𝑜𝑚𝑒I − 𝑉I

(1)

𝑉IV< = 𝑉I + 𝛼 (𝑃𝐸I )

(2)

where a is the learning rate capturing how much participants update their value
estimates based on the RPE. a was initialised to be 0.5 (bounded between 0 and 1). Each
option’s value estimate was initialised to be 0.5 (bounded between 0 and 1), representing an
equal likelihood of each option being rewarded initially (a reasonable assumption given
animals’ previous experience with reversal tasks). On each trial t, choice probabilities P for
each option (e.g., a, b) were computed using a softmax decision rule:
𝑃(𝑂𝑝𝑡𝑖𝑜𝑛3 ) =

<

(3)
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(4)

where b is the inverse temperature parameter that captures a participant’s sensitivity
to the value difference between options (a low β means more randomness in the decisions and
a high β means decisions are determined by the value difference). β was initialised to be 2
(with a lower bound of 0).
In addition to the basic model described above (see also Figure 3a), we tested three
other models: (1) separate learning rates, (2) memory decay, and (3) separate learning rates
and memory decay. The separate learning rates model had two learning rate parameters:
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aPRE, capturing initial learning during block one (i.e., pre-reversal) and aPOST, capturing postreversal learning in blocks two and three (Figure 3b). Both learning rates were initialised to
be 0.5. This model was motivated by the idea that the animals learn initial stimulus-reward
associations differently (slower) than after reversals. This is particularly expected in the
current study given that the animals are familiar with the structure of reversal tasks.
The memory decay model included a decay parameter t which, on each trial t, 0 an
exponential decrease in the value of the unpresented option (Figure 3c) (Katahira, 2015):
i4jk2l24I2m
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The decay parameter was initialised to be 0 (bounded between 0 and 1). It was
motivated by the observed decrease in choice accuracy in block three of the CTRL task,
which occurred despite the fact that the values of the presented options (A and B) had not
explicitly changed from block one. Such a decrease could be explained by a decay in the
memory of option A’s value between block one and three, which could be happening in both
tasks and may be an independent effect from the reward history-driven interference effect
hypothesised to occur in block three of the EXP task. Alternatively, it may fully explain the
task differences in block three, if decay is somehow stronger for the EXP task.
Finally, the separate learning rates and memory decay model tested the role of
separate learning rates and the decay parameter together within the same model where they
can compete to explain choice behaviour (Figure 3d).
A hierarchical Bayesian modelling approach was used for fitting models (Kruschke
and Vanpaemel, 2015). Hierarchical models aim to explicitly describe the complete structure
of the data and their relationships in a single coherent model. For example, individual
subjects (each of which provides trial-wise samples of data) may themselves be sampled from
a common group distribution of subjects. This is also practically helpful because fitting the
entire group of subjects in a hierarchy enables the information about the group to constrain
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the parameter estimates for each individual subject (Kruschke and Vanpaemel, 2015). This
was helpful in the current experiment because each session was short and the presence of
outlying data in a given single session would preclude the separate modelling of the session
(note that we tried modelling individual sessions separately using maximum likelihood
estimation but results were indeed unstable and are not presented here).
The added complexity of hierarchical models makes them challenging to estimate
using traditional methods such as maximum likelihood estimation. As such, a Bayesian
approach was used which enabled the definition of simple but useful priors which helped with
estimation. Additionally, Bayesian estimation provides the posterior distribution for each
parameter (rather than a point estimate), which is an easily interpretable measure of
uncertainty for each estimate. Parameters are estimated according to Bayes’ rule:
𝑃(𝜃|𝐷𝑎𝑡𝑎) =

𝑃 (𝐷𝑎𝑡𝑎|𝜃 ) ∙ 𝑃 (𝜃)
𝑃 (𝐷𝑎𝑡𝑎)

(6)

Where 𝑃(𝜃|𝐷𝑎𝑡𝑎) is the posterior probability of parameters 𝜃 given the 𝐷𝑎𝑡𝑎, which
is computed by multiplying 𝑃(𝜃), the prior probability of parameters 𝜃, with 𝑃(𝐷𝑎𝑡𝑎|𝜃), the
likelihood of the data given the parameters 𝜃, and dividing by 𝑃(𝐷𝑎𝑡𝑎), the marginal
likelihood of the data. Computing the marginal likelihood requires integrating over the
parameter space, which is analytically intractable for most complex models. Instead, Stan
(and other software packages) use Markov Chain Monte Carlo (MCMC) sampling to
numerically approximate the integral (Carpenter et al., 2017).
With four monkeys, we did not have enough data to reliably estimate variance at this
level and therefore could not fit a three-level hierarchy (group of animals, animal, and
session). Instead, we fit a two-level hierarchy by pooling sessions from all animals together as
individual “subjects”. To identify task differences, we modelled the EXP and CTRL sessions
in two separate hierarchies and compared parameter estimates between the two tasks. This
was done because there was no obvious pairing of each individual EXP session to a CTRL
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session, precluding the ideal approach of nesting all data within a single model. Although
sub-optimal, this is a conservative approach as it does not consider within-animal correlations
in performance. For priors, weakly informative normal and half-normal priors on the grouplevel parameters were chosen to minimise the influence of priors while still facilitating
parameter estimation (Figure 3; Ahn et al., 2017; Wetzels et al., 2010). Session-level
parameters were sampled from normal and half-normal distributions with mean and spread
based on the group-level parameters (Ahn et al., 2017).
We used four MCMC chains with 1000 samples and 1000 warmup samples each. As a
check for reliable model fits, we relied on the Gelman-Rubin statistic (R̂ ) which compares
between-chain and within-chain variance as an indicator of the consistency between the
regions of parameter space sampled by each chain (i.e., chain convergence; Fleming, 2017;
Gelman and Rubin, 1992). As per general recommendations, we ensured that R̂ was less than
1.1 for all parameters (Carpenter et al., 2017). For formal model comparison, we compared
log likelihoods between models using a leave-one-session-out cross-validation procedure.
Specifically, we (1) fitted models on all sessions of a given task except one; (2) used those
parameter estimates to compute the decision likelihoods for the left-out session; (3) averaged
likelihoods across samples and summed them across trials and sessions; and (4) compared log
likelihoods between models.
To test for task differences in parameters, models were fit on all sessions for each task
(i.e., without leave-one-session-out cross-validation). We assumed that any task differences
would be reflected in the mean rather than in the spread of the group-level parameters
(Steingroever et al., 2018). To test for task differences, we subtracted the posterior samples of
the EXP task group-level µ parameters from the CTRL task group-level µ parameters and
considered differences as meaningful if at least 95% of the posterior samples were above or
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below zero (i.e., at least a 95% posterior probability of a difference in parameter estimates;
Ahn et al., 2017; Herz et al., 2016).
To visualise smoothed posterior distributions for each parameter, we used kernel
density estimation on 50-bin histograms of posterior samples. To visualise predicted choice
behaviour, model choices were derived by taking the option with the higher choice
probability per trial. Modelled and observed choice behaviour was plotted across trials to
show reversal behaviour and also binned into ten quantiles, averaged across options, and
plotted against each other.
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Figure 3. Hierarchical Bayesian reinforcement learning models. All models consist of an outer
plane representing the group of sessions across animals (EXP or CTRL), a middle plane representing
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individual sessions, and an inner plane representing trials within a session. Thick circles indicate
estimated model parameters and thin circles indicate derived variables. Arrows indicate dependencies
between variables. Observed variables are shaded in grey. Text underneath each model describes
priors for each parameter. Red text points to corresponding equations in main text. (a) basic RL
model consisting of a learning rate (α) and an inverse temperature (β). (b) Separate learning rates
model with the learning rate split into an initial learning rate for Block 1 (αPRE) and a post-reversal
learning rate for Blocks 2 and 3 (αPOST). (c) Memory decay model with an exponential decay (τ) on the
unpresented option in each block. (d) Separate learning rates and memory decay model combining (b)
and (c).

Results
We first analysed animals’ learning of stimulus-reward contingencies in each task by
testing choice accuracy across trials. Given that the number of trials varied across sessions,
we analysed the first 40 trials in each block which reflect the main period of learning. We
averaged trial-wise choice accuracy across sessions from all animals in each task and tested it
against chance level (50%) using a cluster-corrected permutation test. A significant cluster of
non-chance performance emerged respectively at trial 9 (p < .001, cluster-corrected) and trial
17 (p < .001, cluster-corrected) in the EXP and CTRL tasks, suggesting that it took animals
several trials to learn the contingencies (Figure 4a, purple and green bars; see Appendix C for
individual animal data). Animals generally performed worse in the beginning of a new block,
suggesting that they needed some experience with stimuli to learn the contingencies.
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Figure 4. Differences in choice accuracy between EXP and CTRL tasks. (a) Mean choice accuracy
across trials for each block (denoted by solid lines). Given that the number of trials per block varied
across sessions, only the first 40 trials of each block were included in this analysis. Black bar
indicates significant difference between tasks in block 3 (p < 0.001, cluster-corrected permutation
test). Shaded error bars indicate SEM. (b) Mean number of errors per block for each task. In line with
(a), subjects made more errors in block 3 of the EXP task than the CTRL task. Data points represent
single sessions, with each animal denoted by different colours. Asterisk indicates p = .002. Error bars
indicate SEM.

We then tested for any differences in choice accuracy between EXP and CTRL
sessions. A significant cluster emerged from the beginning of block 3 (p < 0.001, clustercorrected), indicating that animals performed worse in the EXP compared to the CTRL
sessions in this block (Figure 4a, orange bar). No other differences emerged between tasks in
this analysis. We also performed a similar analysis but now in a block-wise fashion,
comparing the mean number of errors and including all trials in each block. As expected,
there were no task differences in Block 1 (z = 1.9, p = 0.115) or in Block 2 (z = 1.27, p =
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0.21), but animals made more errors in block 3 of the EXP task compared to the CTRL task, z
= 3.42, p = 0.002 (Wilcoxon signed-rank tests; Figure 4b).
We also examined the kinds of errors animals made in each block. Errors could be
“lose-stay”, in which animals repeated an incorrect choice, which can reflect a failure to learn
from negative feedback (Izquierdo et al., 2017). Alternatively, animals can make “winswitch” errors by making an incorrect choice after making a correct one, which can reflect a
failure to learn from positive feedback (Izquierdo et al., 2017). Animals made more lose-stay
errors in Block 3 of the EXP task compared to the CTRL task, z = 4.09, p < 0.001, while
there were no differences in the number of win-switch errors between tasks, z = 1.58, p =
0.115 (Wilcoxon signed-ranked tests; Figure 5a-b, right panels). There was also a marginal
difference in the mean number of lose-stay errors in Block 1 between tasks, with animals
making slightly more errors in the CTRL task, z = 2.28, p = .045 (Wilcoxon signed-ranked
test; Figure 5b, left panel). This difference likely reflects a false positive as this block was
identical across tasks. There were no other differences between tasks, all z < 1.58, p > 0.35
(Wilcoxon signed-ranked tests; Figure 5a-b).

126

Figure 5. Lose-stay vs. win-switch errors in block 3. Mean number of lose-stay and win-switch errors
in block 3. Choice accuracy differences in block 3 were driven primarily by more lose-stay errors in
the EXP task. Asterisk indicates p < .001 in a Wilcoxon signed-rank test. Same conventions as Figure
3b.

Animals were not trained to prioritise speed in their decision-making and therefore RT
was not the primary measure of interest in the current study. Nevertheless, we examined RT
for completeness. We first analysed RT in a trial-wise manner similar to choice accuracy
above and found no significant differences between tasks (p > 0.9, cluster-corrected; Figure
6a). We also tested whether there were differences between correct and incorrect trials. Given
that some blocks did not have any incorrect trials, we collapsed across blocks and tested for
differences in RT as a function of task and choice accuracy. There was no main effect of task
or interaction between choice accuracy and task on RT, all F < 0.7, p > 0.44. There was a
main effect of choice accuracy on RT, F(1,23) = 7.16, p = 0.01 (see Figure 6b for block-wise
data). Post-hoc comparisons showed that in the EXP task animals were slower in incorrect
compared to correct trials, t(23) = 2.71, p = 0.025. In the CTRL task, this effect was marginal,
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t(23) = 1.77, p = .089. There were no differences between tasks in either correct or incorrect
trials, both t(23) < 1.5, p > 0.15. Next, RT was also analysed as a function of task and block
(correct trials only), although there were no significant main effects or interactions: task,
F(1,23) = 0.17, p = 0.68; block, F(2,46) = 1.73, p = 0.19; task × block, F(2,46) = 0.61, p = 0.55.
Finally, if we focused the analysis on Block 3 only, there were no differences in RT between
tasks in either the correct trials, t(23) = 0.42, p = 0.68, or incorrect trials, t(23) = 1.33, p = 0.2
(Figure 6b, right panel).

Figure 6. Differences in RT between EXP and CTRL tasks. (a) Mean RT across trials for each
block. Same conventions as Figure 3a. There were no differences in RT between tasks. (b) Mean RT
per block for each task (note that some sessions without any error trials in a given block were
excluded from this plot). Subjects were slower to respond in incorrect compared to correct trials, but
there were no differences between tasks or blocks.

Modelling behaviour using a reinforcement learning algorithm
Next, we sought to determine which aspects of learning and decision-making were
affected by the task manipulation. We modelled task performance using a Rescorla-Wagner
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reinforcement learning (RL) algorithm, an approach commonly applied to reversal learning
tasks (Costa et al., 2016; Izquierdo et al., 2017; Rescorla and Wagner, 1972; Sutton and
Barto, 1998). In such a model, subjects maintain running value estimates for each option,
which are updated after each trial’s outcome by comparing predicted reward with received
reward ( i.e., a reward prediction error [RPE]; Daw and Doya, 2006; Rescorla and Wagner,
1972; Sutton and Barto, 1998). Reward greater than predicted results in positive RPEs and
reward less than predicted in negative RPEs, with this quantity scaled by a learning rate
parameter governing how much subjects update their value estimates (Sutton and Barto,
1998). Choices are made by computing a choice probability for each option and selecting the
option with the highest probability (Sutton and Barto, 1998). Choice probability computations
are governed by a temperature parameter which determines subjects’ sensitivity to the value
difference between options (i.e., how random their decisions are; Katahira, 2015; Sutton and
Barto, 1998). We tested how different variants of this RL algorithm captured the observed
pattern of behaviour.
Accuracy is below chance level in block 3 of the EXP task, suggesting that animals
were not simply more random in their decisions, which would reflect the influence of the
temperature parameter. As such, we instead focused on the learning rate. Initial learning of
stimulus-reward contingencies has been shown to be different (slower) than learning after
reversals, particularly when animals are familiar with the structure of reversal tasks, as in the
current study (Costa et al., 2016; Jang et al., 2015). As such, we fit separate learning rates for
block 1 (pre-reversal) and block 2+3 (post-reversal; the SepLR model). Because the first
block was identical in EXP and CTRL tasks, we did not expect any difference in learning
rates in this part of the task. In the post-reversal period, it is also possible that there are no
differences in learning rate. The observed differences in choice behaviour can, in principle, be
explained by the (intentionally designed) large difference in option values in block 3 in the
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EXP compared to the CTRL task (i.e., a history of reward associated with option B in block 3
of the EXP task). Alternatively, it is possible that the reward history of option B affects
performance beyond what would be expected as a result of option value differences, resulting
in a slower learning rate in the EXP task.
Additionally, we tested a model which included a decay parameter acting on the value
of the unpresented option (the MemDecay model; Katahira, 2015). That is, in any given
block, the unpresented option’s value estimate would exponentially decay according to a
fitted rate if it were unpresented (Katahira, 2015); in contrast, presented options that were
unchosen would be neither reinforced nor unreinforced but the value would simply be held in
memory (as in the models above). This was motivated by the observed and unexpected
decrease in choice accuracy in block 3 of the CTRL task, which occurred despite the fact that
the values of the presented options (A and B) had not explicitly changed since block 1. Such a
decrease could be explained by a decay in the memory of option A’s value between block 1
and 3, which could be happening in both tasks and may be independent from any reward
history-driven effect that may occur in block 3 of the EXP task. Additionally, memory decay
could, in principle, also explain the task differences in block 3. A faster decay of the value of
option A in block 2 of the EXP task could also lead to a large value difference between
options A and B at the beginning of block 3 that might impact on the decisions taken. Note,
however, although we tested this possibility, this was not our hypothesis; in fact, we
introduced the third option (C) in the task design specifically to avoid any changes in the
value of option A. Finally, we tested a model which included both separate learning rates and
memory decay (the SepLR+MemDecay model), which allowed both parameters to compete in
a single model.
We fit models using hierarchical Bayesian modelling in Stan (see Materials and
methods for details). We fit a two-level hierarchy (group and session) by including sessions
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from all animals together as individual “subjects”. To capture task differences, we modelled
the EXP and CTRL sessions in two separate hierarchies and compared group-level parameter
estimates between the two tasks. To compare models, we used leave-one-session-out crossvalidation, in which we iteratively fitted models on all sessions except one, used those
parameter estimates to compute the decision likelihoods for the left-out session, and
compared summed log likelihoods between models. Using this approach, we found that the
MemDecay and the SepLR+MemDecay models both fit the data better than the basic model,
while the SepLR model provided the worst fit (Figure 7).

Figure 7. Model comparison results. Left: cross-validated log likelihood summed across trials from
all left-out sessions (more positive means better fit). Right: cross-validated log likelihood separated
by task. Asterisks indicate chosen model.

According to the cross-validation metric, the MemDecay model was the best fitting
model (Figure 7). However, we rejected this model as a poor fit for several reasons. Firstly,
for decay parameters at the group- and session-level for the EXP task, sampling chains
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showed poor convergence which is apparent in plots of the chains (Figure 8a) and indicated
by R̂ values of 1.1 (see Materials and methods). This is also reflected in the wide posterior
distribution of the decay parameter for the EXP task (Figure 8b). Given that chains in the
other models converged, this suggests that the memory decay model may be inappropriate for
the current data. This is further supported by a task comparison of the group-level parameter
estimates, which showed implausible task differences in all parameters: higher learning rates
in the EXP task (96.2% posterior probability; in other words, 96.2% of posterior estimate
differences are less than zero; Figure 8b, left panel), lower inverse temperatures (96.98%
posterior probability; Figure 8b, middle panel), and faster decay for the unpresented option
(99.98% posterior probability; Figure 8b, right panel). This latter difference is how this
model accounts for the effects in block 3 between EXP and CTRL tasks (Figure 8c; observe
the faster decay of option A’s value in block 2 of the EXP task compared to the CTRL task).
Clearly, these parameter estimates do not plausibly reflect the pattern of observed choice
accuracy. For example, below-chance performance in block 3 of the EXP task indicates
systematic choice behaviour, rather than choice randomness (as suggested by the task
difference in inverse temperature). It is also implausible that EXP task behaviour would be
explained by a faster learning rate. Lastly, the model introduces differences in the decay of
the unpresented option in block 1, when both tasks are identical from the perspective of the
animal, which also suggests of the model’s implausibility (Figure 8c). This was also the case
when we altered this model to have separate decay parameters for block 1 and blocks 2+3
(this model also provided worse fits than the original memory decay model; see Appendix C).
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Figure 8. MemDecay model fitting results. (a) Four chains of posterior samples for the decay
parameter for two example EXP task sessions. Session #3 (top) shows poor chain convergence, with
samples from each chain occurring in vastly different parts of parameter space, likely reflecting an
instability in fitting this parameter. Session #20 (bottom) shows better convergence, with chains
overlapping with each other within a discrete region of parameter space. (b) Posterior distributions of
the group-level mean (µ) of each parameter in the model. Insets: the difference between the EXP and
CTRL distributions. Grey shading describes middle 95% mass of the distributions. (c) Value estimates
and choice probabilities for the three options derived from the model for the EXP and CTRL tasks.
Note the faster decay of the value of option A (red) in block 2 of the EXP task, compared to the CTRL
task. This decay leads to a larger value difference between options A and B in block 3, which accounts
for the increased error rate in the EXP task. Shaded error bars denote SEM across sessions.

Instead, we turned to the next best model: the SepLR+MemDecay model. This model
also provided a good fit to the data, capturing all relevant aspects of the pattern in choice
accuracy in both EXP and CTRL tasks (Figure 9a-b). Fits were also comparable across
individual animals (see Appendix C).
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Figure 9. Choice accuracy predicted by the SepLR+MemDecay. (a) Observed trial-wise choice
accuracy data in the CTRL task (grey) and predicted choice accuracy data derived from the model
(green). (b) Same as (a) but for the EXP task. (c) Probability of observed choices (binned) versus the
probability of predicted choices.

In this model, the post-reversal learning rate is lower in the EXP task compared to the
CTRL task (95.55% posterior probability; Figure 10a). There are no other differences in
parameters across tasks (posterior probability of differences less than 95%; Figure 10a). This
implies that reward history of a currently unrewarded option (option B) interferes with
normal learning in the post-reversal period. The decay parameter also plays a useful role in
this model. As described earlier, the decay of option A’s value in block 2 can explain why
block 3 choice accuracy is slightly impaired even in the CTRL task (Figure 10b, red line in
block 2 of CTRL task). Interestingly, decay of the value of option C in block 1 can also
explain the unexpected difference in block 2 choice accuracy between EXP and CTRL tasks.
In the EXP task, this decay is helpful to block 2 performance as animals need to avoid option
C (Figure 10b, green and blue lines in block 2 of EXP task); in contrast, in the CTRL task, it
impairs choice behaviour as animals need more trials to learn to pick option C (Figure 10b,
green and blue lines in block 2 of CTRL task).
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Figure 10. Parameter and choice estimates from the SepLR+MemDecay model. (a) Posterior
distributions of the group-level mean (µ) of each parameter in the model. Same conventions as Figure
7b. (b) Value estimates and choice probabilities for the three options derived from the model for the
EXP and CTRL tasks. Note the slower learning (value updating) of options in block 3 of the EXP task
and the associated choice probabilities which lead to errors. Same conventions as Figure 7c.

Discussion
Where the brain represents an object’s history of reward and how such representations
affect ongoing learning and decision-making remains unclear (Anderson, 2016; Gottlieb,
2012; Izquierdo et al., 2017). To test the effects of reward history, we designed a modified
object discrimination reversal task in which animals learned to choose the rewarded stimulus
between two options, across three blocks (Butter, 1969; Chau et al., 2015; Izquierdo et al.,
2017). In Block 1, animals learned to choose the rewarded option and ignore the unrewarded
option. In Block 3, animals again encountered the same options with the same stimulusreward contingencies. Crucially, in the EXP version of the task, the unrewarded option
acquired a history of reward in Block 2, while in the CTRL version of the task, it remained
unrewarded across all blocks. This enabled us to test how reward history impacted valuebased decision-making in the third block. As expected, we found that animals made more
errors in Block 3 of the EXP task compared to the CTRL, suggesting that the reward history
of the unrewarded option interfered with performance. Moreover, by fitting a reinforcement
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learning model to choice behaviour, we found that this impairment in choice accuracy was
explained by a slower learning rate in the EXP task, over and above what would be expected
from the difference in the value of the unrewarded option between tasks.
A task difference in learning rate may not necessarily be expected in the current study.
In principle, the observed differences in choice behaviour can be explained by the large
difference in option values in Block 3 in the EXP compared to the CTRL task (i.e., a history
of reward associated with option B in Block 3 of the EXP task), which we explicitly built into
the task design (Sutton and Barto, 1998). Why was learning rate slower in the EXP task?
Many studies in human and non-human primates have shown that stimuli associated with
reward capture attention, even when these associations are irrelevant in the current context
(Anderson, 2016; Chelazzi et al., 2013; Hikosaka et al., 2018). In the current study’s EXP
task, it is possible that the reward history associated with the unrewarded option in block 3
captured animals’ attention during task performance. Below, we discuss different potential
explanations as to how attentional capture by this option could translate into impaired choice
accuracy and, according to the RL model, a slower learning rate.
Attention for learning via relevance
One framework emphasises attention’s role in facilitating learning (Gottlieb, 2012;
Wilson and Niv, 2011). Specifically, in multidimensional environments where learning about
all possible features may be computationally expensive, attention may focus learning only on
features hypothesised to be relevant (Akaishi et al., 2016; Niv et al., 2015; Wilson and Niv,
2011). For example, choice behaviour in multi-attribute RL tasks may be best described by an
RL model in which attention towards particular attributes facilitates learning about those
attributes at the outcome phase (Leong et al., 2017). In the current task, attentional capture by
the unrewarded option with reward history may have focused learning away from the
rewarded option, thereby leading to a slower learning rate (Gottlieb, 2012; Wilson and Niv,
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2011). This is similar to a confirmation bias in which animals only attend to stimuli that they
believe are rewarded, although it does not specify how outcomes may be interpreted (see
below for such an account; Nickerson, 1998).
However, in the deterministic task used here, learning that is focused on the
unrewarded option should be equally beneficial, in principle (Izquierdo et al., 2017). Why
was learning rate still slower in the EXP task? One possibility is that macaques may generally
be slower at learning from negative (no reward) feedback—the type elicited by the
unrewarded option in Block 3—compared to positive (reward) feedback (Costa et al., 2016;
Donahue and Lee, 2015). Indeed, we found this to be the case when we fit a model with
separate learning rates for positive and negative feedback (see Appendix C). However,
parameter estimates from this model are difficult to interpret given the deterministic stimulusreward contingencies used in our experiment (used to ensure that reward history was rapidly
acquired). In this design, periods with the most learning are inextricably linked with periods
of negative feedback, precluding the dissociation of learning from positive and negative
feedback (Costa et al., 2016; Izquierdo et al., 2017). Future work would benefit from using a
probabilistic reversal task in which negative feedback occurs throughout the task and can
therefore be decoupled from positive feedback and learning in general (Chau et al., 2015;
Costa et al., 2016). Such work could explicitly test how learning from positive and negative
feedback interacts with reward history and attentional capture.
Any asymmetry in learning from positive versus negative feedback may have been
additionally exacerbated in the current task design because the chosen option was shown on
the screen when the outcome was positive (see Materials and methods). This was done to
help animals learn stimulus-reward associations, but it may have slowed learning from
negative outcomes because an explicit negative outcome stimulus was not shown. Negative
feedback-based learning might be improved by the provision of an explicit negative feedback
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cue together with a further presentation of the chosen stimulus. Note, however, that studies
that did not have different displays for positive and negative outcomes have nevertheless
found asymmetries in learning rate, suggesting that this feature of our task cannot fully
explain this finding (Costa et al., 2016; Donahue and Lee, 2015).
An alternative explanation is based on another form of confirmation bias, which is the
tendency to interpret evidence as confirming one’s pre-existing beliefs (Nickerson, 1998). In
this view, attending to potentially relevant information—which reflects a hypothesis about a
reward-predictive stimulus—does not merely increase learning about the stimulus as in
Leong et al. (2017), but actively biases this learning towards confirming the hypothesis. For
example, Akaishi et al. (2016) showed that in a multi-cue learning environment, human
participants test hypotheses about which cues are relevant for predicting outcomes and
interpret outcomes relative to their subjective hypotheses. Positive outcomes are assigned
predominantly to the subjectively relevant cues (confirming their beliefs) while negative
outcomes are assigned predominantly to the subjectively irrelevant cues (rejecting evidence
against their beliefs; Akaishi et al., 2016). In the current experiment, animals may be taking a
similar approach: if their hypothesis is that the unrewarded option with reward history is the
relevant option, any negative outcomes may be erroneously assigned to the subjectively
irrelevant, but objectively rewarded, option, thereby leading to slower overall learning. This
might be reflected in weaker RPE-related neural signals in the Block 3 of the EXP task (see
Chapter 5).
Attention for learning via surprise
Another framework states that attention facilitates learning for stimuli whose outcome
is more surprising (i.e., those associated with large unsigned prediction errors; Pearce and
Hall, 1980). This theory predicts the opposite of the observed decrease in learning rate in the
EXP task: the unrewarded option with reward history is associated with the largest prediction
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errors after reversal and should therefore have increased animals’ learning rates (Le Pelley et
al., 2016; Pearce and Hall, 1980). This may be explained similarly to that above: in the
current task, negative (no reward) feedback was not accompanied by presentation of the
chosen option, which may have interfered with the surprise signals or their impact on
selective attention at the outcome phase of block 3. Indeed, more recent refinements of the
Pearce-Hall model suggest that the outcome phase is precisely when attention and learning
should be guided by surprise (Dayan et al., 2000; Le Pelley et al., 2016; Leong et al., 2017). It
is possible to test for the presence of surprise signals (large unsigned prediction errors) in this
block to determine if indeed such a signal occurs in the EXP task (see Chapter 5).
Attention as an evidence accumulation bias
An alternative line of work describes how attention affects evidence accumulation
during decision-making (Gottlieb et al., 2014; Lim et al., 2011). For example, the attentional
Drift Diffusion Model (aDDM) of decision-making incorporates visual fixations as a bias
which increases the rate of evidence accumulation for the option being fixated (Krajbich et
al., 2010, 2012). This leads to biases towards choosing options that are more attended (Hunt
et al., 2016; Krajbich et al., 2010). In the current study’s EXP task, attentional capture by the
unrewarded option with reward history may have biased evidence accumulation towards
choosing that option. Without the incorporation of attention in the RL model, this choice bias
may appear instead as a slower learning rate in the EXP task.
Reinforcement learning or Bayesian inference?
We used an RL model to describe choice behaviour in the current study (Sutton and
Barto, 1998). Recent work suggests that behaviour in reversal tasks may be better described
by Bayesian models, which assume that animals experienced in such tasks learn not only
about stimulus-reward contingencies and their reversals, but also about the expectation of
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reversals (Costa et al., 2015; Jang et al., 2015). Thus, experienced animals accumulate
evidence for a reversal which they combine with a prior belief about reversals and their
expected timing (Jang et al., 2015). Although the animals used here were experienced in
reversal tasks, the current pattern of choice behaviour suggests that such a Bayesian
framework would not explain the data better than an RL model. In the current study, each
block was explicitly cued by a change in one of the options (e.g., options A and B in block 1,
options B and C in block 2 etc.). From a Bayesian perspective, this is simpler than the classic
reversal task in which reward contingencies change without any explicit cue (Izquierdo et al.,
2017). Thus, in principle, animals could have learned to choose the rewarded option after a
single trial in block 2 (after inferring whether the current task is EXP and CTRL), or
immediately in block 3, given that stimulus-reward contingencies remained constant in this
block regardless of task. However, this was not observed: animals made more errors in block
3 of the EXP task, despite this block being similarly cued and identical in its contingencies
across tasks. As such, it is unlikely that a Bayesian model would better explain the current
data, consistent with Costa et al. (2016) who found that RL models outperform Bayesian
models in explaining reversal task behaviour. Nevertheless, it is possible that with more
experience in the current task animals would learn to use option changes in each block to
optimally guide choice behaviour (Jang et al., 2015).
Limitations
One limitation is that our post-reversal learning rate parameter was based on both
Block 2 and 3 performance, making it difficult to definitively conclude that the task
difference in post-reversal learning rate is specifically driven by choice behaviour in Block 3.
We did try to fit separate learning rates for each block but this model had poor fits for some
parameters (R̂ values of 1.1, indicating that chains failed to converge). This was likely due to
insufficient trial numbers and/or a lack of sufficient variance in behaviour, particularly in
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Block 2. We also tried to fit a separate learning rate for Block 1+2 and Block 3, but this
model also failed to converge. This was likely due to large differences in choice behaviour
between Blocks 1 and 2; studies suggest that learning initial stimulus-reward contingencies
(i.e., in Block 1) may be a different process than learning reversals (Izquierdo et al., 2017;
Jang et al., 2015). Nevertheless, we are confident that the task difference is driven solely by
Block 3 performance because behavioural analysis did not show any significant differences in
choice behaviour in Block 2. Moreover, any differences that do exist are in the opposite
direction, with better performance in the EXP compared to the CTRL task.
One important limitation of the current study is the lack of explicit measures of
attention. This was partly due to technical limitations and animals’ lack of eye fixation
training. Nevertheless, we have sought to link our pattern of results to theories about how
attention can influence learning and value-guided decision-making (Dayan et al., 2000;
Gottlieb et al., 2014; Krajbich et al., 2010; Mackintosh, 1975; Pearce and Hall, 1980; Wilson
and Niv, 2011). A richer understanding of the role of attention during these processes requires
tracking it using eye-tracking, neural indices, or via experimental paradigms which explicitly
manipulate selective attention (Krajbich et al., 2010; Leong et al., 2017; Rich et al., 2018; Xie
et al., 2018). Future work would benefit from explicitly incorporating such measures in
formal models of learning and decision-making as well as neural analyses to test how
selective attention interacts with processes such as value updating and comparison (Gottlieb,
2012; McGinty et al., 2016; Niv et al., 2015; Rich et al., 2018; Walton et al., 2015; Xie et al.,
2018).
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Chapter 5: Reward history and related signals in the macaque brain2
Introduction
Learning, maintaining, and updating stimulus-reward associations are essential
adaptive behaviours which can be studied using the object discrimination reversal (ODR) task
(Izquierdo et al., 2017). In this task, subjects use trial-and-error learning to identify the most
rewarding option out of at least two options, with stimulus-reward associations reversing after
a certain period (Butter, 1969; Izquierdo et al., 2017). Performing this task involves not only
learning about which options may be currently providing reward but also ignoring previous
options which have a history of reward but are now unrewarded (Izquierdo et al., 2017).
Which brain regions encode the reward history of currently unrewarded options and how
these representations affect learning and choice behaviour remains unclear (Izquierdo et al.,
2017; Murray and Rudebeck, 2018; Rushworth et al., 2011).
Several brain regions have been implicated in reversal learning, although their roles
and interactions remain unclear (Izquierdo et al., 2017; Murray and Rudebeck, 2018). The
orbitofrontal cortex (OFC), particularly areas 11 and 13, has often been associated with
performance on reversal learning tasks (Rudebeck and Murray, 2011; Rushworth et al.,
2011). OFC activity during ODR tasks tracks stimulus-reward associations during the initial
learning stage and during reversals, potentially interacting with the amygdala during this
process (Chau et al., 2015; Morrison et al., 2011). However, a recent lesion study has shown
that OFC lesions do not impair performance on ODR tasks (Rudebeck et al., 2013b). Thus,
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Development of the macaque MRI pre-processing pipeline used in this chapter was led by Lennart Verhagen,
with help from myself and others in the Rushworth lab.
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the OFC’s precise role in ODR tasks, if any, is unclear (Izquierdo et al., 2017; Stalnaker et
al., 2015).
Like the OFC, the amygdala is another region often implicated in ODR tasks
(Izquierdo et al., 2017). It may be particularly important for learning novel stimulus-reward
associations and using negative feedback to guide behaviour (Chau et al., 2015; Morrison and
Salzman, 2010; Wassum and Izquierdo, 2015). Rudebeck et al. (2017b) found that amygdala
lesions particularly impaired animals’ ability to learn from negative feedback. This also fits
with the account that the amygdala may provide outcome information to areas such as the
OFC to guide learning (Wassum and Izquierdo, 2015). At the same time, the amygdala may
also maintain a history of reward over several trials, which might impair learning during
reversals (Chau et al., 2015; Jocham et al., 2016); indeed, some studies report that in some
situations amygdala lesions paradoxically improve reversal learning performance (Rudebeck
and Murray, 2008; Stalnaker et al., 2007).
The ventromedial prefrontal cortex (vmPFC) may be particularly important for
comparison of option values during decision-making (Rushworth et al., 2011). vmPFC
activity during decision-making (prior to outcomes) often tracks the relative difference in
value between the chosen and unchosen options (Boorman et al., 2009; Lim et al., 2011;
Papageorgiou et al., 2017; Strait et al., 2014). In humans and monkeys, lesions in this area
impair decision-making by making it sensitive to the value of irrelevant options (Noonan et
al., 2010, 2017). Interestingly, value signals in this area are modulated by attention (Lim et
al., 2011) and the spatial position of stimuli (Strait et al., 2016), leading to the suggestion that
part of its function may be to maintain selective attention to relevant information during
decision-making (Walton et al., 2015). In parallel to the vmPFC’s proposed role during
decision-making tasks (Rushworth et al., 2011), some suggest it is part of an automatic
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valuation system in the brain, encoding stimulus values and preferences between stimuli even
when this is not explicitly required (Lebreton et al., 2009).
Finally, neurons in the caudate head/body area rapidly encode stimulus-reward
associations both during initial learning and after reversals (Pasupathy and Miller, 2005);
moreover, their activity is linked to the similarly quick development of attentional biases to
reward-associated stimuli (Kim and Hikosaka, 2013). Likewise, visual and attentional control
areas such as the inferior temporal cortex and lateral intraparietal cortex (LIP) are also
modulated by reward associations, although they have been less studied in the context of
reversal learning (Jagadeesh et al., 2001; Niv et al., 2015; Peck et al., 2009).
To probe these questions, we analysed fMRI data acquired as macaque monkeys
performed a modified ODR task (described in Chapter 4) which aimed to isolate the impact
of stimuli with reward history on value-guided decision-making. Briefly, across three blocks
animals learned to choose the rewarded option out of two options. Blocks 1 and 3 were
identical in terms of the stimulus-reward contingencies. Critically, in the experimental (EXP)
version of the task, the unrewarded option had acquired a history of reward in Block 2. In the
control (CTRL) version of the task, this option remained unrewarded across the three blocks.
We found that animals made more errors in the EXP task, when the unrewarded option had a
history of reward. Moreover, we showed that this effect can be well-described by a
reinforcement learning model with a slower post-reversal learning rate in the EXP task,
suggesting that stimuli with reward history can affect value-guided decision-making by
interfering with learning.
Here we sought to examine how the neural representation of an unrewarded option
changed depending on whether or not that option had previously been rewarded, and how this
related to the behavioural effects of reward history that we observed. Critically, our task
included the presentation of the reward-associated stimuli during a non-decision, free-
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viewing period (termed the “cue epoch”), which was designed to enable us to isolate neural
activity related to stimulus-reward associations outside the context of explicit decisionmaking. During the cue epoch, we observed regions in the vmPFC/mOFC (area 14) and in
areas 44 and 45 of the vlPFC which tracked the value of the presented cues. However, we
found limited evidence for differences between EXP and CTRL tasks in activity related to the
reward history of the unrewarded option in block 3. Although we found evidence that animals
visually processed the stimuli during the cue epoch, we did not find more activity that was
specifically related to the value of the cues, as reported in prior studies (Ghazizadeh et al.,
2018a; Kaskan et al., 2017).
In complementary analyses of decision and outcome-related activity, we found
evidence for the neural correlates of signals relevant to reward learning and value-guided
decision-making. At the time of decision, we found activity consistent with a value
comparison signal in the vmPFC/mOFC. At the time of outcome, we found reward prediction
error (RPE) signals—thought to be important for value updating—in the amygdala and
putamen; and unsigned (absolute) RPE signals—often called attention or surprise signals for
their role in modulating learning rate—in the putamen, dorsal ACC, and area 44 of the vlPFC.
However, we were not able to detect any reliable differences in any of these effects between
the EXP and CTRL task in block 3. We speculate on explanations for our null findings,
including possible limitations in accounting for implicit cognitive strategies used by the
animals, and limitations in macaque fMRI data quality and behavioural task performance.
Nevertheless, our reported macaque fMRI correlates of key signals in reward learning and
value-guided decision-making contribute to a limited body of work that is crucial for bridging
research in human and non-human primates, particularly in the areas of attention and reward
learning.

Materials and methods
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Task design
A detailed description of the task design and behavioural data acquisition is provided
in Chapter 4 (see also Figure 1a-b).

Figure 1. Experimental design. (a) Block structure of the classic reversal task, and the current
experiment’s modified reversal task (EXP) and control task (CTRL). Currently rewarded options (A,
B, or C) are indicated by green squares, options that were previously rewarded (i.e., with a history of
reward) are indicated by green dotted outlines, and block transitions are indicated by black dotted
lines. The main comparison of interest (block 3 EXP vs. CTRL) is indicated by the yellow outlines.
Faded letters indicate non-options in each block (although they are still presented as stimuli to view –
see panel B). (b) Trial structure for EXP and CTRL tasks. Trials began with an inter-trial interval
with a fixation cross (ITI; 5-7s, randomly sampled). This was followed by the stimulus presentation
epoch. Two of the three possible stimuli (rewarded option, unrewarded option, non-option; sampled
without replacement) were sequentially presented (0.5s each), followed by an inter-stimulus interval
(ISI; 3-5s each, randomly sampled). Subjects were not required to do anything during this epoch other
than view the stimuli. This was followed by the decision epoch (unlimited time), in which monkeys had
to choose between the two option stimuli. Monkeys made their choices by reaching to touch an
infrared sensor placed in front of each option (see Figure 1). Correct decisions (i.e., of the rewarded
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option) were immediately followed by delivery of juice drops as the option remained on screen (1.7s).
Incorrect decisions were followed by a blank screen (1.7s).

MRI data acquisition
fMRI data were acquired using a standard, full-size bore, horizontal 3T MRI scanner,
and a four-channel phased-array receive coil together with a radial transmission coil
(Windmiller Kolster Scientific, Fresno, CA). Awake animals were head-fixed in a sphinx
position in an MRI-compatible chair (Figure 2). fMRI data were acquired using parallel
imaging (using sensitivity encoding [SENSE]) with a gradient-echo T2* echo planar imaging
(EPI) sequence (1.5mm3 isotropic voxel size, TR = 2.28s, TE = 30ms, flip angle = 90°). To
aid in image reconstruction by suppressing motion-related field-distortion artefacts, protondensity-weighted reference images were also acquired for each session using a gradient
refocused (GRE) sequence (1.5mm3 isotropic voxel size, TR = 10ms, TE = 2.52ms, flip angle
= 25°). Structural MRI data were acquired using a T1-weighted MP-RAGE sequence
(0.5mm3 isotropic voxel size, TR = 2500ms, TE = 4.01ms) in separate anaesthetised scanning
sessions (see Sallet et al., 2013).

Figure 2. Behavioural and fMRI data acquisition set-up. Animals were seated in a sphinx position in
an MRI-compatible testing chair in front of a display screen, with their head fixed in place using a
head-post, a juice delivery spout by their mouths, and MRI coils around their head. They made
manual responses by moving their hand to touch one of two infrared sensors in front of the display
screen. Figure adapted from Cottereau et al. (2017).
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Structural MRI processing
Three T1-weighted structural images for each animal were averaged to create a single
high-resolution image (see Sallet et al., 2013). This structural image was bias-corrected and
brain-extracted using the struct_macaque pipeline as implemented in the Magnetic
Resonance Comparative Anatomy Toolbox (MrCat; https://github.com/neuroecology/MrCat).
This pipeline addresses these co-dependent problems in an iterative procedure relying on
tools from the FMRIB Software Library (FSL; Jenkinson et al., 2012; Smith et al., 2004).
Group template image
To aid anatomical localisation of fMRI activation at the group level, instead of a nonspecific common reference image (e.g., the F99 macaque template), a study-specific group
template image was created using structural images from the four animals (Figure 3d; Van
Essen, 2002). Using FSL’s FLIRT and FNIRT, as implemented in the struct_macaque
pipeline, each animal’s structural image was first linearly and nonlinearly registered to a
common reference space: the McLaren template in F99 space (McLaren et al., 2009; Van
Essen, 2002). The resulting images were then averaged to create a group template and
nonlinearly registered to this same template. The latter procedure was iterated twice, while
maintaining registration to the F99 space, to generate a group template that was closely
registered to the reference space while preserving the individual features of each animal’s
brain.
fMRI data preprocessing
Although the animals’ heads are fixed inside the MRI scanner, their bodies are free to
move, thereby causing magnetic field distortions which result in “ghosting” artefacts (Figure
3a), misaligned slices (Figure 3e), and signal loss (Figure 3e; Chen et al., 2012; Keliris et al.,
2007; Vanduffel and Farivar, 2014). In addition, signal distortions and signal loss were also
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introduced by differences in the magnetic susceptibility of the tissue, spatial inhomogeneities
in the magnetic field, and distance from the RF receive coils. These artefacts were corrected
or taken into account in several ways detailed below.
Image reconstruction
First, fMRI data acquired via parallel imaging were reconstructed offline using
SENSE image reconstruction (Offline_SENSE, Windmiller Kolster Scientific, Fresno, CA) in
MATLAB (The Mathworks, Inc., Natick, MA). To reduce aliasing artefacts, the
reconstruction process uses the GRE reference image as a sensitivity map (i.e., an
approximation of the head location in the fMRI images) to suppress ghosting artefacts
(Kolster et al., 2009).
Slice alignment
Despite head fixation, bodily motion leads to distortions in the magnetic field. This
drives perceived mis-localisation of the MR signal in the phase-encoding direction (here,
anterior-posterior). The resultant non-linear motion-induced slice misalignment was corrected
using the custom MotionCorrection_macaque MrCat pipeline with tools from FSL and
Advanced Normalization Tools (ANTs; Avants et al., 2011; Jenkinson et al., 2012; Smith et
al., 2004). Slice alignment was performed on a volume-by-volume and slice-by-slice basis.
First, from the dataset itself a reference image with minimal mis-alignment was created to
which each volume was aligned on a slice-by-slice basis. This reference image was the
average of the 10% best volumes in terms of (1) how well slices were aligned across the
volume and (2) the amount of signal loss (indicative of distortions), with both metrics
combined together using a respective 2/3-1/3 weighting. Next, a conservative, liberal, and
conventional-sized brain mask was created for the reference image, with each mask including
relatively more or fewer voxels in the back of the brain along the anterior-posterior phase-
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encoding direction, where distortions are strongest. The type of mask used depended on the
amount of distortion in a particular slice, with more liberal masks assisting with registration
when distortions are strong, and vice versa. Next, each slice in each volume was compared to
the corresponding slice in the reference image using normalised correlation (where a value of
0 indicates no match, and 1 perfect correspondence). To avoid overfitting, registration for a
given slice only occurred if the correlation was less than r = 0.95. If so, the source slice was
first bias corrected. Next, the slice was registered using a linear transformation (translation
and scaling); finally, if the normalised correlation with the reference slice was still less than r
= 0.95, non-linear registration was performed using diffeomorphic registration using B-spline
regularisation (Tustison and Avants, 2013). Both the linear and non-linear registration steps
were initialised based on the registration estimates from temporally neighbouring slices
acting as priors for the current optimisation. For slices with poor signal content or quality
(e.g. slices at the very top or bottom of the brain with little signal) the registration was nearly
fully driven by prior distortion estimates obtained from temporally neighbouring slices.
Finally, to prevent overfitting and finding a local minimum in the registration cost function,
the original, linear, and non-linear results were compared and the one showing the best
correspondence (normalised correlation) with the reference image was used.
Image registration
Image registration between functional (EPI) and structural (T1w) images in awake,
behaving non-human primates (NHPs) is challenging due to the high noise, distortions, and
signal loss present in the functional image (Vanduffel and Farivar, 2014). To address this,
registration was performed using the RegisterFuncStruct_macaque MrCat pipeline: an
iterative procedure which included multiple repetitions of bias correction, brain extraction,
and linear and non-linear registration (using diffeomorphic registration using B-spline
regularisation), using a combination of tools from FSL and ANTs (Avants et al., 2011;
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Jenkinson et al., 2012; Smith et al., 2004). Given the signal loss present in the functional
image, there is a risk that these signal-intensity artefacts are mis-registered as spatial
deformations and vice versa. To address this, we adopted a B-spline constrained and iterative
procedure to converge upon a robust registration. First, the non-brain-extracted mean
functional image was bias-corrected and registered to the structural image using several rigidbody registration initialisations, of which the best was chosen according to a mutual
information metric. Using the inverse of this transformation, the structural brain mask
(existing from a prior step) was brought into functional space. Building on this improved
mask, the functional image was again bias-corrected and registered using non-linear
registration to the structural image. Again, the structural brain mask was brought into
functional space to perform another bias correction. The brain mask was then smoothed and
refined using image segmentation and used to perform another bias correction. Finally, the
image was registered one last time to the structural image using linear and non-linear
registration. The functional-to-structural warp field was concatenated with the structural-totemplate warp field (see Group template image above) to provide one transformation from
native session space to a common space.
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Figure 3. Macaque fMRI preprocessing pipeline. (a) fMRI data were reconstructed from the raw
files using sensitivity encoding (SENSE) and the GRE images to reduce ghosting artefacts which
occur as a result of motion-related field distortions during acquisition. (b) Structural images were
bias-corrected and brain extracted using an iterative procedure. (c) Structural images for each
animal were averaged together in F99 space to make a study-specific template image. (d) Mean fMRI
data were registered to the structural using an iterative procedure. (e) Motion-related field distortions
also cause slice misalignment along the phase encoding direction. Slices in the fMRI data were
aligned by registering each slice of each volume to a reference volume. In some volumes, the
distortions were strong enough to induce signal loss (due to the signal smearing across space) which
was not recovered in this procedure. Linear and non-linear warp parameters from this procedure are
also used as a nuisance regressors to further capture noise variability at the analysis stage. (f)
Additional nuisance regressors are constructed from the independent components obtained by
running MELODIC on the non-brain data.

Whole-brain fMRI analysis
fMRI data were analysed at the whole-brain level using general linear models (GLMs)
in FSL’s FEAT (Woolrich et al., 2001, 2004)—see below for details regarding the wholebrain GLM. As several key preprocessing steps were done using a custom pipeline described
above, no motion or slice-timing correction was applied at this stage. Data were spatially
smoothed using a 3mm kernel (full width at half maximum) to improve the signal-to-noise
ratio and high-pass filtered at 0.01Hz to remove slow-moving trends. To accommodate the
temporally varying field distortions, volume-wise intensity normalisation was applied; while
this is generally discouraged for high-quality fMRI data, here we observed, as expected, an
improvement in statistics for these data, likely because of the large volume-wise signal
intensity differences caused by the field distortions. First-level analyses were run in each
session’s native space.
For group-level analysis, statistical images from the first-level analysis were
transformed from native session space into the common group template space using a
concatenated functional-to-structural-to-template warp field computed at an earlier step (see
Image registration above). Group-level analysis was done using mixed-effects analysis using
FSL’s FLAME 1+2 option. With four animals and twelve sessions for each animal, there was
insufficient data to estimate robust mixed-effects statistics at both the individual animal and
group level (i.e., a three-level hierarchy with session, animal, and group levels). As an
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alternative, group-level mixed-effects analysis was done by pooling sessions from each
animal into a single group of 48 sessions. By increasing the pooled group sample size to 48
sessions, this approach also enabled the use of FSL’s automatic outlier de-weighting to downweight voxels in sessions with strong noise (Woolrich, 2008). This was helpful because large
movement-related field distortions in individual sessions sometimes led to differences in
sessions within an animal to be as large as those between animals.
Whole-brain GLM: nuisance regressors
To capture noise-related variance in the fMRI data, several nuisance regressors were
defined alongside the main GLM regressors. First, individual noisy volumes were regressed
out using binary regressors. These were defined as volumes exceeding three standard
deviations above the median for at least one of three measures obtained from the slice
alignment step: (1) the linear scaling parameter in the Y-plane, averaged across slices (i.e.,
how much each volume was re-aligned); (2) the normalised correlation between each slice
and the reference, averaged across slices (i.e., how similar each volume is to the reference
image); and (3) the correlation between each volume (mean-filtered) and the reference (i.e.,
how much signal loss remains). Together, these measures captured the slice alignment and
the amount of signal loss for each volume relative to the reference image. To avoid the
influence of a few extreme outlier volumes on the standard deviation (and thereby miss other
noisy volumes), the standard deviation was computed recursively, with outlier volumes
removed each time. A second set of nuisance regressors captured the non-linear effects of the
motion-related magnetic field distortions. Specifically, these were 13 components resulting
from a principal component analysis of the non-linear warp field that registered each slice of
each volume to the reference image during the slice alignment procedure. The last set of
nuisance regressors were designed to capture any remaining variance from the motion-related
magnetic field distortions. The aim was to find a data-driven way to capture the main sources
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of noise-related variance while minimising any capture of “true” brain signal. A conventional
approach to do this would be to run an independent component analysis (ICA) on the whole
image. However, given the relatively low signal-to-noise nature of awake-behaving NHP
fMRI, noise components dominate the signal variance. Therefore, running an ICA on the
whole image would predominantly identify noise components with the signal being randomly
distributed across these. To avoid this, we ran an ICA, as implemented in FSL’s MELODIC,
on all non-brain fMRI data obtained by using the inverse of the brain mask to exclude all
brain voxels (Figure 3f). We pre-specified 30 components for MELODIC to compute and
included their time-courses as nuisance regressors (Figure 3f). Our rationale was that the nonbrain data was susceptible to similar motion-related field distortions but did not have any
brain signal.
Whole-brain GLM: task-related regressors
During the cue epoch, cue presentation was captured with two regressors, one per cue,
with an onset at the time of cue presentation, duration of 0.5s, and unmodulated amplitude.
The model-derived value associated with each cue was captured with two regressors, one per
cue, with an onset at the time of cue presentation, duration of 0.1s (i.e., a stick function), and
amplitude modulated by the presented cue’s normalised value derived from the RL model
(described in Chapter 4).
During the decision epoch, decision stimulus presentation was captured with a
regressor with onset at the time of stimulus presentation, duration of 0.5s, and unmodulated
amplitude. Another regressor represented value difference, with onset at the time of decision
stimulus presentation, duration of 0.1s, and amplitude modulated by the normalised
difference between chosen and unchosen option values. Another regressor captured the RT,
with an onset at the time of decision stimulus presentation, duration corresponding to the
session’s median RT, and amplitude modulated by the trial-wise RT. Animals’ responses
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were captured with one regressor per response side, with an onset at the time of response,
duration of 0.5s, and unmodulated amplitude. Two additional response regressors were used
to capture possible field distortion effects produced by movement. These were identical to the
normal response regressors but had duration of one TR (2.28s) and were not convolved with a
haemodynamic response function (HRF; see below).
During the outcome epoch, outcome presentation was captured in one regressor with
onset at the time of outcome, duration of 1.77s, and unmodulated amplitude. Reward
prediction errors (RPEs) were captured by a regressor with onset at the time of outcome,
durations of 0.1s, and amplitude modulated by the normalised signed prediction errors. The
type of outcome (reward vs. no reward) was not modelled as it correlated strongly with RPEs,
given the deterministic stimulus-reward contingencies in the task. Each regressor, except the
two response regressors described above, was convolved with an HRF which was defined as
a gamma function with a width (scale) of 1.5s and a delay of 3s, to adapt to the faster
dynamics of the macaque BOLD signal (Chau et al., 2015; Papageorgiou et al., 2017).
Analysis of ROI time-courses
Coordinates of interest were manually defined at the group level (i.e., in F99 template
space), warped back into each session’s native space, and dilated by two voxels to create a
spherical ROI. We averaged voxels within the ROI and extracted the time-course from the
smoothed, high-pass filtered whole-brain data and imported it into MATLAB for further
analysis. We regressed the aforementioned nuisance regressors out of the data. To aid in
aligning the time-course with events of interest, volume-wise data were up-sampled by a
factor of 20 using cubic spline interpolation. Next, they were epoched by time-locking
separately to the onsets of the cue presentation, decision, and outcome periods. Data were
baseline-corrected by averaging the signal in the four seconds prior to the event onset and
subtracting it from all other time-points. Analyses were performed by running a GLM at each
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time-point within the epoch to produce time-courses of regressor coefficients (i.e., beta
estimates). As in the whole-brain GLM analysis, statistical inferences were made on sessions
collapsed across animals into one group. Statistical testing was performed on post-baseline
activation peaks in the beta estimate time-courses. To ensure independent selection of peaks,
these were defined using a leave-one-session-out procedure, in which each left-out session’s
peak was defined on the basis of the averaged remaining data. These data were then tested
against zero in one-sample t-tests or between tasks using paired-sample t-tests.
All regressors in the GLMs were normalised and all GLMs included a constant.
GLMs for model-derived cue value effects (Figures 6 and 8) included the model-derived
value estimates and the pre-cue temporal delays (the inter-trial and inter-stimulus intervals) to
capture onset timing-related variability. GLMs for categorical cue contrasts across and
between tasks (Figures 7 and 8) included a regressor contrasting currently rewarded cues with
never rewarded cues (1 and -1, normalised) and the pre-cue temporal delays. GLMs for main
effect contrasts between tasks (Figure 8) simply included the pre-cue temporal delays. GLMs
for value difference (Figure 11b,d) included regressors capturing the difference between
chosen and unchosen option values (derived from the model), the outcome (reward vs. no
reward), the response hand (left vs. right hand), the RT (log-transformed), and the predecision-epoch temporal delays. GLMs for the components of value difference (Figure 11c)
were identical to that above, but replaced the value difference regressor with separate
regressors for chosen and unchosen option value. GLMs for reward prediction errors (Figure
12b,d,f,g) included regressors capturing the model-derived RPEs, response hand, RT, and the
pre-decision-epoch temporal delays. GLMs for the components of RPEs (Figure 12c,e)
included regressors capturing the model-derived chosen value, outcome, response hand, RT,
and the pre-decision-epoch temporal delays. GLMs for unsigned RPEs (Figure 13) included
regressors capturing the absolute transformed RPE, the standard RPE, outcome, response
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hand, RT, and the pre-decision-epoch temporal delays. Note that we were able to include both
the RPE and outcome in this GLM because we were only interested in the unsigned RPE
itself.

Results
As a “sanity check”, we first confirmed that we could observe a typical whole-brain
effect in the fMRI data: the response hand contrast (left versus right hand responses) locked
to the time of decision. This contrast should engage motor and somatosensory regions in a
lateralised manner. We were able to find such an effect at the whole-brain, cluster-corrected
level (z > 2.3, p < .05; Figure 4a-b).

Figure 4. “Sanity check” whole-brain BOLD activation effect of response hand contrast. (a)
Cluster-corrected whole-brain effects of response hand (left versus right hand response) showing
lateralised activations in motor and somatosensory cortex. (b) Main effect time-courses extracted
from the left and right motor cortex (approximate ROIs depicted in green on inset axial brain image).
Shaded error bars indicate SEM.

Representations of stimulus-reward associations during the cue epoch
Our first set of fMRI analyses focused on the cue epoch, in which we expected
animals to be passively viewing the option stimuli. We first confirmed that we could observe
typical BOLD responses to the presentation of the cues. We performed a whole-brain GLM
analysis, in which we compared the BOLD activity locked to cue onset relative to baseline
(i.e., the main effect of cue onset, for both cues together; see Materials and methods for full
details of the GLM). As expected, we found significant clusters of activation in areas
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including the ventral visual stream, posterior parietal cortex, and prefrontal cortical regions
involved in attention and other aspects of cognitive control (whole-brain cluster-corrected, z
> 2.3, p < .05; Figure 5a; Caspari et al., 2015). To further visualise this activity, we defined
spatial regions of interest (ROIs) at the activation peaks of six example regions and plotted
the corresponding time-courses (Figure 5b). Overall, we observed a typical profile of wholebrain BOLD activation in response to cue onset.

Figure 5. BOLD activation in response to visual cue onset (the main effect of cue presentation). (a)
Whole-brain, cluster-corrected effects of cue presentation (z > 2.3, p < 0.05). BOLD activity
increased in visual and attentional control areas and decreased in motor and somatosensory areas,
relative to baseline. (b) Time-courses of main effect extracted from select bilateral ROIs (approximate
ROIs depicted in green on inset coronal brain images). Same conventions as Figure 3.

Our overarching aim was to use the cue epoch to identify regions which represent the
reward history of the unrewarded option in Block 3 and which may explain the difference in
performance between EXP and CTRL tasks. To do this, we first sought to localise regions
which are sensitive to any reward value (past or current) associated with the presented cue,
across all blocks and across EXP and CTRL sessions. In addition to the visual and attentional
control areas identified above, we also expected to observe value effects in reward-sensitive
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areas such as striatum, amygdala, vmPFC, OFC, and ACC (Ghazizadeh et al., 2018a; Kaskan
et al., 2017; Rushworth et al., 2011). These regions could all serve as regions of interest for
more targeted analysis.
As part of the same whole-brain GLM analysis, we searched for regions in which
BOLD activity during the cue epoch correlated with the model-derived value estimates for
the presented cues on each trial (e.g., Figure 6c). These trial-wise value estimates were taken
from the most successful model of behaviour presented in Chapter 4, which had a pre- and
post- reversal learning rate, an inverse temperature, and an unpresented option decay
parameter (see Chapter 4 for detailed model description). At the whole-brain, clustercorrected level, the only activation we observed was a negative cluster in the vmPFC/mOFC
area, in which activity decreased as the value of the cues increased (z > 2.3, p < 0.05; Figure
6a). This contrast included the average response to the value of cue 1 and the value of cue 2.
We also looked at cue value effects relating to each cue—the first and the second—
separately. During cue 1, we found a positive cluster in the left vlPFC, in the vicinity of area
44 (Figure 6b). There were no significant clusters during cue 2. Next, we extracted timecourses from the vmPFC/mOFC region and plotted the value-related responses to each cue
separately (Figure 6d). For both cues, activity appeared to decrease as the value of the cue
increased, in line with previous work in macaques which showed that this region encodes the
subjective value of stimuli negatively (Papageorgiou et al., 2017). Notably, the anatomical
location of this effect and the direction of the relationship is similar to that observed during
value-guided decision-making in macaques (see also below; Papageorgiou et al., 2017),
suggesting that animals may have been implicitly comparing the cues (see also Appendix D
for exploratory analyses). Lastly, we similarly plotted the time-courses from the vlPFC in
both hemispheres for both cues, and consistent with the whole-brain analysis, only observed
an effect in the left vlPFC for cue 1 (Figure 6e).
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Figure 6. BOLD activity correlated with the model-derived values of presented cues. (a) Wholebrain, cluster-corrected effects of cue value for both cues together (z > 2.3, p < 0.05). (b) Same as (a)
except for cue 1 only. (c) Example cue value regressor for a single session (“cue index” is double the
number of trials given that there were two cues per trial). (d) Time-courses of cue value effect for
each cue separately within the vmPFC/mOFC. Same conventions as Figure 3. (e) Same as (d) but
using activity extracted from vlPFC area 44.

Based on previous research, we had expected to find strong cue value effects in more
regions throughout the brain (Ghazizadeh et al., 2018a; Kaskan et al., 2017; Rushworth et al.,
2011). To ensure that we did not miss any sub-threshold activations, we explored regions of
interest defined on the basis of previous literature and whether they were active in response to
cue onset (see Figure 5), which is an orthogonal contrast to cue value and therefore avoids
circularity (Kriegeskorte et al., 2009). In addition to the visual and attentional control ROIs
identified above, we also looked at areas related to stimulus-reward learning and valueguided decision-making: areas 47 (medial aspect), 13, and 25, as well as the putamen, the
caudate head/body, and amygdala (Bouret and Richmond, 2010; Chau et al., 2015;
Ghazizadeh et al., 2018a; Kaskan et al., 2017; Kim and Hikosaka, 2013; Rudebeck and
Murray, 2008; Rushworth et al., 2011; Walton et al., 2010). Given the exploratory nature of
this analysis, we only further interpreted ROIs in which we could observe bilateral effects of
value coding. We only found significant bilateral value coding in area 45 of the vlPFC (left
ROI, t(47) = 2.91, p = 0.006; right ROI, t(47) = 3.54, p = .002; Figure 7).
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Figure 7. Time-courses of model-derived cue value effects in selected regions of interest. Results are
shown for each hemisphere (grey and black). Shaded error bars indicate SEM. Insets illustrate
locations of ROIs (green circles) overlaid on top of visual cue onset activation (see Figure 5). For
clarity, only positive activations are shown. Only area 45b in the vlPFC showed significant cue value
coding in both hemispheres. Asterisk indicates significant peak at p < 0.05.

The cue value analyses so far were all based on the model-derived value estimates,
which vary parametrically across trials and should therefore be more sensitive to any related
variance in the fMRI time-course, relative to categorical regressors (O’Doherty et al., 2007).
However, they are limited by the model’s ability to capture true processes in the data; if they
have only partially captured animals’ true value estimates, this may limit our sensitivity to
detect the neural correlates of value. As an alternative method, we performed a categorical
contrast analysis in the above ROIs, comparing activation to currently rewarded cues versus
never rewarded cues (options C and B in the EXP and CTRL, respectively). However, we
found a similar pattern of results as in the model-based analysis (Figure 8). Note that we
additionally tried to contrast: (1) activation to currently rewarded cues versus all other cues;
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and (2) activation to currently rewarded cues versus currently unrewarded cues (i.e.,
excluding the non-option cue); again, we found a similar pattern of results (not shown). Also
note that reported ROI analyses were done using both cues (both the cue presented first and
the cue presented second) to gain statistical power, albeit similar patterns were observed
when looking at cues separately (not shown).

Figure 8. Time-courses of categorical contrast effect of currently rewarded cues versus never
rewarded cues in selected regions of interest. Same conventions as Figure 7.

Next, we used the regions that showed significant cue value effects as ROIs to directly
test for differences between the EXP and CTRL task related to the reward history of the
unrewarded option in block 3 (cue/option B). This included areas 44 and 45 (taken
bilaterally) and area 14 in the vmPFC/mOFC. We compared activation related to the value of
cue B in block 3 of the EXP task to that in the CTRL task. For all ROIs, there was no
significant difference between EXP and CTRL tasks, all t < 2.3, p > .05 (Figure 9a). As an
alternative approach, we contrasted trials in which cue B was presented with trials in which
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cue C was presented, and compared this contrast in the EXP relative to the CTRL task. Cue C
was never rewarded in the EXP task but it had a reward history in the CTRL task, and
therefore this contrast should provide the maximal difference in reward history between tasks.
We did not find any significant differences between tasks (all t < 2.3, p > 0.05; Figure 9b).
Lastly, we compared the main effect of the presentation of cue B in block 3 between the EXP
and CTRL tasks, finding a similar pattern as in Figure 9b (Figure 9c, bottom right). Note that
vmPFC/mOFC activations are positive in this analysis because we are plotting the main effect
of cue presentation, rather than the value-related effect.

Figure 9. Comparisons of time-course cue value effects in block 3 in the EXP vs. CTRL task. (a)
Results based on model-derived cue value effects. (b) Results based on categorical contrast of cue B
vs. cue C in block 3. (c) Results based on categorical contrast of all cues in block 3 in the EXP vs.
CTRL task. Same conventions as above.

In sum, we were able to observe BOLD activation related to the value of presented
cues in the vmPFC/mOFC and areas 44 and 45 of the vlPFC. We were not able to observe
any such activity in other previously reported reward-sensitive regions (Ghazizadeh et al.,
2018a; Kaskan et al., 2017). Further, there was limited evidence for differences in cue-related
responses between the EXP and CTRL task. It is unclear why we did not observe stronger
and more wide-spread cue value signals (but see Discussion for possible explanations). As
such, we focused our next set of analyses on the decision and outcome epoch.
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Value comparison signals during the decision epoch
We first aimed to find activity during the decision epoch related to the comparison of
option values. In the vmPFC, activity often tracks the relative difference in value between the
chosen and unchosen options (O’Doherty et al., 2017; Rushworth et al., 2011). In humans,
BOLD activity in the vmPFC increases as the value difference increases, whereas in
macaques this relationship appears to be inverted (Boorman et al., 2009; Papageorgiou et al.,
2017). Nevertheless, in both cases, vmPFC activity tracks the value difference, which is in
turn an important determinant of the subjective difficulty of the choice to be made
(Rushworth et al., 2011). In the current experiment, in block 3 of the EXP task, as animals
incorrectly choose option B, their subjective value of option B eventually decreases, bringing
it closer to their subjective value of option A. This decreases the value difference between the
options and increases the choice difficulty. Although we did not observe RT differences
between tasks, it is possible that activity within the vmPFC nevertheless reflects the difficulty
of the decision process in the EXP task (Hunt et al., 2012; Rich and Wallis, 2016).
Using a whole-brain GLM analysis, we searched for brain regions in which activity,
locked to the onset of the decision options, correlated with the parametric difference in
estimated value between the chosen and unchosen options on each trial (Boorman et al.,
2009; Papageorgiou et al., 2017). We found such a value difference signal in the
vmPFC/mOFC area, and other areas including the ACC and the bilateral anterior insula
(whole-brain cluster-corrected, z > 2.3, p < 0.05; Figure 10a-b). Given the prior literature on
the vmPFC/mOFC in value comparison, we focused our analysis on this region (Hunt et al.,
2012; Lim et al., 2011; Papageorgiou et al., 2017; Philiastides et al., 2010; Rushworth et al.,
2011). Activity in this region decreased as the difference in value between chosen and
unchosen options increased; moreover, chosen option value was encoded negatively and
unchosen option value positively, in line with previous results in macaques (Figure 10c-d)
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(Papageorgiou et al., 2017). Note that because in our experiment there is no delay between
decision and outcome, it is difficult to confirm that this effect is due to decision-making per
se, rather than post-decision processes (O’Doherty et al., 2007). However, the whole-brain
GLM includes a regressor that captures any effect of outcome, suggesting that the observation
of a value difference effect is not likely to be explained by the decision outcome itself.
Finally, we compared the vmPFC/mOFC value difference signal in block 3 between the EXP
and CTRL tasks. We found no difference between tasks when comparing the peaks (t(23) =
0.92, p = 0.367; Figure 10e); however, it appears that vmPFC/mOFC activity related to value
difference may be protracted in the EXP relative to the CTRL task, suggestive of a pattern
consistent with increased decision difficulty (Hunt et al., 2012; Rich and Wallis, 2016).

Figure 10. Value difference signals during the decision epoch. (a) Whole-brain, cluster-corrected
effects of value difference (chosen vs. unchosen option values) in prefrontal cortex (z > 2.3, p < 0.05).
(b) Line plot illustrating example value difference regressor for a single session (dashed lines indicate
blocks). (c) Time-courses of value difference effects in data extracted from the vmPFC/mOFC region
of interest (indicated in inset image). (d) The value difference effect separated into chosen and
unchosen value (green and red time-courses, respectively). (e) Comparison of vmPFC/mOFC value
difference signals in block 3 of the EXP vs. the CTRL task. Same conventions as above.
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Neural correlates of reward prediction error signals
We focused our next set of analyses on the outcome epoch, when animals are
presumably learning. As discussed in Chapter 4, the reward prediction error (RPE)—the
difference between expected value and the outcome—is the key to learning within the
reinforcement learning framework (Sutton and Barto, 1998). As animals made more incorrect
decisions in block 3 of the EXP task and eventually learned to select the correct option, we
expected stronger RPE-related brain activity in this task compared to the CTRL task.
First, using our whole-brain GLM analysis, we looked for brain regions in which
outcome-locked activity correlated with the model-derived RPEs throughout the task. We
found such signals in regions including the amygdala and the putamen, in which activity
increased with the value of the RPE (whole-brain cluster-corrected, z > 2.3, p < 0.05; Figure
11a-b). Given the prior literature on RPE signals in the amygdala and putamen, we explored
these further by extracting time-courses from ROIs centred on these areas (Figure 11c,d;
Bissonette and Roesch, 2016; O’Doherty et al., 2004; Prévost et al., 2011). To determine that
these are likely to be genuine RPE signals, we confirmed that these areas encoded both of the
necessary components that make up the RPE: the expected value of the chosen option and the
choice outcome (Behrens et al., 2008; Wittmann et al., 2016). We found both components,
and in line with previous findings, each area encoded a positive effect of choice outcome
(amygdalaleft, t(47) = 2.83, p = 0.014; amygdalaright, t(47) = 3.22, p = 0.005; putamenleft, t(47) =
2.8, p = 0.015; putamenright, t(47) = 1.9, p = 0.239), and a negative effect of expected value
(amygdalaleft, t(47) = 2.55, p = 0.014; amygdalaright, t(47) = 2.52, p = 0.015; putamenleft, t(47) =
2.44, p = 0.018; putamenright, t(47) = 3.14, p = 0.003; Figure 11e,f) (Behrens et al., 2008;
Wittmann et al., 2016). This suggests that these signals likely reflect an RPE and not, for
example, simply the choice outcome. Note that although we are testing for the presence of
signals different to those used in the whole-brain analysis, because expected value and choice
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outcome are each partially correlated with the RPE, this analysis is not fully orthogonal to the
whole-brain RPE analysis (Kriegeskorte et al., 2009). Ideally, the ROI should be selected in
an independent manner, for example by defining the ROI for each session using a wholebrain analysis computed on all of the other sessions in an iterative leave-one-out approach
(Kriegeskorte et al., 2009; Wittmann et al., 2016). This was beyond our current computational
resources.

Figure 11. Reward prediction error (RPE) signals in the brain. (a) Whole-brain, cluster-corrected
effects of RPE signals in amygdala, putamen, and other regions (z > 2.3, p < 0.05). (b) Line plot
illustrates example RPE regressor for a single session (dashed lines indicate blocks). (c) Timecourses of RPE effects in bilateral amygdala ROIs. (d) Components of RPE signals (expected value
and outcome) in amygdala ROIs. (e-f) Same as (b-c) except for putamen ROIs. Same conventions as
above.
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Finally, we compared RPE signals in these two ROIs in Block 3 of the EXP and
CTRL tasks. However, we were not able to detect any statistically reliable signals when
breaking the data down at this level (all t’s < 2.3, p’s > 0.05; Figure 12a,b).

Figure 12. Comparison of reward prediction error (RPE) signals between the EXP the CTRL task
in block 3. (a) Comparison of RPE signals in the amygdala ROIs. (b) same as (a) but for putamen
ROIs. Same conventions as above.

Neural correlates of unsigned reward prediction error signals
Lastly, we explored regions which may correlate with the unsigned RPE (i.e., its
absolute value). Most commonly, this value is employed in the Pearce-Hall reinforcement
learning algorithm as an “associability” term which regulates how much learning is done
following an outcome (Pearce and Hall, 1980). High unsigned RPEs indicate a particularly
unexpected outcome and signal that more learning should be done, regardless of whether the
outcome is more or less positive than expected (Fouragnan et al., 2018; Pearce and Hall,
1980). For this reason, unsigned RPEs are often referred to as attention, surprise, or salience
signals (Bissonette and Roesch, 2016). At the start of block 3 in the EXP task, animals held
the strongest predictions about the high value of option B and therefore should, in principle,
experience strong unsigned RPEs upon making an incorrect choice. However, given that
animals were more impaired in the EXP compared to the CTRL task, we hypothesised that
the impact of these unsigned RPEs within the brain should be weaker in the former task.
We focused our analyses on the amygdala and putamen, where we already found
signed RPE signals and where other studies have found evidence of unsigned RPEs (Belova
et al., 2007; den Ouden et al., 2009); additionally, we focused on the dorsal ACC (dACC) and
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area 44 of the vlPFC, two other areas where evidence of unsigned RPEs was previously
reported (Gläscher et al., 2010; Hayden et al., 2011a). We found bilateral unsigned RPE
signals in the putamen (left, t(47) = 2.74, p = 0.017; right, t(47) = 2.39, p = 0.021), dACC (left,
t(47) = 2.54, p = 0.027; right, t(47) = 2.57, p = 0.027), and area 44 (left, t(47) = 2.99, p = 0.004;
right, t(47) = 3.54, p = 0.002; Figure 13a). Finally, we compared these signals in block 3 of the
EXP and CTRL task. However, we were unable to detect statistically reliable signals in these
analyses (all t’s < 2.3, p’s > 0.05; Figure 13b).

Figure 13. Unsigned RPE signals in select ROIs. (a) Unsigned RPE signals were found bilaterally in
the putamen, dACC, and area 44 of the vlPFC. Approximate ROIs indicated in green on inset coronal
brain slices. Asterisks indicate significant peak at p < 0.05. (b) Comparison of unsigned RPE signals
in block 3 of the EXP vs. CTRL task. (c) Example unsigned RPE regressor for a single session
(dashed lines indicate blocks). Same conventions as above.

Discussion
We analysed fMRI data acquired in macaque monkeys to examine how the neural
representation of an unrewarded option changed as a function of its reward history and how
this may relate to the observed behavioural effects of reward history on value-guided
decision-making. During the cue epoch, we found that BOLD activity in the vmPFC/mOFC
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(area 14) and in areas 44 and 45 of the vlPFC tracked the value of the presented cues.
However, we found limited evidence for differences between EXP and CTRL tasks in activity
related to the reward history of the unrewarded option in block 3. Moreover, we were not able
to observe value-related activity in other areas, as previously reported (Ghazizadeh et al.,
2018a; Kaskan et al., 2017). Subsequent analysis of BOLD activity during the decision epoch
revealed regions in the vmPFC/mOFC, dACC, and anterior insula which encoded the
difference in value between the chosen and unchosen options, consistent with a value
comparison signal (Papageorgiou et al., 2017; Rushworth et al., 2011). At the time of
outcome, we found activity correlated with RPEs in the amygdala and putamen, and activity
correlated with unsigned RPEs in the putamen, dACC, and area 44 of the vlPFC. However,
comparison of these signals between the EXP and CTRL task in block 3 did not reveal
reliable differences.
Cue value signals in the macaque brain
The cue value signals in the vmPFC/mOFC fit with its proposed role as part of the
brain’s automatic valuation system (Lebreton et al., 2009). Lesions in this area have been
shown to reduce the impact of reward history on inter-trial priming (e.g., as found in Hickey
et al., 2010a), suggesting that it may guide attention based on recent reward history (Vaidya
and Fellows, 2015). Somewhat consistent with this idea, we observed a pattern suggesting
that overall activity in this area may be larger in block 3 of the EXP task, although this was
not significant.
Interestingly, the negative cue value signals were in a similar area as the value
difference signals that we observed during the decision-making epoch. This fits with the
vmPFC/mOFC’s proposed role in value comparison (Rushworth et al., 2011). The negative
cue value signals in the vmPFC/mOFC may reflect animals’ implicit comparison of values of
the sequentially presented cues. In a supplementary analysis (see Appendix D), we found
171

evidence suggest that the value coding of each cue at its respective cue onset was similar;
however, the value coding of cue 1 at the time of cue 2 appeared to be reversed. This pattern
of anti-correlated value coding was found in vmPFC neurons recorded during a decisionmaking task in which options were similarly presented sequentially (Strait et al., 2014).
Consistent with this region’s role in decision-making, Strait et al. (2014) found that value
coding at the time of the second option transitioned into coding the ultimately chosen value.
We also found cue value signals in areas 44 and 45 in the vlPFC. Macaque area 44 is
relatively understudied but receives visual input from occipitotemporal cortex and also has
connections with dlPFC, suggesting it may play a role in cognitive control (Frey et al., 2014;
Neubert et al., 2014). Indeed, we also found that activity in this area correlated with unsigned
RPEs at the time of outcome, suggesting a role in attention (see below). Area 45 also receives
visual information and is connected with posterior parietal cortex; this area is active during
visually-guided saccades and covert pop-out search, also suggesting a role in attention
(Premereur et al., 2015; Wardak et al., 2010). Consistent with the current findings, neurons in
this area have recently been shown to encode the value associated with stimuli after shortterm learning (Ghazizadeh et al., 2018b). Moreover, with extended learning, this value coding
appears to be stable even during extinction, suggesting a type of long-term memory that may
be involved in value-driven attentional capture (see also below; Ghazizadeh et al., 2018b). It
is unclear how flexible this value coding is when there is only short-term learning, as in the
current task, although we did not observe clear evidence that its activity may underlie the
impact of reward history in block 3. As with many areas showing value coding, it will be
important to understand whether and how its functional role is related to value-guided
attention versus value coding per se (see also below; Maunsell, 2004).
We consider our cue value findings in light of two other studies that have recently
used fMRI to examine value coding across the macaque brain (Ghazizadeh et al., 2018a;
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Kaskan et al., 2017). Ghazizadeh et al. (2018a) had monkeys passively view stimuli that were
previously associated with high or low reward in a Pavlovian task. Value coding was found in
regions including areas 44 and 45, as well as areas 12, 46v, LIP, visual cortex, temporal
cortex, dorsal caudate and putamen, and the amygdala. Interestingly, six months later, value
coding only remained in a limited set of areas, including areas 44 and 45, the temporal cortex,
and small clusters in the caudate tail and amygdala. Importantly, animals still showed
attentional biases to the stimuli, implicating these brain regions in the persistence of valuedriven attentional capture (Anderson, 2016; Ghazizadeh et al., 2018a; Hikosaka et al., 2018).
Kaskan et al. (2017) found many of the same areas as Ghazizadeh et al. (2018a).
However, they did not find value coding in areas 44 and 45, which may potentially relate to
differences in the visual attention requirements. Kaskan et al. (2017) presented stimuli
centrally, in line with animals’ fixation; Ghazizadeh et al. (2018a) presented stimuli laterally
as animals fixated centrally; and in the current study, animals were not required to fixate.
Thus, in the latter studies, animals were more likely to shift covert or overt attention to the
stimuli. Indeed, Kaskan et al. (2017) also did not find value coding in FEF and LIP (in the
current study, value coding in the FEF was significant in one hemisphere although a similar if
non-significant pattern was found in the opposite hemisphere; Figure 7). This suggests that
value coding in areas 44 and 45 in the current study and Ghazizadeh et al. (2018a) may be
explained by attention. However, Ghazizadeh et al. (2018a) emphasise that while they find
value coding in areas 44 and 45 both initially and six months later, other classic attentional
control areas (e.g., FEF and LIP) were not active months later, despite animals continuing to
show attentional biases to the stimuli. This hints at a potential dissociation between value
coding and cortical attention networks (Hikosaka et al., 2018). It also suggests that areas 44
and 45 may be specifically involved in value-guided attention.
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In contrast to the current study, neither Ghazizadeh et al. (2018a) nor Kaskan et al.
(2017) found value coding in the vmPFC/mOFC. One potential explanation is that both
studies had animals learn consistent associations for several days before scanning, unlike in
the current study in which animals learned new associations each day and experienced
reversals in their value. Some evidence suggests that vmPFC activity decreases with learning
or over task performance (Hunt et al., 2012; de Wit et al., 2009).
Reward prediction error signals
To our knowledge, no published studies have used fMRI to examine RPE signals
across the macaque brain. Our finding of such signals in the putamen fits with its
dopaminergic input (Haber and Knutson, 2010), and with human fMRI studies reporting
similar signals (Fouragnan et al., 2018; McClure et al., 2003; O’Doherty et al., 2003).
Computing RPEs requires comparing expected value (initially encoded at the time of
decision) with the outcome, correlates of which we also found encoded in the putamen
(O’Doherty et al., 2007). Macaques studies similarly report these signals in the putamen,
using both fMRI (Arsenault et al., 2014; Ghazizadeh et al., 2018a; Kaskan et al., 2017) and
single-unit recordings (Apicella et al., 2009; Cromwell and Schultz, 2003; Samejima et al.,
2005). Notably, we did not find RPE signals in the ventral striatum, a common site of RPE
signals (Haber and Knutson, 2010). A likely explanation is our use of an instrumental (rather
than Pavlovian) learning task, which has been found to activate dorsal more than ventral
striatum in humans (Haruno and Kawato, 2006; O’Doherty et al., 2004).
We also observed signed RPE signals in the amygdala, consistent with macaque
neurophysiology studies (Belova et al., 2007; Bermudez and Schultz, 2010), and with two
human fMRI studies (Prévost et al., 2011; Seymour et al., 2005). Many other studies have
either found RPE signals in other areas, or focused only on aversive learning in the amygdala
(McHugh et al., 2014; O’Doherty et al., 2017). We also found expected value and outcome
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signals in this area (Averbeck and Costa, 2017). Likewise, in addition to RPE-coding
neurons, distinct yet anatomically intermingled populations of amygdala neurons signal
sensory events, expected value, and outcomes (Belova et al., 2007; Bermudez and Schultz,
2010; Mosher et al., 2010; Zhang et al., 2013). It is possible that the RPE signals we observe
in the BOLD response reflects an integration of activity from distinct neural populations
encoding these components within the amygdala (Morrison and Salzman, 2010; O’Doherty et
al., 2017).
Unsigned reward prediction error signals
Activity in the macaque and human amygdala has also been associated with unsigned
RPE signals (termed “attention” or “surprise” signals; Belova et al., 2007; Li et al., 2011;
Roesch et al., 2012). We observed a significant unsigned RPE signal in only one hemisphere,
making it difficult to interpret. The amygdala may send these attention-like signals to the
basal forebrain, which then modulates cortical processing (Peck and Salzman, 2014b). It may
also send signals to the ACC, which may drive behavioural change, for example by
increasing the learning rate (Behrens et al., 2007; Hayden et al., 2011a; Li et al., 2011;
Roesch et al., 2012). Indeed, we found that activity in the dACC also correlated with the
unsigned RPE. Hayden et al. (2011a) demonstrated that the presence of these signals depends
on maintaining expectations about outcomes; when the upcoming reward probability was
made ambiguous, unsigned RPE signals were reduced. Lastly, we also found such signals in
area 44, which may relate to its possible role in attention (Ghazizadeh et al., 2018a).
Null findings and study limitations
Given the findings of Ghazizadeh et al. (2018a) and Kaskan et al. (2017), why did we
not observe more widespread value signals in the current study? One possibility is the shorter
learning experience in the current study. As mentioned, both of the former studies trained
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animals for multiple days on consistent associations. Additionally, in Kaskan et al. (2017),
animals continued to receive the rewards associated with each stimulus during data
acquisition (and therefore maintained expected value signals), whereas in the current study,
no rewards were ever directly linked with cue presentation. Another potential explanation is
that animals did not pay sufficient attention during cue presentation, as this epoch was not
itself task-relevant; this is something we informally observed in some sessions. A potential
solution is to train animals to fixate on stimuli during the task (e.g., Kaskan et al., 2017). Low
task engagement may have also occurred due to the extended length of each trial, arising from
the additional cue epoch; monkeys often need rapidly paced reward reinforcement to maintain
task engagement. An alternative approach is to present only one cue per trial instead of two,
and increase the number of trials and thereby the frequency of reward opportunities; however,
this also increases the potential for juice reward satiation (and therefore reward devaluation)
towards the end of each session, the time period of interest for this study (e.g., Bouret and
Richmond, 2010).
The fMRI data quality and preprocessing steps may be another possible factor. As
described in Materials and methods, animals’ bodily motion in the scanner creates large, nonlinear distortions in the data which we have sought to account for in multiple ways (Chen et
al., 2012; Vanduffel and Farivar, 2014). A key challenge is that such motion is often
correlated with task events, such as reward receipt and manual responses, making it difficult
to robustly distinguish between noise and signal variance. From a behavioural perspective, it
is possible to train animals to remain still during data acquisition (e.g., Pinsk et al., 2005) or
to use eye instead of arm movements to indicate responses (e.g., Ghazizadeh et al., 2018;
Kaskan et al., 2017). Given that eye movements are typically used to sample information
prior to decision-making (Gottlieb, 2012), we opted against this approach as it is arguably
ecologically invalid. One technical approach to improve data quality is the use of injected
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contrast agents which can provide a five-fold increase in signal-to-noise compared to the
BOLD response (Vanduffel et al., 2001); their key limitation is toxicity, which engenders
concerns about animal welfare and limits the amount of possible data acquisition per animal.
Alternatively, advanced MRI sequences such as “multiband” protocols may enable
acquisition of higher temporal resolution data (Demetriou et al., 2018). This may decrease
susceptibility to bodily motion and increase task pacing, thereby increasing animals’
engagement.
Lastly, other limitations concern the task design and model-based fMRI analysis. One
possibility is the limited number of trials in Block 3. As mentioned, the absence of a delay
between decision and outcome precluded conclusions about the timing of signals such as
expected value and value comparison. Further, the use of deterministic stimulus-reward
contingencies, only positive reinforcement, and only a single magnitude of reinforcement
induces correlations between signed RPEs, unsigned RPEs, and outcomes (Fouragnan et al.,
2018). Although these correlations do not affect our interpretations, they decrease power to
detect effects; as such, the absence of effects in particular regions should not be overinterpreted (Mumford et al., 2015).
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Chapter 6: General discussion
Traditional frameworks of attention have emphasised the role of task relevance and
physical salience in guiding selective attention (Desimone and Duncan, 1995; Egeth and
Yantis, 1997). However, work over the last years has highlighted that past experience—
learning—can also guide attention when it is neither task-relevant, nor physically salient
(Awh et al., 2012; Chelazzi et al., 2013; Gottlieb, 2012). As demonstrated in this thesis, a
particularly strong type of past experience is stimulus-reward learning. Indeed, stimuli with a
history of reward can capture attention in the absence of reward contingency, task relevance,
or physical salience—a phenomenon termed value-driven attentional capture (VDAC;
Anderson, 2013). Chapters 2 and 3 characterised the cognitive and neural mechanisms of
VDAC: its behavioural time-course, interaction with spatial attention, and its spatiotemporal
dynamics in the brain. Moreover, reward history plays a particularly ambiguous role during
ongoing reward learning and value-guided decision-making—processes that depend on and
interact with selective attention (Gottlieb, 2012; Mackintosh, 1975; Pearce and Hall, 1980;
Rushworth et al., 2011). Chapters 3 and 4 examined how reward history affects ongoing
reward learning and decision-making, and the brain regions involved in representing reward
history and other parameters relevant to these processes.

Cognitive and neural mechanisms of value-driven attentional capture
Chapter 2 probed the behavioural time-course of VDAC in human participants. In the
training phase, a reward-guided decision-making task was used to establish stimulus-reward
associations. To probe the impact of this reward learning in a testing phase, a Posner cueing
task was used in which previously rewarded stimuli appeared congruently or incongruently
with the subsequent target location at stimulus-onset asynchronies (SOAs) varying from 50 to
950ms (Experiment 1). Reward-associated stimuli captured attention across the range of
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SOAs, as measured by a slowing of reaction time (RT) in incongruent relative to congruent
trials, suggesting that stimuli with reward history can both rapidly capture and sustain
attention. Experiment 2 replicated these effects using SOAs of 0, 500, and 1000ms, and
demonstrated RT costs and benefits in incongruent and congruent trials, further suggesting
that VDAC involves the orienting of spatial attention (Anderson, 2013; Carrasco, 2011;
Posner, 1980). Importantly, these effects were present for high reward but not low reward
stimuli, suggesting that they are driven by reward history rather than selection history
(MacLean and Giesbrecht, 2015a). Thus, as demonstrated using short SOAs, stimuli with
reward history function similarly to exogenous cues, rapidly and automatically orienting
spatial attention (Anderson, 2013; Carrasco, 2011; Chelazzi et al., 2013). However, their
effects derive from a history of reward, rather than physical salience. Unlike exogenous
cueing, stimuli with reward history can also sustain attention; whether this is susceptible to
voluntary control remains to be tested (discussed below).
Value signals underlying VDAC
In Chapter 3, multivariate pattern analysis of MEG data showed that VDAC was
reflected in value modulation of the spatial representations of reward-associated stimuli
which occurred from ~250ms after stimulus onset, in regions including the visual cortex,
posterior parietal cortex, and inferior temporal cortex. This neural effect was related to
behaviour, such that participants who had a larger value modulation of spatial representations
also showed stronger VDAC effects in RT. We also observed stimulus-independent value
signals in similar areas, along with the insula. Critically, the late onset of the observed value
modulations suggest that they are possibly correlates of attentional orienting, together with its
impact on visual processing, rather than its cause. The rapid nature of VDAC observed in the
behavioural effects (Chapter 2) necessitates that the value signals that drive orienting are
encoded early during visual processing. If such short-latency signals indeed originate in the
179

cortex (as suggested by Failing and Theeuwes, 2018; Hickey et al., 2010; MacLean and
Giesbrecht, 2015b), then it is possible that we were not able to detect them due to insufficient
power in the MEG data.
Short-latency value coding may instead originate in subcortical structures, to which
MEG is relatively insensitive (Hillebrand and Barnes, 2002). Indeed, as discussed in Chapters
1 and 3, the Hikosaka lab has been systematically mapping out flexible and stable value
coding throughout the primate basal ganglia and other subcortical structures (Griggs et al.,
2018; Hikosaka et al., 2018; Yasuda and Hikosaka, 2018). The earliest value signal from
these studies onsets at ~125ms in the tail of the caudate nucleus, which may be early enough
to drive rapid orienting (Kim and Hikosaka, 2013). However, an important limitation of this
work is that it uses passive viewing tasks, rather than contexts in which reward history
competes with ongoing task demands. This contrasts with the current thesis and most other
human studies, limiting direct comparisons. Indeed, the lack of a correlation between RT
costs and benefits in Chapter 2 suggests that there may be an interaction between reward
history and task-relevant information. The engagement of task-driven selective attention may
have important implications for the expression of VDAC and may affect the strength or
timing of observed value signals. To draw a parallel, physical salience signals are weaker in
LIP when measured outside the context of a pop-out search task (Arcizet et al., 2011;
Buschman and Miller, 2007; Zelinsky and Bisley, 2015). Future work would therefore benefit
from directly translating VDAC paradigms from human studies for use with non-human
primates.
A third, related possibility is that short-latency value signals are first instantiated in
the basal ganglia via reinforcement learning (e.g., see Chapter 5), and are then gradually
transferred to cortical networks in the form of strengthened representations (Hélie et al.,
2015; Houk and Wise, 1995; Yasuda and Hikosaka, 2018). In this view, cortical plasticity
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only emerges through extended learning, during which the basal ganglia train cortical
networks to form associative links (Hélie et al., 2015; Houk and Wise, 1995). Correlates of
stimulus-response learning are indeed first reflected in the striatum, and only subsequently
emerge in the PFC over a longer time-course (Helie et al., 2010; Pasupathy and Miller, 2005).
Yasuda and Hikosaka (2018) suggest that over-training monkeys on stimulus-reward
associations should similarly result in short-latency value signals in object-selective cortex;
this remains to be tested in the context of VDAC (see also Sasikumar et al., 2018). From an
evolutionary perspective, this gradual process may be adaptive because more persistent
cortical plasticity should only accompany stimulus-reward associations that have proven to be
stable (Hikosaka et al., 2013).
Visual cortical plasticity
We did not find evidence for value modulation of the stimulus feature representations.
As discussed in Chapter 3, this is inconsistent with the account that stimulus representations
undergo cortical plasticity and thereby rapidly drive attention in a feedforward manner (i.e.,
reflecting the hypothesised short-latency value signals; Failing and Theeuwes, 2018; van
Koningsbruggen et al., 2016). The question of cortical plasticity as a potential mechanism of
VDAC will benefit from the integration of findings from the perceptual and category learning
literature (Dosher and Lu, 2017; LeMessurier and Feldman, 2018; Seger and Miller, 2010;
Watanabe and Sasaki, 2015). For example, rather than changing representations within a
given region, reward learning may change long-range cortical connectivity (Howard et al.,
2016) or improve the read-out of sensory information by higher-order regions (Diaz et al.,
2017; Dosher and Lu, 1998; Law and Gold, 2008). As mentioned above, other potential
insights may relate to critical experimental factors such as the duration or timing of reward
learning (see also below).

181

Reward history and attentional control networks
Value modulations in Chapter 3 were found predominantly in visual, parietal, and
temporal cortex, rather than in FEF or other prefrontal regions. This may be due to MEG’s
relative insensitivity to more anterior and deeper sources compared to more posterior and
superficial ones (Hillebrand and Barnes, 2002; Hunt et al., 2012; Marinkovic et al., 2004). As
discussed below, fMRI-based value signals in Chapter 5 were found in the vmPFC and
vlPFC, although differences in task and species preclude direct comparison. It will be
important to disentangle potential differences in processing of reward history between
parietal and frontal regions, although similar attempts regarding processing of physical
salience have yielded mixed results (Buschman and Miller, 2007; Katsuki and Constantinidis,
2012). It may be more fruitful to characterise the dynamic interactions between regions, for
example, occurring through rhythmic synchronisation (Fries, 2015; Womelsdorf and
Everling, 2015). Moreover, limitations in source localisation prevented clear dissociation of
regions within the dorsal and ventral frontoparietal networks (Corbetta and Shulman, 2002).
The latter network is particularly understudied using high temporal resolution methods,
despite its apparent role in the detection of salient events and attentional re-orienting
(Corbetta and Shulman, 2011; Husain and Nachev, 2007).
Individual differences and experimental factors affecting VDAC
It is important to determine which individual differences and experimental factors
contribute to the behavioural expression of VDAC and its neural correlates. The magnitude of
VDAC has been found to correlate with trait impulsivity and reward sensitivity (Anderson et
al., 2011a, 2013; Hickey and Peelen, 2015; Hickey et al., 2010b). We did not collect such
data, but it would be interesting to determine whether the strong- or weak- capture
participants described in Chapter 3 also map onto these dimensions. This variability may be
related to the phenomenon of sign tracking and goal tracking identified in rodents (Boakes,
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1977; Flagel et al., 2009; Hearst and Jenkins, 1974). During Pavlovian learning, sign trackers
learn to approach the reward-predictive cue, behaving as if the cue gained incentive salience,
whereas goal trackers approach the site of reward delivery (Flagel et al., 2009). Sign trackers
are also more impulsive (Flagel et al., 2010), mirroring the VDAC findings (Anderson et al.,
2011a, 2013).
The interval between reward learning and testing, as well as the duration and timing
of reward learning may all play an important role. Some VDAC studies conduct same-day
training and testing phases (e.g., the current study; Anderson et al., 2011), whereas others
separate them by several days (e.g., MacLean and Giesbrecht, 2015). However, no formal
comparisons have been made. Animal conditioning literature suggests that shorter intervals
lead to stronger but less durable extinction of reward learning (Woods and Bouton, 2008).
The brain regions encoding stimulus value also differ depending on the interval (Ghazizadeh
et al., 2018b). Moreover, Anderson et al. (2011a) demonstrated that VDAC can be similarly
observed after 240 or 1000 trials, but found that individual differences in trait impulsivity
only correlated with the longer training, suggesting a potential dissociation in the underlying
mechanisms. Likewise, value coding in the brain depends both on the duration and timing of
reward (Frankó et al., 2010; Wimmer et al., 2018).
These factors are all pertinent to the question of whether VDAC can be considered an
“attentional habit” (Anderson, 2016; Le Pelley et al., 2016). Habits develop after extended
learning and are resistant to changes in stimulus-reward contingency or motivational value
(e.g., extinction or devaluation; Yin and Knowlton, 2006). Although by definition VDAC
occurs during extinction, formal tests of its habit-like nature are lacking or show mixed
evidence. For example, after devaluation of the associated reward, VDAC has been found to
either persist (De Tommaso et al., 2017) or to disappear (Pool et al., 2014). Given the
variability in the experimental designs of VDAC studies, formal, systematic comparisons are
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needed to understand how the above factors relate to the behavioural expression of VDAC
and its underlying neural mechanisms (e.g., cortical plasticity).
Value-driven attentional “sustainment” and voluntary control
Chapter 3 showed that value modulation of spatial representations of rewardassociated stimuli persisted into the target epoch in the 500 and 1000ms SOA conditions,
consistent with the observed behavioural effects in Chapter 2. Given the absence of
competing task demands during these longer cue epochs, future studies should test whether
these effects are amenable to voluntary control under the appropriate incentives (e.g., Le
Pelley et al., 2015; Preciado et al., 2017). In principle, it is maladaptive to remain focused on
an irrelevant stimulus if there are incentives to explore elsewhere; indeed, work suggests that
attention is primed to rhythmically sample new locations (Landau and Fries, 2012; VanRullen
et al., 2007). The probability of VDAC may follow such a rhythm, particularly if there are
incentives to resist it; repeating Experiment 1 in Chapter 2 with more fine-grained sampling
of SOAs, and incentives to exert attentional control, could reveal such a temporal pattern.

The impact of reward history on reward learning and decision-making
Reward history also plays a key role in learning and decision-making. A history of
reward may indicate a promising choice during decision-making, but it may also be irrelevant
in the current context. In this case, it is necessary to re-direct attention, update stimulusreward associations, and adjust behaviour accordingly (Gottlieb, 2012; Pearce and Hall,
1980). In Chapter 4, a modified object discrimination reversal task, together with fMRI, was
used to isolate the impact of reward history on reward learning and decision-making in a
group of macaques. Across three blocks, animals learned to choose the rewarded option out
of two options. Blocks 1 and 3 had identical stimulus-reward contingencies. Critically, in the
experimental (EXP) task, the unrewarded option had acquired a history of reward in Block 2,
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whereas in the control (CTRL) task, this option remained unrewarded. In Block 3 of the EXP
task, the reward history of a currently unrewarded option impaired decision-making, with
animals persistently choosing this irrelevant option. A reinforcement learning model of
choice behaviour suggested that this impairment was explained by a slower learning rate,
beyond what would be expected from the difference in the value of this option between tasks.
We suggest that the unrewarded option with reward history captured attention and
may have impaired reward learning through several possible mechanisms. Attention may
narrow learning to selected stimuli (Niv et al., 2015; Wilson and Niv, 2011), which in this
context was the irrelevant option associated with negative feedback. A slower learning rate
may have resulted from an asymmetry in how macaques learn from positive and negative
feedback (Costa et al., 2016; Donahue and Lee, 2015). This is consistent with the observation
of perseverative “lose-stay” errors (Chapter 4), although the use of a deterministic task
precludes a clear dissociation between positive and negative feedback. Alternatively, subjects
may have misattributed positive and negative feedback based on prior beliefs about the option
with reward history (i.e., a confirmation bias; Akaishi et al., 2016; Nickerson, 1998). This
may be reflected in differences in neural RPE-related activity (observed in the amygdala and
putamen in Chapter 5), although we did not find evidence for this. We also considered the
role of weakened unsigned RPE signals (“attention” signals, observed in the putamen, dACC,
and vlPFC in Chapter 5), which may have been exacerbated by the absence of stimulus
information during negative feedback; however, we also did not observe clear evidence for
this (Pearce and Hall, 1980). During the cue epoch, we observed that the vmPFC/mOFC and
vlPFC tracked the value of presented options (discussed below); however, we did not find
clear evidence that these representations could account for the impact of reward history in the
EXP task.
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fMRI study limitations and null results
Although Chapter 4 only considered variants of the Rescorla-Wagner algorithm,
future work with other models may provide further insight. For example, models which
include an associability parameter to describe how much learning is done about each stimulus
may reveal whether learning is indeed focused on the irrelevant stimulus (Esber and
Haselgrove, 2011; Pearce and Hall, 1980). Other models such as the attentional drift diffusion
model (Krajbich et al., 2010) may reveal whether reward history impacts evidence
accumulation during decision-making, rather than learning (Hunt et al., 2016). Additionally, a
key limitation of the work in Chapters 4 and 5 is the lack of a robust measure of attention
such as eye-tracking (which was acquired for some sessions but was not usable). This may
not only provide insight into animals’ task engagement but may also reveal how attention is
dynamically allocated at different stages of learning and decision-making (see also below;
Manohar and Husain, 2013; Rich et al., 2018).
As discussed in Chapter 5, we did not find more regions encoding cue value (e.g., the
caudate nucleus) as reported previously (Ghazizadeh et al., 2018a; Kaskan et al., 2017).
Moreover, we were not able to observe a clear pattern in the fMRI data that could explain the
effects in choice behaviour and learning. Possible explanations include reduced statistical
power due to the limited number of trials in Block 3; reduced attentional engagement by
animals during the cue epoch; and task design considerations, such as the use of deterministic
reward contingencies and the lack of a delay between decision and outcome epochs
(O’Doherty et al., 2007). From a methodological standpoint, acquisition, pre-processing, and
analysis of macaque fMRI data requires further testing and standardisation to ensure best
practices (Milham et al., 2018). Reduction of motion-related distortions in the fMRI data
remains a particular challenge, especially with the use of non-saccade-based motor responses
(Keliris et al., 2007; Vanduffel and Farivar, 2014). This latter consideration is important for
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dissociating attention’s role in information sampling and decision-making (Gottlieb, 2012;
Manohar and Husain, 2013). More broadly, improving macaque fMRI methods will facilitate
the bridging of macaque neurophysiology and human fMRI research (Milham et al., 2018;
Vanduffel et al., 2014).
The vmPFC, value signals, and attention
Chapter 5 showed that during the cue epoch (outside a decision-making context), the
vmPFC/mOFC tracked the learned values of stimuli; during decision-making, it also encoded
a value difference signal. Both of these functions are consistent with its role in automatically
encoding subjective value (Lebreton et al., 2009) and facilitating value comparison during
decision-making (Chau et al., 2014; Noonan et al., 2010; Papageorgiou et al., 2017). The
information the vmPFC encodes interacts with attention: its value comparison signals reflect
the relative difference between attended and unattended stimuli (Lim et al., 2011); moreover,
its neurons encode both the value and the spatial position of stimuli (Strait et al., 2016). As
such, Walton et al. (2015) suggest that its function may be to maintain selective attention to
information relevant to motivational needs. How can this relate to value-driven attentional
capture? During the non-rewarded testing phase in Chapters 2 and 3, and the cue epoch in
Chapters 4 and 5, stimuli with reward history may indeed have had the highest motivational
relevance and therefore captured attention directly or indirectly via the vmPFC. During the
decision phase in Chapter 5, the vmPFC value difference signal appeared protracted in block
3 of the EXP task, suggesting potential difficulty in this process (although this is speculative).
Consistent with an interaction with attention, the vmPFC appears to be necessary for
mediating the effect of reward history on inter-trial priming (Vaidya and Fellows, 2015).
Thus, the vmPFC may be constantly processing the relative value of stimuli in the
environment and accordingly modulating attention via its connections with other PFC regions
or the thalamus (Leong et al., 2017; Öngür and Price, 2000). Future studies should continue
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to investigate its interaction with attention and its role in contexts where value comparison is
implicit or task-irrelevant.
The vlPFC, reward learning, and attention
Chapter 5 showed that areas 44 and 45 in the vlPFC also tracked the value of stimuli
during the cue epoch, consistent with recent work showing both short- and long- term value
memories encoded in the vlPFC (Ghazizadeh et al., 2018b, 2018a). However, the functions of
these and other sub-regions within the vlPFC are poorly understood (Neubert et al., 2014).
Broad lesions of the vlPFC and neighbouring lateral orbital cortex impair stimulus-reward
learning (Rudebeck et al., 2017a) and selective attention (Rossi et al., 2007; Rushworth et al.,
2005). Consistent with both functions, Chapter 5 showed that area 44 also encoded unsigned
RPE (“attention”) signals at the time of outcome. Neurophysiological studies of the vlPFC
show that its neural coding is highly flexible, suggesting that learned value and unsigned RPE
signals may be one of many types of information that it encodes, depending on the task
context (Bichot et al., 2015; Cavanagh et al., 2018; Kadohisa et al., 2013; Stokes et al., 2013).
It will be important to understand the specific role that such high-level cognitive control plays
in stimulus-reward learning (e.g., during credit assignment; Collins and Frank, 2012; Murray
and Rudebeck, 2018).
Dynamic interactions between attention, learning, and decision-making
As suggested throughout this thesis, the interaction between reward learning and
attention is bidirectional. Understanding these dynamics may illuminate the workings of both
mechanisms. For example, as discussed in Chapter 4, attention during learning may be guided
not only by stimulus value (Mackintosh, 1975), but also by the uncertainty associated with
stimuli (Pearce and Hall, 1980). These two aspects can be integrated if attention is viewed as
an information sampling mechanism that supports learning and decision-making (Dayan et
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al., 2000; Gottlieb, 2012). For example, in the course of a decision, attention can transition
from being guided by uncertainty to being guided by value, reflecting the need to accumulate
information before committing to a decision (Manohar and Husain, 2013). Moreover, when
trial-wise learning is possible (e.g., Chapters 4 and 5), information sampling that is guided by
uncertainty may be equally or more important at the outcome phase, when learning occurs
(Dayan et al., 2000). Indeed, reward learning may be best described by models that
incorporate measures of attention during both decision and outcome phases (Leong et al.,
2017). More broadly, future work should probe how selective attention is allocated on a
moment-to-moment basis to support decision-making and subsequent learning (e.g., Manohar
and Husain, 2013; Rich et al., 2018).
Understanding how the brain enables these dynamics will require integrating both
behavioural paradigms and brain regions of interest from the fields of selective attention,
learning, and decision-making (Gottlieb, 2012; Rich et al., 2018; Womelsdorf and Everling,
2015). Studies of selective attention often use paradigms which emphasise stimulus
competition and filtering (e.g., visual search; Wolfe and Horowitz, 2017), whereas studies of
learning and decision-making often dismiss stimulus-related parameters, instead manipulating
latent variables associated with stimuli (e.g., reward magnitude and probability; O’Doherty et
al., 2017). Likewise, selective attention research often focuses on areas in the PFC (e.g., FEF;
Moore and Zirnsak, 2017), which often do not overlap with those targeted by studies of
learning and decision-making (e.g., OFC; Rushworth et al., 2011). As an example, it may be
possible to bridge these approaches using visual foraging paradigms (e.g., Wolfe et al., 2018;
Zhang et al., 2017). These can place demands on selective attention in the context of reward
learning and decision-making and enable the study of brain networks mediating learning and
attention (Mobbs et al., 2018; Womelsdorf and Everling, 2015).
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Appendices
Appendix A

Participant-wise correlation between congruent and incongruent RT effects for each SOA.
Scatterplots of congruent vs. incongruent RT effects in each SOA, each computed using a separate
baseline RT measure. r is the Pearson correlation coefficient.

Appendix B

Value decoding in the first and second training phase. Note that this analysis excludes two
participants due to insufficient trials in the first session after artefact rejection.
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Why did we not observe earlier value signals in the training phase?
The onset timing of value decoding in the training phase (~250ms) was later than
some other reported studies. For example, some studies report value signals emerging from
~100-150ms in the human brain (Apitz and Bunzeck, 2012; Bach et al., 2017; Bunzeck et al.,
2011; Doñamayor et al., 2012; Thomas et al., 2013). However, other studies report observing
such signals from ~200-250ms (Collins and Frank, 2018; Larsen and O’Doherty, 2014). A
potentially important difference between studies may be the amount of reinforcement
learning participants experience before neural data acquisition. In some studies showing
earlier value signals, participants had training sessions before data collection (Apitz and
Bunzeck, 2012; Bach et al., 2017; Bunzeck et al., 2011; Doñamayor et al., 2012), while those
that showed later signals did not have such pre-training (Collins and Frank, 2018; Larsen and
O’Doherty, 2014). This is consistent with observations in macaque LIP neurons which also
show a training-dependent latency shift in value coding, with latencies changing from
~245ms to ~155ms over training (Peck et al., 2009). Thus, it is possible that with more
training we would have observed earlier value signals. An additional limitation in our study
may have been reduced power in the training phase, as more trials were dedicated to
collecting testing phase data.

Spearman rank correlation between value modulation of location decoding and
Reward×Congruency RT effect. Consistent with median split analyses, participants with stronger
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value modulation of location decoding also show stronger behavioural effects. Black bar corresponds
to time-points with significant correlation (p < .05) determined via a cluster-corrected permutation
test. For permutation testing, the null distribution was generated by shuffling participants
independently for behavioural and decoding data (n = 1000 permutations).

Location decoding in the 500ms and 1000ms SOA conditions separately. (a) Training and testing on
500ms SOA trials only. (b) Training on 500ms and 1000ms SOA trials. (c-d) same as (a) but for
1000ms SOA
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Location decoding in the 0ms SOA condition for strong and weak capture participants according to
a median split of RT effects in the 0ms SOA condition only.

Reward cue location decoding using eye channel data in the testing phase. Decoding was performed
on vertical and horizontal EOG channels as well as the horizontal EyeLink channel (the vertical
Eyelink channel was corrupted). Prior to decoding, data was downsampled to 250Hz and baselined
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using -100 to -50ms relative to stimulus onset (no filtering was applied). All other steps (including
trial rejection) were identical to the MEG decoding. (a) Results from the 500ms and 1000ms SOA
condition. There was no significant difference between high and low reward location decoding (p >
0.9, cluster-corrected permutation test; left panel) and no cross-participant correlation between value
modulation in the MEG decoding and the eye channel decoding (p > 0.9, cluster-corrected
permutation test; right panel). (b) Results from the 0ms SOA condition. Location decoding was
significant in the high reward condition (p = 0.024, cluster-corrected permutation test; left panel), but
there was no significant difference between high and low reward location decoding (p > 0.9, clustercorrected permutation test; left panel) and no cross-participant correlation between value modulation
in the MEG decoding and the eye channel decoding (p > 0.9, cluster-corrected permutation test; right
panel).

Source-space searchlight reward cue location decoding in the cue epoch (500ms and 1000ms SOA).
Whole-brain maps of searchlight decoding of reward cue location for the high and low reward
(distance differences transformed into t-values). Maps are presented for visualisation only (i.e., no
statistical tests have been performed). For high and low reward (left and middle panels), map opacity
scales up from 50-80% of the maximum t-value in the low reward condition. For the high-low reward
contrast (right panel), map opacity scales up from 50-80% of the maximum t-value in this contrast.
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Source-space searchlight reward cue location decoding in the cue and target epoch (0ms SOA).
Whole-brain maps of searchlight decoding of reward cue location for the high and low reward
(distance differences transformed into t-values). Maps are presented for visualisation only (i.e., no
statistical tests have been performed). For high and low reward (left and middle panels), map opacity
scales up from 50-80% of the maximum t-value in the low reward condition. For the high-low reward
contrast (right panel), map opacity scales up from 50-80% of the maximum t-value in this contrast.

Source-space searchlight reward cue identity decoding in the cue epoch (500ms and 1000ms SOA).
Whole-brain maps of searchlight decoding of reward cue identity for the high and low reward
(distance differences transformed into t-values). Maps are presented for visualisation only (i.e., no
statistical tests have been performed). For high and low reward (two left panels), map opacity scales
up from 50-80% of the maximum t-value in the low reward condition. For the high-low reward
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contrasts (two right panels), map opacity scales up from 50-80% of the maximum t-value in each
contrast.

Source-space searchlight reward cue identity decoding in the cue and target epoch (0ms SOA).
Whole-brain maps of searchlight decoding of reward cue identity for the high and low reward
(distance differences transformed into t-values). Maps are presented for visualisation only (i.e., no
statistical tests have been performed). For high and low reward (two left panels), map opacity scales
up from 50-80% of the maximum t-value in the low reward condition. For the high-low reward
contrasts (two right panels), map opacity scales up from 50-80% of the maximum t-value in each
contrast.

Value decoding in the testing phase (0ms SOA). (a) Whole-brain sensor-level value decoding during
the cue+target epoch in the 0ms SOA condition. (b) Same decoding as (a) but performing a median
split on the participant-level data according to each participant’s reward × congruency behavioural
effect.
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Source-space searchlight value decoding in the cue epoch (500ms and 1000ms SOA) and cue and
target epoch (0ms SOA). Whole-brain maps of searchlight decoding of value decoding (distance
differences transformed into t-values). Maps are presented for visualisation only (i.e., no statistical
tests have been performed). Map opacity scales up from 50-80% of the maximum t-value in each
contrast.
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Appendix C

Choice accuracy and Log(RT) in EXP and CTRL tasks for each monkey.

Predicted and observed trial-wise choice accuracy data from the SepLR+MemDecay model for each
monkey.
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Modelling results from the two-decay version of the MemDecay model (PRE and POST-reversal).
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Posterior distributions of single-session parameter estimates from the SepLR+MemDecay model for
each monkey.
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Modelling results from the positive and negative learning rate version of the SepLR+MemDecay
model.

Appendix D

Evidence suggesting implicit value comparison of sequentially presented cues in vmPFC/mOFC. (a)
vmPFC/mOFC activity negatively correlated with the value of cue 1 when it appeared. (b) Activity in the
same area reversed its relationship with the value of cue 1 at the time of cue 2, an effect similar to Strait et
al. (Strait et al., 2014) (c) As in (a), vmPFC/mOFC activity negatively correlated with the value of cue 2
when it appeared. (d) Comparison of high relative to low cue values on each trial at the time cue 2 showed
no reliable effect. Given that we did not measure animals’ explicit choices regarding the cues, this
approach served as a proxy for an explicit measure of choice. An absence of an effect suggests that either
animals are not comparing the cue values or that we do not have the correct frame of reference for
animals’ comparison.
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