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Abstract

In order for computers to interact with and understand the visual world, they must be equipped
with reasoning systems that include high–level quantities such as objects, actions, and scenes.
This thesis is concerned with extracting such representations of the world from visual input.
The first part of this thesis describes an approach to scene understanding in which texture char-
acteristics of the visual world are used to infer scene categories. We show that in the context
of a moving camera, it is common to observe images containing very few individually–salient
image regions, yet overall texture structure often allows our system to derive powerful con-
textual cues about the environment. Our approach builds on ideas from texture recognition,
and we show that our algorithm out–performs the well–known Gist [67] descriptor on several
classification tasks.
In the second part of this thesis we we are interested in scene understanding in the context
of multiple calibrated views of a scene, as might be obtained from a Structure–from–Motion
or Simultaneous Localization and Mapping (SLAM) system. Though such systems are capa-
ble of localizing the camera robustly and efficiently, the maps produced are typically sparse
point-clouds that are difficult to interpret and of little use for higher–level reasoning tasks such
as scene understanding or human-machine interaction. In this thesis we begin to address this
deficiency, presenting progress towards modeling scenes using semantically meaningful prim-
itives such as floor, wall, and ceiling planes.
To this end we adopt the indoor Manhattan representation, which was recently proposed for
single–view reconstruction [43]. This thesis presents the first in–depth description and analysis
of this model in the literature. We describe a probabilistic model relating photometric features,
stereo photo–consistencies, and 3D point clouds to Manhattan scene structure in a Bayesian
framework. We then present a fast dynamic programming algorithm that solves exact MAP
inference in this model in time linear in image size. We show detailed comparisons with the
state–of–the art in both the single– and multiple–view contexts.
Finally, we present a framework for learning within the indoor Manhattan hypothesis class.
Our system is capable of extrapolating from labelled training examples to predict scene struc-
ture for unseen images. We cast learning as a structured prediction problem and show how
to optimize with respect to two realistic loss functions. We present experiments in which we
learn to recover scene structure from both single and multiple views — from the perspective
of our learning algorithm these problems differ only by a change of feature space. This work
constitutes one of the most complicated output spaces (in terms of internal constraints) yet
considered within a structure prediction framework.
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Notation

Throughout this thesis, the following conventions will be used for typesetting mathematics
unless otherwise indicated:

• Sets are written in calligraphic type: S.

• Fields are written in upper case: F. In particular, R denotes the reals and Z denotes the
integers.

• Vectors are written in lower case bold: x. Vectors are usually column vectors, with ele-
ments specified by subscript index (e.g. x = (x1, x2, x3)).

• Matrices are written in upper case: H . The entry in the ith row and jth column is Hi,j .

• Conditional probabilities are written P (A | B). In most cases A and B will correspond
to the event that certain variables take on certain values, for example: P (x | y).

• Expectations of x with respect to a distribution p are written Ep[x].

• Gradients of y with respect to x are written ∂y
∂x .

• Inner products for geometric quantities are written x · y. In the more general context of
Hilbert spaces we switch to the notation

〈
x,y

〉
.

• Where there is a need to differentiate the estimated and true values of a quantity y, the
former will be written ŷ and the latter y∗.



1
Introduction

Humans are visual in nature and as such we have constructed our world around visual cues.

We use written street signs rather than, say, smells or sounds to navigate the road network

because our biological vision system has both higher fidelity and wider bandwidth than other

senses. In order for computers to understand and interact with our world we must either

develop automated vision systems or re–signpost our world. Computer vision is the endeavour

to take the former route.

This thesis addresses the problem of developing a computer vision system that understands the

geometry of the environment at a semantically meaningful level. By “semantically meaningful”

we mean at the level of objects and events relevant to humans and human interactions, as in

the difference between an city roadmap (which we would say is semantically meaningful on

account of its high–level representation of quantities such as roads and addresses) and a set of

3D points in space. Our goal is to recover semantically meaningful models of the world from

visual input.

To this end we explore two types of models. The first relates low–level photometric informa-

tion directly to high–level concepts such as the function of an environment and the location

of objects within it. Building on recent progress in contextual computer vision, we show how

to derive visual context directly from an environment’s texture structure. The second type of

model we explore relates images to high–level concepts via an intermediate representation of
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high–level scene geometry. Contrary to much previous work in geometric computer vision,

we select a representation that leads naturally to semantic–level reasoning tasks such as place

recognition and object detection, for which we argue that the indoor Manhattan model is an

attractive choice. Much of this thesis concerns the estimation of indoor Manhattan models from

single and multiple images.

1.1 Motivation

The research presented here has been motivated from a variety of angles over time. This thesis

was originally motivated by the application area of augmented reality (AR). In the broadest

sense, AR systems aim to overlay relevant information onto a human’s visual field–of–view.

One important challenge is to build a 3D model of the environment and track the sensor with

respect to it in order to create the illusion of annotations that move with 3D objects in the

environment. This problem is known as simultaneous localisation and mapping (SLAM), and

has seen great progress over the past several decades. In particular, visual SLAM, in which the

sensing apparatus is a camera, has taken great strides, moving from single rooms to a entire

cities, and from costly off–line processing to real–time systems. However, in order to select

relevant information and have annotations interact seamlessly with other visual stimulus, the

AR system must have some understanding of the visual world beyond the low–level point

clouds generated by SLAM systems.

It is neither surprising nor objectionable that so much effort towards AR has focused on visual

SLAM, but now that high–performance SLAM systems are available, the question that naturally

presents itself is: are we done yet? In this thesis we will argue that while SLAM is an important

first step, many challenging and general computer vision problems remain to solve before AR

systems can be fully realised. For example, the relevance of certain types of information to the

wearer varies with the type of environment that the wearer is moving within. Directions to

a restaurant may be relevant while outdoors but directions to the kitchen are less likely to be

helpful within the wearer’s own house. Within the home, the augmentations most useful in
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the kitchen are likely to be different to those suitable to the bedroom. Furthermore, the likely

locations of various objects is tightly coupled to the surfaces and boundaries within an environ-

ment. A human would not search for lost keys on the ceiling first, nor outside a window, but to

make this inference an AR system must first identify key surfaces and their orientations. These

problems are not immediately solved by the ability to locate oneself within an arbitrary 3D

coordinate frame, though a major theme of this thesis is how to use such information together

with other image evidence for high–level reasoning tasks.

Although this thesis was originally motivated by applications within AR, much inspiration

was drawn from the single–view computer vision literature, principally from the literature

dedicated to scene understanding, which is the problem of understanding images in terms of

objects, actions, and semantically meaningful geometric primitives. Scene understanding has

a long history within the single–view computer vision literature but a shorter history within

the multiple–view literature. One motivation for this research is the extension of traditional

scene understanding techniques to the context of multiple views. This is a challenging problem

because single–view techniques are commonly cast in terms of rectangular arrays of pixels,

which do not naturally incorporate the kind of geometric information available in a multiple

view context.

There is a very large literature on single–view scene understanding, and a corresponding

plethora of models to choose from. The focus of this thesis is on the extraction of high–level ge-

ometric information within indoor–type environments, with relevance to scene categorisation

and object localisation. The hope is that this problem is large enough to be interesting, small

enough to be tractable, and perhaps insightful enough to be instructive for future research in

the relatively new domain of multiple–view scene understanding.

There are many reasons that utilising multiple views is an attractive direction for scene un-

derstanding research. Firstly, video on the internet has become increasingly important over

the past several years, increasing the relevance of computer vision systems that process video

streams rather than single images. Secondly, mobile phones have become more attractive de-

vices for vision systems as the processors and cameras now ubiquitously attached to them con-
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Figure 1.1: An example of an indoor Manhattan scene.

tinue to become more powerful. Finally, depth sensing cameras have entered the mainstream

consumer hardware market and are likely to become more common over the coming years.

1.2 Our Approach

In this thesis we present two approaches to deriving semantic–level scene information from

visual input.

1.2.1 Photometric Models

The first model we present is a purely photometric approach and builds on ideas from texture

analysis, in particular the texton model. This model associates each pixel with a discrete texture

element, which is then related to the semantic–level variable of interest. We show how textons

can be leveraged toward the problems of scene recognition and contextual object search. De-

spite the simplicity of this approach, we show that it is effective for the proposed problems.

In contrast to systems based on edges, interest points, or local descriptors, utilising texture

information allows us to leverage visual information in non–salient image regions. This is

particularly important for environments in which there are few individually distinctive image

patches, yet the overall scene appearance conveys significant information.
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We present qualitative results motivating the use of texture structure for the stated task, fol-

lowed by a formal probabilistic model and quantitative comparisons with the state–of–the–art.

1.2.2 Coarse Geometric Models

The second part of this thesis focuses on capturing geometric information in a form well–suited

to semantic–level reasoning. This represents a departure from much of the scene understand-

ing literature, in which geometric information is captured implicitly, rather than via explicit

geometric assumptions. Our decision to work with explicit geometric models is motivated

by the observation that much about scenes and objects is tied to the high–level shape of the

environment, particularly the location of major surfaces and boundaries.

As a simple illustration of this, consider the image shown in Figure 1.1. Despite the low infor-

mation content of the image – it is defined by just a handful of vertices – a human can make

many high–level inferences about this environment, including answers to questions such as (in

order of increasing difficulty):

1. What is the direction of gravity?

2. Where would doors most likely be found?

3. Where would a person be most likely to stand and at what scale?

4. Is this an office or a house?

5. What is the absolute scale of the environment?

While the image does not provide enough information for definitive answers to any of these

questions, it does provide surprisingly strong evidence given that it consists of just a few hun-

dred bits of information. Thus it seems that coarse geometric information is particularly valu-

able for high–level inference.

The image in Figure 1.1 shows one example of an indoor Manhattan environment [43], which

is the hypothesis class we adopt for geometric reasoning in this thesis. Under this model the
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world is composed of a floor plane, ceiling plane, and a set of vertical walls that meet at ver-

tical edges. Indoor manhattan environments constitute a subset of the more general set of

Manhattan environments, in which any arrangement of surfaces in three dominant directions

is permitted. It is an attractive model for a number of reasons. Firstly, as argued above, it cap-

tures geometric information of high value for semantic–level reasoning. Secondly, despite the

strong geometric assumptions, a surprisingly broad range of environments can be represented

exactly or approximately as indoor Manhattan models. Thirdly, strong geometric assumptions

assist in the interpretation of ambiguous image evidence, since salient information in one re-

gion can constrain the interpretation of other regions. Finally, an efficient inference algorithm

exists for this hypothesis class, which is the subject of later chapters.

There is no hard distinction between a “geometry–less” and a “geometry–laden” approach

to scene understanding. In either case one is drawing probabilistic inferences from images;

the distinction is in how those inputs are combined, which conditional independences are as-

sumed, and how the hypothesis class is formulated. Our choice to incorporate geometry corre-

sponds to a particular choice of independence assumptions, which differ from those typically

chosen in photometrically inspired models. This thesis is concerned with the recovery of ge-

ometry for the sake of the high–level inference that it enables, not for the sake of the geometry

itself, and our choice of model reflects this.

1.3 Exegesis

The remainder of this thesis is organised as follows. Chapter 2 presents a review of literature

relevant to this thesis. Due to the connection of our work to the traditionally disparate fields of

SLAM and scene understanding, the literature review breaks down into scene understanding

work that has touched on geometry, and SLAM work that has touched on scene understanding.

Chapter 3 presents an appearance–only approach to scene understanding in the context of a

moving camera. We work with textons as the basic observation unit and present a probabilistic

model connecting these to scene categories and object locations.
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We then begin the presentation of our work concerning indoor Manhattan models. Chapter 4

presents the model formally, and covers various geometric observations on which later chap-

ters rest. There is little prior work on the indoor Manhattan model, so we dedicate a full chapter

to defining the model formally and describing several useful representations. We then turn in

Chapter 5 to identifying the orientation of three cardinal Manhattan directions given multiple

calibrated views. We show that estimating scene rotation jointly from all available views is a

dramatic improvement over the standard approach of identifying vanishing points separately

in each image. We also show an order of magnitude improvement over approaches that use

surface normals estimated from a reconstructed point cloud.

Chapter 6 presents a probabilistic model relating sensor data to the geometric quantities we

wish to extract. We give separate probabilistic models for photometric features, stereo data,

and point clouds, then we show how to combine these into a fully Bayesian model, allowing

our system to be easily tailored to a variety of contexts. We present a dynamic programming

algorithm that solves both maximum–aposteriori and maximum–likelihood inference within

our model. This inference procedure is both fast and exact, making a compelling alternative to

previous approaches that explode combinatorially in model complexity.

Chapter 7 presents a learning routine in which we learn to reconstruct Manhattan environments

based on training examples. We cast the learning problem in a discriminative framework and

use state–of–the–art tools from the structured prediction literature. We show that learning with

respect to single versus multiple views differs only by a change in feature space, and we present

extensive results for both contexts.

Finally, chapter 8 summarises key results and suggests directions for future work.



2
Literature Review

2.1 Introduction

In this section we provide a review of the literature relevant to this thesis. We begin by ex-

amining the literature on context in single–view computer vision. This area is of great interest

since many of the techniques may be transferable to our multiple–view setting. We then turn

to a review of the use of context in robotics applications, a subject that has received somewhat

sparse attention in the literature and has, as yet, no cohesive formulation or problem statement.

2.2 Context in Computer Vision

Over the past decade there has been renewed interest in the use of contextual information for

computer vision tasks. There are many definitions of what “context” means and how to repre-

sent it. Here we review the dominant paradigms that have emerged around contextual reason-

ing in scene understanding. Many single–image contextual approaches have been targeted at

a specific problem — namely that of object recognition — and while this is not aligned exactly

with our own goal it is still instructive to review these contributions because the ideas they

propose for inferring context are often separable from the specific task to which the authors

choose to apply them.
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2.2.1 Holistic Approaches

Gist Features

The work of Torralba et al. [67] has been very influential in expounding the value of contextual

reasoning for vision. In their work, they compute a feature vector composed of statistics from

the entire image and use this to reason about the contents of the image. This feature vector

is termed the “gist” of the image and is computed as follows. First, an input image is passed

through a bank of Gabor filters at n orientations and m scales, producing nm response images.

Next, each response image is divided into a k×k grid. Finally the average over each grid cell is

computed for each response image, and these values are concatenated to form the final feature

vector of length nmk2.

In early work, Torralba et al. used the gist vector to learn about scene categories. They showed

that images could be classified into categories such as “road”, “forest”, and “bedroom” by

applying a support vector machine (explained below) directly to the gist vector. In later work

[67] they show how the location and scale of objects can be predicted from the gist vector.

The Expectation–Maximisation algorithm [1] is employed to learn a mixture of Gaussians that

relates the gist features to the probability of an object being present at various locations and

scales. An example prediction is shown in Figure 2.1.

Support vector machines (SVM) were proposed by Vapnik [69] just over a decade ago and have

since gained widespread support both inside and outside the machine learning community.

SVMs learn to discriminate two classes by finding the separating hyperplane in feature space

for which the distance to training examples is maximised.

The Expectation–Maximisation algorithm is a widely used tool for parameter estimation in the

presence of unobserved variables [1]. Direct inference in such cases would require marginalisa-

tion over all unobserved variables, but the integrals involved typically make this approach in-

feasible. The EM algorithm overcomes this by iterating between two stages. First, the expected

likelihood is computed with respect to the unobserved variables (the E–step), and second, the
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Figure 2.1: Torralba et al. [67] is able to improve upon traditional interest point detectors by
learning the relationship between gist features and likely object locations. Reprinted with express
permission of Prof Antonio Torralba.

model parameters are maximised with respect to the distribution computed in the first step

(the M–step). These steps are repeated until convergence.

Scene Classification

Fei–Fei and Perona [18] classified images explicitly into semantic categories such as “coastal”,

“inner city”, or “bedroom”. Although their work focuses on the classification task itself, the

output scene label is clearly a useful piece of contextual information for integration into a

broader scene understanding system.

Fei–Fei and Perona represent an image as a bag of words, where the “words” are obtained by

clustering SIFT features (explained below) obtained at regularly sampled locations across all

training images. Once the codebook of words has been learnt, each image is collapsed to a

simple sequence of integers representing the index of the codebook entries identified within it.

Analogous to document understanding approaches in which each section is associated with an

inferred topic, Fei–Fei and Perona model a hidden “topic” variable for each image feature. In

their model they also include a theme variable, which induces a class–conditional multinomial
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Figure 2.2: Dendogram showing the relationships between scene categories learnt by the sys-
tem of Fei–Fei and Perona [18]. The model matches human intuition well. Reprinted with express
permission of Prof Fei–Fei Li.

distribution over topics.

On a dataset of 15 scene categories, each with several hundred images taken from the web as

well as from datasets released by other researchers, the system obtains an average classification

accuracy of 64.0%.

The scale–invariant feature transform (SIFT) was first proposed by Lowe [47] for use in object

recognition. Given some input image, SIFT generates a set of interest points and corresponding

feature vectors that are robust to changes in lighting, scale, and camera viewpoint. To select

salient features at a range of scales, SIFT builds a scale–space representation of the image [46]

and selects locations that are well–localised in both the spatial and scale dimensions. Features

are generated from a histogram over gradient orientations in a patch around each selected

interest point.
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2.2.2 Geometric Context

An explicit understanding of scene geometry can assist image understanding in numerous

ways. Several authors have shown how to obtain coarse 3D reconstructions from a single im-

age, which allows rich geometric reasoning for inference about such things as the objects and

actions likely to occur within the scene, and the scale and position at which these might be

found.

Pixel–wise Geometry Estimates

Hoiem et al. [35] approach geometric context as a per–pixel labelling problem in which the

labels identify geometric properties of the 3D surface from which each pixel was captured.

Although there are many 3D scenes that could have generated any particular image, Hoiem et

al. note that some scenes are more probable than others given our knowledge of the world. To

keep this difficult inference task tractable, the authors limit the pixel labels to “sky”, “ground”,

and “vertical”, the last of which is further sub–divided into “left–facing, “right–facing”, and

“front–facing”. While there are some real–world scenes that cannot be represented by these

geometric primitives, the authors show that they are able to model many useful and interesting

types of scenes.

The authors take a machine learning approach to the reconstruction problem. First, the image

is segmented into superpixels using the algorithm of Felzenszwalb et al. [20]. Next, pairs of

adjacent superpixels are merged in order to gradually grow the small superpixels into larger

regions. To do this, an affinity metric between adjacent superpixels is learnt using a boosted

decision tree classifier, the input to which is a feature vector containing cues such as colour, tex-

ture, location, shape, and vanishing points. At evaluation time many different segmentations

are generated by considering the superpixels in different orders. For each ordering, the first k

superpixels are assigned to unique segments, then the remaining superpixels are assigned to

the segment with which they have the greatest affinity. Each segment is classified into one of

the geometric classes listed above using another a boosted decision tree classifier with the same
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Figure 2.3: The left image shows car and pedestrian detections when using local features only.
The right image shows detections when geometric context is leveraged: several false–positives
are eliminated and several new correct detections are made. Reprinted with express permission of
Dr Derek Hoiem.

input cues as for the affinity metric learning. Finally, superpixels are labelled according to the

consensus vote amongst the segments to which they belong.

The authors further show that the geometric labels obtained in this way can be used as priors

for object detection, since detections in unlikely places and scales can be suppressed, while

those in geometrically consistent positions can be amplified. Figure 2.3 shows the improvement

in detection performance resulting from the use of geometric context.

Make3D

Another approach to deriving geometric context has been proposed by Saxena et al. [58]. Rather

than the fixed set of orientations employed by Hoiem et al., Saxena et al. only assume that the

scene is piece–wise planar. They allow these planar patchlets to take on arbitrary orientations,

which they represent with a normal vector.

Saxena et al. apply a machine learning methodology to this problem. They begin by dividing

the image into superpixels, each of which is associated with a feature vector containing the

output of a set of filters, including colour, texture, and edges. Each superpixel also includes

the features of neighbouring superpixels so that the inference process can reason in terms of
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Figure 2.4: Results from the geometric context system of Saxena et al. [58]. From top left to
bottom right the panes show (a) the original, (b) the superpixels, (c) the inferred 3D model, (d)
a re–projection of the 3D scene. Reprinted with express permission of Dr Ashutosh Saxena.

broader image properties rather than local statistics alone. In addition, each superpixel bound-

ary is associated with a separate set of features. These are generated by running segmentations

based on different image properties and recording whether the boundary is present in each.

The superpixels are organised into a Markov Random Field (MRF), with edges between pairs

that share a boundary in the image. The node potentials are learnt from the superpixel features

and edge potentials are learnt from the boundary features. The authors allow for coplanar,

connected, and disconnected relationships across boundaries, with the former preferred a pri-

ori over the latter. The MRF parameters are learnt through Multi–Conditional Learning and

inference is performed by solving a linear program.

Within a dataset of 152 internet images the system was able to generate a qualitatively correct

model (as judged by a human) 64.9% of the time. One such result is illustrated in Figure 2.4.

2.2.3 Manhattan–World Approaches

In recent years there has been growing interest in leveraging the Manhattan world assumption,

in which a scene is modelled using surfaces oriented in three mutually orthogonal directions.

This idea was originally proposed by Coughland and Yuille [12], who were interested in re-

covering camera orientation from a single image. It has since been used in a variety of tasks
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including vanishing–point detection [42], single–view reconstruction [43, 21], and multiple–

view reconstruction [26, 24]. In general, the Manhattan world assumption is appealing for

scene understanding tasks as it reduces the size of the hypothesis class one must search over.

Cuboid Models

Hedau et al. [31] reason about indoor environments by modelling the scene as the interior

of an axis–aligned cuboid. This is perhaps the simplest possible instantiation of the indoor

Manhattan assumption, but the authors show that even this restrictive model can be helpful

when interpreting and recognising objects in photos of indoor environments. Their approach

proceeds in two stages. First, three mutually orthogonal vanishing points are estimated from

observed line segments. Next, a cuboid is identified by casting two rays from each vanishing

point.

The authors use a structured prediction model to learn how to select bounds for the cuboid.

Given training examples they train an SVM to rank cuboid hypotheses within a feature space

defined over inputs (image features) and outputs (cuboids). This approach follows a similar

methodology to the approach we propose in Chapter 7, though we learn within a much more

general hypothesis class.

In later work [30] the authors connect the cuboid model of spatial boundaries to a model of

objects within the room. Objects are modelled as axis–aligned cuboids resting on the floor.

Several such cuboids are hypothesised, and the support for each is determined by an SVM

trained with HOG features. The authors further show that by reasoning jointly about room

boundaries and the objects within, the performance of both inference algorithms is improved.

Indoor Manhattan Scenes

Lee et al. [43] have investigated geometric context for the special case of indoor Manhattan en-

vironments, which are a sub–class of general Manhattan environments and have the following

properties:
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(a) Object hypotheses (b) Scene layout and object boundary

Figure 2.5: Results from the cuboid model of Hedau et al. [31, 30]. Reprinted with express permis-
sion of Varsha Hedau.

• There is a floor plane and a ceiling plane, which are parallel to one another and extend

indefinitely in all directions.

• There are planar wall sections, which are orthogonal to the floor, extend all the way from

the floor to the ceiling, and terminate in vertical boundaries.

• The wall sections are oriented in one of two mutually orthogonal directions.

• Many objects within rooms are aligned with the floor and/or walls and hence there will

be many edges sharing vanishing points with floor, walls, and ceiling.

Although many real environments contain exceptions to these rules, the authors argue that

their model is expressive enough to represent approximately or exactly many real–world scenes.

This leads to a particularly simple model in which scenes are represented by a ground plane

orientation and a set of wall segments.

Lee et al. show how such a model can be derived from a single image. They begin by sampling

two pairs of lines in a RANSAC–like fashion to generate vanishing points. Each pair is checked

for mutual orthogonality (using a prior on camera focal length) and for support amongst the

other detected line segments. The intersection of the two pairs gives two vanishing points,

from which the third can be derived. This results in a set of straight lines and their associated

vanishing points.

The authors show that, given the assumptions above, any set of lines representing wall seg-

ments for which the associated vanishing points are known either give rise to exactly one Man-
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Figure 2.6: Inferred scene structure obtained for single images by Lee et al. [43]. Each triplet
shows the original image, the detected line segments, and the final scene geometry. Reprinted
with express permission of David Lee.

hattan world model or violate a set of easily–checkable rules. They therefore proceed to enu-

merate all valid hypotheses by running a branch–and–bound search over all combinations of

line segments. This remains tractable because the validity check eliminates most combinations

at an early stage of branching. Of the valid hypotheses, they choose the one which is maxi-

mally consistent with surface orientation estimates separately inferred from the image. Figure

2.6 shows some of the building structures their system was able to infer.

The second half of this thesis is concerned with models in this category.

Oriented Plane Sweeps

Gaullup et al. [27] present a fast stereo algorithm based on plane sweeping with respect to

Manhattan–like surface orientations. They proceed by (1) selecting a vertical direction based

on the camera trajectory; (2) identifying one horizontal and several upright surface orientations

based on lines and estimated vanishing points; (3) performing plane sweep stereo with respect

to each of these orientations; and (4) fusing the result into a depth map. The resulting depth

map naturally encodes Manhattan scene structure since each pixel is implicitly associated with
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Figure 3. Best-cost direction selection. The labeling on the right
indicates the selected sweeping direction. Ground points are la-
beled green, and facade points are labeled red or blue. The changes
in surface normal (blue amidst a sea of red and vice versa) are
clearly errors and suggest further optimization is possible.

produces very good results, and most pixels are assigned
the correct surface normal. However, it is evident from Fig-
ure 3 that due to noise some pixels are assigned incorrect
normals. The immediate observation is that many of the
errors are small regions of erroneous pixels embedded in
a sea of correctly assigned pixels. This suggests minimiz-
ing an energy function which penalizes for abrupt changes
of the surface normal within a small neighborhood. Also,
the correct depths should minimizes the distance between
the depths of neighboring pixels. We formulate an energy
which encodes the matching cost, surface normal smooth-
ness, and depth smoothness, and minimize it using graph
cuts [4].

Typically, graph cut stereo algorithms compute the solu-
tion over a range of depth values. For the scenes in which
we are interested, this would require hundreds of labels to
account for the disparity range. Our energy function can
be minimized efficiently since the solution is chosen from
typically only a handful of sweeping directions.

Although our algorithm can be generalized to any num-
ber of sweeping directions, for simplicity the graph cut
is defined in terms of three labels but can be simply ex-
tended to multiple labels. We define the set of labels
L = {lg, lf1 , lf2}, with one label for each sweeping direc-
tion. Each direction also has an associated surface normal
nl and best cost image

C̃l(x, y) = C
(
x, y, Π̃l(x, y)

)
− σ log P (Π̃l(x, y)). (15)

We define the energy function:

E =
∑

(x,y)∈I

Edata + λ1

∑

(x,y),(x′,y′)∈N

Esmooth + λ2

∑

(x,y)∈I

Eint

(16)
where λ1 and λ2 adjust the relative magnitude for each
penalty and (x, y), (x′, y′) ∈ N indicates that (x, y) and
(x′, y′) are 4-neighbors. The term Edata simply refers to
the matching cost of a particular label.

Edata(x, y) = C̃l(x, y) (17)

The term Esmooth penalizes neighboring pixels for having
different surface normals according to the Potts model [4].

Esmooth(x, y) = δ(l #= l′) (18)

Figure 4. Integrability penalty for horizontal neighbors. Using the
surface normals given by the labeling, the surfaces are extended to
the midpoint (x + 0.5). The penalty is then defined as a function
of the distance between the surfaces along the line x + 0.5.

where δ(·) is 1 when its argument is true and 0 otherwise.
The integrability penalty Eint penalizes for depth dis-

continuities in the surface. In other stereo algorithms, this
is typically defined as the absolute or squared distance be-
tween the depths of neighboring pixels. In our algorithm
not only do we have the depth at each pixel, but we have the
surface normal as well. We can therefore approximate the
surface at each pixel as a planar patch. For neighboring pix-
els, rather than compare the depths at the pixel centers, we
extrapolate each surface to the midpoint between the two
pixels and compare the depths of the surfaces at this point.

Without loss of generality we define the integrability
penalty for horizontal neighbors (x, y) and (x + 1, y) with
labels l and l′. Let the plane at each pixel be Π̃l and Π̃l′ . We
find the intersection point of each plane and the ray passing
through the pixel (x + 0.5, y) as in equation (7). The inte-
grability penalty is then defined as

Eint(x, y) = min(|Zl(x+0.5, y)−Zl′(x′−0.5, y′)|, Emax
int )
(19)

where Zl(x+0.5, y) is the intersection of the ray defined by
pixel (x+0.5, y) and Π̃l, and similarly Zl′(x+0.5, y) is the
intersection with Π̃l′ . This assumes the pixel with label l is
to the left of the pixel with label l′. The penalty saturates
at value Emax

int so as not to overly penalize true discontinu-
ities in the surface. The integrability penalty can be defined
similarly for vertical neighbors. Figure 4 illustrates the in-
tegrability penalty. This penalty has the important property
that it incurs no penalty for slanted surfaces, which do not
have constant depth, as long as the depth gradient coincides
with the estimated surface normal.

5. Results
We first demonstrate our algorithm on several video se-

quences which were captured by a camera mounted on a ve-
hicle moving through streets in an urban environment. The
vehicle is equipped with a GPS/INS system. We compute
the three sweeping directions as described in Section 4.1,
and then compute depthmaps from 11 grayscale images
with 512x384 resolution. We processed the data on a PC
with an NVIDIA GeForce 8800 GTX graphics card.

Figure 2.7: Manhattan–like scene structure obtained from the multi–way plane sweep approach
of Gallup et al. [27]. Reprinted with express permission of David Gallup.

one of the upright or horizontal orientations.

Manhattan World Stereo

Furukawa et al. [26] used the Manhattan world assumption to improve the robustness of

multiple–view reconstruction. Large textureless surfaces are common within indoor environ-

ments — for example walls, ceilings, and floors. Such regions challenge many 3D reconstruc-

tion techniques since identifying correspondences between views is challenging. To overcome

this, Furukawa et al. built a 3D reconstruction system that leverages the Manhattan world as-

sumption to extrapolate the layout of textureless regions from constraints imposed by edges

and corners, which are easier to localise in multiple views. They model this task as an energy

minimisation problem in which each pixel must be labelled as belonging to some axis–aligned

plane. A smoothness prior ensures that system chooses the simplest arrangement of planes

that match the observed image evidence.

Blocks World

As early as 1965, Roberts [57] proposed building scene representations up from cuboid building

blocks. This idea has recently been revisited using modern probabilistic techniques by Gupta

et al. [28]. Beginning with an empty ground plane, the authors iteratively add cuboids to

explain image features such as corners and edges. Utilising a variety of stability and visibility

constraints the authors show that they are able to model a variety of scenes.
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(a) Input image (b) Inferred scene structure (c) 3D rendering

Figure 2.8: Results from the blocks world model of Gupta et al. [28]. Reprinted with express
permission of Dr Abhinav Gupta.

Vertical Structure Priors

Zeisl et al. [75] improve upon traditional stereo algorithms by constraining reconstructions to

a pair of horizontal planes (floor and ceiling) spanned by arbitrary vertical surfaces. Similarly

to the algorithm we present in Chapter 6, they use dynamic programming for exact inference

within their model. One difference between their approach and the one taken herein is that

they permit arbitrary vertical surfaces, not just manhattan–oriented planes, and they penalise

overall model complexity in a different way. We discuss the connection between this approach

and our own, and given an empirical comparison in Chapter 6.

Horizontal/upright Models

Delage et al. [15] presented early single–view reconstruction work that focussed on identifying

the boundary between horizontal and upright surfaces. They modelled this floor/wall fracture

as a dynamic Bayesian network over image pixels, for which efficient dynamic programming

inference algorithms are well known.

Barinova et al. [3] adopt a Manhattan–like hypothesis class for outdoor scenes. Their mod-

els consist of a ground plane supporting a series of vertical facades, which they infer us-

ing a conditional random field over pixels. The key inference problem in their approach is

to recover a polyline separating the ground plane from the series of vertical facades. They

use a standard Expectation–Maximization algorithm for maximum–likelihood inference, and
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component–wise logistic regression to learn the CRF parameters from training data.

Felzenszwalb and Veksler [19] discuss a class of dynamic programming algorithms capable of

maximum–likelihood image segmentation under various shape priors. One of the applications

to which they apply their algorithm is single–image reconstruction.

Common to each of these approaches is a model that decompose into vertical segments running

from left to right in the image. We take advantage of a similar decomposability within indoor

Manhattan environments in the inference algorithm that we propose in Chapter 6.

3D stages

Nedovic et al. [52] derive geometric context by classifying images into 15 “stage categories”.

Each category consists of an arrangement of surfaces such as “ground”, “sky”, “upright”,

“background”, and “figure”, such as those shown in Figure 2.9. Their principal contribution is

a large selection of powerful visual features containing salient geometric information, includ-

ing cues derived from color, shape, texture gradients, atmospheric scattering, line segments,

and segmentation boundaries. The authors train an SVM to associate input images with one of

the 15 stage categories.

Their work relates to ours as follows. 13 of the 15 proposed stages are special cases of in-

door Manhattan environments, which we analyse extensively in this thesis. The remaining

two include an upright “person” segment, which we do not consider. The learning scheme

we propose in Chapter 7 is also based upon large margin principles, but whereas Nedovic et al.

learn with respect to 15 categories, we learn with respect to the much larger space of all possible

indoor Manhattan models. The features they propose seem well suited to our own purposes

and so future work could apply our inference and learning strategies to their features.
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Figure 2.9: Three categories of “3D stages” defined by Nedovic et al. [52], with examples of
representative images. Reprinted with express permission of Vladimir Nedovic.

2.2.4 Texture Recognition

Heitz and Koller [32] derived context from texture structure in images. Their model relates the

presence of objects, which have specific boundaries, to the appearance of the nearby surfaces

and foliage, which have no crisp notion of spatial support. This approach is motivated by

the observation that object positions correlate with the appearance of their surroundings. For

example, cars and bikes are likely to appear near road–like texture, whereas aeroplanes are

likely to appear against a sky–like background.

They begin by identifying superpixels using the segmentation algorithm described by Ren and

Malik [55], which is extends the normalised cuts algorithm due to Shi and Malik [61] . Each

such region is associated with a feature vector comprising various colour and texture statistics,

which, in their model, arises from a latent category variable, the intention being that super-

pixels will be clustered into meaningful groups like “road” and “sky”. Meanwhile, a set of

candidate object detections is generated by invoking a standard object detector and taking all

detections above a certain threshold. The “things” are related to the “stuff” by a set of observed

variables representing spatial relationships such as “above”, “beneath”, and “next to”.

An advantage of the this model is that while object labels are required for training, no ex-

plicit segmentations or labels are required for the system to learn how to categorise the “stuff”

regions since the system is capable of learning these unsupervised. The authors achieve this us-

ing the EM algorithm, which iterates between estimating the superpixel labels and optimising
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Figure 2.10: Superpixels clusters generated by the model of Heitz and Koller [32]. Shown
below each panel is the odds ratios for a car appearing near a superpixel from that class. The
odds ratio is higher for road–like regions than for foliage– or water–like regions. Reprinted with
express permission of Prof Daphne Koller.

the appearance parameters for each label.

The authors also show how to learn a set of relationships that best describe the dependencies

between objects and their surroundings. This involves augmenting the EM algorithm with a

greedy search over possible relationships, iteratively adding the best candidate out of a pre–

defined pool until convergence. This allows the system to adapt to the most salient relation-

ships for a specific problem, which will differ between, say, images captured from satellites and

the photos in the VOC datasets [17]. During evaluation both the object labels and superpixel

labels are unknown, so exact inference is intractable. Instead, the authors use an approximate

inference technique called Gibbs sampling. Figure 2.10 shows some example superpixel clus-

ters along with their probabilistic relationship to car detections.

2.3 Context in Robotics

Cameras have long been recognised as a valuable sensor for mobile robotics. In addition to

visual SLAM, cameras have been used in robotics tasks such as place recognition [14] and
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scene description [54]. Contextual reasoning has received little attention from the robotics com-

munity. This section reviews the literature that does exist on this topic. We divide the work

into two categories: map–centric approaches, which integrate sensor data into a map and then

reason from this representation, and ego–centric approaches, which organise sensor data as a

time–indexed series of observations.

2.3.1 Ego–centric approaches

Martinez et al. [51] have demonstrated that a robot can learn to classify its environment into

semantic categories such as “corridor” or “room” based on simple range data features. They

employ a SICK laser, which gives a 360◦ scan of the scene within a single horizontal plane.

They collect features such as the distance between successive beams, the average beam length,

and the eigenvalues of the polygon formed by the beam endpoints, which are concatenated to

form a feature vector at each time step.

To relate these features to semantic categories, the authors employ the AdaBoost algorithm [56]

using linear classifiers as the weak learners. AdaBoost is a popular classifier that learns by

incrementally adding rules that maximally correct the mistakes it has made so far. Martinez

et al. show that they are able to differentiate rooms, corridors, and doorways at 89% accuracy

using this method. Furthermore, in environments that have not been seen before the system

obtains 82% accuracy. The results for one environment are depicted in Figure 2.11.

Stachniss et al. [64] extends this to use visual cues from a panoramic camera in addition to the

laser range data. Stachniss runs an off–the–shelf object detector for each of several object cate-

gories that correlate well with location. The chosen objects include computer monitors, coffee

machines, and soap dispensers. At each time step, the robot’s current location is categorised

using the same AdaBoost classifier as described above, the only difference being that now the

number of visual detections of each object type are appended to the AdaBoost input vector.

This allows the classifier to select between visual and range data features (or combinations

thereof) according to whichever is most salient for the task at hand.
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Figure 2.11: Semantic labels assigned by the range data classification system of Martinez et al.
[51]. 82% of places were correctly classified, despite the environment not having been seen
during training. Reprinted with express permission of Dr Oscar Martinez Mozos.

The authors recognise that the robot’s location is highly correlated over successive time steps

and so model the robot’s state as a Hidden Markov Model (HMM), with the transition probabil-

ities estimated empirically. Stachniss et al. show that the addition of visual cues allow them to

differentiate between rooms with a similar shape but different visual appearance (such as bed-

rooms and living rooms), whereas the original range–data–only approach of Martinez would

fail in this case.

Posner et al. [54] show how to learn semantic labels such as “grass”, “foliage”, or “wall” for

regions within urban environments. Like the systems described above, they reason from a

combination of laser and vision features, including colour, location, and orientation properties.

Unlike previous approaches they perform a quantisation step to form feature “words”.

Incoming images are segmented based jointly on an off–the–shelf superpixel algorithm and

continuity boundaries in the laser data, after which the problem is reduced to determining the

appropriate label for each segment. They relate the features for each region to semantic labels

using a graphical model that incorporates observation likelihoods as well as a sensor model

describing the probability of false positive and false negative observations. While a standard
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Figure 2.12: Semantic labels output by the system of Posner et al [54]. Reprinted with express
permission of Dr Ingmar Posner.

approach would be to assume independence between the feature observations for tractability,

the authors note that the observations are far from independent in reality and instead employ

the Chow Liu algorithm to find the best tree–structured approximation to the full joint distri-

bution. Inference within this model is performed by computing the full posterior over labels.

Posner et al. further refine the labelling by relating the labels of neighbouring patches in an

MRF framework. They introduce edges for both spatial and temporal consistency, the former

being derived from adjacency between segments within the image, and the latter being derived

by reprojecting laser points into consecutive frames. Node potentials are given by the segment

classifier described above while edge potentials are learned empirically from hand–labelled

training data. Sequential tree–reweighted message passing (TRW–S) is chosen for inference

within the MRF due to its efficiency guarantees.

The authors show that their system is able to accurately label a range of outdoor environments

with 8 categories (grass, tarmac, dirt path, textured wall, smooth wall, foliage, vehicle). Their

classifier obtains the highest precision for the “grass” category (95.5%) and the lowest for “ve-

hicles” (79.7%). Furthermore, their system is able to run in under 4 seconds, which is suitable

for periodic on–line operation. An example labelling is illustrated in Figure 2.12.
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2.3.2 Map–centric approaches

An alternative approach to deriving context in robotics applications is to integrate new mea-

surements into a map, and then reason about semantics within the map representation. In

general this approach enables stronger integration of measurements taken over several time

steps, at the cost of relying on the ability to correctly build a map.

Buschka and Saffiotti [8] have taken a map–centric approach to the problem of identifying room

boundaries within indoor environments and recognising the resultant rooms. A series of laser

range scans are fused into a 2D occupancy grid representing the probability that each cell is

occupied by some object or boundary. Rooms boundaries are identified by applying dilation

and erosion to the occupancy map, which are standard morphological filters from visual seg-

mentation [25]. The authors demonstrate that this can be performed with fixed computational

cost by discarding old parts of the environment as the robot moves through the environment.

The result of their algorithm is a series of “nodes” with topological connections between them,

which correspond to the various rooms and corridors within the robot’s environment and the

doorways that connect them. The authors proceed to characterise each node by the size and

eccentricity (length to breadth ratio) of its bounding box. This gives contextual information in

two senses: firstly, the identification of room boundaries allows reasoning in terms of rooms

rather than the entire known environment, and secondly, the characterisation of room shapes

allows differentiation between rooms and corridors and thus allows different interpretations of

sensor data in these semantically distinct workspaces.

Vasudevan et al. [72] use an alternative map representation based around the location of objects.

They argue that this matches human perception of space. In their maps, each “object” (actually

a SIFT landmark) occupies a separate coordinate frame, with uncertainty represented in the

transformations between frames.

They identify doorways by running a line detector and testing various combinations of lines

against a set of heuristics, enabling separation of the constituent rooms within an environment.

This in turn allows per–room reasoning as was the case with the Buschka and Saffiotti system
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described above. The difference here is that Vasudevan et al. identify doorways directly from

visual input whereas Buschka and Saffiotti use occupancy maps.

Vasudevan et al. show that this representation leads naturally to reasoning about place context.

They argue that place categories (bedrooms, kitchens, bathrooms, etc.) can be identified by the

objects within them, and hence that their object–centric maps provide the perfect setting for

this form of contextual reasoning. Formally, they learn a class–conditional object likelihood

by computing the number of times each object is observed in each type of places versus the

total number of times the place category has been observed. They then assume independence

between object observations and compute the posterior over place categories by multiplying

out the likelihoods for each observed object.

2.4 Conclusions

Modern structure–from–motion systems generate accurate metric maps of an environment,

and can do so robustly and efficiently using visual input alone [40]. The problem of deriving

high–level semantic context from such sensor data has been approached by several authors.

Although there is not yet a widely agreed–upon problem formulation, current work in this area

shows that semantics are important for many robotics applications, and can be derived from a

range of sensor types. Important contributions include that of Martinez [51] and Stachniss [64],

who show that place categories can be obtained from photometric and geometric cues, and

Posner [54], who shows that scene regions can be associated with semantic categories, again by

combining vision and range sensors.

The contextual reasoning problem for single–image vision has received comparatively greater

attention. Torralba’s seminal gist descriptor [67] has led to the development of many types of

contextual cues, including geometric [34, 58], textural [32], and model–based [43] approaches.

Our work is motivated largely by the success of the single–image approaches discussed above;

in this thesis we show how to extend these ideas to incorporate a moving camera and the

geometric information that a SLAM system provides.



3
Appearance–Only Context Models

This chapter explores an approach to scene understanding that relates low–level

image information directly to high–level variables describing scene categories and

coarse geometry. We build on a well–known texture analysis approach in which

pixels are identified with characteristic texture units known as textons. Extending

previous work in texture analysis and image recognition, we show that this ap-

proach — which has previously been applied to recognition of uniform textures

— extends to high–level scene understanding problem in which the input image is

composed of many objects and surfaces. We propose a novel recognition model in

which we measure the displacement between texton occurrences in an image rather

than their absolute location or overall frequency. We apply our ideas to two classifi-

cation tasks: place recognition and camera orientation classification. Comparisons

with the gist descriptor of Torralba et al. show superior performance on both tasks.1

1This work was published in part in:
Flint, Murray, and Reid, “Learning Textons For Real–Time Scene Context”, in Proceedings of the First International
Workshop on Ego–Centric Vision, 2009[23]
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3.1 Introduction

One important aspect of scene understanding is the ability to differentiate between logical areas

within an environment, such as rooms in a house. This problem is important in the domain of

augmented reality because knowledge of the location of a user will give a strong indication as

to the activities the user might undertake and the objects with which they are likely to interact.

Outside this specific application area, place recognition can be used as a generic source of con-

text for further scene understanding tasks. Object recognition, semantic segmentation, and

semantic reconstruction are all likely to benefit from a prior on place categories, since such in-

formation would correlate well with the location of objects, the function of surfaces, and the

geometric structure of the environment.

The place recognition problem we propose in this chapter associates many images of a logical

region — rooms within a house in our case — with a single place category. This means that

there may be image pairs observing no common 3D locations, yet are associated with the same

category, and hence the system will be expected to recognise them as associated with the same

logical place. We also tackle the problem of identifying the approximate tilt of the camera from

a single image. This problem requires the categorisation of images into 3 categories: “upwards–

facing”, “downward-facing”, and “straight-facing”.

We pursue an approach motivated by the texton model developed by Julesz [38] and intro-

duced to the computer vision community somewhat later [76]. We show that low–level texture

elements can be related to the high–level variables of interest to us, and that doing so yields

state–of–the–art results for both scene understanding problems.

The remainder of this chapter is organised as follows. First we introduce the notion of textons,

which form the basis of our approach. Next we motivate the use of textons for scene under-

standing problems in general by exploring the relationship between textons and scenes. We

then describe our probabilistic model relating textons to place recognition and camera classi-

fication in detail. Next we present an empirical comparison between our system and the gist

descriptor of Torralba et al., followed by discussion and concluding remarks.
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3.2 Background

The notion of textons as atomic texture elements was born in the neuroscience community

when in 1981 Julesz [38] introduced textons as part of his theory of human visual attention.

Julesz defined textons as elongated blobs, line terminators, and line intersections. Several re-

searchers have proposed definitions of textons for use in computer vision applications (see [76]

for an extensive discussion), including both topological and statistical descriptions. We follow

the statistical account first proposed by Malik et al. [49]. Under this definition, an image is

passed through a filter bank, producing a set of response images. Each pixel is then associated

with a feature vector that contains each filter’s response for that pixel. The feature vectors are

then clustered and the resultant cluster centres become the texton exemplars.

At evaluation time the input images are passed through the same set of filters, and each pixel is

again associated with a feature vector containing the filter responses at that point. Next, each

pixel is labelled according to the index of the texton exemplar (from the training phase) closest

to it in the L2 sense. The image is henceforth represented as an array of texton indices (the

“texton map”); the remainder of the image data is discarded.

Filter Bank Clustering
Texton

Codebook

Figure 3.1: The texton generation process.

In the past textons have been successfully used to classify close–up photos of materials such

as wood, paper, and glass. Varma and Zisserman [71] tackled this problem using the texton

model discussed above. After forming the texton map they proceed by counting the occur-

rences of each texton, with the resultant histogram over texton frequencies forming the model
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by which input images are matched to their category. In their work, Varma and Zisserman

apply a nearest neighbour approach to classify the models, using the χ2 statistic to measure

distances. Representing data by a histogram over quantised features in this way has since

become known by the terminology “bag–of–features” or “bag–of–words”.

3.3 Textons for Scene Understanding

Textons are a widely used and well–understood within the computer vision community [76,

71, 49]. However, their use has mostly been limited to low–level image analysis tasks, such

as texture classification. We propose to use textons as the basis for high–level reasoning tasks

including scene classification. In the remainder of this chapter we will develop a novel model

by which to utilise textons during inference. We begin in this section by motivating the use of

textons for this application.

Many place recognition systems rely upon an interest point detector and descriptor to sum-

marise input images [18, 14]. This has proven effective for outdoor environments as well as

indoor environments that contain reasonably distinctive landmarks. However, these systems

are fundamentally limited to a feature–centric view of the world in which only local informa-

tion about interest points is utilised.

We believe that there is un–leveraged information in the texture structure within images, and

that this can be used for scene understanding tasks such as place recognition. Many images

of indoor scenes contain extremely poor visual information, particularly small, empty environ-

ments like corridors and foyers. Figure 3.2 shows some examples of these. Yet despite this

information poverty, humans are capable of deducing much from these images. For example,

consider the image at the right of Figure 3.2: there is barely one location here that would yield

a useful SIFT feature, yet a human can identify the part of the environment that the image rep-

resents (a corner between wall and ceiling), and a human familiar with the environment can

easily identify the room in which the image was captured. We think it is clear that, in this case,

humans are using a holistic understanding of the image in which the edge structure together
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with the texture of the surfaces is used to understand the image. We propose to use textons to

leverage this valuable information.

Figure 3.2: Frames with low visual salience.

To investigate whether textons provide useful information about scene structure, we collected

video sequences of an indoor environment and examined the textons generated by the algo-

rithm described above. Our dataset consisted of 10, 555 frames from 5 rooms in a hostel. Some

qualitative findings are described in the following sections.

3.3.1 Textons Select Salient Image Elements

Figure 3.3 shows 25 textons generated for this dataset, in order of their frequency of occurrence.

The first 7 correspond to untextured regions of the image — i.e. patches with near–uniform

intensity. This is expected since the majority of pixels lie within object or region boundaries,

where either the texture is too fine for the camera to detect (a carpet, for example) or there

simply is no texture (a white wall, for example).

The next most frequent textons are those corresponding to edges and bars at various orienta-

tions. Many image understanding algorithms explicitly employ a line detector [25], whereas in

this case the use of textons has allowed the system to learn to identify these elements unsuper-

vised.

At the other end of the frequency distribution, the least numerous textons are those correspond-

ing to image structures such as junctions and line endpoints. These structures are also sought

explicitly in many image understanding algorithms [25], whereas the use of textons selects

these structures automatically and unsupervised.
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Figure 3.3: Textons identified for our dataset during the offline training stage. Each panel
shows a representative image patch for one of the cluster identified by K–means. The patches
were selected by identifying the feature closest to each cluster centre, and then extracting a
small patch about the image position from which it arose. The textons are sorted by decreasing
frequency from top to bottom, left to right. Image patches are converted to grayscale before
filtering, but here we show them in colour to assist visualisation. The patches vary in size due
to clipping near image boundaries (this does not affect clustering).
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3.3.2 Textons Focus Attention on Salient Image Regions

Figure 3.4 shows the frequency of each texton within our entire dataset. The most frequent

textons at the left of the graph account for a disproportionately large number of pixels, whereas

the textons towards the right account for a tiny minority. We have just seen that it is precisely

these minority textons that correspond to the image elements that are most useful in image

understanding, so in this sense the use of textons has automatically focused attention on the

small fraction of pixels representing the most salient image structures.
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Figure 3.4: Frequency distribution of textons. The texton generation process assigns more tex-
tons to describing salient but rare image structures such as junctions and line end points than
it assigns to frequent but non–discriminative image regions such as textureless patches.

3.3.3 Textons Correlate With Scene Structure

To further explore the relationship between textons and scene structure we divided all frames

within our dataset into three orientation categories: “straight” (for which the camera’s optical

axis was within ±22.5◦ of the horizontal), “up” (above 22.5◦), and “down” (below 22.5◦). Next

we computed an average occupancy map for each texton within across each category. Several

per–texton heat–maps are shown in Figure 3.5. The first two rows show heat–maps for tex-

tons that correspond roughly to “floor” and “wall/ceiling”. We can see that these reflect the

image regions in which we would expect to find these scene parts given the various camera
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orientations.

Perhaps the most instructive example of the texton/scene structure relationship, however, is

that of the textons that represent edge elements, two of which are shown in the lower two rows

of Figure 3.5. Consider the third row in this figure: The stratification evident in the heat–map

for downward–facing frames indicates a common intersection somewhere above the image,

whereas that for the upward–facing frames indicates an intersection below the image, and in

the forward–facing frames the lines are close to parallel. This, of course, is exactly what we

would expect from our understanding of projective camera geometry, but here our system has

automatically and without supervision captured these geometric constraints (or at least some

statistical form of them).

These illustration are simply indications that textons might provide salient information of value

for scene understanding. We describe our model that explicitly relates these to each other in

the next section.

Figure 3.5: Four example textons generated unsupervised for the camera orientation classifi-
cation problem. From top to bottom the textons represent roughly “wall or ceiling”, “floor”,
“vertical edge”, and “horizontal edge”. The six columns on the left show examples of where the
texton was found. The three columns on the right show the average occupancy map over our
dataset for images taken from an upwards–facing, horizontal, and downwards–facing camera
(from left to right in the figure). The layout of the textons correlate strongly with camera ori-
entation, which illustrates how our system is able to distinguish between camera orientations
based on texton layout.
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3.4 Learning and Inference

Having motivated the use of textons for image understanding we now describe our probabilis-

tic model that relates textons to scene categories. For an input image I , we wish to discover the

associated place category c. For each category we are given a set of example images at training

time. We wish to model categories c according to the pixel locations in which textons appear

within images associated with each category. One popular approach is the bag–of–features

model [37] but this would remove all information about the locations of the textons, which as

we have seen is a principal source of salient information. Instead we propose a new bag–of–

texton–pairs model in which an image is represented as a collection of observed texton pairs

{(ti, tj , si,j)} where ti and tj are texton labels and si,j is the displacement between the image

locations at which they were observed. By considering only displacements and not absolute

pixel locations in our model we gain some robustness to camera orientation.

For an image I containing N pixels there are N2 such pairwise observations. Our class–

conditional likelihood is

P (I | c) =

N∏

i=0

N∏

j=0

P (ti, tj , si,j | c) (3.1)

where we have assumed independence between observations for tractability. We compute the

likelihood (3.1) by estimating the joint distribution P (ti, tj , si,j , c) using a histogram. We could

have used Parzen windowing [53] for the continuous variable si,j but due to the very large

number of samples we obtain for each image, we found this to be unnecessary.

For images of reasonable size the cost of enumerating allN2 texton pairs is prohibitively expen-

sive. We overcome this by overlaying anM×M grid on the image and counting the occurrences

of each texton within each grid cell. We then enumerate all pairs of grid cells and evaluate the

texton pairs in aggregate. Hence for grid cells Ca and Cb containing nai and nbj instances of tex-

ton ti and tj respectively, we evaluate nai n
b
j instances of the observation (ti, tj , sa,b) where sa,b

is the distance between the centres of the grid cells. We have lost some precision in the texton

locations since each texton is effectively moved to the centre of the grid cell containing it, but

our experiments show that we are still able to capture sufficient salient information. We also
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note that quantizing displacements in this way implicitly shares information between similar

displacements. One could think of this operation as an efficient approximation to building the

full joint distribution and then smoothing along the displacement axis.

During training we evaluate these aggregated observations by multiplying the entry we make

in the histogram by nai n
b
j , and during evaluation the aggregate observations correspond to

multiplications in the class–conditional log likelihood

logP (I | c) =
M2∑

a=0

M2∑

b=0

K∑

i=0

K∑

j=0

nai n
b
j logP (ti, tj , sa,b | c) (3.2)

In both cases the aggregated observations can be evaluated in a single step so the complexity is

reduced fromO(N2) toO(M4K2). In practice we found that settingM=8,K=25 was sufficient

to capture much of the salient image information, while allowing our system to run at video

frame rate.

3.5 Place Recognition

We applied our system to the problem of place recognition. Our data set consisted of several

video sequences captured in a hostel using a low–quality camera with a resolution of 320×240,

which moved rapidly with the user’s upper body. The sequences involved frequent motion

blur and rapid variations in camera orientation.

We labelled each frame with the place that it was captured in. There were five labels: bed-

room, kitchen, common room, garden, and corridor. We gave all frames captured in corridors

the same label. This experiment does not correspond to place category recognition since most

of the labels included frames from only one place instance. However, it is harder than strict

landmark–style localisation because, as shown in Figure 3.6, many images with the same label

contain non–overlapping views of the room they were captured in, yet the system is expected

to recognise all of them as belonging to the same place.

We compared our system with the gist descriptor of Torralba et al. and a K–nearest–neighbours
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Figure 3.6: Four frames with the “bedroom” label. There are almost no overlapping scene parts
but the system is required to (and did successfully) recognise each of them as part of the same
place.

baseline, using vectorised grayscale images as feature vectors for the latter. For the gist de-

scriptor we used the same Gabor filter bank that we used in our own system and we estimated

the class–conditional likelihood in feature space by building Gaussian mixture models with the

Gaussians constrained to be spherical, exactly as described in [67].

Initially we used 230 frames for training and 490 frames for evaluation (our training and evalu-

ation sets were taken from separate sequences). The results from this experiment are shown in

the middle row of Table 3.1 and in Figure 3.7. Our system outperformed Torralba’s by a large

margin. We suspected that the poor performance of Torralba’s system was due to the training

data not sufficiently populating the 32–dimensional feature space. This exemplifies one of the

major advantages of our approach: the ability to learn from limited training data. However,

to show that this is not the only advantage of our approach we ran auxiliary experiments with

larger and smaller training sets. When the training set was enlarged our system outperformed

Torralba’s by a significant but smaller margin, and when the training set was decreased, the

performance of our system decreased only slightly whereas Torralba’s system was unable to

estimate the Gaussian mixture due to the sparsity of training samples. The latter case corre-

sponds to just 20 examples per label. These results are shown in the top and bottom rows of

Table 3.1.

Figures 3.8 and 3.9 show positive and negative results from our system. Note how our system

recognises images containing disjoint views of a room as belonging to the same place.
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Figure 3.7: Confusion matrix for place recognition. This figure corresponds to the bottom row
of Table 3.1.

Figure 3.8: Example frames for which our classifier produced the correct output. The ground
truth label is underlined and the output from our system is starred. We show the posterior
distribution over class labels in black. Note the variation between images with the same label,
and the low quality of many images.
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No. training frames This chapter Torralba et al. Nearest neighbours

103 81% — 45%
230 83% 62% 52%
565 85% 70% 55%

Table 3.1: Recognition rate for the place recognition problem with varying numbers of training
examples. The reported accuracy is the mean over the on–diagonal elements of the confusion
matrix. The left column reports the total number of training examples for all categories. For
the experiment with 103 training examples we were unable to estimate the Gaussian mixtures
required for the system of Torralba et al. due to the sparsity of the training examples. The
nearest neighbours baseline was computed by resizing images to 64 by 64 pixels and comparing
raw pixel intensities in the L2 sense.

Figure 3.9: Example frames for which our classifier failed. See caption of Figure 3.8.

3.6 Camera Orientation Classification

In this section we show how our system can deduce a coarse camera orientation from a single

image. We are interested only in the tilt of the camera with respect to the ground plane. Our

intention is to make a rapid but coarse estimate of camera orientation. We pose the problem as

a classification task with three labels: “up”, “straight”, and “down”. The “straight” label repre-

sents images taken with the camera axis parallel to the ground plane, plus or minus 22.5◦, and

the “up” and “down” labels represent all orientations facing further upwards or downwards

respectively (see Figure 3.10).

We captured three sequences in which the camera orientation was fixed within one of the above

orientation ranges. We included footage from five different places (the same rooms used in the

previous section) but we labelled the frames according to orientation only. This represents a
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“down”

“up”

“straight”

Figure 3.10: Definition of the labels for camera orientation recognition.

difficult classification task because the system must learn properties that correlate with camera

orientation but are not tied to the appearance of a particular room. We then trained our system

to distinguish between the three orientation categories as in the previous section.

We again compared with the “gist” of Torralba et al. and a KNN baseline. We ran auxiliary

experiments with an enlarged training set as in the previous section. The results of these ex-

periments are shown in Table 3.2 and Figure 3.11. Our system again outperformed both other

classifiers by a significant margin. Some example frames for which our system correctly iden-

tified the camera orientation are shown in Figure 3.12. Of particular interest is our system’s

ability to generalise across images taken with the same camera orientation at several different

locations.

No. training frames This chapter Torralba et al. Nearest neighbours

88 70% 61% 59%
728 79% 63% 59%

Table 3.2: Camera orientation classification results using small and large training sets. The re-
ported accuracies are the average of the on–diagonal entries in the confusion matrix. In this
case we were able to estimate the Gaussians for Torralba’s system using only 88 training ex-
amples because there were fewer categories than in the place recognition problem. The nearest
neighbours baseline was computed by resizing images to 64 by 64 pixels and comparing raw
pixel intensities in the L2 sense.
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Figure 3.11: Confusion matrix for camera orientation classification. This figure shows results
corresponding to the bottom row in Table 3.2.

Figure 3.12: Twelve frames for which our system correctly identified the camera orientation.
From the top to bottom the rows contain images from the “up”, “straight”, and “down” classes.
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3.7 Computational Concerns

The most computationally demanding aspect of our system is the convolutions needed to gen-

erate the pixel features. In this section we describe several optimisations for the convolution

operation. Timing results are shown in Table 3.3 at the end of this section.

3.7.1 Separable Kernels

The Gabor function, which we use to generate pixel features, in its canonical form is a complex–

valued function and can be trivially separated. However, in our work we use just the real part,

Hreal(x, y) = g2(x, y) cos(kx cos θ + ky sin θ) , (3.3)

where g2 is the two–dimensional Gaussian function. This can be written as the difference be-

tween two separable function as

Hreal(x, y) =
(
g1(x) cos ax

)(
g1(y) cos by

)
−
(
g1(x) sin ax

)(
g1(y) sin by

)
(3.4)

where g1 is the one–dimensional Gaussian function and we have used the cosine expansion

formula. We implement this by running two separated convolutions and then taking their

difference, which is significantly faster than performing the original convolution.

3.7.2 Parallelization over filters

Generating the pixel features requires convolving an input image with 12 different filters. To

leverage the parallelism of modern multi–core CPUs we execute the convolutions in parallel

where possible. This approach allows parallelization within a single scale, but requires syn-

chronisation upon completion of each scale due to the down–sampling operation.



3.8 Conclusions 44

3.7.3 Parallelization over pixels

Modern graphics hardware allows efficient parallelization of small–scale computations such

as per–pixel operations. This is is well suited to performing convolutions since each output

pixel is functionally independent of all others. To leverage this we implemented convolutions

using a C–like language designed specifically for programming graphics hardware. We note

that further improvements may be possible since under the current implementation, much

time is spent transferring data between the CPU and GPU, in comparison to which the time

spent performing the convolutions is small. This bottleneck could be partially avoided if we

performed the texton labelling in the GPU and transferred only the final texton map back to

the CPU.

3.7.4 Timing results

Results from timing evaluations are shown in Table 3.3. The GPU strategy outperforms all

others. It improves over the baseline strategy by a factor of 5 for the 320× 240 image and by a

factor of 6 for the 640× 480 image.

It is interesting to note that when the image is enlarged to include four times as many pixels,

the three CPU–based strategies degrade by a factor very close to four, whereas the GPU im-

plementation degrades by a factor closer to three. This indicates that this task saturates CPU

performance but that a significant overhead remains in the GPU implementation. This matches

our observation in the previous section that transmitting data between the CPU and GPU con-

sumes much time, and that further performance improvements are possible.

3.8 Conclusions

In this chapter we have shown that texture structure can be leveraged to deduce high–level

information about image scenes. We have motivated the use of textons for this purpose with

several qualitative examples, and have presented results from two in–depth experiments. In
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320 × 240 640 × 480
Strategy Per Frame Frame Rate Per Frame Frame Rate

No parallelization 115.0ms 8.69Hz 463.6ms 2.16Hz
Filter–parallel 38.0ms 26.3Hz 148.0ms 6.76Hz
Image–parallel 32.1ms 31.2Hz 125.6ms 8.02Hz
Pixel–parallel (GPU) 23.5ms 42.5Hz 78.1ms 12.80Hz

Table 3.3: Timing results for the four parallelization strategies. Each strategy was evaluated for
two image sizes. All strategies utilise separated filters. Results are averages over 10 invoca-
tions.

both cases our system based on relative displacements between textons obtains highly encour-

aging results. Furthermore, by utilising graphics hardware our system is capable of operating

at video frame rate.



4
The Geometry of Indoor Environments

This chapter develops the idea that comprehensive scene understanding at the level

of objects, actions, and surfaces requires at least a rudimentary understanding of

the high–level geometry of the environment. There are many ways to capture such

coarse geometry; here we argue that the indoor Manhattan representation is an ex-

cellent choice in terms of the salient geometric information it captures, its simplicity,

and the elegant inference procedures it permits. This chapter focuses on analysing

the model itself, leaving algorithms and empirical results to later chapters. This

constitutes the first comprehensive definition and analysis of indoor Manhattan en-

vironments in the literature (though not the first account per se [43]). The primary

contributions of this chapter are a derivation of the “vertex” and “seam” parametri-

sations, and the description of several properties of these parametrisations that will

prove crucial to the development of the following chapters.1

1 This work was published in part in:
Flint, Mei, Murray, and Reid, “A Dynamic Programming Approach To Reconstruction Building Interiors”, in Proceed-
ings of the 2010 European Conference on Computer Vision [21]
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Figure 4.1: Two examples of indoor Manhattan environments.

4.1 Introduction

The preceding chapter described an approach to scene understanding in which raw image fea-

tures were connected directly to high–level quantities such as scene categories. This chapter

begins the development of a more sophisticated model in which pixel–level features are con-

nected to high–level quantities via an unobserved intermediate level representing scene geom-

etry. We focus on recovering this intermediate representation, leaving the application to specific

classification tasks to future work. There are a number of reasons to see geometry as central

to scene understanding. For an intuitive demonstration, consider the information conveyed by

the red, green, and blue regions in Figure 4.1. These regions have very low fidelity (the entire

model is defined by just a handful of polygons), yet it is clear that they convey considerable

information about the likely locations of various objects, the scale at which those objects would

appear, and how they would interact.

There are many choices for the representation of the intermediate–level variables; the following

desiderata summarise the requirements relevant to our goals.

1. Salience. Of all the information present at the image level, the intermediate variables

should capture as much of the information that is relevant to inferring the high–level

quantities of interest as possible.

2. Compression. The intermediate representation should discard as much irrelevant infor-
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mation as possible. All else equal, we prefer succinct representations of the world for

efficiency reasons. See MacKay [48] for a discussion of the connection between compres-

sion and learning.

3. Tractability. All else equal, we prefer representations that lead to simple and efficient

inference algorithms. A simple model for which inference is tractable may be preferable

to a slightly more expressive model in which one must rely on approximate inference

procedures with poorly–understood convergence properties.

4. Simplicity. All else equal, we prefer representations consisting of quantities that are in-

tuitive to humans.

5. Generality. The chosen representation should be applicable to a wide variety of real–

world environments.

We have chosen to work with the indoor Manhattan representation, in which the world is

built up from a floor plane, a ceiling plane, and a sequence of vertical wall segments. This

representation was originally proposed by Lee et al. [43]. Indoor Manhattan environments

are a sub–class of general Manhattan environments, which simply specify surfaces in three

mutually orthogonal directions. Indoor Manhattan scenes satisfy the desiderata above for the

following reasons.

• Compression and salience. As described above, the geometric entities present in the

indoor Manhattan representation correlate well the high–level quantities of interest for

scene understanding. The models shown in Figure 4.1 consume just a few hundred bytes,

yet capture much of the information present in the original image data, which consumes

three orders of magnitude more space. The point here is not to save disk space, but to

demonstrate that indoor Manhattan models efficiently capture salient information.

• Simplicity. Indoor Manhattan models are composed of quantities that have have nat-

ural semantics, being associated with entities such as the floor, walls, and ceiling of an

environment.
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• Generality. Indoor Manhattan models can represent many environments exactly or ap-

proximately; even those that do not conform exactly to the assumptions of the model. We

expand on this later.

• Tractability. Indoor Manhattan scenes have special geometric structure that permits an

elegant “seam” representation. This in term leads to efficient and exact inference algo-

rithms for a range of sensor models, and an attractive learning algorithm. This are the

subject of the ensuing chapters.

By adopting the indoor Manhattan representation we are not restricted to working with ideal

indoor Manhattan environments — environments free of clutter, occlusions, windows, or other

deviations from our assumptions. Rather, the point is to take account of such deviations in

the probabilistic model relating image features to scene structure. For example, the model

we present for depth measurements in Chapter 6 explicitly marginalises over the possibility

that a given depth measurement corresponds to a clutter object, an object observed through a

window, or an erroneous measurement. Thus we cast the Manhattan scene geometry as a latent

variable to be inferred in the presence of noise, clutter, and occlusions, rather than as a complete

description of everything we might observe. Empirical results in forthcoming chapters show

many examples of our system working in real–world environments that are very far from ideal

indoor Manhattan scenes, containing poor lighting and noisy images in addition to clutter,

windows, and non–Manhattan–aligned surfaces.

However, this chapter focuses on analysing the representation itself, and so is concerned with

ideal indoor Manhattan scenes. The contributions of this chapter are (1) the first comprehen-

sive definition of the indoor Manhattan assumption; (2) two novel representations for indoor

Manhattan scenes; and (3) a number of minor results connecting these representations and pro-

viding other insights crucial to the ensuing chapters. As mentioned above, this chapter does

not contain any experimental results, though it does provide the conceptual infrastructure that

the remainder of this thesis builds on. We begin by defining indoor Manhattan scenes, then we

discuss our first representation in terms of floorplans, followed a description of the “vertex”

and “seam” parametrisations that will be used in following chapters. Section 4.5 contains a
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number of minor deductions of relevance to the ensuing chapters, then we close with a brief

conclusion.

4.2 Indoor Manhattan Environments

Let a reconstructionG consist of a set of polygons Pi with vertices vj ∈ R3. An indoor Manhattan

reconstruction is a reconstruction G with the following properties.

1. Each polygon is oriented in one of three mutually orthogonal directions. Formally, for each pair

of polygons Pi, Pj ∈ G with unit–length normals ni,nj ,

ni · nj ∈ {0, 1} (4.1)

2. There is a floor plane and a ceiling plane. Formally, there exists some direction nv and a pair

of real numbers zf , zc such that each polygon P ∈ G with normal n = nv has vertices v

satisfying

v · nv ∈ {zf , zc} (4.2)

3. Vertical walls extend from floor to ceiling. Formally, if ni 6= nv then we say that Pi ∈ G is

a vertical polygon. This condition is satisfied if and only if each vertex v of each vertical

polygon satisfies

v · nv ∈ {zf , zc} (4.3)

4. The edges of walls are vertical. Formally, if v ∈ P and v · nv = zf , then ∃u ∈ P such that

u · nv = zc (4.4)

and

u = v + λnv (4.5)

for some λ ∈ R.
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We assume a pinhole camera mapping homogeneous world coordinates X ∈ R4 to homoge-

neous image coordinates x ∈ R3 according to

x = K

[
R t

]
X , (4.6)

where K is a 3× 3 homography, R is a 3–dimensional rotation matrix, and t is a 3–dimensional

translation.

We define an indoor Manhattan scene as a reconstruction together with a camera viewpoint,

subject to the following additional constraints.

1. The camera centre c is located between the floor and ceiling planes,

zf < c · nv < zc (4.7)

2. The reconstruction is closed relative to the camera viewpoint. Formally, for each viewing

direction x there is some polygon P ∈ G containing a pointX that projects to x.

In general we will assume that scenes consist only of those polygons visible to the camera.

Since reconstructions consists of a finite number of polygons and our camera model is linear,

it can be shown that an indoor Manhattan reconstruction truncated to a view frustum remains

an indoor Manhattan reconstruction as defined above.

4.3 Floorplans

The polygonal representation for indoor Manhattan environments is inconvenient for our pur-

poses. A more useful representation is a floorplan, in which walls are represented as line seg-

ments in the XY plane. Formally, we define a floorplan F as a tuple (Rw, Z, T ), where

• Rw is a 3–dimensional rotation;
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• Z = (zf , zc) is a pair of scalars defining the floor and ceiling planes,

Pfloor = {x | x · [0 0 1] = zf} (4.8)

Pceil = {x | x · [0 0 1] = zc} ; (4.9)

• T = {(ui,vi)}Mi=0, is a set of line segments defining walls, ui,vi ∈ R2.

A floorplan F is converted to a reconstruction as follows. First, extrude each line segment

vertically out of the floor plane to meet the ceiling plane, resulting in a set of vertical planes.

Next, add polygons for the floor and ceiling planes, which may simply be sufficiently large

polygons parallel to the XY plane. Finally, apply the coordinate transform Rw. Formally, the

reconstruction corresponding to a given floorplan is given by G = {(pi, qi, ri, si)}where

pi = Rw



ui

zf


 (4.10)

qi = Rw



vi

zf


 (4.11)

ri = Rw



vi

zc


 (4.12)

si = Rw



ui

zc


 (4.13)

For the remainder of this chapter we use the term “corner” to refer to a point at which two line

segments in the floorplan meet. In 3D, a corner is therefore a vertical seam at which two walls

meet. This contrasts with the usual computer vision terminology in which a corner corresponds

to a point in 3D.
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4.3.1 Images of Floorplans

The remainder of this thesis will be simplified considerably if we can assume that vertical

lines in the world appear vertical in image coordinates. To that end we define the following

homography:

Hrect =




vv × e3

vv

vv × e3 × vv



. (4.14)

where vv is the vertical vanishing point and e3 = [0 0 1]. Let I ′ be the image formed by applying

the homography Hrect as a coordinate transform to I ,

I ′(x) = I(Hrectx) (4.15)

where we are implicitly working in homogeneous coordinates. We say that I ′ is vertically recti-

fied in the sense that any line containing vv in the original image will be mapped to a vertical

line in the output image. To confirm this we note that Hrect maps vv to vertical infinity as the

following derivation shows.

Hrect vv =




vv × e3

vv

vv × e3 × vv



vv (4.16)

=




0

vv · vv
0



. (4.17)

In practice the image I is not a continuous signal but is sampled at discrete pixel locations. As a

result, the transformationHrect will result in a a non–uniformly sampled image plane. Worse, if

the vertical vanishing point vv is within the original image boundary, then the transformation

Hrect will introduce a singularity at this point.
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Thankfully, the validity of the algorithms presented in the remainder of this thesis do not in fact

depend on performing the rectification (4.15) — we could perform all calculations assuming a

non–rectified image, in which case “image columns” would be replaced by “rays cast from

the vertical vanishing point”. The seam concept introduced in Section 4.4.3 would be replaced

by paths moving clockwise or anti–clockwise about the vertical vanishing point depending on

whether it is located above or below the image centre. However, it will simplify the remainder

of this thesis considerably if we assume the rectification (4.15) so without loss of generality we

assume throughout the remainder of this thesis that the vertical vanishing point falls outside

the image bounds and that images have been rectified.

4.4 Parametrisation

In this section we turn to the scene parametrisation that we will use during learning and

inference in the following chapters. We parametrise each component of the floorplan tuple

F = (Rw, Z, T ) separately. Rw is parametrised as a member of the Lie group SO(3), which

will be discussed further in Chapter 5. The remainder of this section is concerned with the

parametrisation of Z (the floor and ceiling position) and T (the position of the walls).

4.4.1 Parametrising the floor and ceiling location

In the preceding sections we implicitly parametrised the floor and ceiling planes with a pair

of scalars zf , zc ∈ R. We now switch to a different parametrisation (µ, λ) where µ ∈ R

parametrises a planar homology relating the images the floor and ceiling planes, and λ rep-

resents a scale factor that cannot be observed from a single view. λ is expressed in the coor-

dinate system that the input camera poses are expressed in, which is typically defined by the

structure–from–motion system that recovered those poses. This allows us to relate the enti-

ties estimated by structure–from–motion (points and cameras) to the entities estimated during

Manhattan structure recovery.
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Figure 4.2: The mapping Ha transfers points between the ceiling and floor.

The advantage of this representation is that µ can be estimated from a single image and is

sufficient to perform inference in the single image context. If only one image is available then

we may simply ignore λ and the remainder of the algorithms in this thesis go through without

modification, while in the multiple view context we may estimate λ directly.

ofWe define λ as the absolute z component (in the coordinate system used by structure–from–

motion) either the floor or ceiling plane. To define µ we first need to introduce the Manhattan

correspondence. For the purpose of this section we will say that two image points pf and pc cor-

respond if and only if the difference between their back–projections onto the floor and ceiling

plane respectively is parallel to the z axis, as illustrated in Figure 4.2. Formally, for a camera

(K,R, t), pf and pc are in correspondence if and only if there existsXf ,Xc ∈ R3 with

pf = K(RXf + t) (4.18)

pc = K(RXc + t) (4.19)

Xc = Xf + re3 r ∈ R (4.20)

Since the floor and ceiling planes are parallel, there is a planar homology Ha such that

pf = Hapc (4.21)

if and only if pf and and pc are in correspondence [13]. We define µ as the unique real number
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such that

Ha = I + µ
vvh

T

vv · h
(4.22)

where

h = KRe1 ×KRe2 (4.23)

is the horizon line. Given any corresponding pair (pf ,pc), µ is given by [13]

µ = 〈vv,pc,pf , (pc × pf )× h〉 , (4.24)

where

〈a, b, c,d〉 =
(a− c) · (b− d)

(b− c) · (a− d)
(4.25)

is the characteristic cross ratio of Ha.

Note that µ is invariant to the camera intrinsics since the cross ratio is a projective invariant[13].

We therefore assume without loss of generality that K is the identity for the remainder of this

section.

To complete our parametrisation of the floor and ceiling planes we need to show how to com-

pute (µ, λ) from (zf , zc). We may simply set λ to either zf or zc. Let

ef = zf e3 (4.26)

ec = zc e3 (4.27)

pf = Ref + t (4.28)

pc = Rec + t (4.29)

Then

(pc × pf )× h =
(
(Ref + t)× (Rec + t

)
)×

(
Re1 ×Re2

)
(4.30)

=
(
(Rec + t)× (Ref + t)

)
×R(e1 × e2) (4.31)

=
(
R(ec − ef )× t

)
×Re3 . (4.32)



4.4 Parametrisation 57

We can now write

µ = 〈vv,pc,pf , (pc × pf )× h〉 (4.33)

=

(
vv − pf

)T (
pc − (pc × pf )× h

)
(
pc − pf

)T (
vv − (pc × pf )× h

) (4.34)

=

(
Re3 − (Ref + t)

)T (
Rec + t− (R(ec − ef )× t)×Re3

)
(
Rec + t−Ref − t

)T (
Re3 − (R(ec − ef )× t)×Re3

) (4.35)

=

(
e3 − ef −RT t

)T
RT
(
Rec + t− (R(ec − ef )× t)×Re3

)
(
ec − ef

)T
RT
(
Re3 − (R(ec − ef )× t)×Re3

) (4.36)

=

(
e3 − ef −RT t

)T (
ec +RT t− ((ec − ef )×RT t)× e3

)

(ec − ef )Te3 − (ec − ef )T (((ec − ef )RT t)e3)
(4.37)

=
(e3 − ef −RT t)T (ec +RT t) + (zc − zf )(‖t‖2 − (eT3 R

T t)2)

zc − zf
(4.38)

=
1

zc − zf

(
(zc + zρ)(1− zf − zρ) + z2

ρ − ‖t‖2
)

+ ‖t‖2 − z2
ρ (4.39)

where in the last line we substituted zρ = eT3 R
T t.

4.4.2 Parametrising walls

We choose to parametrise T in image coordinates because this will simplify the algorithms to be

presented later. We first present the image–domain parametrisation, then show that it uniquely

specifies a 3D scene.

Consider the scenes shown in Figure 4.3. Following rectification, vertical edges in the world

appear vertical in each image, including the vertical seams between adjacent wall segments, so

any line drawn vertically from the top to bottom of a rectified image intersects exactly one wall

segment. That this is true in general follows from our assumption that walls meet at vertical

seams and extend continuously from floor to ceiling, that the camera is located between the

floor and ceiling planes, and that the environment is closed.

It turns out that once the vanishing points vi and the Manhattan homology Ha are known, the

quadrangle outlining a wall segment in rectified image coordinates is fully specified by just
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Figure 4.3: Three input images and the indoor Manhattan models we seek. Notice how each
image column intersects exactly one wall.

four variables (one binary and three scalars)

W = (x0, y, o, x1) (4.40)

as illustrated in Figure 4.4. x0 is the location of the left edge, x1 is the location of the right edge,

y is the y–coordinate of the top–left corner, and o ∈ {1, 2} is the index of the vanishing point

associated with the wall. The four vertices of the wall are then given by

pi =

[
x y 1

]T
(4.41)

qi = pi × voi ×
[
1 0 −xi+1

]T
(4.42)

ri = Haqi (4.43)

si = Hapi . (4.44)

Since each image column intersects exactly one wall, we may think of the scene as a sequence

of walls from left to right in the image. This observation suggests our scene parametrisation,

which is simply a sequence of wall segments (see Figure 4.5. We make the additional obser-

vation that the right edge of a wall (x1 in equation (4.40)) is redundant because it is always
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4.5 Deductions 62

sentation is proportional to the image width, whereas the size of the vertex representation is

proportional to the number of distinct wall segments. See Figure 4.6 for an illustration of this

parametrisation.

We compute the seam representation S from a scene in vertex representation M as follows. For

each j 2 [0, W ] we identify the index of the (unique) wall segment that intersects column j

by finding xi, xi+1 2 M such that xi  j  xi+1. Next we compute si and ri according to

equations (4.44) and (4.43), after which the position of the wall seam at column j is given by

sj = (ri ⇥ si)⇥

0 1 �j

�T

. (4.47)

Finally, the orientation oj at column j is equal to the orientation of the identified wall segment,

oi. The constructive process described above shows that there is exactly one seam S associated

with a scene in vertex representation. However, there is no unique mapping in the reverse

direction. In other words, the mapping from vertex representation to seam representation is

many–to–one.

4.5 Deductions

In this section we make several geometric observations that are crucial to the following chap-

ters.

4.5.1 Classification of Corners

Lee et al. [41] showed that corners between adjacent walls can be divided into three categories

as follows.

• A convex corner occurs where two wall segments meet exactly and form an internal angle
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Figure 4.4: The row/column indices ci, ci+1, ri, together with the vanishing point index ai 2
{l, r} and the homology Ha fully determine the four vertices of a wall.

The four vertices of the wall are then given by

pi =


x y 1

�t

(4.41)

qi = pi ⇥ va ⇥

1 0 �ci+1

�T

(4.42)

ri = Haqi (4.43)

si = Hapi . (4.44)

Figure 4.4 illustrates the geometry of the parametrisation above. Since each image column

intersects exactly one wall, we may think of the scene as a sequence of walls from left to right

in the image. This observation suggests our scene parametrisation, which is simply a sequence

of wall segments. We make the additional observation that the right edge of a wall (x1 in

equation (4.40)) is redundant because it is always coincident with the left edge of the wall to its

right. A scene therefore is fully specified by

M = (x1, y1, o1, x2, y2, o2, . . . , xn�1, yn�1, on�1, xn) . (4.45)

An example scene and its parametrisation is shown in Figure 4.5. Note that although the right

edge of a wall always coincides with the left edge of its neighbour, it is not always the case

that the top and bottom edges of adjacent walls meet at a point, i.e. ri 6= si+1 in general. For
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Figure 4.4: The scalars xi, xi+1, yi, together with the vanishing point index oi ∈ {1, 2} and the
homology Ha fully determine the four vertices of a wall.

coincident with the left edge of the wall to its right. A scene therefore is fully specified by

M = (x1, y1, o1, x2, y2, o2, . . . , xn−1, yn−1, on−1, xn) . (4.45)

These values are illustrated in Figure 4.5. Note that although the right edge of a wall always

coincides with the left edge of its neighbour, it is not always the case that the top and bottom

edges of adjacent walls meet at a point, i.e. ri 6= si+1 in general. For example, notice the second

wall in Figure 4.5.

Physical Feasibility

Not all scenes M are physically realisable as metric reconstructions, but those that are not can

be discarded using simple tests on the locations of walls and vanishing points as enumerated by

Lee et al. [43]. The reader is referred to their paper for details; the key result for our purposes

is that a model is feasible if all of its corners are feasible, and the feasibility of a corner is

dependent only on the immediately adjoining walls. We discuss these issues in detail during

Chapter 6.
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Figure 4.4: The row/column indices ci, ci+1, ri, together with the vanishing point index ai 2
{l, r} and the homology Ha fully determine the four vertices of a wall.

The four vertices of the wall are then given by
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qi = pi ⇥ va ⇥

1 0 �ci+1
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(4.42)

ri = Haqi (4.43)

si = Hapi . (4.44)

Figure 4.4 illustrates the geometry of the parametrisation above. Since each image column

intersects exactly one wall, we may think of the scene as a sequence of walls from left to right

in the image. This observation suggests our scene parametrisation, which is simply a sequence

of wall segments. We make the additional observation that the right edge of a wall (x1 in

equation (4.40)) is redundant because it is always coincident with the left edge of the wall to its

right. A scene therefore is fully specified by

M = (x1, y1, o1, x2, y2, o2, . . . , xn�1, yn�1, on�1, xn) . (4.45)

An example scene and its parametrisation is shown in Figure 4.5. Note that although the right

edge of a wall always coincides with the left edge of its neighbour, it is not always the case

that the top and bottom edges of adjacent walls meet at a point, i.e. ri 6= si+1 in general. For

example, notice the second edge in Figure 4.5.
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Figure 4.5: The meaning of the parameters in the vertex representation is illustrated through
a constructive example. (1) The top–left corner of the first wall is at (x1, y1). (2) The top–right
corner of the first wall is found by intersecting the vanishing line with the line x2. Then both
points are projected through Ha, yielding the four corners of the first wall. (3) The top–left
corner of the second wall is at (x2, y2). (4) This is repeated to build up the entire model.

4.4.3 The Seam Representation

For the purpose of the probabilistic model that we will present in chapter Chapter 6 we will

now present an additional, slightly different parametrisation that we will refer to as the seam

representation of indoor Manhattan scenes. We will refer to the parametrisation of equation

(4.45) as the vertex representation. A scene in vertex representation M uniquely determines a

scene in seam S representation, but the converse is not true. For this reason we will always

work in the vertex representation during inference, but to evaluate likelihoods, priors, and

posteriors for a fixed scene we will find it notationally more convenient to work in the seam

representation. Under the seam representation a scene is represented by associating a pair of
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Saturday, August 18, 12

Figure 4.6: An example of an indoor Manhattan scene and its seam representation shown in
red. The black dotted lines can be recovered from the seam using the Manhattan homologyHa.

scalars (sj , oj) to each image column j,

S = {(sj , oj)}Wj=0 , (4.46)

where sj is the y–coordinate of the bottom edge of the wall that intersects the jth column,

and oj ∈ {1, 2} is the index of its associated vanishing point. Note that the size of this repre-

sentation is proportional to the image width, whereas the size of the vertex representation is

proportional to the number of distinct wall segments. See Figure 4.6 for an illustration of this

parametrisation.

We compute the seam representation S from a scene in vertex representation M as follows. For

each j ∈ [0,W ] we identify the index of the (unique) wall segment that intersects column j

by finding xi, xi+1 ∈ M such that xi ≤ j ≤ xi+1. Next we compute si and ri according to

equations (4.44) and (4.43), after which the position of the wall seam at column j is given by

sj = (ri × si)×
[
0 1 −j

]T
. (4.47)

Finally, the orientation oj at column j is equal to the orientation of the identified wall segment,

oi. The constructive process described above shows that there is exactly one seam S associated
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Figure 4.7: Each corner in an indoor Manhattan environment can be categorised as concave,
convex, or occluding.

with a scene in vertex representation. However, there is no unique mapping in the reverse

direction. In other words, the mapping from vertex representation to seam representation is

many–to–one.

4.5 Deductions

In this section we make several geometric observations that are crucial to the following chap-

ters.

4.5.1 Classification of Corners

Lee et al. [43] showed that corners between adjacent walls can be divided into three categories

as follows.

• A convex corner occurs where two wall segments meet exactly and form an internal angle

not greater than 180◦, i.e.

ri = si+1 (4.48)

and (4.49)

(si − ri) · (qi − ri)
‖si − ri)‖‖(qi − ri‖

≤ (ri+1 − ri) · (qi − ri)
‖ri+1 − ri)‖‖(qi − ri‖

. (4.50)
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• A concave corner occurs where two wall segments meet exactly and form an internal angle

greater than 180◦, i.e.

ri = si+1 (4.51)

and (4.52)

(si − ri) · (qi − ri)
‖si − ri)‖‖(qi − ri‖

>
(ri+1 − ri) · (qi − ri)
‖ri+1 − ri)‖‖(qi − ri‖

. (4.53)

• An occluding corner occurs where two wall segments meet but their lower edges do not

coincide, i.e.

ri 6= si+1 (4.54)

Examples of each type of corner are shown in Figure 4.7.

4.5.2 Recovering Metric Scene Structure

We now show that once Rw and Z are known, a scene M in vertex representation uniquely

specifies a 3D model. We show this by demonstrating how to convert a scene M to a floorplan

F , after which we may apply equations (4.41), (4.42), (4.43), and (4.44) to recover a polygonal

reconstruction. In the single image context, the reconstruction is recovered up to scale (there is

only a one–parameter scale ambiguity since cameras are assumed calibrated and vanishing di-

rections are assumed mutually orthogonal). In the context of multiple views the reconstruction

is recovered within the coordinate system in which the camera poses are given to us (which is

typically the coordinate system identified by structure–from–motion).

Let backproject(p;w,K,R, t) be the back–projection of image point p onto the plane x ·w = 0

given camera intrinsics K and extrinsics R, t. To compute this we solve for y in

Py = 0 (4.55)
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where

P =




KR Kt− p

0 0 1 −zf


 . (4.56)

We will usually omit the camera parameters and simply write backproject(p;w). Furthermore,

since we will often be back–projecting onto planes orthogonal to the z axis we adopt the short–

hand

backproject(p; z) = backproject(p;

[
0 0 1 −z

]
) . (4.57)

To recover a floorplan F from a scene M we simply need to back–project qi, si pairs onto the

floor plane. This is formalised in Algorithm 4.1.

Algorithm 4.1 Recovering a metric 3D scene from the vertex representation M .
Require: M = (x1, y1, o1, . . . , xn) {a scene in vertex representation}
Ensure: F = {(ui,vi)}
F ← ∅
for i = 1 . . . n− 1 do
ui = backproject(si; zf )
ui = backproject(ri; zf )
F ← F ∪ (ui,vi)

end for

4.5.3 Recovering Orientation and Depth

We say that an indoor Manhattan scene M predicts the depth dp of each pixel p because we

can compute the depth of each p given the hypothesis M . All depths are recovered within

the coordinate system given to us by structure–from–motion. Similarly, a scene predicts an

orientation ap ∈ {1, 2, 3} for each pixel, which is the orientation of the 3D surface that projects

to p.

To compute either the orientation ap or depth dp for an image point p we first need to identify

a wall that contains p within its (image–domain) outline. If there is such a wall then p has the

orientation of that wall and we back–project p onto the wall in 3D to recover depth. If p is not

contained by any wall then p must be on the floor or ceiling and therefore has the horizontal

orientation. In this case we recover depth by back–projecting onto the floor or ceiling plane,
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Algorithm 4.2 Recovering orientation and depth for an image location p under a scene hy-
pothesis M .
Require: M = (x1, y1, o1, . . . , xn) {a scene in vertex representation}
Require: p = (x, y) ∈ R2

Require: x1 ≤ x < xn
Ensure: ip ∈ [1, n], ap ∈ {1, 2, 3}, dp > 0

for i = 1 . . . n− 1 do
if xi ≤ x < xi+1 then
{Compute the floor–wall and ceiling–wall seam in column x}
sf ← e2 · (si × ri)×

[
1 0 −x

]T

sc ← e2 · (si × ri)×
[
1 0 −x

]T
if y < sc then
ap ← “vertorient′′

Xp ← backproject(p; zc)
else if sc < y < sf then
ap ← ox

wp ←
[
1 0 0 −backproject(xf ; zf ) · e1

]T
Xp ← backproject(p;wp)

else
ap ← “vertorient′′

Xp ← backproject(p; zf )
end if
dp ← (RXp + t) · e3

return
end if

end for

according to whether p is above or below the horizon respectively. This process is formalised

in Algorithm 4.2.

These calculations are considerably simpler in the seam representation, which is why it proves

useful in following chapters. Suppose we are given a scene in seam representation S and an

integer pixel location p ∈ Z2. We first look up the the pair (sj , oj) ∈ S for the column j in

which the pixel p falls. Denote this pair (sx, ox). Then the floor–wall seam in column x is at

sf = sx and the ceiling–wall seam can be recovered using the Manhattan homology. From here

the orientation and depth at p are obtained using the procedure shown in Algorithm 4.3.
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Algorithm 4.3 Recovering orientation and depth for an image location p under the seam rep-
resentation S.
Require: S = {(sj , oj)} {a scene in seam representation}
Require: p = (x, y) ∈ Z2 {a query pixel}
Ensure: ap ∈ {1, 2, 3}, dp > 0
{Compute the floor–wall and ceiling–wall seam in column x}
sf ← sx

xf ←
[
x sf 1

]T
xc ← Haxf
sc ← xc·e2

xc·e3
if y < sc then
ap ← “vertorient′′

Xp ← backproject(p; zc)
else if sc < y < sf then
ap ← ax

wp ←
[
1 0 0 −backproject(xf ; zf ) · e1

]T
Xp ← backproject(p;wp)

else
ap ← “vertorient′′

Xp ← backproject(p; zf )
end if
dp ← (RXp + t) · e3

4.5.4 Column–wise Decomposability

We have so far shown that the vertex representation suffices to recover metric scene structure

up to scale, and that the depth and orientation predicted for each pixel can be computed di-

rectly from either the vertex or seam representation. One property of particular significance for

the algorithms to be presented in the remainder of this thesis is that the procedure of Algorithm

4.3 only requires access to the pair (sj , oj) for the image column j that contains the query pixel.

That is, the depth and orientation predicted for a pixel p are functionally independent of the

location of the floor–wall seam in columns other than the one containing p.

4.6 Conclusion

We have presented the indoor Manhattan model, in which the world is represented by floor,

ceiling, and wall planes. We have motivated this model in terms of its salience, compactness,
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and the simple parametrisations it permits. The vertex and seam representations are the pri-

mary contributions of this chapter; their specific structure is crucial to all following chapters.

In particular, we will make repeated use of the decomposability property described in Section

4.5.4. While this chapter has described the geometry of ideal indoor Manhattan environments,

the system that we develop in this thesis is not restricted to such sterile conditions; rather, the

model presented in this chapter describes the scene structure that we seek to recover despite

clutter and sensor noise.



5
Identifying Manhattan Orientations

In order to make use of the Manhattan world assumption we must first discover

the orientation of the Manhattan world with respect to the camera. This chap-

ter focuses on estimating a 3D rotation that transforms the three cardinal Man-

hattan orientations onto the x, y, and z axes. In contrast to much previous work,

we seek to recover this rotation given a sequence of calibrated images, such as

may be provided by a structure–from–motion or SLAM system. Where previous

multiple–view approaches have focused on surface normal estimates derived from

a reconstructed point cloud, we build upon ideas from single–view vanishing point

detection and cast estimation in terms of photometric information. We develop

a probabilistic model relating observed line segments to the 3D rotation we seek,

and solve maximum–likelihood inference using an Expectation–Maximisation al-

gorithm. Our likelihoods are derived from principled error models, and estimation

is performed as a single optimisation. We show that our approach substantially

out–performs a state–of–the–art approach based on surface normals, while provid-

ing much greater robustness than single–view vanishing point estimation.1

1This work was published in part in:
Flint, Mei, Murray, and Reid, “Growing Semantically Meaningful Models For Visual SLAM”, in Proceedings of the
2010 Conference on Computer Vision and Pattern Recognition[22]
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5.1 Introduction

Many man–made environments contain numerous surfaces oriented in three mutually orthog-

onal directions. In order to leverage the special structure of these Manhattan scenes we must

identify these three canonical directions. Since these directions are assumed to be orthogonal to

one another, identifying them is equivalent to finding a 3–dimensional rotation Rw that maps

them onto the x, y, and z axes.

We assume that an estimate of the camera pose for each frame is available, such as might be

provided by a structure–from–motion system. We will not use any point cloud generated from

structure–from–motion in this chapter. We assume that the provided camera poses are mea-

sured in a fixed but arbitrary coordinate frame. Determining Rw in the context of a single

image is equivalent to detecting vanishing points since three vanishing points and a calibrated

camera are sufficient to recover Rw. However, in the multiple view context it makes sense

to estimate Rw jointly using all available information, rather than to merge single–view esti-

mates post–hoc. One view of the contribution of this chapter is therefore as a generalisation of

vanishing point detection to multiple calibrated views.

We estimate Rw using the assumption that a significant number of the observed line segments

correspond to one of three Manhattan orientations. We present a graphical model relating

line segments to Rw, then we present an Expectation–Maximisation algorithm for inference

within this model. Our likelihoods are derived from a well–defined model of image formation,

and we optimise jointly with respect to all line segments in all views in a single optimisation.

Our approach parallels ideas presented in the context of single–view vanishing point detec-

tion, particularly those of Andrew Zisserman [29] and Frank Dellaert [60]. Our contribution

is a principled way to incorporate multiple calibrated views into a single optimisation, and an

empirical demonstration that doing so significantly out–performs both single–view vanishing

point estimation and surface–normal–based estimators.
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5.2 Background

Vanishing point detection has a long history in the computer vision literature, beginning with

the seminal work of Barnard et al. [4]. In this section we survey key contributions within this

literature and discuss their relationship to our work.

5.2.1 Single View Approaches

Several approaches to single–image vanishing point detection have been proposed in the liter-

ature [4, 42, 62]. Common among all such approaches is the use of line segments as the funda-

mental observation from which inference is performed. The vanishing points under considera-

tion are assumed to generate several associated line segments, all of which meet at the vanish-

ing point (modulo measurement errors). The estimation of vanishing points is approached in

various ways. The classic approach due to Barnard [4] was to project images onto the Gaussian

sphere and use the Hough transform to identify vanishing points. Several authors have pro-

posed similar voting schemes under different parametrisations of the accumulator space that

improve statistical robustness.

Shufelt [62] introduced explicit error models for observed line segments, but retained the voting–

based estimation strategy. Hartley and Zisserman [29] first proposed a generative model relat-

ing vanishing point to line segments and cast maximum likelihood estimation as a non–linear

estimation problem. We make similar modelling assumptions in the present work. Kanatani

[39] minimised the algebraic deviation of vanishing points from observed line segments, which

leads to an efficient linear least–squares solution at the cost of a less precise error model. Schin-

der and Dellaert [60] laid out an integrated Bayesian approach to the estimation of multiple

vanishing points.

The approaches discussed thus far estimate vanishing points independently, using K–means

clustering or the expectation maximisation algorithm to resolve the assignment of line seg-

ments to vanishing points. Coughlan and Yuille [12] observed that under the Manhattan world
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assumption the three cardinal vanishing points are mutually orthogonal and hence their loca-

tions in the image plane are highly correlated. Rather than estimating three independent van-

ishing points, the authors cast the estimation problems in terms of Euler angles corresponding

to Rw, resulting in a three–DoF estimation problem in place of the 6 for independent vanishing

point estimation. Koseckà and Zhang [42] showed that the Manhattan world assumption can

be exploited even in the case of an uncalibrated camera. Their approach used a prior on camera

intrinsics to condition the estimation process, though the estimation of three vanishing points

was not explicitly coupled after this stage.

Denis et al. [16] took this a step further by exploiting a prior on the rotation Rw learned from

training data. Whereas Coughlan and Yuille used a discretisation of the space of rotations to

identify Rw, they showed how to exploit the Manhattan world assumption under the more

principled Expectation–Maximisation approach of Schindler and Dellaert [60]. The M–step in

their approach is a non–linear optimisation over rotations, leveraging the maximum likelihood

reprojection error of Hartley and Zisserman[29].

Sinha et al. [63] show how vanishing points in different views can be optimised jointly with

structure and motion inside a single bundle adjustment. Their approach fixes the line/vanishing–

point associations using multi–hypothesis RANSAC in individual views. Structure, motion,

and vanishing directions are then optimised jointly while holding the data associations fixed.

Our approach differs from theirs in that (1) we optimise the data association variables linking

lines to vanishing points jointly with the vanishing point locations; and (2) we do not refine

structure and motion using the vanishing points.

Mirzaei and Roumeliotis [50] showed that minimising the algebraic error for three mutually

orthogonal vanishing points can be solved globally using a polynomial solver. Their approach

assumes the algebraic error; it is not clear whether the reprojection error leads to a likelihood

that is amenable to a polynomial solution.

Bazin et al. [5] recently proposed a novel globally–optimal vanishing point algorithm based on

branch–and–bound. They search over partitions of the observed line segments, constrained by
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the requirement that each partition must be consistent with some vanishing point to a tolerance

τ . This approach is attractive because it is guaranteed to find the global optimum. The authors

optimise an objective function based on the number of consistent line segments, whereas most

previous approaches optimise a log–likelihood.

5.2.2 Multiple View Approaches

The literature concerning vanishing point estimation from multiple views is sparse, and gen-

erally involves non–photometric approaches to recover Rw. Furukawa and Curless [26] use

multiple–view stereo to recover a dense point cloud, then estimate Rw by clustering surface

normals on the unit hemisphere. Werner and Zisserman [73] identify vanishing points in-

dependently in several uncalibrated views, then resolve associations between views using a

combinatorial search.

5.3 Overview of Proposed Approach

Reliable vanishing point detection from single images is fundamentally challenging in envi-

ronments in which axis–oriented edges are rare, or in which one or two cardinal orientations

have very few associated edges. Both scenarios are common in video sequences of indoor en-

vironments since the camera often views only a small portion of the scene. On the other hand,

obtaining a dense reconstruction is a complex and computationally expensive pre–requisite

for a three–parameter estimation problem. Furthermore, the point cloud provided by on–line

structure–from–motion is too sparse to obtain accurate surface normal estimates.

We overcome these difficulties by reasoning in terms of line segments and integrating obser-

vations from many frames into the estimation. Since Rw is fixed for all frames it makes sense

to leverage all available data during estimation. Whereas previous approaches often estimate

vanishing points as a precursor to reconstructing camera poses [42, 73], we prefer to rely on the

structure–from–motion system to provide camera poses, then recover vanishing points after-
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5.5 Estimating the Manhattan Coordinate Frame

We now turn to the inference algorithm that we use to perform a maximum–likelihood estimate

of Rw under the probabilistic assumptions described in the previous section. We begin by

running the Canny edge detector [9], followed by an edge linking algorithm [44] to identify a

set of straight line segments lj = {p : lj · p = 0}.

Under the model presented in the previous section, the likelihood of Rw is

P (L | Rw, {Ri}) =

Z
P (L, Z | Rw, {Ri}) dZ . (5.13)

For brevity we will omit the camera poses {Ri} in the remainder of this section; it may be

assumed that all probabilities to follow are conditioned on {Ri}.

The indicators Z are latent variables over which we need to marginalise in order to perform

inference on Rw. Integrating explicitly over z is intractable so we turn to the expectation–

maximisation algorithm, which alternately refines estimates of the posterior on Z (the “E–

step”) and Rw (the “M–step”).

Due to the iterative nature of the EM algorithm we adopt superscript notation for the scene

rotation and indicators to make clear the dependence between successive time steps. Rt
w is the

estimate of the scene rotation at time t and qt is the estimate for the posterior on Z at time t.

Note that the former is an estimate of a variable but the latter is an estimate of a distribution.

For notational convenience we will treat q as a continuous function, though of course in practice

we really just store sufficient statistics for q. Also note that we never actually store or estimate

the values of the indicators Z, so we have no need for superscripts on this variable. Although

z does appear in the derivations to follow, in every equation we are either marginalising it out,

or defining a function over it.
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when reasoning about vanishing points.) Next we sample each zi from a categorical distribu-

tion with mixing parameters ⇡. If zi = sp then we the line segment l̄ is sampled uniformly

from the image. Otherwise, we sample l̄ as follows.

The vanishing point v corresponding to zi is

vzi = RiRwezi . (5.1)

We sample a ray through v, then sample a line segment l̄ = (ā, b̄) along the ray. We add

isotropic Gaussian noise to arrive at the measured line segment l = (a, b):

a ⇠ N (ā,⌃) (5.2)

b ⇠ N (b̄,⌃) . (5.3)

This process is illustrated by the graphical model in Figure 5.1.

5.4.1 Likelihood for Line Segments

The likelihood P (li | zi, Rw) can be simplified as follows

P (li | zi, Rw) =

Z
P (li | l̄) P (̄l | zi, Rw) dl̄ (5.4)

= N (d(l)i, vzi); 0, �) (5.5)

where d(l, v) is the reprojection error illustrated in Figure 5.2. d is computed as follows. First,

draw a line between the vanishing point v and the mid–point of the line segment l,

mik = vk ⇥
ai + bi

2
(5.6)
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Figure 5.1: A graphical model relating line segments to vanishing points.

to rely on the structure–from–motion system only to provide camera poses, then recover van-
ishing points afterwards. Under this problem setup we can relate line segments in all views
directly to Rw and therefore incorporate all available evidence into a joint estimation. We show
that this is both computationally efficient and avoids the fragile single–view estimation sce-
nario.

5.4 Generative Model

We assume the graphical model shown in Figure 5.1. The variable z bears special explanation.
It is a binary vector of length 4 indicating which vanishing point each line segment is associated
with. Exactly one element is set to 1, the other three are 0. The first three elements correspond
to the three vanishing points; the fourth element corresponds to a spurious observation not
associated with any of the three Manhattan directions. We denote the (binary) value of the kth

element zik, but we will also write zi = k as shorthand for the event that zi is the binary vector
with the kth element set to 1 and the others set to zero. For clarity we write zi = sp in place of
zi = 4.
The generative process operates as follows. First we sample a scene orientation Rw and the
rotation component of the camera pose, Ri for each frame. (Camera translation plays no part
when reasoning about vanishing points.) Next we sample each zi from a categorical distribu-
tion with mixing parameters ⇡. If zi = sp then we the line segment l̄ is sampled uniformly
from the image. Otherwise, we sample l̄ as follows.
The vanishing point v corresponding to zi is

vzi = RiRwezi . (5.1)

We sample a ray through v, then sample a line segment l̄ = (ā, b̄) along the ray. We add
isotropic Gaussian noise to arrive at the measured line segment l = (a, b):

a ⇠ N (ā,⌃) (5.2)

b ⇠ N (b̄,⌃) . (5.3)

This process is illustated by the graphical model in Figure 5.1.
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a ⇠ N (ā,⌃) (5.2)

b ⇠ N (b̄,⌃) . (5.3)

This process is illustated by the graphical model in Figure 5.1.

5.4 Generative Model 54

Figure 5.1: A graphical model relating line segments to vanishing points.

to rely on the structure–from–motion system only to provide camera poses, then recover van-
ishing points afterwards. Under this problem setup we can relate line segments in all views
directly to Rw and therefore incorporate all available evidence into a joint estimation. We show
that this is both computationally efficient and avoids the fragile single–view estimation sce-
nario.

5.4 Generative Model

We assume the graphical model shown in Figure 5.1. The variable z bears special explanation.
It is a binary vector of length 4 indicating which vanishing point each line segment is associated
with. Exactly one element is set to 1, the other three are 0. The first three elements correspond
to the three vanishing points; the fourth element corresponds to a spurious observation not
associated with any of the three Manhattan directions. We denote the (binary) value of the kth

element zik, but we will also write zi = k as shorthand for the event that zi is the binary vector
with the kth element set to 1 and the others set to zero. For clarity we write zi = sp in place of
zi = 4.
The generative process operates as follows. First we sample a scene orientation Rw and the
rotation component of the camera pose, Ri for each frame. (Camera translation plays no part
when reasoning about vanishing points.) Next we sample each zi from a categorical distribu-
tion with mixing parameters ⇡. If zi = sp then we the line segment l̄ is sampled uniformly
from the image. Otherwise, we sample l̄ as follows.
The vanishing point v corresponding to zi is

vzi = RiRwezi . (5.1)

We sample a ray through v, then sample a line segment l̄ = (ā, b̄) along the ray. We add
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(a) Error model for line observations.
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Figure 5.2: Illustration of our error model for line segments.

5.4.1 Likelihood for Line Segments

The likelihood P (li | zi, Rw) can be simplified as follows

P (li | zi, Rw) =

Z
P (li | l̄) P (̄l | zi, Rw) dl̄ (5.4)

= N (d(l)i, vzi); 0, �) (5.5)

where d(l, v) is the reprojection error illustrated in Figure 5.3. d is computed as follows. First,
draw a line between the vanishing point v and the mid–point of the line segment l,

mik = vk ⇥
ai + bi

2
(5.6)

Now, d is the distance between the line m and either of the two end points of l (the two quan-
tities are equal, as evident by inspecting Figure 5.3). So

d(li, vk) =
ai · mik

(ai · e3)⌘ik
(5.7)

⌘ik =
p

(mik · e1)2 + (mik · e2)2 . (5.8)
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(b) The reprojection error, d.

Figure 5.2: Illustration of our error model and various geometric quantities involved in the
derivations in the main text.

5.4 Generative Model

We assume the graphical model shown in Figure 5.1. The variable z bears special explanation.

It is a binary vector of length 4 indicating which vanishing point each line segment is associated

with. Exactly one element is set to 1, the other three are 0. The first three elements correspond

to the three vanishing points; the fourth element corresponds to a spurious observation not

associated with any of the three Manhattan directions. We denote the (binary) value of the kth

element zik, but we will also write zi = k as shorthand for the event that zi is the binary vector

with the kth element set to 1 and the others set to zero. For clarity we write zi = sp in place of

zi = 4.

The generative process operates as follows. First we sample a scene orientation Rw and the

rotation component of the camera pose, Ri for each frame. (Camera translation plays no part
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when reasoning about vanishing points.) Next we sample each zi from a categorical distribu-

tion with mixing parameters ⇡. If zi = sp then we the line segment l̄ is sampled uniformly

from the image. Otherwise, we sample l̄ as follows.

The vanishing point v corresponding to zi is

vzi = RiRwezi . (5.1)

We sample a ray through v, then sample a line segment l̄ = (ā, b̄) along the ray. We add

isotropic Gaussian noise to arrive at the measured line segment l = (a, b):

a ⇠ N (ā,⌃) (5.2)
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wards. Under this problem setup we can relate line segments in all views directly to Rw and

therefore incorporate all available evidence into a joint estimation. We show that this is both

computationally efficient and avoids the fragile single–view estimation scenario.

The structure–from–motion system we have chosen to work with is the parallel tracking and

mapping (PTAM) approach of Klein and Murray [40]. This approach is suitable for online

experiments, although this comes at the cost of reduced accuracy compared to global bun-

dle adjustment. Importantly, PTAM can encounter scale and orientation drift, so the maps it

builds may not be perfectly metric. While our results with this system are promising, we do

notice small vanishing point inconsistencies between frames, which can lead to errors in our

reconstructions. When operating offline, this could be alleviated by running global bundle

adjustment prior to executing our system.

5.4 Generative Model

We assume the graphical model shown in Figure 5.1. The generative process operates as fol-

lows. First we sample a scene orientation Rw and the rotation component of the camera pose,

Rj for each frame. (Camera translation plays no part when reasoning about vanishing points.)

Next we sample a discrete variable zi from a categorical distribution with mixing parameters
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We assume the graphical model shown in Figure 5.1. The variable z bears special explanation.
It is a binary vector of length 4 indicating which vanishing point each line segment is associated
with. Exactly one element is set to 1, the other three are 0. The first three elements correspond
to the three vanishing points; the fourth element corresponds to a spurious observation not
associated with any of the three Manhattan directions. We denote the (binary) value of the kth

element zik, but we will also write zi = k as shorthand for the event that zi is the binary vector
with the kth element set to 1 and the others set to zero. For clarity we write zi = sp in place of
zi = 4.
The generative process operates as follows. First we sample a scene orientation Rw and the
rotation component of the camera pose, Ri for each frame. (Camera translation plays no part
when reasoning about vanishing points.) Next we sample each zi from a categorical distribu-
tion with mixing parameters ⇡. If zi = sp then we the line segment l̄ is sampled uniformly
from the image. Otherwise, we sample l̄ as follows.
The vanishing point v corresponding to zi is

vzi = RiRwezi . (5.1)

We sample a ray through v, then sample a line segment l̄ = (ā, b̄) along the ray. We add
isotropic Gaussian noise to arrive at the measured line segment l = (a, b):

a ⇠ N (ā,⌃) (5.2)

b ⇠ N (b̄,⌃) . (5.3)

This process is illustated by the graphical model in Figure 5.1.
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(a) Error model for line observations.

5.4 Generative Model 55

Figure 5.2: Illustration of our error model for line segments.

5.4.1 Likelihood for Line Segments

The likelihood P (li | zi, Rw) can be simplified as follows

P (li | zi, Rw) =

Z
P (li | l̄) P (̄l | zi, Rw) dl̄ (5.4)

= N (d(l)i, vzi); 0, �) (5.5)

where d(l, v) is the reprojection error illustrated in Figure 5.3. d is computed as follows. First,
draw a line between the vanishing point v and the mid–point of the line segment l,

mik = vk ⇥
ai + bi

2
(5.6)

Now, d is the distance between the line m and either of the two end points of l (the two quan-
tities are equal, as evident by inspecting Figure 5.3). So

d(li, vk) =
ai · mik

(ai · e3)⌘ik
(5.7)

⌘ik =
p

(mik · e1)2 + (mik · e2)2 . (5.8)
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(b) The reprojection error, d.

Figure 5.2: Illustration of our error model and various geometric quantities involved in the
derivations in the main text.

π. The variable zi is a binary vector of length 4 indicating which vanishing point each line

segment is associated with. Exactly one element is set to 1, the other three are 0. The first three

elements correspond to the three vanishing points, the fourth to a spurious observation not

associated with any of the three Manhattan directions. We denote the (binary) value of the kth

element zik, but we will also write zi = k as shorthand for the event that zi is the binary vector

with the kth element set to 1. For clarity we write zi = sp in place of zi = 4. If zi = sp then

the line segment l̄i is sampled uniformly from the image. Otherwise, l̄i is associated with the

vanishing point vzi and is sampled as follows.
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The vanishing point corresponding to zi is

vzi = RjRwezi . (5.1)

We sample a ray through v, then sample a line segment l̄ = (ā, b̄) along the ray. We add

isotropic Gaussian noise to arrive at the measured line segment l = (a, b):

a ∼ N (ā,Σ) (5.2)

b ∼ N (b̄,Σ) . (5.3)

This process is illustrated by the graphical model in Figure 5.1.

The likelihood for line segments is

P (li | zi, Rw) = N (d(li,vzi); 0, σ) (5.4)

where d(l,v) is the reprojection error illustrated in Figure 5.2. d is computed as follows. First,

draw a line between the vanishing point v and the mid–point of the line segment l,

mik = vk ×
ai + bi

2
(5.5)

Now, d is the distance between the line m and either of the two end points of l (the two quan-

tities are equal, as evident by inspecting Figure 5.2). So

d(li,vk) =
ai ·mik

(ai · e3)ηik
(5.6)

ηik =
√

(mik · e1)2 + (mik · e2)2 . (5.7)

5.5 Estimating the Manhattan Coordinate Frame

We now turn to the inference algorithm that we use to find the maximum–likelihood estimate

of Rw under the probabilistic assumptions described in the previous section. We begin by
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running the Canny edge detector [9], followed by an edge linking algorithm [42] to identify a

set of straight line segments lj = {p : lj · p = 0}.

Under the model presented in the previous section, the likelihood of Rw is

P (L | Rw, {Ri}) =

∫
P (L,Z | Rw, {Ri}) dZ . (5.8)

For brevity we will omit the camera poses {Ri} in the remainder of this section; it may be

assumed that all probabilities to follow are conditioned on {Ri}.

The indicators Z are latent variables over which we need to marginalise in order to perform in-

ference on Rw. Integrating explicitly is intractable so we turn to the expectation–maximisation

(EM) algorithm, which alternately refines estimates of the posterior on Z (the “E–step”) and

Rw (the “M–step”).

Due to the iterative nature of the EM algorithm we adopt superscript notation for the scene

rotation and indicators to make clear the dependence between successive time steps. Rtw is the

estimate of the scene rotation at time t and qt is the estimate for the posterior on Z at time t.

Note that the former is an estimate of a variable but the latter is an estimate of a distribution.

For notational convenience we will treat q as a continuous function, though of course in practice

we really just store sufficient statistics for q. Also note that we never actually store or estimate

the values of the indicators Z, so we have no need for superscripts on this variable. Although

Z does appear in the derivations to follow, in every equation we are either marginalising it out,

or defining a function over it.

5.5.1 Complete Data Likelihood

In sections to follow we will need to deal with the complete data likelihood,

P (L,Z | Rw) =
∏

i

P (li, zi | Rw) (5.9)
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The likelihood terms P (li, zi | Rw) depend on zi in a complicated way, since li is drawn from a

different distribution depending on zi:

P (li, zi | Rw) = P (zi | Rw) P (li, | zi, Rw) (5.10)

=





π1N
(
d(li, RiRwe1

)
; 0, σ), if zi = 1

π2N
(
d(li, RiRwe2

)
; 0, σ), if zi = 2

π3N
(
d(li, RiRwe3

)
; 0, σ), if zi = 3

πsp
1
Zsp
, if zi = sp .

(5.11)

Due to our definition of zi as a binary vector we can express this likelihood in the following

analytic form,

P (li, zi | Rw) =
4∏

k=1

(
P (li | zi = k,Rw)P (zi = k | Rw)

)zik
. (5.12)

5.5.2 The E–step

During this phase we compute sufficient statistics for the posterior on the indicators given a

fixed estimate of Rw. This posterior is

qt(Z) = P (Z | L,Rtw) (5.13)

=

∏
i P (li, zi | Rtw)∫ ∏
i P (li, zi | Rtw) dZ

(5.14)

Consider the term on the top line,

P (li, zi | Rtw) = P (li | zi, Rtw)P (zi | Rtw) . (5.15)

As a function of zi this is simply a categorical distribution: zi can take on 3 possible values,

and we can compute each explicitly since Rtw and li are fixed. Now since equation (5.14) is

a normalised concatenation of categorical distributions, it is itself a categorical distribution,
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meaning that the sufficient statistics for qt are the expectations

Eqt
[
zik
]

=

∫
zikq

t(Z) dZ (5.16)

=
∑

zik∈{0,1}
zikP (zik | li, Rtw) (5.17)

= P (zi = k | li, Rtw) (5.18)

=
P (li, zi = k | Rtw)∑4
j=0 P (li, zi = j | Rtw)

(5.19)

where in the third line we have expanded the sum over the two possible values for zik and

cancelled the one in which zik is 0. Substituting the specific forms for the the complete data

likelihood (5.12),

Eqt
[
zik
]

=

4∏
k=1

(
P (li | zi = k,Rtw)P (zi = k | Rtw)

)zik

4∑
zi=1

4∏
k=1

(
P (li | zi = k,Rtw)P (zi = k | Rtw)

)zik (5.20)

=

(
πspP (li | zi = sp, Rtw)

)zik 3∏
k=1

(
πkP (li | zi = k,Rtw)

)zik

4∑
zi=1

[(
πspP (li | zi = sp, Rtw)

)zik 3∏
k=1

(
πkP (li | zi = k,Rtw)

)zik
] . (5.21)

We now define

ρi = πspP (li | zi = sp, Rtw) (5.22)

si =





1, if zi = sp

0, otherwise
(5.23)
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and substituting into (5.21) we have

Eqt
[
zik
]

=
ρsii

(
πziN (d(l, RiR

t
wek); 0, σ)

)1−si

4∑
zi=1

ρsii

(
πziN (d(l, RiRtwezi); 0, σ)

)1−si
(5.24)

=
ρsii

(
πziN (d(l, RiR

t
wek); 0, σ)

)1−si

ρi +
3∑

zi=1

(
πziN (d(l, RiRtwezi); 0, σ)

) . (5.25)

The E–step therefore consists of computing the expectations for each indicator according to

(5.25), which are sufficient statistics for the posterior on Z. The expression above can be eval-

uated for each indicator in constant time, leading to a complexity for the E–step linear in the

number of observed line segments.

5.5.3 M–step

During this phase we compute Rt+1
w as the maximiser of the expectation of the complete data

log–likelihood under the (fixed) distribution qt. The logarithm of the complete data log–likelihood

(5.12) is

logP (L,Z | Rw) =
∑

i

4∑

k=1

zik

(
logP (li | zi = k,Rw) + logP (zi = k | Rw)

)
(5.26)

=
∑

i

4∑

k=1

zik

(
logN (d(li, RiRwek); 0, σ) + log πk

)
(5.27)

=
∑

i

4∑

k=1

zik

(−d(li, RiRwek)
2

2σ2
+ log πk

)
+ c (5.28)

where c is a constant arising from the logarithm of the normal distribution, which we now drop

since it plays no part in the maximisation to follow. The expectation of the above with respect
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to the distribution qt is

Eqt
[
logP (L,Z | Rw)

]
=

∑

i

4∑

k=1

Eqt
[
zik
](−d(li, RiRwek)

2

2σ2
+ log πk

)
(5.29)

=
∑

i

4∑

k=1

rtik

(−d(li, RiRwek)
2

2σ2
+ log πk

)
(5.30)

where in the last line we have defined and substituted

rtik = Eqt
[
zik
]
. (5.31)

The maximisation we wish to perform is

Rt+1
w = argmax

Rw

Eqt
[
logP (L,Z | Rw)

]
. (5.32)

It is worth examining the expression being maximised and noting which variables it is and

is not a function of. During each M–step, the distribution qt, as represented by the sufficient

statistics computed in the E–step, is held fixed. The expectation is over all possible values of the

indicators Z, each weighted according to qt, which was computed from the previous estimate

Rtw but does not depend on the quantityRw being maximised in this step. Hence the expression

being maximised in (5.32) is a function of Rw alone. Substituting (5.30),

Rt+1
w = argmax

Rw

f(Rw) (5.33)

f(Rw) =
∑

i

4∑

k=1

rtik

(−d(li, RiRwek)
2

2σ2
+ log πk

)
. (5.34)

Importantly, note that rtik is a constant with respect to Rw in the above. We perform the max-

imisation (5.32) by gradient descent. Differentiating (5.34) with respect to Rw,

∂f

∂Rw
=

∑

i

4∑

k=1

rtik

(−dik
σ2

∂dik
∂Rw

)
(5.35)

∂dik
∂Rw

=
1

ai · e3

(
(mik)1e1 + (mik)2e2

ηik3
(mik · ai)−

ai
ηik

)[ai + bi
2

]
×
∂vk
∂Rw

(5.36)
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where

dik = d(li, RiRwek) (5.37)

ηik =
√

(mik · e1)2 + (mik · e2)2 (5.38)

and

[
x
]
× =




0 −x3 x2

x3 0 −x1

−x2 x1 0




(5.39)

is the matrix form for the cross product.

For the purpose of optimisation we write Rw as the product of a fixed part R0 and a variable

part Rδ, the latter of which is represented in the Lie algebra for the special orthogonal group

SO(3), so

Rw = R0Rδ (5.40)

Rδ = exp
(∑

miGi

)
(5.41)

where theGi are the generator matrices for SO(3) and themi provide a minimal representation

for the 3D rotation matrix group. The advantage of using this representation is that after each

gradient step we are guaranteed that Rw remains a pure rotation, unlike under other represen-

tations such as optimising the elements of the 3 × 3 rotation matrix directly. Differentiating v

with respect tom yields
∂vk
∂m

= Ri
∂Rw
∂m

ek . (5.42)

The division of Rw into fixed and variable parts allows us to evaluate the gradient at m = 0

without loss of generality. In this case,

∂vk
∂m

∣∣∣∣
m=0

=

[
RiR0G1ek RiR0G2ek RiR0G3ek

]
. (5.43)

This completes the derivation of the gradient of the error function f with respect to the parametri-
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sationm. We proceed as normal with gradient steps of the form

mt+1 = mt − γ ∂f
∂m

. (5.44)

Due to the low dimensionality of the search space and relatively low curvature of the error

function we found that a simple instantiation of the gradient descent algorithm converged

quickly and robustly. Our algorithm initialises the step size γ to a fixed constant γ0 at the

beginning of each M–step, then divides γ by 2 each time that an update leads to an increase in

the error function. Convergence is detected when γ < ε1 and the value of the error function

decreases by less than ε2 in any one update.

5.5.4 Initialisation

We initialise our EM algorithm using the clustering approach described by Koseckà and Zhang

[42]. This process begins by clustering observed line segments according to their orienta-

tion in the image plane, the basis for this being that Manhattan environments often contain

Manhattan–oriented lines that are close to one another (relative to the distance to the vanishing

point), and hence appear almost parallel. We run K–means clustering on all line segments in

each image separately (with K = 5) then we estimate a least–squares vanishing point for each

cluster that has at least 5 associated line segments. Finally we project vanishing points from all

frames onto the plane at infinity and pick three that are close to mutually orthogonal (by enu-

merating all combinations). We initialise the EM algorithm with an (orthonormalized) rotation

matrix containing the chosen vanishing points as columns.

5.5.5 Summary

To obtainRw we iterate between updating q (the E–step) and optimisingRw (the M–step). Each

M step consists of a gradient descent in the Lie group SO(3). In practice we find that our system

converged in around 25 iterations of the EM algorithm, and that approximately 10 steps were
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required for each gradient descent.

5.6 Results

We evaluated our approach using a dataset of 18 video sequences of 8 unique places, which

we collected in indoor environments such as homes and office spaces. We ran an off–the–shelf

bundle adjuster on each sequence to yield calibrated views, then transformed each sequence

by a random 3D rotation to eliminate any bias in the initial conditions for our optimisation that

might have been introduced by structure–from–motion. We manually provided the ground

truth scene orientation Rw for each sequence. We sampled frames at regular intervals of ap-

proximately one second, then divided all sequences into successive 7–frame blocks. Each such

block is a single “evaluation instance” in our dataset.

We compared four approaches including our own. First, the surface–normal–based approach

of [26] described at the beginning of this chapter, which we refer to by symbol “NRM”. For

each evaluation instance, this algorithm received as input all reconstructed 3D points that were

visible in any of the 7 views in that instance. We were generous to this approach here since the

reconstruction of some of these points may have relied upon data from other frames. Second,

we tested a system identical to ours but in which the reconstruction error was replaced by

the algebraic error — we refer to this system as “ALG” below. Finally, we evaluated our own

system using both a single input view (“SIN”), and all 7 views (“MUL”). The former approach

is hence similar to that of Schindler and Dellaert [60].

The metric we used to compare the estimated and ground truth rotations was

‖RT1 R2 − I‖F . (5.45)

where ‖·‖F denotes the Frobenius norm. We chose this metric because it was shown by Huynh

[36] to be iso–equivalent to many 3D rotation metrics in common usage within the computer

vision literature, including quaternion norms and inner products, and metrics based on Euler
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angles and the Lie algebra so(3).

Table 5.1 summarises the performance of each algorithm. Unsurprisingly, the surface normal

approach fails under the sparse structure–from–motion point clouds — it was proposed in

the context of dense reconstructions. Strikingly, the multiple–view algebraic minimiser per-

forms consistently worse than single–image estimation. Our investigations suggest that this

is because the algebraic error is an even poorer approximation to the reprojection error in the

multiple view context than in the single–view context, since among many frames there is a high

likelihood of observing a vanishing point close to infinity. As a vanishing point moves towards

infinity, the algebraic error diverges from the reprojection error, and the error terms for vanish-

ing points near infinity to dominate the objective function. This leads to poorly reconstructed

vanishing points since the optimisation focuses almost exclusively on these very large error

terms, ignoring the majority of the image evidence.

We ran a separate experiment to explore the relationship between the number of frames used

for estimation and the quality of the estimated rotation; these results are shown in Figure 5.3.

As the number of frames used for estimation increases, the quality of the estimator described

in this chapter improves as expected. However, it is interesting to note that the algebraic min-

imiser actually degrades for more than 5 input frames. This supports our hypothesis above

that the algebraic error is an even poorer choice in the multiple–view context than for single

images.

Our third experiment explored the convergence properties of the gradient descent component

of our optimisation. Starting from an initial rotation a specified distance from the ground truth,

we plotted the progress of our algorithm after each gradient step (Figure 5.4). In this experi-

ment the indicators Z were assumed known. Progress was measured both in terms of the

log–likelihood, which the optimiser itself has access to (lower figure), and distance to ground

truth, which the optimiser obviously does not have access to (upper figure). This experiment

shows two things. First, that the basin of attraction is very wide — convergence is robust for

distances up to 1.0, which is a large distance in the metric (5.45). Second, that the log-likelihood

accurately tracks the ground truth error in practice, since the runs that did not converge to the
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Sequence Error for NRM Error for ALG Error for SIN Error for MUL

Kitchen 0.53 0.59 0.037 0.019
Foyer 1 0.72 0.77 0.054 0.039
Foyer 2 0.81 0.75 0.070 0.021
Bursary 0.50 0.53 0.067 0.030
Ground 0.90 0.68 0.55 0.66
Atrium 0.84 1.00 0.31 0.16
MCR 0.56 0.56 0.06 0.04
Corridor 0.58 0.78 0.20 0.21

Table 5.1: Distance between estimated and ground truth rotation for four algorithms. Each
cell shows the average error over all frames within a given sequence. From left to right the
algorithms are the point–cloud procedure of [26] (NRM), Expectation–Maximisation using the
algebraic error (ALG), Expectation–Maximisation using the geometric error applied to single
(SIN) and multiple (MUL) images. All algorithms other than SIN were given 7 input frames in
this experiment.

ground truth also terminated at much lower log–likelihoods.

Finally, examples of the output from the four systems described above are shown in Figures

5.5, 5.6, and 5.7.

5.7 Identifying The Vertical Direction

Of the three dominant directions defined by Rw, two correspond to horizontal directions and

the third to the vertical direction. The latter is semantically distinct since it defines the orienta-

tion of the ground and ceiling planes, as well as the direction in which gravity operates. It is

easy to identify the vertical axis since humans necessarily move over the ground plane when

capturing video sequences, and have limited scope for moving the camera in the up–down di-

rection. We therefore set the vertical axis to that over which camera positions range the least.

Having identifiedRw there are only three possible choices, and we found this heuristic to work

correctly in all of our evaluation sequences.
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(a) Estimation error versus number of input frames.

Saturday, August 25, 12

(b) A magnification of the third series above.

Figure 5.3: Plots showing the performance of three algorithms as the number of input frames
is increased. We compute each data point by executing the relevant algorithm on sets of n
consecutive frames drawn from our dataset, where n is the value shown on the x–axis. The
y–axis shows the average distance between the estimated and ground truth rotation, with error
bars showing 90% confidence intervals for the observed error distributions.
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5.8 Identifying The Floor And Ceiling Planes

An indoor Manhattan scene has exactly one floor and one ceiling plane, both with normal vv.

It will be useful in the following chapters to have available the mapping Ha between the image

locations of ceiling points the floor points that are vertically below them (see Figure 5.8). Ha

is a planar homology with axis h = vl × vr and vertex vv [13] and can be recovered given the

image location of any pair of corresponding floor/ceiling points (pf ,pc) as

Ha = I + µ
vvh

T

vv · h
, (5.46)

where

µ =
〈
vv,pc,pf ,pc × pf × h

〉
(5.47)

is the characteristic cross ratio of Ha. Although we do not have a priori any such pair (pf ,pc),

we can recoverHa using the following sampling algorithm. First we identify edges in the image

using one of the many available edge detection algorithms. Next we sample one edge pixel x̂c

from the region above the horizon, then we sample a second point x̂f collinear with the first

and vv from the region below the horizon. We then compute a hypothesis for Ĥa as described

above, and then assign a score by counting the number of edge pixels that Ĥa maps onto other

edge pixels. After repeating this for a fixed number of iterations we return the hypothesis with

greatest score.

Many images contain either no view of the floor or no view of the ceiling. In such cases Ha is

unimportant since there are no corresponding points in the image. If the best Ha output from

the sampling process has a score below a threshold kt then we set µ to a large value that will

transfer all pixels outside the image bounds. Ha will then have no impact on the estimated

model.

In the context of multiple views we resolve scale by identifying λ with either the maximum

or minimum z component of any point in the point cloud reconstructed by structure–from–

motion.
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5.9 Extension: Relaxing The Manhattan World Assumption

The strong Manhattan assumption states that any pair of surfaces of interest are either paral-

lel or orthogonal to one another. One common deviation from this is scenes with walls that

are orthogonal to the floor and ceiling but not to one another. We define the weak Manhattan

assumption as “the environment consists of a horizontal ground plane and corresponding ceil-

ing plane, and a set of vertical wall segments extending continuously between them.” Weakly

Manhattan environments contain much of the regularity of strongly Manhattan environments,

and here we discuss how to extending the approach taken in chapter to such scenes. We have

not implemented this approach; we discuss these ideas as inspiration for future work.

We can deal with the weak Manhattan assumption as follows. First, we run the EM algorithm

described above to obtain Rw. Next, for each line lj marked as spurious by the EM algorithm

we find its intersection with the horizon,

uj = R−Tw R−Ti lj × e3 , (5.48)

which would be its vanishing point if it were horizontal in the world. Vertical surfaces of a

given orientation will generate identical uj (modulo measurement error), so we may identify

additional vertical orientations by clustering the intersections {uj}. This should be possible

even with few such intersections, since the fact that all intersections are on the horizon reduces

this to a one–dimensional estimation problem.

5.10 Conclusion

We have proposed a principled approach to discovering the dominant Manhattan directions

given multiple calibrated views. Our likelihoods are derived from a well–defined model of

image generation, and we solve inference as a single optimisation. Our work is strongly in-

fluenced by the literature on vanishing point detection and our approach parallels ideas pre-

viously proposed in the single–view context. Our contribution is a principled way to incorpo-
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rate multiple calibrated views into a single optimisation, and an empirical demonstration that

doing so significantly out–performs both single–view vanishing point estimation and surface–

normal–based estimators.



5.10 Conclusion 90

0 10 20 30 40 50
Number of iterations

0.0

0.2

0.4

0.6

0.8

1.0

1.2

1.4

Er
ro

r v
er

su
s 

gr
ou

nd
 tr

ut
h

Initial distance = 0.00
Initial distance = 0.10
Initial distance = 0.20
Initial distance = 0.30
Initial distance = 0.40
Initial distance = 0.50
Initial distance = 0.75
Initial distance = 1.00
Initial distance = 1.25
Initial distance = 1.50

(a) Convergence of error (with respect to ground truth)
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(b) Convergence of log–likelihood

Figure 5.4: Illustration of the convergence properties of our gradient descent algorithm. We
measure the distance from the estimated rotation to the ground truth after each gradient step.
Each series above shows this evolution when our algorithm is initialised a particular distance
from the ground truth. We see that for distances less than 1 convergence is robust. This corre-
sponds to a large offset under the metric (5.45), indicating that the optima has a wide basin of
attraction. Note that for this experiment the labels Z are assumed known.
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(a) Algebraic Estimate (b) Normal–based Estimate

(c) Single Image Estimate (d) Geometric (Proposed) Estimate

Figure 5.5: Comparison of rotation estimation algorithms for an example drawn from the “Bur-
sary” sequence. Though only one frame is shown here, each algorithm other than (c) was
provided with 7 input frames.
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(a) Algebraic Estimate (b) Normal–based Estimate

(c) Single Image Estimate (d) Geometric (Proposed) Estimate

Figure 5.6: Comparison of rotation estimation algorithms for an example drawn from the
“MCR” sequence. Though only one frame is shown here, each algorithm other than (c) was
provided with 7 input frames.
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(a) Algebraic Estimate (b) Normal–based Estimate

(c) Single Image Estimate (d) Geometric (Proposed) Estimate

Figure 5.7: Comparison of rotation estimation algorithms for an example drawn from the
“Ground1” sequence. Though only one frame is shown here, each algorithm other than (c)
was provided with 7 input frames.

(a)

Saturday, August 25, 12

(b)

Figure 5.8: The mappingHa transfers points between the ceiling and floor in the image domain.
Ha is a planar homology.



6
Inference From Single and Multiple Views

This chapter addresses the recovery of indoor Manhattan models in the context

of single and multiple views of a scene. We describe a Bayesian approach to rea-

soning about indoor Manhattan models in the face of ambiguous image evidence.

To achieve this we present a graphical model that relates photometric cues, stereo

photo–consistency, and depth cues to the scene model discussed in previous chap-

ters. We show how to solve MAP inference using dynamic programming, allowing

exact, global inference in ∼100 ms without using specialised hardware. Our ap-

proach is applicable to both the single– and multiple–view settings by selecting var-

ious combinations of sensor models. Experiments show our system out–performing

the state–of–the–art in the domain of indoor Manhattan reconstruction.1

1This work was published in part in:
Flint, Mei, Murray, and Reid, “A Dynamic Programming Approach To Reconstruction Building Interiors”, in Proceed-
ings of the 2010 European Conference on Computer Vision[21]
Flint, Murray, and Reid, “Manhattan Scene Understanding Using Monocular, Stereo, and 3D Features”, in Proceedings
of the 2011 International Conference on Computer Vision[24]
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Figure 6.1: Scene structure recovered by the system described in this chapter.

6.1 Introduction

Over the past decade, computer vision researchers working with monocular images have pur-

sued substantially different research agendas to those working with multiple views. The focus

for monocular images has increasingly been to infer high–level facts about the world, such

as the locations of and interactions between objects, semantic scene categories, and the spa-

tial layout of the environment. In contrast, much of the work concerning multiple views has

focused on reconstructing metric scene structure and camera poses using techniques such as

structure–from–motion, stereo, and multiple–view stereo.

In this chapter we leverage multiple view geometry for image understanding purposes. We

assume a moving camera with a structure–from–motion system estimating its trajectory, and

show how to infer semantically meaningful models of the environment. We focus on the indoor

Manhattan representation[43, 21] that we described in Chapter 4.

Our approach is to define a probabilistic model that relates the unknown scene layout to three

types of observations: photometric image features, stereo photo–consistency, and 3D point

clouds. These three quantities are commonly available in a moving camera setup, but our

system can be used unchanged with any combination of the three, including a single–view

setting. The second part of this chapter then focuses on finding the most likely explanation

for a set of observations given the assumptions made by our model. A major focus of this

chapter is the development of an efficient and exact dynamic programming that solves both
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maximum–aposteriori (MAP) and maximum–likelihood (ML) inference in our model.

To present these two components (model and inference algorithm) clearly, we begin by describ-

ing a class of optimisation problem that we call the payoff formulation. This optimisation prob-

lem provides the connection between the model we present first and the inference algorithm

we present second. In particular, we will show during the development of the probabilistic

model that MAP inference can be written as an optimisation problem in payoff form. After

we have presented our model, we will thereafter be interested only in solving general payoff–

form problems, which allows us to decouple the development of our dynamic programming

algorithm from the specifics of our probabilistic model — we will simply show that we can

solve all optimisation problems in the payoff formulation. A further advantage is that other

sensor models that can be similarly reduced to payoff form will also be amenable to our dy-

namic programming algorithm. Although the presentation of an abstract class of optimisation

problem may seem an abstruse way to begin this chapter, we believe that it leads to the clearest

presentation overall.

6.2 The Payoff Formulation

In this section we describe a class of optimisation problems that we will refer to as the payoff

formulation. Throughout the remainder of this chapter it will become clear that a range of in-

ference problems in the context of indoor Manhattan scenes can be expressed in this form, and

that this particular formulation permits a general and efficient dynamic programming solution.

LetM be the set of indoor Manhattan scenes in vertex representation. Let M ∈ M be a scene

in vertex representation and let S be the corresponding scene in seam representation.

A payoff function π : D × A → R maps integer pixel coordinates p ∈ D together with ori-

entations a ∈ A to real numbers. The payoff for a scene M is defined in terms of the seam

representation,

Π(M) = Π(S) =
W∑

j=1

π(j, sj , oj) (6.1)
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where S = {(sj , oj)}. This sum consists of one term for each image column. It is computed by

adding together the value of the payoff function at each pixel along the floor/wall seam in M .

The form of the payoff function is problem–specific; all we require is that it is a function of j,

sj , and oj . Later we will describe specific payoff functions π for the likelihoods in our model.

In cases where the payoff function is independent of oj we will write

π(p) = π(x, y, ·) (6.2)

Note that the value of π(p) is not restricted in any way to dependence on the image evidence

at pixel p, nor even to a local region about p; indeed, the payoff functions described in the

following sections incorporate image evidence from widely separated image regions.

A penalty function Γ : M → R maps scenes in the vertex representation to real numbers and

takes the form,

Γ(M) =

K−1∑

i=0

γ(i;M) (6.3)

where K is the number of walls contained in M and γ may be interpreted as a regulariser

related to the meeting between the ith wall in M and its successor. Once again, we have not

defined any particular γ; any that takes the the form (6.3) is suitable for the optimisation prob-

lem to follow. Later we will describe specific forms for γ corresponding to particular choices of

prior in our model.

Given any such Π and Γ, the associated optimisation problem is as follows. Let

f(M) = Π(M)− Γ(M) (6.4)

=

W∑

j=1

π(j, sj , oj)−
K−1∑

i=0

γ(i;M) . (6.5)

then we seek

M∗ = argmax
M∈M

f(M) . (6.6)

Note that the objective f is defined partially in the scene representation and partially in the ver-
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tex representation. This poses no difficulty to evaluating f in the vertex representation since

we can readily obtain the seam representation via equation (4.47). However, as discussed in

Section 4.4.3, the mapping from the vertex representation to seam representation is not invert-

ible, so the objective above cannot be evaluated in the seam representation. For this reason we

will work in the vertex representation for the presentation of the optimisation algorithm, but

for convenience we will work in seam representation to define Π.

6.3 Probabilistic Model

In this section we develop a probabilistic model for estimating indoor Manhattan scenes from

observations. We assume that three types of observations are available: photometric image fea-

tures, calibrated stereo image pairs, and 3D point clouds. These quantities might be acquired,

for example, as the output of a SLAM or structure–from–motion system. We now describe

probabilistic relationships between each type of observation and the indoor Manhattan scene

structure that we wish to infer.

6.3.1 Scene Prior

We turn first to the prior on scenes, P (M | λ), which is governed by a set of hyper–parameters

λ. As discussed in Section 4.5.1, corners between successive walls can be classified as con-

cave, convex, or occluding. Let n1, n2, and n3 be the number of corners in M of each category

respectively. Our prior on scenes is a geometric distribution in n = (n1, n2, n3),

P (M | λ) =
1

Z
λ1

n1λ2
n2λ3

n3 , (6.7)

where Z is a normalising term that we will not need to compute in order to perform maximisa-

tion. Our choice of (6.7) is motivated by the desire to penalise scenes for additional complexity,

where we measure complexity by the number of distinct walls. We discuss other priors, and

some of the problems they raise in Section 6.7.1.
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Figure 6.2: The graphical model relating scenes M to monocular image features �. p = (x, y) is
a pixel location and a is the orientation predicted (deterministically) by M at p.

Taking logarithms yields

log P (M | �) = � log Z + n1 log �1 + n2 log �2 + n3 log �3 . (6.8)

Comparison with (6.3) suggests the following penalty function:

�(i; M) =

8
>>>>>><
>>>>>>:

log �1, if the ith corner in M is concave

log �2, if the ith corner in M is convex

log �3, if the ith corner in M is occluding

(6.9)

The cases above can be decided by the algorithm described in Section 4.5.1. Substituting (6.9)

into (6.3) yields

�(M) = log P (M | �) + log Z . (6.10)

We can safely ignore the constant term since our ultimate goal is the optimisation expressed in

(6.6).

6.3.2 Photometric Sensor Model

We now introduce a model relating indoor Manhattan scenes to observed image features. We

begin with the single–view scenario in which we observe a feature � 2 Rn at each pixel p.

We assume the graphical model shown in Figure 6.2. The generative process begins by sam-

Figure 6.2: The graphical model relating scenes M to monocular image features φ. p = (x, y) is
a pixel location and a is the orientation predicted (deterministically) by M at p.

Taking logarithms yields

logP (M | λ) = − logZ + n1 log λ1 + n2 log λ2 + n3 log λ3 . (6.8)

Comparison with (6.3) suggests the following penalty function:

γ(i;M) =





log λ1, if the ith corner in M is concave

log λ2, if the ith corner in M is convex

log λ3, if the ith corner in M is occluding

(6.9)

The cases above can be decided by the algorithm described in Section 4.5.1. Substituting (6.9)

into (6.3) yields

Γ(M) = logP (M | λ) + logZ . (6.10)

We can safely ignore the constant term since our ultimate goal is the optimisation expressed in

(6.6).

6.3.2 Photometric Sensor Model

We now introduce a model relating indoor Manhattan scenes to observed image features. We

begin with the single–view scenario in which we observe a feature φ ∈ Rn at each pixel p.

We assume the graphical model shown in Figure 6.2. The generative process begins by sam-
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pling a scene M , then samples pixels p and computes their orientation a ∈ {1, 2, 3} (c.f. Algo-

rithm 4.2), which is deterministic givenM and is included in the graphical model for notational

convenience only. Finally a feature φ is sampled from a distribution that is conditionally inde-

pendent ofM given a. In practice we use the following features: three RGB colour components,

three HSV colour components, two binary line sweep features described by Lee et al. [43], and

twelve Gabor responses (three scales, four orientations). In Chapter 7 we drop the Gabor re-

sponses for efficiency reasons.

We assume a exponential–family likelihood for pixel features,

P (φ | a) ∝ exp(ωa · φ) . (6.11)

Denoting the set of all observed pixel features Φ, pixels P , and orientations A, the joint distri-

bution is

P (Φ,P , A,M,λ,ω) = P (M | λ)
∏

P (pi)P (ai |M,pi)P (φi | ai,ω) . (6.12)

We do not model the distribution P (pi) and for the remainder of this section it may be assumed

that all probabilities are conditioned on this quantity.

We now derive MAP inference. The likelihood for M is

P (Φ |M) ∝
∫ ∏

i

P (φi | ai)P (ai |M)dA . (6.13)

In the integration over the latent variables, the only non–zero term is the one for which all ai

are equal to that predicted by Algorithm 4.2. Therefore, denoting by a∗i the orientation output

by Algorithm 4.2 for pixel pi under M we have

P (Φ |M) ∝
∏

i

P (φi | a∗i ) . (6.14)

Taking logarithms gives

logP (Φ |M) =
∑

i

logP (φi | a∗i ) + c (6.15)
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where c corresponds to the constant of proportionality in (6.14), which we henceforth drop

since it makes no difference to the optimisation to come.

At this point we use the crucial observation of Section 4.5.4 that the orientation a∗i is functionally

dependent only on the pair (sj , oj) for the column j containing pi. Let ā(x, y; sj , oj) be the

orientation output by Algorithm 4.2 for pixel (x, y) under the hypothesis (sj , oj). We define

πmono(x, y, o) =

H∑

r=0

logP (φxr | ā(x, r; y, o) ) (6.16)

where the double–subscript inφxr is a result of separately indexing rows and columns in (6.16).

Now consider the scene payoff,

Π(M) =

W∑

j=0

πmono(j, sj , oj) (6.17)

=
W∑

j=0

H∑

r=0

logP (φjr | ā(j, r; sj , oj) ) (6.18)

= logP (Φ |M) +O(1) . (6.19)

This is simply the log–likelihood (6.15) up to a constant, so maximising (6.19) is equivalent to

maximising (6.15). In this sense we have placed our model in the payoff formulation outlined in

the previous section since by substituting the particular payoff function πmono into (6.6) we ob-

tain an optimisation problem in payoff formulation that is equivalent to maximum–likelihood

inference under the graphical model of Figure 6.2. (Later we will show that this result extends

easily to MAP inference also.)

6.3.3 Multiple–View Sensor Model

We now formulate the payoff function πstereo for the case that multiple views of the scene are

available. We assume that one image is identified as the base view I0; the remaining K images

are denoted I1, . . . , IK . All images have size W ×H . We assume that all cameras are calibrated
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Figure 6.3: Pixel correspondences across multiple views are computed by back–projection onto
the model M followed by re–projection into auxiliary views.

with the action of the ith camera on a 3D point X being

Ki(RiX + ti) . (6.20)

Intuitively, we treat inference in this settings as follows. We consider models M in terms of

their projection into I0. We explained in Section 7.3 that models parametrised in image coordi-

nates specify unique 3D models. Any model hypothesised in I0 can therefore be re–projected

into the auxiliary views, giving pixel–wise correspondences between frames (c.f. Figure 6.3).

From this we compute a photo–consistency measure PC(·), which provides the likelihood

P (I0, . . . , IM |M).

Optimising over photo–consistency has been standard in the stereo literature for several decades

[59]; our contribution is to show that (i) in the particular case of indoor Manhattan models,

photo–consistency can be expressed as a payoff matrix; (ii) that we can therefore perform ef-

ficient and exact global optimisation; and (iii) that this fits naturally within a Bayesian frame-

work alongside monocular and 3D features. Our approach also bears some similarity to Cor-

nells et al. [10], who reconstruct building facades from a moving vehicle by analysing a related

cost function derived from stereo pairs. Like us, they employ dynamic programing, although

they do not constrain the arrangement of the vertical facades.

In Section 4.5.2 we showed how to convert a scene in vertex representation to a 3D reconstruc-
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tion. Since all cameras are calibrated we can use this reconstruction to re–project any pixel p

from the base view into all auxiliary views, as illustrated in Figure 6.3. Let qk(p;M) be the

re–projection of p into view k via the scene hypothesis M . Let each pixel pi in the base image

be associated with a feature vector φi ∈ Rn and let each pixel qki in the kth auxiliary view be

similarly associated with a feature θki ∈ Rn. Let Φ be the set of all features in the base view

and let Θk be the set of all features in the kth auxiliary view. Finally, let

θ̄k(pi;M) = θ(qk(pi;M)) (6.21)

be the feature associated with the reprojection of pi into the kth auxiliary view under the scene

hypothesis M . Then the likelihood for M under our model is

P (Φ,Θ1, . . . ,ΘK |M) =
∏

i

K∏

k=0

P (φi, θ̄k(pi;M) | Σ) . (6.22)

and following the standard approach [59], the feature likelihood is a zero–mean Gaussian:

P (φi, θ̄k(pi;M) | Σ) = N (φi − θ̄k(pi;M); Σ) (6.23)

Taking logarithms we recognise a simple sum over pixel–wise photo–consistency terms,

logP (Φ,Θ1, . . . ,ΘK |M) =
∑

i

K∑

k=0

‖φi − θ̄k(pi;M)‖Σ + c (6.24)

We now write equation (6.24) in payoff form. To this end we leverage the observation made in

Section 4.5.4 that the depth of a pixel p under a scene hypothesis M is functionally dependent

only on the pair (sj , oj) for the column j containing p. Let d̄(p; sj) be the depth of p under the

hypothesis sj , as output by Algorithm 4.3.

Furthermore, re–projecting a pixel into an auxiliary view requires only the depth at that pixel.

Therefore we can identify all correspondences for any pixel p from the value sj alone. Specifi-
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Figure 6.4: Two hypotheses for the location of the seam and the reprojections they imply for
each image column in an auxiliary image. The blue dot happens to be a correct hypothesis
(unbeknown to the system), while the red dot is incorrect. As a result, the blue line corresponds
to the same set of 3D locations in both images but the red line does not.

cally, the re–projection of p into the kth view under the hypothesis sj is

qk(p; sj) = Kk(RkXi + tk) (6.25)

where

Xi = R−1
0

(
d̄(p; sj)K

−1
0 p− t0

)
. (6.26)

We can now re–write the correspondence function θ̄ki in terms of sj alone,

θ̄k(p; sj) = θ(qk(p; sj)) . (6.27)

Finally, the payoff function is

πstereo(x, y) =

H∑

r=0

K∑

k=1

‖φxr − θ̄k([x, r]T ; y)‖Σ (6.28)

where as in (6.16) we have switched to a separate indexing scheme for rows and columns, so

φxy is the feature for the pixel at (x, y) and θ̄k(x, r; y) the the feature for the reprojection of (x, r)
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into the kth view under the hypothesis sj = y. Substituting (6.28) into (6.1),

Π(M) =
W∑

j=0

πstereo(j, sj) (6.29)

=

W∑

j=0

H∑

r=0

K∑

k=1

‖φjr − θ̄k([j, r]T ; sj)‖Σ (6.30)

= logP (Φ,Θ1, . . . ,ΘK |M)− c (6.31)

The completes the reduction of the stereo sensor model to payoff form, since we have shown

that maximising the likelihood (6.22) is equivalent to the payoff optimisation problem (6.6) for

a particular instantiation of the payoff function π.

A Different View

Our approach could also be cast as solving the general stereo problem in terms of disparity

maps, where in place of priors based on pixel–wise smoothness constraints, our prior is (6.7)

for those disparity maps that correspond to valid indoor Manhattan reconstructions, and zero

for others. Inference under this model would be intractable if cast directly in terms of disparity

maps because determining whether a given disparity map corresponds to some indoor Man-

hattan reconstruction is difficult. Nevertheless, our approach shows that by re–parametrising

in the vertex representation the problem becomes tractable.

Note that the column–wise decomposition (6.28) neither commits us to optimising over columns

independently, nor to ignoring interactions between columns. By inspecting (6.22) one sees im-

mediately that our model assumes no independence between image columns (only conditional

independence given M ), and indeed correlations do come into effect when we optimise over

the full payoff matrix later in this chapter. Our results will show that widely separated image

regions often interact strongly. The derivations in this section follow deductively from the in-

door Manhattan assumption; the only approximation is that concerning occlusions, which we

discuss below.
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Figure 6.5: The graphical model relating indoor Manhattan models to 3D points. The hidden
variable t indicates whether the point is inside, outside, or coincident with the model.

Occlusions

We have ignored self–occlusions in (6.22). For short baselines, such as frames sampled over

a few seconds from a moving camera, this is unproblematic since indoor environments tend

to be mostly convex from any single point of view. Even in highly non–convex environments

our system achieves excellent results by integrating 3D and monocular features, and enforcing

strong global consistency, as will be shown in our experimental section. Further discussion of

this issue is in the final section of this chapter.

6.3.4 Point Cloud Sensor Model

In this section we explore the context in which a 3D point cloud is available during inference.

The point clouds generated by structure–from–motion systems are typically too sparse for di-

rect reconstruction, but can provide useful cues alongside monocular and stereo data.

Our graphical model for 3D data is depicted in Figure 6.5. The model M is sampled according

to the prior (6.7), then depth measurements di are generated for pixels pi. Many such measure-

ments will correspond to clutter or measurement errors, rather than to the walls represented by

M . Our model captures this uncertainty explicitly through the latent variable ti, which has the

following interpretation. If ti = ON then di corresponds to some surface represented explicitly

inM . Otherwise, either ti = IN, meaning some clutter object within the room was measured, or

ti = OUT, in which case an object outside the room was measured, such as through a window.
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IN ON OUT
Figure 6.6: Depth measurements di might be generated by a surface in our model (represented
by ti = ON) or by an object inside or outside the environment (in which case ti = IN,OUT
respectively).

The likelihoods we use are

P (d | p, t = IN,M) =





α, if 0 < d < d̄(p;M)

0, otherwise
(6.32)

P (d | p, t = OUT,M) =





β, if d̄(p;M) < d < dmax

0, otherwise
(6.33)

P (d | p, t = ON,M) = N (d ; d̄(p;M), σ) . (6.34)

where α and β are determined by the requirement that the probabilities sum to 1 and d̄(p;M)

denotes the depth predicted by M at p. We compute likelihoods on d by marginalising over t,

P (d | p,M, τ ) =
∑

t

P (d | p,M, t)P (t | τ ) . (6.35)

where P (t | τ ) is a categorical distribution with parameters τIN, τOUT, and τON. Equation (6.35)

can be readily evaluated for any d and p since the sum is over just the three possible values for
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t. Denoting the set of all depth measurements D, the full likelihood for M is

P (D | P ,M) =
∏

i

P (di | pi,M) (6.36)

logP (D | P ,M) =
∑

i

logP (di | pi,M) (6.37)

We now utilise the same observation as we did in the previous section, namely that the depth

at p is functionally dependent only on the seam pair in the column containing p. Retaining the

notation under which d̄(p; sj) is the depth at p computed by Algorithm 4.3 for M , we define

the payoff function

π3D(x, y) =
∑

i∈Dx

logP (di | pi, d̄(pi; y)) (6.38)

where Dx contains indices for all depth measurements in column x. We verify that (6.38) does

in fact correspond to the log–likelihood (6.36) by substituting the above into (6.1), giving

Π(M) =

W∑

j=0

π3D(j, sj) (6.39)

=
W∑

j=0

∑

i∈Dj

logP (di | pi, d̄(pi; sj) ) (6.40)

= logP (D | P ,M) . (6.41)

6.3.5 Joint Model

We combine photometric, stereo, and 3D data into a joint model by assuming conditional inde-

pendence given M ,

P (Xmono, Xstereo, X3D |M) = P (Xmono |M)P (Xstereo |M)P (X3D |M) . (6.42)

Taking logarithms leads to summation over payoffs,

logP (Xmono, Xstereo, X3D |M) = Πjoint(M) (6.43)
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where

πjoint(p) = πmono(p) + πstereo(p) + π3D(p) . (6.44)

Finally, the log posterior is

logP (M | Xmono, Xstereo, X3D) ∝ logP (Xmono |M) + logP (Xstereo |M)

+ logP (X3D |M) + logP (M)

∝ Πjoint(M)− Γ(M) .

(6.45)

The relation above is a proportionality rather than an equality because we have omitted the

evidence P (X). For the purpose of maximisation this term is irrelevant since it is independent

of the quantity that we are maximising. We can now cast maximum–likelihood and maximum–

aposteriori inference in the form (6.4),

M∗ML = argmax
M∈M

Πjoint(M) (6.46)

M∗MAP = argmax
M∈M

Πjoint(M)− Γ(M) . (6.47)

This completes the task of writing inference for our model in payoff form. In particular, the

above derivations show that for any set of observations (photometric, stereo, depth, or any

combination thereof), there is a particular payoff function Π and penalty function Γ such that

solving (6.6) is equivalent to solving MAP (or ML) inference under our model. In practice we

only need to evaluate Π at integer pixel coordinates, so we represent it as a 2D array. The

remainder of this chapter focuses on solving optimisation problems of the form (6.6).
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6.4 MAP Inference Using Dynamic Programming

In this section we solve the optimisation problem (6.6). That is, given some π and γ, we wish

to identify the maximiser M∗ of

f(M) =
W∑

j=1

π(j, sj , oj)−
K−1∑

i=0

γ(i;M) , (6.48)

where

M = (x1, y1, o1, x2, y2, o2, . . . , xn−1, yn−1, on−1, xn) (6.49)

is an indoor Manhattan scene in vertex representation.

We assume that the scene rotation Rw as well as the Manhattan homology Ha have been re-

covered as discussed in previous chapters. We further assume that all images are rectified as

in (4.15). The algorithms presented in this section are valid without the rectification step, but

assuming rectification considerably simplifies their presentation. Our solution uses dynamic

programming to efficiently solve the maximisation (6.6). We develop the algorithm conceptu-

ally before formalising it.

In the optimisation (6.6), we wish to constrain solutions to valid indoor Manhattan scenes. In

terms of individual pixel labels, such a constraint introduces complicated dependencies be-

tween large groups of pixels, since assigning a particular label to any one pixel restricts which

labels can be assigned to other pixels in the same column. We therefore cast the optimisation

directly in terms of the vertex representation introduced in Chapter 4.

We present our solution by first describing a simple but inefficient version, followed by three

refinements that lead to an O(N) algorithm (where N is the number of pixels). At each stage

we describe our algorithm conceptually before formalising it.
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6.4.1 Basic Algorithm

We have already seen that every indoor Manhattan scene can be represented as a left–to–right

sequence of wall segments. Our approach is based on the construction of a graph over all

possible indoor Manhattan scenes. This nodes in this graph represent pixels and the edges

represent vanishing lines. Each path in this graph corresponds to a different indoor Manhattan

scene, and by assigning certain weights to the edges we reduce the optimisation problem (6.6)

to a graph search problem, which we solve using dynamic programming. The graph is depicted

informally in Figure 6.8. In dynamic programming parlance, nodes are called states and the

adjacency matrix is called the feasible set. We now describe the construction of this graph.

State space. Our state space contains two states for each pixel. Each state corresponds to a

sub–problem of the form, “What is the optimal indoor Manhattan scenes spanning the part of the

image to the left of pixel p?”. There is one state for each pixel and each for of the two vertical

orientations, giving the 2N state space. We write states as pairs, as in s = (p, o).

Feasible set. The feasible set describes the connections between states. There is a separate

feasible set F(s) for each state and t ∈ F(s) if and only if there is an edge from s to t. In our

first algorithm the feasible set for a state s = (p, o) consists of all pixels to the left of p that

fall on the vanishing line connecting p and vo, as depicted in Figure 6.8. This leads to a search

graph in which each path corresponds to an indoor Manhattan scene, as shown in Figure 6.7.

Value function. The value function describes the quantity being optimised at each state. Our

value function maps paths through the graph to real numbers. That is, the domain of our value

function is the set of paths from any pixel p to the left edge of the image. We define the value of

such a path to be the sum of the entries in the payoff matrix along the path minus the penalty

for the corners along the path, i.e.

f(M) =
∑

π(j, sj , oj)−
|M |∑

i=0

γ(i;M) . (6.50)

Figure 6.9 shows one such path and the elements of the payoff matrix that are summed to



6.4 MAP Inference Using Dynamic Programming 112

Figure 6.7: A path through the search graph and the indoor Manhattan scene that it corresponds
to. The black dots are states, the red arrows are edges, and the rest is for illustration only.
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such that
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h = KRe1 ⇥KRe2 (4.23)

is the horizon line. Given any corresponding pair (pf , pc), µ is given by [13]

µ = hvv, pc, pf , (pc ⇥ pf )⇥ hi , (4.24)

where
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(4.25)

is the characteristic cross ratio of Ha.

Note that µ is invariant to the camera intrinsics since the cross ratio is a projective invariant[13].

We therefore assume without loss of generality that K is the identity for the remainder of this

section.
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Figure 6.8: The search graph corresponding to the first version of our dynamic programming
algorithm. This figure identifies one node (red circle) and shows all neighbours to which it is
connected via outgoing edges (grey circle).

compute its value. The motivation for choosing this particular value function is that for pixels

on the right edge of the image it is equal to the full objective function (6.6).

Optimisation step. We now show how to maximise the value function at each state. This is

best explained by considering a single state s and assuming that we already know the solutions

for all preceding states — that is, for each state t to the left of s, let us assume that we already

Figure 6.9: A path from the left edge of the image to a particular state s. The value of this path
is the sum of all entries in the payoff matrix along the path highlighted in red.
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know the optimal2 path from t to the left edge of the image, and also the value of that path. We

denote this quantity

V (t) = argmax f(M) (6.51)

where the maximisation is over paths terminating at t. Our task is to use the known solutions

to the preceding states to discover the optimal path for the state s under consideration. We

accomplish this as follows.

1. Enumerate all states t that are connected to s; i.e. all t ∈ F(s).

2. For each, compute

V (t) + ∆(t, s) , (6.52)

where

∆(t, s) =
∑

π(xi, yi, oi)− γ (6.53)

is the sum of payoffs along the line segment between t and s, and λ is the penalty associ-

ated with the new corner at t (see Figure 6.10). ∆ can be thought of as the marginal value

for the wall segment added between t and s.

3. Set V (s) to the maximum over the terms computed in step 2. We summarise this in the

following recurrence relation.

V (s) = max
t∈F(s)

V (t) + ∆(t, s) (6.54)

Full algorithm. We are now ready to describe our first algorithm that solves the optimisation

problem (6.6). The basic idea is to recursively apply the procedure above to compute the value

V (s) for all states. We start at the pixels on the right edge of the image and begin executing

the procedure above. During step 2 we will encounter some states t for which we do not know

the value of V (t). At this point we recursively apply the procedure to that state, and so on

each time we need to evaluate V (t) for any state not yet encountered. The recursion terminates

when we encounter a pixel on the left edge of the image since for these states V (s) is always
2Optimality here means the path that maximises the value function described above.
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2. For each t, check whether connecting s to t would yeild a physically unrealisable config-

uration.

3. If not, compute

V (t) + �(t, s) , (6.55)

where � is the sum over the payoff function along the vanishing line from s to the column

containing t minus the penalty associated wtih the new corner at t (see Figure 6.13).

4. Set V (s) to the maximum value computed in step 3.

Algorithmic complexity. The only change introduced in this section that is relevant to com-

putational complexity is the expansion of the feasible set by a factor of O(L), meaning that the

maximization in step 4 is now over O(L2) terms. The physical realisability conditions can be

evaluated in constant time so do not affect computational complexity. This brings the compu-

tation complexity of the revised algorithm to O(L5).

6.4.3 Correctness of Section 6.4.2

We now pause to prove the correctness of the algorithm presented thus far. All dynamic pro-

gramming algorithms are associated with an optimal substructure property of the underlying

optimisation problem. Here we prove the optimal subustructure property correseponding to

the inference of indoor Manhattan scenes.

6.4 MAP Inference Using Dynamic Programming 116
4.4 Parametrisation 56

if and only if pf and and pc are in correspondence [13]. We define µ as the unique real number

such that

Ha = I + µ
vvhT

vv · h
(4.22)

where

h = KRe1 ⇥KRe2 (4.23)

is the horizon line. Given any corresponding pair (pf , pc), µ is given by [13]

µ = hvv, pc, pf , (pc ⇥ pf )⇥ hi , (4.24)

where

ha, b, c, di =
(a� c) · (b� d)

(b� c) · (a� d)
(4.25)

is the characteristic cross ratio of Ha.

Note that µ is invariant to the camera intrinsics since the cross ratio is a projective invariant[13].

We therefore assume without loss of generality that K is the identity for the remainder of this

section.

To complete our parametrisation of the floor and ceiling planes we need to show how to com-

pute (µ, �) from (zf , zc). We may simply set � to either zf or zc. Let

ef = zf e3 (4.26)

ec = zc e3 (4.27)

pf = Ref + t (4.28)

pc = Rec + t (4.29)

4.4 Parametrisation 56

if and only if pf and and pc are in correspondence [13]. We define µ as the unique real number

such that

Ha = I + µ
vvhT

vv · h
(4.22)

where

h = KRe1 ⇥KRe2 (4.23)

is the horizon line. Given any corresponding pair (pf , pc), µ is given by [13]

µ = hvv, pc, pf , (pc ⇥ pf )⇥ hi , (4.24)

where

ha, b, c, di =
(a� c) · (b� d)

(b� c) · (a� d)
(4.25)

is the characteristic cross ratio of Ha.

Note that µ is invariant to the camera intrinsics since the cross ratio is a projective invariant[13].

We therefore assume without loss of generality that K is the identity for the remainder of this

section.

To complete our parametrisation of the floor and ceiling planes we need to show how to com-

pute (µ, �) from (zf , zc). We may simply set � to either zf or zc. Let

ef = zf e3 (4.26)

ec = zc e3 (4.27)

pf = Ref + t (4.28)

pc = Rec + t (4.29)

4.4 Parametrisation 56

if and only if pf and and pc are in correspondence [13]. We define µ as the unique real number

such that

Ha = I + µ
vvhT

vv · h
(4.22)

where

h = KRe1 ⇥KRe2 (4.23)

is the horizon line. Given any corresponding pair (pf , pc), µ is given by [13]

µ = hvv, pc, pf , (pc ⇥ pf )⇥ hi , (4.24)

where

ha, b, c, di =
(a� c) · (b� d)

(b� c) · (a� d)
(4.25)

is the characteristic cross ratio of Ha.

Note that µ is invariant to the camera intrinsics since the cross ratio is a projective invariant[13].

We therefore assume without loss of generality that K is the identity for the remainder of this

section.

To complete our parametrisation of the floor and ceiling planes we need to show how to com-

pute (µ, �) from (zf , zc). We may simply set � to either zf or zc. Let

ef = zf e3 (4.26)

ec = zc e3 (4.27)

pf = Ref + t (4.28)

pc = Rec + t (4.29)

4.4 Parametrisation 56

if and only if pf and and pc are in correspondence [13]. We define µ as the unique real number

such that

Ha = I + µ
vvhT

vv · h
(4.22)

where

h = KRe1 ⇥KRe2 (4.23)

is the horizon line. Given any corresponding pair (pf , pc), µ is given by [13]

µ = hvv, pc, pf , (pc ⇥ pf )⇥ hi , (4.24)

where

ha, b, c, di =
(a� c) · (b� d)

(b� c) · (a� d)
(4.25)

is the characteristic cross ratio of Ha.

Note that µ is invariant to the camera intrinsics since the cross ratio is a projective invariant[13].

We therefore assume without loss of generality that K is the identity for the remainder of this

section.

To complete our parametrisation of the floor and ceiling planes we need to show how to com-

pute (µ, �) from (zf , zc). We may simply set � to either zf or zc. Let

ef = zf e3 (4.26)

ec = zc e3 (4.27)

pf = Ref + t (4.28)

pc = Rec + t (4.29)

Figure 6.13: The computation of the value function at s. This figure shows just one term in the
maximization (6.55); computing V (s) involves maximization over all states t.
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V (t) + �(t, s) , (6.55)

where � is the sum over the payoff function along the vanishing line from s to the column

containing t minus the penalty associated wtih the new corner at t (see Figure 6.13).

4. Set V (s) to the maximum value computed in step 3.

Algorithmic complexity. The only change introduced in this section that is relevant to com-

putational complexity is the expansion of the feasible set by a factor of O(L), meaning that the

maximization in step 4 is now over O(L2) terms. The physical realisability conditions can be

evaluated in constant time so do not affect computational complexity. This brings the compu-

tation complexity of the revised algorithm to O(L5).
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We now pause to prove the correctness of the algorithm presented thus far. All dynamic pro-
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2. For each t, check whether connecting s to t would yeild a physically unrealisable config-

uration.

3. If not, compute

V (t) + �(t, s) , (6.55)

where � is the sum over the payoff function along the vanishing line from s to the column

containing t minus the penalty associated wtih the new corner at t (see Figure 6.13).

4. Set V (s) to the maximum value computed in step 3.

Algorithmic complexity. The only change introduced in this section that is relevant to com-

putational complexity is the expansion of the feasible set by a factor of O(L), meaning that the

maximization in step 4 is now over O(L2) terms. The physical realisability conditions can be

evaluated in constant time so do not affect computational complexity. This brings the compu-

tation complexity of the revised algorithm to O(L5).

6.4.3 Correctness of Section 6.4.2

We now pause to prove the correctness of the algorithm presented thus far. All dynamic pro-

gramming algorithms are associated with an optimal substructure property of the underlying

optimisation problem. Here we prove the optimal subustructure property correseponding to
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2. For each t, check whether connecting s to t would yeild a physically unrealisable config-

uration.

3. If not, compute

V (t) + �(t, s) , (6.55)

where � is the sum over the payoff function along the vanishing line from s to the column

containing t minus the penalty associated wtih the new corner at t (see Figure 6.13).

4. Set V (s) to the maximum value computed in step 3.

Algorithmic complexity. The only change introduced in this section that is relevant to com-

putational complexity is the expansion of the feasible set by a factor of O(L), meaning that the

maximization in step 4 is now over O(L2) terms. The physical realisability conditions can be

evaluated in constant time so do not affect computational complexity. This brings the compu-

tation complexity of the revised algorithm to O(L5).

6.4.3 Correctness of Section 6.4.2

We now pause to prove the correctness of the algorithm presented thus far. All dynamic pro-

gramming algorithms are associated with an optimal substructure property of the underlying

optimisation problem. Here we prove the optimal subustructure property correseponding to

the inference of indoor Manhattan scenes.
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2. For each t, check whether connecting s to t would yeild a physically unrealisable config-

uration.

3. If not, compute

V (t) + �(t, s) , (6.55)

where � is the sum over the payoff function along the vanishing line from s to the column

containing t minus the penalty associated wtih the new corner at t (see Figure 6.13).

4. Set V (s) to the maximum value computed in step 3.

Algorithmic complexity. The only change introduced in this section that is relevant to com-

putational complexity is the expansion of the feasible set by a factor of O(L), meaning that the

maximization in step 4 is now over O(L2) terms. The physical realisability conditions can be

evaluated in constant time so do not affect computational complexity. This brings the compu-

tation complexity of the revised algorithm to O(L5).

6.4.3 Correctness of Section 6.4.2

We now pause to prove the correctness of the algorithm presented thus far. All dynamic pro-

gramming algorithms are associated with an optimal substructure property of the underlying

optimisation problem. Here we prove the optimal subustructure property correseponding to

the inference of indoor Manhattan scenes.

Figure 6.10: The computation of the value function at s. This figure shows just one term in the
maximisation (6.52); computing V (s) involves maximisation over all possible states t.

zero. There are no circular dependencies because our search graph is acyclic by construction.

Each time we complete the computation of some V (t), we cache the result in a lookup table for

re–use next time the same state is encountered 3. After applying this procedure recursively we

will have computed the the value of the optimal path for every state. The final solution to our

optimisation problem is obtained by identifying the largest value among all states on the right

edge of the image. Back–tracking allows us to recover the optimal path through the graph,

which is precisely the vertex representation for the indoor Manhattan scene maximising (6.6).

We formalise and prove the correctness of this algorithm in a section below.

Complexity. Analysing the complexity of dynamic programming algorithms is trivial because

computation is bounded by the product of (1) the number of states and (2) the amount of

computation per state4. For an image of size L × L the algorithm described above consists of

2L2 states and each state involves a maximisation over O(L) preceding states. Each term in the

maximisation costs O(L) to compute, giving an overall complexity of O(L4).

Limitations. The algorithm described thus far does not consider occluding corners, so if the

true indoor Manhattan scene contains occluding corners, this algorithm will not find it. We

rectify this in the following section.

3Far from being a minor optimisation, the caching of intermediate results makes the difference between an
exponential and polynomial–time algorithm.

4excluding computation associated with recursive evaluations of V to avoid double–counting
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Figure 6.11: Three paths through the search graph after making the changes described in Sec-
tion 6.4.2 to permit occluding corners. The two right–most scenes cannot be represented in the
previous search graph. Note that there is a state at the bottom–right of each wall segment.
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Figure 6.12: The search graph corresponding to the second version of our dynamic program-
ming algorithm (Section 6.4.2). Here we have highlighted a single node (red circle), which has
outgoing edges to every pixel to its left (grey circles). One neighbouring state (black dot) is
singled out to show that the edges between states represents displacement along a vanishing
direction followed by displacement in the vertical direction.

6.4.2 First Refinement: Occluding Corners

In order to account for occluding corners we need to amend both the feasible set and the opti-

misation step from Section 6.4.1.

Feasible set. The feasibleF(s) set described in the previous section consisted of the set of states

along the vanishing line associated with s. Here we revise the feasible set to include all states

to the left of s, where for states t not on the vanishing line, stepping from s to t corresponds to

moving first along the vanishing and then vertically up or down to t, as shown in Figure 6.12

and Figure 6.11.

Optimisation step. Our optimisation step remains very similar to that described in Section

6.4.1. For each state s we consider all preceding states t. We add the value for t to the value
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associated with the edge between t and s, which is now computed by summing entries from

the payoff matrix along the vanishing line from s to the column containing t.

The introduction of occluding corners means that our algorithm can now generate configura-

tions that are physically impossible. We detect and exclude such configurations by checking

each state in the feasible set against the rules described by Lee et al. [43], and, if violated,

excluding that state from the feasible set. The revised optimisation routine is therefore:

1. Enumerate all states t in the feasible set for s.

2. For each t, check whether connecting s to twould yield a physically unrealisable config-

uration.

3. If not, compute

V (t) + ∆(t, s) , (6.55)

where ∆ is the sum over the payoff function along the vanishing line from s to the column

containing tminus the penalty associated with the new corner at t (see Figure 6.12).

4. Set V (s) to the maximum value computed in step 3.

Algorithmic complexity. The only change introduced in this section that is relevant to com-

putational complexity is the expansion of the feasible set by a factor of O(L), meaning that the

maximisation in step 4 is now over O(L2) terms. The physical realisability conditions can be

evaluated in constant time so do not affect computational complexity. This brings the compu-

tation complexity of the revised algorithm to O(L5).

6.4.3 Correctness of Section 6.4.2

We now pause to prove the correctness of the algorithm presented thus far. All dynamic pro-

gramming algorithms are associated with an optimal substructure property of the underlying

optimisation problem. Here we prove the optimal substructure property corresponding to the

inference of indoor Manhattan scenes.
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Preliminaries

We begin by formalising several concepts introduced in the preceding sections. What we have

heretofore called a “path from the left edge of the image to s” will henceforth be called a partial

scene. In vertex representation, a partial scene is identical to an ordinary scene except that the

last x–coordinate might be smaller than the image width. Partial scenes have a seam represen-

tation mirroring that for full scenes.

The truncation of the partial scene M is obtained by removing the right–most wall from M , for

which we will write M−1. The concatenation of M with the wall (xa, y, o, xb) is defined if and

only if M terminates at column xa and equals

M ++W = (x1, y1, o1, . . . , xn−1, yn−1, on−1, xa, y, o, xb) (6.56)

We will also refer to the terminating state of a scene, which is the state for the lower–right corner

of the rightmost wall (the black dot in Figure 6.9, for example).

The correctness of our algorithm depends in part on the structure of the physical realisability

constraints described by Lee et al. [43]. We do not wish to repeat their work here, but for

completeness we re–state some properties of the conditions they derived.

Lemma 1. The realisability of the ith corner of the scene M is a function of the four values:

y, oi, xi+1, yi+1, oi+1 (6.57)

where the ith wall in M terminates at (xi+1, y, oi).

Proof. See [43] ut

Lemma 2. M is realisable if and only if all corners in M are realisable.

Proof. See [43] ut
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Lemma 3. Let M be a realisable scene. Then its truncation M−1 is realisable.

Proof. The truncation M−1 consists of a subset of the corners in M , all of which are realisable

by assumption. ut

Lemma 4. Let W = (xb, yb, ob, xc) be a wall and let M and Q be feasible scenes terminating at

(xb, ya, oa). Then M ++W is realisable if and only if Q++W is realisable.

Proof. Suppose M ++W is realisable. Then we need to show that each corner in Q ++W is

realisable. By assumption the first |Q| corners are realisable. According to Definition 1, the

feasibility of the last corner is a function of the values

ya, oa, xb, yb, ob, (6.58)

But these values are identical to the last corner inM++W , which is realisable by assumption, so

Q++W is realisable. The other direction of implication is obtained by a symmetric argument.

ut

Optimal Substructure

Proving that our algorithm solves the optimisation problem (6.6) hinges on an optimal sub-

structure property of indoor Manhattan scenes. Roughly, this property states that if a partic-

ular hypothesis is optimal for a particular sub–problem, then its “predecessors” (truncations)

are each optimal for their corresponding sub–problems. We formalise this below.

Definition 1. Let the sub–problem Best be defined as follows.

A scene M satisfies Best(x, y, o) if M is realisable and M terminates at (x, y, o). A scene M solves the

sub–problem Best(x, y, o) if it satisfies Best(x, y, o) and there is no other scene satisfying Best(x, y, o)

that obtains a greater value.

Figure 6.13 shows three scenes satisfying one sub–problem.
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Figure 6.13: Three models satisfying the sub–problem Best(x, y, o).

We now turn to the optimal substructure theorem, which is the central theorem of this chapter.

Figure 6.14 gives a graphical sketch of the proof.

Theorem 1. Let M be a scene terminating at (x, y, o). Let M ′ be the 1–truncation of M and let

(x′, y′, o′) be the terminating state of M ′. If M solves Best(x, y, o) then M ′ solves Best(x′, y,′ o′).

Proof. First note that M ′ satisfies Best(x′, y′, o′) since it terminates at (x′, y′, o′) and is realisable

by Lemma 3.

We show that M ′ solves Best(x′, y′, o′) by appeal to reductio. If M ′ does not solve Best(x′, y′, o′)

then there exists a scene Q′ satisfying Best(x′, y′, o′) such that

f(Q′) > f(M ′) . (6.59)

Let W be the right–most wall in M and let Q = Q′ ++W . We have that Q satisfies Best(x, y, o)

because:

1. Q terminates at (x, y, o) since its right–most wall is W , which terminates at (x, y, o) by

assumption.

2. Q is realisable by Lemma 4.

Next we use expand the values obtained by M and Q,

f(M) = f(M ′) + ∆(M ′,M)

f(Q) = f(Q′) + ∆(Q′, Q)

(6.60)
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Figure 7.2: Three models satisfying the sub–problem fin(x, y, a).

Lemma 4. Let W = (xb, yb, ob, xc) be a wall and let M and Q be feasible scenes terminating at
(xb, ya, oa). Then M ++ W is feasible if and only if Q ++ W is feasible.

Proof. Suppose M ++ W is feasible. Then we need to show that each corner in Q++ W is feasible.
By assumption the first |Q| corners are feasible. According to definition 8, the feasibility of the
last corner is a function of the values

ya, oa, xb, yb, ob, (7.14)

But these values are identical to the last corner in M ++ W , which is feasible by assumption, so
Q ++ W is feasible. The opposite direction of implication is obtained by a symmetric argument.

ut

7.4 Proposed Algorithm

We now present the sub–problems and the recurrence relations comprising the first version of
our solution to (6.6).

Definition 9. A scene M satisfies the sub–problem fin(x, y, a) if M is feasible and M terminates at
(x, y, a).
A scene M solves the sub–problem fin(x, y, a) if it satisfies fin(x, y, a) and there is no other scene
satisfying fin(x, y, a) that obtains a greater score.

Figure 7.2 shows three examples of different scenes satisfying a particular sub–problem.

Lemma 5. There is a solution to fin(x, y, o) for all 1  x W , 1  y  H , o 2 {1, 2}.

Proof. Simply construct a scene M with a sequence of alternating concave/convex corners
in the interval [1, x]. Non–occluding corners are always feasible [DCLK09], so M satisfies
fin(x, y, o). There are finitely many scenes and at least one satisfies fin(x, y, o); therefore fin(x, y, o)

has a solution. ut

We now turn to the central theorem of this chapter.

Theorem 1. Let M be a scene terminating at (x, y, o). Let M 0 be the 1–truncation of M and let
(x0, y0, o0) be the terminating state of M 0. If M solves fin(x, y, o) then M 0 solves fin(x0, y,0 o0).
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Figure 6.14: A graphical sketch of the proof of Theorem 1. The proof proceeds counter–
clockwise from top left. First we let M be an optimal scene for some sub–problem, then (1)
define M ′ to be its truncation. We then (2) postulate some Q′ with value greater than M ′, and
then from this we (3,4) construct Q. The contradiction follows by (5) comparing M and Q.

But by an analogous argument to the proof of Lemma 4, the corner produced by appending

W to M ′ is the same as that produced by appending W to Q′ since M ′ and Q′ terminate at the

same state. Therefore

∆(M ′,M) = ∆(Q′, Q) . (6.61)

Combining (6.59), (6.60), and (6.61), we have

f(Q) > f(M) , (6.62)

but this contradicts the assumption of M as a solution to Best(x, y, o). ut

Algorithm 6.1 formalises the procedure that we described informally in Section 6.4.2.

6.4.4 Second Refinement: Auxiliary Sub–problems

The basic algorithm described thus far iterates over all pixels to the left of s for each state s. In

this section we show how to reduce this O(L2) operation to O(L). Our approach is to expand
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Algorithm 6.1 Solution to (6.6) [version 1]
Require: Π is a payoff function
Require: γ is a penalty function
Ensure: M∗ is the solution to (6.6)
cache = ∅
source = ∅
f∗ = −∞
for y = 1 to H do

for o ∈ {1, 2} do
fcur ← Solve(W, y, o)
if fcur > f∗ then
f∗ ← fcur
s∗ ← {W, y, o}

end if
end for

end for
M∗ ← (W )
while s∗ 6= ∅ do
M∗ ← (s∗x, s

∗
y, s
∗
o) ++M∗

s∗ ← source[s∗]
end while

Subprocedure Solve:

Require: s = (x, y, o) ∈ S
Ensure: cache[s] = fin(s)

if s /∈ cache then
if x = 0 then
cache[s]← 0
source[s]← ∅

else
for all s′ ∈ F(s) do
W ← (s′x, sy, so, sy)
fcur ← Solve(s′) + Π(W )− γ(s′,W )
if fcur > cache[s] then
cache[s]← fcur
source[s]← s′

end if
end for

end if
end if
return cache[s]
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the state space in a way that allows us to reduce the number of connections between states. It

will be shown that with only a constant factor increase in the number of states, we can decrease

the size of the realisable set by a factor of O(L), which leads to a corresponding speedup of

the optimisation step. In the previous section we enforced physical realisability by explicitly

testing each t and omitting any that lead to an impossible scene. In this section we show that

by introducing auxiliary states we can deal with realisability constraints while avoiding the

expensive optimisation over O(L2) terms.

State space. The new state space contains four states for each state in the old state space

(Section 6.4.1), giving a total of 8 states per pixel. We identify the new states with the labels

(IN,UP,DOWN,OUT), which are depicted in Figure 6.15 and have the following meanings:

• States of the form (p, o,IN) correspond to the set of scenes that terminate at pwith orien-

tation o, just as in Section 6.4.1.

• States of the form (p, o,UP) correspond to the set of scenes that terminate at or above p

with orientation o.

• States of the form (p, o,DOWN) correspond to the set of scenes that terminate at or below

pwith orientation o.

• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at pwith orientation owould not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure 6.15.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.
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• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximises the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:

• If s is labelled UP or DOWN then the optimisation step consists simply of taking the maxi-

mum of the value at the two connected states, as depicted in Figure 6.15.

• If s is labelled IN then the maximisation is over states along one of the vanishing direc-

tions, with an edge cost added. This is identical to the procedure of Section 6.4.1 except

that at each pixel we take the value from the state labelled OUT.

• For states (p, o,OUT), the maximisation is over three predecessor states:

(p, o,IN)

(p, o,UP)

(p, o,DOWN)
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One or more of these may be omitted if the physical realisability rules indicate that such

a connection would generate a physically impossible wall segment.

Full algorithm. Now that the states, feasible sets, and optimisation steps have been specified,

the complete procedure for finding the indoor Manhattan scene maximising (6.6) is as follows.

As in Section 6.4.2 we begin at the right edge of the image (specifically with states labelled

IN). At each state we compute Best(s) using the procedure described above. Each time we

need the value for a state that has not yet been evaluated we recursively apply the procedure

to that state, terminating this recursive process when we reach the left edge of the image. The

only difference between this procedure and that of Section 6.4.2 is that the structure of the state

space has changed.

Algorithmic complexity. By introducing auxiliary sub–problems we have increased the total

number of sub–problems by a factor of 4. However, the sub–problems UP, DOWN, and OUT have

O(1) complexity and the maximisation for IN states is now over O(L) terms. Furthermore, the

edge costs can now be computed incrementally in constant time. The number of states remains

O(L2) so the complexity of the algorithm presented here is O(L3).

6.4.5 Third Refinement: From O(L3) to O(L2)

Evaluating states labelled IN remains an O(L) operation because the associated feasible set

contains O(L) states. In this section we reduce this to O(1). We will make an approximation

in which, as we walk along vanishing lines, we will permit non–integer pixel locations to be

replaced by nearby integer pixel locations if the round–off error is smaller than a parameter

ε. We will show that for any ε > 0, we only ever have to consider at most R pixels along the

vanishing line before encountering one with a sufficiently small round–off error (where R is a

function of ε). When we do encounter such a pixel we may terminate the line search, delegating

instead to a related sub–problem. Figure Figure 6.16 depicts this modification schematically.

After this modification the feasible set for each IN state contains a bounded number of states,

giving the desired O(1) complexity.
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• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:
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• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:

(a) Feasible set for UP nodes
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• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:

6.4 MAP Inference Using Dynamic Programming 123

• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:
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• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:

(b) Feasible set for DOWN nodes

6.4 MAP Inference Using Dynamic Programming 123

• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:
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• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:
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• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:
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• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:

(c) Feasible set for OUT nodes
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• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:
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• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:
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if and only if pf and and pc are in correspondence [13]. We define µ as the unique real number

such that

Ha = I + µ
vvhT

vv · h
(4.22)

where

h = KRe1 ⇥KRe2 (4.23)

is the horizon line. Given any corresponding pair (pf , pc), µ is given by [13]

µ = hvv, pc, pf , (pc ⇥ pf )⇥ hi , (4.24)

where

ha, b, c, di =
(a� c) · (b� d)

(b� c) · (a� d)
(4.25)

is the characteristic cross ratio of Ha.

Note that µ is invariant to the camera intrinsics since the cross ratio is a projective invariant[13].

We therefore assume without loss of generality that K is the identity for the remainder of this

section.

To complete our parametrisation of the floor and ceiling planes we need to show how to com-

pute (µ, �) from (zf , zc). We may simply set � to either zf or zc. Let

ef = zf e3 (4.26)

ec = zc e3 (4.27)

pf = Ref + t (4.28)

pc = Rec + t (4.29)
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if and only if pf and and pc are in correspondence [13]. We define µ as the unique real number

such that

Ha = I + µ
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is the horizon line. Given any corresponding pair (pf , pc), µ is given by [13]
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where
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is the characteristic cross ratio of Ha.

Note that µ is invariant to the camera intrinsics since the cross ratio is a projective invariant[13].

We therefore assume without loss of generality that K is the identity for the remainder of this

section.

To complete our parametrisation of the floor and ceiling planes we need to show how to com-
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6.4 MAP Inference Using Dynamic Programming 123

• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve

per–state optimisation problems in terms of the solutions to preceding states. Furthermore,

three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:
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• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.
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DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve
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three of the four states now have just a constant number of outgoing edges, while the fourth

(states labelled IN) have O(L) outgoing edges. In comparison, the feasible sets described in

Section 6.4.2 contained O(L2) states. The value function remains unchanged from the previous

sections; all that remains to describe is the per–state optimisation step.

Optimisation step. Let us once again select a particular state s and assume that all preceding

states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan

scene maximizes the value function at t and we have also have the output of the value function

for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:
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• States of the form (p, o,OUT) correspond to the set of scenes such that appending a wall

starting at p with orientation o would not contradict any physical realisability constraints.

Feasible set. The revised feasible sets are shown graphically in Figure ??.

• States of the form (p, o,IN) are connected to states labelled OUT that lie along the vanish-

ing direction o to the left of p. This closely mirrors the situation in Section 6.4.1.

• States of the form (p, o,UP) are connected to exactly two other states: the IN state for pixel

p and the UP state for the pixel immediately above p. If p is at the top of the image then

the latter connection is omitted.

• States of the form (p, o,DOWN) are connected to exactly two other states: the IN state for

pixel p and the DOWN state for the pixel immediately below p. If p is at the bottom of the

image then the latter connection is omitted.

• States of the form (p, o,OUT) are connected to exactly three other states: the IN, UP, and

DOWN states for p.

The motivation for this arrangement of states and feasible sets is that it allows us to solve
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three of the four states now have just a constant number of outgoing edges, while the fourth
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states t are already solved — that is, for each t to the left of s, we know which indoor Manhattan
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for that scene (this value will once again be written Best(t)). The procedure for computing

Best(s) is as follows:
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(d) Feasible set for IN nodes

Figure 6.15: The feasible sets for each of the four new node labels introduced in Section 6.4.4.
Each panel highlights one node and shows the outgoing edges for just that node. These are
repeated for every pixel and orientation.



6.4 MAP Inference Using Dynamic Programming 126

Figure 6.16: Each time we evaluate an IN node we walk along a vanishing line from some
state x to a vanishing point v (green line), examining each state we encounter (green dots).
The approximation described in Section 6.4.5 permits us to terminate this search when we first
encounter a node within a threshold distance of the line (blue asterisk).

To explain this modification, we will first describe how it is that we terminate the line search

and which sub–problem we delegate to. We then show that there is an upper bound on the

number of steps we must take before finding a state satisfying the termination criteria.

The line search can be terminated

Let us first review the algorithm as presented in Section 6.4.4. There is one IN node for each

pixel in the image. Each time such a node is evaluated, we walk from that node to the left

edge of the image along a vanishing line, identifying at each column the closest OUT node as

depicted in Figure 6.16 and Figure 6.15. In the worst case, the number of steps equals the width

of the image so this is an O(L) operation.

Suppose we are evaluating Best(x, o,IN) where x is the node at the top right of Figure 6.16.

This evaluation involves walking along the vanishing line shown in green. Consider the node

marked with a blue asterisk. If this node lay precisely on the vanishing line then we could

make the following substitution. When we reach this node, rather than continuing to walk

along the line evaluating Best(p, o,OUT) at each column, we could instead make a single call

to Best(p∗, o,IN) where p∗ is the node marked with the asterisk. This substitution is valid

for the following reason. The sub–problem Best(p∗, o,IN) consists of a maximisation over all

nodes along the vanishing line to its left, but these nodes are precisely the nodes that we would
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have enumerated had we continued the original line search. Hence the substitution replaces a

maximisation over O(L) nodes with a single evaluation — an O(1) operation.

Now in actuality the node marked with an asterisk in Figure 6.16 does not lie precisely on the

vanishing line and in general we cannot expect to find integer–valued pixels that do. Hence we

introduce the following approximation. Whenever a pixel falls within a distance ε of a vanish-

ing line we treat it as though it fell precisely on the vanishing line and apply the substitution

described above. How many steps might we have to take before encountering a sufficiently

close pixel? We show below that there is a global upper bound on the number of steps that

we ever have to take. In our experiments we found that even a threshold as small as ε = 0.01

produced a significant speedup.

The feasible set contains a bounded number of states.

A bound on number of steps that we might have to take when evaluating an IN node is pro-

vided by the following lemma.

Lemma 5. For all ε > 0 there exists R > 0 such that for any (x, y) ∈ Z2 and any (vx, vy) ∈ R2 there

is some (p, q) ∈ Z2 with x−R ≤ p < x such that

|(vy − y)(p− x)− (vx − x)(q − y)|√
(vx − x)2 + (vy − y)2

≤ ε (6.63)

Further, the above holds for

R = ε
√

2 +
1

ε
(6.64)

Proof. First we substitute r = p− x, s = q − y, a =
vy−y√

(vy−y)2+(vy−y)2
, and b = vx−x√

(vx−x)2+(vy−y)2
,

|ar − bs| < ε (6.65)

Next, noting that [a, b] is a unit vector and without loss of generality letting a ≥ b we have

∣∣∣ b
a
s− r

∣∣∣ ≤ ε

a
≤ ε
√

2 . (6.66)
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Dirichlet’s theorem [44] guarantees the existence of a pair (r, s) with 1 ≤ s ≤ 1
ε . Rearranging

the above we get

|r| ≤ ε
√

2 +
∣∣∣ b
a
s
∣∣∣ (6.67)

≤ ε
√

2 +
1

ε
. (6.68)

Without loss of generality we assume r < 0 (since we may multiply both r and s by −1),

yielding

−ε
√

2− 1

ε
≤ r < 0 (6.69)

−ε
√

2− 1

ε
≤ p− x < 0 (6.70)

x−R ≤ p < x . (6.71)

where R = ε
√

2 + 1
ε . ut

Algorithmic Complexity

For fixed ε, the number of terms required to evaluate a IN node is bounded by a constant

independent of the problem size. Since the other three sub–problems are unchanged, all sub–

problems are now O(1) operations and the overall complexity of the algorithm is given by the

total number of unique sub–problems, which is O(L2).

6.5 Results

Our data–set consists of 18 manually annotated video sequences of 8 unique indoor locations

averaging 59 seconds in duration. We sample frames at one second intervals and divide frames

into consecutive blocks of 3 (one base frame and two auxiliary frames). Our evaluation set

consists of 150 such triplets generated from 8 different sequences.

To acquire ground truth data we reconstructed camera trajectories using structure–from–motion
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software, then manually specify the ground truth floor–plan. Recall that we seek to recover the

boundaries of the environment, whether or not they are visible at every pixel. When our algo-

rithm ignores clutter within a room, we consider that a success.

The monocular featuresφi consist of 3 RGB channels, 3 HSV channels, 24 Gabor filters (4 scales,

6 orientations), and 3 binary line sweep features [43]. For stereo we use patches of size 5 × 5

and when computing photoconsistency terms we normalise all images to zero mean and unit

variance.

For these experiments, we fixed the various hyper–parameters using a simple bootstrapping

algorithm evaluated on a separate training set. This approach is discussed in a published pa-

per [24]; we omit it here because it is superseded by the more principled and effective learning

algorithm described in the following chapter, and because in later experiments we found that

it did not substantially improve upon manually chosen values. Qualitatively, the discrimina-

tive power of our model comes from the strong geometric feasibility constraints, the global

inference algorithm, and the Bayesian sensor models.

We compute two error metrics: the labelling accuracy, which is the proportion of all pixels that

were labelled with the correct surface orientation, and the mean relative depth error, computed

per–pixel with respect to ground truth. While the latter better captures similarity to the ground

truth, one of the systems we compared with did not have a direct 3D interpretation, so we

compared on labelling accuracy.

To the best of our knowledge, there is no previously published work other than our own on pre-

cisely this problem (indoor–Manhattan reasoning from multiple views), so we compare with

three different systems, though neither comparison is ideal. Our first comparison is with the

approach of Brostow et al. [7], who performed semantic segmentation by training a per–pixel

classifier on structure–from–motion cues. Our implementation of their system uses exactly the

features they describe, with classes corresponding to the three Manhattan orientations. While

they trained a randomised forest, we trained a multi–class SVM because a reliable SVM library

was more readily available to us. Given the margin between our results it is unlikely that a
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different classifier would significantly change the outcome. The second comparison is with the

monocular approach of Lee et al. [43]. One would of course expect a multiple view approach

to outperform a monocular approach, but as one of the very few previous approaches to have

explicitly leveraged the indoor Manhattan assumption we feel this comparison is important to

demonstrate the benefit of a Bayesian framework and integration of stereo and 3D cues.

Our third comparison is with the stereo approach of Zeisl et al. [75], which leverages a “ver-

tical structure” prior that is similar to our own indoor Manhattan assumption. Their payoff

function is identical to our stereo payoff function, but they employ a different prior, and hence

a different optimisation algorithm. Like the indoor Manhattan assumption, their prior insists

on a floor and ceiling plane with vertical surfaces extending continuously between them. Un-

like the indoor Manhattan assumption, they allow surfaces at any vertical orientation and they

allow these surfaces to bend and curve arbitrarily (although they do penalise changes in ori-

entation and depth with pair–wise potentials). The assumption of a floor and ceiling plane

allows the authors to adopt a column–wise labelling scheme similar to the seam representation

we described in Chapter 4. The relationship between their dynamic programming formulation

and our own is that we reason in terms of discrete wall segments in the vertex representation

(and hence our regularisation is in terms of discrete wall segments), while they reason directly

in the seam representation and restrict themselves to regularisation potentials defined over

neighbouring image columns. We implemented the first extension described in their paper

(“slope based smoothness terms”) but not the second (“model selection”) since the latter per-

mits non–Manhattan structure yet all ground truth data in our dataset contains only Manhattan

structure.

The performance of each system is shown in Figure 6.1. Even when restricted to monocular

features, our system outperforms [7], which has access to 3D cues. This reflects the utility of

global consistency and the indoor Manhattan representation in our approach. The initialisation

procedure of [43] fails for 31% of our training images, so at the bottom of Figure 6.1 we show re-

sults for their system after excluding these images. Labelling accuracy increases to within 3% of

our monocular–only results, though on the depth error metric a margin of 10% remains. Figure
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6.1 also shows that joint estimation is superior to using any one sensor modality alone. Anec-

dotally we find that using 3D cues alone often fails within large textureless regions in which

the structure–from–motion system failed to track any points, whereas stereo or monocular cues

alone often perform better in such regions but can lack precision at corners and boundaries.

We found that the the system of Zeisl et al. was most likely to produce incorrect reconstruc-

tions at image columns where multiple vertical surface were observed, such as when looking

through a window or doorway, or when cabinets or other box–structured furniture was visible.

The vertical surfaces on these objects are strong attractors for the stereo likelihood and often

caused this system to mistake, for example, the front of a cabinet for a wall. A similar obser-

vation was made by Zeisl et al. of their own system [75]. Our own stereo–only experiments

showed similar errors, though the addition of 3D and monocular features often resolved these

ambiguities. We note that even when restricted to stereo clues alone, in which case the systems

are differentiated only by their priors, our system out–performed that of Zeisl et al.. One thing

to note here is that our ground truth data always considers room boundaries to be the correct

reconstruction, even when a wall is completely occluded by a piece of furniture. This reflects

our goal of extracting simple and meaningful geometric summaries from images, and means

that our system (which explicitly models floorplans) has an advantage on this dataset. In con-

trast, for robot navigation, which is one of the goals stated by Zeisl et al., it may instead be more

important to identify all vertical surfaces in the scene, whether walls or objects.

We have noticed that one source of errors is vanishing points that are slightly mis–estimated,

which is often due to errors in the underlying reconstruction provided by structure–from–

motion. When vanishing points deviate slightly from their true position, our reconstruction

system inserts very narrow wall segments to “correct” for the mis–localisation, forming small

zig–zags in order to track the observed image gradients. Examples of this phenomenon are

shown in rows 6 and 7 of Table 6.2. Although this does not pose a major concern for our sys-

tem, one way to correct for it would be to jointly refine structure, motion, and vanishing points,

as in [63].

Figure 6.17 shows timing results for our system. For each triplet of frames, our system requires
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Algorithm Mean depth error (%) Labelling accuracy (%)

Our approach (full) 14.5 75.5
Stereo only 17.4 69.5
3D only 15.2 71.1
Monocular only 24.8 69.2

Brostow et al. [7] 40.6
Zeisl et al. [75] 18.0
Lee et al. [43] 79.8 45.5
excluding failures5 34.1 66.2

Table 6.1: Performance on our data–set. Labelling accuracy is the percentage of correctly la-
belled pixels over the data–set, and depth error is the mean relative depth error. There is no
depth error in row 5 because that system does not generate 3D models, and there is no labelling
error in row 6 because that system does constrain surfaces to the three Manhattan orientations.

Photometric Features
160ms

Stereo Features
730ms

3D Features
9ms

Inference
102ms

Figure 6.17: Processing time for feature computation and inference in our system, averaged
over all evaluation instances. The mean total processing time was 997ms.

on average less than one second to compute features for all three frames and less than 100

milliseconds to perform optimisation.

5This row excludes cases for which [43] was unable to find overlapping lines during initialisation.
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Results above 90th percentile Results near median Failures (below 10th percentile)

Figure 6.18: Scenes output from our system. The left column shows results above the 90th
percentile of performance (relative depth error), the middle column shows results near median
performance, and the right column shows failure cases.

Table 6.2: Here we show further examples of scenes inferred by our system. In the table below,
the left panel shows the base input view, the middle panel shows the two auxiliary views used
for photo–consistency calculations, and the right panel shows the MAP scene M inferred by
our system.

Base input view Auxiliary input views Output of our system

Continued on next page
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Base input view Auxiliary input views Output of our system

Continued on next page
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Base input view Auxiliary input views Output of our system

Continued on next page



6.5 Results 136

Base input view Auxiliary input views Output of our system

Continued on next page
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Base input view Auxiliary input views Output of our system

6.5.1 Payoff Matrices

In this section we provide some visualisations of the payoff matrices discussed above in order

to give extra insight into the structure of each sensor modality.

The raw image provided as input to our system.
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The ground truth segmentation for this image. Horizon-

tal surfaces are shaded blue. Vertical surfaces are shaded

red and green. We will refer to these as the “red” and

“green” orientations.

The MAP indoor manhattan modelw output by our sys-

tem for this input.

Payoffs πmono derived from monocular image features,

for the “green” orientation. Pixels of higher intensity

correspond to larger values in the payoff matrix. The

MAP model is shown in wireframe using red lines. In-

tuitively, the optimisation over models can be thought of

as finding the minimal cost path through the payoff ma-

trix, where higher intensity pixels correspond to lower

costs. This is only a rough picture, however; the real op-

timisation situation is more complex since models are pe-

nalised for each additional corner.

As above, for the “red” surface orientation.
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Auxiliary images used for

stereo photo–consistency. In

our experiments we used

two image auxiliary images

for each base image, which

were sampled one second

before and one second after

the base image in the video

sequence.

Payoffs πstereo correspond-

ing to the auxiliary images

above. Each pixel represents

the photo–consistency score

for a wall segment with

floor/wall (or ceiling/wall)

intersection that point at

that pixel. Notice the re-

peated “pizza slice” pat-

terns in which one tip of

the triangle is located at the

floor/wall intersection.

Here we show the structure–from–motion point cloud.

The points are shown projected into the image, but the

system has access to their 3D locations. Notice how the

points are not uniformly distributed in the image.
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Here we show the structure–from–motion point cloud

projected onto the floor and ceiling planes, which were

recovered as a separate step as described in the main pa-

per. The red dots show the original 3D point cloud and

the blue dots show the projections onto the floor and ceil-

ing.

This shows the component of the payoffs π3D intended to

provide a bias towards models that explain the observed

3D points. This is the component corresponding to t =

ON. Each bright spot corresponds to the projection of a

3D point onto the floor or ceiling plane.

This shows the component of the payoffs π3D intended to

penalise walls that occlude observed 3D points. This cor-

responds to the case that t ∈ {IN,OUT}. Notice that for

each 3D point, payoffs are assigned to walls that pass be-

tween the floor and ceiling projection of that point. Such

walls are precisely those which do not occlude the point.

Joint payoff matrix πjoint.

6.6 Other Approaches

In this section we briefly discuss the conceptual differences between our algorithm and two

related approaches.
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6.6.1 Branch and Bound

Lee et al. [43] proposed a branch–and–bound solution to a similar inference problem to that con-

sidered in this chapter. Their approach identifies straight lines in the image and then searches

over all possible combinations, generating from each combination a scene hypothesis. The

hypotheses are evaluated using a cost function similar to (6.50). Whereas the algorithmic com-

plexity of their algorithm is exponential in the number of lines used to generate scene hypothe-

ses, our approach is independent of scene complexity; yet our hypothesis class is a strict superset

of theirs.

Their approach also differs from ours in that they only allow wall boundaries to occur where

lines are observed in the image. We have found this to be unnecessary because the objective

(6.4) already incorporates this information. Furthermore, our system avoids dependence on

edge detection, whereas Lee et al. are unable to find the correct model if one or more struc-

turally important edges are missed by the edge detector.

6.6.2 Graph Cuts

Many pixel–labelling problems can been solved using graph cuts. Kolmogorov and Zabih [41]

showed that only regular functions (a subset of sub–modular functions) can be minimised via

graph cuts. Interpreted as an energy, (6.4) is not regular because implicit in the optimisation

is the hard constraint that labellings must form an indoor Manhattan model, which induces

complicated dependencies between the pixels in each column. For example, if we were to

optimise directly within a labelling representation then if some pixel p were assigned label a

then q = Hapmust be assigned the same label, even though the two may be arbitrarily far from

one another in the image. Further, if a were either of the vertical orientations then no pixel in

the same column can be assigned the opposing vertical orientation, leading to cliques of size

equal to the height of the image. These constraints only capture a fraction of the full feasibility

requirements.

Even if an appropriate relaxation of this constraint yielded a regular cost function, applying
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graph cuts would entail using a technique such as α–expansion [41], which is both approximate

and non–deterministic. In contrast, our approach is exact, deterministic, and highly efficient.

6.7 Discussion

In this section we discuss a possible generalisation of our model to relax the constraint on

priors.

6.7.1 Non–memoryless Scene Priors

Recall that our prior on scenes (6.7) is

P (M | λ) =
1

Z
λ1

n1λ2
n2λ3

n3 (6.72)

This prior is memoryless because it corresponds to the outcome of a series of independent

trials. Intuitively, memorylessness means that the marginal probability of each additional wall

is independent of the number of walls already added to a model. Formally, memorylessness is

defined by the necessary and sufficient condition

P (ni = k +m | ni ≥ k,λ) = P (ni = m | λ) . (6.73)

This property is important for the algorithm presented above because the logarithm of a mem-

oryless prior is linear in the hyper–parameters, which we used to write the prior as a sum

over independent penalties for each corner category in (6.9). On this basis we defined sub–

problems independently of the number of corners and were able to incorporate penalties as

additive terms in our algorithm. With a non–memoryless prior this is impossible because the

marginal probability of an additional corner is no longer independent of the number of corners

already added.

How well does (6.72) reflect our actual prior expectations for scenes? Certainly the provision
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that complex scenes are apriori less likely than simple scenes matches our intuition, but the

assertion that a scene composed of just one wall is more likely than a scene with two or three

walls seems less justified. Here we show how one could incorporate any prior that can be writ-

ten as a function of n1, n2, n3 (memoryless or not), at the cost of introducing extra dimensions to

the state space and a corresponding increase in the computational complexity of the algorithm.

We have not implemented this algorithm.

Let n = [n1, n2, n3] be a vector containing three integers. First we redefine the state space to

incorporate n,

S = {(x, y, o,n)} (6.74)

S = [1,W ]× [1, H]× {1, 2} × Z3 (6.75)

Next we refine the sub–problem definitions as follows.

Definition 2. A scene M satisfies fin(x, y, o, n1, n2, n3) iff it terminates at (x, y, o) and contains ex-

actly n1 concave corners, n2 convex corners, and n3 occluding corners.

The other three sub–problems are redefined similarly.

Let ω be a function identifying the category of the corner resulting from concatenating a wall

W = (x0, y0, o0, x1) to a scene M terminating at (xb, yb, ob). By Definition 1, ω is functionally

dependent only on the values

xb, ob, o0, Sign(y0 − yb) (6.76)

so we write

ω(x, o1, o2, s) =





[1 0 0], for concave corners

[0 1 0], for convex corners

[0 0 1], for occluding corners

. (6.77)
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The only recurrence relation we need to update is that for nodes labelled OUT, which becomes

Best(x, y, o,n,OUT) = max
o′∈{l,r}

max
(

Best(x, y − 1, o′,n− ω(x, o′, o,−1),UP),

Best(x, y, o′,n− ω(x, o′, o, 0),IN),

Best(x, y + 1, o′,n− ω(x, o′, o,+1),DOWN)
)

(6.78)

Comparison with the previous algorithm shows that we have replaced the penalty term with

a transition from n to n′ = n − ω(·). This means our sub–problems no longer incorporate

penalties at all, instead we have expanded our state space to incorporate that information in

a different form. In order to solve for the optimal scene we will need to enumerate many

terminating states:

f(M∗) = max
y,o,n

fin(W, y, o,n)− P (n | λ) . (6.79)

At the cost of a substantial expansion of the state space we are now able to optimise with respect

to a larger class of priors.

6.7.2 Conclusion

We have presented a Bayesian framework for scene understanding in the context of a moving

camera. Our approach draws on the indoor Manhattan assumption introduced for reasoning

from single views and we have shown that techniques from monocular and stereo vision can

be integrated with geometric observations in a coherent Bayesian framework. We have con-

nected inference in our model to a class of optimisation problems that we labelled the payoff

formulation, and we have presented an efficient and exact solution in the form of a dynamic

programming algorithm. Our approach is able to model complex scenes, which would be

intractable for previous methods that involved combinatorial searches in the space of mod-

els. Experiments show our system out–performing two similar systems for both single– and

multiple–view inference.



7
Learning to Construct Indoor Manhattan

Models

We develop a structured prediction approach to reconstructing 3D polygonal mod-

els from single and multiple images of a scene. Building on recent advances in

single view reconstruction we adopt the indoor Manhattan hypothesis class — one

of the most complicated output spaces (in terms of internal constraints) yet con-

sidered within a structured prediction framework. Our approach can learn in both

the single– and multiple–view contexts. We show that the chosen hypothesis class

permits optimising a variety of high–level loss functions, such as the relative depth

error. Our results out–perform the state–of–the–art, including an improvement of

more than 50% on one metric.1

7.1 Introduction

Previous chapters cast scene understanding as a fixed inference problem, with each input in-

stance considered separately. Such systems have no capacity to improve their accuracy over

time based on feedback from past predictions, since there is no information carried over from

1At the time of publishing, part of the work presented in this chapter was under review for the 2012 European
Conference on Computer Vision.
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one inference task to the next. This chapter considers the task of learning to recover indoor

Manhattan models based on labelled training examples. We are given a series of input images

together with ground truth reconstructions, and the goal is to discover a rule to recover the

correct scene structure from future images.

We adopt the standard approach in machine learning of distinguishing a learning phase — a

one–off computation performed ahead of time — from the inference phase — in which the re-

sults of the learning phase are used to label incoming training examples. This chapter focuses

on the learning phase; we will show that under the learning scheme we propose, inference re-

duces to exactly the algorithm presented in the previous chapter. As a result, the approach de-

scribed in this chapter is strictly complimentary to the inference algorithm described in Chapter

6.

In this chapter we emphasise a learning–based approach to recovering scene structure. Tra-

ditionally, neither the single– nor multiple–view reconstruction literature places learning at

the heart of the reconstruction problem. Within single–view reconstruction, for example, few

authors cast learning as a single optimisation with respect to a clearly defined loss function

[34, 58, 43, 24]. On the other hand, multiple–view reconstruction techniques rarely learn from

training data at all. In contrast, this chapter casts reconstruction fundamentally as a learning

problem, with the goal being to learn a prediction function f mapping observed image features

to indoor Manhattan reconstructions.

Using indoor Manhattan reconstructions as the hypothesis class brings a variety of attractive

features such as a simple parametrisation, efficient and exact inference, and a balance between

expressiveness and robustness, as has been discussed in preceding chapters. In this chapter

we show that this hypothesis class also leads to a convenient decomposition of loss functions

mirroring the likelihood decomposition described in Chapter 6, which permits efficient opti-

misation of several popular image–level losses.

For learning we employ the tools of structured prediction — in particular, the structured sup-

port vector machine [68]. The use of these tools is part of a long trend within computer vision
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towards statistically rigorous, well–understood convex optimisation techniques. Recent suc-

cessfully applications of the structured SVM include detection [6], segmentation [65, 66], and

scene classification [74]. In the domain of reconstruction, structured prediction ideas have been

applied to several simple model classes such as stereo disparities [45] and cuboids [31].

The application of structured prediction to the indoor Manhattan class of models constitutes

one of the most complex output spaces yet considered within this framework. The indoor

Manhattan model enforces hard geometric constraints that lack simple expressions in terms

of individual pixel labels. These constraints are time–varying, being tied to quantities such as

camera rotation and the location of vanishing points. We have learnt several valuable lessons

of general relevance from this complex prediction task, to which we dedicate the final section

of this chapter.

The contributions of this chapter are thus (i) a unified learning framework for single– and

multiple–view reconstruction, utilising the indoor Manhattan model and the tools of structured

prediction; (ii) the reduction of two image–level loss functions to a form amenable to efficient

optimisation; (iii) an efficient separation procedure for identify the “most–violated constraint”

during learning, (iv) an empirical demonstration of structured prediction in perhaps the most

complex output space yet considered within this framework; and (v) a series of practical obser-

vations concerning the application of structured prediction techniques to complicated output

spaces.

7.2 Background

The approach to learning adopted in this chapter has roots in the structural risk minimisation

framework developed by Vapnik and Chervonenkis [70]. On this view, learning is framed in

terms of a predictor f , which maps from an input space X to an output space Y . Learning

consists of minimising the expected loss

E
[
∆(f(x),y)

]
=

∫
∆
(
f(x),y

)
dP (x,y) (7.1)
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with respect to the predictor f , where ∆ is a loss function. Given training samples (xi,yi) ∈

X × Y , the integral above is approximated by

∑

i

∆
(
f(xi),yi

)
. (7.2)

Structural risk minimisation techniques add a regulariserR:

R(f) +
∑

i

∆
(
f(xi),yi

)
(7.3)

Structural risk minimisation does not specify any particular form for the input space, output

space, predictor class, or loss function. Many machine learning algorithms can be viewed as

instantiations of structural risk minimisation for particular predictor classes and loss functions.

For example, the classic support vector machine (SVM) [11] is defined for Hilbert input spaces,

binary output spaces, the hypothesis class of linear predictors, and the Hinge loss function. In

this case equation (7.3) becomes

‖w‖2 +
∑

h(yi,w · xi)) (7.4)

where h is the hinge loss, and learning consists of minimisation with respect to w. Rewriting

the hinge loss as a penalised linear constraint leads to the well–known quadratic programming

formulation for the SVM [11].

Extending binary classification to more general output spaces is a major research programme

within machine learning; an excellent introduction to recent advances is given by Bakir et al.

[2]. One recently successful approach is the structured support vector machine proposed by

Tsochantaridis et al. [68], which reduces learning in non–binary (“structured”) output spaces

to a ranking problem. The structured SVM makes use of a joint feature space Ψ(x,y) mapping

input/output pairs to real vectors. The hypothesis class consists of predictors of the form

f(x;w) = argmax
y

〈
w,Ψ(x,y)

〉
(7.5)
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where w is a parameter vector and 〈·, ·〉 denotes an inner product. As in the classic SVM, the

hinge loss is used to define the objective function,

‖w‖2 +
∑

h(yi, f(xi)) . (7.6)

In order to optimise with respect to w, Toschantaridis et al. showed how to write (7.6) as a

constrained optimisation problem parallelling the classic SVM:

min
w,ξ

1

2
‖w‖2 + C

n∑

i=1

ξi

s.t. ∀k,y 6= yi :
〈
w,Ψ(xi,yi)

〉
−
〈
w,Ψ(xi,y)

〉
≥ ∆(y,yi)− ξi .

(7.7)

Unfortunately the number of constraints in (7.7) is in general very large since there is a con-

straint for every element of the output space. Tsochantaridis et al. [68] showed how to over-

come this by exploiting the sparsity structure of support vector machines. Their algorithm

iteratively adds constraints beginning with zero constraints, and they showed that only a poly-

nomial number of constraints need ever be added in order to achieve an ε–accurate solution.

The remainder of this chapter shows how to use the structured SVM to learn to reconstruct

indoor Manhattan models.

7.3 Model

In this section we describe three components of the model that we are trying to learn (and, at

test time, infer): a hypothesis class, a feature space, and a loss function. In our setup these are,

respectively, the class of indoor Manhattan models, a log–linear Bayesian likelihood, and either

the relative depth error or a labelling error (we describe both).
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7.3.1 Hypothesis Class

This chapter is concerned with the output space consisting of indoor Manhattan reconstruc-

tions as described in Chapter 4. For consistency with preceding chapters we use the following

notation: our input space consists of observed image features denoted Φ, and the output space

consists of indoor Manhattan reconstructions in the seam representation denoted S. A training

sample is then a set of pairs {(Φi, Si)}.

7.3.2 Feature Space

In order to learn to reconstruct indoor Manhattan models we must define a family of predic-

tion functions f mapping image features to indoor Manhattan models. Building on Chapter

6, we would like each predictor to implement MAP inference for some value of the hyper–

parameters, i.e. we are interested in predictors of the form

f(Φ) = argmax
S

P (S | Φ,w) (7.8)

for various w ∈ Rn. In other words, we would like to optimise over the set

{
f
∣∣ f : Φ 7−→ argmax

S
P (S | Φ,w),w ∈ Rn

}
(7.9)

consisting of MAP inference predictors for all possible hyper–parameter values, which we have

grouped into the parameterw. In order to employ the structured SVM we need to write f in the

form (7.5), or equivalently, we need to write the logarithm of the posterior on scene structure

in the form

logP (S | Φ,w) =
〈
w,Ψ(Φ, S)

〉
. (7.10)

That is, we need to show that the posterior described in the previous chapter is log–linear.

The remainder of this section is devoted to defining a joint feature map Ψ permitting such a

representation. We now examine each term in the posterior (6.42), our goal being to show that

each is log–linear in the relevant hyper–parameters.
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Prior

Recall the log–prior (6.8), which is repeated below.

logP (S | λ) = − logZ + n1 log λ1 + n2 log λ2 + n3 log λ3 . (7.11)

Defining n =

[
n1 n2 n3

]
we have

logP (S | λ) =
〈
λ,n

〉
+O(1) . (7.12)

Photometric Likelihood

Combining (6.15) and (6.11), the log likelihood for photometric features that was described in

Chapter 6 is

logP (Φ | S) =
∑

i

ωa∗i · φi +O(1) . (7.13)

where the sum is over pixels, and, as defined in Chapter 6, a∗i is the orientation predicted by S

for pixel i, ωa is the model for photometric features given orientation a, and φi is the feature

observed at pixel i. We define

ω =




ω1

ω2

ω3




Ψmono(Φ, S) =




∑
i:a∗i =1

φi

∑
i:a∗i =2

φi

∑
i:a∗i =3

φi




. (7.14)

Finally we can write

logP (Φ | S) =
〈
ω,Ψmono(Φ, S)

〉
+O(1) . (7.15)
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Photo–consistency Likelihood

The log likelihood for photo–consistency features given by equation (6.24) is

logP (Φ,Θ1, . . . ,ΘK | S) =
∑

i

K∑

k=0

‖φi − θ̄k(pi;S)‖Σ . (7.16)

Here we assume that

Σ−1 = diag(σ1, . . . , σ2) . (7.17)

It follows that by defining

σ =




σ1

...

σm




Ψstereo(Φ, S) =




∑
i

∑K
k=1

(
(φi)1 − (θ̄k(pi;S))1

)2
...

∑
i

∑K
k=1

(
(φi)m − (θ̄k(pi;S))m

)2




(7.18)

we can write the log likelihood (7.16) in the form

logP (Φ,Θ1, . . . ,ΘK) =
〈
σ,Ψstereo(Φ, S)

〉
+O(1) . (7.19)

Point Cloud Likelihood

The log–likelihood for point cloud features (6.35) is non–linear so for the purpose of learning

we approximate it by a first order Taylor expansion about τ0 as follows.

logP (d | S, τ ) ≈
∑

t P (d | S, t)P (t | τ )∑
t P (d | S, t)P (t | τ0)

+O(1) (7.20)

logP (D | S, τ ) ≈
∑

i

∑

t

P (di | S, t)P (t | τ )∑
t P (di | S, ti)P (t | τ0)

+O(1) . (7.21)
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In our experiments we linearize about τ0 = (1
3 ,

1
3 ,

1
3). By defining

Ψ3D(D,S) =
1∑

t P (di | S, t)P (t | τ0)




∑
i P (di | S, t = IN)P (t = IN | τ )

∑
i P (di | S, t = OUT)P (t = OUT | τ )

∑
i P (di | S, t = ON)P (t = ON | τ )



. (7.22)

we can write

logP (D | S, τ ) =
〈
τ ,Ψ3D(D,S)

〉
+O(1) . (7.23)

Posterior

We have now shown that the likelihoods we defined in Chapter 6 for each sensor modality are

log–linear in the respective hyper–parameters. Combining equations (7.12), (7.15), (7.19), and

(7.23) we have the following linear form for the log–posterior,

logP (S | X,w) =
〈
w,Ψ(X,S)

〉
(7.24)

where X denotes all observations from all sensor modalities and we have defined

w =




λ

ω

σ

τ




Ψ(X,S) =




n

Ψmono

Ψstereo

Ψ3D



. (7.25)

Discussion

We have shown in the derivations above that the posterior from Chapter 6 is log–linear (or can

be approximated as such), so substituting (7.24) into (7.8) we are now interested in predictors

of the form

f(Φ) = argmax
S

〈
w,Ψ(X,S)

〉
. (7.26)
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Feature Dimensionality Multi–view? Single–view? Reference

Stereo photo–consistency 4 yes no
Point cloud 2 yes no
Line sweeps 1 yes yes Lee et al. [43]
RGB+HSV 6 no yes
Gabor responses2 12 no yes

Table 7.1: The composition of our single– and multiple–view feature space. We omit colour and
Gabor features from the multiple–view feature space for training efficiency.

One view of this result is that it is a convenient property of our chosen likelihoods that allows

us to efficiently optimise the hyper–parameters in the graphical models of Chapter 6 using

learning algorithm that we describe below. However, an alternative view is that the joint fea-

ture map is simply an arbitrary feature space with no special interpretation attached to any

element. Each element of the feature space simply expands the range of predictors that can be

expressed in the form (7.26), and we may add whichever features we believe will be helpful for

reconstruction. The fact that our features are derived from a graphical model is suggestive of

their relevance but not absolutely necessary.

Both views lead to the same learning objective, which is to optimise w with respect to an ex-

pected loss over a training set.

Features

The precise make–up of the feature space depends on the available sensor modalities. For

our experiments we define separate feature spaces for the single– and multiple–view contexts;

these are summarised in Figure 7.1.

7.3.3 Loss Functions

In this section we define a loss function ∆(S, Ŝ) measuring the cost of predicting some recon-

struction Ŝ when in fact the true reconstruction is S. In the context of learning one often faces

a trade–off between choosing a loss that leads to tractable optimisation, and choosing a loss

24 orientations, 3 scales
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that measures the quantity that one “really” cares about. For example, Hoiem et al. [34] learn a

per–segment orientation classifier, then pass this as input to a separate 3D reconstruction sys-

tem [33]. However, what one “really” cares about is some loss defined on the output of the

entire system rather than the output of individual components. This is not a criticism of those

authors’ choice, but an illustration of the trade–off faced when choosing a loss function. In

this chapter we show how to learn efficiently with respect to loss functions defined on the final

reconstruction.

The relative depth error has been the gold standard within the reconstruction community

for more than a decade [29], and measures the average deviation between reconstructed and

ground truth depths. In our notation,

∆depth(S, Ŝ) =
1

N

∑

p

|d(p; Ŝ)− d(p;S)|
d(p;S)

, (7.27)

where N is the number of pixels. Another reasonable choice is the labelling error, used widely

within the semantic segmentation literature,

∆labelling(Ŝ, S) =
1

N

∑

p

[
a(p; Ŝ) 6= a(p;S)

]
, (7.28)

where [p] is 1 if p is true and 0 otherwise. An attractive characteristic of the indoor Manhattan

class is that both of these losses can be optimised exactly. The algorithmic details are left to Sec-

tion 7.4; the key result we establish here is that ∆depth and ∆labelling can be written in a form

resembling the payoff formulation (6.1) for the feature likelihoods.

First we invoke the independence between columns established in Section 4.5.4:

∆depth(Ŝ, S) =
1

N

W∑

x=1

H∑

y=1

|d̃(x, y; ŝx)− d(x, y;S)|
d(x, y;S)

. (7.29)

Defining a real matrix δS ,

δS(x, j) =
1

N

H∑

y=1

|d̃(x, y; j)− d(x, y;S)|
d(x, y;S)

, (7.30)
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we see that we can write ∆depth in the form

∆depth(Ŝ, S) =

W∑

x=1

δS(x, ŝx) . (7.31)

There is a similar form for ∆labelling, which we omit here because it follows almost identically

to the derivations above.

Choosing a Loss Function

Neither of the above losses (relative depth or labelling error) is unequivocally the “correct”

loss; the choice will depend on the application at hand. One might expect a strong correlation

between the losses, and indeed one can show analytically that

∆depth(Ŝ, S) = 0 ⇐⇒ ∆labelling(Ŝ, S) = 0 . (7.32)

However, in our experiments we found only a weak correlation between these losses away

from the origin. For example, the scatter plot shown in figure Figure 7.1 shows a significant

number of outliers that score very well on ∆depth but poorly on ∆labelling, and vice versa. This

underscores the importance of choosing a loss function suitable for the problem at hand, and

highlights the advantages of a learning scheme that can incorporate widely–used loss functions

such as the two discussed above.

7.4 Learning Algorithm

We turn now to the problem of learning within the model described above. Our learning task

is to identify a prediction function f mapping observed features Φ to reconstructions S. We

seek the loss minimiser

f∗ = argmin
f

E
[
∆
(
f(Φ), S

)]
, (7.33)
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which we approximate in the framework of structural risk minimisation as

f∗ = argmin
f
R(f) +

∑

k

∆
(
f(Φk), Sk

)
, (7.34)

where k indexes a training set and R is a regulariser. To perform this optimisation we turn to

the tools of structured prediction [2], and in particular the structured SVM [68]. Following [68]

we cast the learning problem as a constrained optimisation problem,

min
w,ξ

1

2
‖w‖2 + C

n∑

k=1

ξk

s.t. ∀k, S 6= Sk :
〈
w,Ψ(Φk, Sk)

〉
−
〈
w,Ψ(Φk, S)

〉
≥ ∆(S, Sk)− ξk .

(7.35)

where C is a user–specified parameter that trades off between prediction accuracy and model

complexity. Tsochantaridis et al. [68] described an algorithm for solving this minimisation that

is now used extensively within machine learning and computer vision. To apply this algorithm

here we must solve two inference problems:

1. Prediction. This is the maximisation described in (7.26).

2. Separation. The algorithm described in [68] requires a user–supplied procedure to find the

“most–violated constraint” at each iteration. That is,

argmax
S

〈
w,Ψ(Φk, S)

〉
+ ∆(S, Sk) . (7.36)

Our solutions to both of the above build on the dynamic programming algorithm presented in

Chapter 6, which solves problems of the form

argmax
S

∑

x

π(x, sx)−
∑

j

γ(j;S) . (7.37)



7.4 Learning Algorithm 158

7.4.1 Inference (Prediction)

We showed in Section 7.3 that (7.37) can be written in the form (7.26), so the prediction problem

is a straightforward application of the inference algorithm of Chapter 6. This is as expected

since, as we have already remarked, (7.26) is equivalent to MAP inference on indoor Manhattan

reconstructions, which was precisely the subject of Chapter 6.

7.4.2 Loss–Augmented Inference (Separation)

The separation problem can also be solved using the dynamic programming algorithm from

Chapter 6, as the following proposition shows.

Proposition 1. Let (Φk, Sk) be a training instance with payoff matrices {πi} as defined in Chapter 6.

Let

πaug = δSk
+
∑

i

πi . (7.38)

Then the solution to (7.37) with π = πaug is identical to the solution to (7.36).

Proof. Direct equivalence of the expressions to be maximised. First substitute (7.24) and (7.31)

into (7.36):

logP (S | Φ) +

W∑

x=1

δSk
(x, sx) (7.39)

Further substituting (6.45) and defining γ as in Chapter 6 gives

∑

i

W∑

x=1

πi(x, sx)−
∑

j

γ(j;S) +

W∑

x=1

δSk
(x, sx) . (7.40)

Finally we see that substituting (7.38) gives

W∑

x=1

πaug(x, sx)−
∑

j

γ(j;S) . (7.41)

which is precisely (7.37) under the desired substitution π = πaug. ut
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7.5 Multiple View Results

We evaluated our approach on the same data–set used in Chapter 6, which consists of 18 se-

quences of six environments averaging 59 seconds in duration. We sampled key–frames at

regular intervals. Each “instance” in our training and hold–out sets consists of one base frame

together with four auxiliary frames.

Ground truth for this dataset was acquired by reconstructing the camera trajectory using a

SLAM system (we worked with PTAM [40]). This system is designed for real–time operation

and as such its reconstructs are not always perfect, so some errors in the training set arise from

errors in the underlying structure from motion system. Furthermore, some environments in

our dataset are not ideal indoor Manhattan scenes, and so there is some ambiguity in how we

should construct the ground–truth floorplans. For example, there is a stairwell at the end of

one sequence, which is shown near the bottom of Table 7.3. It is hard to define any sensible

indoor Manhattan model for this environment, but rather than eliminating it from the dataset,

we leave it in to understand the performance of our system in adverse conditions.

We compared with the bootstrapping approach described in [24] and outlined in the preceding

chapter. Our metrics differ from those of the previous chapter in two ways. Firstly, the previous

chapter computed relative depth error using the maximum of the ground truth and estimated

depths in the denominator, whereas we always use the ground truth in the denominator. These

metrics are separated by at most a monotonic transform but we must use the latter here in or-

der to represent the loss function in the form (7.31). Secondly, when we compute labelling

error we differentiate vertical and horizontal surfaces only, whereas the previous chapter also

differentiate the two vertical orientations. The latter approach makes a side–by–side compari-

son difficult because the two vertical orientations are symmetric and their labels can always be

interchanged.

We described two loss functions above: the relative depth error and the labelling error. We

also described two feature spaces: one containing exclusively single view features and one

containing multiple view features. In total we trained four predictors, corresponding to all
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combinations of feature spaces and loss functions. For clarity we will use the following notation

throughout this section.

fsview
depth Trained with respect to ∆depth in the single view feature space

fsview
labelling Trained with respect to ∆labelling in the single view feature space

fmview
depth Trained with respect to ∆depth in the multiple view feature space

fmview
labelling Trained with respect to ∆labelling in the multiple view feature space

The performance of all predictors are summarised in Table 7.2. Our approach significantly

out–performs the approach of the previous chapter. Anecdotally we noticed that much of the

improvement resulted from a reduction in catastrophic failures. This makes sense because we

would expect the learning algorithm to concentrate on reducing those mistakes that result in

the largest loss. Some example predictions in the multiple–view feature space are shown in

Figure 7.6.

Figure 7.2 shows the evolution of the weight vector w during training for each of the four

predictors. The primary conclusion to draw from this figure is that the weights do in fact

converge, and that the single–view scenario is, as expected, the more difficult learning problem.

Finally, Figure 7.1 compares the error distribution on two error metrics for the two multiple–

view predictors. The fact that the distributions are skewed along opposite axes shows that

training with respect to different loss functions has indeed resulted in different prediction rules,

which correctly minimise their respective losses on held–out instances.

7.6 Single View Results

We evaluated our system for single–view reconstruction using the same data–set described in

the previous section. We used the single–view features summarised in Figure 7.1. We compared

1This column corresponds to using all sensor modalities
2This column corresponds to using photometric features alone
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Multiple–view Single–view

Sequence fmview
depth fmview

labelling Chapter 61 fsview
depth fsview

labelling Chapter 62

ground 4.9 5.5 24.5 17.3 28.0 66.6
foyer1 6.1 4.5 31.0 25.1 29.2 6.6
foyer2 4.3 4.9 30.1 29.1 28.5 5.4
corridor 14.6 15.0 33.6 31.7 32.7 52.9
mcr 34.0 37.3 45.9 70.1 58.6 67.6
kitchen 16.8 19.3 26.2 25.1 25.8 23.6

Average 13.4 14.4 31.9 33.1 33.8 37.1

(a) Relative depth error

Multiple–view Single–view

Sequence fmview
depth fmview

labelling Chapter 61 fsview
depth fsview

labelling Chapter 62

ground 2.8 2.9 10.4 14.8 7.8 12.4
foyer1 3.6 3.1 3.1 20.3 15.1 22.2
foyer2 3.3 3.7 4.0 18.6 15.9 18.6
corridor 11.4 9.5 19.2 23.7 19.3 24.8
mcr 15.4 15.8 16.2 24.5 26.7 20.8
kitchen 5.3 5.2 6.1 11.0 7.7 11.9

Average 7.0 6.7 9.8 18.8 15.4 18.4

(b) Labelling error

Table 7.2: Performance for each predictor, for each sequence, and for each error metric. The
six predictors under comparison are listed in the top row of each table — see the main text for
details on these symbols. Note that even when a predictor is trained with respect to a particular
loss function, we may still evaluate it with respect to a different metric (though as expected the
predictors perform best when evaluated by the same error metric that they were trained for).

our approach to the single–view approach described in the previous chapter and in [21], which

uses only line–sweep features.

Performance for each algorithm is summarised in Table 7.2. When measured by labelling error,

our approach out–performs the comparison system, but on the depth error metric our approach

is inferior. While investigating this result we found that our learning algorithm assigns small

weights to all but the line–sweep features, which are the same features used by the single–

view–only instantiation of Chapter 6. This suggests that the hand–tuned weights are in fact

close to optimal within this feature space, though one would expect that with additional feature

engineering our learning algorithm would be able to leverage more salient information and
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Figure 7.1: The effect of the loss function on training. We train two predictors, one with respect
to ∆depth and one with respect to ∆labelling, then evaluate both on all held–out instances. Each
data point shows the error obtained by one predictor on one held–out instance. The differing
distribution of errors shows that the two predictors trade off errors as expected.

reduce the error rate further.

The evolution of the weight vector w over the course of training is shown in Figure 7.2. Due

to the size of the single view feature space we show selected features only. The single view

learning problem is, as expected, the more difficult problem, as shown by the considerably

longer training times and the higher volatility during the exploration phase.

Table 7.3: Reconstructions predicted by our system using the multiple view feature space; com-
parison with the bootstrapping approach described in Chapter 6 and in [24]. The first two
columns correspond to the predictors trained on ∆depth and ∆labelling respectively, the third col-
umn is from Chapter 6, and the fourth column is ground truth. This figure shows samples from
the hold–out set, and were selected uniformly at random for inclusion here.
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Continued on next page
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Table 7.4: Reconstructions predicted by our system using the single view feature space; com-
parison with the bootstrapping approach described in Chapter 6 and in [24]. The first two
columns correspond to the predictors trained on ∆depth and ∆labelling respectively, the third
column is from Chapter 6 using photometric features alone, and the fourth column is ground
truth. This figure shows samples from the hold–out set, and were selected uniformly at random
for inclusion here.
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Continued on next page
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7.7 Discussion

The hypothesis class considered in this chapter is amongst the most complex (in terms of in-

ternal constraints on the output space) studied within the structured prediction framework. In

this section we turn to some practical lessons learned that may be of value to other practition-

ers.

7.7.1 Condition in the joint feature space, not the input feature space.

A common pre–processing operation for statistical learning is to transform the observed fea-

tures Φ to zero mean and unit variance. However, for structured prediction tasks it is the joint

feature space Ψ, not the input feature space, that should be conditioned:

Ψ′ =
Ψ− µ
σ2

. (7.42)

Ideally one would sample directly from the joint feature space to determine the conditioning

transformation, but the distribution of inputs and outputs is generally unknown in an empirical

risk minimisation setting. Instead, we suggest using the training set as a proxy. We compute

the empirical mean and variance of {Ψ(Φk, Sk)}nk=1 for the training set at the outset, then apply

the transformation (7.42) after each feature computation.
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7.7.2 Condition the loss terms.

For any η > 0, the minimisation problem (7.35) is equivalent to the following (this is proved in

Proposition 2 at the end of this chapter):

min
w′,ξ′

1

2
‖w′‖2 + ηC

n∑

k=1

ξ′k

s.t. ∀k, S 6= Sk :
〈
w′,Ψ(Φk, Sk)

〉
−
〈
w′,Ψ(Φk, S)

〉
≥ η∆(S, Sk)− ξ′k .

(7.43)

Although any η > 0 preserves the correctness of the optimisation algorithm, we found that

choosing η = Var(∆) improved numerical stability, since this means that the loss terms will

have roughly unit variance. Unfortunately, we cannot use the training set to estimate Var(∆)

since the loss for the ground truth output is always zero. Instead we computed ∆(Φk, Sj) for

each k 6= j in the training set. This is not an ideal estimate, but we found that it worked well in

practice.

7.7.3 Check that the hypothesis class contains the ground truth.

The algorithm described in [68] implicitly assumes that the hypothesis class Y contains the

ground truth labels Sk. This means that if S+ is the maximiser of (7.36) then

〈
w,Ψ(Φk, Sk)

〉
−
〈
w,Ψ(Φk, S

+)
〉
−∆(S+, Sk) ≤ 0 , (7.44)

since otherwise we would have

〈
w,Ψ(Φk, Sk)

〉
+ ∆(Sk, Sk) >

〈
w,Ψ(Φk, S

+)
〉

+ ∆(S+, Sk) , (7.45)

contradicting S+ as the maximiser of (7.36). However, our output space contains fundamen-

tally real–valued quantities such as polygon vertices, which are recovered only to some finite

precision by the inference algorithm, and since our ground truth labels were acquired by man-

ual labelling, they sometimes exceed the maximum precision of the inference algorithm. In this
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case we effectively have Sk /∈ Y (although there is always some S′ ∈ Y close to Sk), so it is pos-

sible that S+ violates (7.44). Our workaround here is simply to check the condition (7.44) each

time we solve the separation problem and, if violated, substitute Sk for S+. This is justified by

the observation that if (7.44) is violated for S+ then it is violated for all S ∈ Y . One could think

of this as learning with respect to the hypothesis class Y ∪ {Sk} but evaluating with respect to

Y . Again, this is not an ideal solution but we found it to work well in practice.

7.7.4 Equivalence of (7.35) and (7.43)

Here we prove the equivalence of the minimisation problems (7.35) and (7.43) stated above.

For clarity we re–state the claim in the following proposition.

Proposition 2. Let w, ξ be the solution to

min
w,ξ

1

2
‖w‖2 + C

n∑

k=1

ξk

s.t. ∀k, S 6= Sk :
〈
w,Ψ(Φk, Sk)

〉
−
〈
w,Ψ(Φk, S)

〉
≥ ∆(S, Sk)− ξk .

(7.46)

Let w′, ξ′ be the solution to

min
w′,ξ′

1

2
‖w′‖2 + ηC

n∑

k=1

ξ′k

s.t. ∀k, S 6= Sk :
〈
w′,Ψ(Φk, Sk)

〉
−
〈
w′,Ψ(Φk, S)

〉
≥ η∆(S, Sk)− ξ′k .

(7.47)

Then

w′ = ηw (7.48)

ξ′ = ηξ . (7.49)
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Proof. Substituting for w′ and ξ′ in (7.47),

min
w,ξ

1

2
‖ηw‖2 + ηC

n∑

k=1

ηξk

s.t. ∀k, S 6= Sk :
〈
ηw,Ψ(Φk, Sk)

〉
−
〈
ηw,Ψ(Φk, S)

〉
≥ η∆(S, Sk)− ηξk

(7.50)

and dividing the objective by η2 and the constraints by η we obtain the desired result. ut

7.8 Conclusion

We have presented a unified learning framework for recovering semantically meaningful ge-

ometric models from single and multiple views of a scene. We have chosen to work with the

indoor Manhattan class in order to leverage the simple parametrisation and efficient inference

algorithm made possible by this hypothesis class. Our approach to learning performs a sin-

gle optimisation with respect to a clearly defined loss function. Experiments show our system

out–performing the approach of the previous chapter in the multiple–view setting (by a large

margin) and on one metric in the single–view setting.
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Figure 7.2: Evolution of model weights w during training of each predictor. See main text for
description of the four predictors we trained.
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Figure 7.3: Final weight vector that was learned for the single– and multiple–view feature
spaces. The two figures each show the weights learned when minimizing the labelling loss and
when minimising the depth loss.



8
Conclusion

In this thesis we have presented ideas for inference of high–level scene structure in the context

of a moving observer. Drawing inspiration from scene understanding ideas that have tradi-

tionally been the purview of single–view computer vision, we have demonstrated a number of

promising approaches towards multiple–view scene understanding. In this concluding chapter

we will briefly review the key results and present ideas for future work.

8.1 Key Results

Chapter 3 presented textons as a simple and flexible basis for inferring contextual variables

such as scene categories. Building on ideas from texture analysis, we presented a probabilistic

model and accompanying inference procedure, and evaluated our approach on two classifi-

cation problems. In both cases our system out–performed the Gist descriptor of Torralba et

al..

In Chapter 4 we gave a formal account of the indoor Manhattan model — the first compre-

hensive analysis that we are aware of in the literature (though not the first description per se).

This chapter did not present any empirical results; its primary contribution was the develop-

ment of the “vertex” and “seam” representations, and the decomposability property of indoor
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Manhattan scenes.

Next we discussed recovery of the Manhattan world’s orientation with respect to a camera,

given multiple calibrated views of a scene. We showed that reasoning from photometric infor-

mation rather than geometric information, and integrating multiple images into a joint optimi-

sation improved substantially upon existing approaches. Our algorithm built upon ideas from

single–view vanishing point estimation; our contribution was in showing how to extend this

to multiple calibrated views.

Chapter 6 focussed on inferring indoor Manhattan scene structure from single and multiple

views of a scene. We presented a probabilistic model relating Manhattan scene structure to

three sensor modalities, and showed that the likelihoods for all three sensor modalities can

be written in terms of payoff functions. Beyond the specific model that we proposed, this

approach suggests a general strategy by which further sensor modalities can be integrated

with our model without modifying the inference algorithm. The other contribution of this

chapter was the dynamic programming algorithm to solve the payoff optimisation problem.

We showed that a decomposition into sub–problems permitted an efficient and exact solution

to both MAP and ML inference. Experiments in this chapter showed our system substantially

out–performing two other systems.

Finally, Chapter 7 described an approach to learning indoor Manhattan models from training

examples. We described a structured prediction learning algorithm for the indoor Manhattan

hypothesis class, and showed that the two required inference problems were solvable by the

dynamic programming algorithm of Chapter 6. Among learning approaches to geometric scene

context, our contribution is among a small number that implement a single optimisation with

respect to a clearly defined loss function. We showed a clear improvement over the system

proposed in Chapter 6.

A theme of this thesis has been the use of geometry for scene understanding purposes. We have

shown how to extract semantically meaningful scene structure using ideas drawn from both the

geometry literature and the scene understanding literature. The ideas from geometry allowed
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us to decompose our reconstructions into a representation amenable to dynamic programming,

and the ideas from single–view scene understanding allowed us to connect our hypothesis class

to observed image features.

8.2 Future Work

In this section we discuss directions for future work.

8.2.1 Applications of Indoor Manhattan Models

Perhaps the clearest direction for future work is to apply the indoor Manhattan model to the se-

mantic inference tasks for which it was originally designed, namely scene category recognition

and contextual object detection.

Scene category recognition is the problem of classifying scenes into categories such as “bed-

room”, “bathroom”, or “office”. There is a significant literature on this problem for the single–

view case (as reviewed in Chapter 2), but little effort has been directed at leveraging multiple–

view geometry to this end. Since humans greatly out–perform computers at this task, and

humans appear to use various notions of geometry to achieve their high performance, the use

of geometry for scene categorisation appears to be a particularly compelling direction for future

work.

Indoor Manhattan models could be leveraged for scene categorisation in a number of ways.

At the simplest level, one could recover an indoor Manhattan representation for a query scene

and compute a series of geometric features to capture the shape of the scene (ratios of length,

breadth, and height, for example) and the position of the camera within it. These could be

appended to a vector of photometric features (such as the many proposed in the single–view

literature), then a classic multiple–label classifier could be trained to distinguish the various

categories. A more sophisticated approach might link the recovered geometry with photomet-

ric information more closely. A typical photo captured by a camera located close to the ceiling
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would be expected to appear different to that of a camera located close to the floor, even within

one scene category. Photometric approaches rely on a classifier to learn such variations au-

tomatically, but with an indoor Manhattan model at hand one could model such variations

explicitly. For example, one could build up separate appearance models of the floor, wall, and

ceilings, using known scene geometry and camera position. Finally, the possibility exists of

improving upon simple Markovian models to integrate information over time. A system that

recognises when the camera moves between rooms (such as by identifying doorways) could

segment a video sequence according to which frames are situated in which rooms. Such a

system could perform data association between observations and room categories much more

accurately than under a hidden Markov model with a homogeneous transition function such

as that used in [67].

The second application to which we intend to apply indoor Manhattan models is object recog-

nition. Contextual information appears to greatly improve object recognition (see Chapter 2

for a review), and the prospect of leveraging the high–level geometric information captured

by the indoor Manhattan for this purpose seems promising. A simple approach would be to

append geometric features derived from the recovered indoor Manhattan model to traditional

appearance features. These geometric features might include the distance of the object from

the floor plane (as a percentage of the distance from floor to ceiling), the distance from the

closest wall, shape features of the environment, and so on. However, once again the possibil-

ity exists of using Manhattan geometry in a more sophisticated way. For example, one could

integrate observations from different viewpoints to improve the estimate of an object’s iden-

tity. The floorplan provided by an indoor Manhattan model could provide a natural basis for

integrating such observations.

Several robotics applications may also benefit from the ability to recover Manhattan struc-

ture. Path planning requires knowledge of “traversable” surfaces in the environment as well

as boundaries that will obstruct movement. The floorplan provided by an indoor Manhattan

model seems a natural representation of such information. One might divide the floor plane

into a series of cells and separately estimate traversability of each. The occupancy grid estima-
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tion might benefit substantially from knowing the shape of the environment about each cell.

A related to path planning is the problem of active exploration, in which an agent must plan a

path to find an object or location of interest as quickly as possible. Typically this problem is

approached from the perspective of information gain rather than shortest path. One might use

Manhattan models as a basis for active exploration by reasoning explicitly in terms of rooms

and corridors. For example, if a robot seeking a teapot recognises that it is in a bathroom then

it could move to a different room immediately, not bothering to continue searching the current

environment.

8.2.2 Relaxing Geometric Constraints

A common criticism levelled against indoor Manhattan models is the strong geometric con-

straints that one must make. We have argued that even in their present form, indoor Manhat-

tan models are surprisingly versatile. Nevertheless, there are several promising approaches to

relaxing these assumptions. The difficulty, of course, is finding relaxations that retain the fast

inference algorithm of Chapter 6, which is based on the left–to–right decomposability of indoor

Manhattan models.

A first relaxation is to permit walls oriented in more than two directions. This could be accom-

plished by identifying vanishing points on the horizon line corresponding to additional wall

orientations, then extending the domain of the orientation variable in the inference algorithm

to account for these. These vanishing points could be found either by clustering lines with re-

spect to their intersection at the horizon, or by modifying the rotation estimation algorithm to

jointly estimate these wall orientations together with the scene orientation.

A second relaxation would be to permit walls that do not project to straight lines on the floor

plane. Zeisl et al. [75] show one way to accomplish this: by parametrising walls in pixel co-

ordinates and penalising smoothness in the transition matrix between successive columns. A

different approach would be to permit parametric curves so that pillars and circular wall seg-

ments could be represented. This could be accomplished without expanding the state–space of
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the dynamic programming algorithm at all; it would simply entail integrating the parametric

family into the maximisation for each sub–problem.

Another promising direction for relaxation would be to target outdoor areas by removing the

assumption of a fixed ceiling plane. Many built–up areas could be represented by a horizontal

ground plane and series of vertical facades. The key difference between indoor environments

is that building facades typically have varying height. By adding a height parameter to the

state space one could jointly estimate the orientation and height of each facade using only a

slight modification to the algorithm presented in Chapter 6.

8.2.3 Extensions Of The Probabilistic Model

In addition to the geometric extensions suggested above, there are several promising ways in

which the probabilistic models underlying Manhattan structure recovery could be extended. In

Chapter 7 we considered learning from labelled examples, but other types of background in-

formation could also be helpful for fixing parameters. For example, a database of architectural

floorplans could be leveraged to learn about the architectures an agent is most likely to en-

counter, and hence to form a more accurate prior over building structures. This would require

a Bayesian model connecting architectural floorplans to our prior over building structures

In a different direction, one might consider marginalizing over indoor Manhattan reconstruc-

tions for certain purposes rather than just using a single MAP estimate. That is, for the purpose

of, say, scene categorisation or object search, we would consider all possible indoor Manhattan

reconstructions and their implications for the task at hand, weighted by their plausibility un-

der the model presented in Chapter 6. In this case we would see the reconstruction as a latent

variable. In many cases such a marginalisation is intractable, but in the case of indoor Manhat-

tan models there is a promising approach by which the decomposition of Chapter 6 might be

leveraged to perform exact marginalisation for a large family of models.

Finally, there is much room for integrating the estimation of indoor Manhattan models over

time. Currently our inference procedure is a batch operation that re–estimates the model from
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scratch at each time step. Extending this to a recursive estimation framework would allow us to

integrate new information in a more principled way, and avoid discarding the computational

effort invested at previous time steps. Recursive state estimators maintain a distribution over

an underlying hypothesis class that can be efficiently updated from new evidence. A filter

for indoor Manhattan environments might represent hypotheses in the seam representation

discussed in chapter Chapter 4 and summarise a distribution over this space using a payoff

matrix as discussed in Chapter 6. Updating the payoff matrix over time requires integrating

image evidence from new viewpoints, but we have already presented the basic geometry that

such updates would require during our discussion of stereo features in Chapter 6. Significant

work would be required to deal with the occlusion artefacts that integrating information over

long periods would introduce.

8.3 Final Remarks

The meeting between geometric ideas from structure–from–motion and scene understanding

ideas from single view computer vision seems to hold promise as an exciting research direction

over the coming years. This will be driven as much by the new sensor modalities discussed in

the introduction as by the maturity of both existing SLAM systems and scene understanding

as separate areas of study. We look forward to seeing this unfold.
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