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Preface

Writing a thesis affords one the rare opportunity to look back over a large body
of work, and to draw together the most interesting ideas into a cohesive whole.
Such a process encourages reflection on the many people who have, whether
directly or indirectly, enabled me to reach this stage, and it is these people I
would like to thank now.

It has been an immense privilege to work in the strongly collaborative envir-
onments of ohba and fmrib. Particular mention should go to Malcolm Proud-
foot, Duncan Astle, Angus Stevner, Verena Heise and Ryszard Auksztulewicz,
for their enthusiasm in trying my methods and their patience as we got them
to work. Special thanks, too, to the analysis team at ohba, and the meg team at
Nottingham, whom I have used as a sounding-board for all of my ideas. I am
also grateful to the useful comments of several anonymous reviewers.

The work in this thesis would not have been possible without financial
support from epsrc’s Centre for Doctoral Training in Healthcare Innovation,
the Guarantors of Brain, and Magdalen college. I am grateful also to Pedro
Valdes-Sosa, Pedro Ariel and all at cneuro for hosting me in Havana.

My research has been greatly facilitated by the free provision of neuroima-
ging software and data. Thanks to Elizabeth and Peter Liddle, Sîan Robson,
Matthew Brookes, Angus Stevner and Malcolm Proudfoot for sharing their
datasets. The Human Connectome Project is a magnificent resource, and has
provided much of the data used in this thesis. It is funded by the 16 nih insti-
tutes and centres that support the nih Blueprint for Neuroscience Research and
by the McDonnell Center for Systems Neuroscience at Washington University.
My work builds on and adds to the freely-available software packages SPM12
from the fil neuroimaging centre at ucl, the hcp’s Workbench, the Donders
Institute’s FieldTrip, fmrib’s FSL, ohba’s OSL and Xu Chen’s APACE.

There are several individuals to whom I owe a great deal of thanks:
Firstly, to my supervisors, Mark and Steve, who have shown exceptional

guidance, support, care, criticism, interest and friendship. It is principally be-
cause of you that this has been such an enjoyable experience.

To Zita, Andrew, Sam, Malcolm and Adam, for reliably providing wit, antics,
punishing cycle races and too much rum.

To Oli—our paths have been so close for so long that, in many ways, it feels
like we’ve done this together.

To Mothusi, for all of your support.
And to my parents, who have always been my mentors and my role models,

for giving me the freedom to explore my ideas.
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A Note on Authorship

All of the work in this thesis is original and mine, unless otherwise indicated.

Some chapters use substantial material from multi-author papers that have
either been published (Colclough et al., 2015, 2016e), are under review (Colclough
et al., 2016d), or were presented at conferences (Colclough et al., 2016a,b,c). In
each case I was the first author on the paper; and the entirety of the research
presented can be considered as jointly conceived with my supervisors, but
led and conducted by me; I wrote the software, performed the analyses and
created the figures; and I wrote the text with minor contributions from the
other collaborative authors. The only exception is the analysis of the heritability
of cortical curvature presented in chapter 4, which was suggested by Stam
Sotiropoulos. I have retained the use of the first person plural in these chapters;
its use can be understood within this context.
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Abstract

Magnetoencephalography (meg) and functional Magnetic Resonance Imaging
(fmri) offer complementary insights into connected human brain function. Evid-
ence from the use of both techniques in the study of networked activity indicates
that functional connectivity reflects almost every measurable aspect of human
reality, being indicative of ability and deteriorating with disease. Functional
network analyses may offer improved prediction of dysfunction and character-
isation of cognition.

Three factors holding back progress are the difficulty in synthesising in-
formation from multiple imaging modalities; a need for accurate modelling of
connectivity in individual subjects, not just average effects; and a lack of scalable
solutions to these problems that are applicable in a big-data setting. I propose
two methodological advances that tackle these issues.

A confound to network analysis in meg, the artificial correlations induced
across the brain by the process of source reconstruction, prevents the transfer of
connectivity models from fmri to meg. The first advance is a fast correction for
this confound, allowing comparable analyses to be performed in both modalities.
A comparative study demonstrates that this new approach for meg shows better
repeatability for connectivity estimation, bothwithin and between subjects, than
a wide range of alternative models in popular use. A case-study analysis uses
both fmri and meg recordings from a large dataset to determine the genetic basis
for functional connectivity in the human brain. Genes account for 20%–65% of
the variation in connectivity, and outweigh the influence of the developmental
environment.

The second advance is a Bayesian hierarchical model for sparse functional
networks that is applicable to both modalities. By sharing information over a
group of subjects, more accurate estimates can be constructed for individuals’
connectivity patterns. The approach scales to large datasets, outperforms state-
of-the-art methods, and can provide a 50% noise reduction in meg resting-state
networks.

x



1
Introduction

Over the last twenty years, neuroscience has been revising the way it

studies and interprets function in the human brain. The brain was long

considered as simply a reflexive and responsive organ, a complex computer

whose outputs (movement, speech and behaviour) are a function of the sens-

ory inputs it receives and its own internal states. The dominance of this view

throughout the 20th Century led to the use of task-based paradigms in nearly

all neuroimaging studies, in which the presentation of repetitive stimuli elicits

repeatable responses in the cortex, and researchers identify brain regions that

‘light up’ in response to their experiment as associated in some way with the

neural correlates of their task.1

An emerging viewpoint considers the brain not as a reflexive machine, but

as an active interpreter and predictor of its stimuli and surroundings. The mo-

1 One of the most lyrical expositions of computational neuroscience and the successes of model-
ling the brain as a computer is a book called Computing the Mind, by Shimon Edelman.

1
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tivation for this view comes from a deep exploration of intrinsic brain activity,

in which the brain is unstimulated and functional activity self-generated. This

new line of investigation has been growing ever since Shulman et al. (1997)

demonstrated that a consistent set of cortical regions show elevated activity in

the unstimulated, as opposed to task-active, parts of an experiment, and Biswal

et al. (1995) identified correlated patterns of spontaneous activity in the resting

phases of a finger-tapping activity that showed ‘similar neural organisation [to]

task-evoked patterns of activity.’ A rich picture of the brain has emerged as an

organised, self-stimulated agent that reflects on stored memories, models its

environment and predicts future events. These two viewpoints and their change

in status are nicely contrasted by Raichle (2009) and further expanded upon by

Callard & Margulies (2011), and again by Raichle (2015b).

It should be of no surprise to anyone that the brain is active when otherwise

unstimulated: we can all relate to experiences of mind wandering, internal

monologue or undirected independent thought. What is surprising though,

is that when many different people are scanned in a resting state, in which

one person may be thinking about her boss and another about his lunch, a

very consistent set of different brain regions show independent, synchronised

co-activation (Beckmann et al., 2005; Brookes et al., 2011b; Damoiseaux et al.,

2006; Smith et al., 2012). Furthermore, these Resting-State Networks (rsns) are

organised in a manner which mirrors the co-ordination of activity triggered by

stimulation or cognitive tasks (Smith et al., 2009). In this way, the multifaceted

functional responses of the complex computer are all reflected in the intrinsic

behaviour of the active brain.

The observation of networks of co-activating regions led naturally to the

study of the strength of connections between regions (Craddock et al., 2013;
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Greicius et al., 2003; Smith et al., 2013). In contrast to structural connectivity,

which is concerned with the number or density of axonal connections across

cortex, and to the well-established study of connectivity between individual

neuron cells and cell bundles, functional connectivity measures synchrony, co-

activation, correlation or information transfer between the functional activities

in different brain areas.2 Perhaps the most surprising feature of resting-state

activation is the broad range of factors with which functional connectivity is

associated, encompassing behaviour, cognition, attention, ageing, development,

disease, wealth, health and happiness (Barnes et al., 2016b; Craddock et al., 2009;

Dennis & Thompson, 2014; Finn et al., 2015; Greicius, 2008; Rosenberg et al.,

2016; Smith et al., 2015, 2013; Stam, 2014). Functional connectivity, even in the

unstimulated resting state, is clearly integral to the whole gamut of human brain

function.

Underpinning the rise of analyses of the brain’s resting state, therefore, is a

conception of human brain activity as being generated by a macroscopic net-

work of many functional units, a connectome. This thesis contributes to current

efforts to model the human functional connectome by developing improved

network analyses for use in Magnetoencephalography (meg), Electroencephalo-

graphy (eeg) and functional Magnetic Resonance Imaging (fmri), and by using

these methods to determine the genetic basis for human functional connectivity.

My work can be equally applied to the analysis of images collected within

task paradigms as to resting-state data, but I will concentrate solely on the latter.

What, then, are the established features of resting-state brain activity? How do

researchers model resting-state connectivity? What are the key directions in

2 By brain area I mean simply a region on the scale of the resolution of whole-brain functional
imaging apparatus (meg, eeg and fmri), about 0.5–5 cm across.
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the field and the barriers to further progress? It is to these questions that I now

turn, to paint the landscape within which this thesis should be viewed.

1.1 Functional connectivity and the resting state

characterising the resting brain

Shulman et al. (1997) used a meta-analysis of pet images to describe a collection

of brain regions that are more active in unstimulated or resting states than when

the brain is involved in sensory processing or cognitive tasks (shown in figure 1.1

on the following page3).These areas, including posterior cingulate cortex, medial

prefrontal cortex, bilateral inferior parietal lobule, bilateral temporal cortex

and the hippocampal formation (Buckner et al., 2008), are variously associated

with reflection, episodic recall, autobiographical memory, imagination and the

projection of the self (Gusnard et al., 2001; Gusnard & Raichle, 2001), and were

collectively thought to embody a baseline state or default mode of brain function

(Raichle et al., 2001). But these regions are not independently active.They exhibit

synchronised, correlated activity in fmri recordings, leading to their collective

appellation as the default mode network (Buckner et al., 2008; Greicius et al.,

2003; Raichle, 2015a). (As an example, whole-brain correlations to a seed voxel in

the posterior cingulate will consistently highlight co-activation over the whole

network.)

And it is not just one network that describes resting-state activity. Independ-

ent Component Analysis (ica; Beckmann & Smith, 2004; Bell & Sejnowski, 1995;

Hyvärinen, 1999) is a blind data decomposition technique that uncovers mutu-

ally correlated behaviour within certain groupings of regions, but independent
3 Figure 1.1 is reproduced from Raichle et al. (2001); © (2001) National Academy of Sciences.
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Figure 1.1: the default mode network as characterised by Shulman et al. (1997). This figure,
reproduced from Raichle et al. (2001), shows the results of a meta-analysis of pet studies,
highlighting regions that are more active during periods of rest than stimulation or cognitive
processing, and which form a baseline state (Raichle et al., 2001) of human brain activity. The
numbers in the image label slices of the z-plane in standard mni space.

profiles of activity (either temporally or spatially) between the groups. When

applied to resting-state fmri data, a set of around 5–15 resting-state networks

are revealed, that explain a large proportion of the variance of the data and are

consistent across multiple imaging sessions and multiple subjects (Beckmann

et al., 2005; Damoiseaux et al., 2006; Smith et al., 2012). The organisation of

these networks reflects the various patterns of co-ordinated function in the

brain that are elicited by almost any cognitive task (Smith et al., 2009). Thus,

the resting brain segregates into networks of functional activity, which exhibit

both local synchrony in cortical areas responsible for sensory processing and

motor function, and longer-range communication within higher-order systems

that are associated variously with attention, reflection, language, memory and

executive control (Buckner et al., 2008; De Luca et al., 2005; Fox et al., 2006;
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Figure 1.2: resting-state networks found by Damoiseaux et al. (2006). This figure, repro-
duced from Damoiseaux et al.’s paper in the Proceedings of the National Academy of Sciences
in the us, identifies ten consistent resting-state networks in fmri data using ica. These can
be categorised as visual networks (a and e), the sensorimotor network (f), the ventral stream
(g), auditory network (i), the default mode network (b), lateralised fronto-parietal or dorsal
attention networks (c and d), and areas of prefrontal cortex and dorsal anterior cingulate (j)
that are involved in executive control and working memory. Images are heatmaps of z-statistics
overlaid onto the standard mni152 average brain, thresholded at 2 (cool black) and 5 (hot white).

Raichle, 2015a; Seeley et al., 2007; Smith et al., 2012, 2013). A selection of these

rsns is illustrated in figure 1.2.4

the contribution from electrophysiology

Independent verification of the existence of resting-state networks of neural

activity has come from eeg and meg. These techniques, in contrast to fmri

that uses the Blood Oxygenation Level Dependent (bold) response as a proxy

for functional activation, measure the electrical and magnetic fields reaching

the scalp from large-scale synchronous firing of bundles of aligned neurons

4 Figure 1.2 is reproduced from Damoiseaux et al. (2006); © (2006) National Academy of Sciences.
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(Baillet et al., 2001), forming a direct measure of neural response. Resting-state

electrophysiological recordings are dominated by oscillatory signal in the theta

(4–8 hz) band, in the alpha (8–13 hz) band, particularly in posterior regions, and

in the beta (13–30 hz) band, particularly from dorsal and motor regions. Fluctu-

ations in the power of these oscillations, when decomposed with ica, show a

segregation into resting-state networks that is very similar to that identified in

fmri (Brookes et al., 2011b).

Each network can be identified with a particular signature of oscillatory fre-

quencies, so it is clear that many different neural processes are captured within

these global synchronous fluctuations in the resting state (Brookes et al., 2011b;

Hipp et al., 2012; Mantini et al., 2007; Marzetti et al., 2013; de Pasquale et al.,

2010). Beta synchronisation and desynchronisation have long been associated

with the initiation of movement, and alpha rhythms with visual processing, so

it is unsurprising that the motor and visual networks present in these respect-

ive frequency ranges. The specific roles and mechanisms by which the dorsal

attention network and default mode network operate are still being uncovered.

Some authors (Marzetti et al., 2013; de Pasquale et al., 2012) have related their

prevalence in the alpha and beta ranges to the growing understanding of alpha

power synchrony as a medium for attention to control or suppress distracting

activity (Lakatos et al., 2016; Womelsdorf & Fries, 2007), and of beta power as a

mechanism for maintaining the status quo of internal or external states (Engel

& Fries, 2010). While much is still murky, meg does provide an opportunity to

relate specific oscillatory patterns (for which there is an extensive literature

describing functional relevance, cognitive mechanisms and distinct neurobiolo-

gical origins5) to the dominant patterns of resting-state activity, clarifying the

5 See Wang (2010) for a comprehensive review of the relationships between oscillatory frequency,
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mechanistic bases and cognitive responsibilities of resting-state networks.

The high temporal resolution of meg data has also enabled characterisation

of the dynamic occupancy of these networks by the resting brain. We now

understand that the brain flits between states on a timescale that is much faster

than the temporal resolution of fmri, residing in each for about 200ms, although

with some longer-lived periods (see figure 1.36 on the next page, also Baker et al.,

2014). Additionally, there are data to suggest that particular areas, such as the

posterior cingulate or even the entire default mode network, act as mediators for

the integration of information between networks: switching between particular

subsets of resting-state networks frequently occurs by passing first through the

default mode (de Pasquale et al., 2012, 2015).

a networked view of brain function

After whole-brain networks of functional activity were identified in the rest-

ing state, the move to analyses of the connectivity between regions was nat-

ural. A network analysis of the functional connectome can take many forms

(see section 1.2 below), but in general provides a description of the strength of

connectivity, correlation or synchrony between activation in different regions

(Craddock et al., 2013; Friston, 2011; Smith, 2012; Smith et al., 2013). It is now

clear that, however it is measured, functional connectivity encodes important

information about nearly every topic of interest to human neuroscience.

originating cell population and functional purpose. For more recent efforts to relate connectivity
in different parts of the frequency spectrum to directions of information flow and the updating
of internally-held beliefs within the cognitive processing systems, as part of the predictive
coding framework, see Friston & Kiebel (2009) and Bastos et al. (2015).

6 Figure 1.3 is adapted from Baker et al. (2014) under the terms of the Creative Commons at-
tribution license (cc by 3.0).

https://creativecommons.org/licenses/by/3.0/
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Figure 1.3: switching between networks in the resting state. Resting-state activity is
characterised by fast-timescale switching between different resting-state networks, with only
transient occupancy of each. This figure, adapted from Baker et al. (2014), shows three out of
the eight states identified by a hidden Markov model fitted to resting-state meg recordings, (a)
default mode network, (b) visual network, and (c) sensorimotor network. The distribution of
state lifetimes is given on the left (the cross marks the mean): the brain rests in each state for
between 50–1000 ms, concentrated below 200 ms with a long tail.

Ageing and development

Connectivity in the brain changes throughout the life cycle. While most resting-

state networks can be identified in children, networks associated with attention

and control continue to develop in late adolescence, which some authors have

related to the improvement in decision-making ability throughout the teenage

years (Barnes et al., 2016b; de Bie et al., 2012; Fair et al., 2007). These same

networks can be enhanced in children and teenagers by the use of cognitive

training exercises targeted at working memory ability (Astle et al., 2015; Barnes

et al., 2016a).

On the other hand, ageing is thought to degrade functional network in-

tegrity (Dennis & Thompson, 2014; Dosenbach et al., 2010; Schlee et al., 2012),



1.1 | functional connectivity and the resting state 10

particularly affecting longer-range connections in the default mode network

and dorsal attention network (Andrews-Hanna et al., 2007; Ferreira & Busatto,

2013; Ferreira et al., 2016; Tomasi & Volkow, 2012), and relates to age-associated

cognitive decline (Onoda et al., 2012). Ageing can involve some increases in

functional network connectivity, particularly across the hemispheres, thought

perhaps to be a method for functional re-organisation as the brain attempts

to compensate for the loss of grey matter (Gutchess, 2014; Sala-Llonch et al.,

2015)—although this re-organisation cannot always be said to underpin the pre-

servation of language ability or cognitive performance (Shafto & Tyler, 2014).

Findings of hypoconnectivity in fmri among healthy ageing populations

must be interpreted with some caution, as there is growing evidence that these

results may be particularly susceptible to uncontrolled movement artefacts

(Power et al., 2012, 2015; Siegel et al., 2016).

Disease

A broad range of neurological disorders and diseases have been associated with

changes (both positive and negative) in the strength of functional connectivity.

In general, while there is some sensitivity to diseases including schizophrenia,

Alzheimer’s disease and its precursory mild cognitive impairment, Parkinson’s

disease, motor neurone disease, Huntingdon’s disease, autism spectrum disorder

and attention deficit disorder, it is fair to say that there is a lack of specificity

in prediction: many of these diseases and disorders present partially coincident

changes to connectivity7 (Barkhof et al., 2014; Bullmore, 2012; Craddock et al.,

2009; Fornito & Bullmore, 2015a,b; Greicius, 2008; Harrington et al., 2015; Monk

7 This is in contrast to disease-induced atrophy of brain tissue. Many different neurodegenerative
diseases cause specific atrophy within regions associated with distinct resting-state networks
(Seeley et al., 2009).
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et al., 2009; Müller et al., 2011; Stam, 2014; Stam & van Straaten, 2012; van

Straaten & Stam, 2013). Of this list, the connection between Alzheimer’s disease

and functional connectivity is perhaps the best established, with consistent

findings of hypoconnectivity between the nodes of the default mode network

(Hafkemeijer et al., 2012; Liu et al., 2014; Sheline & Raichle, 2013), enabling

sensitive classification of patients from healthy controls (Dhillon et al., 2014).

This is sensible, given that the regions involved with the network are known to

be vulnerable to Alzheimer’s, in terms of reduced function, grey matter loss, and

the build-up of beta-amyloid plaques (Buckner et al., 2005)—but the disruption

to functional connectivity may simply be a direct consequence of these effects,

and not an independent contributor to the memory dysfunction and cognitive

under-performance associated with the disease (Buckner et al., 2008). Given

the low specificity of functional connectivity as a sole predictor, efforts to find

biomarkers for disorder and disease will increasingly use connectivity as part

of multi-modal feature sets for the prediction of risk and prognosis.

Function, cognition and behaviour

The idiosyncrasy of subjects’ functional activations in response to different

tasks is encoded in their functional connectivity at rest. Classifiers trained on

resting-state connectivity are able to accurately predict the activation map of

task response in new subjects, even if the location and topology of the activation

pattern is atypical of the population (Tavor et al., 2016).8 As a natural extension

of this property, resting-state functional connectivity can predict aspects of be-

8 Being able to predict atypical topologies of response is important. A different topological
configuration in the task-related activation within a particular subject indicates a different
organisation of function in the cortex of that individual; no (sensible) image registration method
would be able to align that response to the population average.
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havioural response to cognitive tasks, such as reaction time or working memory

performance (Jamashita et al., 2015; Sala-Llonch et al., 2012; Smith et al., 2013;

Zou et al., 2013). Broader properties of cognition are encoded in the strength

of connectivity, such as fluid intelligence (Finn et al., 2015) and the ability to

sustain attention (Rosenberg et al., 2016). More broadly still, patterns of func-

tional connectivity are associated with a very wide range of lifestyle factors,

such that suppression of a particular configuration of connections correlates

(independently) with alcohol intake, smoking, blood levels of tetrahydrocan-

nabinol (the psychoactive component of cannabis), parental drug abuse, stress

and anger, whereas expression of the same system is indicative of greater levels

of education, improved working memory, fluid intelligence, attention, health,

income and life satisfaction (Smith et al., 2015).

Genetic control

It is unsurprising, given this range of associations, that functional connectivity

is to some extent genetically determined. Glahn et al. (2010) used ica on fmri

data to show that about 40% of the variation in connectivity to the default mode

network is controlled by genes. However, a study of the heritability of functional

connection strength, using whole-brain network analyses on either fmri or meg

data is lacking—see chapter 4.

Improvement of image alignment and region categorisation

Finally, the use of information from the functional connectome can create dra-

matic improvements to other analyses. The current state of the art in the regis-

tration of mr images, Emma Robinson’s multimodal surface matching algorithm

MSMall, performs topology-preserving transformations on data defined on the
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cortical surface (Robinson et al., 2014), and employs functional connectivity to

gain precise alignment of functional and structural images between different

subjects.

Additionally, functional connectivity information has been crucial in the

generation of highly repeatable categorisations of the human cortex into discrete

functional units that relate to previously understood anatomical boundaries,

but which broaden our understanding of functional specification (Baldassano

et al., 2015; Craddock et al., 2012; Dhillon et al., 2014; Glasser et al., 2016; Gordon

et al., 2016; Harrison et al., 2015; Yeo et al., 2011).

1.2 A crash course in network modelling

A functional network analysis of preprocessed data can be broken down into

two steps: parcellation and networkmodelling. In an important sense, the parcel-

lation defines the functional network that is to be subsequently estimated. Each

parcel9 constitutes a vertex of the network, and is described by its own time

course.The process of networkmodelling uses these time courses to characterise

the connectivity strengths between the vertices.

preprocessing

As with all analyses of functional activation, some minimal preprocessing is

required. The objectives are to constrain the data to frequency bands of interest,

to remove physiological and structured environmental noise, and to bring func-

tional recordings across subjects into a common space, within which comparis-

ons can be made, by a process of image registration. Most of these procedures

9 Parcel, mode, vertex, node, Region of Interest (roi)—I shall use these terms interchangeably.
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are well-established, and only a couple of points need to be highlighted.

Structured noise is commonly removed both in meg and fmri with a com-

bination of ica and regression (Mantini et al., 2011; Salimi-Khorshidi et al., 2014).

The data are decomposed into a set of independent components, and compon-

ents showing spatial profiles of well-known movement or eye-blink artefacts,

spectral profiles characteristic of mains noise or heartbeat, or time courses that

correlate with physiological measures,10 are regressed out of the original data.

Of particular concern is movement artefact, which can create structured correl-

ations in functional data that mimic the arrangement of several resting-state

networks (Power et al., 2012, 2015). Very recent results suggest that even clean-

ing data with this combination of ica and regression, which is the current best

practice in fmri, is insufficient to remove all effects of movement (Siegel et al.,

2016). The extent of the problem in meg is less well-known, although most

systems are able to continuously track head position and register the data into

a common stationary frame.

Recordings from meg sensors must additionally be projected onto the cor-

tical surface or points within the brain volume. This process of source recon-

struction is important for connectivity analyses, providing noise rejection, in-

terpretability, comparability across datasets and to fmri results, and some re-

duction in the magnetic field spread problems that afflict connectivity analyses

between sensors (Schoffelen & Gross, 2009). A wide range of tools are available

to reconstruct the cortical sources that generate the magnetic signals measured

at the scalp. I use beamformers (van Drongelen et al., 1996; Hillebrand et al.,

2005; Van Veen et al., 1997) exclusively in this thesis, partly because they can be

10 These might include the electrocardiogram, electro-occulogram, electromotorgram, estimates
of movement in the mri scanner, or the respiration signal from a chest band.
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employed when no good estimate of the strength and covariance of the noise

sources are available, partly because they have been shown to have good resol-

ution for resting-state data (Schoffelen & Gross, 2009), and partly because they

are the standard tool used within the in-house software and by researchers at

ohba; the methods that I develop should be relatively agnostic to this choice.

parcellation

Performing a connectivity analysis between every brain voxel with functional

data is not always sensible. These so-called dense connectomes are noisy and

computationally-intensive to estimate, difficult to visualise and hard to inter-

pret.11 In particular, meg rarely contains information on more than about 100

independent cortical sources, making a dense connectome analysis nonsensical

in this modality.

A parcellation is therefore a method for informed dimensionality reduction

that reflects the functional activation and connectivity patterns within the data.

The goal is to identify distinct functional units that can be well-described by a

single time course of functional activity, and which can be associated with a set

of functional purposes based on existing knowledge.

Anatomical parcellations define boundaries between regions using the res-

ults from histological and cytoarchitectural studies, together with supervised

segmentations of structural mr scans. While the use of well-established cat-

egorisations of cortex, such as the Brodmann areas (Brodmann, 2006), makes

it easy to discuss the function of the regions they describe, and to relate find-

ings to previous work, they produce less repeatable and predictive connectivity

11 Although dense connectomes have been useful for creating parcellations (Baldassano et al.,
2015).
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matrices than data-driven functional parcellations that use the properties of

interest within the data themselves to inform the decomposition (see Dhillon

et al. (2014) for just one example of this difference).

Functional parcellations can be as simple as ica decompositions of resting-

state data. In this approach, the spatial maps (whether of small, contiguous

regions or of whole networks such as the default mode) are used as a weight-

ing over voxels, from which the mean time course or principal component is

taken. Alternatively, a functionally-informed binary parcellation of cortex can

be produced, creating discrete regions of interest, either by using a clustering

algorithm on large functional connectivity matrices (Baldassano et al., 2015;

Craddock et al., 2012; Yeo et al., 2011), or differentiating areas by identifying

changes in functional connectivity profiles at the boundaries between regions

(Gordon et al., 2016). A particularly ambitious (and very recent) parcellation

scheme using this latter idea on both functional and structural data shows prom-

ise both in improving the sensitivity of functional experiments that it informs,

and in relating regions to previously-established categorisations (Glasser et al.,

2016).

As a final point, there is some evidence that finding subject-specific versions

of the global parcellation can improve connectivity estimation (Beckmann et al.,

2009; Calhoun et al., 2001; Dhillon et al., 2014; Harrison et al., 2015; Luckhoo,

2013).

network modelling

Having settled upon a set of rois to function as nodes in the functional net-

work, the next step is to infer the strength and, potentially, the direction of the

influence between each pair of rois—to infer the edges of the network. Methods
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for performing this inference split broadly into three categories: biophysical

network models, and measures of either phase or amplitude synchrony between

rois. Biophysical network models assume some generative process for the data

in each region and model the connectivities between these underlying systems.

By contrast, the latter two approaches model what Friston in 2011 called ‘effect-

ive connectivity,’ focussing on the statistical relationships between the roi time

courses.

Amplitude coupling

In electrophysiology, synchronised fluctuations in the power of oscillations in

different regions are characterised by correlations in the envelopes of the os-

cillatory signals (Brookes et al., 2012b; Hillebrand et al., 2012; Hipp et al., 2012).

The resulting patterns of amplitude coupling relate closely to the slow scale

resting-state co-ordinations identified by fmri (Brookes et al., 2011a,b; Engel

et al., 2013). Within the fmri literature itself, the most common statistical meas-

ure of connectivity is correlation. While linear correlations do not discriminate

between direct and indirect connections (when two nodes are connected by one

or more intermediaries), and cannot determine the direction of network edges,

correlation measures performed well in a large comparison of network analysis

methods for use in fmri (Smith et al., 2011).

When an understanding of solely the direct connectivity of amplitude fluctu-

ations is required, one of two approaches is taken. The first possibility is to posit

an undirected Gaussian Graphical Model (ggm), in which the activations of the

rois are described by a joint multivariate normal distribution, and the connec-

tions between nodes estimated with the partial correlation matrix (Fisher, 1924).

The partial correlation matrix is simply calculated from the precision matrix of
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the data (inverse of the covariance matrix), and zeros in this matrix indicate the

absence of a direct edge between two variables (Kunihiro et al., 2004). Good

estimates of partial correlation matrices are quick to calculate (Friedman et al.,

2008), and perform very well in fmri data (Duff et al., 2013; Marrelec et al.,

2006; Smith et al., 2011). The second approach hypothesises a directed, acyclic

graphical model. (These models consider a network with directed influences

between nodes, but forbid the formation of loops or cycles in the graph.) Models

using Gaussian likelihoods for the data in each node tend to be inferred by

ranking the possible network structures using a scoring system, often related

to the Bayesian information criterion,12 and an efficient searching scheme (see,

for example, Meek, 1995, and Ramsey et al., 2010). Models using non-Gaussian

likelihoods, such as lingam (Shimizu, 2014; Shimizu et al., 2006; Tashiro et al.,

2014) can exploit moments in the data above second-order statistics (variances)

to infer directionality in the communication between nodes, and use fast ica

algorithms for inference. Most of these directed acyclic models seem to perform

about as well as partial correlation in fmri data (Ramsey et al., 2014; Smith et al.,

2011), but have not been used in electrophysiology.

Finally, if an undirected connectivity matrix has been inferred between rois,

whether with correlation, partial correlation, mutual information or some other

measure of synchronous amplitude fluctuations, a directionality can be assigned

to each network edge using properties of the high-order moments in each node

(Bielczyk et al., 2016; Hyvärinen & Smith, 2013; Patel et al., 2006; Ramsey et al.,

2011). This post-hoc approach seems more successful than lingam when tested

on simulated data (Bielczyk et al., 2016; Ramsey et al., 2014).

12 The description of these models as ‘Bayes net’ methods is therefore something of a misnomer.
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Phase relationships

Phase coupling between oscillations is often thought of as a distinct process

to amplitude coupling, with the two modes of communication having different

functional significance (Engel et al., 2013). Phase coupling might be employed

for more transient or meta-stable states of synchrony than amplitude coupling

(Palva & Palva, 2011), although the demonstration that modes of amplitude

coupling also exhibit short-lived transience has cast shade over this suggestion

(Baker et al., 2014).

Whether or not it has a particular and individual functionality, the phase

synchrony between signals from different rois can be assessed using spectral

measures of coherence or narrow-band estimates of phase differences. A wide

range of estimators are available, but all perform the same purpose, and will

be discussed more extensively in chapter 3. It is only worth highlighting a set

of connectivity measures based on multivariate autoregressive models, such as

Partial Directed Coherence, that attempt to estimate directed information flow

from lagged phase relationships.

All of the spectral and lag-based methods can also be applied to fmri time

series, but they tend to perform poorly (Smith et al., 2011). Attempts to assign

directionality, in particular, will suffer as different hæmodynamic delays are

present across the brain, presenting a strong confound to any lag-based analyses

of bold signals.

The spectral richness of meg has also revealed phase-amplitude coupling

between regions as an additional method of information transfer and control

during cognitive processing (Canolty et al., 2006) and motor function (de Hemp-

tinne et al., 2015). Phase-amplitude coupling manifests as nested oscillations, in
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which the amplitude of one fast oscillatory signal is modulated by the phase of

another, slower wave. Methods for elucidating the occurrence of this coupling

use a combination of the techniques employed separately to find phase and

amplitude coupling, for example by computing the correlation or phase lock-

ing between the modulating signal and the envelope of the modulated signal

(Penny et al., 2008; Tort et al., 2010). Not many of these measures are very

robust, and all seem particularly susceptible to false inference when transient

bursts of non-sinusoidal oscillations occur (Cole et al., 2016; Jones, 2016; Lozano-

Soldevilla et al., 2016). However, this is an area under active development, and

emerging methodology for the analysis of phase-amplitude relationships in

non-stationary signals may offer significant improvements (Huang et al., 2016).

At the present time, there is no framework to build whole-brain connectivity

matrices based on phase-amplitude coupling.

Biophysical models

Biophysical models vary widely in scope. They range from simple paramet-

risations of the relationships between functional volumes, constrained by the

structural connections estimated from diffusion mri or known neuroanatomy

(such as the structural equation models of McIntosh & Gonzales-Lima, 1994), to

models of abstract network dynamics that are overlaid with neural responses

and hæmodynamics (for example, the dynamic causal models for mri; Friston

et al., 2003, 2014, 2011). In their most detailed extent, these models can be highly

sophisticated characterisations of the collective phenomena of aggregated neur-

ons, such as the dynamic causal model for meg, that fits well to recorded data

(David et al., 2006; Kiebel et al., 2008).

Parameters in these models are mostly estimated using Bayesian inference
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methods,13 but all are sufficiently complicated that strong prior beliefs about the

relevant rois and network connections must be used to constrain the parameter

space, and undirected explorations of the whole connectome are not yet pos-

sible. These models do, however, allow for the interpretation of connectivity in

terms of neurobiologically meaningful parameters, such as the concentrations

of metabolites and neurotransmitters, or the communication between particular

cell populations (Woolrich & Stephan, 2013).

continued analyses

What happens once connectivity matrices have been estimated? This obviously

depends on the goals of the study, but three lines of enquiry are common.

Comparative network analysis Functional networks inferred from separate

groups of subjects (patients and controls, for example, or participants taking dif-

ferent dosages of a drug) can be compared using the standard tools for statistical

comparison, fitting linear models to look for differences in connection strength

on each network edge. The number of edges in a network grows quadratically

with the number of nodes, rapidly presenting a large multiple comparisons

problem for statistical inference. A number of methods for controlling the false

positive rate are available (Benjamini & Hochberg, 1995; Winkler et al., 2016a,

2014), but unlike functional activation data, for which the spatial smoothness

of the results reduces the amount of independent information in the data, there

is no clear relationship between the statistical tests on different network edges

13 There is an additional literature on computational models of connected neural populations, that
aim to understand by simulation the most important influences on connected brain function
(Deco et al., 2008). At the moment, however, these neural mass models and neural field models
are not invertible, and therefore not applicable for the network analysis of recorded data, except
by way of comparison (for example in Cabral et al., 2014, and Deco & Kringelbach, 2016).
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that can be exploited to model their interdependencies, and so no direct parallel

of cluster-based inference (Nichols & Hayasaka, 2003) is available. Zalesky et al.

(2012, 2010) have attempted to produce tests based on structural properties of the

inferred networks (see also the discussion below), but the null hypotheses they

construct are complex, and difficult to relate to the real questions of interest.

Structural analysis of the network The complexity embodied by large functional

networks can be described and simplified. Graph theory is the relevant branch

of mathematics that seeks to characterise the properties of binary and weighted

networks. It provides tools to assess the potential efficiency of information

transfer that is possible between the nodes of a graph, and to identify nodes that

are highly involved in this process. Many of these graph theoretic measures

focus on the structural properties of the functional network, viewing it as a

binary graph. As functional connectivity is (nearly always) expressed as a set

of connection strengths, these properties become conditional on a threshold-

ing process. Because of this limitation, and because many properties can be so

abstract as to make comprehension in terms of the original connectivity unintu-

itive, only a small proportion of researchers within the field have explored the

value of this analysis approach. Among those who have, good summaries of the

measures in use, their meaning, their predictive ability for disease, and attempts

to understand the organisation of human brain function using these network

descriptors, can be found in Bullmore (2012); Bullmore & Sporns (2009, 2012);

Fornito & Bullmore (2015a); de Pasquale et al. (2015); and Rubinov & Sporns

(2010).
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Multivariate analyses Rather than analysing changes in connectivity on each

network edge, the whole functional connectome can be treated in a multivariate

fashion. Using the strengths of functional connections as predictors, and each

subject as a data point, a model can be built to classify subjects by group or to

predict disease severity, behavioural response or other experimental variables

of interest (Smith, 2012; Smith et al., 2013). Typical models include regularised

regressions (for example, logistic regression with the elastic net), non-linear

kernel regressions (support vector machines, relevance vector machines), Gaus-

sian process regressions, or neural network models. Significant classification or

regression performance indicates that the whole connectome encodes relevant

information about the predicted variable, but extracting which connections

were most important in generating this performance is less trivial.14

As an alternative, canonical correlation analyses, which identify the prin-

cipal modes of variation over the whole set of network connections, have proved

successful in both meg and fmri (O’Neill et al., 2015; Smith et al., 2015).

1.3 The principal challenges to progress

There are three key directions that the field of functional connectivity analysis

is exploring, as far as I can see. These are a desire to integrate information

from many functional imaging sources, the use of very large datasets, and an

increasing focus on the connectivity of individuals, rather than that of the

population average. In each direction, there are a number of major barriers in

14 For good resources coveringmultivariate prediction that are specific to brain imaging, functional
connectivity, and the pitfalls around the interpretation of results from these data, see Dadi et al.
(2016); Pereira et al. (2009); and Varoquaux et al. (2016). For tutorials on fitting multivariate
models more generally, see Hastie et al. (2009); Murphy (2012); and Rasmussen & Williams
(2006).
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the path of progress that must be overcome.

Multi-modal analyses

The analysis of functional connectivity, particularly in the resting state, was

born in fmri. Section 1.1 discussed the significant impact that meg has had

on our understanding of resting-state connectivity, and the opportunities af-

forded by its rich temporal and spectral resolution. There is therefore a desire

for integrated analyses that can draw on information from multiple spatial and

temporal scales simultaneously. The growth of simultaneous eeg and fmri, and

the acquisition of publicly-available datasets such as the Human Connectome

Project (hcp; Van Essen et al., 2013) that provide meg and fmri recordings from

the same subjects, are initial steps in this direction.

On this track, there are numerous hurdles to be jumped. Functional con-

nectivity in fmri has an established methodology for network analysis, and that

is covariance modelling. Correlation and partial correlation models (or ggms)

are cheap to compute, are among the most effective tools for fmri (Smith et al.,

2011) and were used in nearly all the influential studies discussed in section 1.1.

This is not the case at all for meg analysis, where the community has not con-

verged on a source reconstruction method, let alone a set of optimal network

modelling tools. More guidance is needed on the choices made as part of a

connectivity analysis. Furthermore, the successful methods from fmri cannot be

simply applied to meg, because a modality-specific confound makes the results

uninterpretable. Straightforward comparison of connectivities inferred from the

two modalities therefore becomes more difficult, as do any attempts to construct

a unified multi-modal inference framework.
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Big data

Much can be gained by moving away from small-group comparative studies.

Very large public studies offer an increase in statistical power, an opportunity

to acquire highly representative samples, the resources to measure a very wide

range of attributes and cognitive measures from participants, (frequently) ge-

netic information on subjects, flexibility to investigate many research questions

from the same data, and a shared resource that enables the reproduction of

results. The downside is, of course, that a few particular samples become very

heavily studied, and the results from these analyses over-generalised.Three very

large datasets have recently become, or are becoming, available with fmri data.

The Alzheimer’s Disease Neuroimaging Initiative holds data from about 1500

subjects, and is targeted at the search for clinical biomarkers for Alzheimer’s dis-

ease (Mueller et al., 2005). The Human Connectome Project (hcp) has collected

high-quality structural, diffusion and functional data from nearly 1000 subjects

in a nested family design (Van Essen et al., 2013). Lastly, the uk Biobank is aiming

to collect mri scans from 100 000 people in an effort to provide population-level

data for use in applications throughout the medical sciences (Miller et al., 2016).

The obvious difficulty associated with large datasets is computational. Scal-

able inference methods need to be developed or improved for functional con-

nectivity analyses, to allow the most advanced connectivity estimates to be used

on these important resources. Large datasets also throw up the possibility of

new modelling challenges, in which the characterisation of the variability over

subjects is important, and distributional modelling over the whole population

becomes achievable (Marquand et al., 2016).
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A focus on the individual

Accurate construction of connectivity models for individual subjects is required

in order to answer nearly every important question resulting from functional

connectivity analyses. Studies of genetic heritability, investigations into the

associations between connectivity and cognitive and behavioural measures, and

efforts to construct predictive biomarkers by training multivariate predictive

tools on functional connectivity data: all of these analyses are based on con-

nectivity estimates for the individual, not for the group. Network estimation,

even using simple covariance models of the data, can be very noisy, particularly

with short-acquisition datasets (Friedman et al., 2008; Smith et al., 2011).15 There

is therefore a need to improve the quality of connectivity estimation from single

subjects. Upgraded methods intended for use on big datasets would need to be

computationally scalable as the number of subjects increases, but could make

use of shared information content within the population.

1.4 Summary of the argument

Functional network modelling in neuroimaging is the process of describing the

relationships between activation in different distributed regions of cortex. Some

of the simplest, butmost successful, techniques for describing these relationships

are models of the covariance structure of the functional activity. This thesis at-

tacks some of the principal barriers to progress in the use of covariance models

for connectivity estimation with fmri and meg. These include: the inability

to perform comparable network analyses in both meg and fmri, the lack of

15 While the hcp collected an hour of resting-state fmri from its participants, it only collected six
minutes of resting-state meg; the uk Biobank is collecting six minutes of fmri at rest.
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understanding of the quality of single-subject network estimation in meg and

the absence of convergent good practice in network modelling methods, and

the need for improved models of individual functional connectivity that are

scalable to very large datasets.

Chapter 2 discusses covariance modelling in meg. It describes a modality-

specific barrier, the leakage of inferred sources between regions, to interpretable

modelling methods. It then describes a fast and efficient method for diminishing

this artefact, enabling a large range of multivariate analysis techniques to be

applied to these data. This permits the use of the same techniques for functional

connectivity estimation in meg as in fmri.

Chapter 3 compares the performance of covariance modelling to other mod-

els of functional connectivity used for electrophysiological data. It seeks to

provide additional guidance to researchers making decisions about network

modelling methods but warns that the quality of individual connectivity estim-

ates is in general quite poor. It demonstrates that correlation analyses, as set

out in chapter 2, provide the most reliable and repeatable inference for single-

subject and population-level network estimation, outperforming a wide range

of popular techniques.

Chapter 4 provides an example of the use of covariance modelling for an ana-

lysis of the heritability of functional connectivity, using a large multi-modal

twin dataset from the Human Connectome Project. Because covariance model-

ling can now be used in both fmri and meg, a very similar analysis is able to be

performed in both modalities, facilitating the synthesis of results. The data from

both modalities support the conclusion that genes play an important role in de-
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termining the strength of connectivity within human functional activation, and

suggest that this genetic control is stronger than the influence of developmental

environments.

Chapter 5 sets out a new method for multi-subject covariance modelling. A

hierarchical Bayesian inference system for functional connectivity is described,

which has a computational complexity that scales linearly with the number of

subjects it models. It is applicable to both fmri and meg data, and is shown

to improve network estimation in individual subjects, particularly for short-

acquisition datasets.

In sum, covariance modelling techniques are brought to a new modality, meg,

and then scalablemodels are proposed to improve functional network estimation

for single subjects within both meg and fmri. Both sets of methods are shown

to outperform the existing range of techniques, and the results of a case-study

analysis provide a new understanding of the genetic origins of human functional

brain connectivity.

Chapter 6 looks ahead to the impact of these methods, and to new systems

for building hierarchical models for similar applications.



2
A symmetric, multivariate leakage

correction for MEG

Ambiguities in the source reconstruction of magnetoencephalographic

(meg) measurements can cause spurious correlations between estim-

ated source time courses. This is a modality-specific barrier to the use of a wide

range of multivariate functional network modelling techniques. This chapter

sets out a symmetric orthogonalisation method to correct for artificial correla-

tions between a set of multiple rois. This process enables the straightforward

application of network modelling methods, including common methods from

fmri such as ggms or partial correlation analyses, and multivariate autoregress-

ive modelling, to infer connectomes, or functional networks, from the corrected

rois. Here, we apply the correction to simulated meg recordings of simple

networks and to a resting-state dataset collected from eight subjects, before

29
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computing the partial correlations between power envelopes of the corrected

roi time courses. We show accurate reconstruction of our simulated networks,

and in the analysis of real meg resting-state connectivity, we find dense bilateral

connections within the motor and visual networks, together with longer-range

direct fronto-parietal connections.

2.1 Introduction

meg has provided independent corroboration of the existence of functional

networks in the human brain (Brookes et al., 2012a, 2011b; Hipp et al., 2012;

Luckhoo et al., 2012; Mantini et al., 2011; Marzetti et al., 2013; de Pasquale et al.,

2010; Stam & van Straaten, 2012; Wens et al., 2014), but network connectivity

analysis in this modality is less mature than in fmri. Immediate application

of the tools used in fmri to meg is hampered by the presence of artefactual

correlations between the inferred cortical sources. These correlations are a

result of the ill-posed inverse problem: the few hundred magnetic field sensors

cannot provide sufficient discriminatory information to independently estimate

the source activity in thousands of brain voxels. Reconstructions of activity

within the brain are coupled over space, with neighbouring regions exhibiting

spatially-correlated behaviour. This effect is frequently termed source leakage,

as the reconstructions of true point dipole sources from the measured signals

will be spread over several voxels.

Source leakage therefore creates problems for the interpretation of net-

work analyses. Relationships identified between network nodes could either

reveal true functional interactions, or instead reflect the imperfections of elec-

trophysiological source reconstruction. It is clearly important to be able to
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perform interpretable whole-brain network analysis in meg: the use of similar

analyses in both meg and fmri enables the integration of evidence from multi-

modal sources; meg has the potential to offer spectrally resolved information on

connectivity, linking different aspects of the connectome to specific neuronal

oscillatory frequencies (Brookes et al., 2011b; Marzetti et al., 2013); and meg is a

viable tool for exploring short-timescale fluctuations in resting-state connectiv-

ity (Baker et al., 2014; O’Neill et al., 2016; de Pasquale et al., 2010, 2015; Vidaurre

et al., 2016). Source leakage is therefore a major barrier to mature functional

connectivity investigations.

The amount and spatial profile of source leakage is dependent on the strength

of the signal, the location in cortex and the assumptions of the inverse solution.

Beamformers (Van Veen et al., 1997) seem to reduce field spread more effectively

(Schoffelen & Gross, 2009) than the distributed solutions of minimum norm

estimates (Sarvas, 1987), even in the presence of correlated sources (Brookes

et al., 2007), but neither provides adequate control of the problem. Recent de-

velopments of nulling beamformers (Dalal et al., 2006; Hui et al., 2010), and

the highly flexible inverse solutions of Hauk & Stenroos (2014) provide better

alternatives. A solution can be estimated for each region of interest, and cross-

talk between the spatial locations of these regions prevented. If the regions are

good characterisations of the true sources, this offers a promising approach for

connectivity analyses, although correlations between the inferred sources are

not guaranteed to be removed, and this method has yet to be used or evaluated

for this purpose.

Irrespective of source reconstruction method, meg connectivity studies that

seek to be completely robust to source leakage artefacts can choose network

modelling methods that are unaffected by the induced correlations. Such meth-
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Figure 2.1: success of orthogonalisation for seed-based connectivity analyses in
meg. Figure reproduced from Hipp et al. (2012) to illustrate a traditional seed-based connectivity
analyses. (a) The reconstructed time courses in two locations, one of which is chosen as the
seed, are filtered into a specific frequency band. The seed’s time course is regressed from the
other, then the correlation between the power envelopes of the two computed. (b) Functional
connectivity to a seed in the left motor cortex, when no orthogonalisation is performed. The
heatmap of correlation is dominated by local correlations induced by the source reconstruction
process. (c) Applying an orthogonalisation between the seed and test regions dramatically
reduces the strength of correlations, but when the scale is altered (d), sensible bilateral resting-
state motor connectivity is revealed.

ods either assess metrics of phase lag between sources, which are insensitive to

linear leakage effects (Baccala & Sameshima, 2001; Kaminski & Blinowska, 2014;

Nolte et al., 2004; Stam et al., 2007), or attempt to correct for leakage before

performing signal amplitude correlations. Authors using the latter technique

have so far been limited to pair-wise comparisons of source activities between

voxels (Brookes et al., 2012b; Hipp et al., 2012). Although this work has recently

been extended from the analysis of two voxels to a Canonical Correlation Ana-

lysis (cca) between a pair of rois1 (Brookes et al., 2014; O’Neill et al., 2015),

there has so far been no simple technique correcting amplitude correlations

between larger collections of brain areas, which limits the scope of whole-brain

roi network analyses.

Source leakage is a linear effect, and it introduces cross-correlations only

1 See also Soto et al. (2016), a statistical thresholding technique to prevent false inference when
performing cca in the presence of signal leakage.
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at zero phase lag. Thus, the correlation artefacts caused by source leakage can

be corrected (under certain assumptions) by removing zero-lag correlations

between the variables of interest, before performing any connectivity analyses.

The existing methodology (Brookes et al., 2012b; Hipp et al., 2012) is to or-

thogonalise reconstructed source time courses with respect to a seed voxel

(which removes their mutual correlation at zero lag), then to analyse frequency-

dependent connectivity by correlating the down-sampled power envelopes of

the orthogonalised sources within specific frequency bands. This process has

been successful for enabling seed-based connectivity analyses (a clear illustra-

tion of the procedure, and its results, is shown in figure 2.12). The approach is,

however, limited to pair-wise comparisons between the seed and the rest of the

brain, and the correlations are sensitive to which of the two voxels is chosen as

the seed. Often a compromise is taken, by averaging the correlations in band-

limited power, for each pair of voxels, over the two choices of seed (Hipp et al.,

2012).

More subtle leakage corrections that attempt to model the spatial profile

of signal leakage have since been developed (Wens, 2014; Wens et al., 2015).

These build a model of the leaked signal from a seed voxel, on the assumption

that the signal reconstructed at that seed is a good estimate of the underlying

source, and subtract this leaked signal estimate from all other voxels, before

performing a connectivity analysis. This approach potentially improves longer-

range sensitivity compared to the simple, brute-force orthogonalisation method,

but the limitation on pair-wise analyses has not been broken.

This chapter presents a symmetric, multivariate, spatial leakage correction

2 Figure 2.1 is reproduced by permission from Macmillan Publishers Ltd: Nature Neuroscience
(Hipp et al., 2012); © (2012) Macmillan Publishers.
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that extends the orthogonalisation method to enable corrected multivariate

network analyses betweenmultiple rois.We remove the effects of signal leakage

at zero lag using a symmetric orthogonalisation process over all rois which

has three valuable properties: firstly, the outcome is not biased by any ordering

of the roi time courses; secondly, the resulting orthogonal vectors are as close

as possible to the original time courses; lastly, the computation is based on

the singular value decomposition, which is a highly optimised routine on most

computational platforms. The number of regions which can be corrected is

limited only by the dimensionality of the recorded data. Here, we demonstrate

the method by modelling the connected rois as a ggm, and estimate the edges

of the graph (that is, the connections between rois) using regularised partial

correlations between the band-limited power envelopes of the corrected roi

time courses. We validate our approach on simulated networks of dipoles within

the cortex and on resting-state data from a small sample of healthy subjects.

2.2 Theory

characterisation of the problem

Signal leakage

The signals measured over N samples in the P magnetic field sensors of an meg

scanner, Y ∈ RP×N , are typically modelled as a linear combination of sources,

S ∈ RQ×N , at a set of locations inside the brain
{
xq
}Q
i=q

, and additive Gaussian

measurement noise, ϵ , with variance σ2
ϵ ,

Y = HS + ϵ (2.1)
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where the lead fields Hij (θj) encode the mapping between the field measured

at sensor i from a source at location xj with fixed orientation θj , after propaga-

tion through the brain and skull. Source reconstruction approaches, such as

beamformers (van Drongelen et al., 1996; Van Veen et al., 1997), attempt to infer

estimates of source activity, Ŝ , at locations
{
xq
}
using a linear combination of

signals from the sensors, defined by a set of weightsW ∈ RP×Q ,

Ŝ =W TY =W THS +W Tϵ . (2.2)

Each source is therefore estimated as a mix of the true sources within the brain.

The signal leakage becomes apparent when we consider the covariance between

two sources estimated from a dipole configuration that is truly uncorrelated,

S ∼ N
(
0, σ2

s IQ
)
:

Cov
[
Ŝ
]
=

1

N

{
W THSSTHTW +W TϵϵW

}

=
{
σ2
sW

THHTW + σ2
ϵW

TW
}
, (2.3)

as the covariance between any two estimated sources, ŝ (xi) and ŝ (xj),

Cov [ŝ (xi) , ŝ (xj)] =
1

N

{
ŝ (xi)

T ŝ (xi)
}

=
{
σ2
s w (xi)

THHTw (xj) + σ2
ϵw (xi)

Tw (xj)
}
, (2.4)

is non-zero, and dependent on the data, lead fields and the noise. Lead fields

from neighbouring spatial locations tend to be highly correlated, so this mixing

takes the form of local signal leakage, creating correlations with zero temporal

lag between neighbouring spatial regions.
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Bi-variate orthogonalisation and its failure

We will illustrate the existing approach for leakage correction using orthogonal-

isation, and its weaknesses, using a simplified example. Consider two regions or

voxels, a and b, between which there is little leakage. The inferred signals at a

and b, denoted ŝ , we therefore take to be good estimates of the true behaviour of

the region, s . In our example, we assume a functional connection exists between

a and b such that the activity at b is identical to the activity at a, but time-lagged

by n points.

ŝA [t ] = sA [t ] (2.5)

ŝB [t ] = sB [t ] = sA [t − n] (2.6)

where t denotes time in samples. Now consider our estimate of the signal in a

region c that is proximate to b, and to which it has no functional connection,

ŝC [t ] = bsB [t ] + ϵC [t ]

= bsA [t − n] + ϵC [t ] (2.7)

where an amount b of the signal at xB has leaked into ŝC , and for simplicity we

define the residual signal at xC , ϵC , to have no cross-correlation with sB or sA

at any time-lag. It may be intuitive from equation 2.7 that no bivariate linear

subtraction or orthogonalisation process will be able to completely remove the

influence of region a on c.

To see this explicitly, compare an attempt to correct ŝC for leakage from

regions a and b using a bi-variate orthogonalisation process. We can construct
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a version of the inferred signal at xC that removes the influence of sB on c,

ŝC⊥B = ŝC − bŝB

= ϵC . (2.8)

An analysis continuing in the style of Brookes et al. (2012b) would compute the

correlation between the power envelopes of corrected time courses ŝB and ŝC⊥B ,

repeating the procedure over all pairs of nodes to build up a network matrix.

It would not be possible to perform other network analyses on the corrected

data unless the connectivity measure could be built up using pairs of rois at a

time—multivariate network analyses would not be feasible.

If we now attempt to perform the same process between c and a,

ŝC⊥A = ŝC −
ŝC · ŝA
|ŝA |2

ŝA

ŝC⊥A [t ] = bsA [t − n] + ϵC [t ] −
b
∑

l sA [l − n] sA [l ]

|sA |2
sA [t ] , (2.9)

we find that even the orthogonalised signals at xC and xA can have a non-zero

cross correlation for non-zero time lags, when there was no such underlying

relationship. The only resolution to the problem is to use a multivariate leakage

correction that removes the influence of both a and b from c.

a symmetric, multivariate correction for signal leakage

Signal leakage is corrected for by removing any correlations with zero tem-

poral lag between all rois. A multivariate, symmetric orthogonalisation tech-

nique (Everson, 1998; Löwdin, 1950) produces an optimal set of mutually or-

thogonal time courses for each roi: the solution is unique, unaffected by any



2.2 | theory 38

re-ordering of rois and is minimally displaced from the uncorrected roi time

courses (as measured by the least-squares distance).3

In the following, we will characterise the behaviour of each roi by a single

time course. The particulars of this definition are unimportant here; common

methods in fmri and meg include taking the mean time course, or the coef-

ficients of the principal component accounting for the majority of the roi’s

variance; some authors in the meg literature select just the single voxel within

the roi with maximal power (e.g., Hillebrand et al., 2012).

We construct the corrected time courses in two stages, illustrated in figure 2.2.

Firstly, we find the closest set of orthonormal time courses, for which there is

a simple analytic solution. Secondly, we relax the normality constraint and

finesse the solution by iteratively adjusting the lengths and orientations of the

corrected vectors until we converge to a solution which is as close as possible

to the uncorrected time courses.

We outline the proof from Everson (1998) here. For a set ofn roi time courses

containingm time samples Z = {z1,z2, · · · ,zn} ∈ Rm×n,m ≥ n, we seek the

matrix of corrected time courses P that minimises the Frobenius norm

ϵ = | |Z − P | |2F ≡ trace
[
(Z − P)T (Z − P)

]
. (2.10)

By constraining P to contain orthogonal vectors, it can be expressed as

P = OD (2.11)

whereOTO = In and In is the n × n identity matrix, D = diag (d) is diagonal,
3 A broader discussion of methods for producing optimal orthonormal decompositions of data,

under various cost functions, can be found in Kessy et al. (2015). The authors do not touch on
optimal methods for retaining magnitude information in the vectors.
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Symmetric, multivariate orthogonalisation

Starting vectors

1. Whiten data to find closest
orthonormal matrix

2. Adjust lengths

3. Rotate

4. Repeat

Gram-Schmidt orthogonalisation
(Brookes et al., 2012a)

Results depend on
choice of seed

Figure 2.2: a symmetric, multivariate orthogonalisation process. The correlations
between rois that are introduced during source reconstruction can be removed by mutually
orthogonalising the roi time courses, illustrated here for two vectors in two dimensions. An
optimal set of corrected time courses can be constructed by iterating towards the closest set
of orthogonal vectors to the starting time courses. The process is initialised with the closest
orthonormal matrix to the uncorrected vectors, then adjusts in turn the vector magnitudes and
orientations to minimise the Euclidean distance between the corrected and uncorrected time
courses. The box, right, shows the result of regressing one vector from the other, with differing
outcomes depending on the choice of seed, as used for correcting pairs of voxels in Brookes
et al. (2012b).

and PTP = D2. Hence,

ϵ = trace
(
ZTZ

)
− 2 trace

(
ZTOD

)
+ trace

(
D2

)
. (2.12)

If D is known and Z is full rank, ϵ is minimised by maximising trace
(
ZTOD

)
.

Using the singular value decomposition of ZD,

ZD = UΣV T , (2.13)

Σ = diag (σ1, σ2 . . . , σn) , σi > 0 ∀ i ,

we can bound expression (2.10) by noting that all elements of the orthonormal
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matrixT = U TOV must have a magnitude |Tij | ≤ 1 ∀ (i, j).

trace
(
ZTOD

)
= trace (TΣ) ≤

n∑
i=1

σi (2.14)

is maximal whenT = In; thus, (2.10) can be minimised by setting

O = UV T , (2.15)

which is the symmetric or Löwdin orthogonalisation (Löwdin, 1950) of ZD.

On the other hand, ifO is known, the optimal d is given by

∂ϵ

∂dk
= −2

m∑
i=1

ZikOik + 2dk = 0 (2.16)

which yields

d = diag
(
ZTO

)
. (2.17)

To find the corrected time courses P , we follow Everson’s tandem algorithm by

starting with D(1) = In, which gives P (1) as the symmetric orthogonalisation

of Z and the unique closest orthonormal matrix to the uncorrected roi time

courses; we then allow the vector magnitudes to vary and reduce the error ϵ

by iterating (2.13), (2.15) and (2.17) until convergence (illustrated in figure 2.2).

Convergence is guaranteed, but not necessarily to a global minimum of ϵ . In

our data, this procedure tends to converge within twenty iterations.

This orthogonalisation process to find corrected time courses P by defini-

tion removes all correlations between rois at zero phase lag. Any remaining

correlations between the band-limited power envelopes of these orthogonal-

ised time courses are thought to represent true biological dependencies, at the



2.2 | theory 41

expense of true zero-phase-lag connectivity (Brookes et al., 2012b; Hipp et al.,

2012; Luckhoo et al., 2012). The approach is limited by the rank of the data: you

cannot correct more rois than there are dimensions in Z as there is no longer a

unique solution to (2.14).

network analysis

Following Brookes et al. (2012b) and Luckhoo et al. (2012), we compute power

envelopes of the corrected rois, P̃ , as the absolute values of the analytic Hilbert

transform of P , which are then low-pass filtered to 0.5 hz and re-sampled at

1 hz.

We estimate the connections between rois by modelling the corrected and

down-sampled power envelopes with an undirected ggm, P̃ ∼ Nn

(
0, Ω−1

)
,

whereΩ is the precision or inverse covariance matrix. The network connections

between rois—the edges of the graph—are estimated from the partial correlation

matrix ρ⊥, which is the conditional correlation between variables with the effect

of all other variables removed,

ρ⊥ = − diag (Ω)−
1/2 Ω diag (Ω)−

1/2 . (2.18)

Zeros in the partial correlation matrix identify variables that are condition-

ally independent (unconnected by a network edge), thus partial correlations

relate only to direct connections in the network graph (Fisher, 1924), whereas

full correlations will also identify indirect associations. The estimation of par-

tial correlations from a limited dataset is noisy (Varoquaux & Craddock, 2013;

Varoquaux et al., 2010): it is standard practice to regularise the estimate of the

precision matrix, Ω̂, and suppress null edges using the graphical lasso (Fried-
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man et al., 2008). This is a sparsity promoting procedure that maximises the

log-likelihood of the multivariate Gaussian model, subject to a penalty on the

L1 norm of the precision (the sum of the absolute values in Ω),

Ω̂ = max
Ω

[
log detΩ − tr

( 1
m
P̃T P̃ Ω

)
− λ | |Ω| |1

]
. (2.19)

The strength of the regularisation penalty is determined by a free parameter λ,

which can be chosen by cross-validation.

2.3 Methods

We test the efficacy of our approach on both real and simulated resting-state

datasets. Data processing and analyses were performed using in-house Matlab

scripts, C routines from the University of Newcastle, Australia (Ninness et al.,

2005), SPM8, FieldTrip (Oostenveld et al., 2011) and FSL (Jenkinson et al., 2012).

The graphical lassowas solved using custom implementations of the algorithms

in Mazumder & Hastie (2012a,b). The analysis software is hosted on GitHub and

is freely available.4

generation of simulated data

Fifteen resting-state meg experiments of 600 s were simulated. In each experi-

ment, five equivalent current dipoles were active, positioned in the left and right

frontal gyrus, the left and right lateral occipital cortex, and the right premo-

tor cortex. Beamforming methods for source reconstruction were used, which

have imperfect reconstruction success with sources that are highly linearly-

4 github.com/OHBA-analysis/MEG-ROI-nets/

http://github.com/OHBA-analysis/MEG-ROI-nets/
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correlated over the whole acquisition (Gross et al., 2001; Robinson & Vrba, 1999;

Van Veen et al., 1997). We therefore simulated each dipole as oscillating with

amplitude 1 nAm at a different carrier frequency in the range 8–26 hz, modulated

by a functional activity that was generated by a simple 5-node network model

drawn from Smith et al. (2011), based on the dynamic causal model for fmri

activity (Friston et al., 2003). In brief, amplitudes or activities a are generated

according to

ȧ = Aa +u + e , (2.20)

where the network edges are non-zero entries on the off-diagonal elements of

A, with a strength randomly chosen from N(0.6, 0.1); the diagonal elements of

A are set to -1, modelling within-node temporal decay; a set of inputs, u, drive

each node, modelled by a binary Poisson process5 of strength 0.4, with a mean

on-time of 2 seconds and a mean off-time of 7 seconds; and a Gaussian noise

input e is drawn fromN(0, 0.02). Equation (2.20) was integrated using a fourth-

order Runge-Kutta method. The network structure is shown in figure 2.3d on

the following page, together with example activity time courses and modulated

oscillations for a simpler 2-node network in figures 2.3e and 2.3f.

From these dipole sources, meg data were simulated for the 306 sensors

on an Elekta Neuromag meg instrument (Stockholm, Sweden), at a sampling

rate of 150 hz, using a multiple local sphere volume conductor (Huang et al.,

1999) and the Sarvas (1987) current dipole forward model. Sensor noise was

added by sampling from a zero-mean multivariate Gaussian distribution, using

a covariance matrix estimated from ten minutes of empty-room recordings.

The noise was scaled to produce a unit signal-to-noise power ratio over all the

5 The probability of waiting t ≥0 seconds for a transition from one state, with mean occupation
time τ seconds, to the other is given by the exponential distribution, p (t |τ ) = 1

τ e
−t/τ .
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Figure 2.3: simulation of a five-dipole network. Five dipoles with differing carrier
frequencies in the range 8–26 hz, modulated in amplitude by a simple five-node network drawn
from Smith et al. (2011), were placed into five rois of a 38-roi parcellation of the cortex, and
the signals recorded in a set of 306 meg sensors were simulated with additive measurement
noise. (a) shows the locations of the five simulated dipoles; (b) a surface rendering of the 38
rois drawn from a laterally-split version of the Harvard-Oxford cortical atlas in FSL; (c) shows
the network matrix used to simulate the activities in the five dipoles, placed within context
of all 38 rois considered in later analysis; (d) shows the network as a graph, indicating the
directions of the network edges and the Poisson processes stimulating each node independently;
(e) shows example amplitude time courses from a simpler two-node network, with one node
(orange) driving the other (black), and both stimulated by independent Poisson processes; and
(f) displays the the modulation of the activations of two dipoles by the amplitudes in (e).

sensors (snr, calculated as the ratio of the mean-square signal amplitude in all

the sensors to the variance of the noise).

A second dataset of fifty experiments was created using the same methodo-

logy, but increasing the number of dipoles to 38, chosen to match the number

of rois used in later analysis. Only five dipoles were networked, using the

same structure as above; the rest were also generated from (2.20) but without

any network structure and uncorrelated. Dipoles were randomly located such

that each roi contained one dipole, and the rois containing networked dipoles

varied between experiments. The simulated snr in the sensors was 0.4. This

batch of experiments was repeated with a denser network structure, in which

fifteen dipoles were networked. The network structure is shown in figure 2.7a

on page 55.
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resting-state data collection and pre-processing

Ten minutes of meg data were acquired from ten healthy subjects (7 males, 3

females of which one was left-handed; 27±0.5 years of age) in a resting-state

using a 275-channel ctf whole-head system (dc, Canada) at a sampling rate of

600 hz with a 150 hz low-pass anti-aliasing filter applied. Subjects were asked

to lie in the scanner and view a centrally-presented fixation cross. The study

was approved by the University of Nottingham Medical School Research Ethics

Committee (approval code f/12/2006). All volunteers received a study inform-

ation sheet, completed a safety questionnaire, and provided written informed

consent, including consent to publish anonymised results.

Head localisation within the meg helmet was achieved by measuring the

locations of three energised electromagnetic coils, taped to the head, using a

magnetic dipole fit. The positions of the coils relative to the subject’s head shape

were measured prior to acquisition using a 3d digitiser (Polhemus Isotrack). A

structural mr image was acquired for each subject using an mprage sequence

on a Philips Achieva 3t (1 mm3 resolution, tr = 8.3ms, te = 3.9ms, ti = 960ms,

a shot interval of 3 s, fa = 8◦, and a sense factor of 2). Each structural scan was

registered to themni152 standard brain template.The location of themeg sensors

relative to each subject’s brain anatomy was found by matching the digitised

head-shape to a scalp surface extracted from the mni template and transformed

(with 12 degrees of freedom) into the space of the subject’s structural scan. Two

subjects’ data were discarded at this stage because of poor alignment. All further

source-space analysis was carried out in mni space.

Sensor data were down-sampled to 200 hz. Any channels or segments

of data showing obvious artefacts were removed following visual inspection.
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ica (Hyvärinen, 1999) was used to further remove artefacts from the data as

follows: sensor data were decomposed into 150 temporally independent com-

ponents; artefact components were manually classified as relating to eye blinks

(a high kurtosis, with a value over 20, and a repetitive blink structure over time),

cardiac sources (strong resemblance to typical electrocardiogram signals and

a kurtosis over 20) or mains interference (dominant 50 hz component in the

frequency spectrum); the artefact components were then regressed out of the

sensor data (Mantini et al., 2011), which were subsequently band-pass filtered

to 4–30 hz.

specification of regions of interest

Separate cortical parcellations were employed for the analysis of the simulated

and real data, shown in figures 2.3b and 2.8a. rois were defined for the simu-

lated data by selecting a subset of 19 of the rois in the Harvard-Oxford cortical

brain atlas, available in FSL, and splitting each into two lateral halves to create

38 binary rois. For the analysis of the resting-state data, a parcellation based

on functional data was desired, which would define regions of interest based on

functional specificity.We sought a parcellation which would allow us to investig-

ate connections between and within both hemispheres and between individual,

contiguous regions. We took a 100-dimensional group-spatial-ica decomposi-

tion from resting-state fmri scans of the first two hundred subjects in the hcp

database (Van Essen et al., 2013), providing a set of spatial maps with highly local

functional areas, although mostly with bilateral distributions. We lateralised

each component, and ran the resulting maps through a cluster-identifying al-

gorithm in FSL, thresholding at z= 3.1, and retaining the cluster from each map

with the maximum peak intensity. We then selected 38 of these clusters, which
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provided a largely non-overlapping spanning of the cortex, choosing where

possible pairs of rois matched in each hemisphere. The z-statistic weightings

of the spatial maps that survived the cluster thresholding were retained within

the rois.

data processing

The same pipeline was used to process both simulated and real datasets.

Dipole sources on an 8mm uniform grid were reconstructed using a scalar

beamformer (Robinson & Vrba, 1999; Van Veen et al., 1997; Woolrich et al.,

2011), a spatial filtering technique that uses a minimum-variance constraint to

reconstruct signals at the locations of interest, while suppressing power from

other locations. The data covariance matrix, used to estimate the beamformer

reconstruction weights, was estimated from the entirety of each subject’s data,

and regularised by reducing the data dimensionality with Principal Component

Analysis (pca), retaining between 260 and 264 components. (The simulated data

were not passed through the maxfilter data cleaning software from Elekta,

which substantially reduces the dimensionality to around 70 components.)

We represent the behaviour of each roi with a single time course, obtained

using pca. The reconstructed sources within each roi were first bandpass-

filtered: the simulated data were analysed over a 4–30 hz band, and the real meg

data within the alpha-band (8–13 hz) and beta-band (13–30 hz), chosen because

many rsns present well in these frequency ranges (Brookes et al., 2011b). Each

roiwas normalised to have a positive peak height of unity.The coefficients of the

principal component accounting for the majority of the variance of the voxels

within the roi, weighted by the roi map, were then taken as an appropriate

representation of source activity for that region.
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Signal leakage with zero temporal lag, induced by the beamforming process,

was removed by symmetrically orthogonalising all roi time courses (section 2.2).

Following previous analyses (Brookes et al., 2012b; Luckhoo et al., 2012), the

power envelopes of these corrected roi time courses were then found by taking

the absolute value of their Hilbert transform, low-pass filtering to 0.5 hz and

downsampling to 1 hz. The pipeline of roi time course extraction, band-pass

filtering, orthogonalisation and correlation is illustrated in figure 2.4.

Figure 2.4: illustration of the pipeline for meg functional connectivity estimation.
From a whole-brain source-reconstruction, a single time course is extracted to represent each
roi. These time courses are bandpass filtered, then orthogonalised to remove shared signal
which is potentially attributable to spatial leakage effects. The power envelope of each time
course is computed, then correlated to form the network matrix.

connectivity analysis

Linear correlation and partial correlation (equations 2.18 and 2.19) analyses

were performed on the down-sampled power envelopes of the corrected roi

time courses of each subject or simulation. We chose the strength of regular-

isation applied to the partial correlation matrix for each subject using 10-fold

within-subject cross-validation, which provides a data-driven assessment of

the generalisability of the chosen value, where the optimal λ was that which

minimised the corrected Akaike information criterion (Burnham & Anderson,

2002), an information-theoretic model selection criterion which maximises a

model’s goodness of fit while penalising complexity. After the initial parameter
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selection, the search grid for λ was finessed three times.

Correlation values were converted to z-scores using Fisher’s transform-

ation.6 In order to test the null hypotheses that there were no correlations

between pairs of variables, the z-scores for each edge were scaled such that

the distributions of edge scores would be standard normal under fulfilment of

the null. We computed the scaling as the standard deviation of an empirical

null correlation distribution, generated by simulating eight iterations of a null,

uncorrelated Gaussian dataset, sharing the same number of nodes and temporal

smoothness (modelled using the first auto-regressive coefficient) as the roi

time courses, but with no spatial leakage, and taking correlations and unreg-

ularised partial correlations between the down-sampled, band-limited power

envelopes of these data. This non-parametric approach is designed to provide

accurate inference of the correlation structure, even in the presence of temporal

autocorrelations in the power time courses.

Group inference on the network structure was performed using a fixed-

effects analysis testing the significance of the mean, over all subjects, of the

standardised full or partial correlation z-scores between each pair of rois. (We

use fixed effects because we are not primarily interested here in subject variab-

ility, which would likely be poorly estimated from only eight subjects. The fixed

effects analysis is telling us about the strength of the group-average effect.) We

control for false positives in the group inference at the network level using a

False Discovery Rate (fdr) threshold.

6 Fisher’s transformation, Z (ρ) = artanh (ρ) converts correlations sampled under a null distri-
bution into normally-distributed variables. It is a monotonic transformation, producing greater
separation between values as correlations approach unity.
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method comparisons

The source-leakage correction method outlined above was compared to two

alternatives. Firstly, not employing any correction at all. Secondly, a pair-wise or-

thogonalisation procedure, which employs the pair-wise orthogonalisation steps

previously used for voxel-wise analyses (Brookes et al., 2012a; Luckhoo et al.,

2012) on the roi time courses. This works as follows: one roi time course is re-

gressed from the other, power envelopes are found for the corrected time courses,

and their correlation computed. To estimate partial correlations between the

same two nodes, the corrected time course for each is regressed from all other

roi time courses; power envelopes are found over all rois and the partial cor-

relation between the power envelopes of the two rois of interest is computed.

This procedure is iterated over all pairs of rois. Different correlations are found

between each pair depending on which is chosen as the seed (i.e., which roi

time course is regressed from the other). The two correlations are averaged to

produce the final estimate. Developing an approach to regularise these partial

correlation estimations, using penalised regression approaches, is not trivial

and is not relevant here; we restrict our comparison between the multivariate

source-leakage correction and this pair-wise orthogonalisation procedure to

unregularised estimates of partial correlations.

This comparative pair-wise procedure is significantly more computationally

costly: to perform the symmetric orthogonalisation and cross-validated compu-

tation of regularised partial correlations between 38 node time courses of one of

the resting-state datasets took 70 seconds on a Macbook Pro with a 2.8 ghz In-

tel Core i7 processor and 16 gb of ram; performing the orthogonalisation and

calculation of (unregularised) partial correlations in a pair-wise fashion took
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2000 seconds.

2.4 Results

simulated data

The performance of the symmetric source-leakage correction method for roi

network connectivity analyses (section 2.2) was assessed using a set of fif-

teen simulated experiments, with five networked dipoles, at an snr of 1.0. The

network structure and dipole locations are shown in figure 2.3 on page 44 and

the simulations are described in section 2.3.

Figure 2.5 on the following page compares group-average estimates of the

networked behaviour of the 38 rois in the brain, showing both the correlations

and partial correlations between the power envelopes of all rois. We com-

pare our proposed symmetric multivariate leakage correction to other forms of

analysis: to not using a correction at all, and a pair-wise orthogonalisation pro-

cedure of roi time courses, an extension of a previously-employed voxel-wise

correction for seed-based correlation analyses (see section 2.3). We did not at-

tempt to regularise the partial correlations computed for this pair-wise method,

which would require a significant increase in algorithmic and computational

complexity; in this figure we display only unconstrained partial correlations to

compare like with like (λ = 0).

Using both correction methods, we find much stronger suppression of local

source spread, and better identification of the true network structure (as as-

sessed with both full and partial correlation), compared with the results when

no correction was applied. The partial correlation matrices, being estimates
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Figure 2.5: reconstruction of a five-dipole network: comparison of ability to infer a
simulated network structure under different corrections for source leakage. Five
connected dipoles were simulated in the left and right occipital lobes, the right and left frontal
lobes, and the right somatosensory cortex (see figure 2.3), for 15 experiments of duration 10
minutes, at an snr of 1.0. Group-average z-statistics for the full and partial correlations between
the power time courses of 38 cortical rois (figure 2.3b) are shown, after the application of
corrections for source leakage. We combine two metrics into one heat map with full correlations
below the diagonal and (unregularised) partial correlations above. We compare uncorrected data
(b) to data adjusted using the symmetric multivariate correction presented in this chapter (c),
and to data corrected for zero-lag correlations pairwise between rois (d). (c) is the only set of
matrices that can be thresholded to achieve perfect reconstruction. The higher arrow highlights
an example false positive, and the lower a weak true positive with a neighbouring strong
false positive (see text). A symmetrical version of the simulated network matrix is shown (a),
indicating the relationships between rois which would constitute a perfect network discovery
for these (undirected) network analysis methods.
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of the direct connections in the network, provide in general much better dis-

crimination of the underlying network than the correlation matrices. (Neither

method attempts to assign a direction to the functional connections.) While

the spurious correlations present between the envelopes of the uncorrected

roi time courses are nearly eliminated by the orthogonalisation methods, the

correlations (marginal and partial) between rois corresponding to ‘true’ edges

are also to some extent weakened.

If we compare the symmetric multivariate correction (figure 2.5c) against the

pair-wise orthogonalisation (figure 2.5d), we find the latter performs less well

in suppressing artificial correlations, particularly among the full correlations.

The partial correlations between these pair-wise corrected rois identified one

additional false-positive network edge (indicated by the upper arrow), and

a reduced correlation on a true network edge (lower arrow; with adjacent,

stronger, false-positive) when compared to the symmetric correction, given an

overall-optimal thresholding.

To understand if this behaviour was reproducible over a range of different

dipole locations we extended our simulation. We generated fifty new datasets,

with a reduced snr of 0.4, in which each of the five dipoles was placed randomly

in one of the 38 rois used for the analysis. We also placed a dipole in each of the

remaining rois, and stimulated these individually with identically-generated

but uncorrelated inputs to those driving the five networked dipoles. We then

followed the same analysis procedure to arrive at correlation and partial cor-

relation matrices for each of the fifty experiments, between all 38 rois, after

applying each of the three source leakage correction methods. We investigated

the extent to which each method removed spurious correlations between rois

by comparing the false positive rates for single-edge detections with those ex-
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Figure 2.6: control of false positives during network reconstruction. In each of
fifty datasets, thirty-eight dipoles were simulated, of which five had activities driven by a
directed network (figure 2.3d) and the rest were uncorrelated, and placed at random within 38
cortical rois (figure 2.3b), one dipole within each roi. For each experiment, the full and partial
correlations (calculated with and without regularisation of the precision matrix) between the
band-limited power envelopes of the roi time courses were computed and used to infer the
network structure between rois. For each of these metrics, we compare the expected False-
Positive Rate (fpr) for single edge detections against the empirical fpr as a measure of how well
the spurious correlations between rois, introduced during source reconstruction, are removed
by three orthogonalisation methods under test: applying no correction for spatial leakage (left
column), applying the symmetric multivariate correction presented in this chapter (middle
column) and applying a pairwise orthogonalisation approach to the roi time courses (right
column). Each graph plots the empirical fpr against the expected fpr as the threshold for
defining network edges is moved. The solid blue line indicates the median behaviour over the
fifty runs; the shaded background covers the central 95% of the data. An algorithm to combine
the pairwise correction with regularised partial correlation has not been developed.

pected under a perfect correction for source leakage over a range of thresholds

(figure 2.6).

Inference on network edges after applying the symmetric multivariate cor-

rection (figure 2.6, middle column) closely follows the expected false positive

rates, with full correlation performing worse than partial correlation (a one-

tailed Wilcoxon signed rank test for a difference in the median observed fpr,

conducted at an expected fpr of 0.05 to match conventional thresholds, was sig-
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Figure 2.7: control of false positives during network reconstruction of a dense
network. In each of fifty datasets, thirty-eight dipoles were simulated, of which fifteen had
activities driven by a directed network (a) and the rest were uncorrelated, and placed at random
within 38 cortical rois (figure 2.3b), one dipole within each roi. For each experiment, the full
and partial correlations (calculated with and without regularisation of the precision matrix)
between the band-limited power envelopes of the roi time courses were computed and used
to infer the network structure between rois. For each of these metrics, the expected fpr for
detection of each edge was compared against the empirical fpr as a measure of how well the
spurious correlations between rois, introduced during source reconstruction, are removed by
three orthogonalisation methods under test: applying no correction for spatial leakage (left
column), applying the symmetric multivariate correction presented in this chapter (middle
column) and applying a pairwise orthogonalisation approach to the roi time courses (right
column). Each graph plots the empirical fpr against the expected fpr as the threshold for
defining network edges is moved. The solid blue line indicates the median behaviour over the
fifty runs; the shaded background covers the central 95% of the data. An algorithm to combine
the pairwise correction with regularised partial correlation has not been developed.

nificant, p <10−3), and dramatically improves upon these rates when regularisa-

tion is applied to the partial correlation matrix. Applying no leakage correction

(figure 2.6, left column) leads to a much higher proportion of false positives, al-

though regularisation of the partial correlation matrix is able to suppress many

of the edges, reducing the false positive rate dramatically, although not to the

same extent as for the corrected data. (Optimised regularisation strengths were

similar: λ = 3.1 ± 1.1 × 10−2 and λ = 1.1 ± 0.6 × 10−2, for the uncorrected and



2.4 | results 56

corrected data respectively.) Correcting for source leakage in a pairwise manner

(figure 2.6, right column) is less effective at removing false positives than the

full multivariate correction, although when the network estimation is based

on the partial rather than full correlations, this discrepancy is much reduced

(yet still significant: a Wilcoxon signed rank test for the median of the observed

pair-wise corrected fpr values being greater than the symmetrically corrected

fpr values, conducted at an expected fpr of 0.05, was significant, p < 10−3).

The connectivity observed in the resting-state dataset is relatively dense. We

repeated our simulations and analyses using a dense network, to ensure com-

parability between the results of our simulations and experiments. All aspects

of this final simulation were identical to those described above, save that fifteen

of the 38 dipoles randomly placed within 38 rois were densely networked. The

network structure for those fifteen is given in figure 2.7a on the preceding page.

The false positive rates for detecting network edges under no correction for

leakage, a pair-by-pair orthogonalisation process and the multivariate, symmet-

ric orthogonalisation presented in this chapter, are shown in figure 2.7b. We

find, for all network inference methods and leakage correction methods under

test, that the false positive rates inferred for edge detection exhibit the same

behaviour for dense simulated networks as for sparse, with the observations

made about figure 2.6 equally applicable to the densely-connected simulated

dataset.

resting-state data

Functional connectivity was analysed for alpha- and beta-band oscillations

between thirty-eight fmri-derived rois (figure 2.8a on the next page) in resting-

state meg recordings from eight subjects, both with and without the application



2.4 | results 57

UncorrectedCorrected

C

UncorrectedCorrected

D

E

UncorrectedCorrected

F

UncorrectedCorrected

UncorrectedCorrectedUncorrectedCorrected

B

G

A

Parcellation

3 6
Standard Z-score

Beta Band (13-30 Hz)Alpha Band (8-13 Hz)

Figure 2.8: group-average resting-state direct functional connections derived
from eight subjects, inferred with and without the application of a multivariate
spatial leakage correction between rois. Surface plots in the alpha-band (8–13 hz, b–d)
and beta-band (13–30hz, e–g) show direct functional connections between a single seed roi
(green) and the remaining 37 rois derived from an fmri ica decomposition. The chosen seed
rois are in the visual (b and c) and sensori-motor (e and f) cortices, the left parietal (g) and
right temporal (d) lobes; these plots correspond to the appropriately indicated columns in the
network matrices of figure 2.10. The colour scale indicates inference on the group-average of
individual regularised partial correlation z-statistics. All the surface plots have been thresholded
at a 5% false discovery rate (z = 3.4 for the alpha band and z =3.6 for the beta-band, in both
corrected and uncorrected datasets). A surface rendering of the 38 rois is given for reference
(a).

of the proposed symmetric multivariate source leakage correction. The con-

nectivity between rois was modelled using an undirected ggm (equations 2.18

and 2.19), applied to the down-sampled power envelopes of the roi time courses

in the alpha band (8–13 hz) and beta band (13–30 hz). We estimated the presence

and strength of edges in the network using a group-average analysis of the

regularised subject-specific partial correlation matrices between the rois. (Op-
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Figure 2.9: alpha-band resting-state network structure surviving the 5% false
discovery rate correction for multiple comparisons. A comparison of network edges
inferred for alpha-band (8–13 hz) resting-state oscillations shows a much more densely con-
nected visual network once the correction for source leakage is applied. Edges are shown as
joining centres of mass of each roi, with the colour scale and edge thicknesses indicating the
group-average inference on regularised partial correlations between power envelopes of roi
time courses. Only edges above the 5% false discovery rate thresholds are shown (z = 3.4 for
both the corrected and uncorrected networks).

timised regularisation strengths were of similar magnitude for the uncorrected

and corrected data: λ = 3.2 ± 1.3 × 10−2 and λ = 2.0 ± 1.1 × 10−2 respectively

for the alpha band; and λ = 2.2 ± 0.7 × 10−2 and λ = 1.6 ± 0.9 × 10−2 for the

beta band.)

Estimated networks for functional activity within these two bands, both

with and without the correction for source leakage between rois, are shown

in figures 2.8, 2.9 and 2.10. The surface plots on the preceding page show direct

connections to and from individual rois, with a 5% False Discovery Rate (fdr)

threshold applied (z = 3.4 for the alpha band and z = 3.6 for the beta-band, in

both corrected and uncorrected datasets). These reveal strong clusters of short-

range connections that clearly relate to regions well known as participating in

independent networks: in the beta-band, the sensorimotor and parietal regions;
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Figure 2.10: group-average resting-state network matrices derived from eight sub-
jects, inferred with and without the application of a multivariate spatial leakage
correction between rois. Alpha-band (8–13 hz, left column) and beta-band (13–30 hz, right
column) functional connectivity network matrices are inferred from a group average, at each
edge, of individual regularised partial correlation z-statistics, between 38 rois derived from an
fmri ica-based parcellation. Network matrices are presented both with (b and d) and without
(a and c) a symmetric multivariate correction for source leakage applied to the roi time courses.
Arrows above the matrices indicate the columns (i.e., seed rois) that are rendered as surface
maps in figure 2.8.

in the alpha band, the visual network and local temporal lobe activity.

With the application of the symmetric source leakage correction between

rois, the group-average networks, thresholded at a 5% fdr, showed an increased

number of bilateral connections within the alpha-band visual network (although

the net increase in un-thresholded cross-hemisphere edge-strengths within the

6 rois spanning the visual cortex was insignificant, median difference∆z = 1.4,

95% Confidence Interval (ci) [-0.4, 2.9] , p = 0.055, and there was no clear differ-
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ence in overall edge-strength between these rois, ∆z = 1.2, 95% ci [-4.8, 2.3]).

(For these and all estimates of visual alpha-band and sensorimotor beta-band

connectivity differences in this section, the median difference with 95% confid-

ence intervals is given by the Hodges-Lehmann estimator, associated with the

Wilcoxon signed-rank test, together with a p-value on the same test with no

adjustment for multiple comparisons.) At the 5% fdr threshold, the beta-band

sensorimotor network emerged more cleanly as an independent cluster, show-

ing in contrast to the uncorrected networks, bilateral motor connectivity from

both left and right seed parcels (figure 2.8e and figure 2.8f on page 57), and the

removal of some more frontal regions from this motor system (more generally,

the median increase in un-thresholded edge strengths between 5 rois covering

the beta-band sensorimotor network was∆z = 1.6, 95% ci [0.6, 2.5], p = 0.004,

with the purely bilateral connections showing an insignificant change,∆z = 1.3,

95% ci [-0.3, 3.1], p = 0.063). Direct connections between frontal and temporal

lobes (alpha band, right hemisphere) and within the left fronto-parietal network

(beta-band) also emerged at this threshold. By contrast, without the correction,

direct connections between rois tend to be dominated by links to neighbour-

ing regions, bilateral connections within the motor and visual networks were

inhibited, and there were no edges linking rois in the frontal and parietal lobes.

Some limited connectivity between neighbouring rois in the frontal lobe were

present in the uncorrected data in both frequency bands; these were largely

eliminated when the correction was applied.

The full connectomes of the thresholded network matrices for the alpha

band are shown in figure 2.9 on page 58, with edges drawn between the centres

of mass of each roi.7 Again, for the symmetrically-corrected connectome as

7 Also available in a video, which makes the network matrices clearer. The video is the first
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Figure 2.11: group-average resting-state correlation matrices derived from eight
subjects, inferred with and without the application of a symmetric, multivariate
spatial leakage correction between rois, and a pair-by-pair leakage correction.
Alpha-band (8–13 hz, left column) and beta-band (13–30 hz, right column) functional connectiv-
ity correlation matrices are inferred from a group-average average, at each edge, of individual
correlation z-statistics, between 38 rois derived from an fmri ica-based parcellation. Correla-
tion matrices are presented both with (b and e) and without (a and d) a symmetric multivariate
correction for source leakage applied to the roi time courses. Also presented (c and f) are
correlation matrices for rois that have been orthogonalised in a pair-by-pair fashion before the
computation of correlations.
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Figure 2.12: group-average resting-state unregularised partial correlation
matrices derived from eight subjects, inferred with and without the applica-
tion of a symmetric, multivariate spatial leakage correction between rois, and a
pair-by-pair leakage correction. Alpha-band (8–13 hz, left column) and beta-band (13–30hz,
right column) functional connectivity (unregularised) partial correlation matrices are inferred
from a group-average average, at each edge, of individual correlation z-statistics, between 38
rois derived from an fmri ica-based parcellation. Partial correlation matrices are presented
both with (b and e) and without (a and d) a symmetric multivariate correction for source
leakage applied to the roi time courses. Also presented (c and f) are correlation matrices for
rois that have been orthogonalised in a pair-by-pair fashion before the computation of partial
correlations.
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Figure 2.13: alpha-band (8-13 hz) resting-state partial correlations, with a com-
parison between orthogonalisation methods. Partial correlation, inferred without any
regularisation to sparsity, yields denser connectomes (c.f..figure 2.9) and may be noisier than
regularised estimates. In this analysis, there is little to differentiate the two leakage correction
methods. Edges are shown as joining centres of mass of each roi, with the colour scale and edge
thicknesses indicating the group-average inference on regularised partial correlations between
power envelopes of roi time courses. Only edges above the 5% false discovery rate thresholds are
shown (z = 3.2, 3.4 and 3.3 respectively for the symmetrically-corrected, pairwise-corrected
and uncorrected networks).

opposed to the uncorrected, there is a significantly higher prevalence of bi-

lateral connections (median difference in edge strength for a bilateral connection

within all 38 rois ∆z = 0.11, 95% ci [0.08, 0.16], p < 10−3). The unthresholded

network matrices (both as regularised partial correlations, and as full correlation

matrices) are shown in figures 2.10 and 2.11.

Lastly, in figures 2.12, on the previous page, and 2.13, on this page, we

present for comparison the unregularised partial correlations between all 38

rois, thresholded at a 5% fdr. Estimating direct network connections using

partial correlations without regularisation is noisy; here we merely observe

the similarity between partial correlations estimated after the pair-wise and

supplementary figure of the published article based on this chapter, and is freely-available at
sciencedirect.com/science/article/pii/S1053811915002670/.

http://sciencedirect.com/science/article/pii/S1053811915002670/
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symmetric orthogonalisation processes. As in figure 2.11, there is little to differ-

entiate the results after the application of these two different corrections for

source leakage.

the effect of orthogonalisation on power envelopes

To what extent does the application of a leakage-correction method alter the

power envelopes of the time courses (the data which are passed on for the estim-

ation of correlations between rois)? Figure 2.14 compares the down-sampled

amplitude envelopes of a time course produced by the functional network of

five connected and thirty-three unconnected nodes, used to generate the dipole

amplitudes used in the simulations for figure 2.6, after the application of the sym-

metric, multivariate orthogonalisation of all 38 nodes and after a Gram-Schmidt

orthogonalisation to one other, randomly-chosen, node time course. This allows
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Figure 2.14: illustration of the effect of the symmetric orthogonalisation process
on a time course. An illustration of the effect of the symmetric orthogonalisation process
and the pair-by-pair orthogonalisation on the envelopes of two time courses simulated from the
functional network of 38 nodes, with 5 connected to each other and the remainder independent,
used to generate the data for figure 2.6. In black is the amplitude envelope of the activity time
course for one randomly-chosen unconnected node. In (a), in dashed orange, is the envelope of
the same node after symmetrically orthogonalising all 38 nodes. In (b), in dashed orange, is the
envelope of the same node after orthogonalising using the Gram-Schmidt process to one other,
randomly chosen node. For this example, the symmetrically-corrected envelope is closer to the
uncorrected envelope than is the Gram-Schimdt corrected version (Pearson’s R2 is 0.86 for the
former and 0.76 for the latter).
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for comparison of the effects of the orthogonalisation procedures in the absence

of any leakage effects. The orthogonalised envelopes are inevitably altered to

some extent, appearing as noisy versions of the uncorrected envelope—although

the envelopes resulting from the pair-wise correction are more distorted than

those after the symmetric, multivariate correction: the average fractional in-

crease in displacement compared to the uncorrected signal envelope (measured

as the norm of the difference between the two envelopes), of the pair-by-pair

orthogonalisation process over the symmetric orthogonalisation, taken over all

node pairings and for all 38 nodes of this simulation draw, is 20.2±0.6% (mean

± std. error).

2.5 Discussion

We have presented a method for removing the confounding effects of source

leakage before performing a correlation-based network analysis between re-

gions of interest in source-reconstructed meg data. This approach corrects the

time courses of each roi using a symmetric, multivariate orthogonalisation step

before inferring direct network edges between rois from the L1-regularised

partial correlations between the band-limited power envelopes of the corrected

time courses.The orthogonalisation step is optimal in the sense that it minimally

displaces the set of roi time courses from their uncorrected forms.

This work extends previous leakage correction methods (Brookes et al.,

2012b; Hipp et al., 2012) which, with one exception (Brookes et al., 2014), were

only appropriate for enabling correlation analyses between pairs of voxels in

turn. Any multivariate analysis can now be performed on corrected roi time

courses—possibilities include multivariate auto-regressive models or hidden
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Markov models (Baker et al., 2014).

Our approach shares a limitation of these foundation methods, that the

statistical testing for the presence of connectivity may be imperfect when the

distributional assumptions in the non-parametric tests do not match the distribu-

tion of the data. Generating surrogate, null time courses using an auto-regressive

model or a phase-randomisation technique produces normally-distributed data

(albeit with the appropriate temporal smoothness). If the recorded data are sub-

stantially non-Gaussian in distribution, poor control of false positives can result.

This was demonstrated by simulation in the appendix of Brookes et al. (2014).

More generally, our method is limited by the compartmentalisation of brain

function into a set of rois with only a single time course each. On the one

hand, using too few rois to capture the complexity of brain function risks a

misrepresentation of the true network dynamics. Here, results were obtained

using 38 rois from an fmri group ica, which is perhaps a coarse rendering of

cortical network structure; future studies could explore the effectiveness of this

technique using higher-dimensional parcellations. On the other hand, dividing

into several rois part of the cortex that largely functions as a single coherent

functional unit (given the spatial resolution and point spread function of the

source reconstruction method), will cause those rois to be described by very

similar time courses. This situation is problematic for any network inference

that partials out nodes, including partial correlation, as the partialling of one

node against another with a shared time course prevents the robust discovery of

connectivity between their joint cortical unit and the rest of the brain. Under a

full correlation analysis, themultivariate leakage correction proposed here could

still create similar signal cancellation properties if two nodes are dominated

by the same signal with zero-lag. As a result, whether or not a partial network
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analysis is performed, using rois that are too small or overlapping should

be avoided: for example, the application of this method to compute dense or

voxelwise connectomes would be inappropriate. One approach for mitigating

this behaviour is to select rois using data-driven decompositions such as ica,

which differentiate cortical areas based on functional specificity. In particular,

ica decompositions of the same meg dataset may provide cortical parcellations

that reflect the spatial profile and resolution of the particular meg measuring

systems and reconstruction algorithms in use.

We have discussed the use of regularised partial correlation matrices for

inference on a simple undirected Gaussian network model between rois. In

line with the conclusions of many previous authors (Duff et al., 2013; Marrelec

et al., 2006; Smith et al., 2011) it seems that partial correlation, whether with or

without any imposed sparsity, is more effective at illuminating the true network

structure than full correlation, which makes no attempt to discriminate between

direct and indirect connections. Compare for example the network structures

inferred by correlation and partial correlation methods in figure 2.5 on page 52,

and the elevated false-positive rate in the entire top row of figure 2.6 relative

to the middle row. Fitting a model that encourages network sparsity in the

partial correlation matrix is known to reduce noise and improve the estimation

of correlations (Duff et al., 2013; Varoquaux & Craddock, 2013; Varoquaux et al.,

2010), and in our simulations significantly improves network detection, with

strong suppression of unconnected edges to produce very low false positive

rates.

Applying the multivariate leakage correction is effective, in simulation, at

removing artefactual correlations between rois induced during the source re-

construction. In simulations of network dipoles at random locations through the
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cortex, inference on network structure using the partial correlations between

the power envelopes of corrected roi time courses showed, on average, the

expected control of false positives, whereas inference using uncorrected roi

time series had a significantly higher rate of false detections. Inspection of the

network matrices (figure 2.5) suggests that these are driven by false connections

between proximate rois.

When we performed our network analyses on a resting-state dataset, ap-

plying the symmetric leakage correction to rois yielded denser connections

within the alpha-band visual and beta-band sensorimotor networks, including

a higher incidence of cross-hemispheric connections within these areas and a

reduction in connections between the motor cortex and neighbouring regions

in the frontal lobe (see figure 2.8 on page 57). By contrast the networks inferred

from the uncorrected rois are more dominated by local connections. Both of

these observations have been previously noted in investigations of pair-wise

source leakage corrections at the voxel level (Brookes et al., 2012a; Hipp et al.,

2012; Maldjian et al., 2014). Applying the correction also elucidated the detection,

at a 5% false discovery rate threshold, of longer-range beta-band fronto-parietal

and alpha-band fronto-temporal connections, which were less dominant than

local connections in the uncorrected data. We expect these direct connections

between frontal and parietal regions as the lateral fronto-parietal networks are

common and stable independent components in ica decompositions of both

meg and fmri data. Direct connections linking all of the regions known to be

involved in the default mode network, such as the medial prefrontal cortex and

inferior parietal cortex, were not evident in this dataset, either before or after

corrections for source leakage. (Some electrophysiological studies identify this

network, but with varying degrees of completeness compared to fmri results.
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See, for example, Baker et al., 2014; Brookes et al., 2011b; Duncan et al., 2013;

Hillebrand et al., 2012; Maldjian et al., 2014; de Pasquale et al., 2010 and Wens

et al., 2014.) In line with Hillebrand et al. (2012), we find an increased number of

connections in regions associated with higher source power (occipital, parietal

and temporal cortex in the alpha band; sensorimotor cortex in the beta-band).

This may reflect the fact that corrected time courses for rois with a higher snr

(and therefore better source specificity) are less rotated from their original posi-

tions than those with lower snr. Lastly, we find it interesting (and encouraging)

that the removal of zero-lag correlations from the data has actually increased

the number of inferred direct connections (visible in figure 2.9).

In our simulations, we also evaluated an extension of previous bi-variate

voxel-wise corrections for source leakage to a pair-by-pair orthogonalisation

process between rois. While it offered a reduction in the number of false posit-

ive edge detections over applying no correction at all, the control of the false

positive rate was significantly poorer than desired for a leakage correction

method (see figure 2.6). (Although when applied to the resting-state dataset,

a comparison by eye of the correlations and unregularised partial correlation

matrices showed little to differentiate the results of the symmetric and bivariate

orthogonalisation processes. It does not follow that this would be true for all

datasets.) We hypothesise that the poorer performance of the pair-by-pair or-

thogonalisation is simply reflecting the failure of a bivariate correction process

to account for the entrainment of non-zero lag connectivity between a pair of

regions into their respective local neighbourhoods. A mathematical example

was provided in section 2.2; a nice discussion can be found in Palva & Palva

(2012). We can briefly illustrate this point here. Consider two rois, a and b,

which are functionally connected in the sense that their time courses exhibit
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strong cross-correlations even at non-zero time-lags. The neighbours of b (the

most proximate rois) may contain significant proportions of the signals in b

due to the source leakage effect; this manifests itself as a strong correlation

between b and the neighbours of b at purely zero lag. We may be able to pre-

vent the false discovery of a connection between b and the neighbours of b by

orthogonalising one with the respect to the other, which removes all zero-lag

correlations. However, leakage from b into its neighbours can set up cross-

correlations at non-zero lag between a and the neighbours of b. This inherited

connection will not be accounted for by a pair-wise orthogonalisation procedure,

but will by a multivariate process that considers the behaviour of all rois. In-

deed, the partial correlations computed under the pairwise correction showed

better false-positive control.

Note also that this pairwise approach is not only much more computation-

ally demanding than the simple symmetrical orthogonalisation step we are

proposing, but also that a method for finding regularised estimates of partial

correlations has not yet been developed, is algorithmically more challenging

and would create additional computational overheads, and that it is not straight-

forward to immediately apply any desired multivariate analysis method to the

corrected time courses. We therefore recommend the more effective and more

efficient, symmetric approach for removing correlations between rois induced

by source leakage. The number of rois which can effectively be corrected is

limited by the rank of the data: our method cannot be applied to voxel-level

network analyses, for example. Asking questions about the connectivity of more

rois than there are independent time series in the sensor data has dubious merit;

but if these analyses are pursued, orthogonalisations between pairs of roi time

courses may be the only feasible approach for limiting the effects of source
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leakage on amplitude correlation analyses.

Using a decomposition of the cortex into a set of rois to investigate func-

tional network properties is common and profitable in fmri. We believe that

our approach for correcting roi time courses for source leakage correlations

will enable a larger range of multivariate roi analyses to be performed in the

meg community.



3
How reliable are MEG resting-state

connectivity metrics?

There are a wide range of network estimation methods available for meg

and eeg, and little in the way of existing guidance on which ones to

employ. Chapter 2 augments this problem by introducing an additional method

for connectivity analysis. This chapter investigates the extent to which many

popular measures of stationary connectivity are suitable for use in resting-state

meg, and how the method of chapter 2 compares to these. We use as empirical

criteria that network measures for individual subjects should be repeatable, and

that group-average connectivity estimation shows good reproducibility. Using

publicly-available data from the Human Connectome Project, we test the reliab-

ility of 12 network estimation techniques. We find that the impact of magnetic

field spread or spatial leakage artefact is profound, creates a major confound for

72
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many connectivity measures, and can artificially inflate measures of consistency.

Among those robust to this effect, we find poor test-retest reliability in phase-

or coherence-based metrics such as the phase lag index or the imaginary part

of coherency. The most consistent methods for stationary connectivity estima-

tion over all of the tests are simple amplitude envelope correlation and partial

correlation measures—the methods introduced in chapter 2.

3.1 Introduction

A plethora of options is available to the researcher who embarks on a func-

tional connectivity analysis using electrophysiological data. To assist in these

decisions, much work has gone into establishing an agreed set of good practices.

These might be summarised by four key points. Firstly, functional connectivity

should be estimated between reconstructions of the cortical sources responsible

for the sensor recordings (as network modelling on the data in the sensors them-

selves is hard to interpret; Schoffelen &Gross, 2009). Secondly, the relatively low

rank of electrophysiological data places a limit on the number of independent

network nodes that can be sensibly specified in a connectivity model (there is

little merit in estimating a network matrix over a 2mm source grid, for example).

We can, however, attempt to describe as many of the dominant cortical sources

as our data allow using sensible rois. Ideally, these regions should be specified

using a functional parcellation: a decomposition of the data into regions whose

boundaries reflect the functional specificity of cortex, as expressed in recordings

of functional activity (Craddock et al., 2012; Glasser et al., 2016; Harrison et al.,

2015; Smith et al., 2013; Yeo et al., 2011). Thirdly, the spatial leakage of inferred

cortical sources into their local neighbourhood can create the semblance of
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connectivity between regions that in truth just share components of the same

sensor signal (discussed extensively in chapter 2), and methods must be em-

ployed that ignore or remove this confound.1 Lastly, statistical techniques used

for inference on the functional networks, or for comparisons of connectivity

between groups of subjects, must appropriately control for the large number

of comparisons when statistical tests are performed on each network edge. In

contrast to spatial activation data, there is no clear relationship between these

concurrent tests (although see Zalesky et al. (2012, 2010) for hypothesis tests

related to properties of network graph structures), and researchers often have

to resort to traditional multiple-comparison corrections or combination-testing

approaches (Winkler et al., 2016b).

In contrast to the prescriptions of these emerging guidelines, the researcher

is afforded a lot of flexibility in her choice of network modelling method. The

available measures may assess spectral coherence, the presence of a consistent

phase delay, or the amplitude coupling of oscillatory patterns. Some of these

methods estimate the directionality of information flow between the network

nodes, and some reveal solely the direct, and not indirect, connections.2 Methods

for achieving these latter two goals, for example by partialling out data (Marrelec

et al., 2006) or using temporal precedence as an indicator of causality (Baccala &

Sameshima, 2001; Granger, 1969), are noisier to estimate, and the extent to which

they exhibit reliable behaviour in meg is poorly understood. Indeed, despite the

wide range of choices for network modelling, the reliability and consistency

of most common network measures have not been fully compared. As a result,

1 Many authors continue to ignore spatial leakage confounds, despite the increasingly large
literature discussing this issue (Brookes et al., 2012b; Ewald et al., 2011; Hipp et al., 2012; Maldjian
et al., 2014; Nolte et al., 2004; Palva & Palva, 2012; Stam et al., 2007; Vinck et al., 2011).

2 Full correlation and partial correlation are good examples of methods that reveal all relationships
(direct and indirect), and solely direct relationships, respectively.
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many researchers may be picking analysis techniques without an understanding

of the reproducibility of their results. This chapter seeks to provide guidance

to the researcher who is setting out on a resting-state analysis as to which

network estimation method to choose. Additionally, having proposed a new

method in chapter 2 that enables leakage-corrected multivariate covariance

modelling methods for meg and eeg, it is worthwhile assessing its performance

in relation to the existing range of methods in popular usage.

An objective analysis, then, of the quality of the most popular connectivity

estimation methods is required. How can we assess and compare their perform-

ance in realistic situations, when there is no certain, ‘true’ network structure for

the connectivity of real resting-state data? A key property that any network con-

nectivity measure must satisfy is the repeatability and consistency in estimation

of both the single-subject result and the group-average structure. Consistency

of estimation is a measure of the noisiness of a network metric, given a set of

resting-state scan protocols and source reconstruction methods. Indeed, the

sensitivity of inference on the mean effect, by the reduction of noisy sources

of variability, can be a good surrogate test in the absence of a known ground

truth, even in the presence of smaller (and potentially informative) sources of

variation in the network matrices (Smith et al., 2005). Knowledge of estimation

consistency is also clinically relevant, as a key requirement in the development

of normative population distributions, and an understanding of the run-to-run

variability of network estimation is a crucial first step when moving onward

from group comparison studies to the classification or characterisation of new

subjects.

In this chapter, we compare the consistency and reproducibility of whole-

brain network estimation between 39 functionally-defined cortical rois both
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for group-average networks, and within and between individual subjects’ net-

works, for 12 commonly-employed network estimation metrics. We include

in our analysis connectivity measures that are susceptible to spatial leakage

confounds, not because they are necessarily to be recommended but because

they are still used in the field. We will explore the extent to which the false

connectivity induced by these confounds can artificially increase the consist-

ency of network estimation. We concentrate on stationary connectivity, rather

than characterising the evolution of networks over time in each subject. We

perform our analysis on the resting-state meg data provided by the hcp, for a

number of reasons. The data are freely available, have passed through a strin-

gent pre-processing pipeline, include a large number of young, healthy subjects

(61 with resting scans in the meg2 release), and include three repeated sessions

of resting-state recordings for each participant.

As an alternative to the range of methods for connectivity estimation that

are robust to spatial leakage artefacts, there are some source reconstruction

approaches that are designed tominimise the cross-talk between specific cortical

locations (for example, Dalal et al. (2006); Hauk & Stenroos (2014); Hui et al.

(2010), discussed in chapter 2 on page 31). These methods require the multi-

source reconstruction to have fewer dipoles than the rank of the sensor data:

each roi would have to be described by a single principle component of its

lead fields or a representative voxel. The relative benefits of performing the

dimensionality reduction down to the number of rois either before or after

the source reconstruction (as we do in this chapter) remain to be explored; the

reliability of networks inferred using these alternative methods has not been

investigated here.

Other authors have essayed similar studies, but without the range of metrics
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presented here, or without the focus on source-space connectivity. Astolfi et al.

(2007) found Partial Directed Coherence (pdc; Baccala & Sameshima, 2001) to

reliably infer connectivity in a Stroop task; Hardmeier et al. (2014) assessed

the Phase Lag Index (pli; Stam et al., 2007) and weighted Phase Lag Index

(wpli; Vinck et al., 2011) in the resting state, but only analysed sensor-level

signals, not cortical sources; David et al. (2004) used neural mass models and

meg task data to compare a small number of methods (not including envelope

correlations), finding non-linear estimators to be the most successful; Wang

et al. (2014) undertook a large simulation study to assess accuracy of network

estimation, using the outputs from neural massmodels and simulated fmri data—

they found pdc and coherence estimated by Fourier transform to outperform

non-linear estimators, but they did not look at envelope correlations nor at

reproducibility in real datasets; and Jin et al. (2011) and Deuker et al. (2009)

both focussed on the reproducibility of graph metrics, without studying the

underlying stationary connectivity estimates.3

We present a detailed reproducibility analysis of commonly-used connectiv-

ity estimation methods, covering directed, undirected, partial and marginal

techniques. The aim is not to propose one individual measure as ‘the best,’ but

to determine, using real data, which of the measures in common use show

sufficient reliability to provide a platform for the inference of resting-state

connectivity.

3 Shortly after the work in this chapter was published, Garcés et al. (2016) released a very similar
study, although they used a much smaller dataset (both in terms of the number of subjects
and the length of recordings), tested only three network measures, and used Brookes et al.’s
approach to leakage correction. Garcés et al. came to very similar conclusions as we do here.
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3.2 Methods

data collection and processing

MEG data

Resting-state meg recordings were collected on a whole-head Magnes 3600

scanner (4d Neuroimaging, San Diego, ca, usa) from 61 subjects as part of the

hcp meg2 release (Larson-Prior et al., 2013; Van Essen et al., 2013). Of these, 22 are

monozygotic twins, 22 are dizygotic twins and the remainder are unrelated. All

subjects are young (22-35 years of age) and healthy. (67 subjects were included

in the release, but resting-state recordings that passed the quality control checks,

which included tests for excessive squid jumps, and sensible power spectra and

correlations between sensors, were not available from six.4)

hcp data were acquired using protocols approved by the Washington Uni-

versity institutional review board. Informed consent was obtained from subjects.

Anonymised data are publicly available from ConnectomeDB5 (Hodge et al., 2016).

Certain parts of the dataset used in this study, such as the family structures

of the subjects, are available subject to restricted data usage terms, requiring

researchers to ensure that the anonymity of subjects is protected (Van Essen

et al., 2013).

Resting-state measurements were taken in three consecutive sessions for

each subject with little or no break in between, for 6 minutes each. The data are

provided pre-processed, after passing through a pipeline to remove any artefac-

tual segments of time from the recordings, identify any recording channels that

4 Unavailable subjects by id: 104012, 125525, 151526, 182840, 200109, 500222.
5 Accessible at db.humanconnectome.org.

http://db.humanconnectome.org
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are faulty, and to regress out artefacts which appear as independent components

in an ica decomposition with clear artefactual temporal signatures (such as

eye-blinks or cardiac interference). Sensor-space data were down-sampled from

509 hz to 300 hz to facilitate processing, with the application of a zero-phase

anti-aliasing filter.

Source localisation

meg data from each session were source-reconstructed using a linearly con-

strainedminimumvariance scalar beamformer (Robinson&Vrba, 1999; VanVeen

et al., 1997; Woolrich et al., 2011), which shows limited susceptibility to field

spread (Schoffelen & Gross, 2009) and performs well even with correlated

sources (Brookes et al., 2007). Pre-computed single-shell source models are

provided by the hcp at multiple resolutions, registered into the standard co-

ordinate space of the Montreal Neurological Institute. Data were beamformed

onto a 6mm grid using normalised lead fields and estimates of the data cov-

ariance computed separately in the 1–30 hz and 30–48 hz bands. Covariance

estimation was regularised using pca rank reduction. The rank was conservat-

ively reduced by five more than the number of ica components removed during

preprocessing (2–20 components, with a mean of 7). Source estimates were

normalised by the power of the projected sensor noise. Source-space data were

filtered into delta (1–4 hz), theta (4–8 hz), alpha (8–13 hz), beta (13–30 hz), low

beta (13-20 hz), high beta (20-30 hz) and low gamma (30–48 hz) bands.

Parcellation

We were interested in comparing common network estimation methods for

whole-brain, region-of-interest connectivity analysis. We re-used the parcella-
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Table 3.1: index of roi numbers.

roi number roi location

1, 2, 3, 4, 5 Left Frontal Lobe
6 Left Somatosensory Cortex

7, 8 Left Motor Cortex
9, 10, 11 Left Parietal Cortex

12, 13 Left Visual Cortex
14, 15 Left Occipital Lobe

16, 17, 18 Left Temporal Lobe
19, 20, 21 Right Temporal Lobe

22, 23 Right Occipital Lobe
24, 25 Right Visual Cortex

26, 27, 28, 29, 30 Right Parietal Lobe
31 Right Motor Cortex
32 Right Somatosensory Cortex

33, 34, 35, 36, 37 Right Frontal Lobe
38 Posterior Cingulate Cortex
39 Medial Frontal Cortex

tion employed in chapter 2, which comprises clusters identified from a resting-

state ica decomposition of fmri data from the first 200 subjects of the hcp.

An additional roi was included, defined using the same process on the same

data, to cover the posterior cingulate, yielding a total of 39 rois, described in

table 3.1. A single time course was constructed to represent each node as the

first principal component, after weighting the pca over voxels by the strength

of the ica spatial map. This analysis yielded 39 time courses for each frequency

band and session.

Removing contributions from source leakage

We compensate for spatial leakage confounds using the symmetric orthogonal-

isation procedure introduced in chapter 2 to remove all shared signal at zero lag
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between the network nodes. It removes any zero-lag signal overlaps that could

be attributed to spatial leakage effects, before performing a multi-variate net-

work analysis. The approach was designed to correct correlation-based analyses

on power envelopes for artefactual connections caused by the meg point-spread

function; in this work we test all metrics with and without this correction to

understand the extent to which spatial leakage engenders artificial consistency

in network estimation.

In the main text, we only apply this leakage correction to metrics that are

sensitive to source leakage and do not have an equivalent corrected form. For

completeness, results with this correction applied to all metrics are available in

the supplementary information of Colclough et al. (2016e).6

The orthogonalisation was applied in the time windows over which the

networkmetrics were computed (O’Neill et al., 2015): for the correlation, spectral

and autoregressivemodel measures, this was the entire time series; for the phase-

based metrics, it was applied within each epoch.

connectivity estimation

Connectivity between each region pair was subsequently estimated using the

connectivity metrics described below. Generally these metrics fall into marginal

(full) and partial network estimation measures, with directed and undirected

edge orientation (see also table 3.2 on the next page).

6 Freely available at
www.sciencedirect.com/science/article/pii/S1053811916301914.

http://www.sciencedirect.com/science/article/pii/S1053811916301914
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Phase estimation methods

Phase Lag Index, weighted Phase Lag Index and Phase Locking Value pli, wpli

and plv are all measures for assessing phase synchrony between two signals in a

particular frequency band, formed from estimates of the instantaneous phase of

the signal. In the task and resting-state literature, these measures are commonly

computed in trials or artefact-free epochs of 2 s to 25 s, taking average values

over these epochs (Hardmeier et al., 2014; Lachaux et al., 2000; Stam et al., 2009,

2007; Tewarie et al., 2014; Vinck et al., 2011). We used window lengths of both

2 and 10 seconds, with little or no change in the results: we therefore present

data based on 10 second epochs (results from 2 s epochs are available in the

supplementary information of Colclough et al., 2016e).

The analytic signal h (t) is derived from a measured signal s (t) as

h = s + iŝ = |z (t) |eiϕ(t) , (3.1)

where ϕ is the instantaneous phase and

ŝ (t) = p. v.
∫ ∞
−∞

dτ
s (τ )

t − τ
(3.2)

is the Hilbert transform of signal s within each epoch (p. v. indicates the Cauchy

principal value).

The phase-locking value (Lachaux et al., 1999) between two signals is given

by

PLV = ���
〈
ei∆ϕ(t)

〉��� , (3.3)

where 〈〉̇ indicates the expectation operator, over time and epochs.
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The phase-lag index (Stam et al., 2007) quantifies the asymmetry of the

phase difference, rendering it insensitive to shared signals at zero phase lag (see

section 3.2 above),

PLI = |
〈
sign sin∆ϕ

〉
| , (3.4)

while the weighted pli (Vinck et al., 2011) attempts to further weight the metric

away from zero-lag contributions,

wPLI =
|
〈
z1z2 sin∆ϕ

〉
|〈

|z1z2 sin∆ϕ |
〉 . (3.5)

Mutual information of the phase The mutual information shared in the instant-

aneous phases of two signals is a non-linear measure of their coupling, first

proposed by Palus̆ (1997)

I =
∫ π

−π
dϕ1dϕ2 p (ϕ1,ϕ2) log

p (ϕ1,ϕ2)

p (ϕ1)p (ϕ2)
, (3.6)

where p (ϕ1,ϕ2) is the joint probability of ϕ1 and ϕ2, and p (ϕ) the marginal

probability of ϕ. As suggested in Wilmer et al. (2012), we normalise the mutual

information by the joint entropy, E, to get a normalised mutual information

estimand ι between 0 and 1,

ι =
I

E
, E = −

∫ π

−π
dϕ1dϕ2 p (ϕ1,ϕ2) logp (ϕ1,ϕ2) . (3.7)

We used Peng et al.’sMatlab toolbox for computing themutual information (Peng

et al., 2005).7

7 The mutual information computation toolbox is available from uk.mathworks.com/

matlabcentral/fileexchange/14888-mutual-information-computation/.

http://uk.mathworks.com/matlabcentral/fileexchange/14888-mutual-information-computation/
http://uk.mathworks.com/matlabcentral/fileexchange/14888-mutual-information-computation/
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Spectral estimation methods

Coherence and Imaginary Coherence The coherency of two signals is their

normalised cross-spectral density,

C̃ij (f ) =
S̃ij (f )√

S̃ii (f ) S̃jj (f )

, S̃ij =
〈
s̃i (f ) s̃

?
j (f )

〉
, (3.8)

where the star indicates the complex conjugate and s̃ the Fourier representation

of s .This provides a measure of the extent to which they share a constant relative

phase. We estimated the cross-spectral density of each pair of roi time courses,

for each session and frequency band, using Welch’s method, with windows

of length 10 seconds and a Hamming windowing function. We repeated this

analysis as for the phase-based metrics, using windows of 2 seconds, again

finding little or no change in the results.8 We estimated the coherency for the

complete time series using these cross-spectra. Coherence, the absolute value

of coherency, was averaged over the frequency band of interest.

The imaginary part of coherency (Nolte et al., 2004) is insensitive to phase

synchronisation with no phase difference, and thus to the effects of signal

leakage. Again, we computed coherency as above, and averaged the imaginary

part of coherency over the frequency band of interest.

Partial Coherence and Imaginary Partial Coherence The partial coherency of

two signals is the normalised inverse of their cross-spectral density,

P̃Cij (f ) =
S̃−1ij (f )√

S̃−1ii (f ) S̃−1jj (f )
. (3.9)

8 Again, these results can be found in the supplementary information of Colclough et al. (2016e).
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and is to coherency as partial correlation is to correlation: two signals are par-

tially coherent if they retain coherency conditional on the spectra of all other

signals in the sample. Partial coherence and partial imaginary coherency are

obtained from the magnitude and imaginary part of partial coherency, respect-

ively.

Phase Slope Index The Phase Slope Index (psi; Nolte et al., 2008) is a directed

phase synchronisation index which weights information from different frequen-

cies. It is insensitive to leakage effects, and can handle non-linearities in the

phase spectrum. It is defined as

PSIij = =
*.
,

∑
f

C̃∗ij (f ) C̃ij (f + δ f )+/
-
, (3.10)

where = indicates the imaginary part and the summation is over frequencies

f within the band and δ f indicates the frequency resolution of the Fourier

transform. We calculated psi in the same epochs as pli and plv, averaging the

results over the windows.

Auto-regressive models

Partial Directed Coherence Partial Directed Coherence (pdc) is a directed meas-

ure of signal transfer from one site to another (Baccala & Sameshima, 2001).

Modelling the source-space signals X as white noise passed through a com-

plex transfer function H (normally inferred by fitting an Auto-Regressive (ar)

model),

X̃ (f ) = H(f )Ẽ(f ), (3.11)



3.2 | methods 87

where Ã denotes the Fourier representation of time-domain signalA, the partial

directed coherence is given by

PDCij(f ) =
H−1ij (f )√∑
l H
−1
l j

∗
H−1
l j

. (3.12)

pdc is often regarded as insensitive to source leakage, and has been defended

as such (Kaminski & Blinowska, 2014), but other authors have thrown doubt on

this fact (Leistritz et al., 2013; Omidvarnia et al., 2014).

To compute this metric, we fitted an ar model to the source-reconstructed

signals in each roi, for each band, by first downsampling to 2.5 times the Nyquist

frequency of the band of interest, then fitting an ar model with 69 lags and

computing the pdc using A. Schlögl’s time series analysis toolbox.9 For the

beta and gamma bands, this approach produced poor model fits and pdc estim-

ations, but an ar model with 201 lags applied to the data in each of these bands,

maintaining the sample rate at 300 hz, produced good results.

Amplitude coupling methods

Amplitude envelope correlation and partial correlation We estimated the amp-

litude coupling between rois using linear correlations and partial correlations

of the envelopes of the band-pass filtered signals (Brookes et al., 2012b; Hipp

et al., 2012). Power envelopes were computed as the magnitude of the analytic

signal, h, formed from the Hilbert transform of the roi time courses according

to equation (3.2), low-pass filtered at 1 hz and down-sampled to 0.5 hz (Luckhoo

et al., 2012). We then took the linear correlation between the logarithm of roi

power envelopes, and computed partial correlations by inverting the covariance

9 Available from pub.ist.ac.at/∼schloegl/matlab/tsa/.

http://pub.ist.ac.at/~schloegl/matlab/tsa/
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matrix of the power envelopes, and regularising using the dp-glasso (Ma-

zumder & Hastie, 2012b). The regularisation parameter was chosen separately

for each session and frequency band as that which maximised the corrected

Akaike information criterion under 5-fold cross validation on the data within

that session.

reliability and consistency of network measures

We assessed the network measures under test in three ways: (i) in their ability

to produce consistent estimates of the population’s connectivity patterns, (ii) to

show consistent connectivity patterns between separate recording sessions of

the same individuals, and (iii) similar connectivity between different subjects.

Tests (i) and (iii) are closely related, being driven by the same sources of variation.

After computing a networkmatrix for each recording session, estimates of group

connectivity were made by taking the mean value at each network connection,

over all sessions and subjects.

For the first test, we assessed the reliability of these group-average estimates

by randomly dividing the dataset in half 100 times (keeping all sessions for each

subject within a single half), computing group connectivity matrices with each

networkmeasure for each half, and correlating the edge strengths of these group

matrices between each partition.

For the second, reliability of network estimation within-subject was tested

by correlating the edge strengths between network matrices generated from

each of the three scans for each subject.

For the third, the consistency of networks estimated from different subjects

was tested by correlating edge strengths between network matrices computed

from different subjects.
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We further investigated the relevance of individual edges to the creation

of highly repeatable group-average metrics. On each edge, we calculated the

contribution towards the correlation between the networks inferred from each

half of the dataset. Thus, if the set of network edges inferred from one half of

the data are denoted x and the other set y, the correlation between the two is

ρ =

∑
i (xi − 〈x〉) (yi − 〈y〉)√∑

i (xi − 〈x〉)
2
√∑

i (yi − 〈y〉)
2

=
∑
i

zxi z
y
i , (3.13)

for zx =
(xi−〈x〉)√∑
i(xi−〈x〉)

2
. The relative contributions from each edge, i , to our meas-

ure of reliability, ρ, are then given by the element-wise products zxi z
y
i/

∑
i z

x
i z

y
i .

Network matrix correlation scores were converted to z-values using Fisher’s

transformation.10 This is a monotonic transformation which produces a clearer

separation of results when correlations approach unity.

3.3 Results

We focus on presenting results just from the alpha band in this section, because

the differences between metrics were smallest for this band, presumably be-

cause it exhibits the largest signal to noise ratio. Other bands show exaggerated

versions of the plots here, but follow the same patterns. Figures presenting these

extended results can be found in the supplementary information of Colclough

et al. (2016e).11

10 Z (ρ) = artanh (ρ), see also page 49.
11 Freely-available at sciencedirect.com/science/article/pii/S1053811916301914/.

http://sciencedirect.com/science/article/pii/S1053811916301914/
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Figure 3.1: mean alpha-band network matrices at group level. (a) Views of single
rows from the network matrices in (b). Left, connection strength to the posterior cingulate
cortex (seed roi number 38, shown in green). Upper right, connection strengths to the right
motor cortex (seed roi number 24). Lower right, connection strengths to right occipital cortex
(seed roi number 24). (b) Mean network matrices, and the relative edge-level consistency,
for a subset of four of the metrics under test: the absolute value of coherency between rois,
the imaginary part of coherency, and the Amplitude Envelope Correlation (aec), both with
and without a multivariate correction for source leakage. Lower triangles, in red, show the
mean network matrix over all 183 sessions in the dataset. The colourbar to the side indicates
the scale. Correlations have been converted to z-values before averaging. The upper triangles,
in blue, indicate the relative contribution of each edge to the overall consistency of group-
average network estimation, computed with equation 3.13 (c.f..figure 3.3a). The two network
matrices which are susceptible to source leakage (aec and coherence, top row) are dominated,
even at group level, by a few strong edges (highlighted with arrows), and these drive the high
consistency of network estimation. (c) The parcellation of 39 fmri-derived rois used for this
connectivity analysis. (d) Similarity between group-average network matrices. The heat map
shows the high correlations between network matrices inferred at the group-average using
the undirected network measures that are either immune to source leakage bias, or have been
corrected for source leakage bias (starred). Expanded acronyms can be found in table 3.2 on
page 82 or in the glossary on page 213.
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Figure 3.2: mean alpha-band network matrices at the group level inferred for all 183
sessions in the hcp dataset, for all metrics under test.
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group connectivity structure

We find that the group-average connectivity matrices derived from the par-

cellation of 39 rois all exhibit the basic structure of connectivity expected in

the resting-state, with segregated sensory networks. The posterior cingulate

cortex is highly connected through the parietal and occipital lobes, as would

be expected for part of the default mode network (although, as in Maldjian

et al. (2014), with low connectivity to the anterior cingulate). In figure 3.1a–b on

page 90, we illustrate alpha-band connectivity for three of the most common

network analysis methods (amplitude envelope correlation, with and without a

correction for source leakage; coherence and the imaginary part of coherency).

Renderings of these networks in 3d are available in the supplementary inform-

ation of Colclough et al. (2016e), and group-average network matrices for all

methods under test are presented in figure 3.2 on the previous page. A listing

of the locations of the 39 rois is given in table 3.1 on page 80.

General features of these network matrices are very similar over all network

measures of a given type (partial, marginal, directed). We assessed the extent

to which these different network measures are capturing similar information

by correlating the mean edge strengths at group level computed with different

metrics (shown for undirected metrics immune to, or corrected for, spatial

leakage in figure 3.1d). Three-quarters of these between-metric comparisons

were correlated with ρ ≥ 0.7.

consistency of group inference

We investigated the consistency of group-average inference by repeated boot-

strapped division of the entire dataset into two equal halves, and comparing
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the networks inferred from each half. Figure 3.3a on the next page gives the

distributions of correlations between each of the two dataset halves (about 90

sessions in each), for all metrics studied here, in the alpha band. Those metrics

that are affected by spatial leakage effects—amplitude correlation and partial

correlation, phase locking value, coherence, mutual information—show strong

consistency in group level estimation (with correlations between the two halves

around 0.99). Of those metrics designed to be immune to spatial leakage effects,

most achieve between-group correlations of ρ = 0.9, but solely in the alpha

band; pli, wpli, imc and psi fare poorly (ρ < 0.9) in all other bands.12 Crucially,

applying an orthogonalisation correction to remove the impact of spatial leakage

effects reduces group consistency for all methods, but uniquely the correlations

and partial correlations of corrected power envelopes retain ρ > 0.95. Among

the directed measures, pdc performs the best (median ρ = 0.94).

Among those metrics that are affected by spatial leakage, the same small

subset of network edges dominated the high levels of correlation between the

split halves. Figure 3.1b on page 90 shows as heat maps the edge-wise contribu-

tion to the correlations between network matrices inferred from each half of

the data, for networks inferred using coherence, imaginary coherency, correla-

tion and leakage-corrected correlation. When spatial leakage between regions

remains uncorrected (top half of figure 3.1b), a small subset of edges close to

the diagonal show a very strong contribution to the consistency of group net-

work matrix estimation, and this subset becomes much less important once the

leakage-induced connections are accounted for.

12 Again, for the sake of brevity, these data are freely available online in the supporting information
of Colclough et al. (2016e).
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Figure 3.3: consistency of network matrix estimation. (a) Stability of group-average
inference. Correlations between network matrices inferred from separate halves of the hcp
dataset, using resting-state recordings in the alpha band. The dataset was randomly partitioned
in half 100 times, and the distribution of correlations between the network edge strengths
in each half was produced over the bootstrapped samples. (b) Within-subject consistency of
network inference. Correlations between alpha-band network matrices inferred from each of
three resting-state sessions from 61 subjects of the hcp dataset. (c) Between-subject consistency of
network inference. Correlations between alpha-band network matrices inferred from 61 subjects
of the hcp dataset. In all cases, the violin plots show smoothed histograms of these distributions,
the medianmarked by a white cross. Correlations have been converted to z-values using Fisher’s
transformation, but labelled with the original rho value, for clearer display. Darker distributions
with background shading identify metrics which are known to suffer from source-leakage
confounds. Metrics with a star indicate that a multivariate source leakage correction has been
applied before computation of the network measure. Expanded acronyms can be found in
table 3.2 on page 82 or in the glossary on page 213.
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reliability of single-subject inference

The extent to which repeated measurements of resting-state activity within

the same subject can produce similar network matrices can be a good test of

the reliability of a network measure. We compare correlations of network edge

strengths between three consecutive resting-state recordings of each subject,

for each of our tested network measures, in figure 3.3b on the previous page.

Again, we find high levels of repeatability among those metrics affected by

spatial leakage (median correlations for Amplitude Envelope Correlation (aec),

partial correlation, plv, coherence and Mutual Information (mi) lie between 0.7

and 0.9). This repeatability is destroyed by the orthogonalisation procedure for

mi, coherence and plv. Network measures designed to be immune to zero-lag

correlation effects show large amounts of variability over subjects in the extent

to which repeated sessions can reproduce the same network structure: correla-

tions vary between 0 and 0.7, with the medians for pli, wpli, and the imaginary

part of coherency lying around ρ = 0.3. Of the measures immune to, or cor-

rected for, spatial leakage, aec alone (and to some extent, partial correlation),

when applied to leakage-corrected data, retains moderate amounts of between

session repeatability, although the distributions are broad (the central 95% of

within-subject network edge correlations for amplitude correlations between

leakage-corrected power envelopes is 0.1–0.8).

consistency of network matrices between subjects

Lastly, the consistency of network matrices inferred from different subjects

speaks both to the amount of between-subject variability present in healthy

datasets, and to the extent towhich the population average of a networkmeasure



3.4 | discussion 96

is reflected in single-subject measurements. In our assessment of the hcp dataset,

we find that networkmetrics sensitive to artificial correlations induced by spatial

leakage retain high consistencies between subjects. Of those which ignore zero-

lag effects, or are corrected for leakage by orthogonalisation, aec (median

ρ = 0.4) shows the largest amount of between-subject correlation, with the

noisier partial correlation measure (median ρ = 0.3) a not-too-close second.

3.4 Discussion

We have assessed a range of network measures commonly used to evaluate

connectivity in electrophysiological recordings. We were interested in under-

standing which network measures, when applied to resting-state recordings,

are able (i) to produce repeatable inference at group level, and which show

consistent patterns of connectivity both (ii) between different healthy subjects,

and (iii) on repeated measures of the same subject.

We find that, at a very broad level, the patterning of connectivity described

by different network measures is very similar. While this is consistent with

the idea that multiple methods of cortical communication are simultaneously

employed (for example, co-incident phase synchronisation and coupling of

oscillatory power), as reported for shorter-range connections in Mehrkanoon

et al. (2014), these network measures may simply be picking up different char-

acteristics of the information transfer in the data. Alternatively, the different

measuresmay not be independent estimators of different couplingmechanisms—

the dependencies between phase-based metrics and cross-correlation have been

discussed by Aydore et al. (2013). However, it is also clear that we frequently find

strong connections, in all or most network metrics, between rois with strong
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(high power) signals. Thus, we find dense connections both to and within visual

cortex for the alpha band, and strong motor connectivity in beta (figure 3.1a on

page 90). None of these observations are unexpected, but a signal strength bias

should be recognised as a potential source of similarity between the network

models under test here.

The confounds introduced into network estimation due to the spatial leakage

of inferred cortical sources, a symptom of the broadness of the eeg and meg

point spread functions, appear highly repeatable over scans and between sub-

jects. We observe the highest levels of repeatability of group-average inference,

and the highest consistency of network matrix estimation from single sessions,

for those metrics known to be affected by zero-lag phase coupling. Versions of

these metrics which regress out the shared signal (leakage-corrected envelope

correlation and partial correlation), or ignore coupling with zero phase differ-

ence (pli, psi, imaginary part of coherency), all exhibit a large relative drop in

consistency. The influence of spatial leakage is profound; clearly visible in the

inferred group network matrices when corrected and uncorrected metrics are

compared (top of figure 3.1b on page 90: compare power envelope correlation

with and without orthogonalisation, or coherence and the imaginary part of

coherency, for example). This confound generates sufficiently many consist-

ent, strong, spurious network connections over repeated measurement sessions,

with similarity over different subjects, that it artificially inflates measures of

repeatability between inferred networks. We do not, therefore, recommend the

use of any network measure which cannot obviate the spurious connections

engendered by spatial leakage effects.

Not all zero-lag connectivity is necessarily spurious. There is a body of

experimental and theoretical work that describes the presence and potential
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mechanisms for zero-lag synchronisation of neural oscillations (Gollo et al.,

2014; Roelfsema et al., 1997). Methods for signal reconstruction that can suppress

contributions from other cortical sources (Dalal et al., 2006; Hauk & Stenroos,

2014; Hui et al., 2010) may allow the detection of these effects. However, using

standard beamformers or minimum-norm source estimates, it is not possible

to disambiguate spatial leakage effects from zero-lag synchrony of biological

origin (although see Wens et al. (2015) for recent work constructing models of

field spread for pair-wise connectivity estimation). Because the impact of the

spurious connections is considerable (see above), we (and others, Hipp et al.,

2012; Palva & Palva, 2012; Schoffelen & Gross, 2009) argue that interpretable

connectivity estimation is only possible when zero-lag connections are removed

or otherwise ignored.

The most consistent network measure that is corrected for the biases in-

duced by spatial leakage artefacts, and which we can recommend for use, is the

correlation between band-limited power envelopes, after a symmetric orthogon-

alisation correction to remove shared zero-lag signals (as set out in chapter 2). It

is considered good practice (Smith et al., 2013) to use network measures which

elucidate only direct connections, if the resulting network matrices are desired

to be physiologically interpretable, rather than simply used for discriminative

purposes. These partial methods tend to be noisier to estimate, even with reg-

ularisation to encode underlying assumptions of sparsity in the connectivity

pattern. (Although in high-quality fmri recordings, partial methods were found

by Smith et al. (2011, 2013) to be more discriminative than marginal approaches.)

Of these, we believe that the partial correlations between leakage-corrected

power envelopes show sufficient repeatability, particularly in group-average

inference, to be recommended for most resting state experiments. We should
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recognise that these recommendations are for methods that rely on orthogonal-

isation corrections for their removal of source leakage. If this corection badly

fails then these methods may have inflated performance for the reasons dis-

cussed above. If directional connectivity estimation is required, a large amount

of repeatability is sacrificed, but the pdc performed best out of the directed met-

rics on test. (Some concerns also exist about the robustness of pdc to leakage

artefacts, see comment above in Methods section 3.2 on page 86.)

We find, over all frequency bands, phase-based measures and imaginary par-

tial coherence to perform the worst on all assessments, in particular showing

very poor within-subject repeatability. Why do these measures exhibit poor per-

formance?We reject the notion that they do not measure anything related to cor-

tical connectivity: there is a wide literature of interpretable results using these

measures, and in our data they produce sensible connectivity structure at group

level, and show better within-subject consistency than between-subject. Their

acceptably-high repeatability for group-average inference, and well-known per-

formance with large task datasets, suggest that these metrics may simply be

noisier estimators than the others on test, leading to a reduced ability to ex-

tract a consistent basis of functional connectivity from noisy recordings. Longer

resting-state scans than are used here, perhaps of fifteen minutes or more, may

be required to sufficiently increase the snr that these measures improve per-

formance at the single-subject level. We note also that Hardmeier et al. (2014)

find good test-retest reliability with pli for sensor-level eeg analyses (intra-

class correlation coefficients of 0.6-0.8) using recordings of 12 minutes. We have

restricted ourselves to a study of repeatability, and so it may be that (despite the

strong correlations between group-average results between each metric) some

phase-based methods are more sensitive than others to network covariation
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with subject attributes or transient connectivity features. Further, we have only

performed our analysis using a data-driven parcellation from fmri, and it may

be that some metrics would show improved performance should a reliable meg

parcellation driven by the patterns of phase-based connectivity within the data

become available. Korhonen et al. have described a parcellation that is designed

to maximise the phase synchrony within each roi. This may work well to ensure

that rois describe a single, complete, cortical source, and is reported to increase

(in simulation) the true positive rate for plv-based connectivity analyses. Unlike

an ica approach, however, it may not be driven strongly by between-source

connectivities. The potential for this type of parcellation to improve phase-

based connectivity could be tested in future work. Lastly, it is possible that the

beamformer used for source reconstruction shows variability between runs, for

example in estimating the source orientations. While this would affect all of our

tests equally, it is a concern which is yet to be fully explored in the literature.

In this chapter, we have focussed on the behaviour of connectivity measures

commonly employed in meg and eeg, applied to a large resting-state dataset. We

believe that most of our conclusions should carry over to many task paradigms,

where cortical responses can be more repeatable between trials and subjects

than in the resting state. However, it may be that this inherent repeatability in

response boosts the snr of many connectivity metrics when connections are

averaged over trials, such that poorly-performing measures in our study, such

as the pli, become efficacious.

It is becoming established practice that resting-state connectivity analyses

in meg and eeg are carried out in source space, using a set of functionally-

defined regions which cover as much of the cortex as possible given the recorded

data. We further suggest employing network measures that are inured to the
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connectivity confounds introduced by source leakage profiles. To satisfy all these

purposes, our results suggest that the most consistent connectivity measure

to employ for resting-state studies is the correlation between orthogonalised,

band-limited, power envelopes.



4
The heritability of multi-modal

functional connectivity

Patterns of intrinsic human brain activity exhibit a profile of functional

connectivity that is associated with behaviour and cognitive performance,

and deteriorates with disease. This chapter investigates the relative importance

of genetic factors and the common environment between twins in determining

this functional connectivity profile, using data from two functional imaging

techniques, fmri and meg. It provides an illustrative application of the meg

analysis methods developed and evaluated in chapters 2 and 3, and demonstrates

the utility of performing comparable analyses in two modalities.

Using fmri data from 477 subjects of the Human Connectome Project, and

meg recordings from a subset, the heritability of connectivity between 39 cortical

regions was estimated. On average over all connections, genes account for up

102
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to 20% of the observed variance in fmri connectivity (20-65% in meg), which

is seven times the contribution from the environment shared between twins

(one-and-a-half times in meg). Therefore, in as far as twins share a common

upbringing, it appears that genes, rather than the developmental environment,

play a dominant role in determining the coupling of neuronal activity.

4.1 Introduction

Chapters 2 and 3 have outlined and verified a methodology for performing

correlation-based multivariate network analyses in meg. This enables studies

using both fmri and meg data to use very similar connectivity analysis meth-

ods. The power of such a multi-modal approach is that coincident results from

both modalities can lend credence to inference on the relationships of interest—

functional connectivity, in our case—rather than to the various confounds as-

sociated with measurements from either scanner (such as vascular effects or

concerns over the quality of source reconstruction). Additionally, we can draw

from the strengths of each modality: meg gives us frequency-specific insight

into the coupling of neural oscillations and fmri can provide improved spatial

specificity, and more robust connectivity estimation.1

This chapter develops an example multi-modal analysis in this fashion, and

takes the opportunity to act as a case-study in functional network analysis. We

will perform connectivity analyses between the same set of functionally-defined

cortical rois in two different imaging modalities. Modality-specific confounds

1 There are not, to our knowledge, studies comparing the quality or repeatability of network
estimation using meg and fmri, so this final point is subjective. In our experience, functional
networks inferred with fmri are more repeatable within subjects than those from meg, and
more capable of predicting task responses and activations—but this may all be a consequence
of the larger datasets available.
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are either removed or subject to control analyses, and we employ appropriate

methods for the control of type i error rates over multiple statistical tests.

The Human Connectome Project is a multi-modal twin study design, and the

large datasets it provides create an ideal opportunity for the application of our

methods to answer important questions on the role of genes in the generation of

human functional connectivity. As discussed in chapter 1, profiles of functional

connectivity are associated with cognition, health and happiness. We were

therefore interested in identifying the relative importance of genetic and shared

environmental factors in determining these fundamental patterns of cortical

communication.

We employ fmri recordings to perform a heritability analysis on the strength

of functional connectivity within a network of 39 regions. Additionally, we per-

form the same heritability analysis on source-localisedmeg recordings (VanVeen

et al., 1997) from a subset of the subjects. This complementary analysis allows

us to focus specifically on communication mediated by the coupling (correla-

tion) of oscillatory amplitudes, within particular frequency bands, using meg

as a more direct measure of neuronal activity that is unaffected by vascular

confounds.

We present separate analyses of functional networks estimated from the

fmri response (Smith et al., 2013), and of meg-derived networks in the theta

(4–8 hz), alpha (8–13 hz) and beta (13–30 hz) oscillatory bands. These span the

frequency range within which the most convincing patterns of resting-state

meg connectivity have been shown to be expressed (Baker et al., 2014; Brookes

et al., 2012b, 2011b; Hipp et al., 2012; Mantini et al., 2007; de Pasquale et al.,

2012, 2015). We employ resting-state recordings from 477 subjects from the

Human Connectome Project (hcp; Van Essen et al., 2013). Subjects from the
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s500 data release with fmri (meg) scans comprise 56 (11) monozygotic (mz) twin

pairs, who share 100% of their genetic structure and a common environment,

and 57 (11) dizygotic (dz) twin pairs, who share 50% of their genetic structure

and a common environment. Each subject has provided three meg scans (of

six minutes each) and four fmri scans (of fifteen minutes each). This stratified

sample allows the estimation of the relative effects of genetic influence and

environmental factors on the variability observed in connectivity structure.

We compare the similarity in overall network structure between pairs of

subjects, assessing the extent to which the functional connectivity of two sub-

jects becomes more alike as their proportion of shared background and ge-

netics increases. We fit variance-component models on each network edge,

using recently-developed permutation and bootstrap-based methods for fast,

accurate, non-parametric statistical inference with family-wise control of type

I errors (Chen, 2014). This provides estimates of the mean genetic and shared

environmental influences on the observed phenotypic variation in cortical con-

nectivity.We run similar heritability analyses on the oscillatory power and bold

variance within the rois which constitute the network nodes, to determine

whether the observed effects of genes and developmental environment on cor-

tical connectivity could be attributable to simple differences in signal strength.

Lastly, we analyse the heritability of cortical folding patterns in each roi, to

investigate whether genetic control of anatomical structure is contributing to

the heritability of connectivity.
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4.2 Methods

subjects

Four fifteen-minute resting-state fmri recordings from 461 subjects were col-

lected as part of the hcp500+meg2 data release by the Human Connectome

Project (Larson-Prior et al., 2013; Van Essen et al., 2013). Additionally, 61 sub-

jects provided three six-minute resting-state meg recordings. 45 subjects are

shared across both cohorts. All subjects are young adults (22-35 years of age)

and healthy. Of the fmri (meg) subjects, 112 (22) are monozygotic twins and 114

(22) are dizygotic twins. Zygosity of twin subjects was self reported. The meg

dataset is the same as that employed in chapter 3.

fmri analysis

Resting-state fmri data were acquired with 2mm isotropic spatial resolution

and a temporal resolution of 0.72 s. The hcp provides comprehensively pre-

processed data (Glasser et al., 2013; Robinson et al., 2014) which are registered

to a standard cortical surface, and for which structured artefacts have been

removed by a combination of ica and FIX (Salimi-Khorshidi et al., 2014), FSL’s

automated noise component classifier.

We estimated functional connectivity between 39 fmri-derived cortical rois.

We used the parcellation employed in chapter 3, which contains contiguous

clusters identified from a resting-state group-ica decomposition on recordings

from the first 200 hcp subjects, and re-formed for our fmri analysis using

identical operations but applied to the same ica maps defined on the cortical

surface rather than within the standard volume. The parcellation can be seen
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in figure 3.1c on page 90, and roi labels are shown in table 3.1 on page 80. A

single bold time course to represent each roi was constructed using multiple

spatial regression in FSLnets.2 Partial correlation matrices were constructed

using the tools in FSLnets, using mild Tikhonov regularisation (λ = 0.01) and a

conversion to z-values with Fisher’s transform, scaled to have the same standard

deviation as the correlations within eight null datasets, using the methodology

described in section 2.3 on page 48. Group-average networks were estimated as

the mean z-transformed correlation matrices over all sessions.

meg analysis

Analysis of the meg data proceeded as outlined in section 3.2 on page 78, using

only data in the theta (4–8 hz), alpha (8–13 hz) and beta (13–30 hz) bands. The

same parcellation was employed as in chapter 3 (and as here for the fmri data),

and power envelopes of the data computed in the same fashion, after using

the orthogonalisation correction of chapter 2 to remove confounds to network

analyses from spatial leakage effects. A schematic of this analysis pipeline was

presented in figure 2.4 on page 48.

Correlations between the power time courses in each band were computed,

converted to z-values using Fisher’s transform, and standardised with refer-

ence to an empirical null distribution, as described above for the fmri data.

Also in the same fashion, group-average networks were estimated as the mean

z-transformed correlation matrices over all sessions.

We use correlation measures in meg and partial correlation measures in

fmri as these are the most robust network construction approaches for each

modality (chapter 3; Smith et al., 2011, 2013) while maintaining similarity in the

2 FSL’s network analysis toolbox is available at fsl.fmrib.ox.ac.uk/fsl/fslwiki/FSLNets/.

http://fsl.fmrib.ox.ac.uk/fsl/fslwiki/FSLNets/
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analysis between the two modalities.

comparison of entire network structure

To compute the dissimilarity between networkmatrices estimated from different

recording sessions, we constructed a distance metric by mapping the positive

definite correlationmatrices to a Euclidean space (Barachant et al., 2013; Ng et al.,

2014; ?), then taking the 2-norm of the vector separating the transformed points.

A suitable space for each band was found as the Euclidean plane tangent to the

Riemannmanifold of positive semi-definite matrices, taking the geometric mean

of the networks computed from all sessions as the tangent point.The logarithmic

mapping between Riemann manifold and tangent Euclidean space can decouple

the inter-relations between the elements within each positive-definite network

matrix, and can improve the performance of classification algorithms when

network matrices are used as discriminative features (?). It also provides for the

definition of a true distance metric, where more similar matrices are projected

to more proximate locations on the plane.

The separation between each pair of network matrices in each band was

computed, forming different distributions of network similarity for pairs of

subjects, split by the shared genetics of each pair. To assess whether shared

environmental factors and shared genetics were associated with global network

structure, we tested the difference in mean between the distributions of the

logarithm of network separation for pairs of unrelated subjects and pairs of

dizygotic twins, and between pairs of dizygotic twins and monozygotic twins,

using a non-parametric t-test based on 5000 permutations of the group labels.

In the fmri data, we were also able to compare unrelated subjects to siblings,

and siblings to dizygotic twins.
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We applied a False Discovery Rate (fdr) correction to all 21 statistical tests

conducted for this chapter (overmodalities, frequency bands, etc.) to compensate

for the multiple comparisons we perform (Benjamini & Hochberg, 1995). Uncor-

rected and corrected p-values are available in tables 4.2 and 4.3 on pages 124–125.

three-component variance models

Estimates of heritability using linear regression on squared differences

The ace linear variance-components model splits observed phenotypic variabil-

ity σ2 into three factors: (a), additive genetics or heritability (h2), (c), common

environment (c2), and (e), measurement error or external sources of variability,

σ2 = A+C + E , (4.1)

such that the heritability and common environment factors can be expressed as

proportions of the total variability,

h2 =A/σ2 (4.2)

c2 =C/σ2 .

The APACE3 system of fast, accurate heritability estimation with permutation

inference (Chen, 2014) was employed to infer on these components. In brief,

connectivity strengths on each network edge are assumed to vary about the

population mean in a correlated fashion according to family structure. Takingy

to be connection strengths for a single edge, for a set ofn subjects, andX ∈ Rn×p

3 The Advanced Permutation inference for ace models (APACE) software is available at warwick.
ac.uk/tenichols/apace/.

http://warwick.ac.uk/tenichols/apace/
http://warwick.ac.uk/tenichols/apace/
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a design matrix with a bias term and p − 1 confound regressors,

y = Xβ + ϵ , ϵ ∼ N (0, V ) . (4.3)

Writing µ = (A,C,E)T , the covariance matrix describing the family structure

can be written as

V =
3∑

l=1

µlQl , (4.4)

and the construction of theQ matrices is best illustrated by example. Assuming
we have two mz twins, two dz twins and one unrelated subject, arranged in
that order, we see easily that V is constructed using

Q1 =

*.................
,

1 1 0 0 0

1 1 0 0 0

0 0 1 1/2 0

0 0 1/2 1 0

0 0 0 0 1

+/////////////////
-

, Q2 =

*.................
,

1 1 0 0 0

1 1 0 0 0

0 0 1 1 0

0 0 1 1 0

0 0 0 0 1

+/////////////////
-

, Q2 =

*.................
,

1 0 0 0 0

0 1 0 0 0

0 0 1 0 0

0 0 0 1 0

0 0 0 0 1

+/////////////////
-

.

Accurate inference of non-negative variance components µ can be performed in

a simple linear regression framework by noting that the expectations of squared

differences in connectivity strengths between subjects have simple linear rela-

tionships to the variance components A, C and E. Permutation inference on the

null hypotheses h2 = 0 on each network edge, and h̄2 = 0, taking the average

over all edges, is possible by relabelling the mz / dz statuses of twin pairs. For

full details we refer to Chen (2014).

Application of the ACE model to fMRI and MEG data

An ace model for the subject-to-subject variability in connection strength was

fitted for each network edge, using the mean network matrix (over resting-state
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recording sessions) for each subject. On each edge, we regressed out the effect

of age, the square of age, sex, an age and sex interaction, the cube root of intra-

cranial volume and of cortical volume (both estimated with FreeSurfer), and,

for the fmri data, a measure of subject motion in the scanner (fmri_motion) and

the mr image reconstruction software version. Estimates of heritability were

computed on each edge, with family-wise error corrected p-values computed

by permutation, randomly shuffling monozygotic and dizygotic twin statuses

15 000 times. Over all edges, mean h2 and c2 were computed; the p-value for

mean heritability was computed by permutation, as above; confidence intervals

for h2, c2 and
(
h2 − c2

)
were computed by bootstrap re-sampling twin-pairs

with replacement 15 000 times.

The ace model was also fitted to the logarithm of the variance of the cor-

rected power envelopes (and the variance of the bold time course) in each roi.

This provided confidence that the conclusions of the ace model for functional

connectivity were not being driven straightforwardly by heritable effects in

power or snr within the network nodes. We additionally re-ran the ace models

for functional connectivity, adding in as an additional regressor the square root

of the product of the power of the two nodes which each connection joins; the

results were not substantively changed.

Lastly, we sought to understand whether the heritability effects we observe

were driven by heritable patterns of cortical folding. The ace model was fitted

within each roi to estimates of cortical curvature (calculated in FreeSurfer

and provided by the hcp) for each of the subjects in the fmri sample. We com-

puted the mean heritability (h2) over all points within each roi. In order to

compare spatial profiles of cortical folding with connectivity, we averaged the

heritabilities of each network connection onto their constituent nodes, to create
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a spatial map suggesting the heritability of connectivity by roi. These maps

were correlated with the maps of heritability of cortical curvature in each roi,

and significance assessed by permuting rois 5000 times.

4.3 Results

The functional connectivity measured with fmri was estimated between 39

functionally-defined cortical regions of interest (network nodes) by comput-

ing partial correlations between bold time courses representing each region,

and the functional connectivity measured with meg, corresponding to amp-

litude coupling of oscillations in each frequency band, was assessed between

the same set of regions by correlating fluctuations in oscillatory power (Engel

et al., 2013; O’Neill et al., 2015). The group-averaged functional networks are

shown in figure 4.1a on page 113. The fmri connectome shows strong bilateral

connectivity, together with fronto-parietal correlations and coupling between

the anterior cingulate and posterior cingulate cortices, reflecting well-known

patterns of resting-state networks in fmri (Beckmann et al., 2005; Smith et al.,

2012). In the meg data, the alpha band shows a strongly-connected visual sys-

tem, with strong connectivity from visual cortex extending out to the temporal

and parietal lobes, and a highly-coupled posterior cingulate. The beta-band

exhibits broad connectivity over the whole cortex, with the strongest coup-

ling within the sensorimotor cortices and superior parietal lobules. The theta

band also exhibits visual and motor connectivity. These patterns of connectivity

are in general agreement with previously reported results in these frequency

bands (Baker et al., 2014; Brookes et al., 2011b; Hillebrand et al., 2012; Hipp et al.,

2012; de Pasquale et al., 2012, 2015; and the results presented in chapter 2).
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Figure 4.1: contribution of genetic factors and environmental effects shared
between twins to the coupling of neural oscillations in the theta, alpha and
beta bands, and to the connectivity of functional behaviour as indexed by the
fmri bold response. (a) Group average functional connectome for each oscillatory band and
for fmri. The coloured edge maps show group-average network matrices for correlations in
oscillatory amplitude in each band, and partial correlations in bold response, thresholded for
visualisation. (b) Similarity of pairs of network matrices, separated by the relationship status of
each pair. Subjects with a shared environment, and a greater proportion of shared genetics, have
a more similar organisation of neuronal coupling. Violin plots show the distribution of distance
values between pairs of network matrices estimated from single resting-state recording sessions,
on a logarithmic scale and relative to the mean network separation, for pairs of unrelated
subjects (un), siblings (si), dizygotic twin pairs (dz), monozygotic twin pairs (mz) and for
repeated sessions with the same subject (same). (c) Average genetic and shared environmental
contributions to the variability of functional connectivity. The bar charts show the mean genetic
component (heritability, h2) and mean common environment component (c2) from a variance-
components model fitted on each network edge, with 95% bootstrapped confidence intervals
on the mean. (d) Average genetic and shared environmental contributions to the variability of
oscillatory power, or bold response, in each roi. Stars indicate significant differences in mean
value for each of the displayed comparisons: ??? : p < 0.001; ?? : p < 0.01; ? : p < 0.05;
n.s., not significant. The non-parametric p-values were computed by permutation and corrected
for multiple comparisons over the twenty-one tests performed. Confidence intervals formed by
bootstrap and the corrected permutation-based p-values do not have to align; as a result, not
all estimates where the 95% confidence interval is above the zero-axis in c and d are marked as
significant.
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The similarity of the entire functional network structure, estimated from

individual recording sessions, was compared between pairs of unrelated sub-

jects, dizygotic twin pairs and monozygotic twin pairs. Figure 4.1b (left-hand

plot, middle row) shows that the structure of fmri networks of functional activ-

ity are progressively more similar as the strength of relationship is increased,

from unrelated subjects, through siblings and dizygotic twins to monozygotic

twins (p f MRI < 10−3 in each case). meg oscillatory coupling is also signific-

antly more similar between monozygotic twins than between dizygotic twins

in the theta and alpha bands (pθMZ<DZ = 0.04, pαMZ<DZ < 10−3, pβMZ<DZ = 0.11),

which is again more alike than between pairs of unrelated subjects, in all three

bands (pDZ<UN < 10−3 for each band). Also displayed, for comparison, is the

distribution of network similarity over repeated recording sessions within the

same subject. Tests for significance were performed by assessing the difference

in mean of the logarithm of network separation, relative to the mean separa-

tion, using a non-parametric permutation-based t-test. All 21 tests performed

for this chapter are quoted after a false discovery rate correction for multiple

comparisons.

A three-component variance model was fitted for the variability observed in

the strength of coupling in individual edges. This model ascribes non-negative

proportions of the variance either to additive shared genetics (the heritabil-

ity, h2), shared environmental factors (c2), or to measurement error and other

unknown sources of variance. Estimates of the mean heritability and contribu-

tion from common environment over these connections were constructed with

bootstrapped confidence intervals, and the significance of the mean heritability

tested with non-parametric permutation-based methods. Although there is a

large amount of variability in the data that is not attributable to either of these
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factors, we found that additive genetics accounted for about 20%, on average,

of the functional connectivity measured with fmri. In meg, about 30% of the

variability in oscillatory coupling strengths in the alpha band, and 50% of the

variance in the beta band, was determined by additive genetics (although there

was no significant heritability on average in the theta band). These estimates

and comparisons are presented graphically in figure 4.1c, and tabulated with

confidence intervals and p-values in tables 4.1 and 4.2 on pages 123–124.

In the absence of a permutation scheme that is invariant under the null

hypothesis of equal genetic and shared environmental factors, we additionally

estimate
(
h2 − c2

)
with bootstrapped confidence intervals to investigate the

relative importance of these two components. Only in the fmri data does our

confidence in a differential effect of heritability and shared environment exclude

zero (estimate with 95% confidence interval,
(
h2 − c2

)
= 0.14 [0.09, 0.17]). Per-

mutation tests for a significant contribution of heritability on each individual

functional connection were performed, but no edges were significant after cor-

recting for family-wise error at α = 0.05. Parameter estimates for individual

fmri connections are visible in figure 4.2 on page 116.

The three-component model was also fitted to the variability in the logarithm

of the signal power in each roi, in both the fmri and meg data, but no mean

influence of genetic factors was found (figure 4.1d).

Finally, we fitted the heritability model to the cortical surface curvature

of each subject, computing average h2 within each roi. Cortical curvature

exhibits the highest heritability around the sensorimotor areas and insula (as

has been reported previously, in an analysis using a different sample of the hcp

subjects; Sotiropoulos et al., 2015). Figure 4.3 on the following page compares

this spatial profile of the heritability of curvature to the average heritability of
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Figure 4.2: heritabilities of fmri connection strengths. Parameter estimates for the
influence of additive genetics,h2, on each individual network connection, for partial correlations
in bold time courses derived from each roi.

Figure 4.3: heritability of cortical curvature, and the spatial profile of the her-
itability of functional connections. Top left: mean heritability of cortical curvature
within each roi. Bottom left: heritability of each fmri network connection, averaged onto each
relevant roi. Right, top to bottom: heritability of each meg network connection in beta, alpha
and theta bands, averaged onto each relevant roi.
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network connections for each roi within eachmodality (that is, for each roi, the

average h2 of all connections involved with that roi). In general, no significant

positive correlations were found between the spatial arrangement of cortical

curvature heritability and the heritability of network connections in particular

rois. The exception was moderate correlation (ρ = 0.39) with the meg theta

band connectivity pattern, for which there was no significant heritability of

connection strength in the first instance. (These data are presented in table 4.3

on page 125.)

4.4 Discussion

Using resting-state fmri and meg recordings released as part of the hcp, we

have constructed the functional network structure which expresses the coupling

in meg oscillatory power within three frequency bands, and fmri partial correl-

ation networks, between 39 rois. Based on these analyses, we make two key

claims. First, genetic factors help to determine the strength and form of cortical

oscillatory communication and functional connectivity. We have shown that the

entire functional network structure is found to be more similar for two subjects

the more closely they are related, and we estimate that the average heritability

of individual connection strengths is about 15-20% for bold correlations, and

between 20% and 65% in the alpha and beta frequency bands. Secondly, the fmri

data demonstrate that genetic make-up is more important, on average, than

the shared environment among twins, when determining the strength of these

couplings. A similar trend is visible in the meg networks.

Our results are drawn from two imaging modalities, fmri and meg, with

functional connectivities estimated from the same set of rois. Our analyses
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with these technologies produce complementary assessments of functional con-

nectivity: slow-timescale couplings of functional activation indexed by bold

response, and faster co-ordinations in oscillatory amplitude measured with meg.

(meg is a more direct measure of neuronal oscillatory activity, unaffected by

vascular confounds.) We found, over both modalities and in two of the three

frequency bands, the same patterns of influence on functional connectivity from

additive genetics and twins’ shared developmental environment. Strong confid-

ence in the relative influence of the former over the latter was only possible in

the much larger fmri sample. Given the differences in connectivity structures

that are expressed at these different oscillatory frequencies and in the slow-

timescale couplings measured in fmri, these results suggest that genes have a

broad control over functional connectivity in cortex, which outweighs shared

environmental factors.

The 61 subjects scanned with meg under the hcp 500-subject dataset present

a relatively small sample for an heritability analysis. As a result, our conclusions

from this modality, while coincident with the results in fmri, are necessarily

simple characterisations of the role of genes and environment on cortical os-

cillatory coupling. The confidence intervals on our parameter estimates are

inevitably broad, although our claims are based on significant results from ro-

bust non-parametric tests. Various connectivity analyses in EEG (Posthuma

et al., 2005; Schutte et al., 2013) have produced estimates in a similar range (with

additive genetic heritabilities of 20-75%) as those reported here. However, these

studies used different methods for estimating heritability, and have to-date been

performed on the signals measured in scalp electrodes rather than on electro-

magnetic sources localised in cortex, and are thus less interpretable (and less

reliable; Schoffelen & Gross, 2009) as measures of cortical coupling.
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Our results join the growing evidence for the importance of genetic control

on human cortical connectivity. Structural connectivity, the distribution of the

white matter tracts across the brain that enable communication, is known to

be highly heritable (Jahanshad et al., 2012; Kochunov et al., 2015; Zhu et al.,

2015)—and in the hcp dataset, Sotiropoulos et al. (2015) estimated the mean

heritability of structural connections to be 25%. Previous studies of functional

connectivity, while predominantly utilising fmri rather than electrophysiology,

and focussing on network topology or particular sub-networks rather than

the profile of whole-brain connectivity, also find significant genetic effects

with heritability estimates lying between 20%–60% (Fornito et al., 2011; Glahn

et al., 2010; van den Heuvel M. P. et al., 2013; Jansen et al., 2015; Smit et al.,

2008; Thompson et al., 2013). Our finding of a differential influence between

additive genetic and shared environmental factors is mirrored in a broad range

of cognitive, behavioural, physiological and neurological traits measured in

adults (Polderman et al., 2015). Our estimates of the heritability of connectivity

are lower than the 40–60% often exhibited in these domains, and lower than that

of simple neural oscillatory characteristics such as frequency or power (van ’t

Ent et al., 2009; Posthuma et al., 2001), but this may simply reflect the difficulty

in obtaining clean connectivity estimates. (Heritability is expressed as a fraction

of the observed variance, which includes measurement noise.) It is therefore

interesting that we are able to observe a differential effect of genetics and shared

environment in this regime.

Twin studies cannot probe the precise genetic mechanisms of these influ-

ences. Recent work (Hawrylycz et al., 2015; Richiardi et al., 2015) has correlated

the profiles of gene expression in different regions of cortex, and compared

these patterns of gene transcription to resting-state fmri connectivity profiles,
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identifying sets of genes with co-expression patterns that reflect patterns of

functional connectivity. However, detailed investigations into the specific genes

affecting healthy resting-state connectivity must await large datasets with coin-

cident resting-state functional imaging and genotyping. (Genetic data will soon

be available both for the hcp and for the uk Biobank imaging data.)

We have used variance-component models to represent the observed vari-

ability in functional connectivity as a set of contributions from additive genetic

factors and from shared developmental environment in twin pairs. Our con-

clusions rest on a number of assumptions implicit in this model (Boomsma

et al., 2002). These include an assumption that people choose their partners

randomly; that the relevant genetic mechanisms are additive; and that there

is no significant interaction between genes and the shared environment—an

effect which has been reported to exist in various aspects of cognition (Nisbett

et al., 2012). Most importantly, we assume that monozygotic and dizygotic twin

pairs will equally share exposure to environmental factors in their upbringing.

If this is an accurate assumption, then estimates of c2 and h2 are informative

about the relative roles of developmental environment and additive genetics

in the variation of functional connectivity phenotypes. While there is growing

evidence in support of the equal-environment assumption (Conley et al., 2013;

Felson, 2014), it has been frequently challenged on the basis that monozygotic

twins look more alike, behave more alike, and are treated more similarly than

dizygotic twins (Joseph, 1998). Without entering into the lively discussion on

this point, we note that if this assumption fails in our sample, it would lead to

an overestimation of genetic heritability and an underestimation of the impact

of developmental environment, therefore potentially strengthening artificially

our conclusions on the differential effect of these two influences. Lastly, the
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c2 term in our model cannot be solely identified with developmental environ-

ment. It encompasses all effects which are common between twins, which may

include intra-uterine and mitochondrial influences, in addition to the shared

environmental factors.

It is commonly observed, in both fmri and meg estimates of functional

connectivity, that higher coupling strengths are identified for regions with

higher signal power. This effect can be caused just by the increased signal to

noise ratio in the observed regions, rather than any difference in underlying

coupling strength (Friston, 2011). By fitting a genetic and environmental factors

model to the power in each roi of our analysis, and finding no influence of

these factors on the measured signal strength, we are able to exclude this signal-

to-noise effect as a likely confound in our analysis. Finally, it is possible that

our heritability measurements include indirect measures of other effects on

functional connectivity, such as motion or breathing patterns (although the data

are pre-processed to minimize physiological artefacts), levels of arousal, cortical

folding patterns or some similarity in source localisation. Of these concerns, the

most substantive is perhaps the influence of cortical folding patterns (which

are potentially heritable; see evidence either way in Gómez-Robles et al., 2015;

Tallinen et al., 2016; and Ronan & Fletcher, 2015), in particular for the meg

measurements. The lack of strong correlations between the spatial profile of the

heritability of cortical curvature and the heritability of edges associated with

each roi (as shown in figure 4.3 on the following page and table 4.3 on page 125)

is good evidence, we believe, that this confound has not seriously impacted our

findings.

We have made particular emphasis of the increased importance of genetics

over developmental environment in determining cortical functional connectiv-
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ity. The relevance and implications of this finding are widespread. Functional

connectivity profiles are associated with intelligence, which is well-known to be

heritable (Bartels et al., 2002; Neisser et al., 1996), and are also implicated with

a broad range of behavioural and life-style factors, including earning power,

measures of health, assessments of cognitive performance, and self-reported life

satisfaction (Smith et al., 2015). As the findings of the Moving To Opportunity

experiment in the United States make clear (Chetty et al., 2015; Ludwig et al.,

2013), together with the results from studies on the effects of schooling, socio-

economic environment and adoption (Nisbett et al., 2012), the environment in

which individuals develop can still make an impact on their performance and

long-term outcomes. However, while genes are not the only important factor,

results such as we present here suggest that nature, rather than nurture, is a

major force in determining integrated cognitive function and, by extension,

cognitive capability.
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Table 4.1: parameter estimates for the ace model on functional connectivity. Para-
meter estimates and 95% confidence intervals for the mean genetic and shared environmental
contributions to the observed phenotypic variability in functional connectivity and signal power.

Estimated parameter Value 95% confidence

Connectivity ACE model (θ ) h2 0.27 [ 0.17, 0.38]

c2 0.31 [ 0.16, 0.46]

(h2 − c2) −0.03 [−0.26, 0.18]

Connectivity ACE model (α ) h2 0.32 [ 0.19, 0.44]

c2 0.16 [ 0.06, 0.30]

(h2 − c2) 0.16 [−0.06, 0.32]

Connectivity ACE model (β) h2 0.50 [ 0.27, 0.66]

c2 0.16 [ 0.00, 0.42]

(h2 − c2) 0.34 [−0.12, 0.64]

Connectivity ACE model (fmri) h2 0.17 [ 0.14, 0.19]

c2 0.03 [ 0.02, 0.04]

(h2 − c2) 0.14 [ 0.09, 0.17]

Power ACE model (θ ) h2 0.05 [ 0.00, 0.50]

c2 0.16 [ 0.00, 0.54]

Power ACE model (α ) h2 0.02 [ 0.00, 0.30]

c2 0.06 [ 0.00, 0.37]

Power ACE model (β) h2 0.03 [ 0.00, 0.36]

c2 0.04 [ 0.00, 0.36]

Power ACE model (fmri) h2 0.30 [ 0.19, 0.39]

c2 0.04 [ 0.00, 0.11]
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Table 4.2: significance of the heritability of functional connectivity. p-values for
permutation-based significance tests performed for this chapter, both before and after a false
discovery rate correction for multiple comparisons over the 21 tests performed in this chapter.

Test p pFDR

Network Dissimilarity (θ ) UN > DZ 3 × 10−8 1 × 10−7

DZ > MZ 0.02 0.04

Network Dissimilarity (α ) UN > DZ 1 × 10−4 3 × 10−4

DZ > MZ 1 × 10−5 4 × 10−5

Network Dissimilarity (β) UN > DZ 7 × 10−8 3 × 10−7

DZ > MZ 8 × 10−2 0.12

Network Dissimilarity (fmri) UN > SI 1 × 10−8 1 × 10−7

SI > DZ 1 × 10−8 1 × 10−7

DZ > MZ 1 × 10−8 1 × 10−7

Connectivity ACE model (θ ) h2 > 0 6 × 10−2 0.10

Connectivity ACE model (α ) h2 > 0 0.02 0.03

Connectivity ACE model (β) h2 > 0 5 × 10−3 0.01

Connectivity ACE model (fmri) h2 > 0 1 × 10−4 3 × 10−4

Power ACE model (θ ) h2 > 0 0.60 0.67

Power ACE model (α ) h2 > 0 0.66 0.69

Power ACE model (β) h2 > 0 0.58 0.67

Power ACE model (fmri) h2 > 0 0.14 0.20
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Table 4.3: correlations between the heritability of cortical curvature and the
heritability of functional connectivity. Correlations over rois, with permutation-based
p-values, between the average heritability of cortical curvature in each roi and the average
heritability of connections from each roi. A lack of strong positive correlations suggests that any
heritability in cortical curvature is not driving the heritability observed in functional connection
strengths. p-values are given both uncorrected, and after a false discovery rate correction for
multiple comparisons over the 21 tests performed in this chapter.

ρ p pFDR

fmri −0.57 1.00 1.00

Beta-band −0.04 0.60 0.67

Alpha-band 0.15 0.18 0.23

Theta-band 0.39 0.01 0.01



5
A Hierarchical Model for Functional

Network Analysis

A hierarchical model for sparse multi-subject functional connectivity

in the human brain is described, which can estimate the strength of

connectivity between regions at both a single-subject and a population level,

and which is applicable to both fmri and meg data. This model uses a Bayesian

inference scheme to simultaneously infer functional connection strengths over

all subjects. Explicit inference on the sparse structure of the underlying network

graph is possible, producing a posterior distribution over network structures.

The principal objective is to combine a hierarchical inference approach with

sparse penalties to improve the quality of connectivity estimation for individual

subjects, and we demonstrate these improvements using a range of simulated

data and fmri and meg recordings from the Human Connectome Project. Finally,

126
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in this dataset, we show that we are able to reduce the proportion of variability

in meg beta-band functional connection strengths that is associated with a

range of unmodelled noise sources by up to 20 percentage points, increasing

the estimate of genetic control by the same amount. This is equivalent to a noise

reduction of about 50%.

5.1 Introduction

Functional connectivity is becoming an increasingly important part of fmri and

meg studies into disease and cognition in humans. Among the major break-

throughs discussed in chapter 1 (on page 8), a common feature of the analyses

is a focus on individual differences in connectivity patterns. Variations in sub-

jects’ functional connectomes have been analysed for genetic origins (chapter 4;

Glahn et al., 2010); correlated with wealth, health and life satisfaction (Smith

et al., 2015); shown to be sensitive to cognitive ability (Finn et al., 2015; Rosen-

berg et al., 2016) and neurodegeneration (Greicius, 2008; Stam, 2014); used as

multivariate predictors of task-evoked activity (Tavor et al., 2016); and depended

upon for accurate spatial alignment of activation patterns (Robinson et al., 2014)

and categorisation of cortex (Glasser et al., 2016; Yeo et al., 2011). For all of these

forms of analysis, accurate estimation of single-subject functional networks is

crucial.

Despite the recent explosion of research and high-quality findings, whole-

brain functional connectivity estimation is relatively immature. Biophysically-

motivated network models are developing (Friston et al., 2003, 2011; Kiebel

et al., 2008; Woolrich & Stephan, 2013), but are impractical for whole-brain

connectomics. Most of the key developments highlighted above instead use
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very simple Gaussian Graphical Models (ggms) for the covariance of the data, in

which the partial correlations between regions indicate the strengths of connec-

tions. However, accurate estimation of individual subjects’ functional networks

using ggms can be difficult, particularly without long acquisition times. In an

effort to reduce the noise in network estimation, sparsity in the networks tends

to be encouraged by suppressing weak connections (Duff et al., 2013; Smith

et al., 2013; Varoquaux & Craddock, 2013). Imposition of sparsity can also aid

interpretation, by explicitly suggesting that certain individual functional con-

nections are absent. There is an entire sub-field that characterises the function

and dysfunction of cognitive networks using certain properties of this under-

lying graph structure (Bullmore & Sporns, 2009; de Pasquale et al., 2012, 2015;

Stam & van Straaten, 2012; van Straaten & Stam, 2013).

The immaturity of the field is most obvious in comparison to the modelling

of linear activations in neuroimaging. It is relatively common to use hierarchical

models for multi-session or multi-subject task and resting-state activations, and

implementations are available in the popular software packages SPM12 and

FSL (Friston et al., 2005; Harrison et al., 2015; Woolrich, 2008; Woolrich et al.,

2004, 2009). In general, hierarchical models can explicitly capture between-

subject variation, use information on subject-level measurement error to inform

the uncertainty in group-level parameters, and regularise individual estimates

using information from the whole group (Gelman et al., 2014, 2008; Woolrich,

2008; Woolrich et al., 2004).1

Relatively few efforts have been made towards the joint covariance estim-

ation relevant for multi-subject, whole-brain network inference. (Our most

1 A hierarchical model structure is one of the few methods that adequately controlled false
positive rates in a recent, damning review of statistical analyses in neuroimaging (Eklund et al.,
2016).
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complete list is Danaher et al., 2015; Guo et al., 2011; Harrison et al., 2015; Lee

& Liu, 2015; Liang et al., 2016; Marrelec et al., 2006; Qiu et al., 2015; Varoquaux

et al., 2010; and Yang et al., 2015.) None of these methods can simultaneously

provide improved single-subject network estimation using sparsity penalties

and the sharing of information over the whole dataset with a hierarchical model

structure, nor estimates of the population connectivity and a Bayesian charac-

terisation of the posterior uncertainty. The challenge is to achieve all of these

goals within a computationally efficient framework that can be applied to large

datasets of hundreds of recordings.

We present in this chapter a hierarchical model and scalable inference frame-

work for Bayesian estimation of sparse functional networks, with joint char-

acterisation of subject-level and population-average connectivities. We model

functional connectivity simply as an undirected ggm between the network

nodes—this model can be applied to meg data in addition to fmri (chapter 2),

and is among the most successful and repeatable of measures in either modality

(Ramsey et al., 2014; Smith et al., 2011; and chapter 3). We estimate covariances

between nodes both at subject-level and group- or population-level. We impose

a shared sparsity structure on the underlying network graph, and explicitly

infer on this network structure. We prove that the inference problem can be

reformulated as a series of linked linear regressions, and describe a Markov

Chain Monte Carlo (mcmc) sampling approach. We evaluate the performance

of our model on a number of simulated network systems of varying size and

complexity, comparing to the current state-of-the-art in covariance modelling.

We characterise the time for inference with our approach and how it scales with

model dimension and the number of subjects. Lastly, we use fmri and meg data

from the hcp to demonstrate the improvements possible to a range of follow-on
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analyses when connectivity is estimated using our framework.

5.2 Existing approaches for sparse variable modelling

Encouraging sparsity in functional networks aids interpretability and improves

the quality of estimation. A large body of work has developed for the estimation

of sparse ggms, which will be worthwhile reviewing so that our choice of

strategy and its improvements on existing approaches are understood. Sparse

precision models2 have frequently borrowed from the literature for variable

selection in linear regression problems, so we will discuss ideas from both areas.

optimisation methods

L1 and L2 penalties have a long history of use for the regularisation of uncon-

strained problems and the imposition of sparsity. Ridge regression (Hoerl &

Kennard, 1970a,b) and the Least Absolute Shrinkage and Selection Operator

(lasso; Tibshirani, 1996) have been particularly successful when combined as

the elastic net (Zou & Hastie, 2005), and the equivalents for covariance selection

are probably the most widely used methods for estimating precision matrices

(these are the graphical lasso (Friedman et al., 2008), which has been improved

with covariance thresholding techniques (Mazumder & Hastie, 2012a) and up-

dated to the dp-glasso (Mazumder & Hastie, 2012b); and the graphical elastic

net, which was employed for fmri data in Ryali et al., 2012).

2 Also referred to as covariance selection methods or concentration graph models.
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continuous priors

The penalties employed in optimisation methods have inspired a wide range of

prior distributions. L1 norm regularisers have a direct equivalent in the Laplace

or double exponential prior,3 and the Bayesian lasso hasmetwith success (Hans,

2009; Park & Casella, 2008). Ishwaran & Rau proposed continuous bimodal

priors, with onemode at the origin to encourage sparsity (Ishwaran&Rau, 2005),

but a range of priors from the scale mixture of normals family have become

more popular because of their flexibility, ability to adaptively impose sparsity on

weak signals, and their tractable, conditionally conjugate formulations (notably

the Cauchy distribution (Polson & Scott, 2012) and the horseshoe prior (Bhadra

et al., 2016; Carvalho et al., 2010; Peltola et al., 2014); for a review of the entire

family see Polson & Scott, 2010).

Wang developed the Bayesian graphical lasso for covariance selection, with

Laplace priors on the off-diagonal elements of the precisionmatrix, and invented

a block-Gibbs sampling scheme that operates efficiently across the columns of

the matrix (Wang, 2012a). The same prior was used in Khondker et al. (2013),

although with a less efficient Metropolis-Hastings (mh) sampler.

Continuous priors struggle to suppress variables completely to zero. Infer-

ence on the structure of a Gaussian graphical model is therefore difficult, but

can be performed using an ad hoc thresholding procedure (Carvalho et al., 2010;

Wang, 2012a).

3 Often employed in the automatic relevance determination literature—see MacKay (1995).
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discontinuous priors

Methods of approximate Bayesian computation permit inference onmodels with

prior structures that explicitly code for the presence or absence of variables, a

stricture that is not possible to frame as a convex optimisation problem.The basic

prior structure is that of a spike and slab distribution (Mitchell & Beauchamp,

1988):

b ∼
(
N

(
0,σ2

) ) γ
((1 − a)δ (0))1−γ , γ ∼ Bernoulli (a) , (5.1)

where the normal distribution represents the broad slab of prior mass, the Dirac

delta-function is the spike at zero and γ is a selection variable that chooses

between the two.

Apart from the Stochastic Search Variable Selection (ssvs) algorithm of

George&McCulloch (1993) (and its counterpart for covariance selection inWang,

2015), which approximates the spike with a narrow-width Gaussian, a true Dirac

delta-function is used in these priors. The benefits of this approach include the

explicit selection of variables and the ability to average over different model

structures; a reduction of computational complexity for increasingly sparse mod-

els; and adaptive shrinkage which can leave untouched variables with strong

support in the data, but strongly regularise those of more dubious merit. The

downside is the scaling of the problem. For a regression model with k variables,

or a network matrix with p nodes and k =
p(p−1)

2 links, there are 2k possible

models to consider. For example, a network with 30 nodes has about 10131

possible models! Variational models do exist for some continuous prior formu-

lations, but will be inapplicable to the non-conjugate hierarchies we consider.

mcmc samplers, then, are the tool of choice for approximate inference, but come
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with a health warning. The scale of the inference problem will likely be so large

that ‘the sampler is used to search for promising models, rather than compute

the whole posterior’ (George & McCulloch, 1997). Converging rapidly to a set

of high-probability states is, however, a task at which mcmc chains can excel.

We could not find a review that adequately covers past work on this problem,

but Hahn & Carvalho (2015), O’Hara & Sillanpää (2009) and Mallick & Yi (2014)

are good places to start.

Early samplers used Gibbs updates to test for the inclusion of each variable

in turn (Geweke, 1996; Kuo & Mallick, 1998), but it was rapidly shown that

Metropolis proposals are more efficient (George & McCulloch, 1997; Raftery

et al., 1997). A range of conditionally-conjugate prior structures are available

that permit marginalisation over the regression coefficients, which allows an mh

sampler to explore just the model space p (γ |Y ), with no subsidiary variables.

This does seem to be the most efficient approach. Of the choice of jumping

rules to move over the set of indicator variables γ , multi-step moves or variable

swaps outperform single-variable updates (Guan & Stephens, 2011; Kohn et al.,

2001; Peltola et al., 2012). Further improvements are possible if the proposal

distribution for γ can learn from its past. Various adaptive samplers exploit this

property (Casella & Moreno, 2006; Nott & Kohn, 2005), and some of the most

advanced methods are discussed in Peltola et al. (2012), which targets massive

regression problems on genome-wide association study data. If marginalisation

of lower-level variables is not possible, reversible-jump mcmc samplers can be

used to move through spaces of changing dimensionality (Dellaportas & Forster,

1999; Denison et al., 1998; Green, 1995).

While difficult to apply to the problem of sparse precision modelling, it

is worth noting that schemes for sampling without replacement (Clyde et al.,
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2011) and adaptations of the renowned Swendsen-Wang algorithm for Potts

models (Edwards & Sokal, 1988; Nott & Green, 2004; Swendsen & Wang, 1987)

have also been successful for linear regression. Approaches for performing exact

Hamiltonian Monte Carlo (hmc) (without the need for leapfrog integration) are

available, but are inefficient unless there are strong additional constraints in the

prior structure (Pakman & Paninski, 2013, 2014).

It is good to bear in mind that with sufficient data, spike and slab models

(and indeed, any prior) can become dominated by the likelihood and infer very

small, but non-zero, effects for some parameters. The rejection of models where

variables are exactly zero is not necessarily problematic—and there is no need

to introduce priors that scale with the quantity of data, as in Ishwaran & Rau

(2005).

Sparse modelling methods for precision matrices have focussed on the

G-Wishart prior (Letac & Massam, 2007; Roverato, 2002). The Wishart distribu-

tion is a multivariate extension of the gamma distribution, and is the conjugate

prior for the precision matrix in the multivariate normal. The G-Wishart con-

strains the elements of the precision matrix to be supported by a graph, G, which

encodes the sparsity structure of the matrix or network. Monte-Carlo solutions

for joint inference of the distribution and its graph G do exist (Atay-Kayis &Mas-

sam, 2005; Mohammadi & Wit, 2015; Wang, 2012b), and the distribution itself

can be sampled from relatively efficiently for a given graph structure (Lenkoski,

2013). The most efficient inference implementation for the graphical search uses

Gibbs sampling, testing each off-diagonal element in turn for inclusion in the

model (Hinne et al., 2014). This procedure has been applied to low-dimensional

subcortical fmri data (Hinne et al., 2015), but becomes excessively slow for

large model sizes (greater than 30 nodes), even for one subject. The major diffi-
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culty in building hierarchical priors over several subjects using the G-Wishart

distribution is that the normalising constant for the distribution is difficult to ap-

proximate and depends on the graph, G.4 This makes a hierarchical formulation

at least doubly intractable. (Intractable distributions, for which the normalising

constant is not known, can be sampled from using conventional Monte Carlo

methods. Distributions for which the denominator is not constant, but depends

on other variables in the hierarchy, are called doubly intractable, and much

harder to tackle. The G-Wishart distribution itself falls into this category, and

the various methods discussed above use tailored versions of trans-dimensional

mcmc algorithms to sample from the distribution. See Green (2003) and Murray

et al. (2006) for general discussions of how to tackle this problem.)

covariance estimation for groups of subjects

As theWishart distribution is conjugate to the precision matrix in a multivariate

normal distribution, it is unsurprising that Bayesian models with hierarchies of

Wishart and Inverse-Wishart distributions have been designed. However, they

give up on any attempt to impose sparsity in the system (Harrison et al., 2015;

Marrelec et al., 2006).

A number of multiple-class models have been formulated as optimisation

problems (Danaher et al., 2015; Guo et al., 2011; Lee & Liu, 2015; Yang et al., 2015),

and have been applied to fmri data (Liang et al., 2016; Varoquaux et al., 2010).

They generally use a mixture of L1 and L2 norms to suppress all edges in the

model, over all subjects, and to encourage similarity between subjects’ network

matrices. However, all suffer from the usual criticisms of the need for nested

4 Alex Lenkoski et al. have recently released, in preprint, an exact method for computing the
normalisation constant, although it is computationally expensive (Uhler et al., 2016); a Laplace
approximation does exist as an alternative (Lenkoski & Dobra, 2011).
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cross-validation loops to tune the optimisation parameters, and an inability to

characterise the uncertainty in the model inference.

5.3 Building a hierarchical covariance model

We will discuss a broad class of priors for precision matrix estimation for a

single subject, and demonstrate that it can be reformulated as a linear regres-

sion problem, with access to all of the existing priors and inference engines from

the Bayesian linear regression literature. The extension to multi-subject models

will be described by specifically outlining our proposed prior structure. The

objective of the prior is to provide a simultaneous description of the connectiv-

ities in individual subjects and their population average, under a set of sparse

penalties. The structure is designed to allow efficient inference even on large

problems. Full details of our inference program and mcmc algorithm for this

model, denoted hippo (Hierarchical Inference of Posterior Precisions in OSL),

are given in appendix B. We start by setting out the noise model for activation

data within a particular roi.

generative model for resting-state activation

Description of activation within regions of interest

We are interested in describing the connectivity between several regions of

interest over the brain. Given temporally demeaned activations X ∈ Rv×ns in

each of N subjects s , defined over a grid of v voxels or points on a cortical

surface, and sampled at ns time points, we can estimate a single time course for
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each of p rois using a spatial basis set, a linear weighting over voxels,

Xs = AYs + E; E ∼ N (0,Σe) . (5.2)

Here, Ys =
[
ys
1,y

s
2, . . .y

s
ns

]
∈ Rp×ns represents the activation within rois,

A ∈ Rv×p is the spatial basis set (which may simply be binary region allocations,

or, for example, a spatial map derived from ica), and E represents additive noise

with covariance structure Σe over voxels.

We use the general term activation to encompass changes in bold response

over time in fmri, or fluctuations in the power envelope of oscillatory activity

measured with meg.

Likelihood for the connectivity model

We describe the (temporally demeaned) data within rois as being drawn in-

dependently from a multivariate Gaussian distribution with zero mean and

precision matrix Ωs

Ys ∼ N
(
0, Ω−1s

)
, Ωs ∈ PG , (5.3)

where PG is the cone of positive definite p × p matrices restricted to the graph

G = (V ,E) such that an absence of an edge from set E implies conditional

independence of the two relevant variables in all subjects,

(i, j) < E =⇒ ωs
ij = 0 ∀ s .
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precision modelling as linked linear regression

Wang describes, in 2012a and 2015, two different prior structures that allow,

after a variable substitution, simple block-Gibbs sampling along the columns of

precision matrices to draw from the posterior of particular sparse models for

covariance in single datasets. We build on his approach and demonstrate that a

very broad range of priors from the linear regression literature can be applied

to the elements of a precision matrix, with a simple restriction on the prior for

the diagonal elements.

It is worth introducing a bit of notation. Without loss of generality, we take

just the final column of precision matrix Ωs ,
[
ωs

12,ω
s
22

] T
. Let Ωs

11 represent

the first principal minor (the block matrix without the final row or column)

and S = Y †s Ys = nsΣs be the sample inner product matrices. Similar subscripts

indicate identical partitions of other matrices, so S22 is the diagonal element of

the selected column and S12 the off-diagonal elements of the column. This is

the same convention employed in Friedman et al. (2008) and Wang (2012a).

We define independent exponential prior distributions on the diagonal ele-

ments of the precision matrices, and require the priors on the off-diagonal ele-

ments to factorise over the elements (although they may share some common

hyper-parameters, θ ),

π (Ωs) =

p∏
i=1

Exp
(
ωs
ii ;

λs

2

) ∏
i<j

π (ωij ; θ) , (5.4)

using π (·) to denote a prior probability density. Combining (5.3) and (5.4), we
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can extract the conditional posterior for a column of the precision matrix,

p
(
ωs

12,ω
s
22 |−

)
∝

1

(2π)
ns/2

(
ωs
22 −ω

s
12
†Ωs

11
−1ωs

12

) ns/2
|Ωs

11
−1
|−

ns/2 (5.5)

× exp
(
−
1

2

[
S22ω

s
22 + 2S†12ω

s
12

] )
Exp

(
ωs
22;

λs

2

)
π

(
ωs

12; θ
)
.

Performing the variable substitution (Wang, 2012a)

(us , νs) =
(
ωs

12, ω
s
22 −ω

s
12
†Ωs

11
−1ωs

12

)
, (5.6)

for which the Jacobian is the identity matrix, we obtain

logp (us ,νs |−) =
ns
2

logνs −
1

2
(S22 + λs)νs (5.7)

−
1

2
us†

[
(S22 + λs)Ωs

11
−1
]
us − S†12u

s + logπ (us ; θ) + const .

We can tidy up with the substitution Υs = (s22 + λs)Ωs
11
−1 to give a normal

form for us and a Gamma distribution on vs ,

logp (us |−) = −
1

2
us†Υsus − S†12u

s + logπ (us ; θ) −
ns
2

logπ + const . (5.8)

logp (νs |−) =
ns
2

logνs −
1

2
(S22 + λs)νs + const . (5.9)

We draw the comparison to conventional linear regression, y = Xβ + ϵ , ϵ ∼
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N
(
0,σ2

)
, conditional on σ2,

p
(
β |y,X ,σ2

)
∝

1

(2πσ2)
nsp/2

e−
1
2β
†Υβ+r†β π (β ; θ)

Υ = X †X/σ2

r = y†X/σ2,

to see that this factorisation into column-conditionals leads to inference as a

set of p linked regressions on one variable and its interactions, given all the

other variables. We are free to choose any factorisable prior on the off-diagonal

elements of the precision matrix and retain the simple block-Gibbs sampling

scheme (5.8) and (5.9). Choices of priors from the scale mixture of normals

family (Gelman, 2006; Gelman et al., 2008; Polson & Scott, 2012) will allow

simple draws from multivariate normal distributions. Moreover, this framework

allows for easy expansion to a prior structure that defines a hierarchy over

subjects, as we shall see below.

hierarchical prior for precision matrices

For each subject, we place an exponential prior on the diagonal elements of the

precision matrix. This choice allows us to implement the column-wise sampling

scheme described in equations (5.4) to (5.9). The free parameter in this distribu-

tion is given (for each subject) the ‘neutral’ Gamma conjugate hyperprior (Ker-

man, 2011). There is normally plenty of information with which to estimate the

diagonal elements (inverse variances), and so an uninformative prior is appro-

priate. The neutral Gamma prior is relatively uninformative on log λs and is



5.3 | building a hierarchical covariance model 141

claimed to perform better than traditional Ga (ϵ, ϵ) priors (ibid.),

λs ∼ Ga (1/3, 0) . (5.10)

The full prior on the off-diagonal elements is given in equation (5.11), dis-

cussed in detail below, and is illustrated in figure 5.1 on page 142. In essence, it is

a spike-and-slab prior with shared sparsity over subjects, normally-distributed

connection strengths about the population mean, and mild regularisation on

the mean effect.

(
ωs
ij |σij , µij , zij = 1

)
∼ N

(
µij ,σ

2
ij

)
(5.11)(

ωs
ij |zij = 0

)
∼δ0

logσij ∼ N
(
logmσ , s

2
σ

)
µij ∼ N

(
0, χ2

)
χ ∼ C+ (0,A)

zij ∼ Bernoulli (a)

a ∼ Beta (aπ ,bπ )

Each off-diagonal element of the precision matrices is given a spike and non-

central slab prior. The spike, a Dirac delta-function at zero, imposes a shared

sparsity structure over all subjects, using edge inclusion variables Z . For those

edges that are included, the non-central slab is a normal distribution, whose

variance σij characterises the between-subject variability of that particular con-

nection strength, and whose mean µij captures the group-level behaviour.

Following advice in Gelman (2006) and Polson & Scott (2012) on the infer-
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ence of higher-level group parameters in regression, we apply gentle regular-

isation to the mean edge strengths towards zero using a normal distribution,

learning the rough scale of these connectivities, χ2, from the data and pooling

this information over all the edges. This learnt variance parameter should be

constrained with a proper, weakly-informative prior, because such parameters

can be difficult to estimate with few subjects or when they are close to zero.

Gelman and Polson & Scott recommend the half-Cauchy distribution for this

application, denoted C+, because it has a finite mass at zero, is undefined for

negative values, drops off near a scaling pointA, has a heavy tail which can allow

the likelihood to dominate, and can be expressed in a convenient conditionally-

conjugate fashion.The scale of the Cauchy distribution can be set sensibly based

on the data: we use A = 0.7 as an appropriate value for variance-scaled data

where correlations and partial correlations do not frequently exceed this num-

ber. The resultant prior on the group connection strengths µ encourages greater

sparsity (greater regularisation towards zero) than a simply-parametrised nor-

mal distribution or normal-inverse-gamma distribution (Carvalho et al., 2010;

Peltola et al., 2012).

A broad normal prior is placed on the logarithm of σij , centred onmσ = 0.5

and with a standard deviation sσ = 1 to allow order-of-magnitude deviations

from this value. Finally, a Beta-Bernoulli conjugate prior is placed on the edge

inclusion variables, with a shared sparsity parameter a inferred from the data.

The hyperparameters in the top-level Beta distribution can be set to weakly

encourage levels of sparsity encountered in functional networks. Using values

of (aπ ,bπ ) = 6 places most of the prior mass between 0.3 and 0.7.

The values of the hyperparameters we use are set out in table 5.1.
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Table 5.1: values of hyperparameters employed for functional network modelling.

Parameter Value

mσ 0.5

sσ 1

A 0.7

aπ 6

bπ 6

A weakly-sparse prior

The explicit sparsity can be removed from the model by setting a = 1 and

zij = 1∀ i, j to create a weakly-sparse prior. Inference will be performed in

exactly the same fashion as for the fully-sparse model, but without the need

for updates on Z . Sparsity is encouraged through the distribution on the group

mean terms µ, and the modelling of a distribution for subject-level connection

strengths about these mean terms.

Expanding the Cauchy distribution

The prior on µij is complex, but can be re-written as a scale mixture of normals

using a simple parameter expansion. Usefully, this change of variables creates

a conditionally-conjugate prior structure, simplifying the inference procedure

and permitting marginalisation over µij to collapse part of the Gibbs sampler

(van Dyk & Park, 2008). Following the steps in Gelman (2006); Gelman et al.
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(2014, 2008); and Polson & Scott (2012), we obtain

µij = ξηij (5.12)

ηij ∼ N
(
0,σ2

η

)
σ2
η ∼ Inv-χ 2 (1,A)

ξ ∼ N (0, 1)

χ = |ξ |ση .

Redundant parameter expansion in this manner was originally designed to

improve the convergence of the Expectation Maximisation algorithm (Liu et al.,

1998), then used to increase the movement available to Gibbs samplers (Gelman

et al., 2008). It has since been used to create a wide range of flexible priors, in

addition to that used here (Carvalho et al., 2010; Gelman et al., 2014; Peltola

et al., 2012). It is not necessary, when sampling, for ξ and η to converge, only

for the meaningful parameters χ and µ.
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joint probability distribution

We are now in a position to write out the full joint probability distribution of

the parameters and data,

p ({Ωs } ,Z , µ,
{
λs

}
,σ , χ ,a, {Ys }) ∝

N∏
s




|Ωs |
ns
2

(2π)
pns
2

e−
1
2 trace[SΩs ]

p∏
i=1

λs

2
e−

λs
2 ωs

ii

×
∏
i<j




*...
,

1(
2πσ2

ij

) 1/2
e
−

(
ωsi j−ξ ηi j

)2
2σ2i j

+///
-

zi j

× δ
(
ωs
ij

) (1−zi j)} (5.13)

×
λs

1/3−1

Γ (1/3)




×
∏
i<j



azi j (1 − a)(1−zi j)

1(
2πσ2

η

) 1
2

e
−

η2i j
2σ2η




×
∏
i<j




1

σij
(
2πs2σ

) 1
2

e
−

(
log σi j−log mσ

)2
2s2σ




×
aaπ−1 (1 − a)bπ−1

B (aπ ,bπ )

1
√
2π

e−ξ
2 (A/2)

1/2

Γ (1/2)

e
− A
2σ2η

σ2
η
1+ 1

2

.

model inference

The procedure taken for inference on the hippo model, and the Metropolis-

within-collapsed-Gibbs (mwcg) sampling scheme, is described in full in ap-

pendix B. First, time courses are estimated for each roi. Second, the hierarchical

model is fitted to these data to model the sparse covariance structure simul-

taneously over all subjects. The sampling scheme builds on the ideas of Wang

(2012a) and its extension in equation (5.8), sampling linked linear regressions
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in each consecutive column of the precision matrices. Within each column, the

sampler exploits the progress made in mcmc algorithms for variable selection

in linear regression, building largely on Peltola et al. (2012). An mh sampler

checks for variables to add or remove by the testing model evidence of each

proposal: this is a Bayesian model averaging scheme at the top level. Paramet-

ers describing group-average and subject-level connectivities are conditionally

conjugate on the network structure, and can be sampled directly.

5.4 Methods

simulated data

Data generation

Ten simulated datasets were created to test a range of sparse network structures,

model sizes, quantities of data, and amount of subject variability in connectivity.

Except for some minor differences detailed below, each dataset consists of a

number of subjects, with an individual precision matrix to represent each sub-

ject’s functional connectivity; the data for each subject is a draw of samples from

a zero-mean multivariate normal distribution, using the appropriate precision

matrix. The general properties of each simulation are summarised in table 5.2

on page 148.

Circle models Simulations 1–4, 7 and 8 use a simple circular network structure.

This was set out in Wang (2012b), and used in Hinne et al. (2015); Mohammadi

& Wit (2015); and Wang (2012a). A precision matrix of any dimension p is

constructed as ωii = 1, ωi,i+1 = 0.5, and ω1,p = 0.4, with the lower diagonal
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Table 5.2: description of simulated datasets used in figure 5.3 on page 160. Datasets are
characterised by their size (number of subjects, network nodes and links, and data samples),
the amount of subject variability (expressed as the standard deviation of connection strengths
(over subjects) divided by the mean connection strength; we take the mean of this coefficient of
variation over all connections present in the network), the sparsity of the network, and the type
of network structure. We use simple circle models of varying sizes, first set out in Wang (2012b)
and used in Wang (2012a) and Hinne et al. (2015), together with the largest simulation (netsim
4) from Smith et al. (2011), a random graph structure and connection matrices built on estimates
of the networks in cat cortex (Scannell et al., 1999) and macaque visual cortex (Felleman &
Van Essen, 1991).

ID Subjects Nodes Links Samples Variability Sparsity Model Structure

1 5 6 15 18 0 0.60 Circle
2 25 6 15 18 0 0.60 Circle
3 25 6 15 50 0 0.60 Circle
4 25 6 15 100 0 0.60 Circle
5 50 50 1225 200 0 0.95 Netsim 4
6 25 25 300 500 0.2 0.28 Random
7 25 6 15 25 0.5 0.60 Circle
8 25 30 435 100 1.1 0.93 Circle
9 30 52 1326 500 1.8 0.67 Cat cortex

10 25 30 435 100 2.7 0.63 Macaque
Visual cortex

elements matched to ensure symmetry.

Simulations 1–4 use the same precision matrix for each subject. Simulations

7 and 8 treat the circle model as the group mean matrix, assign random signs to

the connection strengths, and draw single-subject connection strengths from

a normal distribution about the group mean with a standard deviation of 0.05

and 0.15 respectively. Subjects’ connectivity matrices were then adjusted to be

positive semi-definite (Higham, 1988)5 and rescaled to unit variance.

Netsim Dataset 5 is the 4th network simulation from Smith et al. (2011), chosen

because the 4th simulation was the largest model in that work. Smith et al.

5 The code used to perform this adjustment, nearestSPM.m was written by John D’Errico and is
available from uk.mathworks.com/matlabcentral/fileexchange/42885-nearestspd.

http://uk.mathworks.com/matlabcentral/fileexchange/42885-nearestspd
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generated autocorrelated fmri-like data from an asymmetric network model.

As we are estimating precision matrices, we sought instead a symmetric ground

truth against which to compare results, and as the individual network matrices

used in the simulation are no longer available (each subject had a slightly dif-

ferent set of network strengths), we make the simplifying assumption that all

subjects share the same symmetric precision matrix. We estimate this as the

unregularised partial correlation computed from the entire concatenated dataset,

masked by the symmetrised adjacency matrix of the original simulation.

Random Dataset 6 is designed to mimic the prior structure. Each network

edge is randomly assigned a probability of 0, 0.5 or 1 of being included in the

network. Subjects’ connection strengths on each edge are normally distributed

about 0.25 with a standard deviation of 0.05. As each data point is drawn for

each subject, edges in the model are turned on or off in accordance with their

probability of edge inclusion. The ‘true’ matrix for each subject is the product

of the edge inclusion probability matrix and the subject’s connection strengths.

Cat cortex and macaque visual cortex Simulations 9 and 10 use the structures

of mammalian cortical networks as their basis. Simulation 9 employs the cat cor-

tical network from Scannell et al. (1999) and simulation 10 that of the macaque

visual cortex from Felleman & Van Essen (1991).6 In each case, the network

connection matrix is binary and asymmetrical. We used only the upper triangu-

lar part, symmetrising to the lower half. For each simulation, the group mean

connection matrix was drawn from a G-Wishart distribution (Lenkoski, 2013)

with identity scale matrix and degrees of freedom equal to one less than the

6 Both of these matrices are available from the Brain Connectivity Toolbox, at sites.google.
com/site/bctnet/datasets.

http://sites.google.com/site/bctnet/datasets
http://sites.google.com/site/bctnet/datasets
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Table 5.3: characterisation of methods used on simulated data in figure 5.3 on page 160.
We classify the methods under test by their inference method, the style of sparsity imposition,
and whether they are fitted to individual subjects, the concatenated dataset, or infer individual
connectivity matrices using information from the whole group. hippo is our acronym for the
hierarchical sparse Bayesian model.

Name Fitted to Sparsity Inference

Partial correlation individuals none analytic
Tikhonov individuals continuous optimisation

glasso individuals continuous optimisation
Group glasso group continuous optimisation

Wishart individuals continuous analytic
Bayesian glasso individuals continuous mcmc

ssvs individuals normal-mixture mcmc

G-Wishart concatenation spike & slab mcmc

single-subject hippo concatenation spike & slab mcmc

weakly-sparse hippo group continuous mcmc

hippo group spike & slab mcmc

number of network nodes. Individual subjects’ network matrices were drawn

from a G-Wishart distribution using the mean connection matrix as the scale,

and degrees of freedom set to 50 for the simulations from macaque visual cortex

and 400 for those from cat cortex.The G-Wishart distributions were constrained

using the relevant network matrices (cat, macaque) as the underlying graph.

Models tested

Twelve different covariance models were fitted to the test datasets, representing

the range of methods in use from the most naïve to the most advanced. Their

basic properties are set out in table 5.3 on page 150.

Partial correlation The sample covariance matrix for each subject is inverted,

using the Cholesky algorithm, and normalised to produce the unregularised

partial correlation matrix.
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Tikhonov A Tikhonov-regularised estimate of the precision matrix is construc-

ted by slightly augmenting the diagonal of the sample covariance matrix,

Ω̂ = (Σ+ λI)−1 . (5.14)

The regularisation parameter λwas chosen tominimise the rms distance between

the subjects’ matrices and their unregularised group average.

Glasso The graphical lasso algorithm of Friedman et al. (2008), with modific-

ations for computational efficiency (Mazumder & Hastie, 2012a,b), solves the

optimisation problem

Ω̂ = argmax
Ω

(log detΩ − trace (ΣΩ) − λ | |Ω| |1) , (5.15)

where | | · | |1 indicates the L1 norm (sum of the absolute values of the elements

of the matrix). The regularisation parameter λ was chosen to minimise the rms

distance between the subjects’ matrices and their unregularised group average.

It is safe to say that glasso is the most common method for estimating partial

correlation brain networks, and one of the most popular of any functional

network estimation method in fmri, making it a good benchmark for our work.

Group glasso The group graphical lasso of Danaher et al. (2015) is fitted to

all subjects at once, and imposes sparsity on the mean connectivity matrix. It
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solves the optimisation problem,7

{
Ω̂

s}
= argmax

{Ω}

*
,

∑
s

[ns log detΩs − trace (ΣsΩs)] (5.16)

−λ
∑
s

∑
i,j

| |ωs
ij | |1

+/
-
.

The regularisation parameter was chosen to minimise the Bayesian information

criterion associated with this likelihood.

Fused glasso The fused graphical lasso of Danaher et al. (2015) is also fitted

to all subjects at once, and seeks to impose collective sparsity on all subjects’

network elements, while encouraging networks from different subjects to be

alike. It is therefore the closest existing non-Bayesian approach to the models

proposed in this chapter, and the regularisation terms could be viewed as a type

of hierarchical prior. Inference is set up as an optimisation problem with two

penalty terms,8

{
Ω̂

s}
= argmax

{Ω}

*
,

∑
s

[ns log detΩs − trace (ΣsΩs)] (5.17)

−λ1
∑
s

∑
i,j

| |ωs
ij | |1 + λ2

∑
s<s ′

∑
i,j

| |ωs
ij − ω

s ′

ij | |1
+/
-
.

The regularisation parameters were chosen to minimise the difference between

the group mean connectivity inferred using half of the dataset and the unregu-

larised mean of the full dataset.

7 The code for solving this problem using the alternating directionmethod ofmultipliers algorithm
was provided by Pedro Ariel Rojas López, from cneuro, Havana.

8 R code for solving this problem using the alternating direction method of multipliers algorithm
is available as the package JGL, from cran.r-project.org/web/packages/JGL/index.html.

http://cran.r-project.org/web/packages/JGL/index.html
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Wishart Following Gelman et al. (2014), a simple Wishart prior distribution is

placed independently over each subject’s precisionmatrix,Ω ∼Wp

(
p + 1, 1

p+1I
)
.

This leads analytically to the posterior for each subject, which we summarise

by its expectation.9 The similarity to Tikhonov regularisation is clear.

p (Ωs |S) = Wp

(
Ωs ; p + 1 + ns , ((p + 1) I + S)−1

)
. (5.18)

Bayesian glasso TheBayesian graphical lasso ofWang (2012a) places a Laplace

or double-exponential prior on the off-diagonal elements of the precision matrix,

π (ωij) =
λ

2
exp (−λ |ωij |) . (5.19)

For each subject, 3000 samples were drawn using Wang’s algorithm,10 after

discarding 1000 as warm-up.

SSVS TheBayesian Stochastic Search Variable Selection algorithm (Wang, 2015)

for covariance selection places a mixture of normal priors on the off-diagonal

elements of the precision matrix,

π (ωij) = (1 − a)N
(
ωij ; 0,v

2
0

)
+ a N

(
ωij ; 0,v

2
1

)
, (5.20)

where v0 is chosen to be much smaller than v1 and sampling proceeds using

Gibbs sampling along the columns. We follow Wang’s recommendations and

set v0 to 0.05, v1 to 2.5 and a to 0.5. For each subject, 3000 samples were drawn

after 1000 warm-up samples.11

9 If Ω is (G-) Wishart distributed, Ω ∼WG (δ ,V ), then its expectation is 〈Ω〉 = δV .
10 BayesGlasso is available from msu.edu/∼haowang/RESEARCH/Bglasso/bglasso.html.
11 BayesGGM_SSVS is available from msu.edu/∼haowang/.

http://msu.edu/~haowang/RESEARCH/Bglasso/bglasso.html
http://msu.edu/~haowang/
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G-Wishart The G-Wishart distribution is the conjugate prior on the multivari-

ate normal, describing both the precision matrix and the graph G on which it is

supported,

π (Ω|G,δ ,V ) =WG (δ ,V ) (5.21)

=
|Ω|δ−p−1/2

ZG (δ ,V )
exp

[
−
1

2
trace

(
V −1Ω

) ]
1Ω∈PG

,

where V is the scale matrix, δ indicates the degrees of freedom, ZG is the in-

tractable normalising constant, and Ω is constrained to live on the cone PG of

positive definite p × p matrices with zeros indicated by the graph G.

We fitted this model to the entire dataset concatenated over subjects, using

software provided by Hinne et al.,12 using 5000 warm-up samples and 10 000

draws from the distribution. Fitting the model to the concatenated data provides

a useful comparison to the hierarchical models, using all of the data for infer-

ence, but assuming that each subject shares the same network matrix. It would

not be computationally feasible to run the G-Wishart algorithm separately on

individual subjects for the larger network models.

Single-subject HIPPO A model based on the sparse hierarchical prior presented

here (equation 5.11), but simplified for single-subject inference, was designed

as a comparison to the performance of the G-Wishart model. The prior can be

expressed as

12 ggm_gwish_cbf_direct.m is available from github.com/ccnlab/BaCon/tree/master/ggm.

http://github.com/ccnlab/BaCon/tree/master/ggm
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(ωii |λ) ∼ Exp
(
λ

2

)
(5.22)

(ωij |zij = 1) ∼ N
(
0, 0.72

)
(ωij |zij = 0) ∼δ0

zij ∼ Bernoulli (a)

a ∼ Beta (6, 6)

λ ∼ Ga (1/3, 0) .

Inference follows the format above. We use a single chain for inference, drawing

5000 warm-up samples and 10 000 samples from the distribution.

Weakly-sparse HIPPO The hierarchical model is used, conditional on a full

graph: all edge inclusion variables zij are set to 1 (as described in section 5.3 on

page 144). We draw 30 000 samples, with 10 000 as warm-up.

HIPPO The full sparse hierarchical model set out in equation (5.13). We draw

30 000 samples in a single chain, with an additional 10 000 as warm-up.

Analysis

After fitting each model, we compute the Root Mean Square (rms) error (over

edges) between each subject’s simulated connection strengths and the inferred

partial correlation matrices. We compare the mean and standard deviation of

this metric over subjects. We also computed the KL divergence between the

simulated and estimated precision matrices (not shown); the results show the

same pattern as those for rms error.
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resting-state data

We use fmri data from the first 200 subjects of the Human Connectome Project’s

hcp900 data release (Van Essen et al., 2013). All subjects provided four fifteen-

minute resting-state fmri scans. We also use the 61 subjects from the meg2 data

release (Larson-Prior et al., 2013), who provided three resting-state meg scans

of six minutes’ duration. This dataset has been discussed in detail in chapters 3

and 4. The preprocessing steps taken to remove artefacts from the data, and to

source-localise and bandpass filter the meg data, are identical to those described

previously.

fMRI analysis

We modelled connectivity between the 25 non-contiguous spatial components,

computed by group ica, that are released by the hcp. For simplicity, we fitted

our models to the concatenated data over all four scans. We fitted both the fully

sparse and weakly sparse hierarchical models, running three sampling chains

for 40 000 samples in the sparse model, with 20 000 needed for convergence

in the weakly-sparse model, using an additional 10 000 samples as warm-up.

An example of the convergence of the log probabilities is shown in figure 5.2.

Additionally, we estimated Tikhonov-regularised precision matrices for each

subject. We followed the procedure used for the connectomes released from the

hcp, applying only gentle regularisation with λ set to 0.02.

Having computed precision matrices for each subject with these three meth-

ods, and converted into partial correlations (equation b.32), we fitted linear

predictive models to two traits recorded as part of the hcp: sex and the number

of correct scores on a picture vocabulary test. We used the partial correlations
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6000 12000 18000 24000 30000Samples

log probability

Figure 5.2: convergence of mcmc chains for the sparse hierarchical model. Example
of the convergence of four chains of inference for the fmri data using the sparse hierarchical
model. Chains are very stable in slightly different local maxima, showing occasional large
divergences as an unlikely model is periodically sampled. The slow exploration of the wells of
high probability is illustrated by the purple trace, which moves between two regions of high
probability at about the 20 000 sample mark.

on each network edge, for each subject, as the predictors, after regressing out

the confounding effects of age, the square of age, sex and an age–sex interaction

term,13 the cube root of cortical volume and of intra-cranial volume, both com-

puted with Freesurfer, the software version for image reconstruction, and an

estimate of each subjects’ motion in the scanner (rfmri_motion). Sex was con-

verted to a binary variable, and predicted using logistic regression with elastic

net regularisation (Zou & Hastie, 2005). Scores on the picture vocabulary test

were demeaned and standardised, and predicted with linear regression using

elastic net regularisation. Parameters for the elastic net were tuned in both

cases by two nested loops of 5-fold cross-validation. Performance of the models

was assessed by computing accuracy (sex) or correlation between predicted

scores and real performance (picture vocabulary task), using a 5-fold cross-

validation loop for training and prediction. The stratification of subjects into

the cross-validation folds took into account the family relationships between

13 These two confounds are excluded when sex is the predicted variable.
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the subjects (Winkler et al., 2015). Prediction and cross-validation were carried

out using nets_predict.14

MEG analysis

We focussed our connectivity modelling on the meg beta band (13–30 hz), which

is associated with a range of resting-state network profiles (Baker et al., 2014;

Brookes et al., 2012b, 2011b; Hipp et al., 2012; Mantini et al., 2007; de Pasquale

et al., 2012, 2015) and exhibits strong heritability in its functional connectivity

profile (chapter 4). We employed the parcellation from chapter 4, constructing

time courses for each of the 39 nodes, correcting for spatial leakage (chapter 4),

and computing down-sampled power envelopes, in the samemanner as previous

chapters. Time courses were concatenated over sessions for the purpose of

functional connectivity estimation.

We estimated functional connectivity in the same manner as for the fmri

data, using both the strong and weakly-sparse hierarchical models (with an

identical inference procedure), and lightly Tikhonov-regularised inversion of

the sample covariance matrices. The mean heritability of functional connectiv-

ity was computed using APACE (Chen et al., 2014).15 ace models that ascribe a

portion of the variability in each phenotype (functional network connection)

to additive genetics, environmental factors shared between twins and other

unmodelled noise sources, were described in detail in chapter 4. The mean

heritability (h2) was computed over the network connections, with 95% boot-

strapped confidence intervals estimated using 5000 sub-samples of the data,

and permutation-based p-values computed using 1000 relabellings of the twin

14 Written by Diego Vidaurre and Stephen Smith; available as part of FSLNets, at fsl.fmrib.ox.
ac.uk/fsl/fslwiki/FSLNets.

15 Available from warwick.ac.uk/tenichols/apace

http://fsl.fmrib.ox.ac.uk/fsl/fslwiki/FSLNets
http://fsl.fmrib.ox.ac.uk/fsl/fslwiki/FSLNets
http://warwick.ac.uk/tenichols/apace
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pairs.

Restricted data analysis

Lastly, we estimated functional connectivities with the fully- and weakly-sparse

hierarchical models (hippo) for each meg and fmri subject using only a small

portion of the available data: the first resting-state session (of six minutes) in

meg and the first five minutes of recording for fmri. We compared these estim-

ates to Tikhonov estimates from the full datasets (18 minutes and 60 minutes,

respectively), using the hcp’s standard setting of the regularisation parameter

λ to 0.02. Additionally on these restricted data samples, we tested network

estimation using the same Tikhonov regularisation approach, naïve covariance

inversion, and glasso, where the parameter λ was set so as to minimise the

distance between regularised networks and the unregularised group average

network of the same data.

5.5 Results

simulated data

The performance of the sparse and weakly sparse hierarchical models presented

in section 5.3 on page 136 is compared with that of 10 additional models, over 10

different simulated datasets, in figure 5.3 on page 160. The models are summar-

ised in table 5.3 on page 150 and the datasets in table 5.2 on page 148. It is worth

drawing out some general trends. Firstly, as the amount of data increases for

inference, covariance estimation becomes less noisy and the error in reconstruc-

tion goes down (figure 5.3, simulations 1–4). Of particular note is the difference
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between datasets 1 and 2, where the number of subjects increases but the amount

of data per subject is constant. The hierarchical Bayesian models are able to use

this increase in information to reduce reconstruction error, whereas models fit-

ted to individual subjects self-evidently are not. Secondly, attempting to perform

inference on precision matrices without any form of regularisation is in general

a bad idea: all methods tested outperform the simple inversion of the sample

covariance matrix. Thirdly, in these simulations of sparse networks, models

which build in explicit sparsity priors show improved reconstruction compared

to models with continuous priors for sparsity. Fourthly, in simulations with

little-to-no between-subject variability, models fitted to the concatenated group

data perform the best (unsurprisingly). However, as the variability between sub-

jects increases, the hierarchical models that allow individual subject network

estimation win out.

The best-performing non-Bayesian model is Danaher et al.’s fused glasso,

which uses a regularisation term to encourage similarity between subjects’

networks. It performs well on the small datasets with limited subject variability,

although the sparse hierarchical model consistently produces better estimates

(albeit by a very small margin). On datasets 6–10, it is beaten by both hierarchical

Bayesian models, and on dataset 5, the largest on test, the fused glasso took

so long to run (many days, even without attempting cross-validation) that no

result could be found.

In summary, these simulations demonstrate that more accurate individual-

subject connectivity estimation is possible with our hierarchical Bayesian frame-

work than with the existing state of the art approaches.
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Figure 5.4: coverage of posterior intervals on simulated datasets. Proportion of
connection strengths included within the 50%, 80%, 90% and 95% highest posterior density
intervals, split by simulation, for the sparse (a) and weakly-sparse (b) hierarchical models
(hippo). The dashed line indicates perfect coverage of the posterior intervals. The models are,
in general, conservative, producing wider posterior intervals than is necessary.

characterisation of the hierarchical models

Capturing uncertainty

The Bayesian models produce a posterior distribution for each subject’s con-

nectivity strengths, summarised by the set of mcmc samples, which could be

used to make inference on, for example, differences in connectivity between

groups of subjects. Figure 5.4 on page 162 shows that, on the simulated datasets,

the hierarchical models tend to be conservative in their posteriors: the 90%

highest density interval contains at least 90% of the true edge strengths. In

neuroimaging, where control of false positives is the reigning dictum, erring on

the side of caution in this way is acceptable. The most accurate density intervals

occur for simulation 6, which was designed to mimic the structure of the prior.
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Figure 5.5: scaling of computational cost with changing model dimension. The time
for 1000 samples to be drawn using the weakly- and fully-sparse hierarchical model (hippo) as
the dimensions of the problem are altered. The scaling is linear as the number of subjects are
increased (a) and can be quartic as the number of network nodes increases (b). Estimates are
the average of 10 runs on 5-node simulation 2 and 5 subjects of simulation 9, respectively.

Table 5.4: comparative computational cost of sparse bayesian models. The time taken
to draw 1000 mcmc samples, or to move through 1000 different model structures, for the three
sparse Bayesian samplers tested on simulated data. Of these, only hippo was fitted to all subjects
simultaneously, the other two were fitted to the first subject only. Timings are given using an
average of ten runs on dataset 10, which has 25 subjects, 30 nodes and 100 time points, using a
MacBook Pro with 2.8 ghz processor and 16 gb of ram. All times are given in seconds.

25 subjects, 30 nodes hippo
Single-subject

hippo G-Wishart

Time for 1000 samples (seconds) 250 11 6600
Time for 1000 samples per subject 10 11 6600
Time for 1000 models 4200 12 6600
Time for 1000 models per subject 170 12 6600

Computational efficiency

Both the weakly-sparse hierarchical model and the fully-sparse model have a

computational complexity that scales linearly in the number of subjects, and

is roughly quartic in the number of network nodes, on a per-sample basis.16

16 The main computational burden in each sample is the Cholesky decomposition of p (N + 1)
square matrices of size (p − 1) (for each of N subjects, we update each column in turn within
a single sample), and a series of rank-1 updates to these decompositions that scale with the
number of edges proposed for addition or removal in the mh step. The Cholesky decomposition
has O

(
n3

)
complexity in general for square matrices of size n, although this can be reduced
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(Larger models may take more time to converge.) These scalings are illustrated

in figure 5.5 on page 163. Sparsity in the model reduces the dimensions of

the necessary Cholesky factorisations, which enables the fully-sparse model to

outperform the weakly-sparse model as the network size increases in figure 5.5b.

Both methods improve upon the complexity of the best (single-subject)

G-Wishart algorithms, which show quintic scaling with the number of nodes

(Hinne et al., 2015). A comparison of the speed of inference using our hier-

archical approach, a single-subject version of the prior (5.22) and Hinne et al.’s

G-Wishart sampler is given in table 5.4 on the following page. Exploration of

the sparse model space is slow using the hierarchical prior—but still faster than

the G-Wishart model, which becomes infeasible to run, even for a single subject,

on networks with more than 50 nodes.

small data samples

A useful metric for assessing improvements to network estimation using real

data is the ability of a model to estimate connectivity from a small chunk of

the recording. We compare beta-band network matrices inferred from resting-

state meg recordings from the hcp, using either all three sessions of data, or

only a single 6-minute session of data. Additionally, we compare fmri network

matrices inferred from resting-state hcp data, using either all four sessions of

15 minutes, or only the first 5 minutes of recording. Treating networks inferred

from the full datasets using mild Tikhonov regularisation (λ = 0.02) as a good

approximation of ‘the truth,’ figure 5.6 on the next page compares the rms dif-

ferences to these estimates from five inference methods, which only had access

to the first portion of the data. The hierarchical models significantly outperform

for sparse matrix computations.
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Figure 5.6: estimation of network matrices from small samples of data. Single-subject
networks estimated from the first 5 minutes of resting-state fmri data (a), and single-subject
networks estimated from the first resting-state session of meg recordings in the beta band (b),
were compared to the average of each subject’s complete data, for each modality. Networks were
estimated using the hierarchical model hippo and its non-sparse version, with the graphical
lasso, with Tikhonov regularisation and without any regularisation.The results were compared
in each subject to a mildly Tikhonov-regularised estimate from all three sessions’ concatenated
data; the rms error from this estimate is displayed as a percentage of the mean connectivity of
each subject’s network matrix. Coloured dots identify individual subjects.
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the standard regularised solutions, producing a reduction in error which is on

the same order of magnitude as the subject-to-subject variation in this metric.

The only exception is the sparse hierarchical model in meg, which does not

outperform the Graphical lasso (glasso). (A paired t-test for a difference in

mean performance, conducted non-parametrically using 5000 sign flips of the

difference between pairs, gave p=0.45 for this exception, and p <0.001 for the

other cases.) These results equate to a mean improvement in estimation (with

standard deviation over subjects), compared to glasso, of 0.7±7% (14±6%) of the

average connection strength for the meg data, and 18±6% (19±5%) for the fmri

data, when using the (weakly-) sparse hierarchical model. It is worth noting that

the weakly-sparse hierarchical model can beat glasso, in both modalities, even

when the regularisation parameter for the latter is chosen with knowledge of the

correct solution—when it is allowed to cheat. If λ is chosen for each subject so

as to minimise the difference between the estimated network and the solution

used here as truth, the proportional error with standard deviation over subjects

for the glasso estimate is 82±8% for fmri and 83±7% for meg. The hierarchical

model can therefore reduce network estimation error to an extent that is better

than glasso would ever be able to achieve.

The fused glasso of (Danaher et al., 2015), which performed quite well

on simulations, did not approach convergence on these short datasets even

after five days of computation on a MacBook Pro (with a 2.8 ghz processor

and 16 gb of ram). Cross-validation of the parameters and computation of a

solution was therefore unachievable in a sensible time-frame, and results from

this method are not available for comparison.
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trait prediction using fmri functional connectivity

The hcp has released an analysis of the ability of functional connections to

predict a wide range of biological and behavioural traits,17 using all 841 sub-

jects with resting-state fmri recordings, suggesting that in some cases there is

discriminative information embedded within the functional connectome. We

chose two of the better-predicted traits, scores on a picture vocabulary test (a

measure of crystallised intelligence18), and sex. Figure 5.9a on page 170 presents

a comparison of predictive performance on these two measures using partial

correlation networks estimated using Tikhonov regularisation (the algorithm

employed in the hcp’s published results), and the fully-sparse andweakly-sparse

hierarchical models. In both cases, the differences in predictive ability between

the models is smaller than the error on the cross-validated estimate (although

there is no difference in sampling or random variation between the methods).

The correlation between scores on the picture vocabulary test and the predicted

responses are slightly worse (by a few percent) for the hierarchical models,

whereas there is a slight improvement in accuracy for the prediction of biolo-

gical sex (although the accuracies are so close to 0.5 that it is difficult to have

confidence in the performance of any model). We were principally interested in

the differential prediction ability of the models, so permutation tests to look for

significant classification have not been performed.

The group average functional connectivities inferred by the three models

are very similar (too close to see major differences when connection strengths

17 Available at db.humanconnectome.org/megatrawl/.
18 Crystallised intelligence is defined by Wikipedia (on the 21st August 2016) as ‘the ability to use

skills, knowledge, and experience. It does not equate to memory, but it does rely on accessing
information from long-term memory.’ This is in contrast to fluid intelligence which characterises
an ability to reason, deduce and to solve novel problems.

http://db.humanconnectome.org/megatrawl/
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Figure 5.7: group average functional network for the hcp fmri data. Group average
partial correlation network, computed using the hierarchical model (hippo).The results obtained
using the traditional (Tikhonov-regularised) or weakly-sparse hierarchical models are visually
identical. Numbers and brain slices indicate the ica components which act as network nodes.

are displayed on a heat map). The average partial correlation network for the

hierarchical model is shown in figure 5.7 on page 168.19 Theposterior for the edge

inclusion variables gave very high probabilities (over 99%) for all connections,

presumably because the quantity of data in an hour’s total recording time

is sufficient to provide evidence for connectivity between all nodes, even if

this connectivity is small in some cases. Further support for this suggestion

19 Figure produced using Paul McCarthy’s visualisation tool in FSLNets.

http://fsl.fmrib.ox.ac.uk/fsl/fslwiki/FSLNets
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Figure 5.8: displacement of network matrices from their unregularised forms after
estimation with the hierarchical model. The rms distance between partial correlation matrices,
inferred with the strongly- and weakly-sparse hierarchical models, and the standard Tikhonov-
regularised estimates, is displayed as a percentage fraction (on a log scale) of the mean connec-
tion strength in each subject. Each dot represents a different subject. Much more adjustment
was made to the meg matrices than to the fmri networks.

comes from the individual subjects’ networks, which are hardly changed under

the hierarchical models from the conventional estimates; this is particularly

apparent in comparison to the adjustment made to the meg networks, shown

in figure 5.8 on page 169.

heritability of connectivity

The hcp dataset is a twin study, and the variability within the functional connec-

tomes of the subjects is determined, in part, by genetic and shared environmental

effects (chapter 4). Heritability, h2 (a), is the proportion of variance in a pheno-

type which can be explained by additive genetic factors. It is estimated using

linear decompositions of the variance into heritability, the environmental effect

shared between twins, c2 (c), and any other unmodelled variance sources and

noise, e2 (e). Improving the quality of network matrix estimation, therefore,
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Figure 5.9: performance of the hierarchical model. (a) Prediction of picture vocabulary
scores (top) and sex (bottom) from fmri functional connectomes.The correlation between scores on
a picture vocabulary test and the predicted scores after training a regression model using resting-
state fmri functional connection strengths is shown, together with the accuracy in prediction
of subjects’ sex using a similar logistic regression model. Results are presented for standard
Tikhonov-regularised network inference, and for networks inferred using the weakly-sparse and
fully sparse versions of the hierarchical model (hippo) presented in this chapter. Black crosses
indicate results from each of five cross-validation folds; the orange circle indicates the mean
of these scores. (b) Estimation of the mean heritability of functional connections in the meg beta
band. Heritability estimates are compared between the two versions of the hierarchical model
and estimation using sample covariance matrices, as performed for chapter 4. Bars give the
estimated effect, on average over all connections, and the error lines denote 95% bootstrapped
confidence intervals.

with a hierarchical model that is blind to the twin structure of the data, should

reduce estimates of e2 and increase estimates of heritability.

Replicating the analysis in chapter 4, we fitted ace models on each edge, and

analysed the average heritability over the edges, computing bootstrapped con-

fidence intervals and permutation-based tests for significance (results shown in

figure 5.9b). To allow easy comparison to the original study, we fitted the models

to correlation matrices: those estimated from the sample covariance matrix, and
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Figure 5.10: group average networks for the meg beta band. Group average functional
correlation networks in the meg beta-band (13–30 Hz), computed using three estimation meth-
ods: the sample correlation matrix (the same result as presented in chapter 4), the hierarchical
model hippo and the weakly-sparse version of hippo. Also shown is the median probability
model of direct connections in the group partial correlation matrix, computed using hippo.

correlation matrices estimated from inversion of precision matrices regularised

using the hierarchical inference procedure. Using the (weakly-) sparse hier-

archical inference procedure, the estimates of heritability (with 95% confidence

intervals in square brackets) increased from 0.5 [0.3, 0.7] to 0.7 [0.3, 0.9] (0.7

[0.3, 0.8]). (Permutation-based p-values computed for each respective model

are 0.005, 0.001 and 0.002.) This increase in heritability is related to a reduction

in the variance that is unexplained by genetic factors, shared environmental,

maternal or household effects, age, sex or brain size, of 0.19 and 0.15 percentage

points respectively for the sparse and weakly-sparse models (from an original
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estimate of 39% for e2). This corresponds to a noise reduction of about 50%

and 40% using the sparse and weakly-sparse models. These differences are not

explained by any random variation in noise or sampling, as exactly the same

data were passed into each of the covariance models. Group mean networks for

the three models are compared in figure 5.10 on page 171.

5.6 Discussion

We have presented two hierarchical models for the functional connectivity

measured with meg or fmri, which characterise connectivity by the partial cor-

relation between activations in rois, and jointly infer connection strengths for

individual subjects and the population average. This ability to perform joint in-

ference at multiple levels of the hierarchy, sharing information between subjects

and regularising connection strengths towards the group mean, is an innova-

tion in covariance modelling, previously only possible for functions of linear

effects (Gelman et al., 2014). A sparsity structure in the underlying ggm, which

is shared over subjects, can be explicitly encouraged and estimated. A Bayesian

modelling framework has been described, which allows scalable inference in

large models over many subjects, and which provides an approximate posterior

distribution over all variables.

Accurate estimation of precision and covariance matrices is difficult and

noisy, particularly if the number of data points available is not much greater

(or indeed, is less than) the number of free parameters in the matrices. A wide

range of techniques have been developed to tackle this problem, most of which

regularise weak elements of the matrices towards zero with some sparsity-

promoting scheme. The importance of estimating precision matrices in this
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fashion is clear in figure 5.3 on page 160, where over many different datasets,

the estimation of precision matrices using inversion of the sample covariance

matrix leads to a large amount of reconstruction error. In their ability to draw

information from many subjects at once, the hierarchical covariance models

outperform a wide range of methods, fitted to individual subjects, that represent

the current state of the art in covariance modelling. In simulations with large

amounts of between-subject variability, the hierarchical models continue to

succeed, additionally outperforming models fitted to the entire concatenated

dataset.

Hierarchical model structures and the partial pooling of information over

subjects can be most useful when limited data are available within each sub-

ject (Gelman et al., 2014). Compare, for example, the improvement in matrix

reconstruction for simulations 2–4, in figure 5.3, for which the number of sub-

jects and network nodes remains constant, but the amount of data available

within each subject increases. The hierarchical models do well in each case, but

the differential improvement over more basic models is largest for the case with

the least data. We observe the same effect in our studies of real data. Network

estimation with a limited subset of both fmri and meg recordings can be greatly

improved using the hierarchical models (see figure 5.6 on page 165). The key

point is that the quality of single-subject connectivity inference is enhanced,

using commonalities between subjects to reduce the noise within each. Thus,

estimates of the heritability of functional connectivity using meg beta-band data

are increased (figure 5.9b on page 170), because a portion of the noisy variability

within the dataset is reduced.

Why, then, is there no improvement to speak of in the quality of biological

and behavioural trait prediction using functional networks estimated from fmri
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data? Part of the answer may be that, in fact, functional connectivity encodes

very little information that can be extracted by a linear model about subjects’ sex

or their scores on picture vocabulary tests. However, we suggest that the same

line of reasoning can be applied. In the hcp dataset, there is vastly more data

available for connectivity inference in fmri than for meg: the total recording

time for fmri is one hour, for meg 18 minutes, and in our analyses we estimate

networks with 25 nodes in the former case and 39 in the latter. (Sampling rates

are comparable across the two modalities because we apply our network mod-

els to the down-sampled power envelopes of meg recordings.) The quantity of

data may therefore be dominating the prior, such that the hierarchical model

provides little improvement over simple estimates. An assessment of the differ-

ence between networks inferred using the hierarchical models and the standard

inference approach confirms that the connectivity matrices inferred from fmri

data were indeed manipulated much less than those inferred from meg data (fig-

ure 5.8 on page 169). If we were to tackle larger networks in fmri, increasing the

number of parameters to be inferred from the data, our hierarchical approach

might become more useful.

Sparsity in functional connectivity matrices provides not only a mechan-

ism to improve noisy estimates, but can also improve the interpretability of

the networks. An assessment of whether a connection is present in one group

of subjects (for example, healthy controls), but absent in another (patients, to

complete the analogy), appears to be a pleasingly simple categorisation to many

authors, although this may only reflect attitudes promulgated by the prevailing

null hypothesis testing framework. Our sparse hierarchical model offers an ana-

lyst the ability to draw samples from the approximate posterior distribution of

the sparse graph representing the network structure of her dataset. She would
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then be able to construct posterior summaries of any function of that graph,

f (Z ), such as posterior confidence intervals on a range of graph theory metrics.

One can envisage performing a Bayesian comparison of the degree centrality

in functional networks inferred from schizophrenic patients as compared to

controls, for example. Using a fully probabilistic description of the network

connections would be preferable to testing degree centrality (or another metric)

over many binary network matrices created with a sliding scale of thresholds,

as is currently best practice. However, while simply using mcmc chains to aver-

age over possible models can provide effective regularisation of the parameter

estimates, making inferences about graph theoretic functions of the network

structure requires two conditions to be met. The first is basic, in that the analyst

must be confident that she has run the sampling chains for long enough that

she has obtained a good characterisation of the posterior. The second condition

is that she must believe that a network model with a shared sparsity structure

across subjects is a good representation of the data. If it is not, then any further

analysis based on this graph structure is uninterpretable, whether a posterior

distribution can be constructed or not. We turn to this second assumption now.

The sparse hierarchical model we present expressly shares the sparsity struc-

ture over all subjects: the network structure is therefore considered a property

of the entire population, about which no subject is considered to deviate. This

may be plausible, particularly if analyses are restricted to sub-populations in

which this assumption holds (fitting themodel separately to patients and healthy

controls, for example). However, we also made this choice because it enables

tractable sparse inference within the hierarchical structure, and allows efficient

computation within the mcmc sampler. Although we can conceive of vastly

more complicated prior structures, with individual network structures for each
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subject, linked perhaps by a Markov Random Field, we have not attempted such

an inference program. Can we evaluate to what extent our prior assumption

holds water?This is difficult without comparison to more general structures. We

note, however, that inference using the large fmri dataset gave evidence over-

whelmingly in favour of the full model—that is, the model with all connections

present. (Although, with sufficient data, there can be enough support for very

small, but significant, effects.) Additionally, the performance of the sparse hier-

archical model was not as strong as the weakly-sparse prior structure when used

to estimate networks from a small subset of the meg data (figure 5.6 on page 165).

As a result, we suggest that the sparse model structure can be used for effective

regularisation of connectivity estimation, and that further interpretation of the

network structure be performed with care.

Explicit sparsity was only one flavour of the hierarchical prior that we in-

troduced. The other keeps all connections in the model but weakly promotes

sparsity by regularising the population-level connectivity estimates, and encour-

aging connectivity strengths in individual subjects to be distributed about this

point. Our framework for the prior and the inference scheme will allow further

customisation: stricter continuous distributions that more strongly encourage

sparsity, such as the Laplace or horseshoe priors, could easily be incorporated. In

our tests on real data, the weakly-sparse hierarchical model performs similarly

to the stricter spike-and-slab prior (see figures 5.6 and 5.9). However, the need

for convergence of the posterior over the edge inclusion variables Z (which

exhibit highly autocorrelated behaviour) is removed, so the total run time need

not be as long. The fmri and meg results for this chapter were produced using

parallel sampling chains that took about 14 hours to run for the weakly-sparse

model, and 20 hours for the sparse model.
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As well as providing a Bayesian framework for characterising uncertainty

about connection strengths and network structures, the hierarchical models

outperform the best competition in a number of additional ways. The popular

glasso algorithm cannot offer the same quality of network reconstruction. An

advanced multi-subject extension of this program, the fused graphical lasso,

cannot match the sparse hippo algorithm in our simulations, and is too slow to

be useful on real datasets. The best Bayesian sparse model for connectivity, the

G-Wishart distribution, offers precise estimation for individual subjects, but is

impractical for use in any study with moderate numbers of subjects, or even

functional networks with 50 or more nodes.

In conclusion, we have presented an advance in functional connectivity

and covariance modelling by designing sparse and weakly-sparse hierarchical

priors for the distribution of connection strengths over subjects. The inference

program, hippo, is sufficiently scalable to allow it to be applied to conventional

neuroimaging datasets. Improvements to the quality of single-subject network

estimates are possible, particularly in small or noisy datasets, with concomitant

increases in sensitivity to properties of interest (such as heritability) in the

functional connectomes. The models are applicable both to fmri and to meg

data, and we hope they will enable improved inference for studies in both

modalities.



6
Conclusion

I have set out new network modelling methods for use in meg and fmri.

In a case-study multi-modal analysis, I have found new evidence for the

genetic basis of functional connectivity in humans. I will briefly highlight the

novel contributions and impact of this thesis, before looking ahead to how these

new techniques can continue to be improved and applied.

6.1 Contributions of the thesis

network modelling methods

Leakage-corrected connectivity analysis in MEG

Chapters 2 and 3 developed and tested a new method for network modelling

in meg that is robust to spatial leakage artefacts. This method removes any

shared signal between the nodes of the network, enabling any multivariate con-

178
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nectivity model to be applied to the data. I focussed in particular on correlation

analyses and ggms, the use of which enable direct parallels to be drawn to net-

work estimation in fmri, facilitating the synthesis of evidence from multi-modal

datasets. Chapter 3 demonstrated that the repeatability of network estimation

in meg, using short-acquisition resting-state scans, is in general quite poor,

with the variance shared between networks inferred from successive scanning

sessions rarely greater than 0.5. Nevertheless, correlations and partial correl-

ations between the envelopes of leakage-corrected time series were shown to

outperform a wide range of alternative, popular methods in this regard.

Outside of the work presented in this thesis, leakage-corrected envelope

correlations estimated using my methodology have already shown sensitive dif-

ferences in connectivity between patients suffering frommotor neurone disease,

when compared to healthy age-matched controls (Proudfoot et al., in prepar-

ation), and revealed marked differences in functional co-activation exhibited

during the different stages of sleep (Stevner, in preparation).

The software developed for leakage correction and network modelling in

meg is freely available from github.com/OHBA-analysis/MEG-ROI-nets/, and is

being incorporated into routine analysis pipelines at the Universities of Cardiff,

Toronto and Nottingham, as well as in Oxford.

A Bayesian multi-subject network model

Chapter 5 sets out a new hierarchical Bayesian model and inference procedure

for the group analysis of functional networks, with application to both meg and

fmri data. It offers improved inference of single-subject functional connectivities,

particularly for short-acquisition datasets, by leveraging information flexibly

from the whole group. It also provides the opportunity for inference on the

http://github.com/OHBA-analysis/MEG-ROI-nets/
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underlying graphical network, and a posterior distribution over any graph

theoretic function of this structure.

The HIPPO package for inference of this model is hosted at gitlab.com/

giles-colclough/OHBA-HIPPO/.

a genetic basis for functional connectivity

Using data from twins, collected with two imaging modalities, chapter 4 presen-

ted an analysis of the contribution of genetic factors to the phenotypic variability

of functional brain connectivity. I was able to show that genetic factors, rather

than the developmental environment, are of greater importance in determining

how the human cortex is functionally connected.

These findings are an important contribution to an active field within ima-

ging genetics that explores the links between genetics, disease, cognition and

patterns of brain activity. In addition, the results of the investigation into genetic

and environmental influences feed into the wider ‘nature vs nurture’ public de-

bate, by characterising the difference in contribution from these two factors

to the strength of intrinsic cortical communication, which is a fingerprint of

cognition and behaviour. This point is one of the more interesting outcomes of

the analysis, and has been largely ignored by the field so far.

Lastly, as a case study in multi-modal functional connectivity analysis, it

is intended to provide an example of how such studies should be carried out.

It promotes new, robust, non-parametric inference methods for heritability

analysis and encourages the incorporation of careful control analyses that past

work has lacked.

http://gitlab.com/giles-colclough/OHBA-HIPPO/
http://gitlab.com/giles-colclough/OHBA-HIPPO/
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6.2 Looking ahead

improving the existing models

A number of opportunities are available for enhancing the performance and

utility of the multi-subject network model presented in chapter 5. These can

be roughly split into enhancements to the sampling efficiency or the quality

of estimation on the network structure, and a look towards integration of the

method within a wider-scope analysis of the resting-state.

A more integrated analysis of resting-state network behaviour

Functional network estimation is predicated upon the underlying parcellation.

Indeed, it is becoming increasingly clear that the information content of a

functional connectome can be strongly affected by the quality and form of

the parcellation used. Separating the inference of network and nodes, then, is

perhaps a bad idea.

While my work has focussed on the second part of this process, many others

have improved the methods for categorisation and parcellation of cortex. A joint

inference framework for both parcellation and functional connectome has been

suggested for fmri (Harrison et al., 2015), but much of the modelling effort fo-

cussed on the spatial variability of nodes over subjects.The hierarchical network

modelling method of chapter 5 will fit nicely into this framework, providing a

more structured inference system—although for this union of variational and

sampling inference methods to succeed, there will be some hurdles associated

with computational efficiency to overcome.



6.2 | looking ahead 182

Efficiency of sampling

The hierarchical model can explicitly infer on the structure of a Gaussian graph-

ical network model, by sampling the binary elements of the adjacency matrix

that codes for the edges in the network. However, these Monte-Carlo estimates

of the probability of edge presence,

p (Zi = 1) =
1

N

N∑
s=1

Z s
i , (6.1)

formed by averaging the N sampled values of Z for each edge i , can be noisy.

More robust estimates can be obtained by estimating the presence or absence

of an edge, conditional on all other variables in the model,

p (Zi = 1) =
1

N

N∑
s=1

p
(
Z s
i = 1|{Z s

j,i }, {µ
s
j,i },σ

s
)
. (6.2)

This process of Rao-Blackwellization (Blackwell, 1947; Ghosh & Clyde, 2011;

Guan & Stephens, 2011) can be particularly useful for the estimation of binary

variables, and is an obvious next-step improvement to the sampling estimators

employed in chapter 5.

Broader work could be done to improve the efficiency of the sampler. For

example, better use could be made of parallel computational processes. Follow-

ing Gelman et al.’s advice, multiple sampling chains were used for inference

and analysis of convergence. This provides opportunities to use recent methods

that pass information on-line between different chains, allowing large jumps

between regions of parameter space and the sharing of information between the

parallel streams (Craiu et al., 2009; Laskey & Myers, 2003; Murray, 2010). Imple-

mentations of the algorithm that performs the necessary sequence of Cholesky
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decompositions on gpu cards might also offer performance improvements.

The methods developed for inference were specific to the model structure.

While Gibbs sampling is an old technique, it was appropriate for this application.

The model is not conjugate, and so not amenable to classic variational inference

(Beal, 2003) or expectation propagation (Minka, 2001, 2004) approaches. The

parameter space was too large and the datasets too big even for the advanced

multi-purpose sampling packages using Gibbs sampling (JAGS), Hamiltonian

Monte Carlo (STAN) or nested sampling (MultiNest) algorithms. A tailored solu-

tion seemed the best fit.

However, the process of designing specific inference schemes, whether for

variational or Monte Carlo inference, both in this application and in general,

is very time-consuming. There is an emerging methodology for approximate

Bayesian inference that looks set to dramatically cut this development time-

frame, offering opportunities for model development in three weeks rather than

three years.

an imminent revolution in bayesian inference

No-one working in any field of data analysis could fail to have missed the

massive success of deep neural network models, which are now at the heart

of nearly every artificial intelligence, robotic vision and on-line advertising

platform. The Bayesian inference community has, however, largely kept itself

isolated from the explosion of deep learning, fearing perhaps to dip its toe too

deeply into the pool of black-box methods, golden rules and dirty hacks that are

often needed to get adequate performance from deep neural net architectures.

During the course of my DPhil research, a bridge has been established between

the two camps. Kingma & Welling, in 2014, made two conceptual leaps. The first

http://mcmc-jags.sourceforge.net
http://mc-stan.org
http://ccpforge.cse.rl.ac.uk/gf/project/multinest
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was that the low-dimensional layers of a neural network can be understood as a

parametrised model for the data, and that the decoding and encoding networks

of an autoencoder are therefore synonymous with a non-linear forward model

and associated approximate inference procedure.1 The second was to employ the

variational bound for probabilistic inference as the optimisation target within a

neural net framework, demonstrating that very noisy Monte Carlo approxima-

tions of the intractable integrals2 that comprise this bound can be tackled using

established tools for stochastic gradient descent. Development of these ideas

by Yarin Gal has led to the realisation that almost any deep learning model can

be recast as a Bayesian inference problem (Gal & Ghahramani, 2015a,b). Vice

versa, almost any Bayesian model can be fitted using an approximate variational

solution (Gal, 2015), exploiting the scalable and efficient solvers and automatic

differentiation engines that are part of current deep learning packages.3 This

represents a major advance in Bayesian inference, with greater flexibility and

performance than other attempts in this direction (such as Kucukelbir et al.,

2015).

In the new paradigm, amodel and its approximate posterior can be expressed

in a high-level coding language. The variational objective, or lower bound on

the model’s evidence, is evaluated using one or more Monte Carlo samples.

Symbolic gradients of this objective are automatically calculated, and stochastic

optimisers used to fit the model. By eliminating many arduous analytical steps

and by-hand integrations, and making the software implementation easier to

relate to the overall model, much more time can be spent investigating model

specification and performance, rather than dealing with implementation.

1 The variational autoencoder was simultaneously discovered by Rezende et al. (2014).
2 Even using only one sample of the integrand as an estimator!
3 The most popular are perhaps Theano and Google’s TensorFlow engine.

http://deeplearning.net/software/theano
http://tensorflow.org


6.3 | final remarks 185

This approach is very new, and yet to be used for neuroimaging analyses.

However, I believe it holds great promise for bringing the power of large

Bayesian models to bear on the wealth and complexity of data that we col-

lect. It will surely be of particular use to the network modelling community as

the scope and quality of models continue to develop.

6.3 Final remarks

All of the complexity of human function and dysfunction is bound upwithin, and

expressed through, the functional connectome. By identifying a strong genetic

basis for these patterns of communication, I have added to the explorations of

this system that are currently scratching the surface of the multifaceted role

of connectivity for cognition. Our understanding will continue to grow, by

continuing to model the relationships between connectomes, behaviour and

health. Accurate modelling of individuals’ functional networks, in multiple

imaging modalities, will be the basis of this growth. It is my hope that the

methods developed in this thesis will contribute to this effort, and, with use,

will themselves grow and improve within it.



A
Probability distributions

Several definitions of the gamma, Wishart and G-Wishart distributions

exist. This apppendix lays out the conventions used for this thesis, which

align with Wikipedia and Gelman et al. (2014).

Gamma distribution

The gamma distribution with shape α and scale β is

Ga (x ; α , β) =
βα

Γ (α)
xα−1e−βx (a.1)

where Γ (·) is the gamma function.
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Wishart distribution

The G-Wishart distribution is

WG (X ; n,V ) =
|X |(n−p−1)/2

ZG (n,V )
exp

[
−
1

2
trace

(
V −1X

) ]
1Ω∈PG

(a.2)

where V is the scale matrix, n indicates the degrees of freedom, ZG is the in-

tractable normalising constant, and X is constrained to live on the cone PG of

positive definite p × p matrices with zeros indicated by the graph G.

When the graph G is full (all edges are present), the distribution is simply

the Wishart distribution, and the normalising constant is

Z (n,V ) = 2
np
2 |V |

n
2Γp

(n
2

)
, (a.3)

where Γp (·) is the multivariate gamma function.



B
Inference for the hierarchical model

Full details of the inference procedure and mcmc sampling scheme for

the hierarchical model of functional connectivity, set out in chapter 5, are

given in this appendix. The conditional distributions for the sampler are derived

at the end of this appendix in section B.6 on page 206 and the full sampling

algorithm is given in algorithm B.2 on page 201.

Inference occurs in two stages. First, estimation of a time course within each

roi. Second, inferring the precision matrices for each subject. Welding these

two stages together into a joint inference procedure is a level of complexity that

we have not yet tackled. However, uncertainty about the roi time courses in

the first phase can be easily passed up to the second by drawing consecutive

samples of the sum-of-squares matrix S for each subject, and using these as the

input for each step of the mcmc algorithm (Gelman et al., 2014).

188
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B.1 Activation within rois

To illustrate this point, we describe a simple linear regression model to infer the

activation within each roi (5.2). Assuming for simplicity that the measurement

noise in the voxels is isotropic and uncorrelated, sharing a common variance

σ2, and using simple uninformative priors,

(
Y ,σ2

)
∼ 1/σ2 (b.1)

(Gelman et al., 2014, ch. 14), the posterior is easily found as

Y |σ2,X ∼N
(
Ŷ ; Vσ2

)
(b.2)

σ2 |X ∼ Inv-χ 2
(
(v − p)ns , s

2
)

Ŷ =(A′A)−1A′X

V =(A′A)−1

s2 =
1

(v − p)ns
trace

( (
X −AŶ

) (
X −AŶ

) ′)
,

and samples for the sum-of-squares matrix for demeanedY can be easily drawn,

conditional on draws of σ , from a Wishart distribution,

S ∼Wp

(
ns ,Vσ

2
)
. (b.3)

It would also be possible to use inference procedures that can account for

more complicated or correlated noise models (e.g..Chappell et al., 2009; Penny

et al., 2007). However, as the best approach for constructing representative

time courses for rois is still a matter of much debate (Beckmann et al., 2009;
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Calhoun et al., 2001; Filippini et al., 2009; Harrison et al., 2015), and we prefer to

focus here on the precision modelling, we opt to use a simple linear regression

point-estimate, Ŷs =
(
A†A

) −1
A†Xs .

B.2 Estimation of temporal degrees of freedom

Our model for functional connectivity ignores the temporal complexity of the

data, assuming that all samples are independently drawn from the ggm struc-

ture. However, we cannot ignore the fact that the data we describe have strong

temporal autocorrelations, such that not every sample provides new informa-

tion, independent from its predecessors. Using a poor (over-) estimate of the

number of independent samples in the data will cause the Bayesian model to

inadequately capture the appropriate level of uncertainty within the posterior

distribution.

One approach to dealing with autocorrelated input data would be to tem-

porally whiten the data, but the merits of fitting an auto-regressive model then

modelling the covariance structure of the residuals have not been investigated.

Motivated partly by the estimation of spatial degrees of freedom in functional

neuroimaging studies (Groves et al., 2011; Worsley et al., 1992) and partly by

the estimation of the effective sample size of an mcmc chain, we estimate the

number of independent data samples in each subject as

ns =
n

1 + 2
∑∞

t=1 ρt
, (b.4)

where n indicates the number of data points and ρt is the temporal autocorrel-

ation of an roi time course at lag t . We estimate this effective sample size in
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each roi, then simply average over rois to get the final estimate. See Gelman

et al. (2014), ch. 11, for a full discussion in the context of Monte-Carlo sampling

and computation of the autocorrelations.

B.3 mcmc sampling scheme

description of approach

We propose a Metropolis-within-collapsed-Gibbs (mwcg) sampler for inference

of the precision matrices. The basic structure is of conditional Gibbs draws of

all parameters that can be identified with particular columns of the matrices.

A sample consists of drawing from each column in turn, in a random order.

Because of the symmetry within the matrices, this means that these parameters

are actually drawn twice within one sample. Some parameters are common to

all columns, and are drawn from their conditional distributions separately.

Within each Gibbs draw for a column, the model is largely conditionally

conjugate, and many parameters can be marginalised out, collapsing the Gibbs

sampler for this subset of parameters (van Dyk & Park, 2008). At the top level,

an mh algorithm is used to sample Z, the variables identifying which edges

are included in the model. The mh sampler is able to explore a conditional

distribution which marginalises over all subject-level edge strengths, and the

group mean edge strength, substantially reducing the correlations between

successive draws. It can be considered as a Bayesian model averaging procedure,

in which the sampler accepts or rejects proposed models based on the model

evidence (within a column) associated with their particular structure.The group-

average connectivity strengths µ can be drawn conditional on Z , marginalised
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over the subject-level strengths, which themselves fall out as Gibbs steps at the

bottom of the hierarchy.

edge-allocation vectors

We infer edge inclusion, for each column of the precision matrices, using a

Metropolis-Hastings chain. Following ideas in Peltola et al. (2012), we propose

changing k edges on each proposal, drawing k from a truncated geometric

distribution—a geometric distribution has only one tunable parameter, simpli-

fying the optimisation of the sampler. The proposal consists of deciding in turn,

for each of the k edges, whether to add or remove a variable, then picking the

altered variable at random. The acceptance probability corresponds to the ratio

of model evidences for the posterior with the set of new variables to the set of

old variables. The model evidence is computed by averaging out us and µ12.

Move proposal

A move of k edges is proposed from a geometric distribution with parameter

l ∈ (0, 1], p (k) = (1 − l)k−1 l , which has a mode at 1, and which is truncated at

either 20 or the number of edges in the column, whichever is smaller. Variables

are proposed to be added or removed from the model with a probability of

1/2, until there are no more variables to add or remove, when the probability

becomes 1 in the remaining direction, until k proposals have been made. Taking

γ to be the edge inclusion variables for a particular column,γ = z12, we call the

proposed model γ?. Borrowing the notation from Peltola et al. (2012), we call

the sequence of variable changes in the proposal ζ? = [ζ?1 . . . ζ
?
k
], such that γ?

is produced by applying toγ flips of the variables contained in ζ?. The proposal

distribution for each variable to add, conditional on the previous changes, is
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given by the normalised edge inclusion probabilities of all variables not in γ or

already proposed in ζ?. We estimate edge inclusion probabilitiesmj from mcmc

samples in the warm-up phase, bounding from below at 0.1 and from above at

0.9. The proposal distribution for variables to remove uses the same process,

with normalised estimates of the edge exclusion probabilities 1 −mj over the

variables inγ and not already proposed in ζ?. The full proposal distribution is a

sequential product of the individual proposals. We further define ζ to be the set

of edge changes which exactly undoes the processes in ζ?, to take γ? back to γ .

q1
(
γ?|γ ,ζ?

)
=




1 if γ? incorporates changes ζ? to γ

0 otherwise

q1
(
ζ?|γ

)
=

k∏
r=1

q1
(
ζ?r |γ , ζ

?
1:r−1

)
q1

(
ζ?r = +j |γ , ζ?1:r−1

)
=
1

2

mj∑
s <

(
γ ∪ ζ?1:r−1

) ms

q1
(
ζ?r = −j |γ , ζ?1:r−1

)
=
1

2

1 −mj∑
s ∈

(
γ \ ζ?1:r−1

) 1 −ms

h1
(
ζ |ζ?,γ ,γ?

)
=




1 if ζ is constructed using algorithm B.1

0 otherwise
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Algorithm B.1: procedure for generating reverse proposals. This algorithm, designed
by Peltola et al., is used to construct ζ and ζ?′, the set of steps to undo proposals γ? and γ ′.
The algorithm is designed such that it is reversible (generating ζ , then reversing to generate
ζ?, returns to the initial proposal).

def form_backward_move_proposal(zetaS , gamma , gammaS):

## 1.

# Construct intermediate

zeta_b = zetaS

zeta_b = reverse_order_of_removals(zeta_b)

zeta_b = set_all_operations_to_additions(zeta_b)

## 2.

# convert elements to removals to make

# a valid proposal from gammaS

zeta = make_valid(zeta_b , gammaS)

zeta = reverse_order_of_removals(zeta)

return zeta

Acceptance probability

The jump ratio and acceptance probability for a proposal (γ?,ζ?,ζ ) are

r =
p (γ?| {Ys } , χ ,σ ,a)q1 (γ ,ζ |γ?)p (k)h1 (ζ?|ζ ,γ?,γ)

p (γ | {Ys } , χ ,σ ,a)q1 (γ?,ζ?|γ)p (k)h1 (ζ |ζ?,γ ,γ?)

=
p (γ?| {Ys } , χ ,σ ,a)q1 (γ |ζ ,γ?)q1 (ζ |γ?)h1 (ζ?|ζ ,γ?,γ)

p (γ | {Ys } , χ ,σ ,a)q1 (γ?|γ ,ζ?)q1 (ζ?|γ)h1 (ζ |ζ?,γ ,γ?)
,

a1
(
γ?|ζ?,ζ ,γ

)
= min (1, r) , (b.5)

and the evidence for model γ is derived in section B.6 on page 206 as

p (γ | {Ys } , χ ,σ12,a) ∝
1

(2π)
∑
s ns/2
|D+

τ |
N/2a |γ+ | (1 − a)|γ− |

×
∏
s

{
|∆s

+ |
1/2e

1
2S

+†
12 ∆

s
+S

+
12

}
|Ξ|1/2

χ2
|γ+ |/2

e
1
2ϵ
†

+Ξϵ+ (b.6)
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where symbols + and − denote the subsets of variables within the column

which are included or excluded, respectively, in the model; |γ+ | is the number

of included variables in the column; and the remaining variables defined as

τ =σ−212 (b.7)

Dτ = diag
(
σ−212

)
(b.8)

ρs
+ =

(
D+
τ µ+ − S

+
12

)
(b.9)

∆s
+ =

(
Υs

+ + D+
τ

) −1
(b.10)

Ξ = *
,

1

χ2
+ ND+

τ −
∑
s

D+
τ ∆

s
+D

+
τ
+
-

−1

(b.11)

ϵ†+ =
∑
s

S+†12 ∆
s
+D

+
τ . (b.12)

An mh update with this acceptance probability will converge to the target

distribution (Peltola et al., 2012; Storvik, 2011).

Delayed rejection scheme

The sampler outlined above can be very inefficient in exploring the parameter

space, with only 1-10 edge changes in 100 samples on real data. To improve

on this, we use an additional technique suggested for sparse linear regression

by Peltola et al. (2012): the ability to create a second proposal, after the first is

rejected, which is in some way conditional on the first but which uses fewer

computations to propose and test for acceptance than the creation of an entirely

new proposal. Delayed rejection (Green & Mira, 2001; Mira, 2001; Trias et al.,

2009) is this process of proposing a secondary move, in such a fashion that

detailed balance of the whole chain is preserved. Peltola et al. demonstrate that

a secondary move can be constructed which is guaranteed to be accepted. The
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proposal distribution for this second move picks from a small number of models

(possible choices for the vector γ ′), which include the original model γ . We

describe this process now.

If the first proposal γ? is rejected, which occurs with probability 1 − a1, a

second proposal γ ′ is created. If k edges were first proposed to be altered, by

applying ζ? toγ ,γ ′ is chosen from the 2k models that consist of applying subsets

of ζ? to γ . Thus if γ = [1100] and the first proposal was ζ? = {+3,+4,−1} to

form γ? = [0111], the second proposal must be formed by applying one of ζ ′ : {

{}, {+3}, {+4}, {−1}, {+3,+4}, {+3,−1}, {+4,−1}, {+3,+4,−1} } to γ : γ ′ = {

[1100], [1110], [1101], [0100], [1111], [0110], [0101], [0111] }. This set of models

includes the original model γ and the rejected first proposal γ?.

As the delayed rejection proposal is a two-step move, in order to satisfy

reversibility we must be able to construct a two-step backwards move, with

proposal distribution q2
(
γ |γ ′,ζ?′

)
. This requires its own intermediate proposal,

γ?′, which need not be the same as γ?, but should require the same number of

edge flips to reach, k , as the initial proposal.

The proposal distribution q2 for choosing between this set of models is

constructed such that the acceptance probability of this delayed step is unity,

a2 = 1. We can see that the full expression for the acceptance probability after

a two-stage proposal is

a2
(
γ?|ζ?,ζ ,γ

)
= min

*..
,
1,

p (γ ′ | {Ys } , χ ,σ ,a)q1
(
γ?′,ζ?′ |γ ′

)
p (k)

p (γ | {Ys } , χ ,σ ,a)q1 (γ?,ζ?|γ)p (k)
(b.13)

×

(
1 − a1

(
γ?′ |ζ?′,ζ ′,γ ′

) )
q2

(
γ |γ ′,ζ?′

)
(1 − a1 (γ?|ζ?,ζ ,γ))q2 (γ ′ |γ ,ζ?)

+/
-
,

where as before, ζ?′ is constructed using algorithm B.1. The secondary proposal
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is therefore guaranteed to be accepted for

q2
(
γ ′ |γ ,ζ?

)
∝p (γ ′ | {Ys } , χ ,σ ,a)q1

(
γ?
′
,ζ?
′
|γ ′

)
(b.14)

× p (k)
(
1 − a1

(
γ?
′
|ζ?
′
,ζ ′,γ ′

) )
,

which is the product of the probability of the target model, γ ′, the jumping

probability to the intermediate proposal in the reverse direction, and the prob-

ability of rejecting that proposal. The distribution is normalised over the range

of models considered for
{
γ ′

}
. Sampling from q2 involves re-computing (b.6)

with sequential updates to a set of Cholesky decompositions as variables are

added or removed. It is possible to do this with an efficient implementation,

in which the computational complexity scales as O
(
N2kk

)
; see Clarke (1981);

Peltola et al. (2012); and Smith (1989) for details.

Utilising this delayed rejection scheme can greatly increase the efficiency

on real data, realising around 25 edge changes in 100 samples, an improvement

of two- to ten-fold on performance without it.

Construction of reverse move

We use the construction of a backward proposal set out in Peltola et al. (2012)

to build ζ?′ and, for consistency, ζ . The algorithm (B.1 on page 194) is designed

such that it is reversible (generating ζ , then reversing to generate ζ?, returns

to the initial proposal), and such that q2 (γ ′ |γ ,ζ?) = q2
(
γ ′ |γ ′,ζ?′

)
, which

ensures that the probabilities in the distribution of the delayed proposal are

independent of which primary model they are conditioned upon.
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between-subject variance

Within each column, we sample the between-subject variance parameters σ12

using an mh kernel. A Gibbs draw conditional on the subject-level connection

strengths is possible, but we found that this led to highly correlated behaviour.

The target density is derived in section B.6 on page 206,

p (σ12 |χ ,γ , µ12, {Ys }) ∝
1

(2π)
∑
s ns/2
|D+

τ |
N/2e−

N
2 µ
†

+D+
τ µ+ (b.15)

×
∏
s

{
|∆s

+ |
1/2e

1
2ρ

s†
+∆s

+ρs+

}

×
∏
i




1

σi ·
(
2πs2σ

) 1
2

e
−
(log σi .−log mσ )2

2s2σ



.

We use a proposal density that is multivariate normal on logσ12,

q (σ ′ |σ) =
1∏

i σi · (2π)
q/2
|c2Σlog σ |

−1/2 (b.16)

× e−
1
2 (log σ−log σ

′)T
(
c2Σlog σ

) −1
(log σ−log σ ′) ,

with a scaling on the covariance matrix of c2. This gives an acceptance probab-

ility of

a (σ12
′ |σ12) = min

(
1,
p (σ12

′ |χ ,γ , µ12, {Ys })

p (σ12 |χ ,γ , µ12, {Ys })

∏
i σi ·∏
i σi ·′

)
. (b.17)

adaptive sampling phase

We use a warm-up period (an initial set of samples, often the first half) to auto-

matically adapt the properties of our sampler. At the end of the warm-up, we fix

all values and let the sampler continue into the sampling phase proper. Adjusting



b.3 | mcmc sampling scheme 199

the properties of the kernel during the warm-up breaks the detailed balance

conditions of the mcmc chain, but this is not problematic if the samples from the

warm-up period are not used for inference (Gelman et al., 2014). Four parameters

are adapted. For the proposals on Z , the edge inclusion probabilities M and the

parameter for the geometric distribution which controls how many edges are

proposed, l , are updated. For the proposals on the between-subject variance

parameters, σ , the covariance matrix and scale of the kernel are adjusted.

The covariance structure of logσ and the edge inclusion probabilities can be

periodically updated using the history of samples in thewarm-up period. To tune

l and c , however, a criterion for the optimal acceptance rate of the respective mh

samplers is needed. Various authors propose different heuristics for this target.

David MacKay (MacKay, 2003) motivates a rule-of-thumb acceptance rate of 0.5

as maximising the rate of information transfer about the sampled distribution,

viewing the sampler as a noisy communication channel. More theoretical work

by Gelman et al. suggests an acceptance rate of 0.44 for unidimensional systems,

dropping to 0.23 for dimensionalities greater than 5 (Gelman et al., 2014, 1996;

Roberts et al., 1997); this may be achieved for Gaussian proposal distributions

and approximately normal posteriors on i.i.d. variables by choosing a jumping

kernel which has a covariance matrix scaled relative to the target distribution by

a factor of 2.38/√d (for dimensionality d). Alternatively, for highly non-Gaussian

systems, the expected squared jump distance for the Markov chain can be

maximised (Pasarica & Gelman, 2010). Peltola et al. take this last approach,

deriving the optimisation target for the binary variables in their sparse linear

regression problem. On simulated and real data, our sampler never approaches

optimal acceptance rates (presumably because of the high correlations induced

over samples by the Gibbs structure over columns), and it suffices to maximise
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the number of edges changed per sample.

In total, we divide sampling into five phases.

1. Sample from the full model to allow all parameters to converge without

the sparsity constraints. Set c = 0.5, Σlog σ = I andmij = 0.5.

2. Introduce the mh sampler on Z , moving one edge at a time (for example,

by setting the geometric distribution parameter l to 0.999). This allows

the sampler to move towards a likely model structure. SetΣlog σ to match

the covariance of the sampled values of σ12 about the posterior mean,

and set the scaling for its mh kernel c = 2.38/√q. Periodically update the

covariance structure for the sampler on Σlog σ and adjust c with propor-

tional increases or decreases to achieve an acceptance rate for samples in

logσ of about 0.23.

3. Start adjustment of l . A bracketing system is used to identify the optimal

value, which maximises the number of edges accepted per sample. Peri-

odically update the estimate of edge inclusion probabilities M , using the

history of samples of Z . Fix Σlog σ and c in this phase.

4. Last phase of the warm-up. Fix l . Continue adjustment of edge inclusion

probabilities M and the covariance of logσ , Σlog σ .

5. Sampling phase. Set all sampling hyperparameters (M , l , Σlog σ and c).

Only these samples are used for inference.
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sampling algorithm

Algorithm B.2: mcmc sampling algorithm for Hierarchical Inference of Posterior Precisions

in OSL (hippo).

1. Draw top-level probabilities of edge inclusion from a Beta distribution,

incorporating the relative proportions of edges present or absent in the

model.

a |Z ,aπ ,bπ ∼ Beta *.
,
aπ +

∑
i<j

zij ,bπ + nE −
∑
i<j

zij
+/
-

(b.18)

where nE =
p(p−1)

2 is the total number of edges.

2. Sample auxiliary variable ση as a variance parameter for edges of strength

ηij .

σ2
η |η,A ∼ Inv-χ 2 *.

,

∑
i<j

zij + 1,
A+

∑
i<j zijη

2
ij

1 +
∑

i<j zij

+/
-

(b.19)

3. Sample auxiliary variable ξ , which takes the form of a posterior from

linear regression over all edges.

ξ | {Ωs } ,σ ,η ∼ N
*...
,

∑
i<j

zi j
σ2
i j

∑
s ω

s
ijηij

1 +
∑

i<j
zi jNη2i j
σ2
i j

,
1

1 +
∑

i<j
zi jNη2i j
σ2
i j

+///
-

(b.20)

4. Sample the regularisation on the diagonal for each subject, which is
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Gamma distributed under its conjugate prior.

λs |Ωs ∼ Ga *
,

1

3
+ p,

∑
i

ωs
ii

2
+
-

(b.21)

5. Reform χ = |ξ |ση

6. Choose column j at random from
{
1 . . .p

}
, without replacement.

(a) Re-arrange rows and columns of each set of matrices, so that column

j is at the end.

(b) Compute the principal minor Ωs
11, its inverse

Ωs
11
−1 = Σs

11 −
Σs

12Σ
s
12
†
/Σs

22 , (b.22)

the diagonal matrix of inverse-variances Dτ = diag
(
σ−2ij

)
and, for

those edges in the model,

Υs =(s22 + λs)Ωs
11
−1 (b.23)

∆s
+ =

(
Υs

+ + D+
τ

) −1
. (b.24)

(c) Sample edge inclusion variables, γ = z12, drawing values of σij , ηij

from their priors (for proposed additional edges) when necessary to

compute the acceptance ratio’

Generate a proposal move (γ?,ζ?,ζ ) using proposal distribution

q1
(
γ?,ζ?,ζ ,k |γ

)
= p (k)q1

(
γ?|γ ,ζ?

)
q1

(
ζ?|γ

)
(b.25)

and accept with probabilitya1 (γ?|ζ?,ζ ,γ) (b.5). Perform a low-rank
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update to ∆s
+ if necessary.

If this first proposal is rejected, perform a delayed rejection step,

accepting with certainty one of the models formed by applying a

subset of elements of ζ? toγ . The accepted model is drawn from the

proposal distribution q2 (γ ′ |γ ,ζ?) (b.14).

(d) Sample contributions to group mean edge strengths, integrating out

subject-level strengths.

η+
12 |ση, ξ , {Ys } ,σ ∼ N *

,
−Ξ+

∑
s

(
D+
τ ∆s

+S
+
12

)
/ξ , Ξ+/ξ2+

-
(b.26)

for Ξ+−1 = 1
χ2

+ ND+
τ −

∑
s

(
D+
τ ∆

s
+D

+
τ

)
.

(e) Reform µij = ξηij .

(f) Sample substituted variable νs for each subject.

νs |Ys , λs ∼ Ga
(
ns
2
+ 1,

S22 + λs
2

)
(b.27)

(g) Sample edge strengths for each subject.

us | ∼ N
(
∆s

+

(
D+
τ µ+ − S

+
12

)
,∆s

+

)
(b.28)

(h) Undo parametrisationsωs
12 = us and ωs

22 = νs +us†Ωs
11
−1us .
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(i) Update the subject covariance matrices in block fashion.

Σs
12 = − Ωs

11
−1us/νs (b.29)

Σs
22 =1/νs (b.30)

Σs
11 =Ωs

11
−1 +

(
Ωs

11
−1us

) (
Ωs

11
−1us

) †
/νs (b.31)

(j) Sample the subject-level variance, for those edges for which zij = 1, us-

ing an mh sampler with a Gaussian proposal distribution on logσ12

to draw from p (σ12 |χ ,γ , µ12, {Ys }).

(k) Return to loop over columns until complete.

B.4 Initialisation and assessment of convergence

It is good practice in Bayesian computation to run several mcmc chains from

different starting points, then assess the quality of the inference through a pro-

cess of calculating heuristics and inspecting the chains (Gelman et al., 2014).

Common heuristics include assessing the effective number of samples in the

chains neff (using the same formula that we employ to estimate temporal de-

grees of freedom in our data, equation b.4), and requiring that the Gelman-

Rubin scale reduction statistic R̂ falls below 1.1 for all parameters (Gelman &

Rubin, 1992). However, both of these estimates are only valid for approximately

normally-distributed parameters. Furthermore, we have discussed in chapter 5

the impossibility of completely exploring the parameter space of the sparse

model. The Metropolis sampler is able to converge very rapidly to plausible

models, but in our experience tends to get stuck in local minima.

We therefore take a two-pronged, pragmatic approach. Firstly, we initialise



b.5 | posterior summaries 205

the sampler using a quick exploration of the target space. We run a large number

of model chains (say 10) for a short amount of time (say 5000 samples). Typically,

one chain will find a set of models with consistently higher probabilities than

the other chains. We seed the full inference run using a subset of models from

this first bout as initialisation points for the network structure, picking model

structures using an importance sampling algorithm on the exploration samples.

This enables us to initialise inference from a region of high probability.

Secondly, we perform inference using several sampling chains (perhaps 4),

for as long as we can afford computationally. Afterwards, we inspect the chains

visually, and compute neff and R̂ for the non-binary variables. If the chains have

explored very different parts of the probability space, we can either run the

simulations for longer, restart the inference with new initialisation points, or

make do with a poor characterisation of the posterior. This method is similar in

style to the practical attitude taken in the variable selection literature, searching

and averaging over a subset of plausible models (George & McCulloch, 1993,

1997; Raftery et al., 1997). While not characterising in full the highly multi-modal

posteriors, if it is able to improve on the performance of previous algorithms

for covariance modelling and provide interpretable inference, then we feel that

our approach is justified.

B.5 Posterior summaries

With the caveats mentioned above held in mind, the set of samples from the

mcmc chains can provide (approximately) a complete description of the pos-

terior. Typically, the posterior over particular variables can be summarised with

the mean and variance of the relevant samples. Two small subtleties pertain.
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Firstly, we summarise the graphical model structure not with the mode of the

distribution (the highest probability model), but with the median probability

model (constructed by taking the mean of Z across all samples), for which there

is greater theoretical support (Barbieri & Berger, 2004; Guan & Stephens, 2011).

Secondly, we have drawn samples of the precision and covariance matrices for

each subject, but we are more interested in the correlation and partial correl-

ation matrices as expressions of functional connectivity. Following Marrelec

et al. (2006), we simply rescale each sample, computing partial correlations as

ρij = −
ωij
√
ωiiωjj

(b.32)

and construct samples of population-level effects by averaging the partial cor-

relation matrices across subjects.

B.6 Conditional distributions

We derive the conditional distributions needed for the Gibbs draws in the mcmc

scheme.

We start with the conditional distribution for all variables grouped into

columns, taking the last column without loss of generality. We perform variable

substitutions (5.6)

(us , νs) =
(
ωs

12, ω
s
22 −ω

s
12
†Ωs

11
−1ωs

12

)
(b.33)

Υs =(s22 + λs)Ωs
11
−1 ,
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to yield

p (γ , µ12,σ12,u | {Ys } ,−) ∝
∏
s




1

(2π)
ns/2

e−
1
2u

s†
+Υs

+u
s
+−S

+†
12 u

s
+
|D+

τ |
1/2

(2π)
|γ+ |/2

e−
1
2

(
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) †
D+
τ

(
us+−µ+

)

×e−
1
2u

s†
− Υ

s
−u

s
−−S

−†

12u
s
−δ (us

−)
}

× a |γ+ | (1 − a)|γ− | π (µ12)π (σ12) , (b.34)

where γ = z12, the edge inclusion variables for the column; symbols + and −

denote the subsets of variables within the column that are included or excluded,

respectively, in themodel; |γ+ | is the number of included variables in the column;

Dτ = diag
(
σ−212

)
; and π (x) indicates the prior on variable x . Complete the

square to find

p (γ , µ12,σ12,u | {Ys } ,−) ∝
1

(2π)
∑
s ns/2

1

(2π)
N |γ+ |/2

|D+
τ |

N/2a |γ+ | (1 − a)|γ− | e−
N
2 µ
†

+D+
τ µ+

×
∏
s

{
e−

1
2u

s†
+∆s

+
−1us++ρs†+us+

}
π (µ12)π (σ12) ,

where ρs
+ =

(
D+
τ µ+ − S

+
12

)
and ∆s

+ =
(
Υs

+ + D+
τ

) −1
.

This immediately gives the conditional for u,

us
+ ∼N

(
∆s

+

(
D+
τ µ+ − S

+
12

)
,∆s

+

)
(b.35)

us
− =0 . (b.36)
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The subject-level variables u can be marginalised over,

p (γ , µ12,σ12 | {Ys } ,−) ∝
1

(2π)
∑
s ns/2

1

(2π)
N |γ+ |/2

|D+
τ |
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giving the conditional distribution for µ12, marginal over us ,

p (µ12 |χ ,γ ,σ12, {Ys }) ∝
1

(2π χ2)
|γ− |
2

e−
1
2
µ−µ−/χ2 1

(2π χ2)
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2
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1
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(b.38)

p
(
η |ξ ,ση,γ ,σ12, {Ys }
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whereq = p−1, the number of edges in a column,Ξ =
(
1
χ2

+ ND+
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The conditional distribution for σ12 can also be drawn out here,

p (σ12 |χ ,γ , µ12, {Ys }) ∝
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(b.40)

For the edge inclusion variables, we can further integrate out µ12, in the same

manner,
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