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Abstract

Spin qubits in silicon-based quantum devices are a candidate quantum computing

architecture because of their high fidelities, long coherence times and pathway to

scalability. However, their potential for scaling is tainted by device variability. Each

device must be tuned to operation conditions. Automated artificial intelligence-based

tuning methods are necessary as individual devices scale and the dimensions of the

tuning parameter space increase. This thesis presents algorithms for the automatic

tuning of silicon-based quantum device architectures. I demonstrate a machine learning-

based algorithm that is capable of tuning a 4-gate Si FinFET, a 5-gate GeSi nanowire

and a 7-gate Ge/SiGe heterostructure double quantum dot device without human

intervention. I achieve double quantum dot tuning times of 30, 10, and 92 minutes,

respectively. I construct a new classifier of quantum transport features using machine

learning and obtain novel insights into the double quantum dot parameter space across

the different device architectures. I demonstrate the first algorithm for the automatic

tuning of an ion-implanted donor in silicon device up to the point of readout calibration

within 10 minutes. Modules relying on computer vision perform signal processing of

quantum transport measurements synonymous with donor spin in silicon devices and

enable tuning and characterisation faster than human experts. Finally, using machine

learning I infer true qubit states from imperfect measurements and cross-examine

our method on simulated data. I estimate initialisation fidelities of 99.34% for a

Si-MOS qubit at 1 kelvin, further validating silicon-based architectures as a platform

for quantum computing. These results show that AI-enabled automation is integral to

the wave which carries silicon-based quantum devices towards the shores of universal

fault-tolerant quantum computation.
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Chapter 1

Introduction

I think there is a world market for

about �ve computers.

Thomas J. Watson

In 1492 there were no horses in America. An animal now synonymous with

American culture, politics, growth and identity only reappeared on the continent after

the arrival of Christopher Columbus in 1493 [1]. 400 years later, American cowboys

and cowgirls could not imagine life without a horse. Similarly, today we struggle

to make it through an hour without checking on our tailored stream of information

delivered by a mobile pocket computer. A pocket computer built on the horseback of

the silicon transistor. A billion silicon transistors, all working harmoniously, carrying

gigabytes of information. Globally, there are over a billion computers each with over

a billion transistors, an unimaginable outcome for Thomas J. Watson of IBM who

thought that the market for computers was limited to single digits.

We squeal; plucked from the ice-cold Steel-Age baby's bath water, only to �nd

comfort, tightly wrapped and bundled in densely woven blankets of software running

on silicon. We are now in the Silicon Age. Although it is a material of a grey

metallic lustre in colour, its prominence continues to be re�ected. The late Gordon

Earle Moore observed in 1965 that the number of transistors on a microchip doubled

1
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every two years. Computational power has continually increased; the modern-day

smartphone can perform arithmetic faster than the supercomputers which landed

man on the moon in 1969. Half of the world's top ten most valuable companies are

either expert manufacturers of silicon transistors or exceptionally adept at developing

software to perform calculations upon them. The proliferation and access to raw

computing power throughout the new millennium have enabled our ability to process

and harness the exponentially increasing amount of data created. Evident milestones

of our capabilities are not limited to but include Deep Blue, AlphaZero, AlphaFold,

Dall-E, and chatGPT. A short list of computers and arti�cial intelligences (AIs) that

dethrone Chess grandmasters, conquer Go world champions, predict the structures of

the molecular building blocks of life, generate realistic images from text and converse in

a human-like manner based on context and prior conversation. However, in light of all

of these achievements and our historical growth of computational prowess, computers

are bound by their physical nature in the class of problems that they can solve.

My computer is limited. My current classical computer is limited. Despite all the

computational power in the world were I to use all of it, there would still be problems

I would be unable to solve in my lifetime and many generations yet to come. Some

of these limitations have their advantages. Secure communication over the internet

relies on the in�nitesimally small statistical probability of a bad actor being able to

solve hard problems [2]. In many cases, the only approach is to make a series of

guesses at a solution and see if one of them is correct. There are however many

disadvantages to limitations in computational power. Many of these limitations lie

in solving problems which reside in the quantum realm of nature and could lead to

signi�cant advancements in medicine and science [3]. To solve problems like these, a

sizable upgrade to current computers is needed. Increasing their memory will not help,

and including graphical processing units (GPUs) will not make a noticeable impact on

the time to reach a solution for multiple problems. But, we are possibly heading along

the right path, which is altering how the computer processes information.
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Each individual unit of information, a bit, can carry a single value in a classical

computer - either a one or a zero. In a quantum computer each bit, or qubit, can

carry more than a single classical bit of information. This is due to the quantum

mechanical phenomenon of superposition.N qubits can carry as much information

as2N classical bits. How can we make such a powerful computer? One of the key

requirements is a two-level quantum system [4]. Many physical implementations have

come about from experimentalists recognising the work they were carrying out in the

lab could be used as a basis for quantum computing. These include trapped ions,

superconducting resonant circuits, nitrogen vacancy (NV) centres in diamond, and

semiconductor spin qubits. Deciding between these options can be done using a range

of criteria, for example: relative advancement, ease of manufacture, or compatibility

with current technology. But there are other important questions to answer such as

how many qubits do we need for our quantum computer to solve problems accurately?

The exponential nature of the information-carrying capacity of qubits may lead

one to believe that no more than a couple hundred qubits are required for quantum

computation. A quick back-of-the-envelope calculation shows that 256 qubits could

carry as much classical-bit information as there are atoms in the universe. However,

qubits are not perfect and are prone to errors due to decoherence. There are additional

errors from faulty gates, measurement or, quasiparticle poisoning for example [5],

therefore additional qubits are needed to correct for these errors [6]. At least a

million qubits will be required [6�8] for a universal fault-tolerant computer. A scalable

architecture is key to achieving this.

Trapped ions [9] have shown high gate �delities [10, 11] and long coherence times

[11, 12]. Having a high gate �delity is essential for reducing computational errors.

The longer the coherence time, the more time is available for gate operations before

the qubit decoheres (due to sources of electric or magnetic noise). In this context, the

speed of gate operations is also important. IBM has created the concept of quantum

volume to consider all these measures of qubit performance [13]. NV centres [14,
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15] have the advantage of relying on photonics and therefore can play a role in both

quantum computation and communication with the ability to also operate at room

temperature. Other photonic-based qubits include those being developed in silicon

devices [16, 17] however, these have relatively lower �delities compared to alternative

qubit implementations [18, 19]. Superconducting qubits [20, 21] are currently some

of the highest-held platforms due to achievements of performing calculations using 53

superconducting qubits [22]. Aruteet al. [22] claims that superconducting quantum

processors will follow a quantum version of Moore's law, doubling their computational

power every few years, without tackling the issue of scalability. Scalability is an

unfortunate pinch point of superconducting qubits, with each qubit taking up to

approximately 0.1 mm2 in area [23]. This makes it easy to address individual qubits

with microwave lines. Problems occur when solving well-known quantum algorithms

[24, 25], millions of qubits are required to accommodate for error correction and one

has to cool down a 1 m2 chip to 20 mK temperatures. To traverse this challenge,

superconducting qubit manufacturers are already building three-dimensional integrated

systems, placing microwave wiring on a separate layer to the qubits [26].

Spin qubits in semiconductor devices are however a scalable architecture for quan-

tum computing. Each qubit has a small footprint of approximately 100 x 100 nm2

and all can be electrically addressed. By using silicon there is an opportunity to take

advantage of the existing trillion-dollar semiconductor industry and its lithography fab-

rication expertise. These devices generally require sub 100 mK operating temperatures

but due to their small size, their cryogenic scaling footprint is orders of magnitude

less than that of superconducting qubits. Semiconductor devices can operate at even

hotter temperatures such as above 1 kelvin [27], as I will introduce later. Fidelities

[28] and coherence times [29] are more than promising for an implementation which

is compatible with current complementary metal-oxide-semiconductor (CMOS) fab-

rication technology. Unfortunately, scalability is tainted by device variability, with

each quantum device requiring the tuning of parameters to con�gure it to operating
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conditions. Research labs currently work with devices that house on the order of two

qubits, and rely on tuning their devices by hand. In some cases, the manual tune-up

time can take days, if not weeks and in the worst cases months to realise a qubit.

This approach is simply not scalable given the need for hundreds of millions of qubits

to build a universal fault-tolerant quantum computer.

This thesis aims to supplicate the notion that before we can use a quantum

computer we �rst need to be able to turn it on. Given the arduous nature of this

task when carried out manually by experimentalists working with semiconductor-

based qubits in the lab, we must create automated methods to turn on a quantum

computer as we scale the number of qubits. I stress that research institutions and

quantum hardware companies will be hard-pressed to �nd one billion PhD students to

tune their billion qubit quantum computers manually. Instead, we can leverage our

classical computational capabilities to conquer and reign control over the quantum

realm. We can utilise AI and software to automatically navigate the high dimensional

complex parameter space and turn on silicon-based quantum devices. So far, I

have provided context to the landscape of computer innovation and the desire for

quantum computation. Additionally, I have delved into why a spin in silicon-based

architecture is suitable for a quantum computer. Next, I will cover the theory behind

qubits, semiconductor quantum dots, qubit readout methods and machine learning

tools relevant to the rest of the thesis. Following, I will review the literature on

semiconductor-based qubits and current state-of-the-art machine learning methods for

tuning semiconductor quantum devices. Before delving into the results of this thesis I

will cover the methodology used to obtain the data included in the following chapters.

In Chapter 5 I will demonstrate the �rst algorithm capable of tuning three di�erent

semiconductor device architectures and providing novel insight into the parameter

space of the quantum devices. In Chapter 6 I will present the �rst algorithm to tune

an ion-implanted donor spin in silicon device up to the point of readout calibration

from scratch using machine learning. In Chapter 7, we will use machine learning
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techniques to infer true qubit states in the presence of erroneous measurements of a

silicon spin qubit device operating at 1 kelvin. Finally, I will provide a summary of

what has been demonstrated in this thesis and my views on future work in the �eld of

arti�cial intelligence for quantum computing in silicon.



Chapter 2

Theory

Straight to the good stu� (said while

rubbing hands together).

Andre Saraiva

Qubits. What are they and why do we care? How do we make qubits and what

are the requirements on their characteristics so that we can do something useful with

them? I will delve into these questions within this chapter discussing spin qubits,

quantum dots, and qubit readout methods.

2.1 Qubits

The qubit is the information-carrying unit of a quantum computer, analogous to a bit

in a classical computer. The state of a qubit is represented as a linear combination of

two orthogonal vectors,( 1
0 ) and( 0

1 ), j0i and j1i in Dirac notation respectively, which

are the qubit's computational basis states. Mathematically we can write the state of

the qubit j i as,

j i = � j0i + � j1i (2.1)

7
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Figure 2.1: The Bloch sphere. The Bloch sphere is a unit sphere where the computa-
tional basis states of the qubitj0i and j1i reside at opposite poles of thez-axis. A
general qubit state lies on the surface of the sphere and is de�ned by the angles�
and � .

for any complex� and � , and under the normalisation condition that

j� j2 + j� j2 = 1 (2.2)

where� and� are the probability amplitudes of the basis states. Their moduli squared,

j� j2 and j� j2, represent the probabilities of �nding the qubit in one of the two basis

statesj0i and j1i respectively after measuring the qubit.

We can take advantage of the normalisation condition for� and � and visualise

all the possible states of the qubit as points on the surface of a unitary sphere, known

as a Bloch sphere (Fig. 2.1). Using polar coordinates, a general qubit state on the

Bloch sphere can be de�ned as

j i = cos (�=2) j0i + ei� sin (�=2) j1i (2.3)

where a general qubit state can be de�ned by two angles� 2 [0; � ] and � 2 [0; 2� ].

What good is encoding information if you can't do anything with it? A classical

computer relies on logic operations on bits to perform computation, quantum computers
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possess a similar quality - qubit logic gates. A single qubit operation, or gate, moves a

qubit from one position on the Bloch sphere to another. A suite of single-qubit gates,

de�ned by the Pauli matrices,

� x =

0

B
@

0 1

1 0

1

C
A ; � y =

0

B
@

0 � i

i 0

1

C
A ; � z =

0

B
@

1 0

0 � 1

1

C
A ; (2.4)

correspond to a rotation of� radians about the respective axisx; y; z of the Bloch

sphere (Fig. 2.1). Similarly gates can operate on multiple qubits at the same time, for

example a two-qubit gate such as the controlled-phase (CZ) gate which adds a phase

to one of the qubits, thetarget qubit, conditional on the state of the other qubit, the

control qubit.

To characterise qubits many metrics are utilised, here I will list the core ones used

and mentioned within this thesis. The �rst is the (spin)relaxation time, known asT1.

This refers to the time in which a qubit, remains in the excited state,j1i , before it

relaxes to the ground statej0i . The second metric is thecoherence time, T2. The

coherence time is the length of time the qubit remains in a state of superposition, a

state that is a linear combination ofj0i and j1i , before it decoheres and collapses into

a single classical state. Gate�delity is a measure of how often the desired outcome

is achieved when an operation (or gate) is performed on a qubit and is quoted as

a percentage. Similarly, readout �delity is a measure of how accurately one can

measure the qubit state. Fidelities must be greater than 99 % to achieve a universal

fault-tolerant quantum computer otherwise, the accumulation of errors will overwhelm

any meaningful result from a quantum algorithm, even if using state-of-the-art error

correction techniques [30].
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2.2 DiVincenzo's Criteria

To build a quantum computer, there are �ve key criteria that qubits and gates will

need to meet, as laid out by DiVincenzo in 2000 [4],

1. A scalable physical system with well-characterized qubits

2. The ability to initialize the state of the qubits to a simple �ducial state, such as

j000:::i

3. Long relevant decoherence times, much longer than the gate operation time

4. A �universal� set of quantum gates

5. A qubit-speci�c measurement capability

The criteria exemplify a form of a quantum computing paradox; we need to create

qubits that are decoupled from their environment while we maintain excellent control

over their behaviour. Moreover, as stated in item 1, the physical system in which

the qubits are realised must be scalable and thoroughly understood. Architectural

implementations that satisfy the remaining four items are hard to achieve, and very

few have the current capability of satisfying all �ve.

DiVincenzo goes on to state that, "the embodiment of a qubit is simply a quantum

two-level system" [4]. Therefore, a qubit can be encoded in for example the polarisation

of a photon (horizontal or vertical), the energy states of an atom (ground or excited),

or the spin of an electron (spin-up or spin-down) known as spin qubits. Here, we focus

on spin qubits realised in semiconductor quantum dots.

2.3 Quantum dots

Through material manipulation and/or electrostatic potentials humans possess the

ability to de�ne quantum dots within semiconductor crystals. Quantum dots are
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Figure 2.2: Schematic of the Constant Interaction model for a quantum dot. a)
Schematic of a quantum dot device. A quantum dot (QD) can be de�ned by a
material or electrostatic con�nement potential. The quantum dot is connected to a
(reservoir) source of charge carriers, and manipulating the voltage applied to a gate
electrodeVG enables control of the energy of the quantum dot. Application of a bias
voltage,VSD creates the opportunity for charge carriers to �ow from the source to
the drain and a current to be measured. b) Constant Interaction model schematic.
Capacitances,CS, CG, andCD represent the coupling of the Coulomb interactions of
the charge carriers within the QD to the source, gate and drain respectively.

arti�cial nanoscale electronic structures which can be �lled with charge carriers

(electrons or holes) [31], and posses a 0-dimensional density of states. The size of a

quantum dot is comparable to the Fermi wavelength of the charge carrier, typically

on the order of 100 nm. The number of charge carriers added or removed to the

quantum dot, down to the single electron (or hole) regime, can be controlled through

�ne control of the con�nement potential. The energy states of the charge carriers

within the dot are quantised, and charge carriers obey the rules of atomic physics

when �lling these states [31]. Measurements of charge �owing through the quantum

dot can be modelled by the Constant Interaction model.

2.3.1 Constant Interaction model

The Constant Interaction model (Fig. 2.2) is based on two main assumptions. 1) A

single constant capacitance,C, represents the Coulomb interactions between electrons

(or holes) within the dot and their interactions with the environment.C is the total of

the capacitances connecting to the dot in the network including from the source, gate

and drain of the device,CS, CG, andCD respectively. 2) The Coulomb interaction is
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independent of the number of electrons,N on the quantum dot. From Hansonet al.

[31], the total energy,U(N ), of a single dot connected to source and drain reservoirs

is,

U(N ) =
[�j ej(N � N0) + CSVS + CD VD + CGVG]2

2C
+

NX

n=1

En (B ) (2.5)

where�j ej is the electron charge,N0 is the number of background charges andVS, VD

andVG are the corresponding voltages applied to the source, drain and gate.En (B )

is the single-particle energy level which depends on con�nement potential and the

applied magnetic �eld,B . The electrochemical potential,� (N ) of the dot is:

� (N ) � U(N ) � U(N � 1) = ( N � N0 �
1
2

)EC �
EC

jej
(CSVS + CD VD + CGVG)+ EN

(2.6)

whereEC = e2=C is the charging energy, withC = CS+ CG+ CD . The electrochemical

potential contains an electrostatic part (�rst two terms) and a chemical part (last term).

The electrochemical potential depends linearly on the gate voltage, the energy has a

quadratic dependence. This dependence is the same for allN and the whole 'ladder'

of electrochemical potentials can be moved up or down while the distance between

levels remains constant. This makes the electrochemical potentials a convenient

quantity for describing electron tunnelling. Applying a voltage bias between the source

and the drain contacts,VSD = VS � VD , creates a potential di�erence for charge

carriers to �ow. Moreover, it opens up a bias window for electrons to tunnel from

the source reservoir to the dot, and then the drain. The bias window has an energy,

� S � � D = �j ejVSD . If an energy level of the dot sits within the bias window then

electron transport is allowed. The electrochemical potentials of the successive dot

energy levels are spaced by the addition energy,Eadd(N ),
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Figure 2.3: Quantum dot in the low bias regime. Application of bias voltageVSD opens
a window between the source and the drain electrochemical potentials,� S and � D ,
for charge carriers to �ow. The window is small enough that a single electrochemical
potential level of the dot,� N , can reside within the window whenVG is altered. When
a dot level resides within the bias window asVG is swept, current can �ow and a
peak in current (I DOT ) known as a Coulomb peak occurs. When a dot level exits the
bias window, the current is halted and the dot is in a state called Coulomb blockade.
Adapted from Ref. [31].

Eadd(N ) = � (N + 1) � � (N ) = EC + � E (2.7)

The addition energy is made up of an electrostatic component of the charging energy,

and the energy spacing between two discrete quantum energy levels,� E . � E can be

zero in the event that two consecutive electrons are added to the same spin-degenerate

level. We assume that the temperature is negligible compared to� E, corresponding

to a temperature of approximately 1 K. The ladder of electrochemical potentials within

the dot can beplungedor raised into and out of the bias window by control ofVG.

There are two extremes in which the dot can operate, in the low bias regime where

only a single dot level is within the bias window, and the high bias regime where

multiple dot levels fall within the bias window.
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Figure 2.4: Schematic of the Constant Interaction model of a double quantum dot.
Two quantum dots (QD1 and QD2) are capacitively coupled together byCm . The
respective gate electrodes (VG;1 andVG;2) for each dot (QD1 and QD2) are capacitively
coupled (C12 andC21) to the adjacent dot as well as their target dots (C11 andC22).

In the low bias regime, if a dot level does not fall within the bias window, no current

can �ow through the dot, and the dot is in a state called Coulomb blockade (Fig.

2.3). Coulomb blockade can be lifted by alteringVG, such that� S � � (N ) � � D

is satis�ed enabling current to �ow. An electron can tunnel onto the dot from the

reservoir, and then tunnel o� the dot into the drain. Once the dot is unoccupied,

another electron can tunnel onto the dot from the source and so on. This behaviour

is called single-electron tunnelling.

If we monitor the current �owing through the dot,I DOT while sweeping the voltage

VG, we can observe characteristic peaks in current known as Coulomb peaks. These

occur when a dot level falls within the bias window. The distance between successive

Coulomb peaks corresponds toEadd, at which point the dot is in Coulomb blockade.

The width of the Coulomb peaks is correlated toVSD and can be increased to the

point where Coulomb peaks merge, asVSD becomes comparable toEadd.

2.3.2 Double quantum dots

The Constant Interaction model can be extended from a single dot to, two dots that

are in series and capacitively coupled (Fig. 2.4). The electrochemical potential of dot
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Figure 2.5: Charge stability diagrams, for the uncoupled (a) and coupled double
quantum dots (b). The electron (or hole) number, (N1; N2) in each respective dot
(QD1, QD2) changes at speci�c gate voltages denoted by the black lines. Cross
capacitance between gate electrodes and adjacent dots is factored in (b) hence the
diagonal characteristic to the black lines. Reproduced from Ref. [31].

1 is [31],

� 1(N1; N2) � U(N1; N2) � U(N1 � 1; N2)

= ( N1 �
1
2

)EC1 + N2ECm �
EC1

jej
(CSVS + C11VG;1 + C12VG;2)

+
ECm

jej
(CD VD + C22VG;2 + C21VG;1) (2.8)

whereCij is the capacitance between gatej and doti , CS(CD ) is the capacitance

from dot 1 (2) to the source (drain),ECi is the electrostatic coupling energy. The

coupling energyECm is the change in the energy of one dot when an electron is added

to the other dot. � 2(N1; N2) can be obtained by interchanging 1 and 2, as well as

CD VD andCSVS in Eq. 2.8.

We can de�ne a map, known as a charge stability diagram, which denotes at which

voltages electrons get added (removed) to (from) each dot as we sweepVG;1 and

VG;2. If there is no cross-capacitive coupling between gates and dots,C12 = C21 = 0,

and the electrostatic coupling is zero,ECi = 0 then as we sweepVG;1 andVG;2 the
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transitions between the number of electrons changing in each dot is de�ned by a

series of horizontal and vertical lines as a function ofVG;1 andVG;2. If the dots are

capacitively coupled to each other and there is cross-capacitive coupling between

gates and dots (cross-talk), the charge stability diagram appears as a hexagonal or

"honeycomb" pattern. Each previous crossing point is split into two triple points at

which three di�erent charge states are energetically degenerate. The spacing between

the triple points is de�ned by the interdot capacitance,Cm . In the low bias regime,

quantum transport is only possible at the triple points.

Gate electrode voltages can be linearly combined to e�ectively remove the cross-

talk between adjacent gate electrodes and quantum dots. The combination of gate

electrode voltages in this manner is known as a virtual gate and results in orthogonal

transition lines in the charge stability diagram within the virtual gate voltage space.

Virtual gate construction e�ectively relies on calculating the gradient of the transition

lines within a charge stability diagram. Methods to construct virtual gates include

�tting measurements to the Constant Interaction model [32], the linear �t of transition

lines [33], computer vision and machine learning, especially as the number of gate

electrodes and device dimensionality increases [34].

2.4 Loss-DiVincenzo qubit

One of the simplest two-level quantum system and therefore qubit is the spin of an

electron (spin-up or spin-down). Pioneered by Loss and DiVincenzo in 1998 [36],

the computational basis states arej"i and j#i , parallel or anti-parallel to an external

magnetic �eldB0 (Fig. 2.6). In the presence of an external magnetic �eld the energy

levels of the spin states split, known as the Zeeman e�ect. The energy splitting,

EZ = 2g� B B0S with the electron g-factor,g � 2, in silicon, the Bohr magneton

� B � 9:274� 10� 24 JT � 1, and spin quantum number,S = 1=2. Manipulation of the

qubit's state can be realised by electron spin resonance (ESR) or electric dipole spin
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Figure 2.6: Loss-DiVincenzo qubit and Elzerman readout. An external magnetic �eld,
B0, Zeeman splits the dot electron spin-up,� " , and spin-down,� #, electrochemical
potentials encoding a qubit into the spin of an electron. Electrons can be loaded onto
the dot from a nearby reservoir with a Fermi energyEF and thermal broadening of
stateskB T at temperatureT. A spin-up or spin-down electron is loaded onto the dot
by plunging its electrochemical potential below the chemical potential of the reservoir
and then manipulated by an externally oscillating magnetic �eld resonant with Zeeman
splitting energy. The qubit state on the dot is read by raising the electrochemical
potential of the dot such that a spin-up electron can tunnel o� the dot, resulting in a
current that can be measured or capacitively detected, and a spin-down electron can't
tunnel. The dot is then emptied by raising the electrochemical potential of the dot
level above the reservoir. The sequence of load, read, and empty occurs on the order
of milliseconds. Adapted from Ref. [35].

resonance (EDSR). Via ESR the qubit is subjugated to an oscillating magnetic �eld

with frequency,f AC , resonant toEZ which can be on the order of tens of gigahertz,

where� B � 14:00 GHzT� 1 andB0 = 2 T . Electric dipole spin resonance relies on

an oscillating electric �eld and a mechanism to couple the oscillating electric �eld to

the electrons spin degree of freedom, such as spin-orbit or hyper�ne interaction or an

on-chip micromagnet.
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Figure 2.7: Singlet-triplet qubit. a) The Bloch sphere of the singlet-triplet, (S-T0)
qubit. The computational basis states are separated by the exchange energy splitting,
J; a magnetic �eld gradient,� Bjj , between two quantum dots provides the second
rotation axis. b) The charge stability diagram where the singlet-triplet qubit is realised.
The arrow,� , denotes the level of detuning between the two dot energy levels. The
degree of exchange splitting can be controlled by pulsing along the detuning axis
in gate voltage space. c) An energy level schematic of the various spin states as a
function of detuning. A �nite magnetic �eld leads to Zeeman splitting of the triplet
states. The colour scheme represents where the system spin states are dominated by
the exchange energyJ or �B jj . Reproduced from Ref. [37].

2.5 Singlet-triplet qubit

The singlet-triplet qubit (Fig. 2.7) encodes a qubit in the spin states of two electrons

within a double quantum dot. The computational basis states (Fig. 2.7a) are

the (ground) singlet state,jSi = 1p
2
(j"#i � j#"i ), and the triplet state,jT0i =

1p
2
(j"#i + j#"i ). The total possible states of the two-spin system is four, one singlet

and three triplet states corresponding to,

jSi =
j"#i � j#"i

p
2

(2.9)

jT+ i = j""i (2.10)

jT0i =
j"#i + j#"i

p
2

(2.11)

jT� i = j##i (2.12)
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The double quantum dot is operated in the single electron regime, often at the

(0,2) - (1,1) charge state transition where (n, m) denotes the number of electrons on

the left and the right quantum dot respectively (Fig. 2.7b). At zero magnetic �eld,

the three triplet states are degenerate. TheT0 (0,2) state is split from the singlet

(0,2) ground state byEST , which is dominated by the exchange interaction due to the

high wave-function overlap of electrons on the same dot. ThejSi and jT0i states are

split byJ the exchange energy.J is electrically tuneable and depends on the detuning,

� between the two dots.� measures the relative energy level di�erence between the

two charge states (1,1) and (0,2), while the average energy level between the two

dots stays the same. Without interdot coupling and/or deep into the (1,1) charge

state the exchange interaction vanishes and the singlet (1,1) and triplet (1,1) states

are degenerate. The two electron spin states correspond toj#"i and j"#i and the

degeneracy between these two spin states can be lifted by the Zeeman interaction (Fig.

2.7c). This is achieved by applying a magnetic �eld gradient across the quantum dots,

� Bjj , creating the second axis of rotation around the Bloch sphere. The magnetic

�eld gradient can be created by on chip micromagnet in the vicinity of the quantum

dots. The degeneracy of the triplet states can also be lifted by the Zeeman interaction

in the presence of a �nite external magnetic �eld and therefore con�ne the relevant

state space toS and T0. Singlet-triplet qubits have the bene�t that the magnetic

�elds required to lift the degeneracy between the triplet states are on the order of a

few hundred mT [38].

2.6 Readout methods

Qubit readout relies on converting the spin state of the electron (or hole) to something

that we can easily measure in an electronic device which is charge. This process is called

spin-to-charge conversion[31]. A charge sensor is commonly placed near the quantum

dot spin qubits and used to perform spin-to-charge conversion. Broadly, the �ow of
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current through the charge sensor depends on the electrostatic environment and thus

the quantum device's charge state. The charge sensor provides a near non-intrusive

method of probing quantum devices and achieving spin-to-charge conversion.

Charge sensors may take the form of quantum point contacts (QPC) which

are constrictions on the order of an electron's wavelength in a two-dimensional

electron/hole gas. Changes in the QPC current is used as a way to monitor spin

readout. Alternatively, one may use a single electron transistor (SET) as a charge

sensor instead of a QPC. The SET is a nonlinear nanoelectronic device which behaves

similarly to a quantum dot. One can detect changes in current �ow through the SET

by leveraging Coulomb (un)blockade as a method of spin-to-charge conversion.

One method of spin-to-charge conversion is energy selective readout also known

as Elzerman readout [35]. Elzerman readout relies on energy-selective tunnelling of

a spin-up or spin-down electron from the quantum dot to a nearby reservoir (Fig.

2.6). It is achieved by tuning the electrochemical potential of the Zeeman split energy

levels such that the spin-up level is above the electrochemical potential level of the

reservoir, and the spin-down level is below the reservoir level. This means that only

a spin-up electron can tunnel o� the dot whereas, a spin-down electron will not be

able to tunnel. This measurement requires the tunnelling rate of the spin-up electron

o� the dot to be much greater than1=T1. Such tunnelling events are detected using

a nearby charge sensor that is electrostatically coupled to the quantum dot, as the

current signal is typically too small to detect a single electron in transport. Elzerman

readout later evolved to Morello readout [39, 40] where the electron spin qubit is both

electrostatically coupled and tunnel coupled to the charge sensor. The charge sensor

in Morello readout is an SET.

For Elzerman readout to be e�ective, high external magnetic �elds (> 1 T) and

low (electron) temperatures must be employed (� 100 mK). This is to ensure that the

EZ > k B T and that EZ is greater than the thermal and electromagnetic broadening

of the electron states on the SET [40] or reservoir.
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An alternative method of spin-to-charge conversion is Pauli spin blockade [41]

which relies on the Pauli exclusion principle and the conservation of an electron's spin

during tunnelling. The state of the qubit is read out by pulsing from the (1,1) charge

state to the (0,2) charge state region of a double quantum dot. If the electrons are in

a spin singlet state, tunnelling is allowed. However, if the electrons are in a spin triplet

state, the device will be in a state of blockade because the Pauli exclusion principle

prohibits the electron from making the transition from the triplet (1,1) state to the

singlet (0,2) state and the triplet (0,2) state is too high in energy to be accessed. The

change in the double quantum dot charge state is commonly measured using a nearby

charge sensor.

2.7 Machine learning

Machine learning (ML) is a branch of arti�cial intelligence (AI) that empowers com-

puters, through the use of algorithms and statistical models, to learn approximations

of functions by inference rather than explicit programming. It is a core technology in

various practical applications, including natural language processing, computer vision,

recommendation systems, and autonomous vehicles. ML encompasses di�erent types

of learning, including supervised and unsupervised methods, and while it o�ers powerful

capabilities, it also poses challenges related to data, biases, and model interpretability.

Originating from the mid-twentieth century, ML techniques have gained prominence in

the past decade due to the availability of large datasets (greater than 100,000 units)

and computational power greater than 1 TFLOPS (1 trillion �oating-point operations

per second). Here, I present an overview of some of the machine learning techniques

relevant to this thesis.
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2.7.1 Supervised learning

Supervised machine learning models are used to predict an outcome or perform a

speci�c task on unseen data based on past experience. Such tasks could be in the

form of classi�cation, for example, does this image contain a cat or a dog, or does

this charge stability diagram show signatures of a single quantum dot or not. Other

tasks could be that of regression, for example, predicting the price of a house based

on its features such as the number of windows, bathrooms, bedrooms, and location.

Supervised machine learning models are referred to assupervisedbecause they are

trained on labelled (training) data. It is in this process of training where a machine

learning model builds orlearnsan approximation to an unknown function by minimising

the error between the model's prediction and the true labelled data. By training a

model and then testing its capabilities on unseen labelled data we can characterise its

performance. For classi�cation problems, the metrics used are accuracy and confusion

matrices. The accuracy,A, of the model is de�ned as the total number of correct

predictions, divided by the total number of samples,

A =
TP + TN

P + N
(2.13)

where andTP (TN ) is the sum of the of true positive (negative) outcomes, andP

(N ) is the sum of the positive (negative) samples. The confusion matrix,MC is a 2 x

2 array whose elements summarise the prediction results of a classi�cation problem.

Despite being called a matrix, it is not used as an operator, it is merely used to give

insight into the types of errors that the classi�er is making. It is made up of the

number of false positives,FP , false negatives,FN , true positives, and true negatives,

MC =

0

B
@

TN FP

FN TP

1

C
A (2.14)

To obtain a more reasonable view of a model's accuracy when dealing with
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unbalanced datasets, where there are many more examples of one class than others,

we can use a metric known as balanced accuracy,Abal. The balanced accuracy in a

binary classi�cation problem is de�ned as the arithmetic mean of the true positive

rate, sensitivity, and true negative rate,speci�city, of each class.

Abal =
1
2

�
TP

TP + FN
+

TN

TN + FP

�
(2.15)

The accuracy of ML models can be improved and computational costs of training

can be reduced by engineering the features of the raw training data, known asfeature

engineering. For example, using our house example, not providing the number of

windows during training, or converting the location to coordinates rather than the

street address.

2.7.2 Receiver operating characteristic

The accuracy of a binary classi�er is in�uenced by the threshold chosen for classi�cation.

For example, should we use classi�cation outputs greater than 0.5 or 0.8 as a positive

label? As we decrease the threshold, more items will be classi�ed as positive. The

chosen threshold in�uences the false positive and true positive rates, where the false

positive rate is equal to 1 - speci�city. We can plot the true positive rate (y-axis)

against the false positive rate (x-axis) at di�erent classi�er thresholds, known as a

receiver operating characteristic (ROC) curve.

The area under the ROC curve (AUC), is an aggregated measure of the classi�er's

performance across di�erent classi�cation thresholds. A classi�er with an AUC of 1,

performs predictions which are correct 100% of the time, whereas a classi�er with an

AUC of 0, is wrong 100% of the time. Using the ROC and AUC can provide a richer

framework than confusion matrices when assessing machine learning classi�cation

models.
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2.7.3 Type I and type II errors

Erroneous predictions from a classi�er have their respective trade-o�s depending on

the problem at hand. For example, a spin qubit formation tuning algorithm that relies

on a classi�er for the presence of coupled double quantum dots in a charge stability

diagram (Fig. 2.5) before it proceeds to tune gate voltages to optimise transport

features at the triple points. A type I error (false positive), will lead the algorithm

to waste time optimising gate voltages in a region of parameter space that will not

lead to a qubit. Conversely, a type II error (false negative), will lead the algorithm

to miss out on a potential qubit. In both cases, there is a mis-classi�cation but the

user of the model may care more about speed, rather than forming each possible

qubit. For example, if there are many alternative voltages in which one can form a

double quantum dot, then it is not worth spending experimental time in parts of the

parameter space which will not lead to qubits. But, if the parameter space is sparse

for potential double quantum dot formation, then the user may be willing to tolerate

type I errors.

Decision Trees and Random Forests

A Decision Tree is a supervised machine learning technique that can be used for

classi�cation or regression. It relies on recursively splitting the training data into

subsets based on the most signi�cant features to make its predictions. Referred to as

a tree, each node of the tree, starting at a single root node, represents a decision to be

made on a feature and the branches of the node are the respective outcomes of that

decision. The leaf nodes of the tree are the �nal class labels or values in classi�cation

or regression respectively. The selection of features to make decisions on at individual

nodes can be done by numerous methods with a common one being the Gini impurity

[42]. The Gini impurity (or Gini index) is a measure of the probability that a randomly

chosen sample will be incorrectly classi�ed by a speci�c node. Therefore, the lower

the Gini impurity the better, as there is a lower likelihood of misclassi�cation. The
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Figure 2.8: Random Forest. A Random Forest is a machine learning algorithm that
is made up of an ensemble of Decision Trees each trained on a random subset of
the training data. Outcomes from the decision trees are aggregated and averaged to
produce the �nal prediction of the the machine learning model.

feature (and its relevant threshold) with the lowest Gini impurity is chosen as the root

node of the tree. From the resulting decision outcome at that node, two child nodes

are created from the root node. The lowest Gini impurity process is repeated to build

a subtree from each child node, and so on. . . The entire Decision Tree is built up

recursively until a stopping criteria is met such as the maximum tree depth being

reached.

Decision Trees are a popular method because they can be visualised, and users

can understand the decision pathways of the resultant model. However, Decision

Trees tend to over�t, meaning that the trained model cannot generalise well to unseen

data which e�ectively defeats the point of machine learning. A way of combating the

over�tting problem is to group many di�erent Decision Trees into an ensemble and

form a forest.

Random Forests [43] are a type of supervised machine learning model which relies

on the aggregation of predictions from many Decision Trees (Fig. 2.8). Each tree

is trained on a randomly chosen subset of the training dataset, for the model's �nal

prediction. Denoted as an ensemble approach, the risk of over�tting is reduced by
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averaging predictions from multiple trees. Although they are less interpretable than a

single Decision Tree, Random Forests carry out feature selection implicitly, reducing

the need for manual feature engineering before training the model. Implicit feature

selection occurs in that, features that lead to a greater reduction in Gini impurity at

each node of the decision trees that make up the forest compared to other features

are considered more important. Feature importance can be measured by calculating

the mean decrease in Gini impurity for a feature used for splitting a node into child

nodes across each tree of the random forest, and can be extracted after training.

2.7.4 Unsupervised learning

Unsupervised learning, as opposed to supervised learning, uses algorithms to learn

patterns in an unlabelled training dataset without human intervention. A clustering

algorithm will, in the ideal case, partition data into separate clusters based on their

similarity. One of the most popular unsupervised ML methods is K-means clustering.

The number of clusters (K) is determined, typically using domain knowledge, in

advance. The algorithm randomly initialises the centroids of the respective clusters in

feature space. For each data point in the dataset, the Euclidean distance between

the data point and each cluster centroid is calculated. The datapoint is assigned

the cluster whose centroid it is closest to. The mean position of the data points in

their respective clusters is calculated and the result is used as the new centroid of the

cluster. The process of calculating the distance to the centroid and calculating the

mean position is repeated until the position of the centroids stops changing. To reduce

erroneous results the K-means clustering algorithm is run repeatedly with di�erent

random centroid initialisation starting points, and the �nal centroids with the mean

lowest Euclidean distance to their respective data points are picked from the repeated

runs. K-means clustering relies on signi�cant assumptions about the underlying data,

which are the clusters are normally distributed with a spherical covariance matrix that

is the same for all clusters [44]. If these assumptions are not satis�ed, K-means is
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likely to fail and is not suitable for the application.

2.7.5 Multi-armed bandits

The multi-armed bandit problem appears in machine learning as it exempli�es the

exploration-exploitation tradeo� dilemma. The term originates from the idea of a

gambler, at a series of slot machines (known as single-armed bandits), who has

to decide which machines to play, how many times to play each machine, in what

order and whether to continue playing an individual machine (exploit) or try other

machines (explore). The gambler's aim of course is to maximise their winnings, and in

e�ect minimise their losses, considering �xed resources (money). Similarly, a machine

learning agent or algorithm would aim to maximise reward, considering a �xed number

of trials. As with the gambler, each action the agent takes is associated with a given

reward, but that reward is a random variable. The agent has the di�culty of trialling

di�erent actions while also selecting the actions that maximise the reward over the

number of trials available.

The agent has a few options in how to solve this problem of exploration vs.

exploitation. At one end of the spectrum, the agent may continually explore, equivalent

to trialling each slot machine repeatedly for the entire number of iterations. Conversely,

the agent may take an exploit-only strategy, trialling each slot machine once, then only

playing the one which initially gave the highest reward for the rest of their �nancial

time in the casino. There are more intelligent solutions available such as epsilon-greedy,

upper con�dence bound (UCB) and Thompson sampling. The epsilon-greedy method

consists of the agent taking the most rewarding action by default, but there is some

probability (epsilon) that in a given iteration the agent will choose to explore, and thus

selecting a di�erent action at random. When following the upper con�dence bound

method the agent selects actions based on their perceived reward and a measure of

the uncertainty of the reward. Following on, Thompson sampling, based on Bayesian

statistics, relies on the construction of a statistical model of the rewards but an action



2.7. MACHINE LEARNING 28

is selected based on a randomly drawn belief. The advantage of Bayesian methods

lies in the seamless automation of exploration-exploitation tradeo� with no additional

machinery.

Gaussian process

Gaussian processes are a non-parametric supervised learning technique that can be

used for either regression or classi�cation. Non-parametric means that the number

of parameters of the model (and hence expressivity) grows with data. They are

computationally manageable as one only requires two parameters to de�ne a Gaussian

curve, its mean and variance, however as we will discuss later, their computational

requirements explode as the number of dimensions and data points increase. Moreover,

they are leveraged within the realm of Bayesian statistics in the form of Gaussian

process Bayesian optimisation. The ability of a Gaussian Process model to quantify its

uncertainty in speci�c parts of the domain is useful for optimisers to decide which point

in the domain to evaluate next to �nd a solution to the problem at hand e�ciently.

Additionally, the information of uncertainty can be leveraged by solutions for the

exploration-exploitation trade-o� as we have discussed previously. In this thesis I

use Gaussian processes in Chapters 5 and 6. Here I will give a brief introduction to

Gaussian processes.

A Gaussian process is a collection of random variables, separated in either the

domain of time or space, any �nite number of which have a joint Gaussian distribution

[45]. The Gaussian Process,GP, consists of a mean function,� (x) and a kernel

(also known as a covariance function),k(x; x0) which de�nes the correlations between

di�erent variables, giving the Gaussian process function,f (x), as,

f (x) � GP (� (x); k(x; x0)) (2.16)

The mean function� (x) represents the expected value of the GP at any given

input point x, and greatly in�uences the extrapolation of the predicted functions, i.e.
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predictions far away from training data. The choice of a prior mean function� 0(x),

depends on the problem at hand, typically mean functions are set to a constant if

one is only interested in interpolation. However, if extrapolation is required one may

construct a speci�c mean function based on domain knowledge.

The kernel allows us to incorporate structure and correlation into our models and

typically a kernel expresses that covariance decreases with increasing distance between

variables. The choice of a prior kernelk0(x) also depends on the problem at hand and

the goals of the user, as the kernel encodes our assumptions about the function we

wish to learn. For example, does one expect the function we are trying to model to be

rapidly varying and periodic, or relatively smooth.

Given observed data pointsx1; :::; xn and their respective function evaluations

f (x1); :::; f (xn ), we can predict the function value at a new inputx by calculating the

conditional distribution off (x) given the data observed so farf (x1:n) using Bayes'

rule [45],

f (x)jf (x1:n ) � N (� n (x); � 2
n (x)) (2.17)

� n (x) = k(x; x1:n )k(x1:n ; x1:n )� 1(f (x1:n ) � � 0(x1:n )) + � 0(x) (2.18)

� 2
n (x) = k(x; x) � k(x; x1:n )k(x1:n ; x1:n )� 1k(x1:n ; x): (2.19)

f (x)jf (x1:n ) is called the posterior probability distribution.� n (x) and � 2
n (x) are

the posterior mean and posterior variance. The computational complexity of the

Gaussian process scales withO(n3). This is because to calculate the posterior mean

and variance of the Gaussian process to predict a new value, one must perform the

inverse of the kernel matrix. Computation of the matrix inverse scales withO(n3), is

numerically unstable and susceptible to condition errors. To reduce the computational
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costs of the matrix inversion and improve stability, Cholesky decomposition is used

which still scales on the order ofO(1=3n3).

Kernels

There are a few commonly chosen kernels, one of which is the radial basis function

(RBF), also known as the squared exponential [45],

kSE (r ) = exp( �
r 2

2`2
) (2.20)

wherer = jx � x0j, the distance between inputsx andx0, hence the termradial in

the name.` determines the characteristic length scale which is roughly the distance

in input space one must move before the function value changes signi�cantly.`

also gives an impression of how far you can extrapolate beyond your data. We can

multiplek by a positive constant� 2
f , which behaves as a scale factor to get any desired

process variance. The squared exponential function is popular because there are only

two hyperparameters to optimise,� 2
f and `. It is a universal kernel, meaning that

under some conditions it is capable of learning any continuous function given enough

data [46, 47]. Moreover, the squared exponential function is in�nitely di�erentiable

and therefore the resultant GP is very smooth but, perhaps too smooth to re�ect

real physical data. Another downfall is that the characteristic length scale is likely

determined by the smallest distance over which the function changes drastically, which

means that extrapolation of smooth regions in the data may be di�cult if there is a

non-smooth region within the data.

Another group of kernel functions is the Mat�ern class of kernel functions [45],

kMatern (r ) =
21� �

�( � )

 p
2�r
`

! �

K �

 p
2�r
`

!

; (2.21)

With positive parameters� and `, and where� is the gamma function, andK v is

a modi�ed Bessel function [48]. The Mat�en kernel functions are simpli�ed when� is
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set to a half-integer,� = p + 1=2, wherep is a non-negative integer. The general

expression can be derived from [48], giving [45],

k� = p+1 =2(r ) = exp

 

�

p
2�r
`

!
�( p + 1)
�(2 p + 1)

pX

i =0

(p + i )!
i !(p � i )!

 p
8�r
`

! p� i

: (2.22)

Throughout this thesis, the Mat�ern 5/2 kernel is used, where� = 5=2 [45],

k� =5 =2(r ) =

 

1 +

p
5r
`

+
5r 2

3`2

!

exp

 

�

p
5r
`

!

(2.23)

� allows us to control the di�erentiability and therefore tune the smoothness of

the process. As� ! 1 the Mat�ern kernel converges to the squared exponential

function. Setting� = 1=2 results in a very rough process, and sets the assumption

that the function is not di�erentiable. Setting� = 5=2, results in a twice di�erentiable

smooth process similar to that of the squared exponential function, but unlike the

squared exponential function, the process can be smooth without being limited by the

characteristic length scale being too small. This feature has made the Mat�ern 5/2

kernel commonly used within the machine learning community and is why it is used

throughout this thesis. Conversely, periodic or linear kernels are not used because we

do not expect the locations of features which we search for when tuning a quantum

device (e.g. Coulomb peaks or two-level �uctuations) to vary periodically or linearly

within the voltage space.

The hyperparameters of the Gaussian process, such as� 2
f and` can be inferred

from data by �nding the maximum a posteriori estimate (MAP) using a nonlinear

optimizer and a prior over hyperparameter values. Alternatively one may �nd the

maximum likelihood estimate (MLE), where given observationsf (x1: n ) we calculate

the likelihood of these observations under the priorP(f (x1:n j� )) , where� represents

the hyperparameters of the process e.g.� 2
f and `. Then we can calculate� that

maximises the likelihood. Choosing one over the other depends on the situation, a
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rule of thumb is to use to MLE when one has informative data, and MAP when one

has informative data and/or priors.

2.7.6 Bayesian optimisation

Bayesian optimisation is a technique in machine learning used to e�ciently �nd the

global maximum (or minimum) of an unknown and expensive-to-evaluate objective

function whose outputs can be noisy. Bayesian optimisation uses a probabilistic

surrogate model, typically a Gaussian process, to approximate the objective function.

Gaussian processes are chosen due to their ability to capture prediction uncertainty in

their probabilistic estimate of the objective function.

Another function, the acquisition function, is used to determine where to sample

the objective function next. The choice of acquisition function and its parameters

balances exploration and exploitation based on the surrogate model's predictions

and uncertainties. A commonly used acquisition function, relies on theexpected

improvementwhich is de�ned as [49],

EIn (x) : = En
�
[f (x) � f �

n ]+
�

; (2.24)

wheref �
n is the largest observed value among then times we have evaluatedf so

far. The improvementin the value of the best observed point after a new observation

f (x) is f (x) � f �
n , if positive, and zero otherwise which we write as[f (x) � f �

n ]+ .

En [�] = En [�jx1:n ; y1:n ] is theexpectationtaken under the posterior distribution given

function evaluationsf (x1; :::; xn ). The posterior distribution is given by our Gaussian

process surrogate model (Equation 2.17). The expected improvement can be evaluated

as described by [50] resulting in [49],

EIn (x) = [� n (x)]+ + � n (x)'
�

� n (x)
� n (x)

�
� j � n (x)j�

�
� n (x)
� n (x)

�
; (2.25)
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where� n (x) : = � n (x) � f �
n is the expected di�erence between the proposed pointx

and the previous best,� is the cumulative distribution function of the standard normal

distribution, ' is the probability density function of the standard normal distribution.

Therefore, the Expected Improvement acquisition function [50] then evaluatesf at

the point with the largest expected improvement,

xn+1 = argmaxEIn (x): (2.26)

Expected improvement is based on the assumption that we are only willing to

return a previously evaluated point as our �nal solution, and the primary bene�t

of sampling occurs through an improvement at the point sampled [49]. Expected

Improvement is commonly chosen as an acquisition function because it is simple to

implement, inexpensive to evaluate and naturally balances exploration and exploitation

evaluating points of high expected quality (large� n (x)) versus high uncertainty (large

� n (x)).

In summary, the typical Bayesian optimisation work�ow consists of initially evalu-

ating the objective function at a series of random points. Then using the evaluated

points, �t a Gaussian process (the surrogate model) to the objective function. Use

an acquisition function for example, Expected Improvement, to determine where to

evaluate the objective function next, and use the result to update the surrogate model.

Repeat the steps of deciding where to evaluate, getting the result and updating the

surrogate model until a stopping criterion is met.



Chapter 3

Literature Review

What is the story you want to tell?

Andrew Briggs

The story I want to tell begins with the desire for quantum computers (Chapter 1).

A decision is then made to base the architectural building block of a quantum computer

on semiconductor quantum devices in the argument of scalability. The experience the

semiconductor industry has in the routine manufacture of semiconductor chips housing

billions of transistors, allows us to envisage a world where we can scale from two

qubit devices to hundreds of millions of qubits using similar manufacturing techniques

and with a minimal footprint. Moreover, leveraging classical telecommunications

techniques such as multiplexing, will enable us to address our 100 million qubit chip

despite the limitations of the number of electrical lines that may �t within a dilution

refrigerator. This story follows the scienti�c advances which support the reasoning

behind this decision and lay a foundation for quantum computation. Automatic tuning

procedures opens the door to tuning up quantum dots simultaneously rather than

using manual sequential tuning procedures, a must-have as quantum devices grow and

outpace human and manual capabilities. Unfortunately, device variability limits the

ability for physics informed models to be applied with simple conditional logic as a

general tuning procedure across di�erent quantum devices, as such, we look to more

34
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unsupervised methods. This is where machine learning (ML) is placed as a cornerstone.

This will be the main focus of my literature review.

3.1 Semiconductor Spin Qubits

Initially, qubit development in semiconductors was performed in GaAs devices due to

their low disorder and relaxed con�nement requirements. In general, electron spin

qubits in silicon are more challenging to realise due to the larger electron e�ective

mass, thus smaller wavefunction. This results in more stringent lithographic fabrication

requirements when compared to GaAs spin qubits. The characteristic size of a quantum

dot in silicon is formed over areas of the order 10-20 nm [51]. Secondly, di�culties

continue to arise due to the Si lattice symmetry and resulting conduction band valley

degeneracy, leakage states may be thermally populated. Moreover, the valley splitting

is a�ected by unavoidable fabrication defects, whether it be inhomogeneities at the

oxide interfaces or even step edges in Si-nanowires or Si/SiGe heterostructures [51, 52].

Whereas GaAs quantum dots are typically formed over 100-300 nm sized areas [31, 41,

51], reducing fabrication precision requirements. Due to their large size, fabrication of

GaAs quantum dots within university clean rooms is relatively easy which led to their

early demonstration as qubits [41]. The GaAs devices are based on a heterostructure

of GaAs and AlGaAs doped with Si to introduce free electrons. By stacking the GaAs

and AlGaAs layers, free electrons accumulate at the AlGaAs/GaAs interface forming

a two-dimensional electron gas. By tuning the voltages applied to gate electrodes

patterned on the sample quantum dots can be formed and single electrons can be

isolated. Many silicon devices such as metal-oxide-semiconductor (MOS) devices

and heterostructures use gates in the same manner to de�ne quantum dots. The

parasitic nuclear spin bath within GaAs devices and the potential large-scale industrial

fabrication of silicon devices have led to GaAs being left behind in favour of silicon.

Here, I will brie�y discuss reasons for moving to silicon devices and the types of silicon
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Figure 3.1: Schematic of silicon devices used for quantum dots. First column is a
schematic of the materials. Second column: Con�nement potentials experienced by
electrons within the material. Occupied electron states are indicated by dashed blue
lines and occupied electron states are denoted by solid lines up to the Fermi energy
EF . Third column: schematic of the device with gates and source and drain contacts.
Fourth column: schematic of device band structure. Gate electrodes can raise/lower
the electron energy occupation levels within the potential well relative to the source
(� s)/drain ( � d) to control the tunnelling of electrons/holes from the source to drain
reservoirs. Reproduced from [52].

devices which are the main candidates for quantum computing.

3.1.1 Silicon devices

There are three main reasons for using silicon as the material of choice for semiconductor

qubits. Firstly, it is the basis of the microelectronics industry. An industry which has

led to the best silicon fabrication processes in the world only needs to devote a small

fraction of its capabilities to accelerate quantum computer development. Secondly, it

is possible to obtain a near-perfect clean magnetic environment. The lack of hyper�ne

interactions in puri�ed28Si, the most common isotope, promise long spin coherence

times [29, 53�56]. Finally, it is one of the most scalable architectures. This point

is partly linked to the �rst where the manufacturing technology present lays a path
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for quantum computer-on-a-chip-like architecture. Proposals of architectures which

house millions of qubits [57, 58] have already been made along with error correcting

codes [59, 60]. There are also three main device types, Figure 3.1, based on silicon:

donors (e.g.31P dopants) in silicon, gate-de�ned dots in metal-oxide-semiconductors

(MOS), and SiGe heterostructures. There are other implementations such as (near)

one-dimensional structures including Si-FinFETs and Si nanowires. All types rely on

electron (or hole) spins for qubits except donors in silicon which often rely on nuclear

spins [29, 61] as well. Electron spin qubits are typically realised in Si/SiGe and Si-MOS

devices. Holes spin qubits can be realised in Si-MOS as well as Si FinFET devices.

Hole spin qubits are also realised in Ge/SiGe heterostructures and Ge/Si core/shell

nanowires.

The di�erence between electrons and holes stretches beyond their charge; they are

di�erent in their spin(-orbit) properties. Due to the p-type Bloch wave function of

valence band holes in Si and Ge, holes have a corresponding orbital angular moment

quantum numberl = 1. The implications of this are fairly large. The wavefunctions of

holes have reduced overlap with nuclear sites in the host lattice resulting in a reduced

contact hyper�ne interaction and with it, reduced dephasing. Secondly, this results in

the need to consider the total angular momentum operatorJ = L + S, whereL is the

orbital momentum operator andS is the spin operator. This leads to the formation of

heavy holes and light holes [52], the system of which is described by the Luttinger-Kohn

Hamiltonian [62]. Moreover, the presence of strain and con�nement (including applied

electric �elds), such as in a quantum dot in Si or Ge, can give rise to Rashba spin-orbit

interaction [63]. The spin-orbit interaction is the coupling of the orbital and spin

degree of freedom of a particle. The spin-orbit interaction facilitates a coupling of

oscillating electric �elds to the spin of the hole qubit enabling fast electrical control of

a hole spin qubit using electric dipole spin resonance (EDSR). This, however, opens

up the qubit to be sensitive to electrical noise. The electric tunability of the spin-orbit

interaction is accentuated when con�nement is limited down to one dimension, such



3.1. SEMICONDUCTOR SPIN QUBITS 38

as in a nanowire, which is called direct-Rashba spin-orbit interaction [64, 65]. The

direct-Rashba spin-orbit interaction o�ers non-monotonic electric tunability enabling

one to turn on and o� spin-orbit interaction for certain device geometries at �nite

electric �elds. Therefore, this allows us to turn o� the coupling between the qubit and

the environment, and �nd sweet spots [66] for fast driving and low noise. Moreover,

the e�ective mass of holes is less than that of electrons meaning that lithographic

fabrication requirements are less stringent compared to electron spin quantum device

counterparts. Despite these di�erences in terms of angular momentum, in the presence

of strain and strong con�nement such as in a quantum dot, we can typically describe

hole spin states in the same manner as electrons [67].

Device types will be discussed in turn and their characteristics analysed as the

building block of a quantum computer. However, before delving into di�erent devices

a brief background on electron transport in devices will be given.

Electron (or hole) transport in quantum dot devices occurs under a bias from

source to drain. The current �ow is controlled by a series of gate voltages. Gates

which alter the electrochemical potential of the quantum dots are known as plunger

gates. This is because they can `plunge' (i.e. raise and lower) the electron (or hole)

energy occupation levels within the potential well of the quantum dot relative to that

of the source and drain. Tunnel barrier gates control the size of the potential barriers

between quantum dots or a quantum dot and the source/drain. Therefore if the

barrier potential is `wide', tunnelling is forbidden. By sweeping the tunnel barrier gate

voltages and measuring the current �owing through the device, the device parameter

space can be split into two regions. There is a region of high current and a region

of low/near-zero current. In the low/near-zero current region, the current �ow is

described as `pinched-o�'.
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Figure 3.2: Diagram showing di�erent types of electron spin relaxation and �ip-�op
mechanisms for donors in silicon. a) and b) correspond to (T1) spin relaxations
whether of a single electron donor spin or that induced by nearby electron donor spins
relaxing respectively. c) Indirect �ip-�op, decoherence of a central spin due to spin
�ip-�ops in neighbouring donor pairs can also occur. Fluctuating �elds are produced
by neighbouring spin (blue) �ips and result in dephasing of the central spin (pink). d)
Direct �ip-�op, the central spin is decohered by being involved directly in a �ip-�op
event with a neighbouring spin.T1 relaxation process dominates donor electron
decoherence at temperatures above 8 K (a). Below 4 KT2 times are dominated by
indirect �ip-�op processes (c). At transition temperatures from 4-8 K induced spin
�ips from neighbours dominate (b). Reproduced from [54].

Donors in silicon

Donors in silicon [68] hold some of the longest coherence times, 0.5s and 35.6s

demonstrated on electron spins and31P nuclear spins respectively, in silicon or that

of any physical implementation [29]. This is often argued to be due to the excellent

potential con�nement of the electron in the bulk material resultant from the sym-

metrical �eld created by the31P impurity. Whereas non-uniform interfaces found in

MOS and heterostructures can create random �uctuations in con�nement potentials;

Muhonenet al. [29] thoroughly demonstrates that Si/SiO2 interfaces are not the

main source of decoherence for electron spin qubits in donors in silicon devices. A

reasonable assumption is made that paramagnetic spin noise is negligible due to the

low temperature of 100 mK and the high 1.5 T applied �eld greatly reduces any

paramagnetic spin �uctuations. All possible di�erent sources of noise were considered

and it was veri�ed successfully that the main noise source was external to the sample

across two di�erent devices [29]. This is a solvable engineering challenge to increase

electron spin coherence times but the quantitative e�ect on coherence times if solved

is not discussed by Muhonenet al. [29]. Despite demonstrations of high �delities

[61], in some cases exceeding 99.99% [29] there is still the challenge of manufactura-
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bility of devices which is not addressed by Muhonenet al. [29]. Even with precise

placement of31P donors in silicon, there will be interactions between electron spins

and neighbouring donor electron spins leading to decoherence of the electron spin.

There are proposals for how these interactions can be disregarded. Tyryshkinet al.

[54] does well to explain the di�erent types of interactions between donor electron

spins at di�erent temperatures in silicon, Figure 3.2. Furthermore, it is recognised

that, at transition temperatures between spin interaction regimes, there is a third spin

interaction in e�ect which is not a linear combination of the interactions occurring

at the temperature extremes [54]. Reducing donor spin interactions by applying a

magnetic �eld gradient (10� T mm� 1) to increase the resonance o�set between nearby

spin donor pairs is brie�y discussed [54]. Recently, the manufacture of donor spin

qubits has included implanting donor spins as molecules such asPF2, due to the

�ner control over the implantation depth with a heavier molecule [69]. Once thePF2

molecule is ion-implanted into the silicon lattice, the sample is annealed, after which

the 31P nucleus remains in place and the �uorine di�uses away to the surface. Holmes

et al. [69] correctly show that no �uorine molecules are present and coupled to the31P

donor spin nucleus through ESR spectra alongside nuclear magnetic resonant pulses

(NMR) pulses resonant with the �uorine nucleus. Holmeset al. [69] unfortunately

observe a29Si impurity coupling to the implanted31P despite isotopic puri�cation of

the silicon lattice. This emphasises that even with precise placement of ion-implanted

donor ions, including via molecules, nano-apertures and ion-detection [70], they must

reside in a magnetically clean environment with very few impurities, such as29Si atoms

that will lead to qubit decoherence. Donor in silicon devices continue to demonstrate

their exquisite capabilities from the single-shot readout of an electron spin in 2010

[40] to the demonstration of achieving error correction threshold �delities in 2022 [71].

Replacing the31P nucleus with a123Sb ion opens the door to realisingqudits, qubits

with a state space with dimensions greater than 2, from the7=2 123Sb nucleus spin

[72, 73].



3.1. SEMICONDUCTOR SPIN QUBITS 41

Quantum dots in MOS

The main argument for quantum dots in metal-oxide-semiconductor (MOS) devices is

that of scalability in manufacturing. They are the most similar implementation to that

of current MOS technology. They do not require atomic precision placement of atoms

but, do require reproducible feature size and quality. Those features include gate

electrodes which form quantum dots via applying a voltage to these gates, inducing

an electric �eld in the silicon. Multiple gate electrodes per quantum dot provide

the additional bene�t of being able to tune di�erent quantum dot devices to similar

operation regimes despite discrepancies in manufacturing quality control which there

will be at this early stage of development. Maurandet al. [74] demonstrates the

ability that MOS devices have in creating spin qubits and displaying spin e�ects such

as Pauli spin blockade. However, the coherence times are disappointingly short at

245 ns via Hahn echo with very little explanation of why this is the case. Proposed

reasons point to impurities in the material playing the role as a reminder of how

important quality control of the fabrication process will be in these devices. Veldhorst

et al. [75] removes any doubts in MOS devices with coherence times of 28 ms using

a Carr-Purcell-Meiboom-Gill (CPMG) pulse sequence, a pulse sequence capable of

reducing the e�ects of spin dephasing. This is accordingly compared to 200� s

CPMG coherence times achieved in GaAs [76]. Reasonable proposals such as low

frequency noise from the superconducting magnet, are put forward for the sources of

decoherence but it is acknowledged that further experiments are necessary to con�rm

this. Once again the argument of scalability of MOS devices is presented by but more

importantly is the demonstration of a two qubit logic gate by Veldhorstet al. [28] two

years later. This delivers on the requirement set out by DiVincenzo [4] for quantum

computation and later thought-out in spin qubits by Loss and DiVincenzo [36]. A

serious consideration of architecture for scaling silicon MOS spin qubits is presented

by Veldhorstet al. [57]. One of the key acknowledgements by the author, despite

their inherent biases, is that there is not a clear-cut path to the scaling of silicon MOS
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qubits despite what many may claim in the literature. This is particularly down to

the minimum feature size, the separation between gates, set at� 7 nm [57]. This

would lead to an area of� 63 x 63 nm2 per qubit [57], and if we take a module to

carry 480 qubits, as per the architecture laid out by Veldhorstet al. [57], for a one

million qubit computer it can get quite large fairly quickly. In addition to this there

would need to be appropriate space to house classical computer transistors to aid with

the controlling of the gate voltages and readout of the qubits. Housing this circuitry

will most likely require further advancements in current manufacturing technology to

minimise thermal and volumetric impact on the qubit module. If we consider heat

dissipation from the control electronics catering to each module it will be di�cult

to maintain a consistent temperature of 20 mK. This issue is roughly addressed by

Veldhorstet al. [57] and estimates that the module could operate at 100 mK in a

typical dilution fridge. But it is acknowledged that this could be a possible bottleneck

for scalability and may rely on silicon spin qubits to perform at higher temperatures as

previously demonstrated [77] to provide scalability. Yanget al. [78] goes on to operate

two qubits at 1.5 K in a silicon complementary metal�oxide�semiconductor (CMOS)

device with coherence times of 2 ms and �delities of 98.6%. It is appropriately shown

how these qubits would �t into the architecture envisaged by Veldhorstet al. [57] but

still operate at temperatures that could be provided by a pumped4He system. This

greatly reduces the costs and engineering di�culties from thermal management in the

scaling of MOS-based qubits.

Quantum dots in heterostructures

One of the attractions to SiGe heterostructures is the lack of the amorphous Si/SiO2 in-

terface which causes charge defects in MOS devices. Devices based on heterostructures

enable highly tunable quantum dots with electrons (or holes) con�ned in the vertical

direction by band engineering and con�nement in the horizontal direction de�ned by

gate electrodes. At the same time SiGe devices still meet the mark of high �delities
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and coherence times [79]. The high tunability of the SiGe dots is demonstrated by

Lawrieet al. [80] tuning a linear array of �ve quantum dots. Lawrieet al. compares

the manufacturing di�erences between Si MOS, Si/SiGe and Ge/SiGe heterostructures

making the case for all three as compatible with industrial fabrication techniques.

Lawrieet al. also compares the dot cross capacitances between the di�erent devices.

Although the devices are di�erent in terms of layout they have much lower cross

capacitances than that seen in GaAs devices and the Si-MOS device shows the lowest,

facilitating their operation. Lawrieet al. are fair in their discussion, presenting the

challenges which face heterostructures for scaling devices such as automated tuning

and wiring logistics for each gate with supporting work that looks to help solve these

problems [81, 82]. Xuet al. [83] explains that having each gate connected to a digital-

to-analogue converter (DAC) is, "a bottleneck for scaling the number of qubits. By

comparison, today's classical processor chips have only about 2000 contact pins, while

billions of transistors can be integrated and operated on a single chip". Inspiration is

taken from current dynamic random-access memory (DRAM) chips and charge-locking

is incorporated into SiGe devices. Charge-locking electrically detaches a line from a

gate but through the use of a switching capacitor circuit and thus the gate of the

quantum dot is �oating for a period of time. When combined with demultiplexing,

the number of lines to the chip can be signi�cantly reduced. This enables one gate to

�oat while another gate is pulsed, keeping the number of lines to the chip minimal

[83]. Xuet al. [83] veri�es that the capacitor storing the dot gate potential doesn't

a�ect the gate pulses. This is shown by performing electronic circuit simulations

which allow for pulses up to 20 GHz frequencies. Alternative gate geometries can be

considered instead. Borsoiet al. [84] demonstrates a 16 (4 x 4) quantum dot array

in a Ge/SiGe heterostructure, with a single gate electrode addressing more than one

quantum dot at a time. Heterostructure devices have �rmly planted their foot down

as a contending architecture with not only the demonstration of qubit arrays [85] but

also the achievement of error-correcting threshold �delities [86, 87] alongside their
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Figure 3.3: a) Nanowire device cross section and connected re�ectometry setup for
readout. The electrons or holes are localised at the top corners of the device. b)
Overhead digram of nanowire device, the Si3N4 (hatched green) spaces apart the two
top gates GDC and GRF . Reproduced from [91].

ion-implanted donor in silicon counterparts [71].

Others: nanowires & FinFETs

Nanowires can be composed of multiple materials such as a 10 nm diameter germanium

core and a 2.5 nm silicon shell [88]. A hole gas is formed within the Ge core and

can be depleted through the application of positive voltages to the gate electrodes,

above which the nanowire is suspended. Froninget al. [88] successfully demonstrates

the ability to form single, double and triple quantum dots within a 5-gate Ge/Si

Core/Shell nanowire opening the door to spin qubit experiments. Leveraging the

electrically tunable g-factor of holes in germanium, Froninget al. [90] later successfully

demonstrates complete electrical control of hole spin qubits in Ge/Si core/shell

nanowires. Froninget al. [90] also shows the ability to tune the hole qubit Rabi

frequency, the spin rotation rate, by an order of magnitude with only a change of

millivolts in gate electrode voltages.

1D structures such as silicon nanowires o�er a compact way of achieving gate-

de�ned quantum dots while still being compatible with large-scale manufacture. Similar

to MOS devices in their fabrication the gates reside above the nanowire (Fig. 3.3)

but are split at the top so a pair of gates resides along the length of the nanowire.

Betz et al. [91] explains that the quantum dots reside in the top corners of the
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Figure 3.4: Schematic of FinFET gate structure. The gates wrap around three sides
of the `�n' which consists of a silicon channel. The wrap around gate results in a more
intense electric �eld than in a planar MOS device enabling high control of current �ow
at shorter channel lengths allowing faster switching speeds.

nanowire as that is where the electric �eld from the gates is the strongest. Betzet al.

goes on to demonstrate Pauli spin blockade, placing the device on the ladder as a

contender for semiconductor qubits. Betzet al. is able to demonstrate this using

radio-frequency (RF) re�ectometry measurements [92]. This future proofs the device,

as RF measurements allow for scalable readout via multiplexing techniques. Multiple

quantum dots along the length of the silicon channel were seen recently in work by

Ansaloniet al. [93]. Measuring each individual quantum dot in current transport with

a local charge sensor is cumbersome, and source to drain currents only �ow in very

small regions of the parameter space.

Si FinFETs [94] appear as siblings to nanowires as their geometry is very similar,

Figure 3.4. The main di�erence is that the top gates in a FinFET wrap around

the silicon channel, the `�n'. FinFETs are one of the largest breakthroughs in the

semiconducting industry since the invention of the metal-oxide-semiconductor �eld-

e�ect transistor (MOSFET) in the 1960s. The wrap-around gate results in a more

intense electric �eld than in a planar MOS device enabling high control of current �ow

at shorter channel lengths allowing faster switching speeds. The intense electric �eld

from the wrap-around gates is taken advantage of, de�ning a quantum dot with a

single gate. Kuhlmannet al. [95] intelligently demonstrates both electron and hole

quantum dots in the same FinFET transistor. The argument for an ambipolar device
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is �exibility in circuitry with the ability to benchmark the performance of holes against

electron quantum dots. Work by Kuhlmannet al. supports earlier claims of tunability

and control of quantum dots in FinFETs [96] in a compact package. FinFET's place

as a qubit contender is solidi�ed by Camenzindet al. [38] demonstrating hole spin

qubits in a FinFET at 4 kelvin. Camenzindet al. [38] understandably compares hole

spin qubits to their hot electron counterparts in other device architectures [78, 97],

and claims superiority on the basis of Rabi quality factor, a measure of the spin

oscillation rate multiplied by the decay time of the spin oscillations. Delivering on the

promise of scalability we are starting to see linear qubit arrays realised in FinFETs

produced by advanced semiconductor manufacturing techniques [98]. Recent work on

the manufacture of FinFETs shows that there is still, "plenty of room at the bottom"

[99]. These industry-standard devices can be made even smaller (single atom thick)

[100] ingraining them in the �eld as contenders for semiconductor qubits.

3.1.2 Readout

Brie�y, qubit readout techniques namely, transport measurements and RF re�ectometry

will be discussed.

The qubit state is read out by spin-to-charge conversion [31]. One could measure

the current �owing through the device to detect this, but the current would be so small

that one has to measure a series of electrons over time (multiple-shot). For a functional

quantum computer, reading out the state of qubits will need to be single-shot, accurate

and fast [4]. For the sake of scalability, the physical readout implementation must also

be compact. RF re�ectometry [92] possess all of these key traits. It is compact as one

can use the same gates which are used to tune quantum dots to measure them [91,

101] thus no extra gates are needed. Its speed is demonstrated by Botzemet al. [101]

who uses RF re�ectometry to tune quantum dots in GaAs and benchmarks it against

typical current transport measurements performing orders of magnitude faster. The

low integration times necessary for RF re�ectometry enables single-shot readout [102].
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3.1.3 Discussion

There is a large range of silicon devices and many of which are suitable for scalable

quantum computing. Gate-de�ned quantum dot devices are attractive for numerous

reasons but particularly their compatibility with industry standard manufacturing

techniques and �exible tuning of quantum dots. Despite fabrication excellencies, there

will always be defects which will alter the speci�c voltages required to de�ne a dot

from one device to the next. Automation will be required to tune quantum dots such

that one can �nally turn on a quantum computer with a million qubits.

3.2 Tuning Quantum Devices

Automated tuning of quantum dot devices is at a stage of very early development.

There are few groups who publish work on it, and those that do, o�er patch solutions.

A complete algorithm which can take you from a `fresh' device to an array of prepared

qubits is currently unavailable. However, light is beginning to shine through the small

pile of existing automation algorithms, inspiring those in the �eld to combine together

what is left in the shadows and build greater self-operating tools.

There are multiple algorithms [81, 103, 104] which do take us from a `fresh'

device to coarsely de�ned double quantum dots which is one of the initial automation

challenges of the �eld and possibly one of the most helpful in the lab. These algorithms

not only save experimentalists time but are necessary steps towards the scaling of

semiconductor qubits and `turning on' a quantum computer. Standard distributed

control approaches have not been used for tuning because there are no forward

dynamics models available for tuning quantum devices. However, we are starting to

�nd ways to bridge the gap between reality and models of quantum devices using

machine learning [105]. In the following sections, I will introduce a range of tuning

algorithms, some follow a series of simple conditional steps, and others involve machine

learning in their work�ow.
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Figure 3.5: A current map generated by sweeping the adjacent tunnel barrier gate
voltages L and D1 while measuring the currentI array �owing from the source to the
drain of a linear quantum dot array device. The black dashed line identi�es the border
between regions of high current and low current. The purple dot marks a promising
location to look for single dot features such as Coulomb peaks. These two steps
become key components in later auto-tuning quantum dot algorithms. Reproduced
from [81].

3.2.1 Tuning without machine learning

When creating an automation algorithm one can take many pathways in designing its

work�ow. The �rst and most common choice is a human-like approach [81, 104], in

other words copy the human work�ow and put it into code that communicates with

the required instruments. An initial approach Baartet al. [81] involved no machine

learning and relied heavily on previous knowledge of the device to coarsely tune two

quantum dots from a linear four dot array. By measuring current traces the pinch-o�

for each gate is found. Then single dots are tuned by using plunger gates whilst

relying on previous knowledge of appropriate voltages for this device. Baartet al.'s

[81] algorithm is not general because it relies on familiarity of the device at hand but,

it is foundational work. Baartet al. [81] have successfully identi�ed key components

for future tuning algorithms which are, locating pinch-o�, searching for Coulomb peaks
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and mapping out the surface that separates regions of high current from low current,

Figure 3.5. Volket al. [106] presents a "N+1" method of tuning a linear array of

eight qubits. Similar to Baartet al. each dot is tuned sequentially with a charge sensor

whilst noting the cross capacitances between all of the gates. The cross capacitances

are then used to generate `virtual gates' which give the ability to group gates such

that we can change the charge state of each quantum dot independently without

a�ecting neighbouring quantum dots. This is repeated for each dot. The algorithm in

[106] lends itself well however to one type of device, that is linear arrays. As seen in

Section 3.1.1, devices may take a range of shapes and layouts and it will be important

to have a general algorithm that can be applied to all of them. The reasoning behind

this narrative is that a quantum computer based on spins in semiconductors may be

composed of di�erent devices architectures serving di�erent purposes for example, one

device type for the processor and another for memory.

3.2.2 Tuning with machine learning

Machine learning can be used to play the role of the human by verifying the steps

taken by the algorithm such as work by Darulov�a et al. [104]. For example, a Random

Forest classi�er is used to determine whether pinch-o� occurs for individual gates,

rather than a human looking at each current trace for each gate. If a single gate

does not demonstrate pinch-o� then the device is considered untunable and useless.

Arguably the classi�er is generalised by choosing only particular features from �tting

measured current traces, such as pinch-o� voltage and the change in voltage at

pinch-o�, rather than the whole trace as a feature set. This means one can take

traces with di�erent current values and still use the classi�er without encountering

feature dimension problems. After all the gates have been characterised, the device is

then tuned by �rst sweeping the gates one by one, the central-barrier, inner-barriers,

outer-barriers and plungers in that order. 1D-current traces are taken along the way to

determine if there are single electron transport features. When discovered a 2D current
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Figure 3.6: Sampling phase of double dot tuning algorithm. Schematic current maps
of the device, pink signi�es regions of high current, blue signi�es regions of relatively
low current. Gate voltage space is limited to two dimensions for illustration. Red
`x's are points in the voltage space on the hypersurface which have been sampled,
v(u). a) The green line signi�es the model hypersurface, with uncertainties from
the Gaussian process model (grey), which separates the region of high/non-zero
current from low/near-zero current. Simulated particles undergoing Brownian motion
(black) are used to sample the hypersurface randomly. b) The colour gradient of
the line signi�es the probability of �nding Coulomb peaks at the model hypersurface.
Reproduced and edited from [103].

map is taken as a function of the plunger gate voltages. The output current map is

classi�ed by a multi-layered perceptron neural network for the existence of good/bad

double dot features. This is very e�cient in time because it minimises the number

of 2D-current maps taken by the algorithm. Unfortunately, the time taken to tune a

double dot successfully is not clearly stated in the article. The algorithm is restricted

despite claims of generality because it relies on knowledge of the gate architecture for

both characterisation and tuning stages. Therefore, for this algorithm to be used on

other devices the tuning procedure would have to be modi�ed and most likely rely on

a typical human work�ow for guidance. In addition, the �eld is moving away from the

traditional gate architectures seen in older GaAs devices and more towards foundry

fabricated silicon devices [93] to favour manufacturability. Respectfully, Darulov�a et al.

[104] tried multiple machine learning techniques for both characterising gates and

classifying double dot features and used those which produced the best results.
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A second approach is to use available mathematical and A.I. tools, Moonet al.

[103] to become faster than humans in the hope of �nding possible shortcuts to

obtaining an end result. By removing the typical human work�ow one can create a

more general algorithm which can be applied to a range of devices as it does not rely

on human habits and knowledge from previous attempts at tuning similar devices.

When tuning quantum dots by relying on transport features there are particular gate

voltage values which split the device parameter into two regions, relatively high current

�owing and relatively low current �owing (pinched-o�). These voltage values de�ne a

hypersurface in anN -dimensional space whereN is the number of gates that control

the �ow of current through the device, typicallyN is the the range of 3 to 7 for

double quantum dot devices. This hypersurface is usually located by performing 1D

current traces with each gate until pinch-o� is reached [81, 104]. However, one can

speed up the process by randomly sampling points in voltage space and measuring

the current [103] in that direction from an arbitrarily assigned origin. After multiple

points (at least 30) on the hypersurface have been located then using a Gaussian

process model, a prediction of the hypersurface can be built, Figure 3.6. As previously

identi�ed [81], points in voltage space on this hypersurface and near to it in the

pinch-o� region often display single dot features identi�able as Coulomb peaks in a

1D current trace. If Coulomb peaks are present then a low resolution 2D-current map

is taken using the plunger gates of the device, and this map is scored against the

expected `honeycomb lattice' characteristic of a double dot regime. If the score is

above a predetermined threshold then this regime of voltages is believed to contain a

double dot regime and a high resolution scan is taken by the algorithm for viewing in

post by a human. This process of sampling the hypersurface and investigating the

regions around it is repeated. In each iteration, the information from the investigation

stage (are Coulomb peaks present?) is fed back into the Gaussian process model of

the hypersurface. This results in a better prediction of the hypersurface and the best

location to sample the hypersurface next based on the probability of �nding Coulomb
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peaks (see Chapter 2.7.6 for Bayesian optimisation). To reduce tuning times the

number of 2D-current maps are minimised by relying on targeted sampling of the

hypersurface and accurate classi�cation of Coulomb Peaks in 1D traces. However, the

accuracy of the Coulomb peak identi�cation method used is not clear [103]. This may

not be as easy as identifying pinch-o� [104] gate voltages for di�erent devices. Thus,

this could be a point of clari�cation and an improvement to generalise an algorithm

which is already one of the most general as it requires no knowledge of device gate

architecture for the hypersurface sampling stage [103]. Moreover, the computational

complexity of training Gaussian process models and data sparsity [107] are issues in

scaling Gaussian processes to higher dimensions [108, 109], therefore techniques such

as dimensionality reduction [110, 111] may be required as devices increase in size and

N grows. The algorithm only requires knowledge of the plunger gate identities to

produce 2D charge stability diagrams (current maps) in the investigation stage. The

performance of the algorithm is demonstrated by tuning two double dot GaAs devices.

A point set registration analysis which maps di�erent hypersurfaces to each other, is

performed on the e�ect of thermally cycling two di�erent devices. Each device had 8

gate electrodes but on one of the devices leakage currents were associated with a gate.

This gate was set at 0V and excluded from the tuning algorithm. This further proves

generalisation as the algorithm appears to be able to tune devices regardless of the

number of gates or whether all gates are functioning unlike other contemporaries which

would classify such a device as untunable [104]. Using the algorithm these double

dots can be tuned in 70 minutes, arguably faster than humans, when bench marked

against tuning times of human experts (3 hours) and even more so a pure random

search algorithm (680 hours) [103]. This algorithm [103] was demonstrated in a GaAs

device where electrons were charge carriers. In Chapter 5 I demonstrate an algorithm

that tunes double quantum dots in three di�erent architectures where holes are charge

carriers. Moreover, the algorithm successfully tunes the devices regardless if their

mode of operation is depletion or accumulation of charges, by changing the starting
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point of the algorithm in the gate voltage space bounds and searching for pinch-o�

rather than turn on. In the same way that there are di�erent manual approaches

to tuning a device for example searching for turn-on instead of pinch-o�, automatic

tuning approaches can be built to cater to di�erent device types by searching for

di�erent features or being adaptable in their search given some prior knowledge such

as mode of operation or voltage bounds.

Quantum device �ne tuning

Once quantum dots have been roughly tuned to form a double quantum dot, these

dots must be �nely tuned. This has the aim of optimising a set of charge transitions

for qubit operation. Van Esbroecket al. [112] has produced some of the earliest work

in the �eld of automated �ne tuning relying on a variational auto encoder to optimise

tunnel rates and inter-dot coupling in GaAs. This is done by optimising the shape

of bias triangles, transport features corresponding to double dot regimes, Figure 3.7.

The algorithm requires no knowledge of the device architecture but it has only been

demonstrated tuning three pre-selected gates out of the eight gates. Although the

coupling of the additional gates to the bias triangles is described as `weak' it would

have been ideal to see how the algorithm would have performed with more gates under

its control.

Suppose my double quantum dots have been �nely tuned, yet I am in an unknown

charge state and I would like to acquire a particular one. A charge state signi�es

the number of electrons present in each quantum dot. This pre-qubit tuning is

necessary for qubit operations. An algorithm presented by Durreret al. [113] relies

on convolutional neural networks to recognise in a series of low resolution 2D current

maps when the zero charge state is reached and where the charge transition lines

are crossed. Despite the neural nets being trained on105 (after data augmentation)

labelled current maps to identify (0,0) charge states and charge transition lines, the

algorithm is successful in locating the desired charge state 57% of the time. One could
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Figure 3.7: Quantum device �ne tuning. a) SEM image of device gate architecture. b)
Current map showing double dot features, inset: the before and after of the algorithm
�ne tuning a bias triangle. c) Work�ow diagram of algorithm. Reproduced from [112].

argue that this is due to poor signal to noise ratio in the experiment. If this is the

case, the neural nets will have to be trained and tested on higher resolution current

maps to �nd the appropriate charge state. The time to take higher resolution current

maps will drastically increase the time to locate a given charge state. Unfortunately

the time taken by the algorithm to �nd a desired charge state is not clear, and it is not

bench-marked against other approaches. These approaches could include locating the

(0,0) charge state by taking a series of 1D current traces and identify when Coulomb

peaks are no longer observed. This would certainly be faster and simpler than neural

net image recognition techniques and may lead to the same if not greater accuracy.

If one chose to remain on the neural net route then, more targeted sampling of the
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voltage space [114] could be employed. This would reduce the number of 2D current

maps required and provide the time for higher resolution current maps to be acquired,

increasing the signal to noise ratio and the accuracy of the neural network. However,

Durrer et al. [113] has been able to overcome a challenge that Kalantreet al. [82]

deemed di�cult. That is, locating desired charge states using neural networks and

Durreret al.'s method simply relies on the calibration step of �nding the (0,0) charge

state [113]. Kalantreet al. [82] was one of the earliest to apply machine learning to

identify double quantum dots and single quantum dots albeit using a convolutional

neural network trained on simulated data based on the Thomas-Fermi model. They

proved this method was successful with tests on real data from a silicon nanowire

with over 90% accuracy. Furthermore, Kalantreet al. goes on to outline a method

of auto-tuning a quantum dot device using neural networks which is similar to the

approach taken by Durreret al. [113].

The majority of these automated tuning algorithms have been tested in well-

established GaAs devices. There is space therefore to develop and demonstrate

automated quantum dot tuning algorithms for a range of silicon devices. The broad

range of silicon devices and the less established device fabrication techniques place

a high bar for the successful demonstration of a general tuning algorithm in these

devices.

3.3 Conclusion

In conclusion, the literature supports the use of silicon over other materials such as

GaAs due to the possibility of leveraging industry fabrication expertise and a low

nuclear spin environment due to isotropic puri�cation resulting in reduced dephasing.

The ability to leverage industry fabrication expertise is most applicable to Si-MOS

devices rather than heterostructures such as Ge/SiGe or Si/SiGe. The scalable and

reliable manufacture of silicon-based devices is caught on the stringent lithographic
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fabrication requirements for electron spin qubit devices. However, these requirements

are relaxed if hole spin qubits are used in place of electrons and if the host material is

Germanium due to the relative e�ective masses of charge carriers. Automatic tuning

algorithms and reliable and reproducible quantum dot fabrication will need to meet

each other in the middle of the scaling journey of spin qubit quantum architectures.

All devices will require automated tuning of gate voltages to reliably form arrays of

quantum dots and to achieve optimal qubit control. However, the burden on the

automatic tuning algorithm is reduced for well fabricated and reliable quantum dots,

in which case, a capacitance model may be suitable for guiding automated tune-up. A

range of algorithms involving machine learning have been developed but do not provide

a complete tuning solution, let alone demonstrate fully automated tuning in a range

of silicon devices. Moreover, few algorithms in existent are arguably capable of tuning

extended quantum dot arrays in their current form without signi�cant modi�cation.

This is especially true, as readout methods of larger quantum arrays are beginning to

come to fruition as device size grows. For prototype devices such as double quantum

dots, the literature shows that algorithms which use machine learning may be the

most successful in tuning them. In this thesis, I explore the automatic tune-up of

prototype devices using more unsupervised methods which involve machine learning.



Chapter 4

Methodology

People pay their mortgages and feed

their children by doing this stu�.

Andrea Morello

The experiments which led to the results presented in this thesis were carried

out across a range of laboratories. Algorithms were run remotely in the Zumb�ul

Group, University of Basel and Katsaros Group, IST Austria during the COVID-19

pandemic to acquire the results shown in Chapter 5. The Algorithms used in Chapters

6 and 7 were developed at both the University of Oxford and the University of New

South Wales (UNSW). The experiments in Chapters 6 and 7 were completed in the

Fundamental Quantum Technologies (FQT) laboratory of Prof. Andrea Morello and

the Diraq laboratory at the ARC Centre of Excellence for Quantum Computation and

Communication Technology in UNSW, Sydney, Australia. Here I discuss the methods

commonly used across the laboratories I worked with/in to carry out experiments to

acquire the data presented within this thesis. This will include a discussion on sample

preparation, control electronics, software interfaces, algorithmic control and building

software.
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Figure 4.1: Sample preparation. a) A semiconductor chip sample viewed from an
optical microscope. Wire bonds (aluminium wires), create an electrical contact between
the sample's gate-electrodes, source and drain contacts to the bonding pads of the
printed circuit board (PCB). b) The PCB (pictured) behaves as an electrical interface
between the semiconductor chip and the electrical lines used to send signals to control
the sample. c) A cylindrical sample enclosure pictured from the top where electrical
lines enter the enclosure to reach the sample via nano-D and SMP connectors. d) An
open dilution refrigerator where the shields and outer vacuum can have been removed.
Locations where the sample can be bolted for quantum transport experiments are
labelled. The cylindrical sample enclosure (c) is bolted to the Cold Finger which can
reach a base temperature of 20 mK. Alternative sample enclosures can be bolted to
the Mixing Chamber Plate and can reach a temperature of 20 mK.

4.1 Sample preparation

The semiconductor chip sample (Fig. 4.1a) is mounted onto a printed circuit board

(PCB), also known as a `sample board' using PMMA as an adhesive. The PCB is the

interface between the signals sent from the external control electronics and the sample

(Fig. 4.1b). The gate-electrodes of the sample are connected to the control electronics

via wire bonds which provide an electrical connection between the gate-electrodes and

the relevant bond pads on the PCB. There are di�erent types of bond pads on the

PCB, those that are for DC signals, and those that correspond to signals that can be

either AC or DC from the respective control electronic. Bond pad features are taken

into consideration when planning the orientation of the sample on the PCB and the

respective wire bonds between gate electrodes and PCB bond pads.

As discussed in Chapter 2 it is important that electron temperature and therefore
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the device temperature is less than the charging energy of the quantum dot. To achieve

this and therefore the millikelvin temperatures required, the sample is placed within a

dilution refrigerator. This is done by placing the PCB, holding the mounted sample,

within a sample enclosure (Fig. 4.1c) which is then �rmly bolted to the coldest stage

of the dilution refrigerator, the Cold Finger (Fig. 4.1d). The Cold Finger typically has

a base temperature of 20 mK. Samples can also be bolted to the Mixing Chamber

Plate which has a temperature of 20 mK when the fridge is at base temperature. The

sample enclosure must have excellent thermal contact with the dilution refrigerator to

maximise thermalisation. The shape and mounting process of the sample enclosure

depends on the style of the dilution refrigerator. For example, within my lab at

the University of Oxford, we used Oxford Instruments dilution refrigerators which

are compatible with a cylindrical sample enclosure called aPuck. Whereas in the

Fundamental Quantum Technologies lab in Sydney, I used cuboidal sample enclosures

which were compatible with their Blue Fors branded dilution refrigerators. Control

electronics are then connected to the sample enclosure during the loading process into

the dilution refrigerator which, in turn, connects to the PCB and then �nally to the

device.

4.2 Classical electronics

The brands of breakout boxes, voltage sources and DACs can vary greatly between

laboratories and individual experimental setups. Particular groups will have preferred

features, such as a�ordability, ease of use, or brand familiarity and loyalty. In some

cases, laboratories will build their equipment, for example, the homemade breakout

boxes used by the FQT lab. Despite subtle di�erences, the equipment serves the

same purpose and I will brie�y outline the core features using the QTRay Racks

manufactured by TU Delft as an example which are common across laboratories in

which work for my thesis was carried out. Moreover, the layout of the instrument
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Figure 4.2: Classical electronics. A QTRay Rack houses the breakout box, the digital-
to-analogue (DAC) DC voltage sources, voltage dividers, ground pins and current
ampli�ers for quantum transport measurements. Communication with the DAC occurs
via a �bre optic cable.

enables easy explanation and walkthrough of breakout electronics, voltage sources,

voltage dividers and current ampli�ers in a single rack.

The DC lines connected to the sample, run from the Cold Finger, up the stages of

the fridge, and exit at the top of the dilution refrigerator at room temperature where

they are connected to a breakout box via a Fischer Cable (Fig. 4.2). The AC lines

follow a similar path from the sample and are connected to the breakout box via an

SMA cable, and then an AC source such as a Keysight M3302A arbitrary waveform

generator (AWG) or a Quantum Machines OPX. From the breakout box, each DC

line/channel is connected to a DAC DC voltage source via a Bayonet Neill�Concelman

(BNC) connector. Individual DC lines can be grounded or �oated using a switch on

the breakout box. The DACs have a voltage range of 4V and are operated in bipolar

mode, resulting in maximum and minimum voltages of 2 V and -2 V respectively.

The VIb module (Fig. 4.2) is a combined V-source, I-measure and IsoOut, hence the

letters �V� and �I� in the name. It provides a source voltage, current measurement

with a noise �oor down to 5 fA/sqrtHz( at 1G V/A) and an isolation ampli�er (used to
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provide electrical isolation and electrical safety of the output signals), in one module.

The S2f module (Fig. 4.2) is a summing module (hence the letter �S� in the name)

and serves as a patch area for DAC voltage sources. The DAC S2f DC voltage source

module has a voltage resolution is 60� V due to the 16-bit resolution of the DAC. The

inclusion of voltage dividers is common to achieve higher voltage resolutions and can

be custom made or purchased. Serial commands and the status of the DAC are sent

between the DAC and the PC via a �bre optic to USB connection. The source-drain

bias is set by the VIb module which has a built-in voltage divider. When performing

quantum transport measurements the current is measured using the ammeter in the

VIb module which is then ampli�ed by 1GV=A. The ampli�cation value is factored

out at the software level after data acquisition. The measured current is acquired and

sent to a digitiser connected to a PC. The drain is connected to the ground on the

S2f module.

4.3 Instrument control

Various software packages were used to programmatically control the classical elec-

tronics (Fig. 4.3), as implementations are built customarily between laboratories, but

all used in this work were written in the Python programming language. In Chapter 5,

Pygor developed by Dominic T. Lennon [115] was used across the University of Basel

and IST Austria. In Chapter 6,SilQ developed by Serwan Asaad and Mark Johnson

[116] was used in the FQT lab for data acquisition and instrument control speci�cally

for ion-implanted donor in silicon devices. Our collaborators in Chapter 7 used custom

Quascripts in Python for data acquisition and control of their AC voltage source.

The purpose of all of these various packages is to act as a human-understandable

wrapper around the lower-level instrument drivers. Therefore, rather than running hard-

to-read scripts of regular measurement sequences which are instrument-dependent,

users can run commands such asget_current() or set_val() to measure the
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Figure 4.3: Software and hardware stack. The software is written in the Python
programming language. Each laboratory possesses its own Driver Wrapper around
the lower level instrument drivers for easy instrument control and data acquisition
(DAQ). The application interface enables the tuning algorithm to be hardware agnostic
and portable. The Jupyter Notebook provides data visualisation capabilities and an
interactive console for the control of the hardware stack using the Driver Wrapper of
choice.
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current �owing through the device or set a speci�c voltage to a speci�c gate electrode,

while the underlying necessary instrument drivers are correctly chosen via a con�guration

�le.

Pygor was originally designed to perform as a two-computer, server-client architec-

ture. This enabled the tuning algorithm logic and heavy computation to run on a more

powerful PC (the client), and then send commands via the internet to a less powerful

laboratory PC which would control the instruments and acquire data (the server).

The acquired data would then be sent back to the client's PC, and the sequence

would be repeated. However, I realised that the computational power required for

the algorithm developed in Chapter 5 could be satis�ed by a standard laboratory PC,

but portions of the algorithm which relied on multiprocessing needed to be run on a

Unix-like computer operating system. Therefore, I ran the client and server on the

same PC in the laboratory, but if the operating system of the laboratory PC was

Windows-based, I ran the client on the Windows Linux Subsystem giving me access to

a Unix-based operating system on the same PC. This greatly reduced the installation

time of Pygor when setting up experiments remotely as we removed the need to

specify open ports across university department networks and lift certain �rewalls

which could put the university network at risk. Moreover, the entire experiment could

be accessed by authorised remote desktop to a single PC within the host institution's

laboratory, which favoured data sharing security controls and promoted ease of use.

In between the driver wrapper and the tuning algorithm software sits an application

interface. The interface serves a crucial role in the software stack, allowing the tuning

algorithms developed to be agnostic towards hardware and instrument control software

across laboratory setups. By de�ning an interface and data types, tuning algorithms

can be easily ported between laboratories, with minimal coding required other than

constructing an application interface. The interface is made up of commands such

as, set DAC voltages, read the current state of the DAC and acquire a current

measurement.
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The tuning algorithms developed in this body of work do not require any form of

human interaction; they control the experiment autonomously. They have procedural

characteristics and are iterative, repeatedly progressing through a sequence of steps.

An overview of a tuning algorithm work�ow is, acquire a measurement, signal process

the data acquired, make a decision on the next measurement to take and repeat. Each

portion of the work�ow routinely relies on machine learning for example, a Random

Forest classi�er at the signal processing stage and Gaussian Process Bayesian optimisa-

tion to decide what measurement to take next. Each portion of the tuning algorithm

is halted when a maximum number of iterations is reached or a stopping criterion is

met. Development of the relevant stopping criteria relies on our understanding as

experimentalists as what we'd expect and desire the respective signals to look like at

di�erent stages of the tuning process.

Humans interact with the entire software stack via a Jupyter Notebook on a PC

where they can use their instrument driver wrapper of choice and tuning algorithm

to control their instrument electronics. Jupyter Notebooks, behave as an interactive

python console and possess the ability to display graphical images inline enabling

experimentalists to acquire measurements such as charge stability diagrams and display

them in real time. This can be helpful for manual tuning for the experimentalist as

well as observing the online performance of a tuning algorithm at its various stages.

4.4 Software development

Being a thesis which consists of algorithms for automated quantum device control, I

will brie�y give an overview of the software architectural styles I obeyed and software

development practises I attempted to follow.

The architecture of the software developed followed a `wide instead of deep'

[117] approach with each portion and task of the overall programme separated into

various modules consisting of distinct components (Fig. 4.4). For example, the
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Figure 4.4: Codebase �le tree. An excerpt of the codebase �le tree of one of the
algorithms developed in this thesis. The codebase consists of a total of 16 directories
and 46 �les and is organised as a Python Package. Theinterfaces directory contains
application interfaces for the tuning algorithm to run on di�erent laboratory setups
and serves as an example for future interface development.

di�erent modules were made up of acquisition routines, models, helper functions,

signal processing, interfaces and pipelines. Throughout my research, I moved away

from object-oriented programming and towards a procedural programming paradigm

with the inclusion of functional paradigm elements. This shift led to codebases (e.g.

donorsearch in Chapter 6) that allowed for fast iterative development, modularity,

and composability, as each routine or procedure was made up of smaller procedures

which could be swapped in or out at will. Moreover, the testing of each component,

unit testing, was easier to perform because the risk of not including global state

changes was reduced, such as in an object-oriented approach (e.g. CATSAI in Chapter

5).

How the software is developed can greatly in�uence the software's quality, read-

ability, portability, scalability and adaptability should changes be required during later

stages of development. The practices I followed to maximise these qualities are as

follows:

ˆ Long Stretches of Focused Time : Developing software requires long

stretches of uninterrupted time (at least 3 hours). Remove distractions and

meetings to allow for focused time. A software developer needs to keep as
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much of the program in their near-term memory as possible. This holistic

understanding of the codebase takes at least 30 minutes to build in each coding

session and is easily destroyed by distractions.

ˆ Development Environment : Employ a lightweight development environment

that supports autocompletion and type hints, such as Visual Studio Code (VS

Code) or Vim with the relevant plugins.

ˆ Package and Environment Management : Set up a virtual environment

usingconda to manage project dependencies and ensure reproducibility. Back

up the virtual environment to.yaml �le to allow portability across di�erent PCs

and operating systems.

ˆ Version Control : Employ Git for code versioning, enabling the ease of tracking

and managing the integration of features into the codebase.

ˆ Feature Development Management : Utilise platforms like GitHub's Issues

and Projects to track features and tasks. Take advantage of Kanban boards to

manage tasks and prioritise di�erent features. Re-evaluate the development of

features weekly.

ˆ Codebase Structure : From the inception of the project, organise the software

as a Python package. This approach enhances portability and minimises potential

installation and testing complications in the future.

ˆ Testing : Rigorously test the software as it is being developed via a Python

package style installation, utilising tools likepytest , coverage, and actual

in-the-�eld testing to ensure reliability and functionality. Getting early and

frequent feedback fromin-the-�eld testing and users will keep development

goals on track to achieve a good working product.

ˆ Code Formatting : Employ a code formatter (e.g.black ) to maintain a

uniform code layout and improve code readability.
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ˆ Type Hints : Add type hints to every function or callable to enhance code

clarity and facilitate error detection. Rely on tools such asPylance or MyPyfor

static analysis and type checking. This greatly reduces type errors occurring in

production.

ˆ Documentation : Accompany each function/callable with docstrings unless

their inclusion is deemed unnecessary. Utilise third-party tools to streamline this

process, ensuring that the code evolves alongside its documentation without

additional manual e�ort.

ˆ Mainline Development : An individual should focus on developing one feature

at a time, assigning each feature to its dedicated Git branch. Merge these

branches with the main branch upon completion. The life cycle of a feature

before it is merged should be as short as possible, no more than a few days.

This practice, even when working alone, enables e�cient code management and

facilitates the isolation of potential issues without a�ecting the entire codebase.



Chapter 5

Cross Architecture Tuning in

Silicon using ML

The implications go far beyond my

beloved chessboard... Not only do

these self-taught expert machines

perform incredibly well, but we can

actually learn from the new

knowledge they produce.

Gary Kasparov

The work in this chapter is from the published paper by Severinet al. [118] which

was completed with collaborators from the University of Basel and IST Austria.

In the late 20th century Humanity entered a new period: The Silicon Age. Coming

out of the tail-end cusp of the industrial revolution, silicon alongside the ability to wield

element-14 with its neighbours into miniature switches gave birth to much of the world

we interact with today. As we continue to wade through this period and look forward

to future computational architectures, it is hard to ignore silicon's opportunity for

scalable qubit realisations. To reliably leverage the scalability characteristic of silicon

one must possess a series of algorithms, or better, a single algorithm, to tune across
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di�erent architectures of gate-de�ned double quantum dots in silicon and SiGe-based

foundry fabrication-ready devices, preparing the road to millions of qubits on a chip.

The motivation of this chapter is to demonstrate a general algorithm that can

coarsely tune double quantum dots in a range of device architectures that, for example,

may have very di�erent cross talk, voltage ranges, noise characteristics and material

systems, with minimal modi�cations.

In this chapter, I demonstrate that it is possible to automate the tuning of a 4-gate

Si FinFET, a 5-gate GeSi nanowire and a 7-gate Ge/SiGe heterostructure double

quantum dot device from scratch with the same algorithm. I achieve tuning times

of 30, 10, and 92 minutes, respectively. The algorithm also provides insight into the

parameter space landscape for each of these devices, allowing for the characterisation

of the regions where double quantum dot regimes are found. These results show

that overarching solutions for the tuning of quantum devices are enabled by machine

learning.

5.1 Introduction

Before we can use a quantum computer, we �rst need to be able to turn it on

[118]. There are many stages to this initial step, particularly for quantum computing

architectures based on semiconductors. Silicon and SiGe devices can encode promising

spin qubits [36], demonstrating excellent �delities, long coherence times and a pathway

to scalability [57, 67, 119�122]. Many of these key characteristics revolve around the

material itself providing the opportunity to be puri�ed to a near-perfect magnetically

clean environment resulting in very weak to no hyper�ne interactions. As the material

of choice of the microelectronics industry, gate-de�ned quantum dots in silicon and

SiGe have great potential for the fabrication of circuits consisting of a large number

of qubits, an essential requirement to achieving a universal fault-tolerant quantum

computer [6, 8].
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Multiple gate electrodes provide the ability to tune di�ering devices into similar

operating regimes. These gate voltages de�ne a large parameter space to be explored.

Each device architecture and material realisation de�nes a speci�c parameter space.

The time-consuming challenge of tuning semiconductor devices becomes intractable as

we combine di�erent device architectures in the realisation of complex quantum circuits

with millions of components. The development of machine learning algorithms for

quantum device tuning [32, 81, 82, 101, 103, 104, 106, 113, 123�126] is exceptionally

challenging when looking for such overarching solutions, successful on very di�erent

types of devices which may need to cater to speci�c purposes.

Here I demonstrate that it is possible to tune quantum dots in three di�erent

device architectures and material systems completely automatically. This machine

learning-based algorithm, which I call `Cross-Architecture Tuning Solution using AI'

(CATSAI), requires only the following hyperparameters to be set once, for each type

of device, in a con�guration �le: source-drain bias, safety voltage bounds, resolution

and size of acquisition current maps and traces, the o�set current noise �oor, and

Coulomb peak segmentation threshold (see Appendix A). The origin and gate voltage

sweep directions can be arbitrarily selected for devices operating with accumulation

or depletion mode gate electrodes, and either holes or electrons as majority charge

carriers. An advanced signal processing classi�cation method handles charge switches

and other noise patterns.

I demonstrate the CATSAI algorithm for a Si accumulation-mode ambipolar FinFET

[38, 95, 127], a depletion-mode Ge/Si core/shell nanowire [88�90] and a laterally-

de�ned device in a Ge/SiGe heterostructure [80, 128�130], operating with holes

as charge carriers. I show that CATSAI outperforms random search and human

experts on all devices. The machine learning-based approach also reveals the size

and characteristics of the double quantum dot regime within the multidimensional

parameter space de�ned by each gate voltage architecture. The learnings from the

automatic tuning of double quantum dot devices will help us understand how machine
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Figure 5.1: Device schematics. Si FinFET (a), GeSi nanowire (b) and Ge/SiGe
heterostructure (c) device architectures and their corresponding current pinch-o�
hypersurfaces for hole transport calculated using a Gaussian process model for one of
the tuning algorithm runs (d, e, f). Three gates are plotted for illustrative purposes
with the remaining gates on each device set to a constant value. The bias was
kept constant throughout the experiment. CATSAI was given control over the gate
electrodesV1 - V4, V1 - V5, andV1 - V7 on the FinFET, nanowire and heterostructure,
respectively.

learning and other automated tunining methods may be used for tuning up larger

devices in the future.

5.2 Methods

5.2.1 The devices

Double quantum dots are de�ned by applying DC voltages to the gate electrodes

V1 � V4 for the FinFET,V1 � V5 for the nanowire,V1 � V7 for the heterostructure (Fig.

5.1). For the FinFET, the lead gate electrodesV1 andV4, open and close the quasi 1D

silicon channel to charge carriers by controlling the size of the tunnel barrier between
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