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Abstract

Professional forecasters increasingly rely on citizen forecasts to predict election

results. Following this approach, forecasters have been predicting the party to

win which most citizens said will win. This approach predicts winners and vote

shares well, but related research has shown that some citizens forecast better than

others. Extensions of Condorcet’s jury theorem suggest that naı̈ve citizen fore-

casting can be improved by delegating the forecasting to the most competent citi-

zens and by weighting their forecasts by their level of competence. Indeed, doing

so increases the accuracy of vote share predictions and the number of correctly

forecasted states. Allocating the state’s electoral votes to the candidate who most

weighted delegates say will win yields a simple, but successful forecasting model

of the U.S. Presidency. The ‘wisdom of crowds’ model correctly predicts 8 out of

9 presidential elections. The results suggest that delegating and weighting provide

an easy way to improve citizen forecasting.
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1. Introduction

Democracies repeatedly ask citizens to elect the candidates, parties, or policies

they want or think are best. Accordingly, considerable effort has been spent on

forecasting the results of these elections. The efforts fall into two broad categories.

Forecasting models in the first category focus on preferences. Forecasting models

in this category usually elicit vote intentions in surveys before the election to

predict vote choice on election day (e.g., Linzer, 2013). Or they apply a general

theory of voting behaviour—such as the idea that voters reward government for a

good economy and punish it for a bad one—to forecast how voters will behave in

a particular election (e.g., Abramowitz, 2012).

Forecasting models in the second category focus on judgements. They elicit

vote expectations before the election and predict the candidate to win which most

citizens forecast will win (e.g., Lewis-Beck & Skalaban, 1989). Because these

models follow the democratic process by letting the simple majority of citizens

decide which candidate is predicted to win, their predictive accuracy informs the

debate about democracy itself.

The initial studies on citizen forecasting tested whether citizen forecasts pre-

dicted at all, and they did. They predicted well in the U.S. when forecasting which

candidate will win the Presidency (Lewis-Beck & Skalaban, 1989; Lewis-Beck &

Tien, 1999) and which candidate will win a state (Rothschild & Wolfers, 2013;

Graefe, 2014); they also predicted well in Great Britain when forecasting which

party will win the Prime Ministership (Lewis-Beck & Stegmaier, 2011) and which

party will win in each constituency (Murr, 2011).

More recent studies even show that citizen forecasts predicted better than other

approaches at the state and national level. At the state level, Rothschild & Wolfers

(2013) compared the relative accuracy of citizen forecasts and vote intentions.

Based on data from the American National Election Studies (ANES) from 1952
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to 2008, they found that citizen forecasts predicted more states correctly than vote

intentions in 8 out of 10 presidential elections. Similarly, Miller et al. (2012) com-

pared the relative accuracy of citizen forecasts and the prediction market Intrade.

Using a unique survey during the 2008 U.S. presidential election, they showed

that citizen forecasts predicted state outcomes more accurately than the prediction

market.

At the national level, Graefe (2014) compared the relative accuracy of several

approaches in predicting U.S. presidential elections. The comparison pitted cit-

izen forecasting against quantitative models, vote intentions, prediction markets,

and election experts. Comparing their relative accuracy in the seven elections be-

tween 1988 and 2012, he found that citizen forecasts performed best in predicting

election winners and vote shares.

Although the above cited studies of citizen forecasting aggregated judgements,

they implicitly followed two aggregation principles for preferences in democratic

elections: universal suffrage and ‘one person, one vote’. The above cited studies

followed these principles by using all citizen forecasts and by giving them equal

weight. These two principles are indispensable when aggregating preferences; it

can be beneficial to dispense with them, however, when aggregating judgements.

Citizen forecasting can become even better by delegating the task of forecasting

to the most competent citizens, and by weighting their forecast depending on their

competence.

Both delegating and weighting require a measure of forecasting competence.

The following study proposes a new method to measure it. The method identi-

fies the good forecasters in the past, estimates their probability of being correct in

the current election, and takes this estimate as a measure of their competence. It

then delegates the forecasting task to the most competent members and weights

their forecast by their competence. Delegating and weighting increases the aver-
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age probability of a correct forecast. Accordingly, the method improves citizen

forecasts without having to interview more citizens. Instead, it improves fore-

casts with available data. The reason for the success of delegating and weighting

lies in Condorcet’s jury theorem and its extension, which highlight when groups

outperform individuals in binary choice tasks (Condorcet, 1785, 1994).

2. Linking Citizen Forecasts to Condorcet’s Jury Theorem

Murr (2011) was the first to identify the link between citizen forecasting and

Condorcet’s jury theorem. The theorem features prominently in discussions about

the advantages and disadvantages of democracy, but it applies to group decision

making more generally. Condorcet derived the theorem for a group choosing be-

tween two alternative by simple majority vote, i.e. by choosing the alternative that

receives the most votes of its members. He assumed that members vote indepen-

dently of one another and that each member has the same chance of choosing the

correct alternative.

The theorem implies that if each group member has a greater than .5 chance of

voting for the correct alternative, then the probability of a correct simple majority

vote approaches unity as the group size increases to infinity (‘wisdom of crowds’).

The reverse also holds. If each member has a smaller than .5 chance of voting

for the correct alternative, then the probability of a correct simple majority vote

approaches zero as the group size increases to infinity (‘folly of crowds’). The

above cited studies on citizen forecasting suggests, however, that citizens have a

greater than .5 chance of correctly forecasting the election winner.

The aggregation effect emerges even in small groups. Consider a group of

citizens who each correctly forecast 60 percent of the time. With 5 citizens the

group correctly forecasts 68 percent of the time; with 25 citizens it does so 85

percent of the time. By contrast, with citizens who all correctly forecast 70 percent
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of the time, the groups of 5 and 25 citizens correctly forecasts 84 and 98 percent

of the time, respectively.1

3. Generalising Condorcet’s Jury Theorem

Condorcet considered groups facing a binary choice situation with members

who have the same competence and vote independently of one another. Subse-

quent research generalised the theorem to situations with more than two alter-

natives, with members of heterogeneous competence, and with dependent votes.

For the present context, the most important generalisations are those allowing for

heterogeneous competence and dependent votes.

An important generalisation of Condorcet’s jury theorem allows citizens to

vary in their competence. Grofman (1978) demonstrated that Condorcet’s jury

theorem still holds if the competence of the group members is symmetrically dis-

tributed with a mean of greater than .5. This theoretical generalisation is impor-

tant in practice because Lewis-Beck & Skalaban (1989) and Lewis-Beck & Tien

(1999) have shown that indeed citizens vary in their forecasting competence.

It is also likely that the forecasts of citizens are correlated with each other.

With random sampling it is unlikely that survey respondents have observed how

the others forecasted or that they talked to each other to exchange information or

to convince the other about who will win. Nevertheless respondents might share

the same information if they were interviewed on the same day or if they have the

same prior beliefs because of similar levels of political interest or because of their

partisanship.

A potential cost of correlated votes is that they might decrease the effective

1 The number of correct group members follows a Binomial distribution. With plurality voting,
the probability of a correct group decision equals one minus the probability that less than half of the
members make a correct decision. In R, the following code replicates the above calculation assum-
ing odd group sizes: n<-c(5,25,5,25); p<-c(.6,.6,.7,.7); 1-pbinom((n+1)/2,n,p).
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sample size. If every pairwise correlation is zero, then every citizen brings novel

information to the group forecast; if, by contrast, every pairwise correlation is

one, then all citizens have the same information, and interviewing one citizen is

enough to know how the group would forecast.

Ladha (1992) specified the conditions under which Condorcet’s jury theorem

still holds when votes are correlated. He derived a formula to calculate how large

the average correlation can be given the size of the group and the average compe-

tence so that the theorem still holds. To illustrate his result, consider a group of

10 members. With an average competence of .6 the average correlation can be up

to .34; with an average competence of .9 the average correlation can be up to .82.2

In other words, the average correlation can be quite high even for small groups of

medium to high competence, and Condorcet’s jury theorem still holds.

The formula also highlights when correlated votes can improve group fore-

casts. Ladha (1992, 629) gives an example in which adding incompetent citizens

to a group of competent citizens increases the probability that the group will make

the correct decision. In the example, the votes correlate positively within both

groups, but negatively between both groups. The reason for the increase in group

performance is that the addition decreases the average correlation. And the benefit

of decreasing the average correlation outweighs the cost of a lower average com-

petence. In fact, without the correlated votes the combined group would decide

worse than with the correlated votes. Because citizen forecasting has been mostly

accurate in the past, it follows from the assumptions that the average correlation

is low and that the group-wise correlation patterns may even benefit citizen fore-

casting. Consequently, the following assumes that forecasts are uncorrelated to

simplify the discussion and analysis.

2 In R the following code replicates the numbers: n<-c(10,10); p<-c(.6,.9);
p-(n/(n-1))*(p-.25)*(1-p)/p.
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4. Improving Citizen Forecasts

Besides generalising Condorcet’s jury theorem, several authors have used it

as a framework for suggesting ways of improving group decision making. These

suggestions roughly fall into three categories, focusing on increasing the group

size, the competence of the group members, or the voting weight of competent

members.

4.1. Increasing the Group Size

The first category of suggested improvements focuses on group size. It follows

directly from Condorcet’s jury theorem that if citizens forecast better than chance,

then asking more citizens increases group performance. But the attractiveness of

this suggestion varies with the level of aggregation that we are interested in.

Increasing the group size represents a better way of increasing state than na-

tional level forecasts. Surveys asking citizens to forecast which candidate will

win the Presidency have large sample sizes regularly. Increasing the number of

respondents will have little effect for them because Condorcet’s jury theorem fol-

lows the law of diminishing returns. The rise in the chance of a correct group

forecast by interviewing one more citizen becomes smaller with increasing sam-

ple size. Consider two groups whose members have an average probability of a

correct forecast of .7 and .9, respectively. Both groups have the same chance of a

correct forecast already with 50 members.

Surveys asking citizens to forecast which candidate will carry the state, by

contrast, have small samples in each state. Interviewing more citizens in states

with close elections will improve citizen forecasting. Because citizens correctly

forecast the winning margin in each state (see below) citizen forecasts themselves

can guide the decision where to collect more of them (Murr, 2011). If citizens

forecast a close election in the state, surveys should sample more of them; if not,
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surveys should stop interviewing citizens there and shift resources to states with

close elections. In other words, the sampling design is not fixed prior to the survey,

but adapts to responses collected during the survey (Thompson, 1992; Thompson

& Seber, 1996).

Adaptive sampling will prove most useful to surveys who aim only at fore-

casting state election results. Surveys with multiple aims, such as national elec-

tion studies, however, will not consider adaptive sampling. Some of their aims

will conflict with the aim to maximise the predictive power of citizen forecasting.

For instance, studying turnout requires equal numbers of respondents in states

with narrow and wide winning margins, whereas forecasting elections could be

improved by unequal numbers of respondents in those states, as outlined above.

When adaptive sampling is not an option, the suggested improvements in the other

two categories show ways to optimise citizen forecasting with a given group size.

4.2. Increasing the Average Group Competence

The second category of suggested improvements focuses on increasing the av-

erage group competence. One way to do so is to educate the citizenry, telling

them what predictors work best and what decision rule produces the best forecast

(Murr, 2013). Another, perhaps more immediately practicable, way is to delegate

the task of making a forecast to the most competent members of the group. Kaz-

mann (1973) proposed this idea, showing how the probability of a correct group

decision changes by excluding members who fall below a moving threshold of

competence. Accordingly, delegating the forecast to the most competent mem-

bers moves away from ‘universal suffrage’ towards ‘conditional suffrage’.

In commenting on Kazmann’s proposal, Grofman (1975) presented a formula

for calculating when an increase in the group average compensates for the de-

crease in group size. The formula shows that delegation improves group forecasts
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if the benefit of an increased average competence outweighs the costs of a de-

creased group size. I label this approach ‘delegated citizen forecasting’.

4.3. Increasing the Voting Weight of Competent Members

The third category of suggested improvements focuses on aggregation rules.

One way to increase group accuracy is to raise the level of agreement required for

a group decision. Replacing the simple majority rule with a supermajority rule

or even unanimity will make group decisions more accurate (Grofman & Owen,

1986). At the same time, however, the higher requirements will also increase the

chance of gridlock, leading to more undecided choice situations.

A more promising way of increasing group accuracy dispenses with the demo-

cratic principle of ‘one person, one vote’. Instead of equal votes, the group mem-

bers receive unequal votes. The weight of their vote increases with their level of

competence. Shapley & Grofman (1984) and Nitzan & Paroush (1982) showed

that the optimal decision rule assigns voting weights proportional to the logged

odds of competence. Assuming that both choices are a priori equally likely to be

correct and that votes are independent, the authors showed that given a group size

and average competence, the proposed decision rule maximises the probability

that the group will make the correct decision.

One reason why the weights maximise group performance is that more compe-

tent members have more votes. Another reason is that the weights tend to reverse

incorrect decisions. The decision rule identifies incompetent members and then

forecasts the opposite of what they said, thereby translating incompetent fore-

casters into competent ones. Because incompetent members choose the wrong

alternative more often than not, reversing their choice picks the right alternative

most of the time. I label this approach ‘weighted citizen forecasting’.
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4.4. Determining the Competence of Members

Most of the suggestions to improve group forecasts assume knowledge of the

member’s competence. We cannot, however, directly observe it. Consequently,

various ways to estimate competence have been proposed. Grofman & Feld

(1986) discuss two approaches: asking citizens to assess the relative competence

of each other (as proposed by Bodily, 1979, among others), or counting how often

the citizen agrees with the majority opinion (Mirkin, 1979).

Because these studies were mainly concerned with preference aggregation,

they lacked an external criterium against which to evaluate competence. Instead,

they had to refer to auxiliary constructs such as the perceived competence or the

agreement with the majority opinion. In contrast to that, the present study focuses

on judgement aggregation and has the advantage of having an ‘external truth’.

When forecasting elections, we can compare forecasts to what actually happened.

The following study proposes a new method to measure forecasting compe-

tence. The method identifies the correlates of good and bad forecasters in past

elections, and selects and weights forecasts in the current election accordingly.

Optimally delegating the forecasting task to the competent citizens and optimally

weighting their forecasts will increase the average probability of a correct indi-

vidual forecast, and thereby increase the probability of a correct group forecast.

The method is widely applicable because it relies only on information that most

surveys collect anyway. I label this approach ‘delegated and weighted citizen

forecasting’.

5. Data

The citizen forecasts and the correlates of forecasting competence come from

the Cumulative Time Series Data of the American National Election Studies (2010,

2012). The ANES draws national samples, but it does not draw samples to repre-
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sent the states. This poses a problem for research trying to infer from the sample

to the state population. The proposed forecasting model, however, does not aim to

estimate a state’s proportion of correct citizen forecasts. A representative sample

would improve the model’s accuracy only if the population in question forecasts

better than the sample does. Indeed, this papers shows that delegating and weight-

ing by past performance makes the sample even less representative, but at the same

time makes citizen forecasting even better.

The Cumulative Data consist of pre-election surveys with usually half of the

interviews already finished four weeks before election day. The ANES asked

respondents the following question: “How about here in [R’s state]. Which can-

didate for President do you think will carry this state?” Respondents that did not

answer this question are excluded from the analysis.3 The ANES asked this ques-

tion in eleven elections. The ANES asked it for the first time in 1952 and then

in every election survey between 1972 and 2012, except for 2000. Comparing

these citizen forecasts with historical election results reported by the American

Presidency Project (2014) shows who was correct and who was not.

6. Forecasting the forecasters

The following proposes a new method to ‘forecast the forecasters’. It finds the

correlates of correct forecasts in the past to calculate the predicted probability of

a correct forecast in the current election. It then takes this predicted probability

as a measure of forecasting competence to optimally delegate and weight fore-

casts. Delegating and weighting in turn improve the probability of a correct group

forecast.

Using the past to predict who will correctly forecast in the future poses a

3 The proportion of non-response decreased steadily from 23 percent in 1952 to 5 percent in
2012.
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methodological challenge. The challenge is to select variables with predictive

power (Ward et al., 2010a). In other words, the goal is not to select which variables

were statistical significant in a past election. This result might not generalise to

future elections. Instead, the goal is to select the variables that maximise the

accuracy of out-of-sample predictions, such as the future.

One way to meet the challenge is cross-validation (Geisser, 1975; Efron, 1983).

It randomly divides the data into two sets, a ‘training’ and a ‘test’ set. Using the

training set it estimates several models, and tests their predictive power using the

test set. Accordingly, division, estimation, and prediction represent the three steps

of cross-validation. Repeating these three steps several times provides a measure

of the models’ overall predictive power.

More specifically, I followed the procedure outlined by Ward et al. (2010a,

8) and performed a 4-fold cross-validation. In each election I randomly assigned

respondents to one of four equal sized groups. Three groups form the training set

to estimate the models, whereas the remaining group represents the test set for

the out-of-sample predictions. The estimation starts with a full model, but subse-

quently drops variables if it increases predictive power. To measure the predictive

power I used the area under the Receiver Operator Characteristic (ROC) curve.4

I repeated this procedure four times such that each of the groups serves in turn

as the test set while the other three make up the training set. Because the results

of this process depend on how the data was divided in the first place, the 4-fold

cross-validation was repeated 10 times.5

4 The ROC curve represents the performance of a binary classifier as the discrimination thresh-
old varies. It shows the trade-off between the rate of true positives (i.e., the number of accurately
predicted correct forecasters over the total number of correct forecasters) and the rate of false
positives (i.e., the number of inaccurately predicted correct forecasters over the total number of
incorrect forecasters). The larger the area under the ROC curve, the larger the predictive power.

5 The code to implement the procedure builds on Ward et al. (2010b). They state that “[t]here is
no evidence that the choice of [the number of folds] makes much difference in most applications,
as long as the subsample in each fold is large enough to calculate the usual statistics.” (Ward et al.,
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The success of the cross-validation exercise depends on which variables were

included in the full model at the beginning of the procedure. To the best of my

knowledge, there has been no study showing which variables correlate highly with

the quality of forecasting at the state-level. So as a starting point I include the

variables that Lewis-Beck & Tien (1999) consider as potentially relevant for the

quality of forecasts at the national level. They include variables such as the per-

ceived closeness of the election, whether a respondent forecasts the party to win

with which she identifies or for which she intends to vote for, as well as mea-

sures of political involvement and socio-demographics. In addition to their list, I

include the age of the respondents as well as a dummy variable scoring one for

white respondents and zero otherwise. The Appendix provides more details on the

variable coding. It turns out that what predicts correct forecasts differs between

state and national forecasts, but a detailed discussion is beyond the scope of this

paper.

Figure 1 shows which variables best predict a correct forecast in each election.

Figure 1 shows that the same variables are included or excluded again and again.

For instance, whether a respondent perceives the election to be close features in

every model when it is available. The degree of media exposure, by contrast, never

features in the selected model when it is available. In addition, the set of selected

predictors overlaps greatly from one election to the next. For instance, the set of

predictors in 1952 is identical to the set in 1972, except for one variable.

Table 1 shows the results of a binary logistic regression of whether or not the

forecast was correct on the selected predictors for each year. Table 1 highlights

that the direction of the relationship between the variables stays constant over

time. For instance, those who perceive the election to be close forecast worse

2010a, footnote 5 on page 8). In the present case, the 2004 survey has the smallest fold size of 274
respondents with a total sample size of 1096 respondents.
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Media

Week

Participation

Female

Interest

Forecast Vote

Forecast PID

Age

Education

White

Close

1952 1972 1976 1980 1984 1988 1992 1996 2004 2008 2012

Excluded

NA

Included

Figure 1: Selected predictors of a correct citizen forecast. The selection maximised the area under
the ROC curve in a 4-fold cross validation exercise, which was repeated 10 times.

than others in every election. The higher educated always forecast better than the

less educated. And so on. To sum up, the correlates of forecasting quality remain

highly stable over time. Under these conditions delegating and weighting has the

largest effect. The high stability in both the set of predictors and in their direc-

tion of correlation means that delegating and weighting will increase forecasting

quality.

The next step of the forecasting model takes the estimates of Table 1 to calcu-

late the forecasting competence of citizens. The calculation combines the respon-

dents’ values of variables in the current election with the corresponding regression

estimates from the previous election. Using both it calculates the predicted prob-

ability of being correct, which serves as the estimated competence of the fore-

caster. The model then excludes the least competent citizens in a state if doing

so increases the probability of a correct group forecast. Finally, the forecasting
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Table 1: The effect of the selected predictors on making a correct forecast in each year, logistic regression results.

Constant Close Educ. White Age PID Vote Interest Female Partic. Week AUC

1952 −0.42 0.32 0.67 0.04 −0.77 0.30 0.65
n = 1436 (0.27) (0.06) (0.22) (0.04) (0.13) (0.13)
1972 0.62 −1.27 0.27 0.63 0.15 −1.70 1.20 0.77
n = 2212 (0.23) (0.12) (0.05) (0.15) (0.03) (0.13) (0.13)
1976 0.26 −0.42 0.22 0.12 0.57
n = 1825 (0.18) (0.10) (0.07) (0.10)
1980 −0.22 −0.65 0.18 0.53 0.06 −0.81 0.20 −0.20 0.28 0.67
n = 1281 (0.26) (0.12) (0.06) (0.17) (0.03) (0.13) (0.13) (0.12) (0.08)
1984 0.31 −0.60 0.25 0.85 0.07 −1.12 0.64 −0.19 0.69
n = 1891 (0.24) (0.11) (0.05) (0.13) (0.03) (0.13) (0.13) (0.08)
1988 1.11 −0.59 0.66 0.03 −0.36 −0.20 −0.09 0.63
n = 1720 (0.21) (0.11) (0.12) (0.03) (0.11) (0.10) (0.02)
1992 0.13 −1.01 0.16 0.33 0.09 0.17 −0.01 −0.01 0.64
n = 2062 (0.24) (0.11) (0.04) (0.11) (0.03) (0.08) (0.07) (0.02)
1996 0.05 −0.66 0.14 0.34 0.18 0.61
n = 1608 (0.21) (0.11) (0.05) (0.12) (0.08)
2004 0.57 −1.21 0.24 0.34 0.11 0.68
n = 1096 (0.28) (0.16) (0.07) (0.16) (0.04)
2008 0.00 −0.55 0.26 0.23 0.03 0.21 0.63
n = 2073 (0.15) (0.10) (0.05) (0.10) (0.10) (0.06)
2012 0.93 −1.26 0.25 0.06 −0.24 −0.33 0.13 0.70
n = 5489 (0.15) (0.07) (0.03) (0.02) (0.08) (0.08) (0.05)

Note: Standard errors in parentheses. n stands for sample size; AUC stands for area under the ROC curve. The variable
coding is explained in the Appendix.
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model uses the estimated competence to optimally weight the forecasts.

7. Forecasting states

Moving from naı̈ve to delegated and weighted citizen forecasting increases

the number of correctly predicted states. Table 2 compares the accuracy of naı̈ve,

delegated, weighted, and delegated and weighted citizen forecasting at both the

individual and aggregate level. Table 2 shows that delegating and weighting im-

proves citizen forecasts in every election. Without delegating and weighting, on

average 69 percent of citizens get it right, whereas with both 76 percent do—an

increase of 7 percentage points. This increase represents the effect of delegating

and weighting at the individual level.6

The increase in the individual accuracy translates into greater aggregate accu-

racy. Table 2 shows that delegating and weighting improves state forecasts in 9 out

of 10 elections; in the remaining election it makes the same predictions as naı̈ve

citizen forecasting. Overall, naı̈ve citizen forecasting correctly predicts 82 per-

cent of the states, whereas delegated and weighted citizen forecasting correctly

predicts 87 percent of them—an increase of 5 percentage points. This increase

represents the effect of delegating and weighting at the state level.

The comparison of individual and aggregated forecasts shows a ‘wisdom of

crowds’ effect: groups outperform individuals. Although the performance varies

across elections, groups usually outperform individuals. Consider delegated and

weighted citizen forecasting. Overall, 76 percent of citizens get it right, whereas

87 percent of groups do—an increase of 11 percentage points. This increase em-

bodies the ‘wisdom of crowds’ effect.

6 The proportion of delegates varies across years in the following way: 1972 (73 percent), 1976
(56 percent), 1980 (81 percent) 1984 (42 percent), 1988 (62 percent), 1992 (71 percent), 1996 (63
percent), 2004 (77 percent), 2008 (77 percent), and 2012 (77 percent).
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Figures 2 and 3 map the coverage and performance of the ‘wisdom of crowds’

model for each election. Because the ANES used to interview citizen from more

populous states, the model does not make predictions for some states most of the

time. For instance, the ANES interviewed citizens of Montana for the first time in

2012.

8. Forecasting the U.S. Presidency

Citizen forecasting with delegation and weighting gets most of the states right,

but it still could get the Presidency wrong. The ANES usually left out some states,

and the model may correctly forecast states with few electoral votes, but incor-

rectly do so in states with many electoral votes. Partial coverage and wrong fore-

casts in populous states could lead the ‘wisdom of crowds’ model to forecast the

wrong candidate to win the Presidency. To the best of my knowledge, no study

has shown yet that citizens can forecast the Presidency based on electoral votes.

It turns out that they can. The model performs well across changing political con-

texts. It correctly predicts the winner in elections with and without the incumbent

running again, in elections of re-alignment or de-alignment, and in elections with

traditional or modern campaigns.

Figure 4 shows that the ‘wisdom of crowds’ model correctly predicts 8 out of

9 Presidencies for which data was sufficiently available to call a winner. Figure 4

plots the forecasted number of electoral votes for each candidate in each election.

It also plots the number of electoral votes which the model could not allocate,

either because the race was tied or no respondents were interviewed in the state.

Figure 4 shows only one tied race in 1952. As it is the first election, no weighting

was available to predict the race.

The ‘wisdom of crowds’ model allocates the state’s electoral votes to the can-

didate who receives the highest number of weighted forecasts from the delegates;
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Figure 2: Map of forecasting performance by state from 1952 to 1988. The numbers indicate the
state’s electoral votes.
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Figure 3: Map of forecasting performance by state from 1992 to 2012. The numbers indicate the
state’s electoral votes.
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it then predicts the candidate who receives more than half of the total number of

electoral votes to win the Presidency. The forecasting rule predicts exceptionally

well. It correctly predicts 8 out of 9 elections.7 The only exception is in 1980,

when it incorrectly predicts a Carter re-election. In 1976 and 2004 the model

lacks sufficient data to make a forecast; no candidate crosses the threshold of at

least 270 electoral votes. Because the ANES will continue to sample from all 50

states in the future, as it did in 2012, I expect that the same problem will not occur

in future. To sum up, when a forecast is possible, the ‘wisdom of crowds’ model

correctly forecasts 8 out of 9 elections.

9. Forecasting vote shares

The ‘wisdom of crowds’ model also accurately forecasts candidates’ votes

shares in states. By relying on delegated and weighted citizen forecasts instead of

the naı̈ve ones, the model’s accuracy increases again.

For translating citizen forecasts into vote share forecasts at the state level the

model needs historical data. A simple way to estimate the relationship between

the two is by a linear regression (Lewis-Beck & Tien, 1999). The model regresses

a party’s actual share of the two-party vote on the (weighted) forecast score, the

balance of people who said that the party would carry the state. The measure of

balance ranges between −1 ‘everybody said that the Republican party would win’

and 1 ‘everybody said that the Democratic party would win’.

The regression of vote shares on forecast scores represents a vote equation.

Table 3 shows the vote equations for the Democratic Party. The vote equations

are estimated for each year based on all past elections and the current one. Table 3

lists the cumulative vote equations separately for naı̈ve as well as delegated and

7 Allocating the state’s electoral votes to the candidate who most citizens say will win yields
the same results.
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Figure 4: When data is sufficiently available to make a prediction, the ‘wisdom of crowds’ model
correctly predicts 8 of 9 elections. The dashed line indicates how many electoral college votes a
party needs to win the Presidency. The model forecasts the party which crosses the line to win
the Presidency. Results are based on optimally delegated and weighted citizen forecasts, except in
1952 when the naı̈ve ones are used.

22



weighted forecast scores. The results for the Republican Party are identical (no

table shown).

The results show that moving from naı̈ve to delegated and weighted citizen

forecasting explains more of the variance in the vote shares. The last row in

Table 3 shows that when pooling all elections, naı̈ve citizen forecasting explains

68 percent of the variance, whereas the delegated and weighted version explains

72 percent—an increase by 4 percentage points.

The vote equations summarise how forecast scores correspond to vote shares.

The last row in Table 3 shows that increasing the balance of weighted delegates

who say that a candidate will win by 10 percentage points corresponds to an in-

crease in his vote share of 1.3 percentage points. If the weighted delegates split

equally between Republicans and Democrats, the Democratic candidate will re-

ceive 49 percent of the two-party vote.

These vote equations are based on in-sample estimation. The next step is to

compare the out-of-sample predictive accuracy of delegated and weighted citizen

forecasting with the naı̈ve one. To do so, I calculate the vote share forecast for

each election relying only on data that was available prior to the election. In

other words, I combine the citizen forecasts for the current election with the vote

equation of the previous one. For instance, to generate vote share forecasts for the

1984 election, I use the forecast scores from that year and combine them with the

vote equation of 1980.

Table 4 highlights that in out-of-sample predictions of vote shares, delegated

and weighted citizen forecasting outperforms the naı̈ve version. Table 4 presents

four measures of forecasting performance: the root mean squared error, the mean

absolute error, which version was closer to the actual vote shares, and whether

the candidate with the highest predicted vote share actually had the highest vote

share. All four measures show that delegating and weighting increases forecasting
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Table 3: The relationship between a candidate’s share of the two-party vote and the balance of
people who said that he will carry the state (forecast score). In every election the delegated and
weighted forecast scores fit the data better than the naı̈ve ones.

Naı̈ve Delegated & Weighted

Forecast Forecast
Intercept score R2 Intercept score R2

1972 0.45 0.14 0.24 0.50 0.18 0.40
n = 38 (0.02) (0.04) (0.03) (0.04)
1976 0.48 0.18 0.66 0.50 0.16 0.70
n = 76 (0.01) (0.01) (0.01) (0.01)
1980 0.47 0.15 0.61 0.49 0.14 0.65
n = 115 (0.01) (0.01) (0.01) (0.01)
1984 0.46 0.14 0.58 0.49 0.14 0.64
n = 145 (0.01) (0.01) (0.01) (0.01)
1988 0.47 0.14 0.57 0.49 0.13 0.62
n = 175 (0.00) (0.01) (0.00) (0.01)
1992 0.47 0.15 0.64 0.49 0.13 0.69
n = 208 (0.00) (0.01) (0.00) (0.01)
1996 0.48 0.15 0.67 0.49 0.13 0.72
n = 250 (0.00) (0.01) (0.00) (0.01)
2004 0.48 0.15 0.68 0.49 0.13 0.72
n = 279 (0.00) (0.01) (0.00) (0.00)
2008 0.48 0.15 0.68 0.49 0.13 0.72
n = 313 (0.00) (0.01) (0.00) (0.00)

Note: The unit of analysis is states. Estimates come from an OLS regression
based on all previous elections and the current one. In each regression, states are
weighted the number of respondents (Naı̈ve) or by the sum of the absolute weight
of each delegate’s forecast (Delegated & Weighted). Standard errors in parenthe-
ses. The reported estimates are for Democratic candidates, but for Republican
candidates they are the same.
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accuracy. Overall, it decreases the root mean squared error (from 6.6 to 6.4 per-

centage points), the mean absolute error (from 4.5 to 4.3 percentage points), the

distance between predicted and actual vote (in 53.4 percent of the cases), and the

number of times the losing candidate has a higher predicted vote share than the

winning candidate (from 17.2 to 15.3 percent of the cases). Moving from naı̈ve

to delegated and weighted citizen forecasts improves, therefore, predictions about

who wins and by how much.

10. Why can groups forecast?

The ‘wisdom of crowds’ model correctly forecasts most of the time. More

often than not, it correctly forecasts which candidate will carry a state, and which

candidate will win the Presidency. But sometimes it gets it wrong. When it was

able to forecast, it picked the wrong candidate in 56 out of 399 states, and in 1 out

of 9 national elections. What explains these wrong forecasts?

Condorcet’s jury theorem explains when citizen forecasting predicts well. The

explanation highlights the joint effect of the size of the group and the ability of its

members. For instance, a high average probability of a correct forecast together

with a large group size will correctly forecast most elections.

The group average derives from task and group characteristics (Murr, 2011,

777–781). The task that groups face is to correctly forecast which candidate will

win. As the group’s estimated competence increases, so does its probability of

correctly forecasting which candidate carries the state. Yet the difficulty of this

task varies greatly. A switch from one party to the other is more difficult to fore-

cast than stability. Similarly, a viable third-party candidate makes the task more

difficult. Further, a large absolute change in the two-party vote at the state or at

the national level might affect the difficulty of the task. Finally, a close election is

difficult to forecast too. Few people should be able to do it, leading to a low group
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Table 4: Out-of-sample predictions of vote shares. Delegated and weighted citizen forecasting predicts more accurately than the naı̈ve one.

Root mean Mean ab- Closest Winner
squared error solute error forecast correct

Delegated & Delegated & Delegated & Delegated &
Naı̈ve Weighted Naı̈ve Weighted Naı̈ve Weighted Naı̈ve Weighted

1976 7.9% 7.2% 6.2% 5.0% 34.2% 65.8% 68.4% 84.2%
1980 5.9% 6.8% 4.9% 5.8% 66.7% 33.3% 61.5% 56.4%
1984 4.3% 4.5% 3.0% 3.6% 63.3% 36.7% 93.3% 93.3%
1988 4.4% 4.1% 3.3% 3.4% 43.3% 56.7% 86.7% 90.0%
1992 4.3% 3.4% 3.5% 2.6% 33.3% 66.7% 87.9% 97.0%
1996 8.8% 8.3% 5.7% 5.4% 38.1% 61.9% 83.3% 83.3%
2004 6.9% 6.8% 4.5% 4.4% 55.2% 44.8% 89.7% 93.1%
2008 7.7% 7.4% 5.0% 4.7% 47.1% 52.9% 85.3% 79.4%
2012 6.2% 6.1% 3.9% 3.7% 43.1% 56.9% 92.2% 90.2%

Overall 6.6% 6.4% 4.5% 4.3% 46.6% 53.4% 82.8% 84.7%

Note: The unit of analysis is state. In each prediction, the state is weighted by the number of respondents (Naı̈ve) or by
the sum of the absolute weight of each delegate’s forecast (Delegated & Weighted). The reported measures of fit are for
Democratic candidates, but for Republican candidates they are the same.
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average.

Besides its average competence and size, another important group character-

istic is its proximity to election day and its informational diversity. Forecasting

elections with lead time is difficult. As election day comes closer, people have a

better idea about who will win. Similarly, when citizens forecast at different days,

they add different types of information. Independent information helps citizen

forecasting. In other words, states with more dispersed interview dates forecast

better.8

Table 5 reports the results of a multilevel logistic regression of a correct group

forecast (0 = no; 1 = yes) on the nine predictors. The model allows the intercept

to vary by states and election years. Table 5 lists the results of three models. Model

1 includes all variables, but excludes the 2012 survey because its interview dates

were unavailable. Model 2 keeps the original sample, but excludes interview dates

from the model specification. Model 3 then includes the 2012 survey. Comparing

the models shows that the size of the coefficients remain stable after excluding

interview dates and including the 2012 survey.

Table 5 shows that the size and competence are important group characteristics

and that the winning margin and swing state status are important task character-

istics. All four variables affect the chance of a correct group forecast in expected

ways. Groups struggle to forecast states switching from one party to the other, and

to forecast close elections. But larger group and more competent groups increases

the chance of a correct group forecast in any election. In other words, favourable

group characteristics can compensate for unfavourable task characteristics.

In contrast to that, the absolute change in the two-party vote at both the state

8 I thank an anonymous reviewer for suggesting to add the following variables to the original
model specification: state switching from one party to the other, the absolute change in the two-
party vote at the state and at the national level, and the share of third party candidates.
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Table 5: Predictors of a correct state forecast. Results are based on multilevel binary logistic
regressions, with varying intercepts for states and election years.

Model 1 Model 2 Model 3

(Intercept) 1.46 1.12 1.16
(1.53) (1.28) (1.22)

Weighted group size (log scale) 0.56 0.47 0.50⋆

(0.30) (0.24) (0.22)
Median weight 1.36 1.35 1.47⋆

(0.78) (0.75) (0.75)
State switches (0=no; 1=yes) −2.24⋆ −2.23⋆ −2.32⋆

(0.51) (0.51) (0.50)
Winning margin (log scale) 0.56⋆ 0.55⋆ 0.59⋆

(0.19) (0.19) (0.18)
Abs. change in two-party vote (state) 7.28 7.18 7.68

(5.35) (5.35) (5.42)
Abs. change in two-party vote (nation) −2.52 −1.33 −3.35

(12.28) (11.80) (10.98)
Vote share third party candidate 1.75 1.64 2.07

(5.39) (5.24) (5.09)
Days until election (median) −0.00 — —

(0.03) — —
Days until election (std. dev.) −0.03 — —

(0.06) — —

σ2
state 0.00 0.00 0.00
σ2

year 0.76 0.73 0.64

Log-likelihood −88.78 −88.91 −94.18
Deviance 177.56 177.82 188.35
AIC 201.56 197.82 208.35
BIC 246.52 235.28 247.33
N 313 313 364

Note: The unit of analysis is states. The 2012 ANES data set does not include the
response date yet. Standard errors are in parentheses. ⋆indicates significance at
p < 0.05. Group size and winning margin are logged to normalise their distribu-
tion.
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and the national level, the vote share of third party candidates, and the interview

date statistics are unimportant. The interview dates are measured as the number

of days until the election. Both the state’s median and variance of the interview

dates fail to influence the chance of a correct group forecast. A state with a low

median has the same chance as a state with a high one; a state with a dispersed

interview dates has the same chance as a state with assembled interview dates. In

short, only state switching, winning margin, group size, and group competence

matter for citizen forecasting.

To calculate the magnitude of their effect on the probability of a correct fore-

cast and to illustrate the uncertainty in the regression coefficients, I turn to sta-

tistical simulation (Imai et al., 2009). Using Model 3 in Table 5, the simulation

takes 10,000 draws from the assumed normal distribution of the coefficients and

combines them with the values of hypothetical groups to calculate their predicted

probabilities and first differences.

I first calculated the predicted probability of a correct group forecast in a hy-

pothetical election in Oregon in 1992. I specified Oregon as a swing state for

presentational purposes, and set all independent variables to their median values

in such swing states. In this hypothetical election, we would predict that the group

has a 69 percent chance of making a correct forecast. I then calculated how the

predicted probability would change as the independent variables change one after

the other from their median to their maximum value. Table 6 shows the results.

All four variables have a noticeable effect on the probability of a correct group

forecast. Increasing the weighted group size from 30 to 163 members raises the

chance of a correct forecast by 14 percentage points. The median competence also

has an effect. As the median competence moves from .74 to .91, the chance of a

correct group forecast increases by 23 percentage points. The largest effect has

the swing state status. In a stable state the chance of a correct group forecast is 26
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Table 6: Changes in the expected probability of a correct group forecast as values of the indepen-
dent variables change (Model 3).

Expected change in
Independent variable (change) pr. of correct forecast

Weighted group size (30→ 163) 0.14⋆(0.06)
Median competence (.74→ .91) 0.23⋆(0.10)
State switches (1→ 0) 0.26⋆(0.08)
Winning margin (.06→ .59) 0.19⋆(0.06)

Note: The varying intercepts are set to their median values, which corresponds to
Oregon in 1992. The parentheses next to the name of each independent variable
show the change in the value of each independent variable that corresponds to the
change in the predicted probability of a correct group forecast from the baseline
case. The baseline case for these calculations is the number to the left of each
arrow in the parentheses. It corresponds to a predicted probability of a correct
group forecast of 69 percent. Standard deviations for each expected change in the
predicted probability are presented in parentheses next to each number. ⋆p < 0.05.

percentage points higher than in a swing state. Finally, the winning margin also

makes it more likely that groups will correctly forecast. Changing the winning

margin from its median to its maximum value increases the likelihood of a correct

forecast by 19 percentage points.

11. Conclusion

This paper has demonstrated the predictive power of a novel model to forecast

who wins the U.S. Presidency, building upon the literature on citizen forecasting

and on Condorcet’s jury theorem. Graefe (2014) as well as Rothschild & Wolfers

(2013) already have shown that most citizens correctly forecast which candidate

will carry the state. They have not shown, however, that these forecasts also pre-

dict which candidate becomes President. This paper has taken the next step by

allocating the state’s electoral votes to the candidate who most citizens say will
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win, and by predicting the candidate who receives more than half of the electoral

votes to win the Presidency. When data was sufficiently available to make a fore-

cast, the model correctly predicted 8 out of 9 elections between 1952 and 2012.

It reliably forecasted the winner in changing political contexts, with just about 30

respondents on average interviewed in each state.

This paper also has shown for the first time that delegating the forecasting task

to the most competent members and weighting their forecasts by past performance

increases predictive accuracy. The paper identified good forecasters in the past to

estimate the competence of forecasters in the current election. It then optimally

delegated the forecasting and optimally weighted the forecasts. Together, dele-

gating and weighting increased the share of correct forecasters in a state, thereby

increasing the share of correctly forecasted states. Besides improving forecasts

about who will carry the state, delegated ad weighted citizen forecasting also im-

proved predictions of candidates’ votes shares. On a series of measures, delegated

and weighted citizen forecasting outperformed the naı̈ve version. In sum, delegat-

ing and weighting provide an easy way to increase the predictive power of citizen

forecasting.

The next step is to adapt the general idea of delegating and weighting citizen

forecasts to the national level and to other countries. The paper focused on citizen

forecasts about which candidate will carry the state in U.S. presidential elections.

In this case, the set of variables identifying good and bad forecasters stayed more

or less constant from one election to the next, and the direction of the relationship

between the variables and the quality of the forecast stayed constant most of the

time too. These specifics will vary in other contexts. For instance, in another

context the same variables may correlate with the quality of the forecast, but the

direction of their correlation may change over time—in one election they correlate

with a correct forecast; in the next they correlate with an incorrect one. The
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approach presented here allows us to use these patterns to increase the accuracy

of citizen forecasting in other contexts as well.
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12. Appendix

Variables are coded as follows:

• Age (Age of respondent in years).

• Close (0 = respondent believes that one candidate will win by quite a bit; 1

= respondent believes that the race will be close).

• Correct (0 = respondent incorrectly forecasted the winning candidate; 1 =

respondent correctly forecasted the winning candidate)

• Education (1 = Less than high school credential; 2 =High school credential;

3 = Some post-high-school, no bachelor’s degree; 4 = Bachelor’s degree; 5

= Graduate degree).

• Female (0 = respondent is male; 1 = respondent is female).

• Forecast PID (0 = respondent does not identify with a party or respondent

does not identify with the party of the forecasted winner; 1 = respondent

identifies with the party of the forecasted winner).

• Forecast Vote (0 = respondent has no vote intention or respondent forecasts

a different candidate to win than the one for whom she intends to vote; 1

= respondent forecasted the candidate to win for whom she also intends to

vote).

• Interest (1 = respondent is not much interested in political campaigns; 2 =

respondent is somewhat interested in political campaigns; 3 = respondent is

very much interested in political campaigns).

• Media (an additive index ranging from 1 to 5, in which respondents were

assigned a score depending on whether or not they reported having watched
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news about the campaign on television, heard something about the race on

the radio, read about the campaign in magazines, or in newspapers).

• Participation (an additive index ranging from 0 to 4, in which respondents

were assigned a 1 for doing any of the following acts of participation: con-

tributing money, working for a candidate, trying to influence others, or at-

tending a political meeting).

• Week (date of interview, 1 = one week before the election; 2 = two weeks

before the election; 3 = three weeks before the election; 4 = four weeks

before the election; 5 = five weeks before the election; 6 = six weeks before

the election; 7 = seven weeks before the election; 8 = eight weeks before

the election; 9 = nine weeks before the election).

• White (0 = respondent describes herself as black or ‘other’; 1 = respondent

describes herself as white).
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