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Abstract

Antibodies are highly useful therapeutics but their development can be costly and

resource intensive. As increasing quantities of high quality B cell receptor (BCR)

data become available, the challenge of how to best utilise the data to improve the

antibody development process remains. In the results chapters of this thesis, we begin

by describing our novel approach to numbering antibody sequences, ANARCII. Our

model, trained using deep learning-based sequence embeddings derived from BCR

data, can correctly number antibody sequences that existing tools cannot. Next,

we describe our development of existing antibody comparison tools Ab-Ligity and

paratyping, to create computational pipelines for identification of antibodies likely to

bind to a target antigen, with or without a known binding antibody. We compare

antibodies based on sequence, paratope and structural similarity to predict similarly-

binding antibodies from an antibody model library. We expand on the approach of

identifying structurally similar, functionally similar, antibodies in our final results

chapter where we describe our novel computational epitope binning method, SPACE.

Our method of clustering antibody models based on predicted structural similarity

can group sequence-dissimilar antibodies into epitope bins with high accuracy, as

demonstrated on coronavirus-binding and malaria-binding antibodies. We conclude

with potential future research directions, including how latest developments in anti-

body structure prediction and protein language models might be incorporated into

our work.
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CHAPTER 1

Introduction

In this introduction I will give an overview of antibodies and their use as therapeutics.

I will begin by describing antibody sequence and structural information, and how di-

versity arises and contributes to the role of antibodies in the immune system. I will

summarise how antibody information can be obtained, including experimental and

computational methods for characterising antibody structure and antibody-antigen

interactions. Finally, I will discuss existing methods for utilising sequence and struc-

tural information to aid design and development of therapeutic antibodies.

The section describing the impact of BCR data on therapeutic antibody develop-

ment is adapted from text I authored in the following published article on the design

of antibody libraries with improved developability and on the role of antibody reper-

toires in target validation and drug discovery.

Khetan, R., Curtis, R., Deane, C.M., Hadsund, J.T., Kar, U., Krawczyk, K.,

Kuroda, D., Robinson, S.A., Sormanni, P., Tsumoto, K. and Warwicker, J. (2022)

Current advances in biopharmaceutical informatics: guidelines, impact and challenges

in the computational developability assessment of antibody therapeutics. MAbs (Vol.

14).
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1.1 Antibodies

Antibodies are Y-shaped proteins involved in the immune response of jawed verte-

brates. They recognise and bind to antigens - substances identified by the immune

system as a threat. Antibodies are produced by B cells, lymphocytes critical to the

adaptive immune response, and are secreted or displayed on the B cell membrane

as B cell receptors (BCRs). In this thesis I use the terms ‘BCR’ and ‘antibody’

interchangeably.

1.1.1 Antibody sequence and structure

Antibodies are composed of four peptide chains: two identical heavy chains of ∼440

amino acids and two identical light chains of ∼220 amino acids, linked by disulphide

bonds. Antibodies have a crystallisable region, Fc, and an antigen binding fragment,

Fab (Figure 1.1).

Figure 1.1: Schematic diagram of antibody structure including the crystallisable re-
gion (Fc) and the antigen binding fragment (Fab), which encompasses the variable
region (Fv) with six CDR loops. Peptide chains are linked by disulphide bonds.

The Fc includes the C-terminal ends of the four chains and determines the effec-

tor functionality of the antibody. The Fab region encompasses the N-terminal ends

and includes the variable region Fv, which is important for antigen specificity. The

Fv includes six hypervariable loops known as complementarity determining regions

(CDRs). The three CDR loops in the heavy chain (CDRH1, CDRH2 and CDRH3)

and the three in the light chain (CDRL1, CDRL2 and CDRL3) are crucial for antigen
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interaction and contain the majority of the binding region of the antibody (Kunik

et al. 2012). The set of amino acids that comprise the antibody binding region are

known as the paratope, while the antigen region it binds to is the epitope.

The CDR loops, other than CDRH3, are thought to adopt a limited number of

protein backbone conformations known as canonical classes (Chothia and Lesk 1987).

As more antibody structures have been made available, the number and definition of

the classes have been revised (Adolf-Bryfogle et al. 2015; Nowak et al. 2016; Wong

et al. 2019b). CDR conformation is influenced by loop length and the amino acids in

the loop and in the framework regions either side of the loop. The framework regions

surrounding CDRs primarily act as a scaffold for the loops to maintain structure,

though in some cases they are thought to be directly involved in antigen-binding

(Sela-Culang et al. 2013). For example, insertions in the DE loop in framework region

3 (between strands D and E of the antibody immunoglobulin fold, see Figure 1.2) have

been associated with broadly neutralising antibodies binding to HIV-1, including via

direct contact with the antigen (Kelow et al. 2020).

Figure 1.2: Representation of a single chain of an antibody, with labelled strands
of the immunoglobulin fold (A-G), four framework regions (FWR1-4), three comple-
mentarity determining regions (CDR1-3) and the DE loop.

1.1.2 Antibody diversity

In humans, it is estimated that around 1013 unique antibodies can be generated by

the immune system (Greiff et al. 2015a). Antibody diversity is generated through

recombination of the immunoglobulin (Ig) locus - where the variable (V), diverse (D)

and joining (J) genes reside. The heavy chain (VH) of an antibody is encoded by V,
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D and J gene segments; the light chain (VL) is formed from V and J segments only

(Figure 1.3). V genes encode CDR1 and 2, whilst CDR3 spans the V(D)J genes. Hu-

mans possess 44 V genes, 27 D genes and 6 J genes, with many different alleles (Yang

et al. 2021). Heavy chains are encoded by the immunoglobulin heavy chain locus on

chromosome 14 which contains multiple copies of V, D, and J gene segments. Light

chains are encoded by kappa or lambda loci on chromosomes 2 and 22 respectively,

which each have V and J gene segments.

To generate a unique antigen-binding region, each B cell undergoes VDJ somatic

recombination; the rearrangement of V, D and J gene segments. In VDJ recombina-

tion, one of each type of gene segments is randomly selected and double stranded DNA

breaks made so the segments can be joined (Shi et al. 2019). The genes are spliced

together imperfectly with small insertions and deletions, resulting in a huge number

of potential combinations and sequences that might be translated as antibodies (Li

et al. 2004).

Figure 1.3: V, D and J gene segments encode VH chains; V and J encode VL chains.
V, D and J gene segments are rearranged through VDJ recombination, first with D
to J recombination (VH only), followed by V to (D)J recombination.

Additional diversity is introduced through somatic hypermutation (SHM). SHM

occurs after B cell activation by an antigen, resulting in production of an antibody
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with a unique antigen binding site (Zhou and Kleinstein 2020) (see Section 1.1.4). As

the CDRH3 loop of the heavy chain is formed at the junction between the V, D and

J gene segments (Figure 1.1), it is the most variable of the CDR loops in terms of

length, sequence and 3D structure (Marks and Deane 2020; Morea et al. 1998; Regep

et al. 2017). CDRH3 is also thought to be the most important region in determining

antibody-antigen binding (Sela-Culang et al. 2013; Xu and Davis 2000).

1.1.3 B cell development

B cells originate from pluripotent hematopoietic stems cells (HPCs) in mammalian

bone marrow after birth. HPCs differentiate into progenitor B cells and subsequently

pre-B cells, immature B cells expressing IgM, and finally mature B cells which express

IgM and IgD (Nagasawa 2006). Through allelic exclusion only one BCR is expressed

per B cell by restricting rearrangement to only one chromosome and either the kappa

or lambda loci (isotype exclusion), meaning only one allele encodes a functional heavy

and light chain. However, a study has suggested multiple heavy chains per B cell in

some cases (Shi et al. 2019).

Before leaving the bone marrow B cells are checked for affinity to host antigens

(autoantigens) to reduce risk of autoimmunity; B cells expressing BCRs which bind

to autoantigens are deleted. B cells which do not bind to autoantigens with high

affinity exit the bone marrow and migrate to the spleen or lymph nodes, where they

undergo B cell maturation and antigen-induced activation (Melchers 2015). An esti-

mated 85% of immature B cells die in the bone marrow (Melchers 2015) and mature

B cells circulating through the secondary lymphoid organs have a half life of only a

few days if they do not bind to antigen (Nutt et al. 2015). Upon contact with an

antigen, the naive B cells proliferate and mutate to optimise affinity.

1.1.4 Role of antibodies in the immune system

1.1.4.1 Antigen recognition

Antibodies form an integral part of the adaptive immune response and are able to bind

to almost any antigen (Sela-Culang et al. 2013). Naive B cells (B cells which have not

been exposed to an antigen) encounter antigens whilst in secondary lymphoid organs.

Depending on the antigen type, T cells may be required for B cell antigen-activation.

Antigens such as polysaccherides and unmethylated CpG DNA (from bacteria) are

T-cell independent antigens and induce activation of B cells directly (Nutt et al.
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2015). Protein antigens are bound and taken up by B cells and presented on the

cell surface, where T helper cells recognise the antigen and activate the B cells to

undergo clonal expansion (cell proliferation) (Nutt et al. 2015). After proliferation B

cells may differentiate into short lived plasma cells, memory B cells, or may move to

the germinal centre for further clonal expansion and affinity maturation.

1.1.4.2 Affinity maturation

Germinal centres are formed from B cells in secondary lymphoid organs during T-

cell dependent antibody responses, and are organised into a dark zone and a light

zone (MacLennan 1994). In the dark zone B cells undergo cellular division and muta-

tion to improve binding affinity to the antigen through somatic hypermutation (SHM)

and class switch recombination (CSR). Mutations are mediated by activation-induced

deaminase (AID), which is expressed in high amounts in the dark zone. AID deami-

nates deooxycytidine to deoxyuridine, creating U:G mismatches in the V(D)J genes

(Methot and Di Noia 2017). If the DNA is not repaired before cell replication, a C

→ T point mutation is created. DNA repair mechanisms are also error-prone which

may lead to further mutations.

These DNA mutations, SHMs, may alter antibody binding affinity for an anti-

gen. SHM is not uniform and depends on position and DNA sequence, with known

mutation hotspot and coldspot motifs and increased frequency in CDR1 and CDR2

compared to the framework regions (Spisak et al. 2020; Tang et al. 2022; Yaari et al.

2013; Zhou and Kleinstein 2020). Levels of SHM also vary depending on the antigen

and B cell, for example, antibodies known to bind to the receptor binding domain

of SARS-CoV-2 can have low levels of SHM (Rogers et al. 2020; Yuan et al. 2020),

whereas some broadly neutralising HIV antibodies have over 100 mutations (Klein

et al. 2013).

In addition to point mutations in single DNA strands, double stranded DNA

breaks are also induced by AID. This can lead to class switch recombination, where

the antibody class, also known as isotype, changes. The isotype is determined by the

Fc domain of the antibody, and can be IgA, IgD, IgE, IgG or IgM. Each isotype has

differing functions depending on the type of Fc receptors (FcRs) that the Fc portion

binds to, and the type of immune cells which express the specific FcRs (Lu et al.

2018). Naive B cells initially produce high molecular weight, low affinity IgM, but

may class switch upon antigen stimulation to higher affinity, lower molecular weight
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IgG, IgA, or IgE (Shi et al. 2019). Lack of the AID enzyme causes immunodeficiency

by limiting the antibody repertoire to unmutated IgM (Methot and Di Noia 2017).

Whilst antibodies have generally been thought to bind specifically to one epitope,

antibodies may be polyreactive (bind weakly to many targets) or polyspecific (discrete

binding to different targets) (Cunningham et al. 2021; Kelly et al. 2017). In the

natural antibody repertoire, polyreactivity means an antibody can recognise and bind

multiple targets and therefore is useful as a low affinity, low specificity, first line

of defence. Up to 50% of IgM in human serum is thought to be polyreactive and

subsequent class-switching to IgG can increase affinity (Cunningham et al. 2021).

1.1.4.3 Clonal selection

B cells cycle between the dark and light zones of the germinal centre. The light zone

contains T helper cells and antigen-presenting dendritic cells and is the site of clonal

selection. After undergoing SHM and CSR in the dark zone, B cells move to the light

zone and bind to antigen. B cells which do not bind the antigen with high affinity

are destroyed, whereas B cells with high affinity are selected for and move back to

the dark zone for further mutation, or exit the germinal centre (Bannard and Cyster

2017).

1.1.4.4 Memory

Following affinity maturation and selection in the germinal centre, memory B cells

and long lived plasma cells are formed (Palm and Henry 2019). Upon re-exposure to

an antigen, antibodies are secreted by long lived plasma cells created during the first

antigen exposure. If this response is insufficient to clear the pathogen, memory B cells

residing in the affected tissue, circulating, or in the secondary lymphoid organs, are

activated. Depending on the type of memory cell, cells proliferate and differentiate

into plasma cells for antibody secretion, or may form and re-enter germinal centres

for further affinity maturation (Palm and Henry 2019).

1.1.4.5 Functionality

Antibodies can cause pathogen destruction in several ways, influenced by both the

Fab and Fc domains of the antibody. Neutralising antibodies can directly bind to a

virus and block entry into host cells, for example, by binding to a receptor-binding

site required for virus internalisation into the host cell. Non-neutralising antibodies

can recruit innate immune effectors via the Fc region. The functionality of the Fc
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region depends on the isotype; different antibody isotypes, and isotype subclasses,

have differing structures and functionality (Lu et al. 2018). These functions include

complement-dependent cytotoxicity, antibody-dependent cell-mediated cytotoxicity

(ADCC) and antibody-dependent cellular phagocytosis (ADCP), which are triggered

by antibodies binding to immunoproteins and FcRs on immune cells (Tay et al. 2019).

In ADCC antibodies bound to cell surface antigens trigger cell lysis via immune cells

such as natural killer cells binding to the antibody Fc region and releasing cytotoxins

(Zahavi et al. 2018). IgG and IgM antibodies can trigger complement-dependent cy-

totoxicity when bound to a target cell, where the classical complement pathway leads

to cell lysis. In ADCP cells are phagocytosed (engulfed by the immune cell) rather

than lysed (Tay et al. 2019).

In some cases, non-neutralising antibodies can have a negative effect on the im-

mune response by actually promoting viral infection of host cells. Antibodies may

bind to a virus (via the Fab) and also to cell FcRs (via the Fc), promoting cellular

uptake of the virus. This is known as antibody dependent enhancement and occurs

in viruses including dengue (Yang et al. 2022).

1.1.5 Antibodies as therapeutics

Antibodies have been licensed as therapeutics since the 1980s, with 126 therapies

approved in the US and/or EU for commercial use as of 21st November 2022 (Kaplon

et al. 2023). Most therapies are monoclonal antibodies (mAbs) indicated for treat-

ment of cancer (45%), immune-mediated disorders (27%), infectious disease (8%) and

cardiovascular/hemostasis disorders (7%) (Kaplon et al. 2022). Antibodies are useful

as therapeutics due to their ability to bind to diverse targets with high affinity and

specificity, and ability to be engineered for tailored functionality (Zhu et al. 2022).

Antibodies can be used to bind receptors and extracellular proteins, to block or to

induce certain pathways. IgG is the most common isotype used in therapeutic mAbs

due to its long half life of 21 days (Jefferis 2012), compared to 3-6 days for other iso-

types (Snapkov et al. 2022). Aside from the conventional mAb format, other antibody

formats include antibody-drug conjugates to direct delivery of toxic small molecule

drugs (Carter and Lazar 2018), bispecifics to bind two separate epitopes (Brinkmann

and Kontermann 2021), and antibody fragments such as nanobodies.

Traditional antibody development pathways involve the generation and labora-

tory screening of many potential candidates. Multi-parameter optimisation of all
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the characteristics needed to be a successful biotherapeutic, for example, specificity,

potency, expression, solubility, aggregation, immunogenicity and stability, is highly

challenging (Mason et al. 2021).

1.1.5.1 Hit identification

The antibody development process begins with antibody discovery, also known as hit

identification, to find antigen-specific antibodies which bind to the target of interest.

Antibody discovery may involve in vivo or in vitro approaches.

In vivo discovery typically includes immunisation of animals with a chosen antigen

and identification of antigen-binding antibodies in the subsequent immune response.

Antibodies can be identified directly from plasma or from isolated B cells; B cells

can be immortalised by fusion with a myeloma cell to improve ex vivo cell lifespan

for antibody production (Laustsen et al. 2021). B cells may also be isolated from

convalescent humans, typically collected via blood samples. Antibodies or B cells

which bind to the antigen of interest are identified through assays (see Section 1.4).

Antibodies from non-humans require humanisation to reduce the risk of immuno-

genicity, an immune response to proteins recognised as foreign (Marks et al. 2021).

Animals can be engineered to have human immunoglobulin genes and therefore pro-

duce antibodies similar to those in humans, though these may still differ from typical

human sequences and structures (Richardson et al. 2022). Antibodies identified from

an in vivo immune response may be biased towards certain immunodominant epitopes

and have low epitope diversity. However, the advantages of these antibodies include

that they have undergone in vivo affinity maturation and tend to have decreased

polyreactivity and hydrophobicity compared to in vitro approaches (Shehata et al.

2019).

In vitro approaches to antibody discovery include displaying recombinant anti-

body libraries via yeast or phage. Due to the size of full length antibodies, display is

typically limited to antibody Fab fragments or single chain variable fragments which

can be expressed on the cell surface. Libraries are typically incubated with the target

antigen, and antibodies that bind (hits) are identified (Section 1.4). Multiple rounds

of selection against the target antigen may occur, followed by sequencing of the iden-

tified hits to obtain the genetic information (Valldorf et al. 2022).
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Advantages of in vitro approaches include identification of antibodies which bind

to toxic or non-immunogenic targets, which would not be possible with animal im-

munisation (Laustsen et al. 2021). However, these approaches rely on having purified

antigen suitable for use in large scale screening assays and the ability to use display

libraries. Phage-derived antibodies have been linked to potential developability is-

sues due to containing more aliphatic residues than antibodies derived from other

approaches (Kaleli et al. 2019).

1.1.5.2 Hit expansion

When binding antibodies have been identified through initial library screening, im-

munised animals or convalescent patients, these hits may be expanded to identify

more candidates to take forward in development. This typically involves looking for

sequence- or paratope- similar antibodies within a library or dataset (see clonotyping

and paratyping 1.5.4.1). One of the main purposes of hit expansion is to diversify can-

didates in case of developability issues or unfavourable activity associated with certain

antibody sequences. For example, antibodies can have sequence motifs which lead to

poor chemical stability via deamination, isomerisation or oxidation (Dashivets et al.

2016; Khetan et al. 2022; Sydow et al. 2014), or to poor physical stability through

low solubility, high viscosity or aggregation (Agrawal et al. 2016; Chennamsetty et al.

2009; Nichols et al. 2015; Sormanni et al. 2017), making formulation challenging.

1.1.5.3 Lead optimisation

Optimisation of lead antibody candidates might include random and targeted mu-

tagenesis for affinity maturation and to improve specificity and functionality. This

may include creation and screening of phage display libraries with mutations in the

CDRs of the lead candidates. Characteristics are also evaluated to flag potential

developability issues and derisk the development of an antibody candidate (Khetan

et al. 2022; Wang et al. 2021a). For example, properties can be predicted such as as

immunogenicity (Marks et al. 2021; Prihoda et al. 2022), aggregation (Lai et al. 2021),

post-translational modifications (Vatsa 2022) and chemical degradation (Yan et al.

2018). Sequences can also be compared to therapeutic antibodies which have already

passed phase 1 clinical development (and are therefore unlikely have developability

issues), for example, using metrics thought to be implicated in poor developability:

CDR lengths, CDR positive and negative charges, surface hydrophobicity, and asym-

metry in surface charges (Raybould et al. 2019a).

10



1.2 BCR sequence data

High-throughput, next generation sequencing methods have led to the generation of

vast quantities of BCR sequence data. Billions of antibody sequences are publicly

accessible in repositories of curated BCR sequence information, such as the Observed

Antibody Space (OAS) (Olsen et al. 2022b), iReceptor (Corrie et al. 2018) and Im-

muneDB (Rosenfeld et al. 2017). B cell repertoires are typically assessed through

sequencing of the immunoglobulin genes in circulating B cells; a sequenced BCR

repertoire therefore provides a snapshot of the BCRs present at one time. Given the

number of circulating B cells in blood in humans is around 5 × 109, this represents

a fraction of the total possible diversity of antibodies that can be generated (Briney

et al. 2019). BCR repertoire data is also known as adaptive immune receptor reper-

toire sequence (AIRR-seq) data (Snapkov et al. 2022), repertoire sequence (Rep-seq)

data and immunoglobulin sequence (Ig-seq) data.

1.2.1 Generation of BCR datasets

BCR sequence datasets are generated by isolating the desired B cells, obtaining their

genetic material, preparing a library, and sequencing the library. Bulk BCR reper-

toire data is obtained from heavy and light chain messenger RNA (mRNA) fragments

or from genomic DNA (gDNA) from lysed B cells (Ghraichy et al. 2020). The full

antibody repertoire includes antibodies in different compartments, such as mucosal

(gut and lung), systemic (in blood) and lymph nodes and spleen; however, most

BCR datasets use B cells isolated from blood samples, typically using density gradi-

ent centrifugation (Ghraichy et al. 2020). mRNA-based approaches involve mRNA

extraction from lysed B cells and synthesis of complementary DNA (cDNA) via re-

verse transcriptase. cDNA or gDNA is amplified using polymerase chain reaction

(PCR) and sequenced (Ghraichy et al. 2020). To improve accuracy, unique molec-

ular identifiers (UMIs) can be added to cDNA during reverse transcription prior to

amplification (Wang et al. 2021b). UMIs are barcodes added to individual molecules

of cDNA so that any errors introduced during amplification or sequencing are not

counted as true variant sequences as they contain the same UMI as another sequence.

mRNA approaches are more commonly used than gDNA and have the advantage of

multiple copies per cell, compared to a single copy for DNA, making identification and

resulting amplification easier (Georgiou et al. 2014). This may however lead to bias

as quantities of BCR mRNA depend on cell type and activation state (Langerak 2022).
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Proteomics-based analysis of serum antibodies has also been used, through its

use is much less widespread than genomic assessment of BCR repertoires (Cheung

et al. 2012; Snapkov et al. 2022). Antibodies are evaluated at the protein-level using

liquid chromatography and mass spectroscopy, rather than genetic analysis of DNA

or mRNA. The overlap between antibodies identified using these two approaches is

debated (Snapkov et al. 2022). Additionally, there is discussion regarding whether

BCR repertoires can be sufficiently characterised from only blood; proteomics analysis

in rabbits showed 27% of heavy and 15% of light-chain clones were only found in bone

marrow or spleen, and not in blood samples (Bonissone et al. 2020).

1.2.2 Paired sequences

When B cells are lysed in bulk to obtain mRNA or gDNA, native pairing informa-

tion of heavy and light chains is lost (Kovaltsuk et al. 2017). Paired sequencing

methods retain the native heavy and light chain pairings by sequencing single cells.

Methods involve separating B cells into individual droplets so that the heavy and

light sequences can be covalently linked together (DeKosky et al. 2013) or given the

same unique barcode (Goldstein et al. 2019). With the 10xGenomics platform, each

droplet includes a bead containing oligonucleotides with a unique barcode. As with

UMIs, during reverse transcription of the mRNA to cDNA barcodes are added to the

heavy and light sequences. In this way, the appropriate heavy and light chains can

be paired up by matching the barcodes. Single cell methods are considerably more

expensive and time consuming than bulk methods (Kim and Park 2019). As a result,

most single-cell approaches use lower numbers of cells (<2 x 104 cells, compared to up

to hundreds of thousands for bulk methods) (Langerak 2022), though a recent study

sequenced 1.2 x 106 single B cells (Jaffe et al. 2022).

1.2.3 Linking sequences to antigen information

BCR datasets typically lack specific antigen information; whilst a repertoire from an

antigen-immunised animal likely contains antibodies binding to that antigen, actual

binding information for individual antibody sequences is not known. Recent advances

in sequencing have enabled the linking of BCR sequence data to antigen specificity

(Setliff et al. 2019). The high-throughput LIBRA-seq (LInking B cell Receptor and

Antigen through sequencing) platform links paired BCR sequence information to anti-

gen binding through use of oligo-barcode labelled antigens. B cells are exposed to

labelled antigens in a screening library, and a LIBRA-seq score is calculated based on
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the number of antigen barcodes associated with the cell.

LIBRA-seq was experimentally optimised by Hurtado et al., to improve upon the

initial sequence recovery rate of 6-22% to >25% and to use next-generation antigen

barcodes which bind site-specifically (Hurtado et al. 2022). The original LIBRA-seq

oligonucleotide conjugation was not site-specific so could lead to variation in the num-

ber of barcodes attached per antigen, interfering with the binding scoring. Epitopes

might also be disrupted by the barcode, affecting binding capabilities (Hurtado et al.

2022).

LIBRA-seq can be combined with ligand blocking where ligand and antigen are

each labelled with a barcode. LIBRA-seq scores are calculated for the antigen and

for the ligand to assess whether the antibody is able to block the ligand binding to

the antigen. This was used to identify SARS-CoV-2-binding antibodies which may

block ACE-2-SARS-CoV-2 interactions and therefore have neutralisation capabilities

(Shiakolas et al. 2022). LIBRA-seq has also been combined with a screening library of

labelled mutated antigens to get residue-level epitope specificity for antibodies against

HIV (Walker et al. 2022).

1.2.4 Sequence annotation

Antibody nucleotide or amino acid sequences can be annotated with their correspond-

ing V(D)J genes, sequence numbering, and structural features such as the framework

and CDR loops, for downstream analysis and comparison.

1.2.4.1 Germline alignment

Nucleotide or amino acid sequences can be mapped to their closest reference V(D)J

genes or alleles using tools such as IgBlast (Ye et al. 2013) or MiXCR (Bolotin et al.

2015), which use germline sequence databases such as IMGT or Genbank (Lefranc

et al. 2003). Mapping sequences to germlines can help to suggest antibody func-

tionality as certain germlines have been linked to viral responses, such as V3-53/V3-

66 for binding SARS-CoV-2 (Brouwer et al. 2020), VH1-69 for broadly-neutralising

influenza-binding (Chen et al. 2019) and VH1-02 for HIV-1 CD4 binding (Navis et al.

2014).
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1.2.4.2 Numbering

Antibody sequences can be annotated so that each amino acid in the Fv domain is

numbered. The numbering of sequences allows for standardisation and comparison

of antibodies; for example, the amino acids present at a given position in multi-

ple antibodies can be compared. Numbering also allows for annotation of the CDR

loops in an antibody sequence. There is no single standardised antibody numbering

scheme; schemes exist with varied nomenclature and position labelling approaches

for accounting for sequences with different lengths (Figure 1.4) and for defining CDR

regions (Table 1.1).

The first numbering scheme, Kabat, was introduced in the 1980s (Kabat 1983).

Antibody sequences available at the time were aligned and the most common CDR

length regions were used to define numbering, with insertions for CDRs beyond these

lengths indicated by lowercase letters such as 27a, 27b. Kabat is entirely sequence-

based, so residues at the same Kabat-numbered position may not be structurally

equivalent.

Chothia and Lesk were the first to describe a structure-based antibody numbering

scheme (Chothia and Lesk 1987). Antibody crystal structures were aligned to identify

the CDR loops and Kabat CDRH1/CDRL1 insertion points were amended to better

reflect the structures (from H35 to H30 and L27 to L30). The CDRL1 insertion point

was later revised to L31 (Chothia et al. 1989) before returning to the original L30 in

later analysis (Al-Lazikani et al. 1997). Chothia and Lesk also identified canonical

classes of CDR loops based on structural clustering (Chothia and Lesk 1987).

The Martin scheme modified and updated Chothia numbering, focusing on cor-

rect numbering of varied framework lengths (Abhinandan and Martin 2008). Insertion

points and deletion points were again amended, e.g. H72 rather than H82 (Figure

1.4) and CDRL2 insertion point at L52, analogous to the CDRH2 insertion point at

H52, rather than at L54 as in Kabat. Chothia numbering did not include a CDRL2

insertion point as all available structures had identical length CDRL2 (Abhinandan

and Martin 2008).

The most widely used numbering scheme, IMGT, was introduced in 1997 as a

method for numbering antibody and T cell receptor chains (Giudicelli et al. 1997).

The method was based on germline V gene sequence alignment so originally only
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Figure 1.4: Heavy chain antibody sequence numbered using ANARCI according to
IMGT, Kabat, Chothia, Martin and Aho schemes.

numbered up to CDR3. Initially, CDR insertions and deletions were placed at the

end of the loops, but this was later revised to place them in the centre of the CDRs to

better represent loop structures. The IMGT CDR definitions are identical for heavy

and light chains, unlike the North and Chothia definitions (Table 1.1). North CDR

definitions are longer than those of Chothia and IMGT (aside from CDR3) and are

based on structural clustering including consideration of anchor residues at both ends
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of the loops (North et al. 2011).

The Honegger numbering scheme (AHo’s) extended the original IMGT number-

ing to include CDR3 and FWR4 (Honegger and Plückthun 2001). As with Chothia,

the numbering used structural alignments of the variable domains of antibodies and

TCRs.

CDR definition CDRH1 CDRH2 CDRH3 CDRL1 CDRL2 CDRL3
IMGT 27-38 56-65 105-117 27-38 56-65 105-117
North 24-40 55-66 105-117 24-40 55-69 105-117
Chothia 27-37 57-64 107-117 24-40 56-69 105-117

Table 1.1: CDR definitions for IMGT numbered sequences

1.2.4.3 Antibody numbering tools

Tools for applying the various numbering schemes to antibody sequences exist in the

form of webservers and downloadable tools. Approaches rely on identifying similar

sequences or sequence patterns to those which have already been numbered. This is

achieved through sequence-alignment methods or hidden markov models (HMMs).

ANARCI (Dunbar and Deane 2016) uses a HMM-based approach. V and J gene

sequences for heavy chains and for lambda and kappa light chains, for different species,

were obtained from the IMGT database (Giudicelli et al. 2005). V and J genes were

paired in differing combinations to form potential germline sequences, which were

subsequently grouped by species and domain (heavy, kappa or lambda). Sequences

were aligned using Muscle (Edgar 2004) and used to build HMMs. Query input se-

quences requiring numbering are aligned to each HMM using HMMER3 (Eddy 2011).

The HMM with the highest alignment score to the input query sequence is used to

number the query sequence. Insertions and deletions in the query sequence compared

to the HMM family can be accounted for in the scoring, and included in numbering,

so exact sequence motif matches are not required (Figure 1.5).

HMM-based approaches were used by other numbering tools prior to ANARCI,

including PyIgClassify (Adolf-Bryfogle et al. 2015), ProABC (Olimpieri et al. 2013)

and DIGIT (Chailyan et al. 2012). These tools were limited in the numbering schemes
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Figure 1.5: Illustration of HMM-based numbering approaches such as ANARCI. 1)
HMM profiles are built from aligned germline sequences. 2) Input sequence is scored
against HMM profiles, accounting for insertions (i) and deletions (d) at any position
in the sequence. 3) Numbering is transferred from the highest scoring HMM to the
input sequence.

they could apply, whereas ANARCI is able to apply IMGT, Chothia, Martin and Ka-

bat schemes. Only ANARCI and PyIgClassify could be freely downloaded; ProABC

and DIGIT webservers were formerly freely available, and ProABC-2 is currently

freely available via a webserver (as of November 2022).

Alternative approaches to HMMs include AbNum (Abhinandan and Martin 2008),

a method based on pattern matching to only certain areas of the sequence. Frame-

work regions at the start and end of each CDR are used as anchor points, from which

the numbering can be filled in. These anchor points rely on sequence conservation

in the framework regions and consider the frequency of the amino acids found in six

residues before and after the CDR loops. Profiles of these anchor points are created

using multiple sequence alignment of known numbered antibody domains, and pro-

files are scored against to obtain the best pattern match and infer numbering. If these

anchor points cannot be found in an input sequence, AbNum is unable to number the

sequence.

AbRSA is a more recent method for antibody numbering based on sequence align-

ment which divides a sequence into segments of CDRs, framework, insertion positions

and conserved positions. Different weightings are given to the different segment types,

with higher weightings for more conserved regions including the framework. On a

benchmark dataset of 983 heavy chains and 833 light chains, the AbRSA authors

found that AbRSA could number all the sequences, ANARCI failed on 8 and AbNum
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failed on 37 (Li et al. 2019).

In Chapter 2, I describe my development of an alternative approach to antibody

numbering, which makes no use of sequence alignment or HMMs but instead uses

sequence embeddings.

1.2.5 Sequence embeddings

Natural language processing approaches have been applied to proteins, where each

amino acid in a protein sequence can be considered a word in a sentence (Alley et al.

2019; Rives et al. 2021). Protein language models can be used to obtain embeddings,

where sequences are represented as vectors of numbers instead of strings of amino

acids or nucleotides. Such representations can be used for tasks including structure

and function prediction.

Evolutionary Scale Modeling (ESM-1b) is a transformer-based protein language

model (Rives et al. 2021) pre-trained on 27.1 million protein sequences from UniRef

(Suzek et al. 2015). Transformers can model long range dependencies, so capture

interactions between residues not together in sequence space, for example, cysteines

which form disulphide bonds and are close in structural space but not the in linear

sequence. The ESM-1b model, of 33 layers and 650M parameters, represents each

amino acid in a sequence by a vector of 1280 values.

Language models have also been trained exclusively on antibody sequences and

can be used to predict B cell types, structures, and immunogenicity. DeepAb, an

LSTM for antibody structure prediction, was pretrained on 100,000 paired antibody

sequences from OAS (Ruffolo et al. 2022b), whilst humanisation tool Sapiens, con-

sisting of two four-layer transformer models, was trained on 20 million heavy chain

sequences and 19 million light chain sequences from OAS (Prihoda et al. 2022). An-

tiBERTa, a 12 layer transformer model, was pretrained on 42 million heavy chain se-

quences and 15 million light chain sequences (Leem et al. 2022) and used for antibody

binding residue prediction. AbRep was developed to generate sequence embeddings

for AbLang, to complete antibody sequences if regions have been missed in sequenc-

ing (Olsen et al. 2022c). With these models, sequences are represented differently;

AntiBERTa and AbLang embeddings use 768 values per amino acid, compared to 128

for Sapiens.
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1.3 Antibody structural data

1.3.1 Methods for determining antibody structure

The structural antibody database (SAbDab) (Dunbar et al. 2014; Schneider et al.

2022b) is regularly updated with antibody structures from the protein data bank

(PDB) (Berman et al. 2000). SAbDab contains over 6700 solved antibody structures,

including over 5250 solved antibody-antigen structures (as of November 2022). Anti-

body structures can be determined using X-ray crystallography, electron microscopy

and nuclear magnetic resonance (Abbott et al. 2014). Whilst these methods may

give high resolution structural information, they can be difficult and time-consuming.

Accuracy depends on the experimental conditions and antibody properties (for in-

stance, CDRH3 length) but is estimated at 0.6 Å for framework regions and 1 Å for

CDR loops in crystal structures (Eyal et al. 2005). Given the difficulties in obtaining

antibody structures, prediction of likely structures based on an antibody sequence is

a vital tool.

1.3.2 Antibody modelling

1.3.2.1 Homology modelling approaches

Initial approaches to predicting antibody structures relied on homology modelling,

where solved structures with sequence similarity to the target antibody are used as

templates. Whilst the increasing numbers of available solved antibody structures have

improved the accuracy of homology modelling methods, approaches are still limited

by finding appropriate template structures, which is not always possible. Moreover,

sequence-similar antibodies which are identified as templates may in fact have dissimi-

lar structures. The general method for homology modelling of antibodies is as follows:

templates are selected for the heavy and light chain framework regions and are ori-

entated; templates are selected for the CDR loops and grafted onto the frameworks;

finally, side chains are remodelled (to account for residue differences to the selected

homology templates). Given the sequence and structural conservation of framework

regions, these regions can typically be modelled well. CDRH3 is the trickiest CDR

to model given its lack of canonical classes and diversity in sequence and structure,

particularly for long length CDRH3s where fewer structures have been solved (Regep

et al. 2017).
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Tools for antibody homology-based modelling are available as webservers and/or

downloadable tools, e.g. ABodyBuilder (Leem et al. 2016), AbPredict2 (Lapidoth

et al. 2019), PIGS (Marcatili et al. 2008), RosettaAntibody (Weitzner et al. 2017).

ABodyBuilder is currently one the fastest homology-based methods, taking around

∼30s per model (on one CPU) (Leem et al. 2016), and was used to build models of

SAbDab antibodies in Chapter 3 and SARS-CoV-2-binding antibodies and malaria-

binding antibodies in Chapter 4.

Following the general method for homology modelling described above, ABody-

Builder first selects sequence-similar antibody framework templates and orientates

them. This orientation constrains the selection of CDR templates by FREAD (Choi

and Deane 2010), which ranks loop templates using an environment-specific substitu-

tion score (ESS) based on loop length, sequence similarity, backbone dihedral angle

compatibility and loop graftability onto the framework template. Loops are mod-

elled in the order CDRL2, CDRH2, CDRL1, CDRH1, CDRL3, CDRH3, to prevent

clashes. Following the grafting of the loops onto the frameworks, side chains may be

remodelled using Position-dEpendent Antibody Rotamer Swapper (PEARS) (Leem

et al. 2018). PEARS samples potential conformations for amino acid side chains from

a library based on antibody residues observed at that IMGT position; other antibody

modelling tools use rotamer libraries from general proteins, based on backbone ge-

ometry.

Homology modelling tools may use ab initio modelling of CDRH3 in cases where

no suitable homology template is found, such as in ABodyBuilder (Leem et al. 2016),

or as the default approach, as in RosettaAb (Weitzner et al. 2017). Most ab initio

approaches generate decoy structures and rank them to obtain the most suitable

option. If no CDRH3 templates score above the ESS threshold, ABodyBuilder can

use Sphinx, a hybrid method which uses structural fragments adjusted to match the

desired loop length (Marks et al. 2017). Ab initio modelling takes far longer than

homology-based methods; using Sphinx increases model building time to 14 hours.

RosettaAntibody uses ab initio modelling of the CDRH3 loop using kinematic loop

closure (Stein and Kortemme 2013) and homology modelling for the other CDRs.

This takes around 1,000 CPU hours for a full Fv antibody model (Weitzner et al.

2017).
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1.3.2.2 Deep learning approaches

Protein structure prediction has progressed hugely in recent years with the advent

of AlphaFold (Jumper et al. 2021). General protein modelling tools can be used for

antibody structure prediction, with current best performance from protein complex

structure prediction tool AlphaFold Multimer (AFM) (Evans et al. 2022). AFM uses

a multiple sequence alignment module (MSA) to generate an embedding of a pro-

tein sequence based on similar sequences identified in a genetic database. The MSA

embedding, plus identified structural templates, are passed through a transformer

(Evoformer) to the structure module which generates the structure. The structure

can be passed back to the Evoformer for iterative refinement of the modelled struc-

ture. Whilst AFM has shown high accuracy for antibody structure prediction, the

latest antibody-specific modelling tools are far quicker and have slightly better accu-

racy (Abanades et al. 2022b).

CDR loop prediction in ABodyBuilder (either using homology templates or ab ini-

tio) can be replaced by the deep learning method ABlooper (Abanades et al. 2022a).

ABlooper uses five equivariant graph neural networks (EGNNs) for CDR loop struc-

ture prediction. The five EGNNs separately predict loop structures, which are av-

eraged to produce the final loop structure. This approach means a model quality

confidence score can be estimated based on the diversity between the five predictions.

ABlooper was trained on CDR loop backbone atoms, plus two anchor residues either

side. Each atom is represented as a node and contains information including the one-

hot encoded amino acid identity, atom type, CDR loop, and position to the anchor

residues. Predicted loop structures can be relaxed using OpenMM (Eastman et al.

2017) to ensure the loops are physically plausible. ABlooper is fast, with 100 unre-

laxed CDR loops predicted in <5 seconds on one GPU, or 30 seconds for an antibody

structure with relaxation and side-chain grafting. ABodyBuilder with ABlooper was

used to generate models of SARS-CoV-2-binding antibodies and malaria-binding an-

tibodies in Chapter 4.

ABodyBuilder2 is one of the most recent deep learning approaches for antibody

structure prediction (Abanades et al. 2022b). On a test set of unseen structures it

had an average RMSD of 2.81 Å across CDRH3 (compared to 2.90 Å with AFM, 3.34

Å with ABlooper and 3.46 Å with ABodyBuilder) and takes 5 seconds per structure

on a GPU. ABodyBuilder2 is adapted from the structure module of AFM, where pro-

tein embeddings are used to predict the 3D structure. Due to not requiring a MSA
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component, the method is at least 100x faster than AFM (Abanades et al. 2022b).

As with AFM, ABodyBuilder2 predicts all atom models, including side chains, unlike

backbone-only methods such as ABlooper (which uses PEARS and OpenMM for side

chains).

Another recent method for antibody structure prediction is IgFold (Ruffolo et al.

2022b). This method is based on embeddings of antibody sequence and structure,

and graph neural networks. IgFold predicts backbone coordinates and uses Rosetta

for side chain prediction (Leman et al. 2020). The method can predict CDRH3 with

3.34 Å RMSD, the same as ABlooper, but generated a number of cis-peptide bonds

and steric clashes in an antibody test set (Abanades et al. 2022b).

1.3.2.3 Model quality metrics

When crystal structures are available, RMSD comparisons of a model to the solved

structure are useful as an accuracy metric. When solved structures are not available,

it is important to consider other metrics for model evaluation. Deep learning models

in particular may predict conformations that are physically impossible (Abanades et

al. 2022b). Models can be evaluated for physical bond lengths, steric clashes, chirality

and stereochemistry; TopModel is a recent model quality assessment tool which will

evaluate models for these characteristics (Fernández-Quintero et al. 2022).

1.3.3 Repertoire structural analysis

1.3.3.1 Repertoire modelling

Despite the advances in modelling antibody structures, current tools are still too

slow for building models of entire BCR repertoires. The ability to model millions

of antibodies would be useful to evaluate structural convergence within or across

different repertoires, including in response to disease or vaccination, and to develop

approaches for large-scale screening of antibodies. A homology-based method, Reper-

toireBuilder, was developed specifically for large-scale repertoire data analysis (Schritt

et al. 2019). The method uses MSA to increase the speed of template selection; how-

ever, the method takes 10s per model per CPU (slower than many of the more recent

antibody-specific deep learning methods) and is only available as a webserver, with

jobs limited to 10,000 models.
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1.3.3.2 Repertoire structural annotation

An alternative to modelling is to instead use structural annotation of antibody se-

quences to capture key information. For example, rapid prediction of likely CDR

conformations, without building a full antibody model. The SAAB method mapped

sequences to structures in the PDB based on sequence similarity (over whole se-

quences and across individual framework and CDR regions) (Krawczyk et al. 2018).

SAAB used an adapted version of FREAD to identify the closest CDR loop template

structures - essentially, the first step of homology modelling. SAAB+ built on this an-

notation approach to use CDRH3 FREAD-assigned templates (Choi and Deane 2010)

clustered based on RMSD structural similarity and SCALOP-based CDR canonical

class prediction (Wong et al. 2019a); using antibody sequences, SCALOP predicts

the canonical class of CDRs by clustering with known antibody crystal structures.

SAAB+ was used to evaluate the diversity of antibody repertoires in human and

mouse (Kovaltsuk et al. 2020) and showed differentiation of B cell types by CDR

template structural usage, with naive B cells using more conserved structures com-

pared to antigen-exposed B cells, and different structures across human and mouse.

SAAB+ can be used to compare repertoires to identify over-represented CDRH3

templates or clusters of templates which may represent a response to an antigen and

therefore be useful in therapeutic antibody design.

1.3.3.3 Repertoire structural profiling and antibody model libraries

The repertoire structural profiling (RSP) pipeline uses full antibody models to un-

derstand the structural space of repertoires (Raybould et al. 2021b). BCR repertoire

data can be clustered based on similar predicted structures using RSP to create an-

tibody model libraries (AMLs). AMLs represent the structural diversity of a BCR

repertoire, as a library of common antibody structures. Heavy and light chain an-

tibody sequences are first numbered using ANARCI (Dunbar and Deane 2016) and

assessed for modellability using SCALOP to predict canonical CDR forms (Wong

et al. 2019a) and FREAD to identify appropriate CDR template structures for ho-

mology modelling (Choi and Deane 2010). If SCALOP cannot predict a canonical

form, or FREAD cannot find a suitable homology template, modelling the antibody is

likely to fail and/or the accuracy of the model is likely to be low. To reduce numbers

(and corresponding computational resource requirements), similar sequences in each

BCR repertoire can first be clustered using CD-HIT (Fu et al. 2012) before mod-

elling assessment. To predict the modellability of orientations of the heavy and light
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chains, the twenty most important residues involved in this interface are identified for

pairs of VH and VL and compared to template antibodies. If this comparison sug-

gests that they are modellable, the antibody structures can be clustered based on the

VH-VL orientation template, FREAD-defined CDR templates and lengths of CDRs.

Singleton clusters are designated distinct structures; other structures are greedily

clustered in CDR-length groups if the VH-VL orientation RMSD <1.5 Å. An AML

built using this approach was used in Chapter 3 and the RSP pipeline influenced the

computational epitope binning method developed in Chapter 4.

1.4 Experimental characterisation of antibody-

antigen interactions

Knowledge of the epitope being targeted by an antibody, and the residues involved

in binding, is important in understanding antibody mechanisms of action and the

immune response (Nilvebrant and Rockberg 2018). Antibodies which bind the same

epitope often (though not always) have similar functionality (Mahita et al. 2022)

and so epitope identification may be predictive of function. Antibodies with similar

paratopes may bind to similar epitopes, therefore, identifying antibodies with similar

paratopes may be indicative of function (Ghanbarpour et al. 2022; Mahita et al. 2022;

Richardson et al. 2021; Wong et al. 2021).

Experimental methods to determine paratope-epitope interactions can be high

resolution but are often expensive, laborious, and time consuming (Sela-Culang et al.

2013). As a result, these methods are primarily used later in therapeutic antibody

development on a limited number of lead candidates to confirm binding interactions,

rather than to influence early development and antibody selection. Faster, lower

resolution experimental approaches, such as epitope binning, can be used to reduce

the number of lead candidates ahead of higher resolution epitope mapping techniques

(Matharu et al. 2021).

1.4.1 Paratope-epitope interactions

High throughput experimental methods for determining an antibody’s epitope gen-

erally involve testing an antibody for binding against a set of antigens or against

different parts of an antigen. For instance, using a peptide microarray where pep-

tides are fixed onto a membrane and incubated with antibodies. A fluorescently

labelled secondary antibody is applied and the resulting fluorescent signals used to
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locate bound antibody-antigens, which can be sequenced (Henkel et al. 2016). A

similar process can be achieved with expressing peptides on E.coli or phage display

rather than fixing to a membrane (Gershoni et al. 2007). Surface plasmon resonance

(SPR) approaches do not require the secondary antibody step described above; in-

stead, antibodies are fixed and antibody-antigen binding is detected through changes

in light (Matharu et al. 2021). Despite the methods being relatively high-throughput,

creating a library of antigens or parts of antigens to test the antibodies against can

be time consuming and often best suited to linear epitopes (sequential amino acids)

rather than conformational epitopes (3D structure) (Gershoni et al. 2007).

Lower throughput technologies can provide more detailed information on epitopes

and the specific residues involved in antibody-antigen binding. Such methods include

structural determination of the antibody-antigen complex or site-specific mutagenesis

of the epitope to assess the impact on antibody binding (Paes et al. 2009). These

techniques require knowledge of the epitope and may be used at later stages in anti-

body drug development to confirm a lead candidate. If solved structures of antibody-

antigen complexes are available, paratope and epitope residues can be identified based

on proximity to one another. Binding interactions between these residues, typically

involving the side chains, include electrostatic connections, hydrogen bonds, van der

Waals bonds, and hydrophobic interactions (Peng et al. 2014; Ramaraj et al. 2012).

Arpeggio (Jubb et al. 2017) can be used to classify paratope-epitope interactions in

solved antibody-antigen structures into 15 subtypes based on atom type, distance and

angle terms. Arpeggio was used in the analysis of SARS-CoV-2 binding antibodies

in Chapter 4.

1.4.2 Competition epitope binning

Competition-based epitope binning experiments group antibodies which cannot si-

multaneously bind to the same epitope. This can be useful for identifying antibodies

which target a range of epitopes (fall into separate epitope bins) and may have differ-

ing mechanisms of action, to create a diverse selection of candidates to take forward

in drug development (Matharu et al. 2021). The main limitation of this approach

is speed, as antibodies are tested in a pairwise manner and therefore the approach

does not scale well; systems such as CarterraTM, which can test 384 antibodies at

once, are still time consuming if used on large datasets. Such methods may also not

work well with certain antigens such as membrane receptor targets (Chan et al. 2018).

25



These methods do not provide any information on the exact epitope location, epi-

tope residues or antibody binding mode, just that the two antibodies may overlap in

binding sites (or may be non-overlapping but block each others binding in some way).

Analysis of the resulting competition binding information, to separate antibodies in

to epitope bins, can be complex.

1.5 Computational methods for prediction of

antibody-antigen binding

Accurate prediction of which antibody will bind to which antigen, or the likelihood of

a paratope binding to a given epitope, is very challenging. Computational methods,

similarly to experimental approaches, may be high throughput but low resolution, or

low throughput but higher resolution. Methods can be adapted from general protein-

protein interaction tools, however, antibody-antigen interactions are generally more

difficult to predict than general protein-protein interactions due to limited datasets

of known antibody-antigen pairings, high diversity of antibody sequences (compared

to other protein families), and variety in antigens and epitopes (Hummer et al. 2022).

1.5.1 Paratope prediction

Computational prediction of the antibody residues which form the paratope is typ-

ically done on an epitope-agnostic basis with a binary classification of whether a

residue is likely involved in antigen binding, for example with tools such as iPatch

(Krawczyk et al. 2013), proABC (Olimpieri et al. 2013), Parapred (Liberis et al.

2018) and Paragraph (Chinery et al. 2023). Original methods for paratope predic-

tion focused only on sequence information but with advances in antibody modelling,

approaches using structural information have been developed.

Parapred is a machine learning algorithm for paratope prediction, given antibody

sequence data as input. The algorithm uses recurrent and convolutional neural net-

works trained on data from 277 antibody-antigen crystal structures to predict the

probability of each amino acid residue in the CDR regions + 2 adjacent residues par-

ticipating in binding to an antigen (Liberis et al. 2018). The algorithm was the best

performing paratope predictor at the time of most of the research conducted in this

thesis, and was used for paratope prediction in Chapter 3.
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Paragraph is a recent structure-based antibody paratope predictor which utilises

equivariant graph neural network layers and uses modelled structures antibodies

(Chinery et al. 2023). Paragraph outperforms PECAN (Pittala and Bailey-Kellogg

2020), the previous best performing structure-based paratope predictor, and Para-

pred. Paragraph was used for paratope prediction in Chapter 4.

1.5.2 Epitope prediction

As with paratope prediction, epitope prediction can be sequence-based or also include

structural information, with tools such as DiscoScope2.0 (Kringelum et al. 2012),

BEpIpred-2.0 (Jespersen et al. 2017), DLBEpitope (Liu et al. 2020c) and EpiDope

(Collatz et al. 2021). Antibody epitope prediction is more challenging than paratope

prediction due to difficulties in differentiating epitope from non-epitope, given the

ability of antibodies to bind to highly varied antigens and sites and as epitope residues

may not be close in sequence space (but close in structural space) (Kringelum et

al. 2012). Methods including antibody information appear to perform better than

antibody-agnostic methods (Dai and Bailey-Kellogg 2021; Jespersen et al. 2019) but

this limits the use of the methods as antibody information may not be known.

1.5.3 Docking

Even if the antibody paratope and antigen epitope have been predicted, this does not

necessarily provide information on paratope-epitope binding or the relative orienta-

tions of the molecules. However, this information can be used to constrain molecular

docking of models of the antibody and antigen. Molecular docking is a tool to predict

the most likely binding mode of a protein and a ligand (or antibody and antigen),

based on minimising the free energy of the bound complex. Docking approaches

can be flexible, where antibody and antigen can change conformation during bind-

ing, or rigid-body, whether the molecules are treated as rigid objects which cannot

change shape. The latter is much faster, but less accurate, with any inaccuracies in

modelled antibody structures, or conformational change on antigen-binding, reducing

the likely accuracy of docking results (Hummer et al. 2022). Docking is not suitable

for large scale antibody datasets as it is very resource intensive (Hummer et al. 2022).

Docking can be combined with experimental approaches, for example, docking an-

tibodies selected from clusters identified through experimental epitope binning, before

conducting higher resolution examination of the epitope regions predicted through
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docking using site-directed mutagenesis (Brooks et al. 2020). Experimental knowl-

edge of the antibody-antigen binding interface or results from epitope mutagenesis

experiments can increase the accuracy of the docked poses (Ambrosetti et al. 2023;

Wollacott et al. 2019). However, methods requiring experimental steps, rather than

being entirely in silico, have associated experimental and resource costs. Methods for

improved the ranking of docked poses have also been developed to attempt to im-

prove docking accuracy (Schneider et al. 2022a). Whilst docking can be a very useful

addition to experimental work, it is not currently feasible to run for many antibodies

early in drug discovery.

1.5.4 Computational epitope binning

Prediction of antibody-antigen binding can be approached as grouping antibodies

based on similar properties which suggest they bind to the same epitope. In this

way, if binding information of some antibodies is known, binding information can be

inferred about any antibodies clustered with them. Sequence-based methods such as

clonotyping (Galson et al. 2015; Greiff et al. 2015b; Hershberg and Luning Prak 2015;

López-Santibáñez-Jácome et al. 2019; Miho et al. 2018) and paratyping (Richardson

et al. 2021) can be applied to large number of antibodies but are limited by requiring

sequence similarity or same CDR lengths. On the other hand, methods incorporating

structural information can group sequence-dissimilar antibodies which might bind to

the same target, such as Ab-Ligity (Wong et al. 2021), but require more time and

computational resource to build antibody models.

Accurate computational epitope binning methods would be highly valuable for

grouping large numbers of antibodies much faster than could be achieved experimen-

tally. They would also be useful for challenging targets, such as membrane antigens

and unstable reagents, where functional assays are challenging.

1.5.4.1 Sequence-based clustering

Clonotyping is the standard sequence-based approach for clustering antibodies into

‘clones’. The aim of clonotyping is to identify sets of antibodies that are the progeny

of a common B cell ancestor. These sets of sequences are then presumed to bind to

the same epitope. A clonotype is typically defined as a set of sequences with identical

V and J genes, identical CDR3 length and 80-100% CDR3 sequence identity (Galson

et al. 2015; Greiff et al. 2015b; Hershberg and Luning Prak 2015; López-Santibáñez-

Jácome et al. 2019; Miho et al. 2018). However, sequences which are similar may not
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have the same function due to differences in shape and physicochemical properties,

and vice versa where antibodies may have dissimilar sequences but similar functional-

ity based on overall 3D structural similarity. Despite this, clonotyping can be useful

in a hit expansion step (see Section 1.1.5.2) as it will always identify very similar

sequences that are likely to share similar properties, but may miss out on the more

sequence-diverse antibodies that bind to the same epitope.

Paratyping is a sequence-based method for clustering similar paratopes (Richard-

son et al. 2021). The method originally used Parapred for paratope prediction (Liberis

et al. 2018) (see Section 1.5.1) but can be used with more recent paratope prediction

tools such as Paragraph (Chinery et al. 2023). Paratyping clusters paratopes based

on paratope amino acid identity and identical CDR lengths. The approach means

antibodies with different lineages (with dissimilar CDR3 sequences, V and J genes)

can be identified as similar and therefore as likely binding to the same epitope - a link

which is not possible to make with clonotyping. Paratyping has been experimentally

validated by predicting and testing antibody hits identified against pertussis toxoid

(Richardson et al. 2021).

A recent method for paratope clustering used a fine-tuned protein language model

for sequence-based antibody paratope prediction (Ghanbarpour et al. 2022). The

language model embeddings for predicted paratope residues were used to cluster

SARS-CoV-2-RBD binding antibodies, based on the Euclidean distance between their

paratope vectors (Ghanbarpour et al. 2022).

1.5.4.2 Structure-informed clustering

Many standard methods for exploiting BCR data use only antibody sequence informa-

tion; however, making paratope-epitope interaction predictions is challenging due to

the lack of understanding of the three-dimensional shape of the antibody binding site

which underpins its potential binding capabilities. Furthermore, existing sequence-

only methods such as clonotyping typically only use part of the antibody sequence

information (CDRH3 sequence, V and J gene assignment). If models can be built,

structural clustering with known-function antibody datasets, such as CoV-AbDab

(Raybould et al. 2021a), can predict the function of uncharacterised antibodies iden-

tified from BCR repertoires (Finn et al. 2020; Raybould et al. 2021c).
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Docking information can be used for epitope clustering of antibody structures,

through throughput is limited due to the molecular docking stage. For instance,

docked models were used to group IL-6 binding repebodies (binding scaffolds of re-

peated leucine-rich modules) (Mahita et al. 2022). Repebodies were clustered based

on sequence similarity, structural similarity and interaction similarity, derived from

the docked models. ‘Dock binning’ utilised existing experimental epitope binning

data to select epitope bin representatives to homology modelling and dock (Brooks

et al. 2020). Clustering of the docked models was used to identify epitope regions on

the herpes glycoprotein antigen structure.

Ab-Ligity is a method for identifying epitope or paratope similarity which incorpo-

rates structural information (Wong et al. 2021). The method is an antibody-specific

development of Ligity (Ebejer et al. 2019), applying a hashing approach to compare

pharmacophoric and structural profiles of antibodies using residue-based descriptors

(Figure 1.6). Paratope residues are predicted, if comparing models of antibodies,

or paratope and epitope residues can be identified through proximity to the anti-

body/antigen in the case of co-crystal antibody-antigen structures. All possible triplet

combinations of the residues are taken and used to characterise the antibody via hash-

codes. The residues are tokenised by classification into physicochemical groups, for

example, acidic or hydrophobic. Every combination of two physicochemical tokens

within a triplet has a different hashcode, for example, a pair of aliphatic residues are

designated ‘A’ whereas an aliphatic-aromatic pair are ‘B’. Distances are calculated

between the centre of the C atoms of tokens and are put into bins of 1 Å in size to

give a hashcode (e.g., ‘a’). Each triplet is described by a hexamer hashcode, includ-

ing the three hashcodes from the physicochemical token pairings, alphabetically, and

the three bin lengths describing the distances between the token pairings. Frequency

tables of the hexamer hashcodes representing all triplets of binding residues represent

the antibody, and these are compared using a Tversky index to determine similarity:

S(X, Y ) =
|X ∩Y |

|X ∪Y |+ α|X − Y |+ β|Y −X|

S(X,Y) is the similarity between two antibody hash tables, X and Y. |X∪Y| is the
intersection (overlap of hashcodes in the hash tables) and |X ∩ Y| is the union (total

hashcodes included in either X or Y or both). |X - Y | and |Y - X| are the differences
between the two hash tables; we used α = β = 0.5.
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Figure 1.6: Ab-Ligity method for paratope comparison A) Paratope residues are
tokenised based on physicochemical properties (histidine and lysine are basic, shown
in purple; phenylalanine and tyrosine are aromatic, shown in orange). B) Residues
are grouped into triplets and distances between residues are hashed into 1 Å bins. C)
Pairs of residues within triplets are given a hashcode based on their physicochemical
group. D) For each triplet of residues, physicochemical hashcodes are combined with
distance hashcodes to generate a six-character hashcode. E) A paratope is represented
by all of the hashcodes, stored in a frequency table. Figure reproduced from Wong
et al. 2021.

I contributed to the development of Ab-Ligity by assessing the impact of adding

a CDRH3 length constraint to the similarity assessment and assisted with the prepa-

ration of the Ab-Ligity paper, on which I am an author:

Wong W.K., Robinson S.A., Bujotzek A., Georges G., Lewis AP., Shi J., Snow-

den J., Taddese B., Deane C.M. (2021) Ab-Ligity: identifying sequence-dissimilar

antibodies that bind to the same epitope. MAbs (Vol. 13(1)).

1.6 Impact of BCR data on therapeutic antibody

development

Methods for obtaining BCR repertoires and binding affinities have been varied and

lacking in standardised protocols and analysis pipelines, and many existing BCR se-

quencing datasets contain only heavy chain information. The development of high

throughput methods for single cell sequencing and antigen specificity mapping (Setliff

et al. 2019), and protocols and guidelines (Breden et al. 2017; Langerak 2022) might
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enable new accurate and reliable computational methods for biotherapeutic discovery.

As increasing quantities of high quality antibody sequencing data become available,

the task becomes how to best utilise and learn from the data. The development of

predictive computational tools trained on BCR data could optimise the therapeutic

antibody development pipeline by reducing the number of antibodies requiring ex-

pression and experimental screening to only those predicted most likely to bind, and

further our ability to design antibodies de novo against a specific target (Marks and

Deane 2020).

1.6.1 Immune system mechanisms

Typical BCR repertoire profiling includes analysis of B cell isotypes, gene usage and

clonality (see Section 1.5.4.1). The availability of large BCR datasets has been useful

across many areas of the immune system underlying therapeutic discovery including

estimating true antibody genetic diversity (Briney et al. 2019), VDJ recombination

bias (Greiff et al. 2017) and characterising the response to antigens (Miho et al. 2018).

BCR datasets can be used to understand more about the immune response, for

example, before and after vaccination (Galson et al. 2014) and during disease (e.g.

autoimmunity (Bashford-Rogers et al. 2018) and Covid-19 (Montague et al. 2021)).

By comparing healthy and disease-related repertoires, we can learn about the role of B

cells and identify potential disease signatures (Bashford-Rogers et al. 2018; Ghraichy

et al. 2018). The role of antibodies in disease pathogenesis, such as autoimmune

disease, is also being understood (Sun et al. 2020). Such analyses may indicate targets

for potential therapeutic intervention and, in the future, hopefully improve patient

outcomes with better diagnostic tools, tracking disease progression and monitoring

response to therapies.

1.6.2 Biotherapeutic discovery

BCR sequence repertoires can be used to suggest suitable candidates for drug devel-

opment. In fact, 16 clinical stage therapeutic antibodies were found to share >95%

identity with a BCR sequence in OAS (Krawczyk et al. 2019). Individuals are known

to share sequence- and structural- antibody similarity, with sequence and structural

convergence identifiable in unrelated individuals both in unstimulated repertoires

(healthy individuals) (Briney et al. 2019; Raybould et al. 2021b), and in response to

antigen stimulation (Trück et al. 2015). Convergent antibody responses in individuals
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with the same disease or who have been have been exposed to the same antigen (either

through infection or vaccination) can be a useful starting point for a potential thera-

peutic. Evidence to support this approach for drug discovery includes vaccine studies

(Galson et al. 2014) and more recently in SARS-CoV-2 infected individuals, where

convergent antibodies had sequence similarity with identified SARS-CoV-2-binding

antibodies (Galson et al. 2020).

1.6.3 Antibody design against target epitope, given known
binder

A number of approaches have been used to design new antibodies against a target

epitope, if a binding antibody is already known. The binding antibody may be used

as a template with the aim of improving binding, specificity or developability prop-

erties. In Chapter 3, I describe pipelines for identifying likely binders to a target

epitope from an antibody dataset, given a known binder.

Liu et al. designed an epitope-specific antibody to Keap1 by grafting structural

interaction patterns from the known Keap1 ligand onto various antibody scaffolds

from the PDB (Liu et al. 2017). Whilst this approach developed new binding anti-

bodies, it required a crystal structure and knowledge of the target antigen in complex

with a known ligand.

Mason et al. used neural networks to predict likely binding antibodies from se-

quencing data, using the therapeutic antibody trastuzumab as a starting point (Ma-

son et al. 2021). Mutagenesis libraries were generated from trastuzumab and used

to train long short-term memory recurrent neural networks and convolutional neural

networks. Of 30 predicted binders that were assessed, all were specific binders to the

Her-2 receptor antigen which trastuzumab binds.

Makowski et al. improved the specificity and affinity of existing therapeutic anti-

body emibetuzumab, known to have some non-specific binding activity (Makowski et

al. 2022). Mutagenesis libraries were experimentally generated and tested for affinity

and specificity; machine learning models trained on the resulting library could predict

the binding classification of sequences.
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1.6.4 Antibody design against target epitope, without known
binder

The task of de novo antibody design to a target epitope, without prior knowledge of

a binding antibody, is highly challenging. I describe the development of pipelines for

this in Chapter 3.

Akbar et al. aimed to investigate whether epitope-to-paratope translation could

be achieved, using Neural Machine Translation models (Akbar et al. 2021). Their ap-

proach investigated whether paratope-epitope interactions can be predicted by break-

ing down the binding into subunits, the ‘vocabulary’, of structural motifs governing

antibody-antigen interactions. 398 paratope and 1594 epitope motifs were identified

from 825 antibody-antigen crystal structures, where each motif was represented only

by the presence of any interacting residue as X and then the number of noninteract-

ing residues, e.g. X2X, per CDR or framework region. Neural Machine Translation

models trained on the 5,327 epitope-paratope motif pairs achieved correct motif pre-

diction 70% of the time, with a median error of 30%; performance was considerably

worse when attempting to predict actual sequences rather than motif representations.

This method is currently not able to predict if a new antibody will bind to an epitope,

but provides some evidence that it might be possible. However, whilst this approach

provides evidence that the epitope motif determines the paratope interaction motif,

and therefore may be a predictable interaction, an approach only using structure and

not incorporating any physicochemical properties of the interacting residues may miss

key information.

Baran et al. aimed to computationally mimic VDJ recombination to generate

antibodies (Baran et al. 2017). Antibody sequences were designed based on the as-

sembly of antibody fragments using the AbDesign algorithm. Sequences were then

modelled and docked against two target antigens. Top docked poses were evaluated

to suggest mutations to the antibodies, and 200 mutated antibodies were experimen-

tally tested to yield 3 low-affinity binders that were then optimized using random

libraries made with error-prone PCR. Whilst binders were ultimately identified, the

computational cost for this approach was huge, at half a billion processing hours,

alongside substantial experimental work.

Nimrod et al. successfully designed a binder to cytokine IL-7A using antibodies

with some epitope similarity, but no binding, to IL-7A (Nimrod et al. 2018). This
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process, termed ‘re-epitoping’, involved first docking 501 unique antibodies from the

PDB to the target antigen IL-7A, and then generating antibody libraries based on

the top ranked docked antibodies, with up to four expression and selection rounds

for each antibody. The libraries were designed by mutating amino acids at positions

selected through binding and stability energy calculations, molecular dynamics simu-

lations and visual inspection. Due to the docking and screening of multiple antibody

libraries, this was not a quick approach but provides evidence for designing an anti-

body to a specific epitope using antibodies which bind to similar epitopes.

Aguilar Rangel et al. recently used known antibody-antigen structures to inform

antibody design against target epitopes (Aguilar Rangel et al. 2022). A database of

CDR structures and CDR-like fragments (linear motifs structurally compatible with

antibody CDR loops), and their epitopes, was created from the PDB. Target epitopes

were fragmented into linear and structural epitopes and compared to the epitopes in

the database using sequence- and structural- similarity. Similar CDR or CDR-like

fragments were ranked based on number of favourable interactions with the epitope

and solubility score, and the top scoring CDRs grafted onto an antibody scaffold.

Using this approach, binding antibodies were generated targeting human serum al-

bumin, SARS-CoV-2 spike protein, and bovine trypsin.

The field of de novo protein design has been transformed with the development of

novel machine learning and deep learning methods (Strokach and Kim 2022). Deep

learning models aim to generate novel antibodies which retain selected properties of

the training data, for example, developability or binding affinity. Generative models

for antibody design, such as Generative Adversarial Networks (GANs), can be trained

on natural human antibody repertoires and biased via transfer learning (further train-

ing on antibodies with known properties such as solubility, stability and predicted

immunogenicity) to generate sequences predicted to have desired biophysical proper-

ties (Amimeur et al. 2020). However, more information is needed to understand how

these properties influence the overall developability of the antibody. Additionally,

experimental validation of the predicted properties is necessary, as has been done

for proteins; a modified GAN trained on malate dehydrogenase enzyme sequences

was able to generate functional and soluble enzyme sequences with 24% hit success

(Repecka et al. 2021).
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Remaining challenges also include the successful development of generalisable

models for designing antibodies to a target epitope, without requiring training on

datasets of existing binders. Latest generative deep learning approaches based on

generative image approaches, diffusion models, appear highly promising, generalis-

able methods for designing protein sequences to target structures (Cao et al. 2022;

Watson et al. 2022). For example, the RFdiffusion model was able to design high affin-

ity binders to 4 targets with fewer than 100 designs per target, rather than thousands

of sequences which then require testing (Watson et al. 2022).

1.7 Thesis overview

In Chapter 2, we describe our novel approach to antibody numbering, ANARCII.

We use transformer-based sequence embeddings, derived from BCR-data in OAS, to

train random forest models. ANARCII can be used to annotate antibody sequences

with the IMGT numbering scheme and is able to number sequences which existing

numbering tools get incorrect.

In Chapter 3, we explore the development of Ab-Ligity and paratyping to cre-

ate computational pipelines for identification of antibodies likely to bind to a target

antigen, with or without a known binding antibody. We compare antibodies based

on sequence, paratope and structural similarity, to identify likely-binding antibodies

from an antibody model library. Such a pipeline would be a useful tool in therapeutic

antibody development by identifying antibody candidates likely to bind to the target

epitope, which could be useful starting point for antibody therapeutic design or ex-

perimental screening.

In Chapter 4, we describe our novel computational epitope binning method,

SPACE. By analysing X-ray crystal structures of antibodies bound to SARS-CoV-2

antigens, we found high levels of structural conservation across binders to the same

epitope. Our method of clustering antibody models based on structural similarity

can group sequence-dissimilar antibodies into epitope bins with high accuracy. We

demonstrate our method on coronavirus-binding and malaria-binding antibodies.

Lastly, we describe our overall conclusions and suggestions for future work, based

on the research presented in this thesis. We also include the following paper as an
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appendix:

Macpherson, A., Laabei, M., Ahdash, Z., Graewert, M.A., Birtley, J.R., Schulze,

M.S.E., Crennell, S., Robinson, S.A., Holmes, B., Oleinikovas, V. and Nilsson, P.H.,

(2021). The allosteric modulation of complement C5 by knob domain peptides. Elife,

10.

I am a coauthor on this paper and carried out analysis of the predicted paratopes

of two bovine antibody knob domains with ultra long CDRH3s, including characteri-

sation of paratope-epitope interactions using Arpeggio and comparison to antibodies

in SAbDab using Ab-Ligity.
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CHAPTER 2

ANARCII: A tool for numbering antibody sequences

2.1 Introduction

As described in the first chapter, annotation of protein sequences with numbers en-

ables comparison of structurally-equivalent amino acid residues, without requiring

multiple sequence alignment (Olsen et al. 2022a). This is highly useful for antibodies

and forms the first step of many analyses, including definition of CDR loops, clonotyp-

ing and other sequence-based methods. Existing approaches to antibody numbering

rely on identifying similar amino acid motifs to sequence patterns which have already

been numbered. This is typically achieved through hidden markov models (HMMs)

or, in some cases, sequence-alignment methods (see Introduction, Section 1.2.4.3). In

this chapter, we focus on numbering according to the the IMGT numbering scheme

(Figure 2.1).

Due to the reliance on amino-acid level pattern recognition, methods can strug-

gle to number sequences which are dissimilar to sequences that have been previously

numbered and can misidentify sequence patterns. This may lead to erroneous num-

bering and discarding of data. Given the increasing ability to engineer and design

novel antibody sequences, and to identify rarer sequences within antibody repertoires,

a more robust numbering tool would be highly beneficial.

Antibody Numbering and Antigen Receptor ClassIfication (ANARCI) is a tool for

numbering antibody sequences and assigning germline sequences (Dunbar and Deane
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Figure 2.1: IMGT/Collier de Perles representation numbering of an antibody VH/VL
sequence (Ehrenmann et al. 2011). IMGT numbering is shown including framework
regions (FWR) and complementarity determining regions (CDR): FWR1 (1-26, pur-
ple), CDR1 (27-38, green), FWR2 (39-55, yellow), CDR2 (56-65, pink), FWR3 (66-
104, blue), CDR3 (105-117, red) and FWR4 (118-128, navy). Framework residues
10, 73, 81, and 82 are absent in human VH germlines and are therefore shown in
smaller circles, adjacent to the main numbering. Framework residues flanking the
CDR loops are indicated in squares. Longer CDRs are incorporated with additional
residues in the centre of the CDR loops (at positions 32/33, 60/61, 111/112), labelled
symmetrically with letters A-Z; the illustration includes examples of these.

2016) (see Chapter 1, Section 1.2.4.3). ANARCI builds HMMs from a pre-numbered

set of germline sequences, downloaded from IMGT (Giudicelli et al. 2005). Query

sequences are aligned to 24 HMMs from six different species using HMMER3 (Eddy

2011). The HMM with the highest scoring alignment to the query sequence is used

and the query sequence is annotated by transferring the numbering of the equivalent

position from the known sequence in the HMM to the query sequence. HMMs do not
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require exact sequence pattern matches and input sequences can be scored compared

to the HMM profiles taking into consideration insertions and gaps. ANARCI was the

first tool to use all numbering schemes and was able to number 99.5% of VH sequences

(Dunbar and Deane 2016). ANARCI occasionally falsely identifies sequence patterns

and assigns incorrect numbering, most commonly at the end of CDRH3 in antibodies

with long CDRH3s, such as HIV-binding antibodies (Figure 2.2).

Figure 2.2: Incorrect numbering: ANARCI misidentifies the end of a long CDRH3
loop in an HIV-1 neutralising antibody (PDB code 4ocr). Residues numbered cor-
rectly by ANARCI are represented in green and incorrect are shown in red. ANARCI
incorrectly numbers the CDRH3 (IMGT residues 105-117, shaded in blue) with a
length of 11 by falsely identifying a ‘DE’ amino acid motif as the end of the CDRH3
loop, and discards the end of the antibody sequence after the incorrectly assigned
number 120 (red strike-through). The correct CDRH3 is length 37 and includes num-
ber labels up to 111L and 112L.

Other antibody numbering tools include AbNum (Abhinandan and Martin 2008)

and AbRSA (Li et al. 2019) (see Chapter 1, Section 1.2.4.3). AbNum uses pattern

matching to specific areas of the sequence; framework regions at the start and end of

each CDR are used as anchor points to fill in numbering. If conserved sequence an-

chor points cannot be identified, AbNum is unable to number the sequence. AbRSA

is a sequence alignment based method and divides a sequence into segments of CDRs,

framework, insertion positions and conserved positions. Different weightings are given

to the different segment types, with higher weightings for more conserved regions in-

cluding the framework.

Huge quantities of antibody sequencing data are now publicly available (Olsen et

al. 2022b). Existing antibody numbering methods were not trained on large datasets,
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for example, AbRSA was trained on only 503 heavy chains and 475 light chains

from UniProt (Pundir et al. 2017). Advances in the development of protein language

models have enabled vector representations of antibody sequences, which have been

used to separate B cell types and predict structure (Lin et al. 2022; Olsen et al.

2022c) (see Chapter 1, Section 1.2.5). In this chapter, we describe ANARCII - an

updated version of ANARCI. ANARCII is a random forest multi-label classifier for

antibody numbering, trained on transformer-based representations of antibody se-

quences. Whilst training on the equivalent of only around 5,000 sequences, we show

high accuracy with over 99% correct identification of CDR ends, including for some

sequences which ANARCI and AbNum cannot number or number incorrectly.

2.2 Materials and methods

2.2.1 Datasets

Antibody sequence datasets were prepared from the Observed Antibody Space (OAS)

database (Olsen et al. 2022b). Sequences available in OAS have been processed and

numbered with ANARCI (IMGT numbering scheme). Sequences from all studies,

including varying species, disease states and vaccination states, were considered for

training and test datasets. Separate datasets were created for heavy (VH), kappa

(Vκ) and lambda (Vλ) chains. Sequences shorter than 90 amino acids were excluded

to ensure models were trained on whole antibody sequences, rather than sequence

fragments.

2.2.1.1 Training data - heavy chain

The aim of training dataset curation was to include as many number labels as possi-

ble; most antibody sequences contain standard number labels 1-128 and 200 number

labels are known to cover ∼99.8% of OAS (Olsen et al. 2022a). To create training

datasets, sequences were selected from OAS. Data files from OAS were randomly or-

dered and sequences within a datafile were randomly shuffled. Sequences within a

datafile were added to the sequence dataset if they occurred more than once within

the dataunit (redundancy of ≥ 2), contained any insertion residues (not labels 1-128)

which did not already feature in the training dataset 1000 times, and if the sequence

was not already included in the training dataset. All 13,935 unpaired heavy chain se-

quence files were iterated through in order to obtain a sequence dataset. Given issues

with ANARCI numbering long CDR3 loops, and to reduce sequence dataset size, the

dataset was filtered to remove sequences with CDRH3 length >18, to produce a set
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of 78,927 unique heavy chain sequences, with 886 unique number labels.

All antibody sequences used in this work were run through ESM-1b (see Methods:

2.2.2.2 and Figure 2.3). Datasets of specific amino acids were curated from the ESM-

1b representations of the antibody sequences selected from OAS, rather than using

the full sequence representations. Amino acid datasets were generated where up to

5000 instances of each standard number (1-128) and up to 1000 instances of each in-

sertion residue were included (datasets were named 5000 1000 to reflect this). Given

the rarity of some insertions, some number labels featured <10 times. The training

dataset was curated in this way to avoid a highly unbalanced and large dataset; if

whole sequences were used, the training dataset would be large and highly skewed

towards number labels 1-128, with most insertion residues present very infrequently,

if at all.

Training datasets with alternative balances of standard number labels and in-

sertions were also explored (Table 2.1). Due to each amino acid being represented

as a vector of 1280 features, training datasets were large in size for relatively few

amino acids. The 5000 1000 dataset included 832127 amino acids from heavy chain

sequences, with 886 unique number labels (of which 54 only appeared once) and in-

sertion positions making up 23.9% of the data (n = 199103) (Table 2.2).

Dataset name
Max fr. of
labels 1-128

Max fr. of
insertion labels

Total no. of
amino acids

Size (GB)

2000 1000 2000 1000 453415 2.2
5000 1000 5000 1000 832127 4.0
8000 1000 8000 1000 1202976 6.0

Table 2.1: Heavy chain amino acid training datasets with varying maximum frequen-
cies (fr) of standard IMGT number labels 1-128 and insertion labels, and correspond-
ing sizes when embedded by ESM-1b.

Given the knowledge that 200 number labels cover nearly all OAS sequences (Table

2.3), we also created datasets of ESM-1b representations covering only these 200

positions, with maximum frequency of 5000.
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Training
Dataset

Unique
labels

Amino
acids

Labels present
once only

Labels present
<10 times

Labels present
5000 times

VH 886 832127 54 225 124
Vκ 606 632385 84 251 109
Vλ 593 622469 95 242 112

Table 2.2: Training datasets of amino acids from ESM-1b sequence representations.
Datasets contained up to 5000 instances of each number label 1-128 and up to 1000
instances of each insertion residue (IMGT numbering), dependent on number label
frequency in OAS. The number of labels which appear fewer than 10 times in the
dataset includes those which are only present once.

Region Insertion Number Labels
FWR1 3A
CDR1 32A, 32B, 33C, 33B, 33A
FWR2 40A, 44A, 45A, 46A, 47A, 48A, 48B, 49A, 51A
CDR2 60A, 60B, 60C, 60D, 61E, 61D, 61C, 61B, 61A

FWR3
67A, 67B, 68A, 68B, 69A, 69B, 71A, 71B, 73A, 73B, 80A, 81A, 81B,

81C, 82A, 83A, 83B, 85A, 85B, 85C, 85D, 86A, 96A

CDR3
111A, 111B, 111C, 111D, 111E, 111F, 111G, 111H, 111I, 111J, 111K,
111L, 112L, 112K, 112J, 112I, 112H, 112G, 112F, 112E, 112D, 112C,

112B, 112A
FRW4 119A

Table 2.3: 200 number labels cover nearly all of the total number labels in OAS,
identified by Olsen et al. 2022a. For comprehensibility, only insertion labels are
shown here (standard integer number labels 1-128 are included in the 200 labels but
not listed in the table)

2.2.1.2 Training data - light chain

OAS contains substantially fewer light chain sequences than heavy chain sequences,

as a number of studies only report heavy chain data. Following the same method

as described above for selecting heavy chain sequences, a dataset of 17916 kappa se-

quences was curated, with 606 unique number labels, 84 of which only appeared once

(Table 2.2). In our 5000 1000 dataset, 2.4% of amino acids are insertions - signifi-

cantly lower than for the heavy chain amino acid dataset curated in the same manner.

For lambda chains, 18679 sequences were identified with 593 unique number labels,

including 95 which appeared only once. Insertions made up 2.3% of the 5000 1000

dataset.

As with the heavy chain data, datasets of only the most common 200 number

labels for kappa and lambda were also generated.
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2.2.1.3 Test data

Test sets were created of heavy chains, kappa chains and lambda chains. Sets of 10000

unique sequences of length 90+ were randomly selected from unpaired and also from

paired datasets within OAS (Table 2.4). Both unpaired and paired datasets were

used due to differences in the sequences contained in each set. Heavy chain sequences

in the paired dataset were on average 121 amino acids long, compared to 108 in

the unpaired VH sequences, 110 for lambda sequences (both paired and unpaired

datasets) and 107-108 (for paired and unpaired) for kappa sequences. Heavy chain

test sets contained vastly more insertions than the light chains (200 - 1400x more).

The unpaired heavy chain sequence test set contained the most insertions; despite

this, these sequences were shorter than the paired sequences due to missing parts

of FWR1, with only 29/10000 heavy chain sequences containing the number labels

1-5 and fewer than 7% of sequences containing number labels 7-15. This was not the

case in the paired data, where 98% of heavy chain sequences included number label 1.

Heavy chain test sets included more unique number labels than light chain test

sets. This is partially due to a few long sequences present in the test set; one heavy

chain sequence had a very long CDRH3 of length 64, so number labels 112A-112Z

and 111A-111Y were included. Thirty sequences included up to 112H. This contrasts

with the light chain test set where the longest CDR3 included 112B for kappa chains

and 112D for lambda (see Figure 2.1 for IMGT numbering scheme information).

Overlap between training and test datasets was not assessed, as the model train-

ing data consisted of individual amino acids rather than full sequences.

2.2.1.4 Nanobodies

All available nanobody structures were downloaded from SAbDab on September 30th

2022. The 656 non-redundant nanobody sequences were numbered using ANARCI

and used to test ANARCII.

2.2.1.5 T cell receptors

T cell receptor (TCR) sequences were downloaded from the Immune Epitope Database

(https://www.iedb.org/home v3.php) on 21st December 2022. Non-redundant full
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Test dataset
No. of unique
number labels

Total no. of
insertions

Labels
present once

Labels present
<10 times

VH - Paired 187 21502 33 43
VH - Unpaired 230 28271 54 83
Vκ - Paired 146 19 19 30

Vκ - Unpaired 165 53 27 43
Vλ - Paired 148 23 13 23

Vλ - Unpaired 147 89 15 23

Table 2.4: Composition of test datasets of 10000 antibody sequences from paired and
unpaired OAS data. Total number (no.) of insertions in the dataset refers to the
number of amino acids within the dataset which are not 1-128. The number of labels
which appear fewer than 10 times in the dataset includes those which are only present
once.

length sequences (>90 amino acids) were numbered by ANARCI, to create a dataset

of 276 TCRα and 281 TCRβ sequences.

2.2.1.6 Non-immunoglobulin superfamily proteins

To assess the ability of ANARCII to differentiate non-immunoglobulin protein se-

quences from antibody sequences, ten protein antigens in complex with antibodies

were randomly selected from SAbDab (Table 2.5). None of the proteins were from

the immunoglobulin superfamily and none were assigned numbering by ANARCI.

PDB code Protein antigen
1mhp Chimeric alpha1 integrin I-domain
2atk KcsA K+ channel
4dqo HIV-1 V1V2 region
4m3k Beta-lactamase BlaP from Bacillus licheniformis
6dc3 Respiratory syncytial virus prefusion F-protein
6gs7 Peptide transporter DtpA
6pwc Beta-arrestin-1
7b18 SARS-CoV-2 spike protein
7su0 CTLA-4
7sue SARS CoV-2 nucleocapsid

Table 2.5: Non-immunoglobulin superfamily proteins randomly selected from
SAbDab
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2.2.2 Methods

2.2.2.1 ANARCI

Sequences not already numbered by ANARCI (i.e. not downloaded from OAS) were

numbered with the latest version of ANARCI (https://github.com/oxpig/ANARCI)

using the IMGT numbering scheme (Giudicelli et al. 2005).

2.2.2.2 Evolutionary scale modeling (ESM)-1b

The evolutionary scale modeling (ESM)-1b protein language model from Facebook is

a transformer of 33 layers, 650M parameters, trained on 27.1M amino acid sequences

curated from UniRef (Rives et al. 2021). The model was trained on a variety of protein

amino acid sequences and is not antibody-specific (see Chapter 1, Section 1.2.5). This

unsupervised language model was found to encode structural properties within protein

representations, with embeddings of 1280 dimensions per amino acid. The pretrained

model was downloaded from Github (https://github.com/facebookresearch/esm).

2.2.2.3 Antibody representations

Antibody sequences from OAS were embedded using ESM-1b, with each amino acid

in the sequence represented by 1280 features. From the resulting antibody repre-

sentations, balanced datasets were curated by selecting amino acid representations

corresponding to particular number labels (see Datasets).

Figure 2.3: Antibody sequence representations from the ESM-1b transformer. Each
amino acid is represented by 1280 features. Training datasets included amino acid
representations and ANARCI number labels.
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2.2.2.4 Multiclassification task

Classifier machine learning models were trained on ESM-1b representations of heavy,

lambda and kappa antibody amino acid sequences, and ANARCI numbering. Given

the large number of potential numbering labels, due to a high variety of insertions

across all of the OAS data, all insertions (non 1-128 numbers) were designated the

class ‘X’. Further, if the probability of a label prediction was lower than a confidence

threshold, the number label was designated as ‘U’ for uncertain.

2.2.2.5 Random forests

We trained separate random forest models on ESM-1b representations of heavy,

lambda and kappa antibody amino acid chains and number labels from ANARCI

as downloaded from OAS, using sci-kit learn (Pedregosa et al. 2011). Random forests

are collections of decision trees and can be useful machine learning models for classifi-

cation tasks. Decision trees are supervised learning tools where data is split based on

features, to make a prediction. In a random forest, decision trees are built indepen-

dently from one another and make their own classification predictions. Classification

decisions are taken based on the average prediction of all trees in the forest.

Hyperparameter sweeping was conducted to evaluate the impact of number of

trees, tree depth, bootstrapping, minimum number of samples required to split a

node, minimum number of samples required at each leaf node and class weights. The

effect of using the predicted probability of classification, based on the fraction of

trees in the forest which predicted the modal label, as a confidence threshold was

investigated, and a threshold of 0.6 was selected (unless otherwise stated). Models

were large in size, increasing with the amount of training data and number of decision

trees in the forest (Table 2.6).

Training dataset Number of trees Depth Size (GB)
2000 1000 100 100 3.4
5000 1000 100 100 6
5000 1000 200 100 12
8000 1000 100 100 7.6

Table 2.6: Overview of random forest models trained on heavy chain datasets (see
Table 2.1 for dataset descriptions).
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2.2.2.6 XGBoost

We trained XGBoost models (Chen and Guestrin 2016, August 13) on ESM-1b en-

coded datasets of heavy, kappa and lambda sequences, with ANARCI numbering.

XGBoost is a library for implementing gradient-boosted decision trees. Compared

to random forests where all decision trees are built in parallel and independently,

gradient-boosted decision trees are built sequentially with the accuracy of previous

trees used to inform the building of the next tree (so the gradient of results is consid-

ered). As with the random forests, hyperparameter searching was used to optimise

model performance including number of trees, tree depth and learning rate. Best per-

formance was obtained with 200 tree models, with unlimited tree depth and learning

rate of 0.1.

2.2.2.7 Model output processing

Number predictions made by the machine learning models were processed and in some

cases corrected before the final numbering output was given (Figure 2.4). Given the

approach to predict all insertions as ‘X’, numbered sequence predictions including ‘X’s

were replaced with the correct number label, based on nearby number predictions.

If numbers were predicted with low confidence and therefore classified as ‘U’, these

were also replaced with the required number label. This was done according to the

following steps:

• Replacement of non-label(s) between two known labels: depending on the num-

ber difference and number of X/U amino acids between the two known labels,

integer number labels or insertion labels are assigned. For example:

14 - U - 16, U = 15

14 - X - 15, X = 14A

14 - X - U - 16 → 14 - 14A - 15 - 16.

• Within CDR loops: X/Us replaced with labels following the IMGT numbering

pattern, which differs from outside of the CDR loops. For example:

111 - X - 112, X = 112A.

108 - U - 115, U = 114.

Insertion residues within the CDRs assigned ‘symmetrically’ as per IMGT, com-

pared to linearly at other sites, e.g:

14 - X - X - 15 → 14 - 14A - 14B - 15

111 - X - X - 112 → 111 - 111A - 112A - 112.
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• Sequence start: If the start of a sequence was not able to be numbered by the

model, the first predicted number is used and labels were stepped backwards. If

the first predicted number is after the start of CDR1 (position 27), identification

of the conserved cysteine residue at position 23 was used.

• Sequence end: if no numbers were predicted towards the end of the sequence

(CDR3, FWR4), pattern recognition was included for commonly observed amino

acid motifs. For example, ‘TVSS’ is very commonly found at positions 125-128

of heavy chain sequences. ‘W..G’ is also a commonly found motif, with trypto-

phan highly conserved at position 118.

If number predictions for a sequence contained 35 sequential positions that were

not numbered (predicted as ‘U’), the sequence was designated as un-numberable by

the model.

Figure 2.4: ANARCII pipeline for antibody numbering. An antibody amino acid
sequence is fed through the ESM-1b transformer. The sequence embeddings are
used by the random forest (RF) to predict numbering. The random forest output is
processed to replace any insertion classifications (X) or uncertainties (U) to produce
the final numbered sequence output.

2.2.2.8 Binary CDR/FWR classifier

In order to examine whether the ends of CDRs could be accurately predicted, to be

used as anchor points and infer numbering, random forest models were trained to

predict a binary outcome of whether a residue was within a CDR. The model was

trained and tested on ESM-1b sequence representations of heavy chain sequences from

OAS, and a binary yes/no of whether the residue was within a CDR (CDR1, CDR2

or CDR3). If a residue was not within a CDR, it was labelled as in the FWR. Best

performance was achieved with a 200 tree, depth 100 model.
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2.3 Results

2.3.1 Antibody number labels are highly diverse

When compiling training data from OAS, insertions were found at most non-CDR

positions, making the multi-classification problem more complex than anticipated

(additional residues within CDRs are always incorporated at the centre of the loops,

rather than insertions at other positions within the CDRs). Frequencies of insertion

number labels differed between the chain types, with the heavy chain data including

longer CDRs and so more insertions within CDR1, CDR2 and CDR3. Considering

all heavy chain sequences within OAS, without redundancy or length filters, over

1200 unique number labels were identified. This included sequences with very long

CDRH3s; 143 sequences had CDRH3s ≥ 75 amino acids, including three sequences

with a CDRH3 of length 83. We filtered our training dataset to remove sequences with

CDRH3 length >18, resulting in 886 unique heavy chain number labels, 606 kappa

number labels and 593 lambda number labels. As our models predict insertions as X,

long CDRH3s are predicted as insertions (X) or uncertain (U) and numbering can be

assigned based on nearby predicted labels (see Methods 2.2.2.7).

Excluding those in long CDRH3s, many other VH number labels were uncommon;

54 number labels appeared only once and 224 appeared fewer than 10 times in our

OAS sequence datasets (Table 2.2). Rare labels which appeared only once included:

7B, 11G, 22D, 43J, 45K, 49Q, 70P, 73M, 74K, 79O, 84M, 89J, 91J, 93M, 98J, 99M,

119M, 120I, 121G, and 122E. Aside from these insertions, numbers at the sequence

start were often infrequent, with residues numbered 1, 2 and 3 only found in around

30% of sequences used to our create training datasets (40% of sequences in OAS are

missing the first 15 residues (Olsen et al. 2022c)). Some residues across CDRH1 and

CDRH2 (positions 32, 33, 34, 60 and 61) were present in <19% of sequences, as some

sequences have short CDRs and so do not have these assigned numbers, which are

the centre of CDR loops and are the site of insertions/deletions. Position 73 is only

present in 5% of our OAS VH sequences.

We originally considered training only two models: a heavy chain numbering

model and a light chain model. However, the lambda and kappa light chains in our

datasets contained differing number labels, with the frequency of some labels varying

by over 100x between the two datasets (Table 2.7) and 43 number labels appearing in

either only kappa or only lambda sequences. For instance, 44A, 73A, and 96A were
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far more prevalent in lambda sequences than kappa, whereas 79A and 79B, 81C and

100A were far more common in kappa sequences. Some of these differences provide

information about CDR lengths; for example, 33E was present in 12x more kappa se-

quences than lambda sequences indicating longer CDRL1 regions in kappa sequences,

whereas 111E features in 12x more lambda sequences than kappa sequences, indicat-

ing longer CDRL3 regions. The kappa dataset included 606 unique number labels, 84

of which only appeared once, whilst the lambda dataset included 593 unique number

labels with 95 only appearing once. Because of this, and the sequence differences

between kappa and lambda chains, we trained separate numbering models for heavy,

kappa and lambda sequences.

We initially trained random forest models to predict all the number labels observed

in our training datasets. However, accurately and robustly predicting all potential

number labels as 593, 606 or 886 separate classes (for lambda, kappa and heavy chain

sequences, respectively) was challenging and misclassification was common between

similar residues. For example, residues within the CDRH3 loop were commonly mis-

classified - likely due to sequence variation at these sites making model training more

difficult than on the more conserved framework regions. We investigated whether

using only ‘anchor residues’, a subset of positions consistently predicted correctly by

the model, could be used instead of predicting all number labels. When using anchor

residues, number labels between the anchors are annotated depending on the number

of amino acids between the anchors. This could be achieved by using starts/ends of

CDRs and other conserved residues such as Cys23, Trp41 and Cys104. Misclassifi-

cations between similar residues, for example within the CDRH3, could be avoided

using this approach as these labels do not need to be assigned, i.e. good precision and

recall is not required for every class. However, due to the potential presence of in-

sertions at almost all positions throughout a sequence, it was not possible to identify

enough consistently predicted anchor residues without losing accuracy of the location

of insertion positions. For example, if there was an insertion present in the sequence

at some point between anchors at the end of CDR2 (position 65) and Cys104, it would

not be possible to precisely assign this insertion and the subsequent labels.

To reduce the complexity of classification, all insertion labels were assigned to one

class, class ‘X’, to give only 129 possible classes (labels 1-128 plus ‘X’). To further

reduce the likelihood of misclassifications, a confidence threshold was set for the class

prediction for each amino acid. If this threshold was not met by the model, the amino
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Label Vκ dataset fr. Vλ dataset fr. Difference between Vκ and Vλ (%)
16B 12 1 12.0
22B 16 1 16.0
33E 134 11 12.2
43C 14 221 15.8
43D 3 205 68.3
43E 1 184 184.0
44B 13 233 17.9
44C 8 148 18.5
44D 5 70 14.0
45C 25 264 10.6
45G 1 67 67.0
67D 1 14 14.0
68B 24 2 12.0
68D 14 1 14.0
70C 13 1 13.0
71A 16 172 10.8
71B 14 172 12.3
77A 319 10 31.9
77B 314 4 78.5
78G 24 2 12.0
78H 18 1 18.0
79H 40 2 20.0
80I 1 11 11.0
81G 550 43 12.8
81H 509 5 101.8
82I 1 46 46.0
86F 26 1 26.0
96A 49 898 18.3
96C 4 53 13.3
97A 18 436 24.2
97B 10 348 34.8
97C 6 285 47.5
97D 2 272 136.0
97E 2 74 37.0
97F 2 72 36.0
100A 746 40 18.7
111E 27 327 12.1

Table 2.7: Insertion number labels with the greatest differences in frequency (fr.)
between kappa (Vκ) and lambda (Vλ) datasets. The thirty number labels appearing
in both datasets with the biggest frequency differences are shown.
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acid was designated class ‘U’ for uncertain.

2.3.2 Random forest models can accurately predict number-
ing for heavy, kappa and lambda chains

Random forests were trained on heavy, kappa, and lambda datasets. Sequence num-

bering accuracy was measured via the sequences being numbered identically to AN-

ARCI (our ground truth). Accuracy in determining the ends of the CDRs, at positions

27, 38, 56, 65, 105 and 117, was also calculated to identify sequences which may have

discrepancies with ANARCI in some of their numbering (for example, where an in-

sertion occurs) but correctly identified the CDRs.

Two test sets were created for each of heavy, lambda and kappa sequences - one

set from paired data and another from unpaired data. Performance was slightly bet-

ter on the sequences in the paired test sets, at 99.72% for heavy chains, 99.60% for

lambda chains and 99.86% for kappa chains. The number of sequences with accurate

CDRs predicted was high, at 99.90% of heavy chains, 99.83% of lambda chains and

99.94% of kappa chains (Table 2.8). Sequences were classified as ‘failed’ if the model

uncertainty in numbering was high (35 sequential residues numbered with below 60%

confidence), if duplicate residues were predicted, if a cysteine could not be found at

position 104, or the numbering was otherwise flagged as incorrect by our internal

quality checks before the final numbered sequence output.

Model Test set
Numbered
same as

ANARCI (%)

Numbered
differently to
ANARCI (%)

Failed
(%)

Correct CDR
ends (%)

VH Paired 99.72 0.27 0.01 99.90
VH Unpaired 97.87 1.04 1.09 98.32
Vλ Paired 99.60 0.23 0.16 99.63
Vλ Unpaired 99.23 0.47 0.26 99.38
Vκ Paired 99.86 0.11 0.03 99.94
Vκ Unpaired 98.11 1.55 0.34 99.19

Table 2.8: Overlap of ANARCII antibody numbering with ANARCI. Random forest
numbering models consisted of 100 trees and were trained on 5000 1000 datasets.
Test sets of 10000 randomly selected sequences were sourced from paired or unpaired
OAS data.
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Sequences with different numbering to ANARCI may be due to incorrect predic-

tions by the random forest or incorrect assignment of uncertain residues - particularly

if sequences are missing residues or contain insertions. Some sequences may in fact

be incorrectly numbered by ANARCI, though it is often difficult to say what the true

numbering should be. For example, a sequence may be numbered differently by AN-

ARCI, AbRSA and AbNum (see Figure 2.5). In this example, the ANARCII random

forest does not predict two of the number labels, for residues S and P, at a confidence

threshold ≥0.6; these U’s are replaced in the ANARCII processing to labels ‘8’ and

‘9’ due to stepping backwards from the assigned 10 label, to give the same numbering

as AbNum but which differs from ANARCI and AbRSA.

The lower overlap of identical ANARCI and ANARCII numbering in unpaired

datasets, compared to the paired datasets, is likely due to higher variety in sequence

length and insertions found in the unpaired test sets. Many sequences in the un-

paired heavy chain test set are missing part of FWR1, causing ANARCII difficulty

in correctly and confidently assigning the start of the numbering and thus leading to

misnumbering. In addition, a number of the sequences may have incorrect ANARCI

numberings; for example, six sequences in the unpaired heavy test set were numbered

by ANARCI as missing residue 55, but this is likely an error (Figure 2.6). The AN-

ARCI numbering from OAS also included cases of misassigning positions 68A and

73. Numbering these sequences on the ANARCI webserver gives different numbering,

which agrees with ANARCII and which we believe to be correct. This suggests differ-

ences in ANARCI versions, germlines and/or species restriction (e.g. specifying only

using human HMMs) leads to altered numbering (Tobias Olsen, personal correspon-

dence). In ANARCI, HMM models are built from available germline data, therefore

sequence numbering may change as a result of updates to germline datasets. The true

accuracy of ANARCII may therefore be higher than suggested based on the overlap

with ANARCI-numbered OAS sequences.

For some sequences, particularly those with unusual CDR3 lengths, pattern recog-

nition was required to number the end of the sequence (see Methods). It was surpris-

ing that sequences containing these common patterns were not able to be numbered

confidently by ANARCII. This may suggest the ESM-1b embeddings are weighted by

surrounding residues more than the actual residue identity so if nearby residues are

unusual such as in shorter or longer CDRH3s, numbering is not confidently assigned

even if a common amino acid pattern is present (such as TVSS). Similarly, conserved
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Figure 2.5: Tools give differing IMGT numbering. At the beginning of this sequence,
ANARCI does not assign position 9, AbRSA does not assign position 10 and AbNum
does not assign position 7. Our model, ANARCII, predicts two residues as uncertain
(U) before they are processed to be labelled 8 and 9.

.

Figure 2.6: Altered sequence numbering with different versions of ANARCI, depend-
ing on the germlines used to build HMMs and species restriction. The ANARCI
numbered OAS sequence misses label 55 and shifts subsequently labelling whereas
webserver ANARCI assigns position 55.

residues did not always have confident number predictions, for example, Cys104 was

not confidently predicted in 0.28% of test VH sequences, despite being present.

The choice of confidence threshold was assessed, with 0.6 proving the best value.

Reducing the confidence threshold reduced the number of U’s predicted and requiring

processing (which can introduce numbering errors) but introduced more misclassifi-

cations and so lowered accuracy; for example, a threshold of 0.4 reduced numbering

accuracy of unpaired kappa sequences from 98.11% to 95.20%, with 3.51% incorrect

sequences. Given that the models predict the numbering of each amino acid inde-

pendently from the numbering of the other amino acids in the sequence, we tested

whether addition of the sequence index of a residue as an extra feature would impact

numbering, but this did not alter accuracy. We also assessed combining multiple

smaller random forests trained on differing subsets of the training data, but this did

not improve performance beyond a single larger random forest.
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A challenge with the random forests was the size of the models, which correlated

with the size of the training datasets and number of classes to predict. Even a rela-

tively small model of 100 trees was 12GB when predicting every possible VH number

label (886 classes, rather than classifying insertions as ‘X’) and trained on a 8000 1000

dataset.

We evaluated whether models trained only on the 200 most common positions

could achieve similar or greater accuracy with less training data and therefore be

potentially smaller models (Olsen et al. 2022a). We found these models performed

slightly better than the previous models, with 99.71% of heavy, 99.65% of lambda and

99.89% of kappa chains numbered identically to ANARCI, and accurate CDR predic-

tions of 99.81%, 99.74% and 99.98%, respectively (Table 2.9). Models were trained

on a maximum frequency of 5000 ESM-1b embeddings per number label (as was done

with the previous models for labels 1-128). Given our training sequences downloaded

from OAS were filtered by CDRH3 length, we trained on data from 181 unique num-

ber labels for heavy chain sequences, 188 for lambda and 187 for kappa (as not all

CDRH3 residues included in the 200 most common number labels were present in the

training sequences). We maintained the approach of predicting insertion residues as

an ‘X’ class; if we tried to predict all number labels, performance decreased whilst

the models increased in size (VH model 8.5GB vs 5.1GB, with accuracy 99.5% on

paired data compared to 99.71% ).

Model Test set
Numbered
same as

ANARCI (%)

Numbered
differently to
ANARCI (%)

Failed
(%)

Correct CDR
ends (%)

VH Paired 99.71 0.19 0.10 99.81
VH Unpaired 98.28 0.78 0.94 98.60
Vλ Paired 99.65 0.18 0.17 99.74
Vλ Unpaired 99.20 0.45 0.35 99.65
Vκ Paired 99.89 0.09 0.02 99.98
Vκ Unpaired 98.47 1.06 0.47 99.27

Table 2.9: ANARCII performance using random forest models (100 trees of depth
100) trained on only the most common number labels in OAS.
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2.3.3 XGBoost performance is inferior to RF

XGBoost models (200 trees) were trained on 5000 1000 datasets of heavy, kappa

and lambda datasets. These models were much smaller than the random forests,

at <40MB compared to 6-12GB; however, the models misnumbered positions, even

at a high prediction confidence threshold of 95%. This most commonly occurred

for residues within CDRH3 but also for other positions throughout the antibody

sequence. As a result, many sequences failed our internal quality checks, or were

numbered differently to ANARCI. The models also took substantially longer to train

(days vs <2 hours).

Model
Numbered same as

ANARCI (%)
Numbered differently to

ANARCI (%)
Failed (%)

Vλ 93.82 1.14 5.05
Vκ 78.90 4.61 16.53

Table 2.10: Performance of 200 tree XGBoost models on paired test sets of 10000
lambda and kappa chains, at a prediction confidence threshold of 0.95.

2.3.4 Binary CDR prediction

For some sequences, the random forest models struggled to accuracy and confidently

predict the ends of CDRs, particularly CDR2. We evaluated whether a model trained

only to predict the binary outcome of whether a residue was in the CDR or in the

framework could be used to accurately identify the ends of CDRs. If so, the model

could be useful to combine with the number label classifier model in cases where

number label predictions were of low confidence. However, we found that the binary

classifier was unable to predict the ends of CDRs any better than the standard random

forest predicting number labels, with 92% accuracy at predicting VH CDR ends.

2.3.5 Nanobodies

We tested the performance of ANARCII on nanobody sequences downloaded from

SAbDab (see Datasets - Nanobodies). 95.7% of sequences were numbered identically

to ANARCI using the ANARCII VH model (Table 2.11). 17 sequences were assigned

different numbering to ANARCI, and numbering failed on 5 sequences. Those with

different numbering to ANARCI were largely due to insertions or missing residues

put at different positions (generally due to ANARCII having low confidence and not
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assigning a number label, and so it was assigned by rules based on the nearest pre-

dicted residue). Lowering the confidence threshold for number assignment reduced

the overall number of sequences numbered correctly.

Numbered same
as ANARCI (%)

Numbered differently to
ANARCI (%)

Failed
(%)

Correct CDR ends
(%)

96.60 2.59 0.76 97.71%

Table 2.11: Overlap of ANARCII nanobody numbering with ANARCI. Random forest
numbering models consisted of 100 trees and were trained on 5000 1000 datasets. Test
sets of 10000 randomly selected sequences were sourced from paired or unpaired OAS
data.

2.3.6 Distinguishing antibodies from non-antibodies

ANARCI is able to number TCR sequences in addition to antibodies, as it can use

HMMs built from T cell germline sequences. ANARCII is not trained on any TCR

data and is unable to number sequences, though can predict a few number labels

due to similarities with antibody sequences. For example, Cys104 was assigned in

83% of TCRβ sequences using the VH ANARCII model. Other residues which were

predicted included Gly98 (47% of sequences), Tyr102 (59%) and Trp41 (42%). Most

number labels were not assigned in any sequences; at most 10 amino acids were num-

bered in a TCRβ sequence. Similarly, some residues of TCRα sequences could be

numbered using light chain ANARCII models, with a few conserved labels (100, 102,

104, 121, 124) assigned to ≥ 80% of sequences by lambda or by kappa (6, 89, 102,

103, 121) ANARCII models.

We also assessed the specificity of ANARCII using non-immunoglobulin sequences;

an antibody numbering tool should not return any numbering for such sequences.

We tested ANARCII on 10 protein antigen sequences from SAbDab. One protein

sequence (7b18) was 1288 amino acids, which exceeds the ESM-1b length limit for

sequence embeddings. The remaining nine sequences were embedded by ESM-1b but

ANARCII did not assign any number labels.

2.4 Discussion and future work

Existing antibody numbering methods rely on amino acid pattern recognition to

assign number labels. These methods can fail or provide incorrect numbering on
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unfamiliar sequences which differ from the model training data. In addition, meth-

ods which rely on germline sequences are influenced by germline database alteration.

This can cause difficulties and inconsistencies in numbering when there are updates to

the germlines, and if input sequences differ substantially from those within germline

databases.

The aim of the work described in this chapter was to develop a novel antibody

numbering method. ANARCI is the current leading antibody numbering tool and is

widely used as a webserver, command line tool and python module. ANARCI relies

on downloading numbered germline sequences; the new approach described here does

not require updating with data from external sources.

We explored several machine learning classifier methods and found a random forest

produced the best results for antibody numbering. Whilst a relatively simple model,

when trained using transformer-based sequence representations, the model has many

features to use for classification. Framing antibody numbering as a multiclassification

problem was made more difficult by the variety of different number labels which are

now found in antibody sequences. As described in the results, we initially found over

1200 unique number labels in VH sequences in OAS, which we filtered by sequence

frequency and CDRH3 length to 886 VH, 606 Vκ and 593 Vλ number labels. Given

this large number of labels, we simplified the classification approach by assigning

all insertion labels to an insertion class ‘X’, and subsequently processing the out-

put predictions to replace Xs with genuine number labels. With this approach we

were able to achieve agreement with the earlier version of ANARCI on our paired

test datasets of over 99.6% for each chain type, and prediction of CDR ends at over

99.8%. We tested another simplification of our random forest model to train on only

the most commonly observed number labels, as identified by Olsen et al. 2022a, and

improved our ANARCI agreement slightly to over 99.65% whilst reducing model sizes.

Sequences which were classified as incorrectly labelled compared to ANARCI gen-

erally had uncertainty in the numbering within CDR2, likely due to variation in CDR2

and FWR3 lengths making classification more challenging. In addition, when AN-

ARCI and ANARCII disagree on numbering it is unclear what the true numbering

labels should be, particularly if insertions are present. In these cases, other num-

bering tools AbRSA and AbNum were often unable to number the sequence. The

ANARCI/ANARCII overlap of CDR ends prediction is higher than that of the full
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sequence, as incorrectly labelled sequences may be due to placing an insertion label

at a different place to ANARCI, without affecting the determination of the CDR

regions. We believe correct identification of the start and ends of the CDR regions is

the most important accuracy measure for an antibody numbering tool, as this is the

main purpose of antibody numbering for most researchers and would have the largest

impact if incorrectly assigned. ANARCII can also number nanobody sequences but

is unable to number TCRs or other protein sequences.

A limitation to our approach is that our models were trained using ANARCI

numbering predictions as the ground truth. We know that ANARCI makes predic-

tion errors, so a small proportion of the training data may be incorrect. However, no

standardised numbered antibody sequence datasets exist, and ANARCI is the current

leading method for antibody numbering. We hoped that by using sequence represen-

tations, our model would learn underlying relationships between amino acids within

an antibody sequence that would result in more reliable numbering than purely se-

quence pattern recognition.

We were surprised that some conserved residues were not consistently predicted by

ANARCII. For example, Cys23 and N-terminal TVSS motifs were not always labelled.

This tended to occur if an antibody sequence had unusual lengths - for example, if

the sequence was missing part of FWR1, had very short or long CDR3 loops, and/or

had unusual amino acids neighbouring the conserved residues. Numbering across the

end of CDR2 and FWR3 (IMGT residues 60 - 90) tended to be the most challenging

to predict, for all chain types. These regions differed the most in length, with some

sequences missing residues 81-82 and some sequences with insertions. This suggests

the ESM-1b embeddings are impacted by these length differences. Training a binary

random forest classifier to predict whether residues were located in the CDR or frame-

work, to establish the end of CDR2, did not perform better than the number label

random forest on the difficult sequences. Changing the training datasets to include

a higher frequency of these challenging residues also did not improve overall perfor-

mance.

Potential disadvantages of our approach are the requirement for pytorch and the

ESMB-1b transformer, which would need to be installed by a user. The numbering

model can currently only apply IMGT numbering, unlike ANARCI which can also

60



number with Chothia, Kabat, Martin and Aho schemes. Work to improve the anti-

body numbering model could involve further optimisation of the uncertainty thresh-

olds and the training data beyond the existing efforts. Selection of an appropriate

uncertainty threshold (implemented through the number of decision trees in the ran-

dom forest which agree on the class prediction) was not clear cut, with overlap between

probabilities given to correct and incorrect number labels. Whilst assigning a higher

confidence threshold results in fewer prediction misclassifications, it also results in a

greater number of residues needing to be labelled when processing the random for-

est output. This can lead to errors if there are many sequential uncertain residues,

particularly if there are insertion residues or gaps, or if the uncertainty is around the

starts and ends of CDR regions.

Our training data was selected from OAS, which is a rich source of curated anti-

body sequence data. We chose our training data by identifying sequences containing

insertion residues, but other approaches could be taken. For example, we did not se-

lect for sequence diversity, which could be done by V or J gene assignment or amino

acid sequence identity, or for species diversity.

The main limiting factor to the development of the random forest models was the

size of the trained models. This impacted the amount of training data that could

be used to produce the models, and the number of trees within the model. Training

a model on a greater amount of data may result in better performance, though the

volume of data we used is more than some existing antibody numbering tools such

as AbRSA. If larger models are produced, they may be of more limited use to users

to download and use.
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CHAPTER 3

Computational Methods for Hit Identification and Expansion in

Existing Antibody Datasets

This chapter includes evaluation and adaption of the method:

Wong, W.K., Robinson, S.A., Bujotzek, A., Georges, G., Lewis, A.P., Shi, J.,

Snowden, J., Taddese, B. and Deane, C.M. (2021). Ab-Ligity: identifying sequence-

dissimilar antibodies that bind to the same epitope. MAbs (Vol. 13, No. 1, p.

1873478).

3.1 Introduction

Development of therapeutic antibodies is a complex and resource-intensive process.

Challenges in the field include the prediction of the likelihood of an antibody paratope

binding to a given antigen epitope, and the identification of similar antibodies that

might bind to the same epitope. Robust and accurate methods to achieve this

could reduce the number of therapeutic antibody candidates requiring expression and

laboratory-based screening, by prioritising certain candidates with predicted binding.

This could therefore optimise the speed and cost of the therapeutic antibody devel-

opment pipeline.

During the hit identification stage of therapeutic antibody development, antibod-

ies are typically expressed and screened for binding to a specific target antigen (see

Chapter 1, Section 1.1.5.1). Antibodies which bind to the target may already be
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known but be patented or unsuitable for therapeutic development, or may not be

known. In hit expansion, which occurs after potential hits have been identified, it-

erations on the candidates are generated or identified from datasets. For example,

antibodies with sequence differences to adjust their predicted binding or developabil-

ity properties. These expanded hits will then be experimentally evaluated for their

binding and functionality. In both hit identification and hit expansion, accurate

prediction of antibodies most likely to bind to the target antigen would be hugely

beneficial. In addition, identification of dissimilar antibodies able to bind to the same

target epitope can diversify the candidates taken forward in development, in case of

a particular sequence or structural motif leading to unfavourable properties such as

aggregation, immunogenicity, or differing functionality.

Current high throughput computational methods in these areas often use anti-

body sequence information only; however, making paratope-epitope predictions is

challenging due to the lack of understanding of the three-dimensional shape of the

antibody binding site which underpins its potential binding capabilities. Further,

existing sequence-only methods such as clonotyping typically only use part of the

antibody sequence information: CDRH3 sequence, V and J gene assignment (Galson

et al. 2015). The development of methods able to use information from the entire

antibody sequence might better inform predictions of paratope-epitope interactions.

Paratyping and Ab-Ligity are tools which can identify sequence-diverse antibodies

which bind to the same epitope, using antibody sequence information (Richardson

et al. 2021; Wong et al. 2021). Paratyping is a sequence-based method for clustering

similar paratopes (see Methods 3.2.2.2). Paratyping has comparable precision, accu-

racy and speed to clonotyping at identifying sequences that bind to the same epitope,

achieving 84% precision and 76% recall for prediction of pertussis toxoid-binding,

where clonotyping achieved 83% precision and 79% recall (Richardson et al. 2021).

Paratyping and clonotyping identified non-overlapping sets of antibodies in this case

study, with paratyping identifying more diverse antibody sequences.

Ab-Ligity is a method for comparing paratope or epitope similarity using solved

structures or modelled antibodies (Wong et al. 2021). Predicted paratopes are rep-

resented by hash tables incorporating information on amino acid physicochemical

groups and inter-residue distances, using modelled antibody structures (see Methods
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3.2.2.3). When tested on a set of antibodies with diverse CDRH3 sequences, Ab-

Ligity method achieved precision and recall values of 95% and 69% at identifying

similar antibody paratopes, which would not be possible with clonotyping due to low

CDRH3 similarity (Wong et al. 2021). As with paratyping, Ab-Ligity can be run on

a single chain sequence of an antibody, or on both heavy and light chain sequences.

Paratyping and Ab-Ligity allow antibodies with different lineages (with dissimilar

CDRH3 sequences, V and J genes) to be identified as similar and therefore as likely

binding to the same epitope - a link which is not possible to make with clonotyp-

ing. These methods could therefore could be used in hit expansion, in collaboration

with clonotyping, to identify likely-binding antibodies within an antibody dataset or

repertoire. I contributed to the development of Ab-Ligity by assessing the impact of

adding a CDRH3 length constraint to the similarity assessment and assisted with the

Ab-Ligity manuscript preparation.

Combining both sequence and structural information presents a promising ap-

proach to improve our understanding and accurate prediction of antibody binding.

This may also lead to tools for de novo design of antibody sequences with known

target binding affinity, and with appropriate physicochemical properties. In this

chapter, we describe our work to develop a method for accurate and rapid identifi-

cation of antibodies which bind to the same epitope, and our work towards epitope-

to-paratope prediction. We began by comparing and applying existing tools for the

prediction, comparison and grouping of similar antibody binding sites. We then devel-

oped these tools to create hit identification and expansion pipelines for the prediction

of antibody-antigen binding given a target epitope structure, with and without prior

knowledge of a binding antibody. Such pipelines would be a highly useful tool in ther-

apeutic antibody development by identifying antibodies likely to bind to the target

epitope, which could used as a starting point for therapeutic antibody design. We

aimed to leverage existing knowledge of paratope-epitope pairs (using SAbDab) to

identify antibodies with paratopes likely to bind to a target epitope, based on epi-

tope similarity. We then used these antibodies to search in other datasets and create

a shortlist of potentially binding antibodies. We evaluated use of antibody model

libraries (AMLs) for efficient searching of large antibody sequence libraries based on

shared predicted structures, and created an adapted version of Ab-Ligity to make

comparisons using only predicted structural information.
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3.2 Materials and methods

3.2.1 Data

3.2.1.1 SAbDab: antibody-antigen complexes

Structures of 2258 antibody-antigen co-crystal complexes involving a protein antigen

were obtained from SAbDab (Dunbar et al. 2014) on 4th February 2020. A non-

redundant set of 924 complexes was obtained by retaining only one copy of antibodies

with 100% sequence identity, as used in Wong et al. 2021. Homology-based mod-

els were built from the antibody sequences using ABodyBuilder (Leem et al. 2016),

which was prevented from using sequence-identical templates to build the models (see

Chapter 1, Section 1.3.2.1). We used the SAbDab structures as a database of known

epitope-paratope pairs.

3.2.1.2 Lysozyme-binding antibodies

Structures of 13 lysozyme-binding antibodies were extracted from the SAbDab dataset

and corresponding models were built using ABodyBuilder. These antibodies are

known to bind to the same epitope on hen-egg lysozyme (Figure 3.1); therefore, they

can be a useful test set when attempting to extract similar binders from a larger

dataset. These antibodies are murine and share high sequence similarity; across the

13 antibodies there are 5 unique VH sequences and 9 unique VL sequences, with only

2 unique CDRH3 and 6 unique CDRL3 sequences (Table 3.1).

PDB Code CDRH3 CDRL3
1a2y ARERDYRLDY QHFWSTPRT

1bvk (BA chains) ARERDYRLDY QHFWSTPRT
1bvk (ED chains) ARERDYRLDY QHFWSTPRT

1fdl ARERDYRLDY QHFWSTPRT
1g7h ARERDYRLDY QHFASTPRT
1g7i ARERDYRLDY QHFFSTPRT
1g7j ARERDYRLDY QHFHSTPRT
1g7l ARERDYRLDY QHFSSTPRT
1g7m ARERDYRLDY QHFVSTPRT
1kip ARERDYRLDY QHFWSTPRT
1kiq ARERDFRLDY QHFWSTPRT
1kir ARERDYRLDY QHFWSTPRT
1vfb ARERDYRLDY QHFWSTPRT

Table 3.1: Hen-egg lysozyme-binding antibodies from SAbDab.
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Figure 3.1: Hen-egg lysozyme (pink) with aligned structures of 13 antibodies binding
to the same epitope (see Table 3.1 for PDB codes and CDRH3 and CDRL3 sequences).

3.2.1.3 SAbDab case studies

We selected antibodies from SAbDab with a variety of CDRH3 lengths and antigens

to be used as test cases for our pipelines (Table 3.2). The antibodies were chosen

based on predicted similarity with other antibodies in the Public Baseline AML.

Name Description CDRH3 Length
4i18 Mouse Fab against human prolactin receptor 18
5eu7 Human Fab against HIV-integrase 23
5u68 Human Ab against HIV/RSV 17
6apd Infant human Ab against RSV F 15

Table 3.2: Antibodies from SAbDab used as test cases to compare pipeline methods.

3.2.1.4 Public baseline AML

Shared antibody structure model libraries (AML) were designed and generated by

Matthew Raybould. The AML used at the beginning of this work was the first ver-

sion of the Public Baseline AML (PB-AML1) (Raybould et al. 2021b), consisting

of 23,700 antibody structures predicted to be shared by ten unrelated participants

(Gidoni et al. 2019).
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PB-AML1 was designed by predicting the shared structural similarity between in-

dividuals using the repertoire structural profiling algorithm (Figure 3.2). The struc-

tural similarity between two human antibody repertoires (Gidoni et al. 2019) was

identified by using the modelled structures from one repertoire as cluster centres and

clustering structures from the second repertoire if the RMSD to the cluster centre

<1.5 Å. Centres of clusters containing predicted structures from both the first and

second repertoires were then compared to another repertoire, and so on for a total

of ten repertoires. The antibody models for these structural clusters were built by

ABodyBuilder (Leem et al. 2016) (with FREAD template libraries dated February

2019). Each structural cluster corresponds to numerous antibody sequences predicted

to adopt the structure, and sequences from participant ‘S64’ were assigned to rep-

resent each of the 23,700 structural clusters (Raybould et al. 2021b). PB-AML1

corresponds to 12,057,613 antibody sequences, with clusters ranging in size from 13

to 66,610 (average 509). The procedure for AML creation is described in detail in

Raybould et al. 2021b. In the analysis presented here, all heavy chain sequences

within a PB-AML1 structural family were given the same designated light chain se-

quence of the structural representation.

A revised AML, Public Baseline AML v2 (PB-AML2), was generated by Matthew

Raybould in December 2020. Updated FREAD template libraries (dated November

2020) were used to build the ABodyBuilder models. Additionally, antibodies were

clustered at 95% sequence identity and 90% interface identity (previously 90% and

85% respectively). This resulted in the new AML containing more structural clus-

ters (37,533 vs 23,700) corresponding to more sequences (18,512,721 VH/VL pairs).

Structural clusters contained an average of 493 sequences, though again with very

large variation (range of 5 - 87830 sequences). Sequences from participant ‘S64’ were

assigned as the cluster representative sequences, as with PB-AML1. The models from

PB-AML2, are available for download from http://opig.stats.ox.ac.uk/resources.

3.2.2 Methods

3.2.2.1 Clonotyping

Clonotyping is a method for clustering of antibody sequences based on clonotype.

Clonotyping was performed using Change-O (Gupta et al. 2015), with clonotype

definition of identical V and J gene, and ≥90% CDR3 sequence identity (see Chapter

1, Section 1.5.4.1).
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Figure 3.2: Repertoire structural profiling algorithm. Sequences from a BCR reper-
toire are assessed for their modellability, and sequences are clustered by sequence iden-
tity using CD-HIT (Fu et al. 2012) (unmodellable sequences are removed, shown by
crosses). VH and VL chains are paired and their orientation predicted (unmodellable
orientations are removed, shown by crosses). VH-VL pairings with identical combi-
nations of CDR lengths are clustered based on their predicted structures to identify
shared ‘distinct structures’. Figure from Supplementary Materials, S4 (Raybould et
al. 2021b).

3.2.2.2 Paratyping

Paratyping is a method for clustering paratope-similar antibody sequences with same

length CDRs (Richardson et al. 2021). At the time of this research, Parapred was the

best performing paratope predictor method; paratope residues were predicted from

the antibody sequence using Parapred (Liberis et al. 2018). Parapred is a machine

68



learning algorithm which predicts the probability of each amino acid residue in the

CDR regions, plus two adjacent residues, participating in binding to an antigen (see

Chapter 1, Section 1.5.1). Residues were defined as being in the paratope if the

Parapred probability was ≥ 0.67, as described in Richardson et al. 2021. Antibodies

were clustered by the paratyping method if their paratopes shared ≥ 75% identity.

3.2.2.3 Ab-Ligity

Ab-Ligity is a method for comparison of antibody epitopes or paratopes based on

pharmacophoric and structural profiles (Figure 3.3) - see Chapter 1, Section 3.2.2.3)

for full method description. Epitope and paratope residues are identified through

proximity to the antibody/antigen in the case of co-crystal antibody-antigen struc-

tures, or paratope residues can be predicted using Parapred if using models of antibod-

ies. All possible combinations of triplets of residues are evaluated based on distance

between residues and physicochemical type. Each triplet is described by a hexamer

hashcode, and frequency tables of the hashcodes can be assessed for similarity using

a Tversky index.

3.2.2.4 Sequence-agnostic Ab-Ligity

A sequence-agnostic version of Ab-Ligity was developed to compare antibody paratopes

based only on structure, ignoring the physicochemical properties of amino acid residues

within the paratope. The paratope comparison is conducted identically to Ab-Ligity,

with distances between paratope residues calculated and binned, and all possible

triangles of residues represented by a hexamer hashcode. However, when paratope

residues are tokenised to their relevant amino acid physicochemical groups, for ex-

ample hydrophobic, all amino acids are assigned to the same group. This results

in antibody binding sites being represented by hash tables of the distances between

amino acids in the paratope, with no information on differing physicochemical groups

(Figure 3.3). This method was developed for use with AMLs where antibody struc-

tures are shared by multiple antibody sequences.

3.2.2.5 Definition of similar antibodies

To assess method performance at identifying antibodies which bind to the same epi-

tope, we defined pairs of antibodies as ‘truly’ similar if their epitope crystal structures

scored ≥ 0.1 similarity by Ab-Ligity (using the antibody-antigen co-crystal structures

from SAbDab; similarity threshold as used in Wong et al. 2021).
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Figure 3.3: (1.) Ab-Ligity method. A) Paratope residues are tokenised based on
physicochemical properties (histidine and lysine are basic, shown in purple, and
phenylalanine and tyrosine are aromatic, shown in orange). (B) Distances between
all triangles of paratope residues are hashed into 1.0 Å bins. (C) Pairs of residues
within triplets are given a hashcode based on their physicochemical group. (D) For
each triplet of residues, physicochemical hashcodes are combined with the distance
hashcodes to generate a six-character hashcode. (E) A paratope is represented by
all of the hashes, stored in a frequency table (2.) Sequence-agnostic Ab-Ligity is an
adapted version of Ab-Ligity which ignores physicochemical information by assign-
ing all paratope amino acids to the same physicochemical group (shown in purple).
Hash tables of hexamers are created in the same way as in Ab-Ligity (B-E) but only
the distances between the paratope triplets of paratope residues are variable. Figure
adapted from Wong et al. 2021; (1.) is also included in Chapter 1.

3.2.2.6 Comparison of Ab-Ligity and paratyping

When comparing the performance of paratyping and Ab-Ligity at scoring the simi-

larity of a pair of antibodies, if the antibody epitope similarity was ≥ 0.1 and their

paratope similarity was above the method’s paratope similarity threshold (0.75 for

paratyping, 0.1 for Ab-Ligity), they were classed as a true positive (TP) pairing. If

the paratope similarity calculated by paratyping or Ab-Ligity was lower than the

threshold, they were classed as a false negative (FN) pairing. For pairs of antibodies

where their epitope similarity was < 0.1, if their paratopes were predicted to be sim-

ilar, they were declared a false positive (FP). If their paratopes were not predicted

to be similar, they were a true negative (TN). CDR length matching on the heavy

and light chains was used for both paratyping and Ab-Ligity, as it is required for

the paratyping method (pairs of antibodies must have same length CDRH1, CDRH2,

CDRH3, CDRL1, CDRL2 and CDRL3 for comparisons to be conducted).
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Using these designations, precision and recall values were calculated using the

formulae:

Precision =
TP

TP + FP
Recall =

TP

TP + FN

3.2.2.7 Identification of sequence-dissimilar binders given known binding
antibody sequence

We created a pipeline to identify sequence-dissimilar antibodies likely to bind to the

same target antigen, given the knowledge of a binding antibody sequence to the target.

Using the known binding antibody sequence as an input, we look for other antibod-

ies which potentially bind to the same epitope, using paratope comparisons. Using

Ab-Ligity, this pipeline includes building structural models of the known binding an-

tibody and of the antibody dataset to be searched for similar antibodies (Figure 3.4).

Paratyping does not require generation of antibody models and instead can be used

to conduct comparisons directly on the antibody sequence data (Figure 3.5). The

output of the pipeline is a list of antibodies predicted to bind to the same epitope as

the input antibody sequence.

Figure 3.4: Ab-Ligity pipeline for identifying sequence-dissimilar binders from an an-
tibody dataset, given a known binding antibody sequence. Ab-Ligity is used to com-
pare the modelled paratope of a known binding antibody to antibodies in a dataset,
to identify antibodies likely to bind to the same epitope.

Figure 3.5: Paratyping pipeline for identifying sequence-dissimilar binders from an
antibody dataset, given a known binding antibody sequence. Paratyping is used to
compare the paratope of a known binding antibody to antibodies in a dataset, to
identify antibodies likely to bind to the same epitope as the known binding antibody.
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3.2.2.8 Identification of binders without a known binding antibody se-
quence

We created a pipeline to identify antibodies predicted to bind to a target crystal

epitope without knowledge of a binding antibody sequence. The target epitope is

compared to epitopes in SAbDab using Ab-Ligity. Epitopes similar to the target

epitope are collated, and their corresponding binding antibodies (from the co-crystal

structures) are identified. These antibodies are modelled using ABodyBuilder (Leem

et al. 2016) and used to identify antibodies with similar paratopes in the AML, us-

ing Ab-Ligity calculations of paratope similarity (Figure 3.6). Modelled structures of

the SAbDab antibodies are used to compare to the modelled structures in the AML,

rather than using the available crystal structures, to avoid biases from comparing

crystal- and model- derived paratopes. For proof of concept of our pipeline, we used

the set of 13 known lysozyme-binding antibodies. We moved antibodies from this

set from the SAbDab database into the AML, to evaluate whether they could be

successfully identified.

Figure 3.6: Proof of concept pipeline using a known set of binders. Using a crys-
tal structure of a target epitope, SAbDab was searched for similar epitopes using
Ab-Ligity. The corresponding paratopes for identified similar epitopes were used to
identify similar paratopes in the AML, also using Ab-Ligity. Known binders were
moved from SAbDab to the AML to determine whether the the full known set of
binders could be identified from the AML with fewer similar epitopes in SAbDab.

Given that the single sequence assigned to each of the modelled structures in the

AML does not necessarily reflect all of the sequences within that structural cluster

predicted to adopt the structure, but is used by Ab-Ligity to calculate paratope sim-

ilarity, we adapted the pipeline so that antibodies identified in SAbDab are used to

find similar paratope structures in the AML using sequence-agnostic Ab-Ligity (Fig-

ure 3.7). AML antibody structures identified as structurally similar to the SAbDab
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antibody paratope are shortlisted, and the sequences which map to these structures

are identified. Ab-Ligity is used to calculate paratope similarity between these anti-

bodies and those identified in SAbDab, to assess physicochemical paratope similarity

in addition to the geometric paratope similarity. Antibodies which are similar to the

SAbDab paratopes are identified as antibodies likely to bind to the target epitope.

Figure 3.7: Pipeline for identifying potentially binding antibodies to a target epitope,
without knowledge of binding antibodies. Using a crystal structure of a target epi-
tope, SAbDab is searched for similar epitopes using standard Ab-Ligity or sequence-
agnostic Ab-Ligity, and corresponding antibodies identified. These antibodies are
used to identify paratopes with similar structures in the AML. Sequences mapping to
the identified AML structures are retrieved and compared to the SAbDab paratopes
using Ab-Ligity.

We explored other methods for evaluating the sequences retrieved from the AML

structures, aside from Ab-Ligity, including clonotyping, paratyping and position-only

paratyping.

3.2.2.9 Construction and scoring of position specific scoring matrices

As an alternative approach to using sequence-agnostic Ab-Ligity to search the AML

for similar structures, we evaluated the use of different representations of the struc-

tural AML families for comparison with the SAbDab antibodies.
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Position specific scoring matrices (PSSMs) were built as representations of anti-

bodies, with one PSSM to represent each structural family in the AML. Target an-

tibody PSSMs could then be assessed for similarity to AML family PSSMs. PSSMs

were initially built using antibody CDR regions. The method in Wong et al. 2019a

Supplementary Materials was used to generate and score PSSMs from the antibody

sequences associated with each structure in the AML, based on the probability of

encountering each amino acid at each position:

Mkj = log2(Pkj/bk)

where Mk,j is the element score and Pk,j is the probability of observing the amino

acid k at the ANARCI-numbered position j in the sequence. Initially, Pk,j was calcu-

lated through the proportional frequency of each amino acid at each position in the

CDR regions of sequences in an AML family. This was possible without any sequence

padding as all members of an AML family possess the same CDRH1, CDRH2 and

CDRH3 lengths. bk is the background probability of observing amino acid k at the

position (1/20 for all amino acids). All elements with a value of zero, due to a par-

ticular amino acid not being observed at that position, were assigned a value of 0.001

to prevent computational errors.

The PSSM score for a target antibody, ta, to an AML family is the sum of the

element scores across all the positions:

ta =
J∑

j=J0

Mk,j

If the score is greater than a selected threshold, the AML family was described as

a potential hit to the target antibody.

PSSMs were also built using antibody clonotype and paratype (see below). All

analysis was initially conducted using heavy chain data; PSSMs were also built using

the light chain using the same method.

Clonotype PSSM Clonotype PSSMs were constructed using the CDRH3 propor-

tional frequency matrices created as described above, plus the V and J gene assign-

ments for each sequence (assigned using ANARCI (Dunbar and Deane 2016)), which

were one hot encoded (see Figure 3.8).
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Figure 3.8: Example of frequency matrices for PSSM construction, using the clono-
type of a heavy chain sequence from AML family H8641+L36964. Amino acids in
the CDRH3 are one-hot encoded, as are V and J genes.

Paratype PSSM Paratype PSSMs were constructed using predicted paratope residues

for each antibody sequence, identified using Parapred (Liberis et al. 2018) with a

threshold of 0.67. Separate PSSMs were generated for each of CDRH1, CDRH2 and

CDRH3, with only predicted paratope residues included rather than all amino acids

in the CDRs (Figure 3.9).

3.2.2.10 Incorporation of BLOSUM matrix to PSSM

To account for similarities between non-identical amino acids, the BLOSUM matrix

was included in PSSM scoring (Henikoff and Henikoff 1996). When comparing a

target antibody PSSM to an AML family PSSM, at each position the BLOSUM

score associated with substitution of the target amino acid was multiplied by the

observed proportional frequency of amino acids (Pk,j).
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Figure 3.9: Example of frequency matrices for PSSM construction, using the paratype
of a heavy chain sequence from AML family H8641+L36964. Paratope residues from
the CDRs are predicted using Parapred and counted for each position; CDR residues
for cluster sequence 57 are shown, with the corresponding Parapred scores. Residues
above the threshold (in bold) are included in the predicted paratope.

3.3 Results

3.3.1 Comparison of Ab-Ligity and paratyping

Ab-Ligity and paratyping performance was compared on solved crystal structures and

modelled structures from the non-redundant SAbDab dataset of 924 antibodies. This

non-redundant set was used in order to compare the methods on a dataset less likely

to be biased or skewed by over-representation of certain antibodies in SAbDab. Pairs

of antibodies were predicted as similar if they achieved a paratope similarity score of

≥ 0.75 by paratyping or ≥ 0.1 by Ab-Ligity. Antibodies were classed as truly similar

if their epitopes had Ab-Ligity similarity scores of ≥ 0.1 (see Methods 3.2.2.5). We

were most concerned with the performance on modelled structures due to the lack

of currently available crystal data and the length of time it takes to generate new

crystal structures. Particularly, we were interested in the methods’ performance on

76



the sequence diverse subset of structures, where the CDRH3 sequence identity of

between pairs of antibodies is < 0.8, as these are hits that cannot be identified by

existing clonotyping methods.

3.3.1.1 Performance on antibody crystal structures

Ab-Ligity and paratyping both performed well on the crystal structures of the antibody-

antigen complexes, with precision of 0.98 and recall values of 0.96 and 0.91 respectively

(Table 3.3). On pairs of sequence diverse antibodies (where CDRH3 identity < 0.8),

performance of both methods decreased due to the higher proportion of false nega-

tives (FN), meaning both methods failed to correctly identify some similar antibody

pairs. This was not unexpected as both methods incorporate sequence information

and if sequences are diverse they may be too different to be recognised as similar.

This was particularly seen in paratyping which obtained a higher number of FN than

Ab-Ligity, as the former method is entirely reliant on sequence information whereas

Ab-Ligity can use structural similarities to identify some of the sequence-dissimilar

antibodies missed by paratyping.

Performance on Crystal Structures
Method Antibody Set Precision Recall TP FP FN
Ab-Ligity Full 0.98 0.96 622 10 27
Paratyping Full 0.98 0.91 590 14 59
Ab-Ligity CDRH3 <0.8 0.99 0.90 193 1 21
Paratyping CDRH3 <0.8 1.0 0.81 174 0 40

Both CDRH3 <0.8 1.0 0.90 172 0 19
Performance on Modelled Structures

Method Antibody Set Precision Recall TP FP FN
Ab-Ligity Full 0.84 0.97 626 120 15
Paratyping Full 0.98 0.91 590 14 59
Ab-Ligity CDRH3 <0.8 0.66 0.93 192 100 15
Paratyping CDRH3 <0.8 1.0 0.81 174 0 40

Both CDRH3 <0.8 0.99 0.92 173 1 15

Table 3.3: Precision-recall values for prediction of paratope similarity for crystals
and models of antibody pairs using Ab-Ligity and paratyping. Methods used both
heavy and light chains, on all possible antibody pairs within non-redundant SAbDab
or only on pairs of antibodies with diverse CDRH3 sequences (CDRH3 identity <0.8
antibody set). Ground truth of antibody similarity was established using Ab-Ligity
similarity of crystal epitope structures. Numbers of true positives (TP), true negatives
(TN), false positives (FP), and false negatives (FN) used in the precision and recall
calculations are shown; see Section 3.2.2.5 for formulae.
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3.3.1.2 Performance on antibody models

Paratyping performance is the same for modelled and crystal structures as the method

uses only sequence information. The precision of Ab-Ligity decreased when using

models, with many more false positives (FP) compared to using crystal structures (120

vs 10, Table 3.3), largely from the CDRH3 <0.8 subset. This suggested the models

were not perfect representations of the crystal structures, which is not surprising.

On the other hand, paratyping identified few FP but failed to detect a number of

similar antibodies (59 compared to 15 by Ab-Ligity, on the full set). Antibody pairs

which were predicted as similar by both Ab-Ligity and paratyping methods gave the

best performance in terms of precision and recall; however, this does result in missing

similar antibodies which Ab-Ligity alone identifies.

3.3.1.3 Performance on heavy chain data only

Light chain sequence information is not always available for antibodies, for example

if bulk sequencing methods have been used (see Chapter 1, Section 1.2.1). Therefore,

it is important to have tools that are still accurate when applied to the heavy chain

only. Ab-Ligity and paratyping performance was assessed on the heavy-chain only

non-redundant SAbDab dataset, and showed decreased precision and recall for both

methods (Table 3.4). Ab-Ligity performance was more affected than paratyping,

possibly due to inaccuracies when models are built using only the heavy chain. As

was seen when using both heavy and light chains, Ab-Ligity identified a higher number

of FP, but also more true positives (TP), than paratyping.

Method Antibody Set Precision Recall TP FP FN
Ab-Ligity Full 0.75 0.89 588 191 76
Paratyping Full 0.95 0.84 564 29 101
Ab-Ligity CDRH3 <0.8 0.51 0.79 173 165 47
Paratyping CDRH3 <0.8 0.97 0.74 163 5 57

Both CDRH3 <0.8 0.97 0.78 160 5 44

Table 3.4: Precision-recall values for prediction of paratope similarity by Ab-Ligity
and paratyping using heavy chain information only, on antibody pairs in non-
redundant SAbDab.

3.3.1.4 Comparison of identified hits

To explore the difference in similarity predictions between Ab-Ligity and paratyp-

ing, pairs of antibody models identified as similar (referred to as ‘hits’ throughout
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the remainder of this chapter) by only one method were evaluated. Here, we eval-

uated the methods on the redundant SAbDab set, as it contains a higher number

of paratope-epitope pairs than the non-redundant set and was therefore used in the

epitope-to-paratope pipeline development.

Ab-Ligity and paratyping both performed well at identifying similar antibodies,

with high precision and recall values. The methods identified different hits; Ab-Ligity

found 100 TP pairs which paratyping did not, and 3 TP pairs were found only by

paratyping. This represented a small proportion of the total pairs of similar antibod-

ies as 12,054 TP were found by both methods. Interestingly, the hits identified only by

paratyping could be found by Ab-Ligity when the crystal structures of the antibodies

were used, suggesting there may be inaccuracies within those antibody models. Many

of the similar antibody pairs which only Ab-Ligity identified contained the antibody

1ndg. For these pairs, the paratyping score was not far below the similarity threshold,

with values of 0.59-0.71. This suggested the antibodies may have different paratope

amino acid identity but similar physicochemical properties, and/or similar binding

site shape.

Without a CDR length matching constraint, Ab-Ligity identified an additional 275

TP antibody pairs. These were not identifiable by paratyping as the method requires

the same length CDR regions. This is a potential advantage of Ab-Ligity, though

Ab-Ligity is in principle more computationally expensive than paratyping due to the

modelling stage (which takes around 30 seconds per structure with ABodyBuilder

(Leem et al. 2016)). Ab-Ligity should be able to identify more paratope-similar

sequence-diverse antibodies as the method compares binding site residue physico-

chemical group rather than exact residue identity, and it explicitly considers 3D loca-

tion of the paratope residues rather than sequence alignment matching. In addition,

Ab-Ligity does not require identical length CDR regions (which paratyping does),

though we have generally used CDR length matching in the pipelines to improve the

precision of hit identification; the drawback of such an approach is that it may miss

some similar antibodies, as CDRH3 sequences with different lengths can engage the

same epitope (Wong et al. 2021).
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3.3.2 Identification of binding antibodies to a target epitope,
given a known binding sequence

We first designed pipelines to identify antibodies likely to bind to the same epitope,

based on paratope similarities to a known binding sequence. This is a hit expansion

step which could be useful in early stage antibody development; if there is an anti-

body known to bind to the target antigen, the pipeline could predict binders from an

antibody dataset based on similarities to the known binder, to take forward in de-

velopment. Clonotyping is an established method to find other binding antibodies in

hit expansion (see Chapter 1, Section 1.5.4.1), but is limited to identifying antibodies

similar in sequence. Sequence-diverse antibodies may be preferential to identify to

reduce the risk of all hits suffering from aggregation or immunogenicity issues, which

could occur with similar sequences (Raybould et al. 2019b; Richardson et al. 2021).

A known group of 13 lysozyme-binding antibodies was selected for proof of concept

(Table 3.1). These antibodies have very high antigen epitope similarity and antibody

paratope similarity, as defined using Ab-Ligity. They are highly sequence similar,

with the same V and J genes, and have an average epitope similarity score of 0.45

(range 0.21 - 0.77). These sequences therefore cannot reveal whether the pipeline can

identify highly sequence dissimilar antibodies but offer a simple proof of principle.

The lyosyzme-binding antibodies were chosen as they were the largest group of non-

sequence-identical antibodies binding to the same epitope within SAbDab.

Using one of these lysozyme binders, 1a2y (Dall’Acqua et al. 1998), as the target

antibody, the remaining 12 lysozyme binders were moved from SAbDab into the AML.

Using the pipeline (Figure 3.4) we successfully identified the lysozyme binders in the

AML as similar to our target antibody with Ab-Ligity, without predicting any of

the other AML antibodies as similar. Whilst this example shows similar antibodies

can be distinguished in the AML, this may be due to the lysozyme-binding examples

being derived from mouse and having a length 10 CDRH3, which is shorter than most

AML antibodies (only 380 shared structures in the AML have CDRH3 length 10).

We expanded our set of test target antibodies beyond 1a2y in subsequent analysis

(Table 3.2).
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3.3.3 Prediction of binding antibodies to a target epitope,
without a known binding sequence

We also investigated identifying antibodies likely to bind the same epitope without

relying on known binders. This epitope-to-paratope approach would be useful in hit

generation against a target, and beneficial for early stage antibody discovery.

To gain proof of concept for the pipeline (Figure 3.7), we returned to the lysozyme

binders. Using 1a2y as the target antibody, we moved the remaining 12 lysozyme

binders one by one from the redundant SAbDab into the AML, to assess whether we

could still identify the remaining lysozyme binders in the AML (Figure 3.6). Similar

epitopes to 1a2y were identified in SAbDab, and then the corresponding antibodies

to these epitopes were used to look for similar antibodies within the AML. Using Ab-

Ligity, the lysozyme binders could be distinguished from the AML without identifying

any other AML antibodies as similar, provided at least one known binder was still

contained in SAbDab so that a good epitope similarity match could be identified. If

no similar epitopes were identified within SAbDab, because the lysozyme binders had

all been moved to the AML, performance was poor as no other similar epitopes in

SAbDab could be identified. The non-lysozyme epitope with highest similarity scored

0.027, well below the Ab-Ligity similarity threshold of 0.1. Taking the corresponding

antibody for this epitope forward to search for similar antibodies within the AML did

not lead to identification of the known lysozyme binders. The lack of identification

of a suitably similar epitope is likely common, as the redundant SAbDab database

contained only 2258 paratope-epitope pairs.

3.3.3.1 Incorporation of sequence-agnostic Ab-Ligity to identify potential
binders

The pipelines discussed above utilised an AML to search for similar antibodies, where

many antibody sequences map onto the same structure. The sequences of the 23,700

antibody models in the AML are merely representative of the sequences in their

structural cluster and do not correspond to a consensus sequence, therefore it may be

beneficial to ignore the sequence and initially look only for structural similarity. We

therefore developed a sequence-agnostic version of Ab-Ligity.

The sequence-agnostic method calculates the similarity of antibody binding sites

solely based on the spatial information of the antibody paratope, ignoring physico-

chemical amino acid information (see Methods 3.2.2.4). In incorporating this method
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into the pipeline, we hoped to better identify antibodies in the AML with similar

structures to our identified SAbDab paratopes. The method could also be used to

identify SAbDab epitopes based only on structural similarity to the target epitope.

To determine an appropriate similarity threshold for sequence-agnostic Ab-Ligity,

we looked at the correlation between Ab-Ligity similarity score and sequence-agnostic

Ab-Ligity score for pairs of antibodies in SAbDab. It proved challenging to identify an

obvious similarity threshold, as a large number of pairings had low sequence-specific

scores (i.e. below the 0.1 Ab-Ligity similarity threshold and defined as not similar)

but high sequence-agnostic scores. Comparison of antibodies in SAbDab to those in

the AML showed the same trend, including pairs with a sequence-specific score of

0 and sequence-agnostic values of up to 0.75. We had expected to see higher sim-

ilarity scores with the sequence-agnostic method compared to sequence-specific as

antibodies may have very high binding site shape similarity but very low amino acid

physicochemical similarity, and therefore score highly with sequence-agnostic but low

with sequence-specific Ab-Ligity.

We focused on correct identification of all similar antibody pairs, to maximize the

number of true positives whilst minimising the number of false positives. With the

sequence-agnostic method we obtained huge numbers of false positives; for example,

if a 0.6 threshold was used, 367 TP pairs were missed but 72603 FP pairs identified

(Table 3.5). When searching the AML, we hope to identify structural families which

might contain sequences of higher similarity to the target than the structural family

representative sequence, therefore some FP are acceptable. Raising the similarity

threshold improved precision by reducing the number of FP, but this also increased

the number of FN as similar antibodies were missed. Sequence-agnostic Ab-Ligity

may identify a higher number of similar antibodies, and more sequence-diverse simi-

lar antibodies, than would be obtained with sequence-specific Ab-Ligity.

As a test case, we used the same lysozyme target antibody, 1a2y, as used in the

previous pipeline, and aimed to identify the other lysozyme binders from a combined

dataset of SAbDab and the AML using sequence-agnostic Ab-Ligity. Using CDR

length matching and a 0.4 paratope similarity cut off (to minimise the number of FN

- see Table 3.5), we identified 23 hits from SAbDab and 99 hits from the AML. Of

the 23 SAbDab hits, the 12 known lysozyme binders had the highest similarity scores

(range 0.70 - 1.0). With a threshold of 0.6 (which may increase FN but reduce FP),
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Threshold Precision Recall TP TN FP FN
0.1 0.10 1.00 12497 0 111602 0
0.2 0.10 1.00 12497 6 111596 0
0.3 0.10 1.00 12497 124 111478 0
0.4 0.10 1.00 12497 1548 110054 0
0.5 0.11 0.98 12253 7530 104072 244
0.6 0.14 0.97 12130 38999 72603 367
0.7 0.62 0.92 11483 104666 6936 1014
0.8 0.97 0.87 10843 111254 348 1654

Table 3.5: Precision-recall values for prediction of paratope similarity using sequence-
agnostic Ab-Ligity performed on pairs of antibodies in SAbDab with varying similar-
ity thresholds.

we identified 19 hits in SabDab (including all the lysozyme binders) and 66 AML

hits. With a threshold of 0.7 (further increasing FN but reducing FP), we identified

all the lysozyme binders and only 1 AML hit.

We have previously discussed that the lysozyme binding antibodies, whilst a useful

example as a group of antibodies with known highly similar epitopes, may be biased

due to the corresponding SAbDab antibodies being of mouse origin. We also tested

our pipeline with a human antibody against a chimeric glycoprotein from respiratory

syncytial virus (RSV) and human immunodeficiency virus (HIV), 5u68 (Wen et al.

2017), which has 8 sequence-specific Ab-Ligity hits in SAbDab. Using the sequence-

agnostic method, we identified 54 SAbDab hits and 982 AML hits with a 0.6 similarity

threshold, and 11 SAbDab hits and 250 AML hits with a 0.7 threshold.

3.3.3.2 Comparison of sequence-specific and sequence-agnostic Ab-Ligity
hit identification

To assess the benefit of using sequence-agnostic Ab-Ligity, we ran comparisons of our

pipeline with both sequence-specific and sequence-agnostic Ab-Ligity. We tested two

antibodies previously discussed, lysozyme binder 1a2y and HIV/RSV binder 5u68,

and a further three antibodies from SAbDab: 4i18 (Rizk et al. 2015), 5eu7 (Galilee

et al. 2016) and 6apd (Goodwin et al. 2018) (see Table 3.2). We chose to use the

antibodies directly, rather than their epitopes, for this comparison. These antibod-

ies were selected to test the pipeline as they had high numbers of similar antibody

paratopes identified in the AML by sequence-specific Ab-Ligity (699, 351 and 253
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CDRH length matched hits respectively).

Using these five target antibodies, we identified their corresponding sequence-

agnostic hits in SAbDab and subsequently the AML hits arising from these SAbDAb

hits. We performed the same analysis using sequence-specific Ab-Ligity (see Table

3.6). These hits were then ‘checked’ by assessing their similarity to the original

target antibody, using either sequence-specific or sequence-agnostic Ab-Ligity. Us-

ing a sequence-agnostic threshold of 0.6, we found more hits than with sequence-

specific Ab-Ligity. With the sequence-agnostic method, 61-88% of the identified

AML hits were above the similarity threshold to the starting antibody. With the

sequence-specific method, this was the case for 48-72% of AML hits. This suggests

the sequence-agnostic method could be particularly useful for instances where we

identify no sequence-specific hits.

Sequence-agnostic Sequence-specific

Name
CDRH3
length

SAbDAb
hits

AML
hits

Checked
hits

SAbDAb
hits

AML
hits

Checked
hits

1a2y 10 19 91 66 12 0 0
4i18 18 51 1664 1212 19 850 610
5eu7 23 3 840 743 0 0 0
5u68 17 54 1609 982 8 607 361
6apd 15 127 1383 1036 9 484 230

Table 3.6: AML and expanded AML hits identified using sequence-agnostic Ab-Ligity
and sequence-specific Ab-Ligity. SAbDab was searched for paratopes similar to the
the target (SAbDab hits). These were used to search for paratope-similar antibodies
in the AML (AML hits). All paratope comparisons were length-matched across VH
CDRs. A paratope similarity threshold of 0.6 was used for sequence-agnostic Ab-
Ligity. AML hits were assessed for paratope similarity to the original (modelled)
antibody, calculated using sequence-specific or sequence-agnostic Ab-Ligity; ‘checked’
hits exceeded the similarity threshold.

3.3.3.3 Paratope similarity of AML sequences to target antibody

To investigate whether the AML works as an useful dataset format to identify an-

tibodies, the sequences corresponding to each AML structure identified as similar

were retrieved and assessed for their similarity to the target antibody. We refer to

these as the expanded sequences for a structural family. Due to the large numbers

of sequences involved, an example subset of the top AML hits (as identified in Table

3.6, with sequence-specific Ab-Ligity similarity ≥0.2) for 4i18 was chosen, and the
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similarity scores of the all sequences corresponding to these AML hits was calculated.

This included 18 AML hits, corresponding to 1460 expanded sequences. Of these,

1310/1460 were sequence-specific Ab-Ligity hits to 4i18, a hit rate of 87.9%. This

suggests that using the AML is a good way to screen a large amount of antibodies

more quickly than standard BCR datasets, as we can run initial comparisons against

tens of thousands of shared structures rather than millions of sequences.

3.3.3.4 Clonotype diversity within AML families

As the expanded sequences from the AML hits to target antibody 4i18 were predicted

to also have similar paratopes to the target, we investigated the sequence diversity

contained within an AML family to determine whether sequence-diverse hits were

likely to be identified in this manner. We performed clonotyping on a number of

AML families (clonotype definition of 90% CDRH3 sequence identity, identical V

and J gene assignment, VH only given identical VL sequences within a family) using

Change-O (Gupta et al. 2015). We found that the majority of sequences within an

AML family fell into individual clonotypes. V gene diversity within a structural fam-

ily contributed to this; there were an average of 8.93 different V genes per structural

family. As an example, the 85 unique VH sequences associated with AML public

structure H10481+L36568 fell into 83 clonotypes (10 different V genes, all identical

J gene). Another structural family, H14206+L16211, included 40 unique sequences

which fell into 40 distinct clonotypes (5 V genes, 3 J genes). This suggests that iden-

tification of a hit AML antibody structure could be used to identify paratope-similar,

sequence-diverse antibodies.

We compared the sequence diversity within an AML family to sequence similarity

across the whole of the AML. Clonotyping across the whole AML revealed clonotypes

are shared across the 23,700 AML structural families, with 57,468 clonotype clusters

(60,568 unique CDRH3, V + J gene combinations). The largest cluster contained 238

sequences. This revealed that similar sequences were spread across different structural

families, suggesting that the method would provide different hits to those obtained

by clonotyping, and combining these methods may be beneficial.
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3.3.4 Prediction of binding antibodies to a target epitope,
without known binders - PB-AML2

3.3.4.1 Impact of AML architecture on similar structure identification

An updated AML, PB-AML2, was built by Matthew Raybould with altered sequence

processing, modelling and clustering (see Methods 3.2.1.4). We compared the AMLs

using our five SAbDab targets (Table 3.2), to look directly for similar antibodies

within the PB-AML2 using sequence-specific Ab-Ligity (rather than first looking for

similar epitopes in SAbDab). Far fewer antibodies in the PB-AML2 were predicted

to be similar to our SAbDab targets compared to the PB-AML1 (Table 3.7). We had

been somewhat surprised at the high number of antibodies in PB-AML1 predicted

as similar to our SAbDab targets, and hoped the reduction in number of similar an-

tibodies might reflect higher accuracy of hit identification. The PB-AML2 contains

more distinct structural clusters compared to the previous AML (37,533 structural

families compared to 23,700) due to higher similarity requirements in the clustering

method, therefore identified hits are likely to be more structurally distinct.

We found a striking difference in the number of AML structural families predicted

as similar to any of the SAbDab antibodies; previously, 1383/2253 (61%) of SAbDab

antibodies had no Ab-Ligity CDR length matched hits in the AML, whereas in PB-

AML2 2209/2253 have no hits (98%). We would not expect every SAbDab antibody

to have similarities to the healthy human Public Baseline AMLs, given differences

in species and target epitopes. However, given the number of human antibodies in

SAbDab, we anticipated greater than 2% to have AML hits. Interestingly, we found

antibodies predicted to be similar to mouse Fab 4i18 (binding human prolactin re-

ceptor) in both AMLs (Table 3.7). No AML hits were identified for 6iec, which

neutralises rift valley fever virus. This may be partially due to the short CDRH3

length of 6iec compared to antibodies in the AML; 6iec CDRH3 is only length 12, so

with length matching constraints only 10 hits were identified in the PB-AML1. We

did not identify any similar structures to 5u68 which was unexpected - as a human

antibody binding to respiratory syncytial virus, we might expect to find similar struc-

tures in human repertoires (CDRH3 length 17).

We hypothesized that structures from PB-AML2 which were predicted as similar

to a target may contain a higher proportion of sequences also predicted to be similar

to the target (we refer to this as a higher hit rate within the expanded family).
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Structural cluster family members were assessed for similarity to the structural cluster

representative and were found to be more similar than was found in the previous AML.

An average of 6.5% of antibodies from the 2 hit AML structural families were similar

to target antibody 6apd (Table 3.7). The hit rate for 4i18 was similar at 5.5% across

6 structural families (hit rate per family ranged from 2.3 - 19.0%), whilst human

antibody against HIV integrase, 5eu7, achieved the highest number of expanded hits

at 20.5% across 25 hit structures.

No length match CDR length match

Target
CDRH3
Length

Hits in
AML1

Hits in
AML2

Hits in
AML1

Hits in
AML2

Expanded hits
from AML2

4i18 18 9091 184 699 6 63/1147
5u68 17 4506 3 434 0 -
5eu7 23 6396 282 351 25 1560/7593
6apd 15 3923 15 253 2 102/1579
6iec 12 196 0 10 0 -

Table 3.7: Comparison of the number of AML models identified as similar to the
SAbDab target antibodies in PB-AML1 and PB-AML2. Performance was assessed
with and without CDRH length matching requirements. Expanded hits were iden-
tified by retrieving sequences corresponding to the AML structures and assessing
paratope similarity to the SAbDab target antibody. All similarity calculations were
done using sequence-specific Ab-Ligity.

3.3.4.2 Alternative hit identification

As no similar antibodies were identified in the PB-AML2 for a high number of SAbDab

targets, including those we expected to see some similarity to, we investigated whether

the most similar AML structures (with the highest Ab-Ligity scores but below the

similarity threshold) contained any sequences that would be classed as hits. For 6iec,

the AML family with the highest Ab-Ligity score contained 1 hit antibody out of

287 sequences. Despite the low hit rate within the family, this suggested that if no

AML families are above the similarity threshold, lowering the threshold might lead

to identification of hits.

We also investigated returning to the pipeline using Ab-Ligity to first identify

a similar epitope within SAbDab, then taking the corresponding SAbDab antibody

which binds to that epitope and using it to search for similar paratopes in the AML.

For 6iec we identified the 6fla epitope as similar, however, searching in the AML with
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the 6fla antibody did not lead to identification of any similar antibodies (highest Ab-

Ligity score of 0.03). We also tried looking directly for similar paratopes in SAbDab,

to then search the AML with. 3r1g has the highest model paratope similarity to 6iec,

but searching the AML revealed no similar antibodies to 3r1g above the 0.1 thresh-

old. The AML structure with the highest similarity to 3r1g (Ab-Ligity score of 0.08)

did not contain any other hits within the sequence family (highest similarity 0.04).

However, assessment of the 3r1g crystal structure reveals a low epitope similarity

to 6iec of 0.0095, so may not be a suitable choice regardless. This was a reminder

that whilst our pipeline assumes that epitope similarity means paratope similarity,

antibody paratope similarity does not guarantee epitope similarity.

Our analysis suggests Ab-Ligity is not sufficient to identify hits within the PB-

AML2 for SAbDab targets which do not initially have hits, including for targets

where we would expect to find similar antibodies in the AML. We therefore explored

alternative methods and strategies for determining paratope similarity.

3.3.4.3 PSSMs fail to distinguish hits from non-hits

When potential hits within PB-AML2 were identified, the subsequent hit rate within

the expanded families was often fairly low. Whilst we did not expect all expanded

sequences to be similar to the target, due to sequence diversity within the structural

families, for some families only the cluster representative sequence scored above the

similarity threshold to the target. This suggests that the sequence assigned to each

AML structural cluster - from participant ‘S64’ - may differ from the other sequences

included within AML family structural family (see Methods 3.2.1.4 for details on the

AML) and may not best reflect all the sequences mapped onto the structure. This

also suggests that other AML families may contain potential hits, but are missed

due to dissimilarity between the target and their sequence representative. We tested

an alternative searching approach that would be less dependent on the one assigned

sequence and therefore might be less skewed by a cluster representative sequence dif-

fering from the sequences within an AML family.

Position-specific sequence matrices (PSSMs) were generated for each of the AML

structural families (see Methods 3.2.2.9). These were created using the frequencies of

amino acids in the CDRs of antibodies within the structural family, using only the

predicted paratope residues across the CDRs (using Parapred (Liberis et al. 2018)),

88



and also using only the predicted clonotype (Methods 3.2.2.9). A PSSM of the tar-

get SAbDab antibody was compared to PSSMs from all AML families. We also

incorporated a BLOSUM substitution matrix into the scoring to account for similar

amino acids within positions rather than requiring exact amino acid identity, and

compared paratope residue physicochemical properties rather than amino acid iden-

tity. For SAbDab target 4i18, we found that only scoring AML families based on

CDR PSSMs, without BLOSUM, generated scores which could separate hit families

from non-hits (Table 3.8). Comparison of physicochemical groups and incorporating

BLOSUM lead to varied scores, which overlapped between hit and non-hit families.

These results were not consistent across different target antibodies, with amino acid

PSSM comparison unable to identify hits to antibody 6iec.

AML structural
family

Amino acids
Physicochemical

groups
Amino acids +

BLOSUM
H10243+L3513 -23.73 0.54 -1.5
H12545+L44982 -4.71 9.75 -6.57
H54157+L112494 -30.48 -12.91 2.1
H13063+L16916 -7.66 23.76 -6.1
H54157+L76109 -19.35 0.61 6.1
H1621+L94608 -31.87 19.56 -6.9
Non-hit families -36.80 to -60.2 -26.30 to +17.03 -11.9 to +4.1

Table 3.8: Similarity of 4i18 to AML structural family hits (determined using Ab-
Ligity scoring) and non-hits, using PSSM-based methods. PSSMs were based on
amino acid composition of the CDRs, physicochemical groups of the amino acids
in the CDRs, and incorporated amino acid substitutions using a BLOSUM matrix.
Scores across four AML families with no or very few hits was also calculated.

To investigate why the PSSM approach did not enable better sorting of hits and

non-hits, we analysed the diversity of sequences within the AML hits. Based on the

clonotyping analysis of the previous AML, we knew that similar sequences are found

in different AML structural families. Performing clonotyping on members of the

six Ab-Ligity hit families to 4i18 in the PB-AML2, we found similar results; many

clonotypes were found per family (see Table 3.9). There was some overlap across

the different structural families, with 54 shared CDRH3 sequences out of 491 unique

CDRH3s present across the six families. This may contribute to why the sequence-

based representations of AML families, based on the average of a family, were not

helpful; if families are diverse but share sequence overlap with other families, averag-

ing across a family may make families of hits and non-hits more similar.
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AML structural
family

Number of
sequences

Unique
CDRH3s

Clonotypes
(VH)

Clonotypes
(VH+VL)

H10243+L3513 165 56 56 80
H12545+L44982 212 114 115 135
H54157+L112494 174 40 39 74
H13063+L16916 476 206 199 322
H54157+L76109 18 14 14 15
H1621+L94608 94 61 61 73

Table 3.9: Clonotyping within AML structural families that were hits to 4i18 (similar
to 4i18 using Ab-Ligity). Clonotyping was performed using VH only, and VH and
VL. Clonotypes were defined as identical V and J genes, 90% CDRH3 identity.

Looking at the sequence and paratope residue conservation (Figure 3.10) in one

AML structural cluster family as an example, we see high sequence diversity across

residues 106-112 in the CDRH3 (IMGT numbering, IMGT CDRH3 definition). This

diversity may lead to PSSMs built on sequence information not being a useful repre-

sentation of an AML family, and therefore not helpful in determining hits.

Figure 3.10: A) Sequence conservation and B) paratope conservation across the
CDRH3 of an example AML family, H10243+L3513, which is a hit to 4i18 (pro-
duced using SeqLogo). Paratope residues were predicted using Parapred.
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3.3.4.4 Sequence-agnostic Ab-Ligity identifies additional hits

Given the lack of success with various sequence and physicochemical property repre-

sentations of the AML families, we investigated whether sequence-agnostic Ab-Ligity

could be used to identify similar antibodies. The sequence-agnostic method identified

hits in PB-AML2 for all five SAbDab targets (Table 3.10) at a similarity threshold of

0.45. Furthermore, expanded sequences associated with the structural hits were sim-

ilar to the SAbDab target, as determined by sequence-specific Ab-Ligity (0.2 - 12.7%

of sequences per structural family). Compared to sequence-specific Ab-Ligity, addi-

tional hits were identified for all SAbDab targets, including those where no hits had

previously been identified (9 found for 6iec, 21 for 5u68). This suggests the sequence-

agnostic method may be a useful way of identifying hits in the AML when no hits

are identified by the more stringent sequence-specific approach. We also looked at

the overlap of hits identified by the methods; 1 AML hit to 6apd and 5 to 5eu7 were

found by both methods. These structural clusters both contained expanded hits (90

for 6apd, 1074 across the 5 structural families for 5eu7).

Sequence-specific Sequence-agnostic Both
Target

Antibody
CDRH3
Length

Hits in
AML

Expanded
hits

Hits in
AML

Expanded
hits

Expanded
hits

4i18 18 6 63/1147 8 45/2474 0
5u68 17 0 - 2 21/3060 0
5eu7 23 25 1560/7593 24 1207/9478 1074
6apd 15 2 102/1579 119 718/100082 90
6iec 12 0 - 9 9/4466 0

Table 3.10: Comparison of numbers of sequence-specific and sequence-agnostic Ab-
Ligity hits for SAbDab targets in PB-AML2. sequence-agnostic were hits determined
using a lowered threshold of 0.45. Expanded sequence-agnostic hits were antibody
sequences associated with the AML structure which were determined as similar to
the target using sequence-specific Ab-Ligity. The number of expanded hits identified
by both methods are listed in the final column.

Due to the number of AML hits, and subsequent high number of expanded se-

quences, we looked at potential methods for evaluating and screening the expanded

sequences to only select the most likely-binding antibodies.

3.3.4.5 Ab-Ligity hits occupy different paratope clusters

We assessed whether the hit sequences within an AML family share paratope similari-

ties, so that once an AML structure had been identified, we might perform paratyping
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on the expanded sequences and pull out sequences with the most physicochemically

similar paratope to our target. We found that the hit sequences were sometimes in

the same paratype, though not consistently. We identified many different paratope

clusters per AML family, across VH chain only and across both VH and VL chains.

Within the six hit AML families similar to 4i18, up to 70% of sequences do not clus-

ter with any other sequences based on predicted paratope (Table 3.3.4.5). For one

AML hit family, the 9 Ab-Ligity hits fell into 9 separate paratope clusters, though

for another, the 9 hits fell into 2 separate clusters.

Not all antibody sequences within the same paratype were Ab-Ligity hits. Gener-

ally, only one or two sequences in a paratype would have similarity above the Ab-Ligity

threshold. We show an example of this for 4i18 but similar results were found for

other SAbDab targets.

AML structural
family

Number of
sequences

VH
paratope
clusters

VH+VL
paratope
clusters

Clusters
containing

Ab-Ligity hits
H10243+L3513 165 51 54 7 (18 hits)
H12545+L44982 212 102 99 5 (7 hits)
H13063+L16916 476 186 207 7 (10 hits)
H1621+L94608 94 58 58 6 (10 hits)
H54157+L112494 174 31 39 2 (9 hits)
H54157+L76109 18 13 14 9 (9 hits)

Table 3.11: Number of paratope clusters within 4i18 hit AML structural families
(similar to 4i18 using Ab-Ligity scoring). Clusters were obtained using paratyping,
with a similarity threshold of 0.75. Paratyping was performed using heavy chain only,
and heavy and light chain.

3.3.4.6 Position-only paratyping

Given the sequence diversity within AML families, we adapted paratyping to cluster

based on similar paratope residue positions only, ignoring amino acid or physico-

chemical properties of the residues. This is similar to the adaptation of Ab-Ligity

to sequence-agnostic Ab-Ligity. Clustering in this way drastically reduced the num-

bers of clusters within an AML family to 5-10% of the number of standard paratyping

clusters (Table 3.12). Again, the Ab-Ligity hits often occupied different paratope clus-

ters. For example, the 476 sequences within the H13063+L16916 structural family

fell into 16 position-paratope clusters, compared to 207 standard paratyping clusters.

The 10 Ab-Ligity hits within this family were found in 6/16 position-only paratyping
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clusters, compared to 7/207 standard paratyping clusters. Thus, the paratope-based

clustering of expanded sequences does not appear to be a valuable way to identify or

stratify the identification of potentially-binding antibodies from this AML.

AML structural family
Position-only paratope

clusters
Clusters containing

Ab-Ligity hits
H10243+L3513 2 1 (18 hits)
H12545+L44982 5 3 (7 hits)
H13063+L16916 16 6 (10 hits)
H1621+L94608 5 3 (10 hits)
H54157+L112494 4 2 (9 hits)
H54157+L76109 2 2 (9 hits)

Table 3.12: Position-only paratope clustering of hit AML structural families to 4i18
(similar to 4i18 using Ab-Ligity scoring). Clustering encompassed heavy and light
chains, with a similarity threshold of 0.75. The number of position-only paratope clus-
ters containing hits to 4i18 based on Ab-Ligity similarity score from each structural
family was noted (and the number of hits contained within these clusters).

3.4 Discussion and future work

In this chapter, we have demonstrated that the existing techniques of Ab-Ligity and

paratyping can identify sequence-dissimilar antibodies binding to the same epitope,

based on paratope similarity. Our analysis of the methods’ performance on known

paratope-epitope pairs in SAbDab showed that paratyping missed similar antibodies

more frequently than Ab-Ligity, as the method relies entirely upon sequence infor-

mation, whereas Ab-Ligity can identify structural similarities in sequence-dissimilar

antibodies. The methods largely identified the same hits (antibodies which were sim-

ilar), though with a small number of differences; inaccuracies within antibody models

disrupted Ab-Ligity similarity scoring, while paratyping missed some antibodies with

dissimilar paratope sequences which shared structural and physicochemical similari-

ties.

We incorporated these techniques into a pipeline to identify antibodies likely to

bind to a target epitope, with and without knowledge of a known binding antibody.

Our aim was to develop a method which could identify likely binders within a database

or repertoire of antibody sequences. We evaluated AMLs, where multiple sequences

can map onto each public antibody structure. This allowed for screening of a greater
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number of antibodies more quickly than if searching through all sequences individ-

ually (similarity calculations to thousands of structures vs millions of sequences).

We tested our approach on two versions of an AML, which utilised differing cluster

methods. We found substantial differences in the number of antibodies we predicted

as similar to our target using the different AMLs, suggesting the methods for AML

generation have a large impact on subsequent analyses.

For two antibodies to bind to the same epitope, they likely have similar paratope

structure, to fit close enough to the epitope to form interactions, without clashes, and

similar key paratope residues which can form interactions with the epitope. When

comparing antibodies to those in the AML using methods which include sequence

or physicochemical information, such as Ab-Ligity, we relied on the one sequence

assigned to that AML modelled structure. We attempted to negotiate this using

two approaches, developing a sequence-agnostic method of Ab-Ligity which looked at

paratope structural similarity only, and also by representing AML families as PSSMs

using average CDR sequence identity, clonotype and paratype for better sequence-

based comparisons. We found that the PSSM method was unable to accurately and

robustly identify the Ab-Ligity hits from non-hits. We believe this may be due to

sequence diversity within structural families. Using the sequence-agnostic method

meant that we could first identify structurally similar paratopes, and subsequently

evaluate the sequences that mapped onto these structures. Despite assessment of dif-

fering similarity thresholds, we were unable to find a sequence-agnostic threshold with

an appropriate balance of false positives and false negatives; the method could either

predict many structures as similar, or fewer structures which then missed structures

which Ab-Ligity identified as hits. If many structures were predicted as similar, we at-

tempted to then further evaluate these structures and the sequences which mapped to

these structures. We performed clonotyping, paratyping and position-only paratyping

on the sequences within each AML structural families to see if we could successfully

group the sequences predicted by Ab-Ligity to be similar to our target antibody. We

found many unique clonotypes, paratypes and position-only paratypes within each

structural family, with hits spread across different groups.

Whilst the sequence-agnostic Ab-Ligity could be used to identify structurally sim-

ilar families, and then the expanded sequences evaluated using sequence-specific Ab-

Ligity, this could still involve many thousands of similarity calculations, depending on

the similarity threshold used for sequence-agnostic Ab-Ligity and the number of AML

94



structural hits. An alternative option to explore could be using sequence-specific Ab-

Ligity to identify AML hits but using, instead of the representative cluster sequence,

an ‘average’ sequence - for example, based on the most common physicochemical

groups at each position in the sequence from the family members.

Our approach aimed to use a database of known paratope-epitope pairs (SAbDab)

to predict likely binding antibodies to a target crystal structure of an epitope. This

could allow us to predict a paratope for a given epitope, which could then be used to

inform therapeutic antibody design, either as a template or as a tool to then search

for similar antibodies within databases, repertoires or AMLs. At the time of this

research, SAbDab contained 2258 antibody-antigen co-crystal complexes involving a

protein antigen, with only 924 non-redundant antibodies (based on 100% sequence

identity). The biases within SAbDab and the PDB, and the limited number of these

known paratope-epitope pairings, imposed limitations in the ability to successfully

identify similar epitopes. Even when using some SAbDab epitopes as targets, we

were unable to find similar epitopes within SAbDab. If a novel antigen had a struc-

ture solved, with a known epitope, it is unclear whether an appropriate similar epitope

could be identified. We also assumed that antibodies with similar paratopes bind to

the same, or similar, epitopes, which is not always true; antibodies may have similar

paratopes, sequence and/or structure but bind to different epitopes and antigens.

Since our research, Aguilar Rangel et al. have used a similar approach to attempt

epitope-to-paratope design, but focused on identifying likely binding antibody frag-

ments rather than full paratopes. Instead of using known paratope-epitope pairs, the

authors generated a database of CDRs and CDR-like proteins from SAbDab and the

PDB, and their corresponding epitopes. They then compared fragments of a target

epitope crystal structure or modelled structure to their database to identify potential

CDRs that would bind to the epitope fragment (Aguilar Rangel et al. 2022). These

CDRs could then be grafted onto an antibody scaffold. This approach increases the

likelihood of finding an epitope fragment with similarity to the target epitope.

As more paratope-epitope data becomes available, we may be able use this in-

formation to understand more about the relationship between paratope-epitope pair-

ings and use this to inform therapeutic antibody design. The number of antibody-

antigen structures deposited in the PDB is increasing every year; as of November
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2022, SAbDab contains 4112 antibody-antigen complexes involving a protein or pep-

tide antigen (Schneider et al. 2022b). There have also been substantial developments

in antibody modelling and in paratope prediction since this research was conducted

(Abanades et al. 2022a; Chinery et al. 2023). We are now able to model antibodies

more quickly and with higher accuracy. This means that tools relying on antibody

models, such as Ab-Ligity, could be used on larger datasets where previously sequence-

based methods such as paratyping may have been preferred. Revising our pipeline

using improved antibody models, with better prediction of paratope residues, and

a larger SAbDab database, may improve performance. Advances in structure-based

representations of proteins as graphs and sequence based representations using natu-

ral language processing embeddings (see Chapter 1, Section 1.2.5) may also be useful

in comparing both epitopes and antibody paratopes to assess similarity.
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CHAPTER 4

Structural Profiling of Antibodies to Cluster by Epitope

This chapter contains material reproduced from:

Robinson, S.A., Raybould, M.I., Schneider, C., Wong, W.K., Marks, C., Deane,

C.M. (2021). Epitope profiling using computational structural modelling demon-

strated on coronavirus-binding antibodies. PLoS computational biology, 17(12),

e1009675.

I am a co-first author on the paper alongside Dr. Matthew Raybould. I conducted

the analysis of available cocrystal structures of coronavirus-binding antibodies to de-

velop the understanding of the epitopes on the SARS-CoV-2 receptor binding domain

(RBD). I assessed the sequence and structural diversity of antibodies within these

epitopes, including agreement with published epitope group information and analysis

of antibody interactions with epitope residues. I analysed the largest structurally-

convergent cluster of SARS-CoV-2 RBD binding antibodies to assess the conservation

of paratope residues. Following the paper publication, I performed updated analysis

on the Coronavirus Antibody Database (CoV-AbDab) including use of more recent

antibody modelling methods. I have also contributed to the curation of the Coron-

avirus Antibody Database, CoV-AbDab, with the addition and update of over 4000

entries.

This chapter also includes unpublished research on malaria antibodies which was

a collaboration with Professor Simon Draper’s group from the Department of Bio-
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chemistry, University of Oxford - in particular with Dr Kirsty McHugh, Dr Francesca

Donnellan and Jordan Barrett.

4.1 Introduction

Identifying the site which an antibody binds, the epitope, is a key step in understand-

ing the function of an antibody and its potential as a therapeutic. Experimental

determination of epitopes can be achieved through laboratory techniques to assess

antibody-antigen binding (see Chapter 1, Section 1.4); however, these techniques are

time and resource intensive and therefore not suitable if investigating thousands of

antibodies. Computational methods to predict the epitope information, using avail-

able sequence or structural data, would be a useful tool to select antibodies for further

therapeutic development.

The COVID-19 pandemic has generated worldwide efforts to isolate and charac-

terise antibodies able to confer protection against SARS-CoV-2. Hundreds of studies

have released data on diverse antibodies and nanobodies capable of binding at least

one coronavirus antigen (Raybould et al. 2021a). Due to the huge number of individ-

uals infected by SARS-CoV-2, most of the reported coronavirus-binding antibodies

have been sourced directly from the blood of convalescent human patients. The pri-

mary technique used to identify such binders is ‘serum baiting’, where an extracellular

coronavirus antigen (often the receptor binding domain (RBD)) is used to pan do-

nated blood serum directly for complementary antibodies (Yan et al. 2020; Yang et al.

2020). Deep sequencing of the SARS-CoV-2 convalescent BCR repertoire can also

be utilised, which can implicate particular expanded antibody lineages as important

to adaptive immunity, without biasing towards a chosen antigen bait (de Assis et al.

2021; Galson et al. 2020; Zhao et al. 2005). Other antibody discovery methods have

included mining surface display libraries, challenging and harvesting transgenic ani-

mals, and antibody engineering (Raybould et al. 2021a).

The Coronavirus Antibody Database (CoV-AbDab) includes sequence and, where

possible, structural information of coronavirus-binding antibodies and nanobodies

sourced from patents and the academic literature (Raybould et al. 2021a). One way

to use this collated data is to look for similarities between binders. For instance,

when a novel antibody is antigen-baited out of SARS-CoV-2 response serum, or is

identified as an expanded clonal lineage post-SARS-CoV-2 infection, one can assess

98



whether it bears resemblance to any other antibody previously reported to bind a

coronavirus. This resemblance can then be used to predict functional properties of

the newly-isolated antibody, such as its epitope.

A common way to cluster antibodies into such functional groupings is clonotyping

(see Chapter 1, Section 1.5.4.1). This can be performed in several different ways

depending on the criteria for clustering. For example, strict Fv-clonotyping requires

identical VH and VL V and J genes, identical CDRH3 and CDRL3 lengths and sim-

ilar sequence identities (using a threshold close to 100% per CDR3 region) (López-

Santibáñez-Jácome et al. 2019). This approach typically yields tight and functionally-

significant clustering but is severely limited by its ability to bring together all antibod-

ies able to engage a particular epitope (Kovaltsuk et al. 2017; Richardson et al. 2021;

Wong et al. 2021). As a result, leniency is often introduced to the clonotyping pro-

tocol, by lowering the sequence identity threshold to 80% (Soto et al. 2019), ignoring

J gene annotations, and/or only considering the heavy chain (VH-only clonotyping)

(Galson et al. 2020). Convergent lenient VH-only clonotypes have been identified be-

tween multiple SARS-CoV-2 infected or convalescent individuals (Bullen et al. 2020;

Kreye et al. 2020; Montague et al. 2021; Robbiani et al. 2020; Schultheiß et al. 2020;

Sokal et al. 2021; Zhang et al. 2020) and across different studies, for example the

overlap between the clonotypes found by Galson et al. 2020 and Nielsen et al. 2020.

Several papers have compared BCR sequences from individuals to verified SARS-

CoV-2 binders in CoV-Ab-Dab and identified clonal similarities, e.g. Bullen et al.

2020; Galson et al. 2020.

Despite this, the clonotypes found to be enriched or to bear similarity to CoV-

AbDab antibodies post SARS-CoV-2 exposure often differ across studies (Ju et al.

2020; Xiang et al. 2022; Yuan et al. 2021). This may be partly due to the small sample

sizes used in individual studies, and the intrinsic biases in individual VJ gene usage;

Xiang et al. found a larger variation between individuals within a cohort (healthy,

or three different severities of COVID symptoms) than between cohorts (Xiang et al.

2022). Another contributing factor is clonotyping itself. Levels of functional conver-

gence may in fact be higher than implied even by lenient clonotyping, as antibodies

that derive from different lineages can engage the same epitope. The evidence for this

phenomenon has been growing over recent years (Kovaltsuk et al. 2020; Raybould et

al. 2021b; Rees 2020; Richardson et al. 2021; Wong et al. 2021). For example, solved
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structures of antibody-antigen complexes reveal pairs of antibodies with different ge-

netic origins but sufficiently similar binding site geometry and paratope similarity

that they bind to the same antigen with near-identical binding modes (Richardson

et al. 2021; Wong et al. 2021). Furthermore, given that individuals’ naive repertoires

typically share very few clonotypes (Briney et al. 2019; Soto et al. 2019) and yet are

often found to respond to similar ‘immunodominant’ epitopes, it follows that multiple

evolutionary routes may lead from low-moderate affinity naive BCRs to high affinity

antibodies against the same antigen surface region. This is supported by statistical

arguments showing the implausability of a purely “random repertoire” for an efficient

immune response (Arora and Arnaout 2020; Rees 2020). Epitope immunodominance

could be rationalised via the existence of a more ‘public’ set of backbone structures

in the BCR repertoire and the concept that BCRs with similar topologies and suf-

ficient chemical complementarity engage the same epitope (Raybould et al. 2021b;

Rees 2020).

Structural comparisons offer a way to analyse antibody data over and above

clonotype-based approaches. Analysis of epitope regions using solved structures and

competition assays of SARS-CoV-2—binding antibodies has already revealed discrete

antibody binding sites (Dejnirattisai et al. 2021; Yin et al. 2021). However, such as-

sessments are very biased towards RBD-binding, neutralising antibodies, whose ther-

apeutic potential renders them worth the expense and effort of structure determina-

tion. The vast majority of datapoints in CoV-AbDab do not have solved structures

and must instead be structurally modeled.

In this chapter, we describe our novel computational method for epitope profiling

based on structural modelling and clustering, SPACE (Structural Profiling of Anti-

bodies to Cluster by Epitope). We began by structurally analysing CoV-AbDab to

enhance our functional understanding of coronavirus-binding antibodies. We anal-

ysed X-ray crystal structures of antibodies and nanobodies bound to SARS-CoV-2

antigens, showing both that structure is conserved more often than clonality across

same-epitope binders, and that paratope profiles typically involve multiple regions

of the antibody across both chains. This provided direct evidence that relatively

sequence dissimilar coronavirus-binding antibodies with high variable domain (Fv)

structural similarity are able to exhibit functional commonality. We then modelled

and structurally clustered the thousands of antibody Fv sequences in CoV-AbDab
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and show that 92% of multiple-occupancy structural clusters bin together antibod-

ies that bind to consistent coronavirus antigens/domains. We also showed that, in

accordance with our analysis of the SARS-CoV-2 X-ray co-crystal structures, the an-

tibodies within these structural clusters frequently transcend clonal lineages. This

not only demonstrates that our computational structural analysis pipeline provides

orthogonal information to clonotyping to improve antibody functional profiling, but

also that antibody immune responses to SARS-CoV-2 are likely to be even more con-

vergent than currently understood. Given recent improvements in protein modelling,

we re-performed our analysis using an improved antibody modelling tool, leveraging

deep learning rather than homology modelling, and obtained similar results with 94%

accuracy of epitope binning. We also applied our method to a set of malaria anti-

bodies where we found 93% epitope consistency, including across sequence-dissimilar

antibodies. Our results show that applying structural analytics to large class-specific

antibody databases will enable high confidence structure-function relationships to be

drawn, yielding new opportunities to identify functional convergence hitherto missed

by sequence-only analysis.

4.2 Material and methods

4.2.1 Data

4.2.1.1 Coronavirus antibody database (CoV-AbDab)

The Coronavirus Antibody Database (CoV-AbDab) contains available information

on coronavirus-binding antibodies and nanobodies identified in patents and the aca-

demic literature, including (where available) details on sequence, structure, epitope,

binding capabilities, neutralising capabilities and origin (Raybould et al. 2021a).

Two CoV-AbDab datasets of were analysed: one dated 11th March 2021 and one

dated 26th July 2022. The framework and 6 FREAD (Choi and Deane 2010; Choi and

Deane 2011) CDR loop databases, which were used during structural modeling to find

suitable homologous templates for each antibody region, were timestamped to contain

the quality-filtered contents of SAbDab (Dunbar et al. 2014) on 11th March 2021.

Quality filtering restricted templates to those solved by X-ray crystallography, with

a resolution ≤ 2.5 Å and a B-factor <80. These framework and FREAD databases

were used for the analysis of both March 2021 and July 2022 CoV-AbDab datasets.
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4.2.1.2 Solved co-crystal structures

Sixty solved X-ray co-crystal structures of antibodies and nanobodies bound to SARS-

CoV-2 were downloaded from SAbDab (11th March 2021). All antibodies were aligned

based on the coordinates of the cognate SARS-CoV-2-RBD chain using PyMOL func-

tions. Paratope residues were defined as any antibody residues with a heavy atom

within 4.5 Å of an antigen heavy atom. We refer to antibodies and nanobodies by

name as referenced in CoV-AbDab, using the nomenclature as set out in the literature

from which the antibody was sourced (see Table A1 and Table A2 for the names and

corresponding PDB codes of antibodies and nanobodies).

4.2.1.3 Malaria antibodies

257 paired Fv sequences of antibodies which bound to a specific malaria antigen

were provided by Dr Kirsty McHugh, Dr Francesca Donnellan and Jordan Barrett

from Professor Simon Draper’s lab in the Department of Biochemistry, University

of Oxford. Epitope community information was available for 240 of the antibodies,

identified through competition epitope binning assays (epitope communities were de-

fined as groups of antibodies which compete with one another). Ten shared epitope

groups were identified, in addition to 21 antibodies binding independent sites. Four

of the antibodies had published solved structures available.

4.2.2 Methods

4.2.2.1 Numbering scheme and region definitions

IMGT numbering (Lefranc et al. 2003) and CDR region definitions were used through-

out the analysis (Chapter 1, Section 1.2.4.3). ABodyBuilder uses North CDR defini-

tions in template selection. The CDR3 region is defined as the same residues by both

North and IMGT definitions (IMGT residues 105 - 117) in both the heavy and light

chains, meaning clonotype definitions are consistent regardless of region definition

(see Methods - Clonotyping).

4.2.2.2 ABodyBuilder

At the time of method development, ABodyBuilder (Leem et al. 2016) was the best

available antibody modelling tool. This method is described in full in Chapter 1,

Section 1.3.2.1. Full variable domain (Fv) sequences from the three datasets - 11th

March 2021 CoV-AbDab, 26th July 2022 CoV-AbDab and malaria - were submitted

to the ABodyBuilder antibody modelling tool with default Environment Substitution
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Score cutoffs. In the first instance, ABodyBuilder seeks to model antibody CDR

regions entirely by homology; i.e. to use the FREAD software (Choi and Deane 2010;

Choi and Deane 2011) to identify a CDR structural ‘template’ likely to be adopted

by each of the submitted antibody’s CDR sequences, considering backbone dihedral

angle compatibility and loop graftability onto the framework template. If no suitable

structural template can be found for a CDR sequence, ab initio or hybrid homology/ab

initio approaches must be used to predict the loop structure, adding uncertainty to

model quality (Marks et al. 2017). To ensure high model quality, only the models

for which ABodyBuilder used FREAD to homology model all six CDR loops were

carried forward for structural clustering. For further information on ABodyBuilder

and antibody modelling tools, see Chapter 1, Section 1.3.2.1).

4.2.2.3 Structural clustering of homology-template models

We developed the Structural Profiling of Antibodies to Cluster by Epitope (SPACE)

algorithm to structurally cluster antibody models.

Antibodies were first split by their combination of six CDR lengths. For each

unique CDR length combination, the first antibody in the list was selected as a

cluster centre and every subsequent antibody is fed into the following equation:√√√√∑(H1−H3,L1−L3)
X D2

X12
LX∑(H1−H3,L1−L3)

X LX

where the sum over X refers to each of the six CDRs, LX is the length of North CDRX,

and DX 12 is the Cα root-mean square deviation (RMSD) between the template used

to model CDRX in antibody 1 and antibody 2 respectively. If this formula equates

to a clustering threshold of ≤ 0.75 Å, the antibody is clustered with the first cluster

centre, otherwise it is held out for the next round of clustering. Once all the antibodies

have been considered relative to the first cluster centre, the algorithm progresses in

a greedy fashion to select the next unclustered antibody as the second cluster centre.

Greedy clustering was selected due to its simplicity, good performance, and speed,

ensuring scalability across larger datasets. The result is a set of structural cluster

centres and associated antibody Fv sequences, where each structural cluster only

contains antibodies with 6 identical CDR lengths. This algorithm is adapted from

the final step of Repertoire Structural Profiling (Raybould et al. 2021b).
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4.2.2.4 ABodyBuilder-ML

Sequences from the 26th July 2022 CoV-AbDab and malaria datasets were mod-

elled using the updated ABodyBuilder tool, ABodyBuilder-ML, featuring ABlooper

(Abanades et al. 2022a). ABlooper is an equivariant deep-learning based tool for

CDR loop structure prediction. This loop prediction replaces the step of the previ-

ous ABodyBuilder method where structural templates were used to homology model

CDR loops with FREAD and Sphinx (See Chapter 1, Section 1.3.2.2).

4.2.2.5 Structural clustering of non-homology-template models

ABodyBuilder-ML models were clustered using the CDR structuring clustering tool

(Brennan Abanades Kenyon, personal correspondence). Antibody models are first

clustered by CDR length, then by structural similarity using pairwise comparisons and

a greedy clustering algorithm, as with the original SPACE clustering described above.

Structural similarity is assessed by RMSD between ABlooper modelled CDR loops,

rather than the templates used to homology model CDRs (as no CDR templates are

used with ABlooper). Clustering thresholds of ≤ 0.75 Å and ≤ 0.50 Å were utilised.

4.2.2.6 ‘Domain-consistent’ structural cluster definitions

Multiple-occupancy structural clusters were each classified as ‘domain-consistent’ or

‘domain-inconsistent’ based on the CoV-AbDab binding metadata of their mapped

antibody sequences. For instance, the following examples of structural clusters would

each be considered as ‘domain-consistent’:

1. A structural cluster that only contains antibodies characterised as binding to

the same antigen and domain (e.g. all shown to bind the SARS-CoV-2 RBD).

2. A structural cluster that only contains antibodies characterised as binding to

internally-consistent domains (e.g. some antibodies labeled as spike N-terminal do-

main (NTD) binders and others labeled as S1 non-RBD binders; where the NTD is

a subdomain of S1 non-RBD).

3. A structural cluster that contains some antibodies that are characterised as

binding to the same domain, and others that bind to the same antigen without

domain-level resolution (e.g. 4 antibodies shown to bind the RBD, and 2 antibodies
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shown to bind to the full-length spike protein).

4. A structural cluster that only contains antibodies characterised to bind to the

same antigen, but no antibody has domain-level resolution (e.g. 5 antibodies all shown

to bind to the full-length spike protein, but none are localised to a particular domain).

The following structural clusters would both be considered ‘domain-inconsistent’:

1. A structural cluster that contains antibodies shown to bind to different antigens.

2. A structural cluster that contains antibodies that bind to the same antigen,

but to inconsistent domains (e.g. 3 antibodies that have been shown to bind the spike

RBD and 1 shown to bind the spike S2 domain).

4.2.2.7 Clonotyping

Clonotyping, clustering by clonotype, was performed using an in-house script. Our

lenient VH-clonotyping protocol groups antibody sequences with matching IGHV

genes, same length CDRH3, and ≥ 80% CDRH3 sequence identity, while our lenient

Fv-clonotyping protocol additionally requires cluster members to have a matching

IG[K/L]V gene, same length CDRL3, and≥ 80% CDRL3 sequence identity. These are

lenient clonotyping threshold conditions by community standards (López-Santibáñez-

Jácome et al. 2019), as the CDR3 sequence identity threshold is set to its typical

lower bound and there is no requirement for cluster members to map to the same J

gene. We chose to use this definition in our analysis to ensure that antibodies from

different lenient clonotypes would not be grouped together by standard clonotyping

approaches.

4.2.2.8 Paratyping

Paratyping (Richardson et al. 2021), clustering by predicted paratope similarity, was

performed using Paragraph (Chinery et al. 2023) (see Chapter 1, Section 3.2.2.2). Us-

ing modelled antibody structures, Paragraph predicts the probability of each residue

(within CDR residues +2) being in the paratope, using graph neural networks. The

standard paratope identity threshold of 0.734 was used. Antibodies were clustered if

paratopes had > 75% similar identity.
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4.2.2.9 Arpeggio

Arpeggio (Jubb et al. 2017) was used to analyse the solved crystal structures of

SARS-CoV-2-binding antibodies. Epitope residues were defined as those within 4.5

Å of the antibody in the crystal structure. Analysis of the paratope-epitope interac-

tions between antibodies and the SARS-CoV-2 RBD in the cocrystal structures was

conducted, including overlap of epitope residues between clustered antibodies.

4.3 Results

4.3.1 Sequences and structures in CoV-Ab-Dab

The growth of coronavirus-binding antibody and nanobody data in CoV-AbDab since

its public release on 7th May 2020 has been substantial. The availability of sequence

data rose much more rapidly than structural data at the start of the pandemic,

stabilising at a level roughly an order of magnitude higher. The availability of solved

structures stood at 449 solved antibody and nanobody structures as of 26th July

2022 (across 9,579 entries with full sequence information), compared to 132 solved

structures in March 2021 (across 2180 entries with full sequence information).

4.3.2 Analysis of SARS-CoV-2—antibody structural complexes

Experimentally-solved structures allow us to analyse the diversity of antibody geome-

tries and paratopes that engage coronavirus antigens (Barnes et al. 2020; Dejnirattisai

et al. 2021; Yin et al. 2021). At the time of the study (11st March 2021), CoV-AbDab

(Raybould et al. 2021a) referenced 2,304 antibodies and 420 nanobodies able to bind

to a coronavirus, with 132 having at least one solved structure. 111 of these solved

structures were binders to SARS-CoV-2, of which 91 were solved in complex with the

cognate antigen.

A total of 48 antibodies and 12 nanobodies had at least one published solved

X-ray crystal structure in complex with SARS-CoV-2, all binding to the spike RBD

(Bertoglio et al. 2021; Clark et al. 2021; Dejnirattisai et al. 2021; Du et al. 2020; Guo

et al. 2021; Huo et al. 2020; Hurlburt et al. 2020; Jones et al. 2021; Ju et al. 2020; Kim

et al. 2021; Koenig et al. 2021; Kreye et al. 2020; Liu et al. 2020a; Liu et al. 2020b;

Piccoli et al. 2020; Rapp et al. 2021; Robbiani et al. 2020; Rogers et al. 2020; Rujas

et al. 2021; Shi et al. 2020; Thomson et al. 2021; Wrapp et al. 2020; Wu et al. 2020a;

Wu et al. 2020b; Wu et al. 2020c; Xiang et al. 2020; Yao et al. 2021; Zhou et al. 2020)
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(see Table A1 and Table A2 for names and PDB codes). A further 31 antibodies

and nanobodies were solely structurally characterised by cryo-EM (Raybould et al.

2021a). In our analysis we focused on the 60 crystal structures in order to determine

more precise antibody binding site topologies and paratope profiles.

4.3.2.1 Epitope binning

Inspecting the 48 antibodies solved by X-ray crystallography in complex with the

RBD, 46 appear to fall cleanly into the binding regions previously defined by Dejni-

rattisai et al. 2021 (only approximate as the original clustering was performed via

competition assays (see Chapter 1, Section 1.4)). These binding regions are based

on representation of the RBD as a human torso, with epitope regions at the ‘neck’,

left and right ‘shoulders’, and left and right ‘flanks’. The 2/48 remaining antibodies

spanned the left and right ‘shoulder’ regions (Table A1). Interestingly, most of the

nanobodies could also be assigned to these predefined regions (9/12, see Table A2).

Figure 4.1: a) A cartoon representation of the 22 antibodies in the RBD ‘neck’
cluster binding to the SARS-CoV-2-RBD (salmon) [PDB code 6xc2] at a similar
site to ACE-2. See Table A1 for PDB codes of the 22 antibodies. b) A cartoon
representation of ACE-2 (cyan) binding to SARS-CoV-2 RBD (salmon) [PDB code
6vw1]. C) The CDRH3 sequences represented across the 22 RBD ‘neck’-binding
antibodies. Lenient VH-clonotypes are separated with solid lines, with the cluster
representative highlighted in bold font.

Structural alignment of the RBD of all complexes reveals that the 22 antibodies
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that bind to the ‘neck’ (as termed by Dejnirattisai et al. 2021) have high structural

conservation (Figure 4.1A). These antibodies all compete for the ACE-2 receptor

binding site (Figure 4.1B). Dejnirattisai et al. identified 13 IGHV3-53/IGHV3-66-

derived antibodies engaging this binding site. Even from relatively early in the pan-

demic, it was clear that a disproportionate number of antibodies reported as able to

block ACE-2 binding exploited the IGHV3-53/IGHV3-66 genes (Barnes et al. 2020;

Dejnirattisai et al. 2021; Raybould et al. 2021a); IGHV3-53/IGHV3-66 antibodies

appeared significantly more often as binders of this region than would be expected by

their abundance in healthy antibody repertoires. Banach et al. realised that many

of the coronavirus-binding antibodies deriving from the IGHV3-53/IGHV3-66 genes

possess a conserved set of structural motifs that enable complementarity to a SARS-

CoV-2 RBD epitope (Banach et al. 2021). Our analysis reiterates the importance of

these V gene origins in engaging this highly conserved binding site: 19/22 (86%) of

the antibodies align closest to the IGHV3-53 gene, while the remaining 3 align closest

to IGHV3-66.

Despite the highly similar V genes, these 22 tightly structurally-clustered antibod-

ies represent 15 different ‘lenient VH-only clonotypes’ (Figure 4.1C) - where clustered

antibodies have the same CDRH3 length, 80% CDRH3 sequence identity, and iden-

tical heavy V gene (see Methods). This corresponds to 18 ‘lenient Fv-clonotypes’

when the light chain is also considered (clustered antibodies must also have the same

CDRL3 length, 80% CDRL3 sequence identity, and an identical light V gene, see

Methods). The analysis of the co-complex structures of these 22 antibodies suggests

highly similar functionality, which cannot be wholly identified through clonotyping.

Even using lenient clonotype definitions, the antibodies would not be grouped to-

gether, so their similar binding mode and functional similarity would be missed.

Dejnirattisai and colleagues also highlighted an antibody binding cluster located

away from the ACE-2 binding site, the ‘left flank’ (Dejnirattisai et al. 2021). This

binding region contains four antibodies, EY6A, CR3022, S304 and COVA1-16, (see

Methods and Table A1 for antibody naming conventions). As shown in Figure 4.2A,

these antibodies appear to bind to slightly different areas. In our analysis, we identify

one antibody (MW06) and four nanobodies (VHH U, VHH V, VHH W and VHH-

72) all able bind to the ‘left flank’ binding region (Figure 4.2A). We highlight the

antibody pair of EY6A and S304, which are structurally similar and adopt a common

binding mode to the same RBD epitope (Yin et al. 2021) but share only 43% CDRH3
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sequence identity (Figure 4.2B) so could not have been identified as binding to the

same site by sequence data alone.

Figure 4.2: a) The CDRH3 loops of nanobodies and antibodies of two binding regions,
the ‘neck’ and ‘left flank’, binding to SARS-CoV-2 RBD (salmon). The ‘neck’ cluster
includes 22 antibodies (red). The ‘left flank’ region includes five antibodies (four
antibodies identified by (Dejnirattisai et al. 2021) are in orange, antibody MW06
is in magenta) and four nanobodies (blue). MW06 and the nanobodies were not
included in the analysis by (Dejnirattisai et al. 2021). See Table A1 and Table A2
for antibody and nanobody PDB codes respectively. b) A ribbon representation of
sequence dissimilar antibodies S304 (blue) and EY6A (green) binding to the SARS-
CoV-2-RBD (salmon). The CDRH1, CDRH2 and CDRH3 loops are illustrated in
cartoon. The CDRH3 sequences of the two antibodies are shown, with dissimilar
residues indicated in bold.

Even across the relatively small number of solved SARS-CoV-2—antibody struc-

tures, we can see numerous examples of functionally and structurally similar anti-

bodies that would not be grouped by sequence clustering alone. Grouping antibodies

into sets that have similar structures therefore represents an orthogonal and promising

approach by which to highlight the potential functional commonalities of sequence-

dissimilar antibodies.

4.3.2.2 Paratope analysis

We analysed the binding interfaces across the set of 48 antibodies, to investigate

whether structure needs to be conserved across the whole Fv, or whether conserva-
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tion over particular binding regions is typically sufficient.

An average of ∼67% of paratope residues were found to lie on the heavy chain

while ∼33% resided on the light chain. The percentage of paratope residues donated

by the most hypervariable region, the CDRH3 loop, varied from just 9% up to 58%.

As expected, structures with longer CDRH3 regions tend to exhibit more CDRH3-

dominated binding; the paratopes of the nine antibodies with CDRH3 length ≥ 19

on average comprised 41% CDRH3 residues. For the 22 highly structurally-conserved

antibodies in the RBD neck epitope region, an average of 23% of the paratope residues

originate from CDRH3 (range 8-34%).

These RBD neck-binding antibodies exhibit high levels of paratope residue conser-

vation across the CDRH1 and CDRH2 (Figure 4.3), which is also seen at the sequence

similarity level. This explains the predominance of the IGHV3-53/IGHV3-66 genes,

as the residues and topologies pre-encoded by this germline play a key role in neck

epitope complementarity. Paratope conservation is considerably less consistent across

the CDRH3 region, accounting for the 18 unique CDRH3 sequences seen across the

22 antibodies. For such epitopes, a clonotyping framework (which conditions on high

CDRH3 sequence identity being a pre-requisite for same-epitope binding), will clearly

fail to capture the functional similarity of the spectrum of cognate antibodies.

For those antibody paratopes that use CDRH3 sparsely, the paratope is mostly

drawn from the CDRH1, CDRH2, CDRL1 and CDRL3 residues, with occasional

amino acids provided by the framework regions (FWRs). In particular, a serine

residue at position 83 and/or glycine at position 84 of the light chain (part of FWRL3)

are disproportionately involved in binding. These residues were found in 18/48 (38%)

of crystallised-antibody paratopes, of which 15 are from the ‘neck’ structural cluster.

Using Arpeggio (Jubb et al. 2017) to identify the type of binding interactions these

FWRL3 residues were involved in, 9 paratopes contained hydrogen bonds between

L83 and the RBD, specifically to RBD residue 498 in 8/9 cases. ‘Neck’ antibodies

were found to interact with more epitope residues than other groups (average of 31.7

epitope residues per antibody, compared to only 20.1 residues in the ‘left shoulder’

group) (Table 4.1). Variation in the number of epitope residues was seen amongst an-

tibodies from the same epitope region; within the ‘neck’ group the number of epitope

residues bound ranged from 17 to 38. Only 5 epitope residues were shared between

all members of the group, though 23 residues were found in most (90%) of group
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Figure 4.3: CDR paratope conservation and divergence across the 22 antibodies in
the ‘neck’ cluster. Frequency indicates the number of times an amino acid was seen
at each IMGT-defined CDR position (Lefranc et al. 2003). Paratope residues are
coloured by side chain chemistry (black = hydrophobic, green = polar neutral, red
= acidic, blue = basic, purple = amide). Grey indicates amino acids present at
the positions but not in the paratope (within 4.5 Å of the SARS-CoV-2 antigen).
CDRL2 is not shown as it was found not to contain paratope residues. Produced
using Logomaker (Tareen and Kinney 2020).
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Epitope
group

Size
Average no. of antibody

epitope residues (min - max)
Total epitope residues

bound by group
Neck 23 31.7 (17 - 38) 47
Left

Shoulder
10 20.1 (13-26) 67

Right
Shoulder

6 21.2 (13 - 27) 54

Left
Flank

5 24.6 (22-27) 58

Right
Flank

2 22.5 (21 - 24) 39

Shoulder 2 23.0 (21 - 25) 29

Table 4.1: Analysis of structural epitope residues of antibodies by epitope group. The
average number of epitope residues bound by an antibody in each group is shown,
with the minimum and maximum number indicated in brackets, and the total number
of antigen epitope residues bound by antibodies within each group. Epitope residues
were defined as those within 4.5 of the antibody in the crystal structure. Analysis
was conducted using Arpeggio (Jubb et al. 2017).

members and 32 residues were found in over half of the antibodies (Figure 4.4). The

most variation was seen in the ‘left shoulder’ group, where no epitope residues were

bound by all 10 antibodies and 67 unique epitope RBD residues were bound in total

by all 10 antibodies.

Overall, current crystallographic knowledge of antibody-RBD co-crystal structures

suggests a number of distinct epitopes and a larger patch of overlapping epitopes near

the ACE-2 binding site. This dataset is biased towards neutralising antibodies; only

one antibody (CR3022) in this set is non-neutralising towards SARS-CoV-2. As re-

ported by Yuan and colleagues, consensus RBD mutations E484 and K417 impact the

binding and neutralisation of IGHV3-53/3-66 and IGHV1-2 encoded antibodies, and

do not impact CR3022 and S309 which bind elsewhere (Yuan et al. 2021). Many crys-

talised antibodies bind at epitopes containing RBD mutation sites E484, K417 and

N501; 30/34 (88.3%) of crystallised antibodies had interactions with these residues.

Overall, we conclude that structural conservation is important across the entire Fv,

to ensure that the paratope residues, which in most coronavirus-binding antibodies are

spread evenly throughout the CDRs, are held in equivalent topological positions. We

subsequently performed a comprehensive structure-based analysis on CoV-AbDab,
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Figure 4.4: Analysis of structural epitope residue overlap between antibodies within
an epitope group. The total number of epitope residues in a group is on the x axis,
with the y axis showing the percentage of antibodies which bind to that number of
the total epitope residues. For example, in the neck epitope group (blue): 5 residues
are shared by all 23 antibodies (100%), 32 residues are each bound by 13 antibodies
(57%) and 47 residues are in the epitopes of just a single antibody in the group (4%).

where 95% of SARS-CoV-2 binding antibodies had no solved structure and 27%

completely lacked binding-domain annotation.

4.3.3 Structural convergence across CoV-AbDab antibodies

As of 11th March 2021, just ∼5% (113/2,304) of the antibodies in CoV-AbDab had at

least one solved X-ray or cryo-EM structure, while∼90% (2,063/2,304) of the antibod-

ies had full Fv amino acid sequences. We used high-throughput homology modelling

approaches to approximate and analyse the geometries of this much broader set of

neutralising and non-neutralising antibodies able to bind to multiple coronaviruses,

antigens, and domains.

We used ABodyBuilder (Leem et al. 2016) to homology model the 2,063 antibody

entries in CoV-AbDab with full Fv sequences. This resulted in a total of 1,500 models
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in which every loop was entirely FREAD-modellable without any need for ab initio

loop modelling or backbone adjustment (see Methods); we focus on this subset of

models as we have the highest confidence in their accuracy (Kovaltsuk et al. 2020;

Leem et al. 2016; Raybould et al. 2021b). This represents 72.7% modellability across

the set of Fv sequences, a remarkably high percentage relative to recent studies on

both healthy and disease-related natural antibody datasets (Kovaltsuk et al. 2020;

Raybould et al. 2021b). Typically, only ∼ 40% of randomly-sampled human CDRH3s

can be homology modelled by FREAD. The increase in modellability is likely to be

related to the scientific effort that has gone into solving a large number of SARS-CoV-

2-binding antibody structures within the first year of the pandemic. It also hints at

a high degree of underlying structural convergence across the reported coronavirus-

binding antibodies in CoV-AbDab.

After modelling, we performed structural clustering. Briefly, Fvs with 6 modellable

CDRs were first clustered according to their combination of six CDR lengths, and

then further structurally grouped by a greedy clustering algorithm using the pairwise

structural RMSD between the selected FREAD template for each CDR region (see

Methods for a full description). The result is a set of predicted ‘structural clusters’,

each adopted by at least one Fv sequence. We term this algorithm Structural Profil-

ing of Antibodies to Cluster by Epitope (SPACE).

The 1,500 homology modelled Fv regions fell into 1,159 structural clusters, of

which 200 were adopted by more than one Fv sequence (‘multiple-occupancy’ struc-

tural clusters). In total, 541/1500 (36.1%) of the antibodies belonged to a multiple-

occupancy structural cluster.

When applied to an entire antibody repertoire, the number of antibodies with

similar structures but different functionalities is likely to be significant (Raybould

et al. 2021b). However, on ‘cleaner’ datasets such as CoV-AbDab, where every anti-

body has been shown to bind a coronavirus antigen (and often a particular domain)

in vitro, antibodies with similar Fv structures should have a high chance of binding

to the same surface region and therefore being complementary to the same epitope,

as demonstrated in our analysis of solved structures.

Nonetheless, inaccuracy in CDR structure prediction and/or the lack of consid-

eration for paratope residues can lead to misleading clusters of antibodies that have
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markedly different functionalities. Therefore, to assess (in the context of this large

disease-specific antibody database) how predictive belonging to the same structural

cluster is of engaging the same epitope, we estimated a pseudo-‘true positive’/‘false

positive’ ratio based on the consistency of the CoV-AbDab epitope metadata across

antibodies grouped into the same structural cluster. ‘Domain-consistent’ structural

clusters were classed as those only containing antibodies reported as binding to

internally-consistent antigen domains (see Methods).

A total of 184/200 (92%) of our multiple-occupancy structural clusters were

domain-consistent, indicating that structurally clustering with another member of

CoV-AbDab is likely to be highly predictive of function. Amongst the 16 structural

clusters considered to be ‘false positives’, the domain-inconsistent antibody within

four structural clusters (SC2, SC84, SC96, SC136) bore significant similarities to at

least one other antibody in the cluster, suggesting that some experimentally-deduced

epitope labels may be inaccurate. The original papers detailing the binding of the an-

tibodies support this possibility. For example, we classify SC2 as domain-inconsistent,

as it contains 8 antibodies that bind to spike outside the RBD (Li et al. 2021a; Zost

et al. 2020), and one (COVA2-32, Brouwer et al. 2020) labelled as binding to the

RBD. However, COVA2-32 only marginally met the area under curve threshold to be

classified as an RBD binder (see Figure 4 of Brouwer et al. 2020).

The remaining twelve ‘false positive’ structural clusters are likely to result from

a combination of inaccurate structural modelling and/or the fact that bearing the

same binding site structure does not guarantee functional commonality. We focus

our analysis on the 92% of domain-consistent structural clusters.

4.3.3.1 Epitope binning

Some members of a structural cluster can have a lower resolution of functional char-

acterisation than others, for example, they might be known to bind to the spike

protein, rather than specifically the RBD. In these cases, functional properties of the

less well-characterised antibodies can be inferred from other antibodies predicted to

adopt the same structure.

Thirty-one antibodies experimentally shown only to bind to the whole spike pro-

tein, or to bind the spike protein but not the RBD, can be localised to a more precise

epitope using our structural clusters. For example, three of the antibodies assigned
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to SC11 that were shown to bind the full-length spike protein, but not a soluble RBD

protein (Zost et al. 2020), can be inferred to bind to the S2 domain in the same

way as cluster members DH1147 and DH1149 (Li et al. 2021a). Similarly, CC12.24,

previously shown only to bind to the whole SARS-CoV-2 spike protein (Rogers et al.

2020), can be localised to the same binding site in the RBD as C139 (Robbiani et al.

2020) and COVOX-45 (Dejnirattisai et al. 2021) (SC57).

A further 62 antibodies fall into 19 structural clusters for which no antibody has

been resolved as binding to a particular domain. For some structures, the selected

FREAD templates could offer an indication of epitope specificity: the PDB structure

6nb8 (Pinto et al. 2020b, April 9) is used to model all three light chain CDRs in

at least one antibody assigned to SC6, SC15, and SC71, while 7ben (Dejnirattisai

et al. 2021) is used to model the CDRH3 in all four antibodies assigned to SC16.

The antibody in both of these PDB structures engages the SARS-CoV-2 RBD, which

could imply that the cluster groups RBD-complementary antibodies. Even ignoring

these indications, just 19 binding characterisation experiments could lend functional

annotations to over three-times the number of CoV-AbDab entries (62).

4.3.3.2 Evolutionarily-conserved epitope topologies across coronaviruses

Evolutionarily-conserved epitope topologies are implied by our structural clusters

that contain antibodies able to bind multiple coronaviruses. As an extreme example,

SC0 pools together a set of 13 IGHV1-69-derived antibodies, of which at least one

which has been shown to engage each of SARS-CoV-1, SARS-CoV-2, HKU1, 229E,

NL63, OC43, and MERS-CoV. More broadly, 69/184 (37.5%) of our structural clus-

ters contain an antibody shown on the current levels of data to have cross-coronavirus

binding potential. This number may be an underestimate, as several antibodies have

only been tested against a single coronavirus strain in vitro.

These epitopes could represent sites of particular vulnerability across coronaviruses;

antigen regions whose structure must be preserved for viral function. They therefore

reflect the most promising regions against which to design pan-coronavirus neutral-

ising antibodies, and could be exploited in epitope-focused vaccine design strategies

(Correia et al. 2014) to achieve a more broadly neutralising response.

The epitope and corresponding paratope residues within these binding sites will

differ between lineages, meaning that sequence-based clustering approaches would
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struggle to spot their functional commonality. Structural clustering can see beyond

paratope profiles to capture broader epitope topology conservation via the geometries

of their cognate antibodies.

4.3.3.3 Epitopes targetable by multiple species

A recent study has shown that mouse and human antibodies use a different distribu-

tion of CDRH3 structures, which also varies by B-cell maturation stage (Kovaltsuk et

al. 2020). This can be rationalised by their species-specific gene loci having different

predetermined structural biases and the fact that negative selection occurs against

different self-epitopes. Nevertheless, assuming that each CDR loop can only adopt a

finite set of geometries imposed by the loop closure criterion, and that many of the

same antigens would be considered pathogenic to both species, there ought to be some

structural overlap between human and mouse antibodies and therefore the potential

for some epitopes to be targetable by both species. These would be extremely hard

to identify by sequence alone, as human and murine gene loci are highly sequence

dissimilar.

We identified SC62, which groups human antibody Ab 511E7 (Han et al. 2021)

alongside two murine antibodies DK4 & DK7 (patent CN111978395A), which have

all been shown to bind the SARS-CoV-2 RBD - albeit only weakly in the case of

Ab 511E7. Even more remarkably, SC174 pools antibodies from different species

confirmed to bind to different coronaviruses; human antibody C131 (Robbiani et

al. 2020) binds SARS-CoV-2 RBD and is grouped with murine antibody F26G18

(Gubbins et al. 2005) shown to bind the full-length SARS-CoV-1 spike protein. Should

F26G18 be confirmed to engage the RBD, and the SC62 antibodies compete for the

same epitope, this would show the ability of structural clustering to identify cross-

coronavirus epitopes targetable by multiple organisms.

4.3.3.4 Structural clusters frequently span multiple clonal lineages

We analysed each of the 184 domain-consistent structural clusters to determine how

often the antibodies clustered together belonged to multiple lenient Fv-clonotypes.

A total of 88 (47.8%) contained at least one pair of antibodies from different lenient

Fv-clonotypes and 73 (39.7%) of the structural clusters contain at least two lenient

VH-only clonotypes. It is clear that antibodies with both heavy and light chains of

differing clonality can frequently co-exist within our structural clusters.
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Many structural clusters contain at least one pair of antibodies from the same

clonotype; this is unsurprising since the ‘near-identical sequence, similar function’ as-

sumption underpinning clonotyping experiments is often correct. However, the high

frequency with which we group antibodies spanning several clonotypes into the same

structural cluster recapitulates the findings of other papers (Kovaltsuk et al. 2017;

Richardson et al. 2021; Wong et al. 2021), and our earlier analysis on solved struc-

tures, that clonotyping cannot group together all antibodies capable of same-epitope

engagement.

In most cases where multiple clonotypes are found in the same structural cluster,

it is due to significant differences in the CDRH3 sequence. However, some clusters

such as SC134 (which pools COV2-2490 with H712061+K711727), contain many dif-

ferences across the entirety of the sequence (26 differences across VH, 27 across VL)

and align closest to different heavy V (IGHV3-7 vs. IGHV3-30) and light V (IGKV1-5

vs. IGKV1D-16) genes.

4.3.3.5 ‘Public’ response antibodies

‘Public’ antibodies, those that are raised independently across multiple individuals

against an immunodominant epitope, are of high interest to several fields of research,

from vaccinology to drug discovery (Forgacs et al. 2021; Marks and Deane 2020; Setliff

et al. 2018).

Several studies have already identified public SARS-CoV-2 response antibodies

based on convergence towards particular clonotype lineages (Bullen et al. 2020; Kr-

eye et al. 2020; Montague et al. 2021; Robbiani et al. 2020; Schultheiß et al. 2020;

Sokal et al. 2021; Zhang et al. 2020) but none have yet considered the fact that an-

tibodies from different lineages can exert similar functions. As demonstrated above,

structural clustering enables us to group together clonally-distinct antibodies with a

high chance of engaging the same epitope. We therefore examined our structural clus-

ters to reveal functionally similar groups of antibodies from different genetic lineages

that have been independently isolated across several different studies (i.e. ‘public

structures’).

A striking example of a public structure that spans multiple clonotypes is SC3

(Figure 4.5). SC3 contains nine antibodies from five independent sources, spanning

five lenient Fv-clonotypes. All antibodies align closest to the IGHV1-58/IGKV2-30
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gene transcripts but have sequence-diverse CDRH3s all containing a common intra-

loop disulfide bridge. The SC21 and SC24 clusters also map to these genes and

contain a disulfide bridge; antibodies assigned to SC21 and SC3 have identical CDR

lengths but are predicted to have different CDR structures, while SC24 is necessarily

classed as a separate structural cluster to SC3 as its CDRL3 loop is of a different

length (10 residues rather than 9). When aligned to the solved COVOX-253:RBD

co-crystal structure, SC3, SC21, and SC24 appear to all be topologically compli-

mentary to the same RBD epitope (Figure 4.5). The length-10, more protruding,

CDRL3 loop of SC24 is accommodated by the small G485 residue on the RBD, while

the CDRH3s across all three structural clusters protrude to a similar extent towards

residues F456-N460 on the RBD. The antibodies mapped to clusters SC21 and SC24

(from an additional three independent sources) comprise an additional three lenient

Fv-clonotypes, making a total of eight lenient Fv-clonotypes with potential same-

epitope complementarity.

This set of similar structures has been observed across eight independent studies

indicating that the corresponding epitope is immunodominant. Moreover, none of the

antibodies directly engage the carboxylate group of residue E484 (5 Å for length-10

CDRL3s or 11 Å for length-9 CDRL3s, with too acute an angle for hydrogen bonding)

nor the amide group of N501 (≥12 Å for all antibody topologies). This should make

them of particular interest as clones that might neutralise both wildtype SARS-CoV-

2 and the E484K/N501Y-containing variants of concern.

Soon after we identified this broad structural cluster, a preprint was released by

Schmitz et al. (Schmitz et al. 2021) showing that many IGHV1-58-encoded SARS-

CoV-2 binding antibodies have highly similar residues at equivalent paratope positions

(defined by the S2-E12 crystal structure (Tortorici et al. 2020)). On this occasion,

the other CDRH3 sequence-diverse antibodies hypothesised to have similar function

were shortlisted through inspection of their sequences; they all derive from IGHV1-58

germline and bear the -C(X)4C- motif within their CDRH3 loop (X4 representing four

non-cysteine residues). We have shown that structural modelling and clustering sup-

ports the theory that these antibodies are functionally similar, and offers a systematic

route to the identification of other sequence-diverse clusters of functionally-common

antibodies that do not bear such clearly conserved motifs.
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Figure 4.5: SARS-CoV-2 RBD-binding antibodies with similar predicted structure
that span multiple clonotypes. A representative of structural cluster 3 (SC3, cyan),
structural cluster 21 (SC21, orange), and structural cluster 24 (SC24, green) are
aligned in the context of the COVOX-253:RBD co-crystal complex (RBD in salmon).
The CDRH3 and CDRL3 structures are highlighted in cartoon representation. All
100% sequence non-redundant CDRH3 and CDRL3 sequences across the three struc-
tures are listed, grouped by lenient VH- or VL-clonotype, with the cluster repre-
sentative in bold. The alignment shows the various CDRH3 and CDRL3 structures
are likely to be topologically compatible with this RBD epitope. Residues E484 and
N501, commonly mutated in SARS-CoV-2 variants of concern, are highlighted as
sticks and coloured by default atom type. Closest heavy-atom distances between the
functional group (carboyxlate/amide heteroatom) and the different structural classes
of antibody are shown.

4.3.4 Updated CoV-AbDab analysis

4.3.4.1 Epitope binning of homology modelled structures

As of 26th July 2022, CoV-AbDab contained 8840 antibodies with full Fv sequences.

As with the previous analysis of CoV-AbDab from 11th March 2021, we used ABody-

Builder (Leem et al. 2016) to homology model the sequences, resulting in 6639 models

which passed our quality criteria (see Methods). This modellability is comparable to

that achieved for the March 2021 dataset (75.1%, previously 72.7%). Using SPACE,

we identified 879 ‘multiple-occupancy’ structural clusters with 89.2% epitope consis-

tency across clusters containing epitope information (Table 4.2), slightly lower than

the 92% epitope consistency previously achieved for CoV-AbDab. 108 clusters did
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not contain any specific epitope information.

ABB models ABB-ML models
Clustering threshold 0.75 0.75 0.5

Antibodies successfully modelled 6639 8685 8685
Clusters with ≥ 2 members 879 1231 948

Epitope consistency 89.2% 87.5% 94.3%
Largest cluster size 55 205 52

Table 4.2: Structural clustering of CoV-AbDab antibodies (time-stamped 26th July
2022). Models were created with ABodyBuilder (ABB) models and ABodyBuilder-
ML (ABB-ML). ABB models were clustered using RMSD across CDR templates used
in homology modelling; ABB-ML models were clustered using RMSD across predicted
CDR structures.

4.3.4.2 Epitope binning of deep learning modelled structures

Since our initial SPACE analysis of CoV-AbDab, there have been substantial advances

in antibody modelling. We therefore also generated antibody models using the latest

available tool, ABodyBuilder-ML (ABB-ML, see Methods) (Abanades et al. 2022a).

ABodyBuilder-ML does not use templates for homology modelling of CDR loops,

instead using deep learning.

Clustering the ABB-ML models with a 0.75 Å clustering threshold yielded 1231

multiple occupancy clusters, with 87.5% epitope consistency (117 clusters without

epitope information, 141 epitope-inconsistent clusters) (Table 4.2). Analysis revealed

one very large cluster of 205 antibodies, all RBD binders. This was 4x greater than the

largest structural cluster when using the ABodyBuilder models (size 55). The second

and third largest ABB-ML clusters were also very large, consisting of 148 members

and 136 members. The 148 member-cluster was epitope-consistent with 139 RBD

binders and 9 spike protein binders; the 136 member cluster was epitope-inconsistent

with 6 RBD binders, 18 non-RBD binders, 39 S2 binders and 73 spike binders.

Subsequently, we ran our analysis using a narrower clustering threshold of 0.5 Å

and achieved cluster sizes similar to those previously achieved with the ABB models

(largest cluster size 52). With this approach, 948 multiple occupancy clusters were

identified, with 94.4% epitope consistency (103 clusters with unknown epitopes, 48

epitope-inconsistent clusters). We continued to find examples of structural clustering

of diverse sequences. For example, a structural cluster contained 11 antibodies from
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V3-53/V3-66 germlines which form 8 lenient VH-clonotypes due to CDRH3 diversity

(9 lenient VH+VL clonotypes). CDRH3 sequence identity varies substantially across

the cluster, with pairwise CDRH3 identity ranging from 18-90% and several pairs

sharing < 28% (Figure 4.6). The antibodies originate from 8 different sources, from

SARS-CoV-2 recovered or vaccinated human subjects. Two of the 11 antibodies were

present in the March 2021 dataset and were clustered together - the remaining 9 have

been added to CoV-AbDab more recently.

Figure 4.6: SARS-CoV-2 RBD-binding antibodies with similar predicted ABB-ML
structures that span multiple clonotypes. Antibodies ADI-75774 (green) and R40-
1C8 (yellow) are members of NSC32 and share only 18% CDRH3 identity. The
antibodies are shown aligned to the RBD using solved structure of other cluster
member CV2.2325, PDB 7wf0 (salmon). CDRH3 and CDRL3 sequences across the
11-member structural cluster are listed, grouped by lenient VH- or VL-clonotype,
with the cluster representative in bold font.

4.3.5 Malaria

4.3.5.1 Epitope binning of homology modelled structures

We also tested our computational epitope binning method on a dataset of 257 an-

tibody sequences against a malaria antigen, with epitope community information

available for 240/257 (31 different epitopes, of which 10 are shared by multiple anti-

bodies). 204 antibodies were successfully homology modelled by ABodyBuilder and
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clustered with SPACE into 9 multiple occupancy structural clusters - all containing 2

members. 94 antibodies were not clustered due to having unique CDR length combi-

nations (the remaining 92 antibodies have the same CDR lengths as other antibodies

in the dataset but did not share structural similarity so were not clustered together).

Due to the number of unique length CDR antibodies, we also performed structural

clustering of non-CDR length matched antibodies using an adapted SPACE method

and obtained a further 9 multiple occupancy clusters.

55.6% (5/9) of CDR length matched clusters and 71.4% (5/7) non-CDR length

matched clusters were epitope consistent. Of the epitope consistent clusters, 2/5

CDR-length matched clusters and all non-CDR length matched clusters contained

differing clonotypes and paratypes. One non-CDR length matched epitope-consistent

cluster consisted of two antibodies with highly dissimilar sequences but bound to the

same epitope; the antibodies shared the same heavy chain V gene assignment but

different heavy chain J gene, light chain V and J genes, and CDR sequence identities

- 42% CDRH3, 37.5% CDRH2, 75% CDRH1, 45% CDRL3, 33% CDRL3 and 62.5%

CDRL1.

4.3.5.2 Epitope binning of deep learning modelled structures

We also modelled the malaria antibodies using ABB-ML and clustered the models

using the 0.5 Å clustering threshold. A higher number of structural clusters were

identified than with ABodyBuilder models, and with higher epitope consistency: 14

multiple occupancy CDR length matched clusters were obtained, with cluster sizes

of 2-6 members. 92.9% of clusters (13/14) were epitope consistent. The one epitope-

inconsistent cluster contained two antibodies with highly similar predicted structures

and similar sequences aside from 36% CDRH3 sequence identity (100% sequence iden-

tity over CDRH2 and CDRL2, 70% CDRH1, 83% CDRL1 and 80% CDRL3).

Of the 14 clusters, fewer than half contained antibodies from the same lenient

Fv-clonotype, which corresponded with lenient VH-only clonotype 6/14). Those that

were from the same lenient Fv-clonotype were often highly sequence similar, with

identical CDRH3 and CDRL3 regions. This was not the case for the other clusters;

in one cluster with antibodies from different lenient clonotypes, the two members

shared only 0.09% CDRH3 identity (though sequences were more highly conserved

across the other CDRs: 75% CDRH2, 70% CDRH1, 75% CDRL3, 100% CDRL2,
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80% CDRL1).

We found examples of antibodies which had been structurally clustered using

ABodyBuilder, but were no longer predicted to share similar structures based on

ABB-ML models. One epitope-inconsistent cluster was grouped based on ABody-

Builder model similarity but not based on ABB-ML model similarity, due to changes

in the predicted structure of the CDRH3 loop (Figure 4.7). The CDRH3 loop is the

most challenging antibody CDR to model due to the variability in the loop structure.

ABB-ML CDRH3 prediction outperforms ABodyBuilder (ABB-ML achieved average

CDRH3 prediction accuracy of 2.66 Å on a standard test set of SAbDab antibodies,

compared to 3.25 Å for ABodyBuilder); therefore we can expect the ABB-ML models

to be more accurate than the previous ABodyBuilder models (Abanades et al. 2022a).

This is reflected in the improved epitope binning accuracy seen when clustering the

ABB-ML models, compared to ABodyBuilder models.

Figure 4.7: Aligned models of CDRH3 loops from two epitope-dissimilar antibodies
(Ab1 and Ab2) clustered by SPACE based on similarity of ABodyBuilder structures
(pale pink, pale green) but not based on ABodyBuilder-ML (ABlooper) modelled
structures (dark green, dark pink).

4.3.5.3 Paratyping

We investigated the predicted paratope conservation across the malaria antibodies

using paratyping (Richardson et al. 2021). Paragraph (Chinery et al. 2023) was

used to predict which residues on the modelled structures would likely be involved

in epitope binding, and paratopes were clustered based on amino acid position and

identity. 9/10 paratype clusters identified were epitope consistent and 6/10 of these

overlapped with the SPACE structural clusters. Both paratyping and SPACE identify

the same 5 clusters which share lenient Fv clonotypes. The 3 epitope-consistent

124



clusters that are identified by paratyping and not SPACE have high paratope residue

similarity but other parts of the sequence are less conserved, leading to dissimilar

structure predictions.

4.4 Discussion and future work

We analysed solved X-ray crystal structures of antibodies and nanobodies bound to

SARS-CoV-2 from the perspective of their structural and paratope conservation, and

performed the first analysis of thousands of structural models of coronavirus-binding

antibodies reported in over 100 independent literature sources. We updated the

previously-reported sets of antibodies shown to bind to specific regions of the RBD

(Dejnirattisai et al. 2021) and demonstrated that the antibodies within these clusters

are often structurally similar but sequence dissimilar. For example, a cluster of 22

antibodies from 15 different lenient VH-clonotypes all approach the same SARS-CoV-

2 RBD ‘neck’ epitope with a closely-related binding mode. The paratopes of these

antibodies are highly conserved across the CDRH1 and CDRH2 regions (accounting

for the strong bias towards IGHV3-53/IGHV3-66 gene origins) while the CDRH3

sequence can diverge substantially in sequence identity. The same phenomenon was

observed for two antibodies solved engaging the RBD ‘left flank’ with a near-identical

binding mode but just 43% CDRH3 sequence identity. These scenarios represent a

problem for the functional interpretation of sequence-based clustering approaches

such as clonotyping; antibodies that are functionally similar would be binned into

different clusters. Inspired by the structural similarity of antibodies that bind to the

same epitope, we predicted and clustered the structures of the broad set of antibodies

documented in CoV-AbDab (Raybould et al. 2021a) using our SPACE algorithm.

We first performed this with the available homology-based antibody modelling tool

ABodyBuilder (Leem et al. 2016), and subsequently used a more recent deep-learning

based method, ABodyBuilder-ML (Abanades et al. 2022a), which does not rely on

CDR loop homology templates and has higher modelling accuracy. We also clustered

a set of malaria-binding antibodies for which epitope information was available.

We found that structural clustering using both homology modelling and non-

homology approaches achieves a very high accuracy of epitope binning. Our homol-

ogy modelling analysis showed 92% of multiple-occupancy structural clusters grouped

coronavirus-binding antibodies reported to bind to consistent domains, based on the

available levels of epitope information. Using deep-learning based modelling, we
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achieved 94% epitope consistency on coronavirus-binding antibodies and 93% for

malaria-binding antibodies. This suggests that we can use our method to predict the

epitopes of many as-yet uncharacterised binders, as well as prospectively to predict

the epitopes of newly-isolated binding antibodies. These structural clusters also of-

fer a unique perspective on the data that can not be identified through standard,

sequence-based clonotyping. First, they can functionally-associate antibodies that

derive from highly distinct clonal lineages; around 40% of our CoV-AbDab structural

clusters and 50% of malaria structural clusters contain at least two antibodies from

different lenient VH-clonotypes. Our CoV-AbDab clusters also functionally connect

disease-response antibodies that originate from different species, which is of interest

in the study of functional crossovers between immune repertoires that exploit differ-

ent gene loci. Moreover, they can reveal which epitope topologies are likely to be

conserved across coronavirus strains, helping to co-ordinate efforts to design prophy-

lactics towards more fruitful sites for pan-coronavirus neutralisation.

Such powerful structure-function relationships are likely only possible due to the

collation of clean, high confidence binding data. Our work demonstrates the clear

value of building large class-specific databases of antibody-binders against extracellu-

lar disease-associated antigens. We hope to create similar datasets for other pathogen

families and suspect others will do the same, enabling the validation of computational

structural profiling in multiple different disease contexts. We were excited to find our

method achieved high epitope binning accuracy on a smaller dataset of only 257

malaria-binding antibodies, though a smaller proportion of antibodies were able to

be grouped into multiple occupancy clusters to infer properties compared to the larger

CoV-AbDab datasets. Adjustment of the clustering similarity thresholds may allow

a higher number of antibodies to be grouped, and potential functionality ascribed,

but also leads to lower accuracy of epitope binning.

In addition to offering functional annotations to as-yet uncharacterised antibod-

ies, these databases could also be used to identify important gaps in structural space.

This would ensure that time-consuming experimental structure determination efforts

are targeted towards sets of antibodies that yield maximal functional insight. For

structural clusters with limited existing epitope knowledge, a central antibody could

be selected for structural evaluation with the cognate antigen, enabling the func-

tional annotation of many other antibodies in the same structural cluster. Similarly,

structurally modelling the entire database reveals which antibodies cannot currently
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be accurately modeled and should therefore be prioritised for experimental structure

characterisation.

An open question remains as to how strictly an antibody’s structure needs to be

conserved to engage the same epitope. This is likely to be highly epitope dependent.

For example, for epitopes naturally suited to VH-dominated engagement, less selec-

tion pressure would act upon light chain structure and vice versa, while some epitope

topologies and environments (e.g. extent of glycosylation) may also exert different

levels of pressure on complementary antibody geometries.

Overall, our results show that structural information via computational model-

ing enhances the picture of disease-characteristic convergence across SARS-CoV-2

response antibodies. It is clear that while clonotyping COVID-19 antibody reper-

toires can offer an indication for which epitopes are public in the response, they risk

understating the true levels of same-epitope reactivity across individuals. Accurately

capturing the functions of the antibodies raised during the immune response is critical

when evaluating vaccine efficacy, both against the injected viral strain and against new

variants of concern that may arise and alter the immunogenicity of certain epitopes.

Structure prediction and clustering has a crucial role to play alongside clonotyping

to yield the maximum functional inference from the vast amount of disease-specific

antibody data available.

Developments of the SPACE method could include benchmarking the accuracy of

clustering non-CDR length matched antibody sequences. Currently, the definition of

the structural clusters includes only antibodies with the same set of 6 CDR lengths.

Antibodies with differing CDR lengths can adopt highly similar structures and bind

to the same epitope (Figure 4.5). Relaxation of this criteria would likely result in

better recall of clustering antibodies which bind to the same epitope, but poorer pre-

cision. We performed non-CDR length matched SPACE on the homology models of

malaria antibodies as a test example and achieved good performance. This may be

a useful technique for smaller datasets with differing CDR lengths to obtain a higher

number of multiple-occupancy clusters.

Recent developments in protein modelling techniques (Evans et al. 2022; Jumper

et al. 2021) have lead to improvements in the speed and accuracy of antibody structure

prediction (Abanades et al. 2022a; Ruffolo et al. 2022a). We expect further advances
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in this area, and future work should consider assessment of model quality metrics and

appropriate clustering methods and thresholds in greater detail than conducted here.

The information contained within CoV-AbDab has evolved over time as has data

become available on antibody binding and neutralisation of different strains of SARS-

CoV-2. Whilst this information is not known for every antibody, study of trends in

structures correlating with strain-specific binding would be interesting, as antibodies

developed against early strains of SARS-CoV-2 (both therapeutically developed and

those found in convalescent patients) are often non-neutralising against the mutated

epitopes of more recent strains such as BA.4 and BA.5 (Wang et al. 2022). Further,

in our study, we focused on clustering binding antibodies rather than neutralising an-

tibodies. Comparisons of structures of neutralising and non-neutralising antibodies

could reveal insights into neutralising vs non-neutralising epitopes. Structures shared

by both non-neutralising and neutralising antibodies may correspond to differences in

paratope-epitope interactions due to differing amino acids and physicochemical prop-

erties. As more variants emerge, and more screening is conducted against multiple

strains, CoV-AbDab will continue to be an incredibly valuable dataset for testing

computational epitope binning methods and for furthering our understanding of an-

tibody binding and neutralisation.
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CHAPTER 5

Conclusions and Future Work

5.1 Conclusions

In this DPhil thesis we have investigated how antibody sequence data can be used as

a powerful tool in the design of therapeutic antibodies. We have described ANARCII,

a deep-learning approach to antibody numbering. ANARCII aims to improve upon

existing methods by reducing reliance on prior annotation of closely related antibody

sequences, resulting in fewer diverse sequences being discarded from subsequent anal-

ysis due to lack of numbering, or being erroneously numbered.

We have evaluated methods for predicting antibodies likely to bind to the same tar-

get epitope, for use in hit expansion and in hit identification, using antibody sequence

data and antibody models built from sequences. We have developed an epitope-

to-paratope pipeline leveraging information from known antibody-antigen pairs to

identify antibodies likely to bind to a target antigen. By searching antibody model

libraries with shared structures, we can more efficiently screen BCR repertoires or

databases by reducing the number of comparison calculations required. Further, se-

lection of shared human antibody structures as templates for therapeutic antibody

design may prove useful for decreased risk of immunogenicity.

We also developed SPACE, which shows that structural clustering of antibody

models groups antibodies which bind to the same epitope. We demonstrated its use

on coronavirus-binding and malaria-binding antibodies. Such computational epitope

129



binning can reduce the need for experimental assays, and potentially identified con-

served epitopes for vaccine and antibody design.

5.2 Future work

Further work is needed to make ANARCII available as a tool for others to use, such as

webserver creation and development of a python package. ANARCII should also be

expanded to use other numbering schemes, such as Chothia, as the existing ANARCI

does.

There have been huge improvements in antibody modelling tools since the research

described in this thesis began in 2019. As such, clear next steps for the epitope-to-

paratope pipeline and for SPACE are to assess the methods when antibody models are

built using the latest tools, such as ABodyBuilder2 (Abanades et al. 2022a). The re-

sulting models should be quicker to generate and more accurate, and enable modelling

of more structural space than was available through homology modelling. Advances

in general protein modelling (Jumper et al. 2021), paratope prediction (Chinery et al.

2023) and antibody-antigen docking (Schneider et al. 2022a) may mean we can ex-

pand our database of known paratope-epitope pairs to include predicted information

from docked models, rather than reliance on SAbDab. This could significantly in-

crease the power of our proposed epitope-to-paratope pipeline, though would require

high confidence in the docked structures.

The amount of data included in CoV-AbDab has increased dramatically since

the original SPACE analysis, and since the updated analysis described in this thesis.

Analysis of SPACE performance on the most recent datasets, now at over 11,000

sequences, including different clustering methods and similarity thresholds, should be

performed. As binding/neutralisation information is available for different variants, it

would be interesting to evaluate structural clusters containing antibodies able to bind

multiple variants, as potential examples of conserved epitopes to target for therapeutic

antibody design. For structural clusters containing antibodies where some variants

can be neutralised but not others, investigation to see what the epitope change is

between variants that affects the antibodies might be useful to assess whether the

antibodies could be engineered to adapt to the mutation(s).
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It is currently unclear how applicable SPACE is for datasets where the anti-

bodies are known to bind multiple, diverse antigens (unlike CoV-AbDab or the

malaria dataset). Just as sequence-similar antibodies may bind to different epitopes,

structurally-similar antibodies may bind different epitopes if key paratope residues

are dissimilar. A next step could be to evaluate SPACE on modelled SAbDab struc-

tures to assess whether antibodies binding to the same epitope can be identified, if

the diversity of epitopes and antibodies means that few clusters are formed, or if an-

tibodies which share structural similarities but in fact bind to different epitopes are

grouped. In such scenarios, tightened similarity thresholds may help to distinguish

antibodies most likely to bind to the same epitope.

Given our success with structure-based computational epitope binning, it would

be interesting to assess whether clustering of sequence embeddings from a language

model can be also used for computational epitope binning. This approach could be

tested using ESM-1b embeddings, as used in ANARCI, or other language model em-

beddings, of antibody sequences from CoV-AbDab and the malaria dataset. These

results could be compared to existing methods: SPACE, clonotyping, paratyping and

Ab-Ligity.
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J. M. P., Pritzl, S., Hanke, L., Boos, J., . . . Schmidt, F. I. (2021). Structure-

141



guided multivalent nanobodies block SARS-CoV-2 infection and suppress mu-
tational escape. Science, 371 (6530).

Kovaltsuk, A., Krawczyk, K., Galson, J. D., Kelly, D. F., Deane, C. M., & Trück, J.
(2017). How b-cell receptor repertoire sequencing can be enriched with struc-
tural antibody data. Frontiers in Immunology, 8.

Kovaltsuk, A., Raybould, M. I. J., Wong, W. K., Marks, C., Kelm, S., Snowden,
J., Trück, J., & Deane, C. M. (2020). Structural diversity of b-cell receptor
repertoires along the b-cell differentiation axis in humans and mice (Y. Ofran,
Ed.). PLOS Computational Biology, 16 (2), e1007636.

Krawczyk, K., Baker, T., Shi, J., & Deane, C. M. (2013). Antibody i-patch prediction
of the antibody binding site improves rigid local antibody–antigen docking.
Protein Engineering, Design and Selection, 26 (10), 621–629.

Krawczyk, K., Kelm, S., Kovaltsuk, A., Galson, J. D., Kelly, D., Trück, J., Regep,
C., Leem, J., Wong, W. K., Nowak, J., Snowden, J., Wright, M., Starkie,
L., Scott-Tucker, A., Shi, J., & Deane, C. M. (2018). Structurally mapping
antibody repertoires. Frontiers in Immunology, 9.

Krawczyk, K., Raybould, M. I. J., Kovaltsuk, A., & Deane, C. M. (2019). Looking
for therapeutic antibodies in next-generation sequencing repositories. mAbs,
11 (7), 1197–1205.

Kreye, J., Reincke, S. M., Kornau, H.-C., Sánchez-Sendin, E., Corman, V. M., Liu,
H., Yuan, M., Wu, N. C., Zhu, X., Lee, C.-C. D., Trimpert, J., Höltje, M.,
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Appendix: Tables

Antibody PDB Code Citation
Epitope
Cluster

B38 7bz5 Wu et al. 2020c Neck
Bamlanivimab 7kmg Jones et al. 2021 *Left Shoulder

BD-236 7chb Du et al. 2020 Neck
BD-368-2 7chc Du et al. 2020 Left Shoulder
BD-604 7chf Du et al. 2020 Neck
BD-629 7ch5 Du et al. 2020 Neck
C102 7k8m Robbiani et al. 2020 *Neck

C1A-B3 7kfw Clark et al. 2021 *Neck
C1A-B12 7kfv Clark et al. 2021 *Neck
C1A-C2 7kfx Clark et al. 2021 *Neck
C1A-F10 7kfy Clark et al. 2021 *Neck
CB6 7c01 Shi et al. 2020 Neck

CC12.1 6xc2 Rogers et al. 2020 Neck
CC12.3 6xc4 Rogers et al. 2020 Neck

COVA1-16 7jmw
Brouwer et al. 2020;
Liu et al. 2020a

Left Flank

COVA2-04 7jmo
Brouwer et al. 2020;
Wu et al. 2020b

Neck

COVA2-39 7jmp
Brouwer et al. 2020;
Wu et al. 2020b

Right Shoulder

COVOX-45 7bel Dejnirattisai et al. 2021 Right Flank
COVOX-75 7beo Dejnirattisai et al. 2021 Right Shoulder
COVOX-88 7bel Dejnirattisai et al. 2021 Left Shoulder
COVOX-150 7bei Dejnirattisai et al. 2021 Neck
COVOX-158 7bej Dejnirattisai et al. 2021 Neck
COVOX-253 7ben Dejnirattisai et al. 2021 Left Shoulder

COVOX-253H55L 7beo Dejnirattisai et al. 2021 Left Shoulder
COVOX-269 7bem Dejnirattisai et al. 2021 Neck
COVOX-316 7beh Dejnirattisai et al. 2021 Left Shoulder
COVOX-384 7bep Dejnirattisai et al. 2021 Left Shoulder

CR3022 7jn5
ter Meulen et al. 2006;

Wu et al. 2020b
Left Flank

CV07-250 6xkq Kreye et al. 2020 Right Shoulder
CV07-270 6xkp Kreye et al. 2020 Left Shoulder

CV30 6xe1
Hurlburt et al. 2020;
Seydoux et al. 2020

Neck

EY6A 6zer Zhou et al. 2020 Left Flank

Table continued on next page.
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Table continued from previous page.

Antibody PDB Code Citation
Epitope
Cluster

Fab 15033-7 7klh Miersch et al. 2021 *Right Shoulder
Fab-52 7k9z Rujas et al. 2021 *Left Shoulder
Fab-298 7k9z Rujas et al. 2021 *Right Shoulder

Fab2-15 7l5b
Liu et al. 2020b; Rapp

et al. 2021
*Shoulder

LY-CoV481 7kmi Jones et al. 2021 Neck
LY-CoV488 7kmh Jones et al. 2021 Neck

MW06 7dpm jiangCharacterizationMW06Human*Left Flank
P4A1 7cjf Guo et al. 2021 Neck

P2B-2F6 7bwj Ju et al. 2020 Left Shoulder
P2C-1F11 7cdi Ge et al. 2021 *Neck
P2C-1A3 7cdj Ge et al. 2021 *Shoulder

Regdanvimab 7cm4 Kim et al. 2021 *Right Shoulder
S2H14 7jx3 Piccoli et al. 2020 Right Shoulder

S304 7l0n
Piccoli et al. 2020;
Pinto et al. 2020a

Left Flank

S309 7jx3
Piccoli et al. 2020;
Pinto et al. 2020a

Right Flank

STE90-C11 7b30 Bertoglio et al. 2021 *Neck

Table A1: Antibodies with a solved crystal structures in complex with a SARS-CoV-
2 antigen. Antibodies were assigned to their nearest epitope cluster, as defined by
Dejnirattisai et al. 2021. Antibodies whose epitope cluster is labelled with a star
(*) were not included in the previous analysis by Dejnirattisai et al. 2021. The new
cluster label ‘Shoulder’ indicates that antibody’s epitope lies between the left and
right shoulder clusters.
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Nanobody PDB Code Citation
Epitope
Cluster

H11-D4 6yz5 Huo et al. 2020 *Left Shoulder
H11-H4 6zbp Huo et al. 2020 *Left Shoulder

MR17 7c8w
Li et al. 2021b; Yao

et al. 2021
*Shoulder

MR17 K99Y 7can Li et al. 2021b *Shoulder
Nb20 7jvb Xiang et al. 2020 *Shoulder
SR4 7c8v Li et al. 2021b *Left Shoulder
SR31 7d2z Li et al. 2021b *Left Shoulder

VHH-72 6waq Wrapp et al. 2020 *Left Flank
VHH E 7kn5 Koenig et al. 2021 Left Shoulder
VHH U 7kn5 Koenig et al. 2021 *Left Flank
VHH V 7kn6 Koenig et al. 2021 *Left Flank
VHH W 7kn7 Koenig et al. 2021 *Left Flank

Table A2: Nanobodies with a solved crystal structures in complex with a SARS-CoV-
2 antigen. nanobodies were assigned to their nearest epitope cluster, as defined by
Dejnirattisai et al. 2021. Nanobodies whose epitope cluster is labelled with a star
(*) were not included in the previous analysis by Dejnirattisai et al. 2021. The new
cluster label ‘Shoulder’ indicates that antibody’s epitope lies between the left and
right shoulder clusters.
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Abstract Bovines have evolved a subset of antibodies with ultra-long heavy chain

complementarity determining regions that harbour cysteine-rich knob domains. To produce high-

affinity peptides, we previously isolated autonomous 3–6 kDa knob domains from bovine

antibodies. Here, we show that binding of four knob domain peptides elicits a range of effects on

the clinically validated drug target complement C5. Allosteric mechanisms predominated, with one

peptide selectively inhibiting C5 cleavage by the alternative pathway C5 convertase, revealing a

targetable mechanistic difference between the classical and alternative pathway C5 convertases.

Taking a hybrid biophysical approach, we present C5-knob domain co-crystal structures and, by

solution methods, observed allosteric effects propagating >50 Å from the binding sites. This study

expands the therapeutic scope of C5, presents new inhibitors, and introduces knob domains as

new, low molecular weight antibody fragments, with therapeutic potential.

Introduction
By the end of 2019, over 60 peptide drugs have received regulatory approval, with an estimated

400 more in active development globally (Lau and Dunn, 2018; Lee et al., 2019). As a potential

route to discover therapeutic peptides, we previously reported a method for deriving peptides from

the ultra-long heavy chain complementarity determining region 3 (ul-CDRH3), which are unique to a

subset of bovine antibodies (Macpherson et al., 2020). We have shown that knob domains, a cyste-

ine-rich mini-domain common to all ul-CDRH3, can bind antigen autonomously when removed from

the antibody scaffold (Macpherson et al., 2020). This allows peptide affinity maturation to be per-

formed in vivo, harnessing the cow’s immune system to produce peptides with complex stabilising

networks of disulphide bonds.

For the discovery of knob domain peptides, immunisation of cattle is followed by cell sorting of

B-cells using fluorescently labelled antigen. A library of antigen-specific CDRH3 sequences is created

by performing a reverse transcription polymerase chain reaction (RT PCR) on the B-cell lysate,

Macpherson et al. eLife 2021;10:e63586. DOI: https://doi.org/10.7554/eLife.63586 1 of 27
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followed by a PCR using primers specific to the conserved framework regions which flank

CDRH3 (Macpherson et al., 2020). Upon sequencing, ul-CDRH3s are immediately evident and the

knob domains can be expressed recombinantly as cleavable fusion proteins (Macpherson et al.,

2020).

This method for the discovery of knob domain peptides was established using complement com-

ponent C5, and we reported peptides which bound C5 with affinities in the pM–low nM

range (Macpherson et al., 2020). Herein, we use these novel peptides to probe the structural and

functional aspects of C5 activation.

C5 is the éminence grise of the complement cascade’s druggable proteins, and the target of

effective therapies for diseases with pathogenic complement dysregulation, of which paroxysmal

nocturnal haemoglobinuria (Rother et al., 2007) and atypical haemolytic uraemic

syndrome (Nürnberger et al., 2009) are notable examples. Six monoclonal antibodies targeting C5

have reached, or are entering, clinical trials, closely followed by C5-targeting immune evasion

molecules (Romay-Penabad et al., 2014), aptamers (Biesecker et al., 1999), cyclic

peptides (Ricardo et al., 2014), interfering RNA (Borodovsky et al., 2014), and small

molecules (Jendza et al., 2019). Currently, C5 inhibitors are being trialled for the treatment of acute

respiratory distress syndrome arising from severe acute respiratory syndrome coronavirus 2 (SARS-

CoV-2) infection (Smith et al., 2020; Wilkinson et al., 2020; Zelek et al., 2020) and for the neuro-

muscular disease myasthenia gravis (Albazli et al., 2020).

C5 is the principal effector of the terminal portion of the complement cascade. At high local C3b

concentrations, arising from activation of either or both of the classical (CP) and mannose binding

lectin (LP) pathways, aided by the amplificatory alternative pathway (AP), C5 is cleaved into two moi-

eties with distinct biological functions. Cleavage is performed by two convertases: C4bC2aC3b,

formed in response to CP or LP activation (Takata et al., 1987) (henceforth the CP C5 convertase),

and C3bBbC3b, formed in response to AP activation (DiScipio, 1981) (henceforth the AP C5 conver-

tase). Although the constitutive components of the C5 convertases differ, they are thought to be

eLife digest Antibodies are proteins produced by the immune system that can selectively bind

to other molecules and modify their behaviour. Cows are highly equipped at fighting-off disease-

causing microbes due to the unique shape of some of their antibodies. Unlike other jawed

vertebrates, cows’ antibodies contain an ultra-long loop region that contains a ‘knob domain’ which

sticks out from the rest of the antibody. Recent research has shown that when detached, the knob

domain behaves like an antibody fragment, and can independently bind to a range of different

proteins.

Antibody fragments are commonly developed in the laboratory to target proteins associated with

certain diseases, such as arthritis and cancer. But it was unclear whether the knob domains from

cows’ antibodies could also have therapeutic potential. To investigate this, Macpherson et al.

studied how knob domains attach to complement C5, a protein in the inflammatory pathway which

is a drug target for various diseases, including severe COVID-19.

The experiments identified various knob domains that bind to complement C5 and inhibits its

activity by altering its structure or movement. Further tests studying the structure of these

interactions, led to the discovery of a common mechanism by which inhibitors can modify the

behaviour of this inflammatory protein.

Complement C5 is involved in numerous molecular pathways in the immune system, which means

many of the drugs developed to inhibit its activity can also leave patients vulnerable to infection.

However, one of the knob domains identified by Macpherson et al. was found to reduce the activity

of complement C5 in some pathways, whilst leaving other pathways intact. This could potentially

reduce the risk of bacterial infections which sometimes arise following treatment with these types of

inhibitors.

These findings highlight a new approach for developing drug inhibitors for complement C5.

Furthermore, the ability of knob domains to bind to multiple sites of complement C5 suggests that

this fragment could be used to target proteins associated with other diseases.

Macpherson et al. eLife 2021;10:e63586. DOI: https://doi.org/10.7554/eLife.63586 2 of 27

Research article Immunology and Inflammation Structural Biology and Molecular Biophysics



mechanistically identical. Once cleaved, the C5a fragment is the most proinflammatory anaphyla-

toxin derived from the complement cascade. When signalling through C5aR1 and C5aR2, C5a is a

strong chemoattractant recruiting neutrophils, eosinophils, monocytes, and T lymphocytes to sites of

complement activation, whereupon it activates phagocytic cells, prompting degranulation. C5b,

meanwhile, interacts with C6, recruiting C7–C9 to form the terminal C5b-9 complement complex or

TCC (Lachmann and Thompson, 1970). Once inserted into a cell membrane, the TCC is referred to

as the membrane attack complex (MAC), a membrane-spanning pore which can lyse sensitive

cells (Go€tze and Mu€ller-Eberhard, 1970).

Aspects of the structural biology of C5 are well understood due to a crystal structure of the apo

form (Fredslund et al., 2008) and a number of co-crystal structures of C5 with various modulators.

By virtue of its constitutive role in the terminal pathway, C5 is a recurrent target for immune evasion

molecules and structures have been determined of C5 in complex with an inhibitory molecule

derived from Staphylococcus aureus, SSL-7 (Laursen et al., 2010), as well as several structurally dis-

tinct examples from ticks: OmCI (Jore et al., 2016), RaCI (Jore et al., 2016), and Cirp-

T (Reichhardt et al., 2020). Additionally, the structures of C5 with the inhibitory monoclonal anti-

body (mAb) eculizumab (Schatz-Jakobsen et al., 2016), of C5 with a small molecule

inhibitor (Jendza et al., 2019), and of C5 with the complement-depleting agent cobra venom factor

(CVF) (Laursen et al., 2011) have all been determined.

Here, we probe C5 with knob domain peptides and explore the molecular processes which

underpin allosteric modulation of this important drug target. This study is the first to investigate the

molecular mechanisms and pharmacology of this recently isolated class of peptide.

Results

Bovine knob domain peptides as potential C5 inhibitors
We have previously shown that antigen-specific, disulphide-rich knob domain peptides derived from

bovine antibodies have great potential for therapeutic utility. Using this approach, we obtained four

knob domain peptides: K8, K57, K92, and K149, which we have shown to display tight binding to

human C5. Previously we reported equilibrium dissociation constants of 17.8 nM for K8, 1.4 nM for

K57, <0.6 nM for K92, and 15.5 nM for K149 (Macpherson et al., 2020).

Functional characterisation of anti-C5 bovine knob domain peptides
For functional characterisation of the peptides, we performed complement assays for CP and AP

activation in human serum, assessing C5b neo-epitope formation and C5a release (schematically pre-

sented in Figure 1A, B), in combination with orthogonal ELISAs, measuring C3b and C9 deposition.

Here, we show that K57 was a potent and fully efficacious inhibitor of C5 activation, preventing

release of C5a, and deposition of C5b and C9. As expected, there was no effect on C3b, which is

upstream of C5 (Figure 1C, D). In contrast, K149 was a high-affinity silent binder with no discernible

effect on C5a release, formation of C5b neo-epitope or C9 deposition, even at peptide concentra-

tions in excess of 100 � KD (see Supplementary file 1 Section 1).

K8 and K92 exerted more nuanced allosteric effects on C5 (Figure 1C, D). By ELISA, K92 partially

prevented C5 activation by the AP, but, intriguingly, no effect was observed in CP assays, suggest-

ing K92 selectively inhibits C5 activation by the AP C5 convertase, but not the CP C5 convertase.

Partial antagonists, where the degree of inhibition for the asymptotic concentrations of a dose–

response curve (Emax) is below 100%, are an impossible mode of pharmacology for orthosteric

antagonists (Klein et al., 2013), and we therefore propose that K92 operates by a non-steric mecha-

nism. K8 was also demonstrably allosteric, partially inhibiting both the AP and CP in ELISA experi-

ments. For K8 and K92, no effect on C3b deposition was detected.

When tested in CP and AP haemolysis assays (Figure 1E, F), K57 was a potent and fully effica-

cious inhibitor of complement-mediated cell lysis. Consistent with the ELISA data, K92 was active

solely in the AP-driven haemolysis assay, achieving Emax values of 30–40%; while K8 was efficacious

in the CP assay but did not show activity in the AP assay below 10 mM, potentially a consequence of

the increased serum concentration and stringency of the haemolysis endpoint.

Macpherson et al. eLife 2021;10:e63586. DOI: https://doi.org/10.7554/eLife.63586 3 of 27
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Figure 1. Functional modulation of C5 via knob domain peptides. (A) shows an abridged schematic for classical pathway (CP) activation. Following

activation of C1q via antibody Fc, C4 and C2 are cleaved and form C4bC2a (the CP C3 convertase) which cleaves C3 into C3a (not shown) and C3b. At

high C3b concentrations, C4bC2aC3b (the CP C3 convertase) forms and cleaves C5 into C5a and C5b. C5b associates with C6 and forms the

membrane attack complex (MAC) with C7, C8, and multiple copies of C9. (B) shows an abridged schematic for surface phase alternative pathway (AP)

Figure 1 continued on next page
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Cooperativity in C5 binding by knob domain peptides
To test for cross blocking, arising from overlapping epitopes, or cooperativity between knob

domains, we performed a surface plasmon resonance (SPR) cross blocking experiment, where, using

a Biacore 8K, we saturated a C5-coated sensor chip with two 20 mM injections of knob domain pep-

tide before injecting a different peptide at 20 mM to assess its capacity to bind. This provides a qual-

itative measure of cross blocking, whereby an increase in response units (RUs) indicates ternary

complex formation, stoichiometries, or kinetics cannot be reliably derived with concurrent dissocia-

tion of both peptides (Figure 2).

Saturation of C5 with K8, K57, or K92 did not prevent subsequent binding of the non-functional

K149 (Figure 2D), suggesting K149 does not share an epitope with the other ligands, nor does it sig-

nificantly perturb C5 such that the other binding sites are affected.

We detected negative cooperativity between K8 and K92, whereby saturation of C5 with K8

entirely prevented binding of K92. When the order of addition was changed and C5 was saturated

with K92, K8 was still able to bind, albeit to a lesser degree (Figure 2B). Saturation of C5 with K8

also entirely eliminated binding of K57, with a similar order of addition effect, whereby K8 could still

partially bind to the C5-K57 complex (Figure 2A). When C5 was saturated with K92 or K57, only

very small amounts of subsequent binding of either peptide were observed by SPR (Figure 2C), sug-

gesting that the epitopes do not overlap but that considerable negative cooperativity exists.

Structural analysis of C5-knob domain complexes
Crystal structure of the C5-K8 peptide complex
To elucidate the structural basis for the allosteric modulation of C5, we determined the crystal struc-

ture of the C5-K8 complex at a resolution of 2.3 Å (see Supplementary file 1, Table 2.1 for data col-

lection and structure refinement statistics). The structure of the C5-K8 complex shows the K8

peptide binding to a previously unrecognised regulatory site on C5; the macroglobulin (MG) 8

domain of the a-chain (Figure 3A). K8 adopts a cysteine knot-like configuration, where a flattened

3-strand b-sheet topology is constrained by three disulphide bonds (Figure 3A and Figure 3—fig-

ure supplement 1A). Analysis of the K8-C5 complex with the macromolecular interfaces analysis

tool PDBePISA (Krissinel and Henrick, 2007) reveals a large interaction surface (total buried surface

area in complex: 1642 Å2; with 852 Å2 contributed by K8 and 790 Å2 by C5), comparable to those

seen in Fab-antigen complexes (Ramaraj et al., 2012), stabilised by an extensive network of 18

hydrogen bonds between K8 and the MG8 domain (Figure 3A and Supplementary file 1), domi-

nated by arginine residues R23K8, R32K8, and R45K8. The extensive H-bond network is further bol-

stered by several ionic interactions, between R32K8 and D1471C5 (C5 numbering based on mature

sequence), D25K8 and K1409C5, and H36K8 and D1382C5 (Figure 3A and Supplementary file 1 Table

2.3). The opposing face of K8 was fortuitously stabilised by a substantial, 1275 Å2, crystal contact

with the C5d domain of a symmetry-related C5 molecule (Figure 3—figure supplement 1B), ensur-

ing low relative B-factor values (K8: 58 Å2, C5-K8 complex: 65 Å2) (see also Figure 3—figure supple-

ment 1C) and clear and continuous electron density, enunciating the unique disulphide bond

arrangement of the knob domain peptide and the backbone and side chains interactions with C5

(Figure 3—figure supplement 2A shows a mFo-DFc simulated annealing OMIT map of the C5-K8

complex). Despite the overall resolution of the dataset comparing favourably with other C5 struc-

tures in the PDB (Schatz-Jakobsen et al., 2016; Laursen et al., 2010; Jore et al., 2016;

Fredslund et al., 2008), density for the C345c domain was largely absent due to this flexible domain

occupying a solvent channel. This flexible attachment of the C345c domain to the a-chain of C5 is

Figure 1 continued

activation in assays (where generation of C3b from the CP/LP is virtually excluded); tick-over of C3 generates C3a (not shown) and C3b. In the presence

of factor B and factor D, C3bBb (the AP C3 convertase) generates additional C3b, prompting formation of C3bBbC3b (the AP C5 convertase), which

cleaves C5 into C5a and C5b, driving MAC formation. CP-driven ELISAs (C) and AP-driven ELISAs (D) are shown. For both pathways, the inhibition of

C3d (the surface-associated domain of C3b, which is upstream of C5 inhibition), C5a release, and C5b neo-epitope formation and C9 deposition were

tracked within the MAC. Haemolysis assays with sheep erythrocytes, for the CP (E), and rabbit erythrocytes, for the AP (F), show that K57 is a potent and

efficacious inhibitor of both pathways. K92 is selective, partial antagonist of the AP, while K8 is a weak antagonist of the CP but did not show efficacy in

the AP haemolysis assay, below 10 mM. For the AP assays, 5% serum (v/v) gives a putative C5 concentration of 20 nM. For the CP assays, 1% serum (v/v)

gives a putative C5 concentration of 4 nM, based on a reported C5 serum concentration of 397 nM/75 mg/mL (Sjöholm, 1975).
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Figure 2. Surface plasmon resonance peptide cross blocking. (A), (B), and (C) highlight negative cooperativity between the K8, K92, and K57 peptides,

respectively. Neither K57 or K92 can bind to the C5-K8 complex but K8 can bind, albeit at a lower level, to C5-K57 and C5-K92. We could not detect

any negative cooperativity between K8, K57, or K92 with the silent binder K149, shown in (D). RU: response unit.
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Figure 3. Crystal structures of C5-knob domain complexes. (A) and (B) show the crystal structures of C5 in complex with the K8 and K92 knob domain

peptides, respectively. The binding site for the K8 peptide (A, shown in red) is located on a previously unreported ligand binding site on the

macroglobulin (MG) 8 domain (shown in yellow) of C5. The binding site for K92 (B, shown in orange) is located between the MG1 and MG5 domains

(shown in green and magenta, respectively).

Figure 3 continued on next page
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observed consistently across the C5 structures (Schatz-Jakobsen et al., 2016; Laursen et al., 2010;

Jore et al., 2016; Fredslund et al., 2008).

Crystal structure of the C5-K92 complex
We also present a crystal structure of the C5-K92 complex at a resolution of 2.75 Å (see

Supplementary file 1 for data collection and structure refinement statistics). Continuous electron

density for the flexible C345c domain of C5 was observed due to it being stabilised in an upward

pose by crystal contacts, akin to the C5-RaCI-OmCI ternary complex structures (Protein Data Bank

[PDB] accession codes 5HCC, 5HCD, and 5HCE; Jore et al., 2016). Despite displaying higher affinity

binding to C5 than K8, electron density for K92 was less well defined as it occupies a solvent chan-

nel, and stabilising crystal packing interactions are absent (Figure 3—figure supplement 3B). A

mFo-DFc simulated annealing OMIT map of the C5-K92 complex is displayed in Figure 3—figure

supplement 2B, showing clear but sparse electron density for the peptide at 1.3 s. Correspond-

ingly, only a small increase in Rfree, of 25.35–25.53, is observed when the peptide is removed during

refinement compared to an increase in Rfree of 23.36–27.08 upon removal of the K8 peptide, poten-

tially indicating that the occupancy is significantly below 1. This is also reflected in the high relative

B-factor values for K92 (182.5 Å2) compared to that of the complex (100.5 Å2) (see also Figure 3—

figure supplement 3C). Model building of the K92 peptide was aided by disulphide mapping using

mass spectrometry. The disulphide map of K92 identified formation of disulphide bonds between

C9K92 and C23K92 and between C2K92 and C18K92 (Supplementary file 1, Table 2.4), enabling com-

pletion of the model.

Similar to K8, K92 adopts a 3-strand b-sheet topology (Figure 3B and Figure 3—figure supple-

ment 3A) but stapled with only two disulphide bonds. With shorter b-strands and longer connecting

loop regions, K92 exhibits a more compact, globular arrangement (Figure 3B). Two extended loop

regions interact with C5, including an a-helix containing loop between b-strands 1 and 2, occupying

a cleft between the MG1 and MG5 domains of the b-chain of C5. The interaction surface (total bur-

ied surface area: 1365 Å2; with 750 Å2 contributed by K92 and 615 Å2 by C5) is sustained via a

sparse set of eight H-bonds (Supplementary file 1, Table 2.5). A series of p–p and aliphatic–aro-

matic stacking interactions spans K92, encompassing F26K92, H25K92, W21K92, W6K92, and P3K92
(Figure 3B). From within this hydrophobic patch, H-bonds occur between H25K92 and the backbone

carbonyls of N77C5 and N81C5 on the MG1 domain.

Validation of the observed C5-peptide complexes
To validate the observed K8 and K92 C5-binding modes observed in our crystal structures, we

assessed the binding properties for a number of alanine mutants of K8 and K92. For K8, R23A and

R32A mutants targeted the two salt-bridge interactions with C5. While for K92, where there were

few electrostatic interactions mediated by side chains, we targeted a hydrogen bond, sustained by

H25, and important hydrophobic interactions with C5, involving neighbouring aromatics W21 and

F26. While the K92 H25A mutant could not be expressed, the other mutants were tested, alongside

unmodified K8 and K92, in SPR multi-cycle kinetics experiments (n = 3). For K8, the R23A resulted in

modest twofold decrease in affinity, but R32A was markedly more attenuating, with a 715-fold drop

in affinity (Supplementary file 1, Table 2.6). For K92, the loss of hydrophobic interactions with C5 in

W21A and F26A mutants markedly abridged affinity with a 1209.2-fold and 45.7-fold drop in affinity,

respectively (Supplementary file 1, Table 2.6).

To analyse the interfaces observed in the structures, we performed binding pose

metadynamics (Clark et al., 2016), an analysis typically employed to computationally evaluate the

binding stability of chemical ligands (Fusani et al., 2020). This in silico analysis suggested that both

Figure 3 continued

The online version of this article includes the following figure supplement(s) for figure 3:

Figure supplement 1. Structural analysis of the C5-K8 complex.

Figure supplement 2. Simulated annealing OMIT maps of the C5-knob domain peptide complexes.

Figure supplement 3. Structural analysis of the C5-K92 complex.

Figure supplement 4. Paratope analysis of K8 and K92 peptides.
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K8 and K92’s binding poses were exceptionally stable, with the interface maintaining the key interac-

tions in spite of applied force (Supplementary file 1, Tables 2.7 and 2.8). This, in conjunction with

earlier kinetic studies (Macpherson et al., 2020), highlights the stability of the interactions made by

both knob domains.

Cysteines participate in inter- and intra-paratope interactions
In the near absence of secondary structure, disulphide bonds appear to act as sources of stability for

both peptides. For K92, both the backbone amide and carbonyl of C23K92 participate in H-bonds

with the side chain of S82C5 (Figure 3B). For K8, an interchain sulphur–p stack between the C27K8-

C41K8 disulphide bond and the aromatic of Y1378C5 positions the hydroxyl group of Y1378C5 to

make a H-bond with D25K8 (Figure 3A). While for K92, an intra-chain sulphur–p stack between the

C9K92-C23K92 disulphide bond and the aromatic of Y14K92 orientates Y14K92, such that its hydroxyl

group participates in an interchain H-bond with N38C5.

Comparison to known antibody paratopes
Although antibody-derived, K8 and K92 are structurally unique variable regions. We compared the

K8 and K92 knob domains to a non-redundant set of 924 non-identical sequences of paired anti-

body–protein antigen structures from SAbDab (Dunbar et al., 2014). Paratopes were defined as any

antibody residues within 4.5 Å of the antigen in the structure. The paratopes of K8 and K92 contain

18 and 10 residues, respectively, which are within the typical range of antibody paratope sizes (Fig-

ure 3—figure supplement 4A). Given this similarity in size, we searched for structurally and physico-

chemically similar antibody paratopes from the 924 antibody complexes but no similar paratope

sites were found (Wong et al., 2020). While the limited examples preclude firm conclusions, this

lack of similarity could be due to either the unusual fold of the knob domains or the differences in

paratope amino acid composition.

In terms of residue usage, one difference in paratope composition that is potentially universal is

the presence of cysteine in the knob domains (Figure 3—figure supplement 4B) which is uncom-

mon in most antibody paratopes, with the exception of the CDR1-CDR3 disulphides, which have

been described in camelid VHH (Govaert et al., 2012), and in broadly neutralising antibodies; those

which cross react with several strains of a virus, and for which a disulphide bond in CDRH3 has been

described in antibodies against HIV-1 (Hutchinson et al., 2019) and hepatitis C (Flyak et al., 2018).

Using Arpeggio (Jubb, 2015) to identify inter- (antigen contacting) and intra-paratope interactions

(hydrogen bond, polar, ionic, and hydrophobic) revealed that, on average, antibodies have 16 intra-

paratope and 17 inter-paratope interactions; K8 is very close to this, with 15 intra-paratope and 17

inter-paratope interactions, whereas K92 paratope has fewer, with 9 intra-paratope and 10 inter-par-

atope interactions. A bovine Fab with an ul-CDRH3 was recently crystallised in complex with antigen,

in this case a soluble portion of the HIV envelope (Stanfield et al., 2020). While the low resolution

of the crystal structure hindered analysis, a casual inspection of the paratope suggests that 10 intra-

paratope and 10 inter-paratope interactions are sustained by the knob domain, comparable to K92.

A search for structurally homologous proteins, using the DALI protein structure comparison

server (Holm, 2020), did not find any 3D structures similar to K8 or K92, including the 14 known

structures of bovine Fabs with ul-CDRH3 in the PDB. These results highlight the heterogeneity of

these structural elements of the bovine immune system which likely arise through selection against a

specific antigen/epitope. We next looked at homology with cyclic peptides. A recent review sum-

marised the interactions mediated by cyclic peptides bound to proteins, across 65 co-crystal struc-

tures in the PDB (Malde et al., 2019). This revealed that cyclic peptides on average sustain eight

electrostatic interactions with their protein target, with a range of 1–20. When we consider K8, its 19

inter-paratope interactions are comparatively high for a peptide, while the seven inter-paratope

interactions of K92 are far more typical (Figure 3—figure supplement 4C).

The structural basis for allosteric inhibition of C5 by K8 and K92
When compared to the binding sites of other C5 modulators (Figure 4A), it can be observed that

the epitope for K92 is entirely contained within the binding interface of a previously reported

immune evasion molecule, the 23 kDa SSL7 protein from S. aureus (Figure 4B). While the C5-SSL7

structure reveals a shallow binding site involving a series of five H-bonds between SSL7 and a region
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Figure 4. Comparison of the K8 and K92 binding sites with known C5 inhibitor complexes. Structural alignment of the complexes of C5 with the K8 and

K92 knob domain peptides with the known structures for OmCI and RaCI (Protein Data Bank [PDB] accession code 5HCC; Jore et al., 2016), SSL7 and

cobra venom factor (CVF) (PDB accession code 3PRX; Laursen et al., 2011), Cirp-T (PDB accession code 6RPT; Reichhardt et al., 2020), and SKY59

(PDB accession code 5B71; Fukuzawa et al., 2017) using UCSF Chimera (Pettersen et al., 2004). Alignments have been performed globally except for

Figure 4 continued on next page
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of b-sheet on the MG5 domain, spanning H511C5-E516C5 (Laursen et al., 2010), here we show that

K92 is wedged between the MG1 and MG5 domains, inducing a re-orientation of the side chain of

H511C5 and forming a backbone H-bond with F510C5. When comparing K92 and SSL7, the small

changes observed in the binding pose achieve different allosteric effects; SSL7, either in isolation or

in complex with its second ligand IgA, is full, or occasional partial, antagonist of both the AP and

CP (Bestebroer et al., 2010; Laursen et al., 2010), while K92 is a selective partial antagonist of the

AP.

Inspection of the C5a anaphylatoxin domain reveals that the C-terminus of the C5a domain in the

C5-K92 complex adopts a helical conformation, which is analogous to the C5-OmCI-RaCI complex,

burying the Bb-cleavage site (R751). In other C5 structures (including C5-apo and C5-CVF), this linker

adopts an extended conformation following an unstructured loop and only sparse continuous elec-

tron density was observed for the linker extending from MG6 to C5a in the C5-K8 complex, possibly

suggesting its R751 scissile bond is more exposed.

When the MG5 domains in the C5-K92 complex and the C5-apo structure are superimposed

(Figure 4C), a slight twist can be observed in the MG1 domain, caused by the binding of K92 and

resulting in a significant rotational movement of the C5 a-chain. A similar conformational change

results from the binding of OmCI and RaCI, and to some extent K8, as these structures are virtually

superimposable. CVF can form a highly stable C3/C5 convertase, following incubation with factor D

and factor B in the presence of Mg2+ (Vogel and Müller-Eberhard, 1982), which may offer a surro-

gate model for C5 convertase (Laursen et al., 2011). When superimposing C5-K92 and C5-CVF

(PDB accession code 3PVM) complexes, C5 does not adopt a similar conformation as when bound

by K92 and K8 (Figure 4—figure supplement 1), potentially indicating both knob domains stabilise

a different C5 conformation than binds the C5 convertase.

When considering the organisation of the C5 convertases, the C5-CVF crystal structure reveals

that CVF and C5 align perfectly to create a mirror image complex, with a conformational change in

the C5 convertase site at arginine 751, potentially placing C5a within range of the catalytic unit of

the MG7-associated convertase complex, offering a surrogate model for C5 convertase

activation (Laursen et al., 2011). We have shown that K92 is not an orthosteric inhibitor of either the

CP or the AP convertase, thereby precluding binding of the convertase to a cleft between the MG1–

MG5 domains. As the K92 epitope is entirely contained within the SSL7 binding site, this is compati-

ble with the CVF model for C5 activation, with a co-crystal structure of the ternary complex of C5,

CVF, and SSL7 (PDB accession code 3PRX6), demonstrating that the CVF and SSL7 binding sites do

not cross block. Also consistent with the CVF model for C5 activation, binding of K8 to the MG8

domain would not appear to sterically block the catalytic unit. We therefore sought to further

explore the apparent conformational changes in our structures.

Solution techniques reveal allosteric networks
To validate the apparent conformational changes occurring in C5 due to the binding of K8 and K92

as revealed by our crystal structures, we analysed the C5-knob domain complexes by two-solution

biophysical techniques – small-angle X-ray scattering (SAXS) and hydrogen-deuterium exchange

mass spectrometry (HDX-MS).

SEC-SAXS, where size exclusion chromatography (SEC) immediately precedes the solution X-ray

experiment ensuring a monodispersed sample, was performed in concert with SEC multi-angle laser

Figure 4 continued

instances where the inhibitor has been crystallised bound to a single domain of C5. (A) shows two views of the superimposed C5-inhibitor complexes,

differing by a 90o rotation. C5 is shown in molecular surface rendering, with ribbon representations of OmCI and RaCI in purple, SSL7 in green, CVF in

gold, SKY59 in dark red, K8 in bright red, and K92 in orange. (B) shows a close-up view of the K92 binding site with that of SSL7 superimposed, for

comparison. In contrast with the superficial binding mode of SSL7, K92 is wedged between the macroglobulin (MG)1 and MG5 domains of C5. (C) (left)

shows that the interaction between K92 and C5 induces a slight separation of the MG1 and MG5 domains, resulting in a significant rotational

movement of the C5a, C5d, and CUB domains, when compared to the C5-apo structure (PDB accession code 3CU7; Fredslund et al., 2008). (C) also

shows that the complex with OmCI and RaCI (PDB accession code 5HCC; Jore et al., 2016) stabilises a similar conformation in C5 (C, middle) to that

of K92, as well as K8 (C, right). For this structural comparison, the C5 MG5 domains of the complexes were superimposed.

The online version of this article includes the following figure supplement(s) for figure 4:

Figure supplement 1. Structural comparison of C5-K92 and C5-CVF complexes.
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light scattering (SEC-MALLS). Data were collected for C5 and the C5-K8, C5-K57, C5-K92, and C5-

K149 complexes (Figure 5A–C). SEC-MALLS confirmed that the increases in molecular weight of the

complexes were consistent throughout the elution peaks (Supplementary file 1, Table 3.1 and Fig-

ure 5—figure supplement 1A). While SEC-SAXS elution profiles gave stable estimates of the radius

of gyration (RG) across the tip of the peak, frames (scattering curves collected during the elution of

the sample) from the descending elution peaks show lower RG values, suggesting the presence of

unbound C5.

Figure 5. Hydrodynamic properties and solution conformation of C5 and C5-knob domain complexes by small-angle X-ray scattering (SAXS). Size

exclusion chromatography multi-angle laser light scattering (SEC-MALLS) chromatograms (A) for apo C5 (black) and C5-K92 (orange) show a

homogenous molecular weight increase across the C5-K92 elution peak. The SEC-SAXS elution profile collected under identical experimental

conditions (B) shows an increase in radius of gyration (RG) for the C5-K92 complex. Scattering curves of all C5-knob domains are shown (C); the C5-knob

domain complexes are shown against apo C5 (in grey), and for ease of viewing, the curves are arbitrarily shifted in the Y axis.

The online version of this article includes the following figure supplement(s) for figure 5:

Figure supplement 1. SAXS analyses of the C5-knob domain peptide complexes.
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Frames corresponding to the tip of the peak were averaged and submitted for full SAXS analysis.

For the complexes, the scattering curves showed slight increases in both the RG and solute volume

(Supplementary file 1, Table 3.1), with the C5-K8 complex showing the largest change and C5-K149

the smallest change, corresponding with the absence of function and suggesting K149 binds periph-

erally to a conformation closely resembling C5-apo. For K92 and K57, the discrepancies observed in

the mid s range indicate an overall change in flexibility of C5 upon binding of these peptides, and

this tuning of dynamics may contribute to their mechanism.

Consistent with earlier observations (Fredslund et al., 2008), comparison of the C5-apo experi-

mental data with the theoretical scattering curve revealed discrepancies in the lowest angle range,

indicating C5 adopts a more elongated conformation in solution than the crystal structure would

suggest (Figure 5—figure supplement 1B). To better approximate C5 in solution, we performed a

normal mode model analysis (NMA) using SREFLEX (Panjkovich and Svergun, 2016) and found that

elongation of the C5 model improved the c

2 from >13 to 1.55. The fit of the C5-K92 complex was

also markedly improved by the NMA, whereby elongation and incorporation of the peptide

improved the model from an initial c2 of >20, to 2.5 (with an overall root mean square [RMS] of 3.8

in both cases).

When using the C5-K8 co-crystal structure for fitting of the C5-K8 SAXS data, the absence of the

C345c domain was problematic. The generation of a hybrid model where the C345c domain was

reinstated initially produced a poor fit (c2=75). A restrained rigid body analysis of this model fol-

lowed by NMA refinement allowed us to significantly reduce the discrepancy to c

2=4.1 indicating an

overall acceptable fit. The c

2 value is still somewhat larger than those observed for the other com-

plexes, which may suggest an increased flexibility around the C345c linker. This result correlates

with the absence of clear electron density for the C345c domain in the crystal structure. The latter

may be a consequence of K8 inducing additional flexibility to this region, which again could contrib-

ute to the efficacy of the peptide.

The discrepancies between the crystal structures and the solution scattering data indicate that

while permitting elucidation of the molecular interaction of the epitopes, the constraints of the crys-

tal lattice may impede the detection of more subtle, global changes, leading to underestimation of

the conformational changes induced by the peptide.

To further explore such effects in solution, we used HDX-MS to provide molecular-level informa-

tion on local protein structure and dynamics. HDX-MS measures the exchange of backbone amide

hydrogen to deuterium in the solvent, with the rate of HDX determined by solvent accessibility, pro-

tein flexibility, and hydrogen bonding. To interpret the impact of peptide binding on C5 structural

dynamics, we performed differential HDX (DHDX) analysis, comparing C5-knob domain complexes

to apo C5, where shielding of C5 residues through participation in a binding interface will prevent

deuteration, while conformational changes may increase or decrease deuterium uptake, in relation

to the degree of solvent exposure.

For C5-K8, the sole protected region of C5 corresponded to the epitope on the MG8 domain

(L1380C5-E1387C5), although the interface was not entirely defined (Figure 6A, see also Figure 6—

figure supplement 1 and Supplementary file 1, Table 3.2). Additional conformational changes

were observed in the neighbouring C5d domain which becomes more solvent exposed, suggesting

K8 is affecting the dynamics of this domain.

For the C5-K92 complex, consistent with the crystal structure, there was protection of the C5 resi-

dues located in the epitope between the MG1 and MG5 domains (H70C5-L85C5), shown in

Figure 6C. There were also effects distal to the K92 binding site, notably in C5d (I1169C5-F1227C5)

and neighbouring CUB domain (L1303C5-L1346C5), indicating a K92-induced conformational change.

Interestingly, the allosteric network can be visualised by changes in solvent exposure which propa-

gate from the K92 epitope through MG2 domain (L126C5-V145C5) and into the C5d and CUB

domains. For the C5-K57 complex, the absence of a co-crystal structure meant we had no prior

knowledge of the K57 epitope. However, clear protection was observed in the MG5 domain, imme-

diately adjacent to the K92 epitope (N483C5-L540C5), with sparse areas of increased solvent expo-

sure located in the MG6 (Q572C5-L590C5), MG8 (L1379C5-A1388C5), and C5d (K1048C5-Y1064C5)

domains (Figure 6B). A single protected peptide was also present in the CUB domain (G951C5-

L967C5), suggesting the K57 epitope may be on either the MG5 or CUB domains.

There was little protection or deprotection of proteolytic fragments of the C5a domain in any of

the complexes; we therefore propose that the knob domain peptides do not act by inducing
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conformational changes which shield the scissile arginine bond. Although in the structure of the C5-

K92 complex the Bb-cleavage site is more buried compared to that in the C5-K8 complex. Taken in

the context of the other changes, notably in the C5d and CUB domains, it is more probable that

they affect more global changes in C5 which lower the affinity for C3b or the C5 convertases. The

Figure 6. Impact of knob domain binding on the structural dynamics and conformation of C5. Differential hydrogen-deuterium exchange (DHDX) plots

for C5 in complex with knob domains (A) K8, (B) K57, and (C) K92 at 1 hr of deuterium exposure. Blue denotes peptides with decreased HDX (backbone

H-bond stabilisation), and red denotes peptides with increased HDX (backbone H-bond destabilisation). 98% confidence intervals are shown as dotted

lines. Peptides in grey have insignificant DHDX. Measurements were performed in triplicate, and all HDX-MS peptide data are detailed in

Supplementary file 1 Table 3.2. DHDX for C5 + K8, C5 + K57, and C5 + K92 are coloured onto C5 (Protein Data Bank accession code 5HCC, minus

OmCI and RaCI).

The online version of this article includes the following figure supplement(s) for figure 6:

Figure supplement 1. HDX analyses of the C5-knob domain peptide complexes.
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HDX-MS data are in good agreement with our crystallographic data, with the K8 and K92 epitopes

defined as clear areas of solvent protection. The conformational change in the C5d domain and sig-

nificant rotational moment of the C5 a-chain, which were evident upon alignment of the MG1

domain of apo C5 with the C5-K8 and C5-K92 co-crystal structures, also appears to manifest in solu-

tion in response to binding of the knob domains.

Putative K57 binding site
To further home in on the K57 binding site, we measured binding to C5b and C5b-6 in an SPR sin-

gle-cycle kinetics experiment (Supplementary file 1, Table 4.1). Upon cleavage of C5a, the remain-

ing domains of the a-chain undergo a substantial conformational change, mediated by

rearrangement of the MG8, CUB, and C5d domains (Hadders et al., 2012; Aleshin et al., 2012).

The resulting C5b subunit is metastable and prone to aggregation and decay, which leaves it unable

to bind C6 or form the MAC. By SPR, K8 did not bind C5b but could C5b-6. However, K57, K92,

and K149 all bound C5b and C5b-6 (Supplementary file 1 Table 4.2). For C5b, this was within two-

fold of their previously published affinities for C5 (17.8 nM for K8, 1.4 nM for K57, and <0.6 nM for

K92; Macpherson et al., 2020), except for K149, which displayed threefold higher affinity for both

C5b and C5b-6 than previously reported for C5 (15.5 nM; Macpherson et al., 2020). K92 did exhibit

lower affinity for C5b-6 complex than C5, binding the complex at 6.7 nM, relative to <0.6 nM for C5

alone. As the CUB domain is significantly altered in C5b, this increases the likelihood that, of the

two protected regions identified by HDX-MS, the K57 epitope is on the MG5 domain.

Discussion
We present a new family of peptides, bovine antibody-derived knob domains, and show that, upon

binding of the therapeutic target complement component C5 with high affinity, they display a range

of inhibitory mechanisms. Knob domain peptides rely on the bovine immune system to achieve high-

affinity binding through optimisation of amino acid composition, 3D structure, and disulphide bond

network. They have only been recently isolated as a practicable antibody

fragment (Macpherson et al., 2020), and therefore, structural and functional analysis of the com-

plexes with their clinical targets will greatly aid their development as therapeutics.

Function
Functional characterisation at the level of individual complement pathways identified K57 as a novel

C5 inhibitor, which is a fully efficacious inhibitor of the terminal pathway in response to both CP and

AP activation, and a potential therapeutic candidate for complement-mediated disorders, such as

paroxysmal nocturnal haemoglobinuria and atypical haemolytic uraemic syndrome. Additionally, the

discovery of K149 as a ‘silent binder’ of C5 may be of considerable value as a non-inhibitory reagent

for the detection of native C5 (Figure 1). K8 and K92 both displayed allosteric inhibitory activity

against C5. K92 achieved selective inhibition of the AP through a non-competitive mechanism (Fig-

ure 1). To our knowledge, this is the first reported example of complement pathway-specific inhibi-

tion through C5 and the first experimental evidence reported for mechanistic differences between

the AP and CP C5 convertases. This suggests an expanded therapeutic scope for C5, whereby tun-

ing of the conformational ensemble or dynamics with allosteric compounds can bias activation to

leave certain complement pathways intact. Complete inhibition of the terminal pathway has been

shown to increase the susceptibility of eculizumab patients to Neisseria meningitidis infections

(McNamara et al., 2017). Selective inhibition of C5-cleavage by the AP C5-convertase, and not the

CP C5-convertase, may partially preserve serum bactericidal activity, thereby lowering the risk of

meningococcal disease.

Structure
Structural analyses, utilising X-ray crystallography, revealed the unique topologies of knob domain

peptides K8 and K92 and their distinctive binding modes in C5. Due to the apparent structural

homology of knob domains with certain venomous peptides, of which conotoxins and spider venoms

are examples, it has been proposed that the knob domains of ul-CDRH3 might be similarly predis-

posed to target the concave epitopes of ion channels. Likewise, structural homology with defensin

peptides has garnered hypotheses regarding an improved ability to bind viral capsid coats. Indeed,
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bovine antibodies with ul-CDRH3 have been raised against the viral capsid of HIV with exceptional

efficiency, given the challenging nature of the antigen (Sok et al., 2017; Stanfield et al., 2020).

However, the study presented here shows that, in the case of C5, concave epitopes are not the

knob domain’s sole preserve. Notably, the MG8 domain epitope of K8 offers a planar pharmaco-

phore and, while the K92 epitope is more undulating, casual inspection of the C5 structure reveals

numerous deeper cavities available (Figure 3). This may mean that knob domains can be raised to

inhibit flat surfaces involved in protein–protein interactions, which might not offer binding sites for

orthosteric small molecules.

We note that the structural architecture of the knob domains varies for the epitope. Their immune

derivation means that, unlike cysteine-rich peptides derived from other natural sources, such as ven-

oms, the bovine immune system can be used to define specificity for any antigen. Comparative

structural analysis suggests that knob domain paratopes are differentiated from conventional anti-

bodies and the structures of known cyclic peptides, offering a different binding architecture to other

small antibody fragments, such as the camelid VHH. While firm conclusions are hampered by limited

examples, the number of interactions does not seem dissimilar from cyclic peptides or mAbs, both

of which have been successfully applied to tackling high-affinity protein–protein interactions.

Our structures demonstrate that the importance of the network of disulphide bonds goes beyond

a stabilising role. An apparent paucity of secondary structure would suggest that while stabilisation

of the domain is indeed critical, disulphide bonds also participate in sulphur–p interactions to sustain

intra- and inter-chain interactions. The structures of knob domains bound to their target antigen

demonstrate both the diversity and versatility afforded to the bovine immune repertoire by these

sequences.

Mechanism
Structural alignment of the C5-K92 co-crystal structure with the apo C5 structure (Figure 4), using

the MG5 domain, revealed a rotational movement of the MG1 causing the a-chain to adopt a

twisted conformation accompanied by a rotational movement in the C5d domain, in response to

knob domain binding. Comparison of the C5-K8 structure with the apo C5 structure revealed a simi-

lar conformation but with less movement in the C5d domain. The helical C5d domain is the target of

two immune evasion molecules which have evolved in ticks, OmCI and RaCI, both of which inhibit

C5 by crosslinking C5d to neighbouring domains (Jore et al., 2016). Additionally, it has been shown

that polyclonal antibodies raised against C5d inhibit binding of C5 to C3b (DiScipio, 1981). The

binding site of OmCI is contained within the CUB and C5d domains, with only a single, non-bonded

interaction to the C345c domain visible in the crystal structure (Jore et al., 2016), which appears

mediated by crystal contacts. Interestingly, the C5-OmCI-RaCI crystal structure (PDB accession code

5HCC) reveals similar conformational changes in C5d, relative to the apo C5 structure. We therefore

propose that rearrangement of C5d can lower the affinity, or preclude the interaction, of C5 for the

convertases and that this may be a common inhibitory mechanism for OmCI, RaCI, K8, and K92.

Should K92 and K8 inhibit C5 by modulating the C5d domain, in the case of K92, this occurs at a

range of over 50 Å. Such remote effects are not unprecedented; allosteric structural changes can be

propagated at over 150 Å in response to drug binding (Haselbach et al., 2017).

Subsequent solution biophysics methods substantiate our crystallographic observations. HDX-MS

analysis revealed areas of solvent protection changes in the MG8 domain, resulting from the binding

of K8, and in the MG1 and MG5 domains of the C5-K92 complex (Figure 6), corresponding to their

respective epitopes, as identified with X-ray crystallography (Figure 3) and confirmed by site-

directed mutagenesis analysis. Changes in solvent exposure were also observed in the a-chain for

C5-K92, providing a route to visualise the allosteric network. As similar conformational or dynamic

changes occur both in solution and in the crystal structure, this suggests that the effects are ligand

induced and are not the result of crystal packing interactions. SAXS analysis also suggests that K8

and K92 increase the flexibility of C5 and effects on dynamics may be a contributing factor in realis-

ing efficacy (Figure 5).

For K57, which had an Emax of 100% for both pathways and was not demonstrably allosteric,

HDX-MS and biacore experiments with the metastable C5b suggested a putative epitope on the

MG5 domain. This could support an orthosteric mechanism of action as CVF, which can form a stable

C5 convertase, contacts the MG5 domain in the C5-CVF co-crystal structure (PDB accession code

3PVM). However, by SAXS, similar changes in conformation and/or dynamics to the C5-K8 and C5-
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K92 complexes were apparent and an allosteric network, including changes in the C5d domain, was

observed in the C5-K92 complex by HDX-MS. These observations could support an allosteric mecha-

nism for K57.

Importantly, we also saw a high degree of negative cooperativity between the different knob

domains by SPR (Figure 2), suggesting that all the functional knob domains perturb the conforma-

tional state or dynamics of C5. K57 also showed cooperativity with other functional knob domains,

suggesting providing further evidence that it stabilises a conformation of C5 that is less energetically

favourable for binding of the other ligands.

Our observations with K92 suggest that further work may be required to elucidate the mechanism

of action of another binder of the MG1 and MG5 domains, SSL7. Given that SSL7 can be a partial

inhibitor (Laursen et al., 2010), even with co-binding of IgA, this precludes a steric mechanism and

invites biophysical studies in solution. Additionally, another tick-derived inhibitor, Cirp-T, was also

recently reported as predominantly binding to the MG4 domain, with an orthosteric mechanism of

action attributed. However, we note that published data only showed an Emax of <90% in AP-driven

assays (Reichhardt et al., 2020), indicating that it is an allosteric C5 inhibitor for the AP, and poten-

tially also the CP, C5 convertase, which may merit further investigation.

In conclusion, we introduce knob domains as a new peptide modality, with unexplored therapeu-

tic potential for the modulation of proteins and protein–protein interactions. This study is the first

application of knob domain peptides and reveals an unexpectedly high incidence of allosteric modu-

lators of complement C5, expanding its scope for complement-targeted therapies and providing

important mechanistic tools for the study of C5 convertases. Knob domains can offer a range of

advantages over the current macromolecular C5 inhibitors, including their use as peptide therapeu-

tics, while grafting knob domains into the CDRH3 of well-characterised Fabs or using Fc tags could

provide routes to extend half-life in vivo by attenuating renal clearance.

Materials and methods

Complement proteins
Human C5 was affinity purified using an E141A, H164A OmCI column (Macpherson et al., 2018).

Briefly, human serum (TCS Biosciences, Botolph Claydon, UK) was diluted 1:1 (v/v) with phosphate

buffered saline (PBS), 20 mM ethylenediaminetetraacetic acid (EDTA), and applied to a 5 mL Hi-Trap

NHS column (GE Healthcare, Amersham UK), which contained 20 mg of E141A H164A OmCI pro-

tein, at a rate of 1 mL/min. The column was washed with 5� column volumes (CV) of PBS, C5 was

then eluted using 2 M MgCl2 and immediately dialysed into PBS. C5b was prepared from human C5

by incubating C5 with CVF, factor B and factor D, at a 1:10 molar ratio, as previously described

(Jore et al., 2016). C5a was removed using a spin column with 30 kDa cut-off (Thermo Fisher Scien-

tific, Horsham, UK).

Knob domain peptide production
Knob domain peptides were expressed fused to the CDRH3 of the PGT-121 Fab, as previously

described (Macpherson et al., 2020). Plasmid DNA for each construct was amplified using QIAGEN

Plasmid Plus Giga Kits. Expi293F cultures were transfected with Expifectamine 293 Transfection kits

(Invitrogen, Renfrew, UK) as per the manufacturer’s instructions. The cells were cultured for 4 days

and supernatants harvested by centrifugation at 4000 rpm for 1 hr. Harvested supernatants were

applied to a Hi-Trap Nickel excel columns (GE Healthcare, Amersham, UK) using an Akta pure (GE

Healthcare, Amersham, UK). Cell supernatants were loaded at 2.5 mL/min, followed by a wash of 7�

CV of PBS, 0.5 M NaCl. A second wash with 7� CV of buffer A (0.5 M NaCl, 0.02 M Imidazole, PBS

pH 7.3) was performed, and samples were eluted by isocratic elution with 10� CV of buffer B (0.5 M

NaCl, 0.25 M) Imidazole, PBS (pH 7.3). Post elution, the protein-containing fractions were pooled

and buffer exchanged into PBS using dialysis cassettes (Thermo Fisher Scientific, Horsham, UK).

For isolation of the knob domain peptide, PGT-121 Fab-knob peptide fusion proteins were incu-

bated with tobacco etch virus protease, at a ratio of 100:1 (w/w), for a minimum of 2 hr at room tem-

perature. Peptides were purified using a Waters UV-directed FractionLynx system with a Waters

XBridge Protein BEH C4 OBD Prep Column (300 Å, 5 mm, 19 � 100 mm, Waters Corp., Milford,

MA). An aqueous solvent of water, 0.1% trifluoroacetic acid (TFA), and an organic solvent of 100%
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MeCN was used. The column was run at 20 mL/min at 40˚C with a gradient of 5–50% organic sol-

vent, over 11 min. Fractions containing knob peptide were pooled and lyophilised using a Labconco

Freezone freeze drier.

Complement activation assays
For the C3 and C9 ELISAs, microtiter plates (MaxiSorp; Nunc) were incubated overnight at 4˚C with

50 mL of a solution of in 75 mM sodium carbonate (pH 9.6) containing either 2.5 mg/mL aggregated

human IgG (Sigma-Aldrich, Gillingham, UK) for CP or 20 mg/mL zymosan (Sigma-Aldrich, Gillingham,

UK) for AP. As a negative control, wells were coated with 1% (w/v) bovine serum albumin (BSA)/PBS.

Microtiter plates were washed four times with 250 mL of wash buffer (50 mM Tris-HCl), 150 mM NaCl

and 0.1% Tween 20 (pH 8) between each step of the procedure. Wells were blocked using 250 mL of

1% (w/v) BSA/PBS for 2 hr at room temperature. Normal human serum was diluted in either gelatin

veronal buffer with calcium and magnesium (GVB++: 0.1% gelatin, 5 mM Veronal buffer, 145 mM

NaCl, 0.025% NaN3, 0.15 mM calcium chloride, 1 mM magnesium chloride, pH 7.3; for CP) or Mg-

ethylene glycol tetraacetic acid (Mg-EGTA) (2.5 mM veronal buffer [pH 7.3] containing 70 mM of

NaCl, 140 mM of glucose, 0.1% gelatin, 7 mM of MgCl2, and 10 mM of EGTA; for AP). Serum was

used at a concentration of 1% in CP or 5% in AP and was mixed with serially diluted concentrations

of peptides (16 mM – 15.6 nM) in GVB++ or Mg-EGTA buffer, and preincubated on ice for 30 min.

Peptide–serum solutions were then incubated in the wells of microtiter plates for 35 min for CP

assays (both C3b and C9 detection) or 35 min for AP (C3b) or 60 min for AP (C9), at 37˚C. Comple-

ment activation was assessed through detection of deposited complement activation factors using

specific antibodies against C3b (rat anti-human C3d HM2198, Hycult, Uden, The Netherlands) and

C9 (goat anti-human C9, A226, Complement Technologies Tyler, TX) at a 1:1000 dilution. Bound pri-

mary antibodies were detected with horse rdischHRP-conjugated goat anti-rat

(ab97057, Abcam, Cambridge, UK) or rabbit anti-goat (P0449, Agilent Dako, Santa Clara, CA) sec-

ondary antibodies at a 1:1000 dilution. Bound HRP-conjugated antibodies were detected using TMB

One solution (Eco-TEK – manufactured by Bio-TEK, Winooski, VT) with absorbance measured at 450

nm.

For the C5b ELISA, assays were run using the CP and AP Complement functional ELISA kits (Svar

Life Science, Malmö, Sweden). For sample preparation, serum was diluted as per the respective pro-

tocol for the CP and AP assays. Serial dilutions of peptides were prepared and allowed to incubate

with serum for 15 min at room temperature prior to plating.

For the C5a ELISA, assays were run using the Complement C5a Human ELISA Kit

(Invitrogen, Renfrew, UK). For sample preparation, at the end of the 37˚C incubation of the serum/

peptide samples on the C5b ELISA plate, 50 mL of the diluted, activated serum was transferred to a

C5a ELISA plate containing 50 mL/well of assay buffer. All subsequent experimental steps were per-

formed as described in the protocol.

Haemolysis assays
GVB++ or Mg EGTA buffers, which had been supplemented with 2.5% glucose (w/v), were used for

the CP and AP assays, respectively. For the AP, 150 mL of rabbit erythrocytes (TCS

Biosciences, Botolph Claydon, UK) were washed twice, by addition of 1 mL of buffer and centrifuga-

tion at 800 �g for 1 min, and finally resuspended in 500 mL of buffer. For the CP, 150 mL sheep

erythrocytes (TCS Biosciences, Botolph Claydon, UK) were washed twice with 1 mL of buffer and

sensitised with a 1/1000 dilution of rabbit anti-sheep red blood cell stroma antibody (S1389, Sigma

Aldrich, Gillingham, UK). After a 30˚C/30 min incubation, with shaking, the cells were rewashed and

resuspended with 500 mL of buffer. Serial dilutions of peptide were prepared in the respective buf-

fers and normal human serum was added at 1% for the CP and 4.5% for the AP (corresponding to

CH50 of the serum). Also, 90 mL of peptide–serum mixtures were plated into a V-bottom 96-well

microtiter plate (Corning) and 10 mL of erythrocytes were added. Plates were incubated for 30 min

at 37˚C, with shaking. Finally, 50 mL of buffer was added, the plates centrifuged at 800 �g, and 80

mL of supernatant was transferred to an ELISA plate (Nunc) and absorbance measured at 405 nm.
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Crystallography and structure determination
6.1 mg/mL C5 (20 mM Tris-HCl, 75 mM NaCl, pH 7.35) was mixed at a 1:1 molar ratio with either

the K8 or K92 peptides. Crystallisation trials were initiated by the vapor diffusion method at 18˚C

with a 1:1 mixture of mother liquor (v/v). C5-K8 crystals were grown in a mother liquor of 0.1 M

N-(2-acetamido)iminodiacetic A, 14% ethanol (v/v), pH 6.0. For C5-K92 crystals, the mother liquor

was 0.1 M bicine/Trizma (pH 8.5), 10% (w/v) polyethylene glycol 8000, 20% (v/v) ethylene glycol, 30

mM sodium fluoride, 30 mM sodium bromide, and 30 mM sodium iodide (Gorrec, 2009). Prior to

flash freezing in liquid nitrogen, C5-K8 crystals were cryoprotected in mother liquor with 30% 2-

methyl-2,4-pentanediol (v/v). C5-K92 crystals were frozen without additional cryoprotection.

Data were collected at the Diamond Light Source (Harwell, UK), on beamline I03, at a wavelength

of 0.9762 Å. The C5-K8 structure was solved using the automated molecular replacement pipeline

Balbes (Long et al., 2008) using the apo C5 structure (PDB accession code 3CU7), minus the C345c

domain. The C5-K8 complex crystallised in space group P212121 with one molecule in the asymmet-

ric unit. A backbone model of the K8 peptide was produced using ARP-wARP (Langer et al., 2008)

which informed manual model building in Coot (Emsley et al., 2010), within the CCP4

suite (Winn et al., 2011). The model was subjected to multiple rounds of refinement in

Refmac (Murshudov et al., 1997) and Phenix (Adams et al., 2010). The overall geometry in the final

structure of the C5-K8 complex is good, with 97.2% of residues in favoured regions of the Rama-

chandran plot and no outliers.

The C5-K92 complex crystallised in space group C2 with one molecule in the asymmetric unit. C5

was solved by molecular replacement with Phaser (McCoy et al., 2007) using the C5-OmCI-RaCI

structure (PDB accession code 5HCC), with OmCI and RaCI removed. Manual building of the K92

peptide in Coot was greatly informed by mass spectroscopy disulphide mapping experiments. The

model was subjected to multiple rounds of manual rebuilding in Coot and refinement in

Phenix (Adams et al., 2010). The overall geometry in the final structure of the C5-K92 complex is

good, with 95.2% of residues in favoured regions of the Ramachandran plot and no outliers. Struc-

ture factors and coordinates for both C5-knob domain peptide complexes have been deposited in

the PDB (PDB accession codes: 7AD6 (C5-K92 complex) and 7AD7 (C5-K8 complex)). Crystal trials

were also performed with the C5-K57 and C5-K149 complexes, but the resulting crystals diffracted

poorly.

Disulphide mapping of K92 peptide
A 250 mL K92 peptide at 1 mg/mL was alkylated with addition of 18 mL of 2-Iodoacetamide (Thermo

Fisher Scientific, Horsham, UK) at room temperature for 30 min. Overnight dialysis into assay buffer

(7.5 mM Tris-HCl, 1.5 mM CaCl2, pH 7.9) was performed using 2 kDa slide-a-lyzer cassettes (Thermo

Fisher Scientific, Horsham, UK). Chymotrypsin (sequencing grade, Roche Applied Sciences) was

reconstituted to 1 mg/mL in assay buffer, and 5 mL of reconstituted enzyme was added to 80 mL of

sample. Once mixed, the sample was incubated at 37˚C for 1.5 hr before being quenched with 5 mL

of 1% TFA. Samples were diluted 1 in 10 and 5 mL was loaded onto the analytical column.

Liquid chromatography electrospray ionisation mass spectrometry was acquired using an Ultimate

3000 UHPLC system (Thermo Fisher Scientific, Horsham, UK) coupled with a Q-Exactive Plus Orbi-

trap (Thermo Fisher Scientific, Horsham, UK). Separations were performed using gradient elution (A:

0.1% formic acid; B: 0.1% formic acid in acetonitrile) on an Acquity UPLC BEH C18 column (130 Å,

1.7 mm, 2.1 � 150 mm; Waters Corp., Milford, MA) with the column temperature maintained at 40˚

C.

The following analytical gradient at 0.2 mL/min was used: 1% B was held for 2 min, 1–36% B over

28 min, 36–50% over 5 min, and 50–99% B over 0.5 min. There were sequential wash steps with

changes in gradient of 99%–1% B over 0.5 min (at a higher flow rate of 0.5 mL/min) before equilibra-

tion at 1% B for 6.5 min (at the original 0.2 mL/min).

A full MS/dd-MS2 (Top 5) scan was run in positive mode. Full MS: scan range was 200–2000 m/z

with 70,000 resolution (at 200 m/z) and a 3 � 106 AGC target (the maximum target capacity of the

C-trap), 100 ms maximum Injection time. The dd-MS2: 2.0 m/z isolation window, CID fragmentation

(NCE 28) with fixed first mass of 140.0 m/z, with a 17,500 resolution (at 200 m/z), 1 � 105 AGC tar-

get, 200 ms maximum injection time. The source conditions of the MS were capillary voltage, 3 kV;
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S-lens RF level, 50; sheath gas flow rate, 25; auxiliary gas flow rate, 10; auxiliary gas heater tempera-

ture, 150˚C; and the MS inlet capillary was maintained at 320˚C.

Data were acquired using XcaliburTM 4.0 software (Thermo Fisher Scientific, Horsham, UK), and

raw files were analysed by peptide mapping analysis using Biopharma Finder 2.0 software (Thermo

Fisher Scientific, Horsham, UK) by performing a disulphide bond search with a chymotrypsin

(medium specificity) digest against the K92 peptide sequence. Assignments and integrations from

Biopharma Finder were filtered to include only peptides identified as containing a single disulphide

bond and with an experimental mass within |5| ppm of the theoretical mass. Intensities for all pepti-

des containing the same cysteines pairing were summed and percentages were obtained from the

summed against total intensities.

SPR multicycle kinetics
Kinetics were measured using a Biacore 8K (GE Healthcare, Amersham, UK) with a CM5 chip, which

was prepared as follows: 1-ethyl-3-(�3-dimethylaminopropyl) carbodiimide hydrochloride (EDC)/N-

hydroxysuccinimide (NHS) was mixed at 1:1 ratio (flow rate, 10 mL/min; contact time, 30 s),

and human C5 at 1 mg/mL in pH 4.5 sodium acetate buffer was injected over flow cell one only (flow

rate, 10 mL/min; contact time, 60 s). Final immobilisation levels in the range of 2000–3000 RUs were

obtained to yield theoretical Rmax values of ~50–60 RU. Serial dilutions of K8 and K92 knob

domains, and various mutants, were prepared in HBS-EP (0.01 M HEPES pH 7.4, 0.15 M NaCl, 3 mM

EDTA, 0.005% v/v Surfactant P20) buffer and injected (flow rate, 30 mL/min; contact time, 240 s; dis-

sociation time, 6000 s). After each injection, the surface was regenerated with two sequential injec-

tions of 2 M MgCl2 (flow rate, 30 mL/min; contact time, 30 s). Binding to the reference surface was

subtracted, and the data were fitted to a single-site binding model using Biacore evaluation

software.

Binding pose metadynamics
Simulation structures were prepared using Schrodinger’s Maestro Protein preparation wizard. The

molecular dynamics runs were performed using the Schrodinger’s default implementation of the

binding pose metadynamics with the peptide chain considered in place of a ligand. Additional

RMSD calculations for the peptide internal structure assessment in the last 20% of the dynamics

were performed relative to the starting structures.

Small-angle X-ray scattering
Data was collected at the EMBL P12 beam line (PETRA III, DESY Hamburg,

Germany; Blanchet et al., 2015). Data was collected with inline SEC mode using the Agilent 1260

Infinity II Bio-inert LC. Also, 50 mL of complement component C5 at 31.6 mM (5.96 mg/mL) was

injected onto a Superdex 200 Increase 5/150 column (GE Healthcare, Amersham, UK) at a flow rate

of 0.35 mL/min. The mobile phase comprised 20 mM Tris pH 7.35, 75 mM NaCl, and 3% glycerol.

The column elute was directly streamed to the SAXS capillary cell, and throughout the 15-min run,

900 frames of 1 s exposure were collected. After data reduction and radial averaging, the program

CHROMIXS (Panjkovich and Svergun, 2018) was employed. Around 100 statistically similar buffer

frames were selected and used for background subtraction of the sample frames from the chro-

matographic peak. This results in the final I(s) vs s scattering profiles, where s = 4psinq/l, 2q is the

scattering angle, and l = 1.24 Å. The scattering data in the momentum transfer range 0.05 <

s < 0.32 nm�1 were collected with a PILATUS 6M pixel detector at a distance of 3.1 m from the

sample.

ATSAS 2.8 (Franke et al., 2017) was employed for further data analysis and modelling. The pro-

gram PRIMUS (Konarev et al., 2003) was used to perform Guinier analysis (lnI(s) versus s2) from

which the radius of gyration, RG, was determined. Distance probability functions, p(r), were calcu-

lated using the inverse Fourier transformation method implemented in GNOM (Svergun, 1992) that

provided the maximum particle dimension, Dmax. The concentration-independent molecular weight

estimate, MWVC, is based on the volume of correlation (Rambo and Tainer, 2013). The values are

reported in Supplementary file 1, Table 3.1.

Theoretical scattering profiles were computed from X-ray coordinates using

Crysol (Svergun et al., 1995), and SREFLEX (Panjkovich and Svergun, 2016) was used to refine the
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models. For this, the program partitions the structure into pseudo-domains and hierarchically

employs NMA to find the domain rearrangements minimising the discrepancy c

2 between the SAXS

curve computed from the refined model and the experimental data. Because of the absence of elec-

tron density for the C345c domain in the C5-K8 complex structure, we included a round of

restrained rigid body refinement followed by NMA to obtain an improved fit.

On the same day, MALLS data were collected with a separate SEC run under the same experi-

mental conditions (set-up, buffer, run parameters, etc.). For this, a Wyatt Technologies miniDAWN

TREOS MALLS detector coupled to an OptiLab T-Rex differential refractometer for protein concen-

tration determination (dn/dc was taken as 0.185) was used. The MALLS system was calibrated rela-

tive to the scattering from toluene. The MWMALLS distribution of species eluting from the SEC

column were determined with the Wyatt ASTRA7 software package.

The experimental SAXS data and the models derived from them were deposited to the Small

Angle Scattering Biological Data Bank (SASBDB accession number SASDJA6).

Hydrogen/deuterium mass spectrometry
A 6 mM of C5 was incubated with 10 mM of peptide (K8, K92, or K57) to achieve complex during

deuterium exchange conditions. Then, 4 mL of C5 or the C5-peptide complex were diluted into 57

mL of 10 mM phosphate in H2O (pH 7.0) or into 10 mM phosphate in D2O (pD 7.0) at 25˚C. The deu-

terated samples were then incubated for 0.5, 2, 15, and 60 min at 25˚C. After the reaction, all sam-

ples were quenched by mixing at 1:1 (v/v) with a quench buffer (4 M guanidine hydrochloride, 250

mM Tris (2-carboxyethyl) phosphine hydrochloride, 100 mM phosphate) at 1˚C. The final mixed solu-

tion was pH 2.5. The mixture was then immediately injected into the nanoAcquity HDX module

(Waters Corp., Milford, MA) for peptic digest using an enzymatic online digestion column (Waters

Corp., Milford, MA) in 0.2% formic acid in water at 20˚C and with a flow rate of 100 mL/min. All deu-

terated time points and undeuterated controls were carried out in triplicate with blanks run between

each data point.

Peptide fragments were then trapped using an Acquity BEH C18 1.7 mM VANGUARD chilled pre-

column for 3 min. Peptides were eluted into a chilled Acquity UPLC BEH C18 1.7 mm 1.0 � 100 using

the following gradient: 0 min, 5% B; 6 min, 35% B; 7 min, 40% B; 8 min, 95% B, 11 min, 5% B; 12

min, 95% B; 13 min, 5% B; 14 min, 9 5% B; and 15 min, 5% B (A: 0.2% HCOOH in H2O; B: 0.2%

HCOOH) in acetonitrile. The trap and UPLC columns were both maintained at 0˚C. Peptide frag-

ments were ionised by positive electrospray into a Synapt G2-Si mass spectrometer (Waters Corp.,

Milford, MA). Data acquisition was run in ToF-only mode over an m/z range of 50–2000 Th using an

MSE method (low collision energy, 4 V; high collision energy: ramp from 18 V to 40 V). Glu-1-Fibrino-

peptide B peptide was used for internal lock mass correction. To avoid significant peptide carry-over

between runs, the on-line Enzymate pepsin column (Waters Corp., Milford, MA) was washed three

times with pepsin wash (0.8% formic acid, 1.5 M Gu-HCl, 4% MeOH) and a blank run was performed

between each sample run.

MSE data from undeuterated samples of C5 were used for sequence identification using the

Waters Protein Lynx Global Server 2.5.1 (PLGS). Ion accounting files for the three control samples

were combined into a peptide list imported into DynamX v3.0 software (Waters Corp., Milford, MA).

The output peptides were subjected to further filtering in DynamX. Filtering parameters used were

minimum and maximum peptide sequence length of 4 and 25, respectively, minimum intensity of

1000, minimum MS/MS products of 2, minimum products per amino acid of 0.2, and a maximum

MH + error threshold of 10 ppm. DynamX was used to quantify the isotopic envelopes resulting

from deuterium uptake for each peptide at each time point. Furthermore, all the spectra were exam-

ined and checked visually to ensure correct assignment of m/z peaks and only peptides with a high

signal to noise ratios were used for HDX-MS analysis.

Following manual filtration in DynamX, confidence intervals for differential HDX-MS (DHDX) meas-

urements of individual time point were calculated using Deuteros (Lau et al., 2019) software. Only

peptides which satisfied a DHDX confidence interval of 98% were considered significant. The DHDX

was then plotted onto the C5 structure in Pymol.
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Surface plasmon resonance, single-cycle kinetics
On a Biacore 8K (GE Healthcare, Amersham, UK), human C5b was immobilised on a CM5 chip (GE

Healthcare, Amersham, UK). Flow cells were activated using a standard immobilisation protocol:

EDC/NHS was mixed at 1:1 ratio (flow rate, 10 mL/min; contact time, 30 s). C5b, at 1 mg/mL, or C5b-

6 (Complement Technologies, Tyler, TX), at 2 mg/mL, in pH 4.5 sodium acetate buffer, were immobi-

lised on flow cell two only (flow rate, 10 mL/min; contact time, 420 s). Finally, ethanolamine was

applied to both flow cells (flow rate, 10 mL/min; contact time, 420 s). A final immobilisation level of

500–700 RUs was obtained for C5b and 1000–1150 RUs were obtained for C5b-6. Single-cycle kinet-

ics were measured using a seven-point, threefold serial dilution (spanning a range of 1 mM to 1.4

nM) in HBS-EP buffer (GE Healthcare, Amersham, UK). A high flow rate of 40 mL/min was used, with

a contact time of 300 s and a dissociation time of 2700 s. Binding to the reference surface was sub-

tracted, and the data were fitted to a single-site binding model using Biacore evaluation software.

All sensorgrams were inspected for evidence of mass transport limitation using the flow rate-inde-

pendent component of the mass transfer constant (tc).

Surface plasmon resonance, cross blocking
On a Biacore 8K (GE Healthcare, Amersham, UK), human C5 was amine coupled to a CM5 chip using

the same protocol as for C5b. A final immobilisation level of approximately 1000–2000 RUs was

obtained. For cross blocking, the surface was saturated with two sequential injections of a 20 mM

knob domain solution in HBS-EP buffer (GE Healthcare, Amersham, UK) using a flow rate of 30 mL/

min and contact time of 300 s. This was immediately followed with an injection of a second knob

domain peptide, again at 20 mM in HBS-EP, with a flow rate of 30 mL/min and a contact time of 270

s, and the dissociation phase was measured for 600 s. Binding to the reference surface was sub-

tracted, and sensorgrams were plotted in GraphPad Prism (GraphPad Software, San Diego, Califor-

nia USA, www.graphpad.com).
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Adams PD, Afonine PV, Bunkóczi G, Chen VB, Davis IW, Echols N, Headd JJ, Hung LW, Kapral GJ, Grosse-
Kunstleve RW, McCoy AJ, Moriarty NW, Oeffner R, Read RJ, Richardson DC, Richardson JS, Terwilliger TC,
Zwart PH. 2010. PHENIX: a comprehensive Python-based system for macromolecular structure solution. Acta

Macpherson et al. eLife 2021;10:e63586. DOI: https://doi.org/10.7554/eLife.63586 23 of 27

Research article Immunology and Inflammation Structural Biology and Molecular Biophysics



Crystallographica Section D Biological Crystallography 66:213–221. DOI: https://doi.org/10.1107/
S0907444909052925, PMID: 20124702

Albazli K, Kaminski HJ, Howard JF. 2020. Complement inhibitor therapy for myasthenia gravis. Frontiers in
Immunology 11:917. DOI: https://doi.org/10.3389/fimmu.2020.00917, PMID: 32582144

Aleshin AE, DiScipio RG, Stec B, Liddington RC. 2012. Crystal structure of C5b-6 suggests structural basis for
priming assembly of the membrane attack complex. Journal of Biological Chemistry 287:19642–19652.
DOI: https://doi.org/10.1074/jbc.M112.361121
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