
A Blessing of Dimensionality:Measure Con
entration and Probabilisti
 Inferen
e
P�nar MuyanDepartment of Computer S
ien
eUniversity of British ColumbiaVan
ouver, BC, Canada Nando de FreitasDepartment of Computer S
ien
eUniversity of British ColumbiaVan
ouver, BC, CanadaAbstra
tThis paper proposes an eÆ
ient samplingmethod for inferen
e in probabilisti
 graphi-
al models. The method exploits a blessing ofdimensionality known as the 
on
entration ofmeasure phenomenon in order to derive an-alyti
 expressions for proposal distributions.The method 
an also be interpreted in a vari-ational setting, were one minimises an upper-bound on the estimator varian
e. The re-sults on simple settings are very promising.We believe this method has great potentialin graphi
al models used for diagnosis.1 INTRODUCTIONMa
hine learning is plagued with 
urses of dimension-ality, but there are less-known blessings too. The in-
orporation of these blessings in the design of learningalgorithms is a resear
h dire
tion of profound impor-tan
e (Donoho 2000). In this paper, we exploit one ofthese blessings, namely the 
on
entration of measurephenomenon, to derive eÆ
ient sampling algorithmsfor inferen
e in probabilisti
 graphi
al models.Various large deviation results state that probabilitymeasures often 
on
entrate on small sets, spe
ially inhigh-dimensions. (In information theory this is knowas the asymptoti
 equipartition property (Cover andThomas 1991).) These results 
an be exploited to de-sign optimal sampling algorithms. In the importan
esampling s
enario, the large deviation theorems allowone to surmount the 
ru
ial problem of 
oming up withgood proposal distributions. In parti
ular, Cram�er'stheorem enables us to derive importan
e proposal dis-tributions analyti
ally for simple distributions.Large deviation results for importan
e sampling ap-peared initially in the simulation and 
ommuni
ationsliterature (Sadowsky and Bu
klew 1990). These re-

sults, when appli
able, have resulted in powerful sam-plers (Smith, Sha� and Gao 1997). However, theyhave been restri
ted to simple simulation s
enarios. Inthis paper, we present these results to a broader 
om-munity, while extending them to 
arry out Bayesianinferen
e in more 
omplex multivariate probabilisti
models.Our method has an elegant variational interpreta-tion. One obtains the proposal distribution for im-portan
e sampling (for some restri
ted s
enarios) byanalyti
ally minimising an upper-bound on the esti-mator varian
e. This provides a more elegant and ef-�
ient framework for 
ombining variational and sam-pling methods than the one proposed originally in (deFreitas, H�jen-S�rensen, Jordan and Russell 2001).This new variational perspe
tive applies to samplings
hemes su
h as Markov 
hain Monte Carlo and par-ti
le �ltering (Dou
et, de Freitas and Gordon 2001,Robert and Casella 1999). However, for ease of presen-tation, we fo
us on importan
e sampling estimators.2 IMPORTANCE SAMPLINGWe begin the paper with a revision of importan
e sam-pling (Hammersley and Hands
omb 1968, Rubinstein1981). In statisti
s, physi
s and ma
hine learning oneis often 
on
erned with solving high-dimensional inte-grals with respe
t to a probability distribution p(x) ofthe form1 I (f) = Z f (x) p (x) dxMonte Carlo integration algorithms are easy to im-plement if one 
an sample dire
tly from p(x). This,however, turns out to be a hard problem. Importan
esampling over
omes it by introdu
ing a proposal distri-bution q(x) su
h that its support in
ludes the support1We use 
ontinuous distributions to simplify the expo-sition, but the results also apply in dis
rete settings.



of p(x). Then we 
an rewrite I(f) as followsI (f) = Z f (x)w (x) q (x) dxwhere w (x) , p(x)q(x) is known as the importan
e weight.Consequently, if one 
an simulate N i.i.d. samplesfx(i)gNi=1 a

ording to q (x) and evaluate w(x(i)), apossible Monte Carlo estimate of I (f) isbIN (f) = NXi=1 f �x(i)�w(x(i))This estimator is unbiased and, under weak assump-tions, the strong law of large numbers applies, thatis bIN (f) a:s:�!N!1 I (f). It is 
lear that this integrationmethod 
an also be interpreted as a sampling methodwhere the posterior density p (x) is approximated bybpN (x) = NXi=1 w(x(i))Æx(i) (x)where Æx(i) (x) denotes the Dira
 delta fun
tion. Then,bIN (f) is nothing but the fun
tion f(x) integrated withrespe
t to the empiri
al measure bpN (x).Some proposal distributions q(x) will obviously bepreferable to others. An important 
riterion for 
hoos-ing an optimal proposal distribution is to �nd one thatminimises the varian
e of the estimator bIN (f). Thevarian
e of f(x)w(x) with respe
t to q(x) is given byvarq(x) (f(x)w(x)) = E q(x) �f2(x)w2(x)�� I2(f), �(q(x)) � I2(f) (5)The se
ond term on the right hand side does not de-pend on q(x) and hen
e we only need to minimise the�rst term (�(q(x))) subje
t to the 
onstraint that q(x)sums to 1. By forming an appropriate Lagrangian andtaking derivatives, we obtain the following optimal im-portan
e distributionq?(x) = jf(x)jp(x)R jf(x)jp(x)dxThis distribution ensures that varq(x) (f(x)w(x)) = 0.However, it is not very useful in the sense that it isnot easy to sample from jf(x)jp(x). Yet, it tells usthat high sampling eÆ
ien
y is a
hieved when we fo-
us on sampling from p(x) in the important regionswhere jf(x)jp(x) is relatively large; hen
e the nameimportan
e sampling.This result implies that importan
e sampling esti-mates 
an be super-eÆ
ient. That is, for a a givenfun
tion f(x), it is possible to �nd a distribution q(x)that yields an estimate with a lower varian
e than

when using a perfe
t Monte Carlo method, i.e. withq(x) = p(x). This property is often exploited for simu-lation in 
ommuni
ation networks (Smith et al. 1997).When the normalising 
onstant of p(x) is unknown,it is still possible to apply the importan
e samplingmethod by rewriting I(f) as follows:I (f) = R f (x)w (x) q (x) dxR w (x) q (x) dxwhere w (x) / p(x)q(x) is now only known up to a nor-malising 
onstant. The Monte Carlo estimate of I (f)be
omeseIN (f) = 1N PNi=1 f �x(i)�w(x(i))1N PNj=1 w �x(i)� = NXi=1 f �x(i)� ew(x(i))where ew(x(i)) is a normalised importan
e weight. ForN �nite, eIN (f) is biased (ratio of two estimates) butasymptoti
ally, under weak assumptions, the stronglaw of large numbers applies, that is eIN (f) a:s:�!N!1 I (f).Under additional assumptions a 
entral limit theorem
an be obtained (Geweke 1989). In parti
ular,Ne�2N !varq(x) (f(x)w(x)) as N ! 1, where e�2N denotes thesample estimator of the varian
e:e�2N = PNi=1 �f(x(i))� eIN (f)�2 w2(x(i))�PNi=1 w �x(i)��2Throughout our experiments, we use this estimate ofthe varian
e as our measure of performan
e.The estimator eIN (f) has been shown to perform bet-ter than bIN (f) in some setups under squared error loss(Robert and Casella 1999).As the dimension of the x in
reases, it be
omes harderto obtain a suitable q(x) from whi
h to draw sam-ples. A sensible strategy is to adopt a parameterisedq(x; �) and to adapt � during the simulation. Adap-tive importan
e sampling (AIS) appears to have origi-nated in the stru
tural safety literature (Bu
her 1988),and has been extensively applied in the 
ommuni
a-tions literature (Al-Qaq, Devetsikiotis and Townsend1995, Remondo, Srinivasan, Ni
ola, van Etten andTattje 2000). This te
hnique has also been exploitedre
ently in the ma
hine learning 
ommunity (de Fre-itas, Niranjan, Gee and Dou
et 2000, Cheng andDruzdzel 2000, Ortiz and Kaelbling 2000). A popularadaptive strategy involves 
omputing the derivative ofthe �rst term on the right hand side of equation (5)D(�) = Eq(x;�) �f2(x)w(x; �)�w(x; �)�� �



and then updating the parameters as follows�t+1 = �t � � 1N NXi=1 f2(x(i))w(x(i); �t)�w(x(i); �t)��twhere � is a learning rate and x(i) � q(x; �). Otheroptimisation approa
hes that make use of the Hessianare also possible.Greedy importan
e sampling is another interestingstrategy (S
huurmans and Southey 2000). Here, onedraws the initial positions of several a blo
ks of sam-ples independently. Then, for ea
h initial sample, one
ompletes the blo
k by taking steps in the dire
tionof maximum jf(x)jp(x) until a lo
al maximum or aspe
i�ed threshold is rea
hed. The 
omputation ofthe importan
e weights in this s
enario requires 
are-ful thought.In this paper, we depart from these approximatestrategies. We fo
us on obtaining analyti
al expres-sions for q(x) in some restri
ted, yet important s
e-narios.3 MEASURE CONCENTRATIONWe fo
us on the problem of estimating set probabilitiesPE , Pr(x 2 E) = Z IE(x)p(x)dx (9)where p(x) is a distribution that de
ays exponentiallyand IE(x) = 1 if x 2 E and 0 otherwise (see Figure 1).This is a ubiquitous problem in the graphi
al modelsliterature as it is of fundamental importan
e in medi
aland industrial diagnosis systems.In this setting the optimal proposal distribution isq?(x) / IE(x)p(x). Sin
e one 
annot sample fromq?(x), we adopt a variational strategy to �nd otherdistributions from whi
h it is easy to sample whileminimising the varian
e of the estimates. In parti
-ular, we introdu
e and minimise an upper-bound on�(q(x)). This minimisation results in an \optimal" im-portan
e distribution qb(x) from whi
h one 
an obtainsamples easily.We use the following identitye�(x��) � IE(x) (10)where � is a variational parameter 
hosen so that theexponent is positive. � is optimised to make the boundas tight as possible. The rate-point � is the point inthe set E where p(x) is maximised. This is illustratedwith a standard Bayesian linear-Gaussian model inFigure 2.
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α EContours of q(x)    I   (x)p(x)

Figure 1: Importan
e sampling: one should pla
e moreimportan
e on sampling from the state spa
e regionsthat matter. In this parti
ular example one is inter-ested in 
omputing a tail probability of error (dete
tinginfrequent abnormalities).
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Figure 2: In this standard Bayesian linear-Gaussianmodel, we are interested in 
al
ulating P (x > �jdata)for a rate-point � = 2:5.Our identity yields the following upper-bound on thevarian
e:�(q(x)) , Eq(x) �e2�(x��)w2(x)� (11)This bound is minimised by the following proposal dis-



tribution:qb(x) = p(x)e�xR p(x)e�xdx , p(x)e�xM(�)= p(x)e�x�logM(�) , p(x)eI�(x) (12)where M(�) is the moment generating fun
tion. Ifp(x) is Gaussian then it is 
lear that multiplying it bythe term e�x simply implies a shift in the mean. Byoptimising the bound we 
an 
ompute this shift. Wedo this next.Sin
e p(x) de
ays exponentially, the bound should betight at the point of maximum probability, namely �.(This is where we are exploiting the 
on
entration ofmeasure blessing.) To a
hieve this, we optimise � sothat I�(x) is minimised at x = �. We 
arry out thisoptimisation by di�erentiating and equating to zero:���I�(x)����x=� = ��� (�x� logM(�))����x=� = 0This derivative gives us� =M�1(�)�M(�)�� =M�1(�) Z xp(x)e�xdx = Eqb(x)That is, the proposal distribution, qb has its mean lo-
ated at �. So, for a Gaussian distribution N (�; �2),the \optimal" proposal distribution to 
ompute P (x >�) is given by qb(�; �2). The results of using thisproposal distribution in the Bayesian linear-Gaussianproblem are shown in Figure 3.
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Figure 3: Estimator varian
e as a fun
tion of thenumber of samples for the distributions and rate-pointshown in Figure 2. The Tilted posterior distributionperforms better than the posterior distribution as pro-posal me
hanism. The prior performs poorly.

The shifted distribution arises in the theory of largedeviations in the proof of the lower bound of Cram�er'stheorem (Bu
klew 1986, Dembo and Zeitouni 1993).There it is known as the tilted distribution. The fun
-tion sup� I�(x) is known as the large deviations ratefun
tion or Legendre-Fen
hel transform. Note that al-though we fo
us on Gaussian distributions in this pa-per, the method applies to other distributions, su
h asthe Lapla
e distribution.The tilted distribution is only optimal within the fam-ily of upper-bounds that we are minimising. However,sin
e both the probability of the set E and the tar-get distribution p(x) de
ay exponentially, it is possibleto attain asymptoti
 optimality. This happens whenthe terms in equation (5) 
an
el out as the number ofsamples goes to in�nity. A more detailed treatmentof asymptoti
 eÆ
ien
y is presented in (Sadowsky andBu
klew 1990).In some situations, we might en
ounter more than onerate-point. In this 
ase, it seems fairly intuitive to usea mixture of proposal distributions, ea
h with mean atone of the rate-points. In other situations, we mightnot even know the lo
ation of the rate-points. We donot ta
kle this problem here, but one solution wouldbe to use 
onstrained optimisation methods to �nd therate-points.3.1 DIAGNOSIS NETWORKSIn the remainder of the paper, we shall fo
us on theproblem of probabilisti
 inferen
e in graphi
al modelsused for diagnosis. Figure 4 shows a typi
al network.This network has the same stru
ture as the well knownQMR medi
al diagnosis network (Jaakkola and Jordan1999). We are interested in determining the probabil-ity that one of the variables (e.g. pressure or temper-ature) ex
eeds a parti
ular value.
YYY YY

X X X X1 2 3 4

1 2 3 4 5Figure 4: Diagnosis network: the y nodes 
orrespondto �ndings while the x nodes 
an 
orrespond to faultstates or diseases.For some graphi
al models, we might not be able to
ompute the posterior of a parti
ular node of inter-est (the one with the 
onstraint). However, one 
an



use either the tilted prior distribution or run adaptiveimportan
e sampling (ais) to estimate the posteriordistribution of the node and then tilt this estimate.In some 
ases, however, it is possible to 
ompute theposterior of the node of interest analyti
ally, even ifwe 
annot 
ompute the posterior of the entire network.That is, we simply 
ondition on the rest of the networkto 
ompute the marginal posterior of interest. Finally,we apply the appropriate tilting to the this marginalposterior.4 EXPERIMENTS4.1 TWO-NODE NETWORKWe �rst 
onsider a network 
onsisting of a single mul-tivariate node x and a multivariate node y. We 
on-sider two types of 
onstraints. First, ea
h dimensionof x is 
onstrained and we 
ompute Pr(x1 > �; x2 >�; : : : ; xd > �jy). Se
ond, only the �rst dimension is
onstrained and we 
ompute Pr(x1 > �jy).We tried 6 methods with di�erent proposal distribu-tions, namely the prior, posterior, approximate poste-rior, and their tilted 
ounterparts. The approximateposterior was 
omputed with one step of adaptationusing an adaptive importan
e sampling method forgraphi
al models proposed in (Cheng and Druzdzel2000). We ensure that the means of the tilted dis-tributions 
orrespond to the rate-points �.We run ea
h method for di�erent dimensions and rate-points. We set the number of samples to 1000. In ea
h
ase, we repeated the experiment 20 times to obtainthe mean and varian
e of the estimator varian
e andthe e�e
tive number of samples (the number of sam-ples that falls in the set of interest).We 
hose a Gaussian prior p(x) = N (0; I) and a Gaus-sian likelihood p(yjx) = N (Ax; I). The posterior wasobtained using standard analyti
al 
al
ulations. Theeviden
e was simply y = 3.The mean estimator varian
es obtained in both exper-iments are shown in Tables 1 and 2. In both 
ases, thetilted distributions performed better than the othermethods. In the multi-
onstraint 
ase, the tilted prioroutperformed the tilted posterior. This is a result ofthe fa
t that the set of interest is de
aying exponen-tially as we in
rease the dimension of x. That is, thereare two exponential de
ays, one due to the Gaussiande
ay and one due to the fa
t that the set be
omesin
reasingly more 
onstrained. Sin
e the tilted priorhas a higher varian
e it provides better results. Buteventually, this double exponential de
ay results in adepletion of samples as shown in Figure 5. If the 
on-strained set is held �xed, there is no depletion of sam-

ples when using the tilted distributions as shown inFigure 6. This is an en
ouraging result.
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Figure 5: E�e
tive sample size in multi-
onstraint
ase. The fa
t that both the Gaussian and set of in-terest are de
aying exponentially eventually results ina depletion of samples. Note the prior and posteriorare very 
lose.
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Figure 6: E�e
tive sample size in single-
onstraint
ase. Sin
e the the size of the 
onstrained regions doesnot de
ay with in
reasing dimension, the tilted distri-butions allow us to sample e�e
tively despite the in-
reasing dimension.4.2 MULTI-NODE NETWORKIn this experiment, we adopt the network shown inFigure 4, with bivariate nodes x and y. Our goal is to
ompute Pr(x11 > �; x12 > �jy). That is, only the �rst



Table 1: Mean estimator varian
e for rate-point � = 4 and sample size 1000 with a 2-node network and a single
onstraint. We show the rank of the estimator in bra
kets. The symbol � indi
ates that no samples were obtainedin the set of interest. DIMENSIONS METHODS1 5 10 15 20 504.30e-05(6) - - - - - prior2.14e-07(4) - - - - ais3.32e-08(3) 9.16e-04(4) 1.71e-03(4) 7.59e-03(4) 9.48e-03(4) - ais tilted2.00e-06(5) 9.99e-07(2) 9.99e-07(2) 9.99e-07(2) 9.99e-07(2) 9.99e-07(2) posterior3.18e-09(1) 7.61e-06(3) 4.33e-05(3) 1.55e-03(3) 3.81e-03(3) 5.81e-05(3) prior tilted3.02e-08(2) 2.87e-08(1) 2.24e-08(1) 2.13e-08(1) 3.13e-08(1) 3.04e-08(1) posterior tiltedTable 2: Mean estimator varian
e for rate-point � = 4 and sample size 1000 with 2-node network and multiple-
onstraints. We show the rank of the estimator in bra
kets. The symbol � indi
ates that no samples were obtainedin the set of interest. DIMENSIONS METHODS1 2 5 7 10 154.30e-05(6) - - - - - prior2.14e-07(4) - - - - - ais3.32e-08(3) 1.52e-12(3) 3.28e-16(3) 1.13e-11(3) - - ais tilted2.00e-06(5) - - - - - posterior3.18e-09(1) 6.30e-15(1) 6.20e-31(1) 8.17e-44(1) 7.66e-50(1) 6.90e-94(1) prior tilted3.02e-08(2) 4.22e-13(2) 8.20e-25(2) 3.25e-34(2) 2.19e-49(2) 5.74e-70(2) posterior tiltedTable 3: Mean estimator varian
e for rate-point � = 3 and sample size 1000 with diagnosis network as thenumber of nodes in
reases. We show the rank of the estimator in bra
kets. The symbol � indi
ates that nosamples were obtained in the set of interest.TOTAL NUMBER OF NODES METHODS3 11 21 41 71- - - - - prior- - - - - ais5.07e-05(4) 5.07e-06(3) 1.14e-03(3) - - ais tilted8.42e-06(3) - - - - posterior2.47e-06(2) 1.36e-08(1) 7.19e-08(1) 1.13e-05(1) 5.34e-03(1) prior tilted1.95e-06(1) 7.07e-08(2) 1.71e-07(2) 2.14e-05(2) 2.08e-06(2) posterior tiltedbivariate node is 
onstrained. This is a more realisti
model as often we need to 
arry out multiple diagnosiswhile being very 
areful that one of the variables (saytemperature or pressure) does not ex
eed a spe
i�edthreshold.Instead of varying the dimension of the nodes, we keptit 
onstant and varied the number of nodes in the net-work. The number of x nodes is always one node lessthan the number of y nodes. The x nodes have thesame prior as in the two-node network. The same istrue for the likelihood models. Eviden
e (y = 3) wasentered on all the y nodes. We adopted a fully 
on-ne
ted network.
The mean estimator varian
es are shown in Table 3.Within varian
e (not shown), the prior and posteriortilted methods seem to perform similarly. The e�e
tivenumber of samples for both te
hniques is also very sim-ilar, as shown in Figure 7. On
e again, it was en
our-aging to �nd out that the e�e
tive number of samplesdoes not de
ay with dimensionality when using thetilted distributions. Note that standard proposal dis-tributions failed 
atastrophi
ally. This is not surpris-ing as we are sampling in high-dimensional settings.
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Figure 7: E�e
tive number of samples for diagnosisnetwork with a varying number of nodes. Again, thee�e
tive number of samples for the tilted distributionsdoes not de
ay as the dimensionality of the problemin
reases. The tilted prior and posterior distributionstend to exhibit less varian
e than the tilted adaptiveposterior.5 CONCLUSIONSWe presented an eÆ
ient sampling method for prob-abilisti
 inferen
e in an important 
lass of graphi
almodels. The method is based on a blessing of di-mensionality known as the 
on
entration of measurephenomenon. The experiments indi
ate that for somegraphi
al models and sets of interest, the tilted priorand posterior distributions work well despite in
reas-ing dimensions. In addition, the number of e�e
tivesamples seems to remain fairly 
onstant.In the future, we would like to extend the methodand test in real domains. One immediate extensionis to adopt the varian
e expressions for Markov 
hainMonte Carlo and parti
le �ltering des
ribed in (An-drieu and Robert 2002, Dou
et and Tadi
 2002) and,subsequently, apply our variational upper-bound min-imisation s
heme.ACKNOWLEDGMENTSWe would like to thank Arnaud Dou
et, Dale S
huur-mans and Sekhar Tatikonda for their advi
e and exper-tise in preparing this paper. Some of the experimentsused the Bayesian Network Toolbox of Kevin Murphy(Murphy 2001).
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