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Abstract

Controlling and stabilising collective phases of many-body quantum sys-

tems is a problem of deep fundamental and technological interest. In

this thesis, we perform a theoretical investigation on how useful quantum

phases may be engineered in strongly correlated fermionic lattice systems,

especially through periodic driving.

We first compute the phase diagram of the one-dimensional t–J model

with the addition of non-standard pair hopping terms. We show that

at dilute fillings these terms enhance superconductivity while, counter-

intuitively, suppressing it at large fillings. We argue that this is due to

dynamical constraints originating from the fact that local pairs cannot

overlap. We conjecture that these constraints may play a more significant

role in the physics of two-dimensional systems where the t–J model is

studied as a candidate model of high-Tc superconductivity. We begin to

investigate these dynamical constraints on a ladder geometry.

We then study the fermionic Hubbard model under periodic driving. We

show that the driving induces a strong and robust singlet-pairing effect

consistent with a superconducting state. This could provide a new mech-

anism for light-induced superconductivity in some classes of strongly cor-

related materials. We show using Floquet theory that the dynamics of the

driven Hubbard model are described precisely by the t–J model studied in

the previous section. As the driven Hubbard model is also implementable

with ultracold fermions in an optical lattice, our results could lead to

their use as a quantum simulator for a broad class of candidate models

for high-Tc superconductivity.
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Chapter 1

Introduction

The ability to control, switch and stabilise states of physical systems underpins almost

all modern technology. At the time of writing, the CPU in an iPhone contains ∼ 4.8

billion transistors, whose state must switch ∼ 2.4 billion times per second to perform

computations [1]. Similarly, for these devices to practically store data, the physical

state of their internal flash memory must be stable over many years [2]. In the near

future, quantum technologies will require quantum states of systems comprised of

large numbers of interacting subsystems to be controlled, switched and stabilised on

similarly rapid timescales.

Within this extremely broad goal, the ability to dynamically modify the quantum

phases of such many-body systems is attracting significant interest. At low tempera-

tures, the collective macroscopic properties of many-body quantum systems, such as

their conductivity or magnetic susceptibility, often depends delicately on the micro-

scopic details the Hamiltonian [3]. Dynamically modifying these microscopic details

through external driving, and studying the ensuing changes in the macroscopic prop-

erties of the system is thus of great technological, as well as fundamental interest.

The overarching goal of this thesis is to theoretically explore how one can dynam-

ically control and switch the phases of fermionic many-body systems by external

driving.

Striking examples of this have been discovered in the domain of so-called strongly

correlated materials, that is, solid state systems where quantum effects and strong

electron-electron interactions are important. In this setting, THz laser pulses are

emerging as a promising tool to control and probe phases of matter. In experiments,

a single low-energy degree of freedom is targeted with a femtosecond THz laser pulse.

Rather than heating the system, a drastic change in the material’s properties can

result. These include insulator to metal transitions [4], or magnetic ordering [5], but
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perhaps most excitingly, can result superconducting-like states out of equilibrium, at

temperatures well above the material’s equilbrium critical temperature [6, 7, 8, 9].

Since the discovery of high temperature superconductors in 1986 [10], there has

been intense effort to discover a material which superconducts at room temperature.

These attempts have, so far, proven unsuccessful. This failure is in-part due to the

lack of an agreed-upon theory which both explains the phenomenon, and has predic-

tive power which can inform materials engineering efforts. The ultimate goal would

be a microscopic Hamiltonian which can be shown to have the phase diagram of

high-Tc supercondcutors, including the superconducting, antiferromagnetic insulator,

metallic and pseudogap phases [11]. These problems carry over to light-induced su-

perconductivity, although by now, many theories have been proposed to explain this

effect, for example in Refs. [12, 13, 14, 15, 16].

The lack of a complete theory high-Tc superconductivity is partly due to a fact

that the candidate many-body Hamiltonians which are conjectured to explain it are

extremely difficult to solve [17], as well as the fact that experimentally accessible

signatures of superconductivity are often difficult to calculate, and vice-versa. High-

Tc superconductors often have the structure of two-dimensional sheets which are

weakly coupled together, and so the relevant geometry for a microscopic model is

two-dimensional [18]. This presents a formidable theoretical problem, since this di-

mensionality is too low to fully justify mean-field theory [19], while the most powerful

numerical methods are most effective in one dimension [20].

A promising tool to assist in tackling these problems is quantum simulation [21].

The core idea of quantum simulation is as follows. We have a physical system we

would like to understand (i.e. a high-Tc superconductor), whose microscopic Hamil-

tonian is unknown to us. We also have some candidate Hamiltonians which are

conjectured to explain the properties of this system, but we are unable to theoret-

ically predict relevant experimental properties from these. One solution is to take

a different physical system, over which you have a large degree of control, and can

verifiably implement a desired Hamiltonian to a good approximation. Then, one can

make measurements on this physical system and extract relevant properties of the

Hamiltonian. Finally, by comparing to the original physical system of interest, one

sees how well the simulated Hamiltonian describes the actual system [22]. Ultracold

atoms in optical lattices, owing to their strong isolation from the environment and

highly tuneable system parameters, are by now one of the most developed platforms

for performing quantum simulations of strongly-correlated lattice models [23, 24].
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One such lattice model is the Hubbard model [25, 26, 27], a single-band model of

fermions with a nearest-neighbour tunneling t and an on-site repulsion U . We will

demonstrate in Chapter 2 that in the strongly correlated limit t � U , this model

reduces to the t–J model, which is one of the aforementioned candidate models of

high-Tc superconductivity. We shall see that the t–J model captures the physics of a

single-particle tunnelling t, and a local singlet-pairing interaction J = t2/U � t.

In this thesis we make theoretical contributions on two fronts. The first front is

related to light-induced superconductivity in solid state systems. We show in the

latter part of this thesis that applying strong periodic driving to a minimal model of

a strongly correlated material with a metallic ground state leads to a strong enhance-

ment of singlet pairing, consistent with a superconducting state. We furthermore

demonstate that this effect is resistant to heating and robust to a changes in sev-

eral experimentally relevant paramters. This constitutes a new mechanism by which

light-induced superconductivity may be realised in some classes of strongly correlated

materials. Specifically, we study a periodically driven Fermi-Hubbard model and show

that this pairing enhancement is explained by the fact that the driven model’s dy-

namics are approximately described by precisely the t–J Hamiltonian. In particular,

driving allows us to break the usual perturbative relation between t and J and enter

the regime J & t.

In anticipation of this result, in the first part of this thesis we explore the ground-

state phase diagram of the t–J model in one dimension including the parameter regime

J & t. Additionally, we include pair-hopping terms which are usually ignored, but

are crucial for accurately describing the driven Hubbard model. We show that the

pair-hopping imposes constraints which, in one dimension, counterintuitively inhibits

superconductivity at large fillings. We conjecture that these constraints might play

a more significant role in two dimensions, i.e. the relevant geometry for high-Tc

superconductivity. We take some first steps to exploring the role of these constraints

in higher dimensions with a study of two-leg ladder systems, finding that weakly

coupled chains favour superconducting pair correlations, while strongly coupled chains

suppress them.

The second front is related to quantum simulation of high-Tc superconductivity.

Specifically, as the driven Hubbard model we study is equally applicable to ultracold

fermions in a shaken optical lattice, this means that one can directly implement the

t–J model and control its parameters in this setting. We also show that the pair-

hopping can be controlled depending on how the driving is implemented. This allows

a large degree of control of the Hamiltonian’s parameters, and therefore opens a path
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to studying a wider class of candidate models for high-Tc superconductivity in an

optical lattice–based quantum simulator.

1.1 Structure of the thesis

In Chapter 2, we introduce the microscopic models which we study in this thesis. In

particular, we motivate the Hubbard model as a model of both strongly correlated

electron systems, and of ultracold fermions in an optical lattice. We then demonstrate

that it reduces to the t–J model in the limit of strong interactions.

In Chapter 3, we introduce numerical methods based on tensor network theory,

which are the backbone of the calculations contained within this thesis. We will

see that although exact classical simulation of arbitrary quantum systems is indeed

exponentially hard, for a wide class of quantum states of interest, we can perform

classical simulations of them with only polynomial resources. While this is important

for understanding how the numerical results in Chapters 4 and 6 are obtained, this is

not crucial for the discussion of the physics, and may be skipped on a first reading.

In Chapter 4, we use the tensor network methods introduced in the previous

chapter to compute the phase diagram of the t–J model including the pair-hopping

terms which are usually neglected. We explore in detail the new physics induced

by these terms, and begin to investigate their role in higher dimensions by studying

ladder systems.

In Chapter 5, we provide background on Floquet theory, specifically Floquet engi-

neering of many-body quantum systems. We explain how periodically driven Hamil-

tonians may be described by effective static Hamiltonians, whose properties are dras-

tically different from the equilibrium Hamiltonians. We also discuss, in general terms,

the heating that occurs in many-body interacting systems.

In Chapter 6, we study the Hubbard model under in-gap periodic driving. We

show that this periodic driving leads to a large increase in pairing in the system

consistent with a superconducting state, and use Floquet theory to show that the

driven system is described by the t–J model studied in Chapter 4, where now the

driving amplitude can be used to control the ratio J/t, and thus explore the phase

diagram we obtained there.

Finally, in Chapter 7, we summarise again our results and suggest possibilities for

future avenues of research.
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1.2 Publications

Some of the results presented in this thesis were published as

1. J.R. Coulthard, S.R. Clark, S. Al-Assam, A. Cavalleri and D. Jaksch. Enhance-

ment of superexchange pairing in the periodically driven Hubbard model. Phys.

Rev. B 96, 085104 (2017).

2. J.R. Coulthard, S.R. Clark and D. Jaksch. Ground-state phase diagram of the

one-dimensional t–J model with pair hopping terms. Phys. Rev. B 98, 035116

(2018).

Additionally, the author contributed to the manuscript

3. M. Kiffner, J.R. Coulthard, F. Schlawin, A. Ardavan and D. Jaksch. Manipu-

lating quantum materials with quantum light. arXiv:1806.06752 (2018).
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Chapter 2

Model fermionic Hamiltonians

In this chapter, we discuss the main concepts in many-body physics which are im-

portant for the rest of the thesis, and introduce the important microscopic models

studied in later chapters. We begin by reviewing band structures of noninteracting

particles in Sec. 2.1. In Sec. 2.2, we introduce the Hubbard model as a key model

both as a description of quantum materials and of ultracold fermionic atoms in optical

lattices. We then go on to consider the strongly repulsive limit of the Hubbard model

and derive the t–J model in Sec. 2.3, which will play a central role in Chapters 4

and 6.

2.1 Non-interacting particles

Here we review an important basic concept from solid-state theory, namely, band

structures of noninteracting particles. This forms the basis for the microscopic mod-

els which we will discuss in the rest of the chapter. In this section we shall consider

noninteracting particles of mass m, in a potential V (x) confined to one spatial di-

mension, though it is simple to extend our discussion to higher dimensions. The

time-independent Schrödinger equation (TISE) for a single particle is
[
p̂2

2m
+ V (x)

]
φ(x) = Eφ(x), (2.1)

Where p̂ = −i ∂
∂x

in units where ~ = 1, which we shall adopt throughout this thesis.

For a periodic potential with lattice constant a, such that V (x + a) = V (x), Bloch’s

theorem [28] gives that solutions to this TISE are

φq(x) = eiqxuq(x), where uq(x+ a) = uq(x). (2.2)

The addition of a periodic V (x) has broken the continuous translational symmetry of

the Hamiltonian to a discrete symmetry. As a consequence, the particle’s momentum

6



0

5

10

15

20

25
E

q
/K

−π −π/2 0 π/2 π

qa

0

0.5

1

E
q
/K

(a)

0

5

10

15

20

25

E
q
/K

−π −π/2 0 π/2 π

qa

2.85

2.9

E
q
/K

(b)

Figure 2.1: The band structure computed using Eq. (2.7) for a potential V0 sin2(kx)
with (a) V0 = 0, and (b) V0 = 10K. In the lower panels we show the lowest Bloch
band, along with the tight-binding approximation, shown as the red dashed line,
computed by taking only the two dominant components of Eq.

is no longer conserved. Instead, the conserved quantity which we use to label the

eigenstates is the quasimomentum q, sometimes called the crystal momentum. Due

to the periodicity, q is only uniquely defined up to q → q + 2π/a, and as such we

need only consider −π/a ≤ q < π/a, called the “first Brillouin zone”. In addition,

if we consider a finite lattice consisting of L sites, with periodic boundary conditions

φq(x + aL) = φq(x), then substituting this into the definition of φq(x) results in the

further constraint that qaL = 2nπ for integer n. That is, q can only take L distinct

discrete values. Substituting φq(x) into Eq. (2.1), we obtain

[
(p̂+ q)2

2m
+ V (x)

]
uq(x) = Equq(x). (2.3)

To solve this equation, we exploit the periodicity of V (x) and uq(x) and write them

as Fourier series,

V (x) =
∞∑

k=−∞
vke

i2πkx/a, and uq(x) =
∞∑

k=−∞
bq,ke

i2πkx/a. (2.4)

Substituting these into Eq. (2.3) gives

∞∑

k=−∞

(2πk/a+ q)2

2m
bq,ke

i2πk/a +
∞∑

l=−∞

∞∑

k=−∞
bq,kvle

i2π(k+l)/a = Eq

∞∑

k=−∞
bq,ke

i2πk/a. (2.5)
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Then, since the eikq are all linearly independent, the equality must hold for all groups

of terms with the same exponent, in other words,

(2πk/a+ q)2

2m
bq,k +

∞∑

p=−∞
vk−pbq,p = Eqbq,k, (2.6)

or, in matrix form

Hq
~bq = Eq~bq, (2.7)

where ~bq is a column vector of Fourier coefficients of the Bloch wavefunctions uq(x),

and

(Hq)i,j = K(2j + qa/π)2δi,j + vi−j, and K =
(π
a

)2 1

2m
. (2.8)

We compute the band structure by choosing the set of discrete points qn = 2πn/La,

with −L/2 < n ≤ L/2 inside the first Brillouin zone. Then for each of these points,

we solve the eigenvalue equation by truncating the number of Fourier coefficients

kept in Eq. (2.7). For the purposes of illustration, we show the band structure for a

potential V (x) = V0 sin2(πx/a) in Fig. 2.1 for various values of the potential depth

V0. This potential is felt, for example, by ultracold atoms trapped in a light field

established by two counter-propagating laser beams [24]. In this case, K correponds

to the energy gained by a stationary atom absorbing a photon of wavelength 2a from

the light field, called the “recoil energy”. As we will touch upon in Sec. 2.2.1, in

a condensed matter setting, V (x) is the (screened) Coulomb potential set up by a

lattice of positive nuclei and felt by the electrons.

We see that in Fig. 2.1, in the absence of the trapping potential, V0 = 0, we

obtain a quadratic free-particle dispersion, which is folded into the first Brillouin

zone. For finite V0 then, roughly speaking, bands with Eq < V0 acquire a gap to the

higher bands, and thus correspond to bound states of the potential, while those with

Eq > V0 remain gapless and form a continuum of unbound states. In the following we

will, for the most part, neglect the existence of these higher excited bands. However,

when we discuss periodically-driven systems in Chapter 5, it will become clear that

these states can play a role in undesired heating processes.

2.1.1 Wannier states

The Bloch wavefunctions, which we discussed in Sec. 2.1, form a complete set of

orthogonal single-particle states on our Hilbert space. However, as these states are

typically delocalised over the entire lattice, they are not well suited for working with
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systems where local interactions are important. We may instead define an alternative

set of states {wn} known as Wannier states by

φ(q)
n (x) =

∑

j

wn(x−Xj)e
iq·Xj , (2.9)

i.e. we have written the Bloch wavefunction as a superposition of wavefunctions which

are centered about a lattice site positioned at Xj. We can then extract the Wannier

state by taking the Fourier transform

wn(x−Xj) =
1

ν0

∫

BZ

dq φ(q)
n (x)e−iq·Xj , (2.10)

where the integral is taken over the first Brillouin zone −π/a ≤ q < π/a of the

reciprocal lattice, which has a volume ν0 = 2π/a. It is simple to check that these

Wannier functions form a complete orthonormal basis for single-particle states. It is

important to note that the {wn} are not unique, and the choice of Wannier states is

not arbitrary and will in general affect the final interacting many-body Hamiltonian

we derive. Specifically, if we transform the Bloch states as

u(q)
n (x)→ eiθn(q)u(x)

n (x), (2.11)

where the phase θn(q) depends on the quasimomentum, then one obtains another

valid set of Wannier functions centered about the same point Xj. However, this

transformation will change how localised the states are about this Xj. For describing

fermions with local interactions, we seek a Wannier basis which minimises the spread1

〈(x−Xj)
2〉. There exist algorithms for numerically computing such spread-minimising

Wannier functions [31, 32], which we shall not discuss here.

2.2 The Hubbard model

Realistic quantum materials are typically extremely complicated to describe, with

multiple electronic bands crossing the Fermi level, in addition to orbital, spin and

lattice (phonon) degrees of freedom [33]. To gain insight into the properties of quan-

tum materials, one usually resorts to simplified model Hamiltonians, where it is easier

to understand the physics. While solutions to these simplified Hamiltonians will not

1The Wannier functions which minimize this spread are sometimes called “maximally localised”.
There is also a related notion of “maximally localised” which refers to a set of Wannier states which
have exponential tails. As discussed in Ref. [29], it was a long standing problem to determine whether
the spread-minimising Wannier functions are also exponentially localised, which was finally shown
in [30].
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quantitatively reproduce the properties of real systems, if chosen correctly they can

still share their qualitative features and provide important physical insights. Perhaps

the most important of these these simplified models is the Hubbard model [25, 26, 27],

which is the central model discussed in this thesis. Here we will motivate the Hub-

bard model as a simplified model of quantum materials, and as an accurate model of

ultracold fermions trapped in an optical lattice.

2.2.1 As a description of quantum materials

Generally, materials consist of a regular lattice of ionic cores, and electrons which

move throughout this lattice. The (first-quantised) Hamiltonian describing such a

system is [33]

Ĥ =
N∑

i=1

(
p̂2
i

2m
+ Vl(xi)

)
+
∑

i<j

Vc(xi − xj). (2.12)

The first term is just the single-particle Hamiltonian from Eq. (2.1), where Vl is the

lattice potential set up by electrostatic interaction with the ions. The second term is

the Coulomb interaction between electrons,

Vc(xi − xj) =
e2

|xi − xj|
, (2.13)

in units where 4πε0 = 1. Note that Eq. (2.12) already makes the severe approxima-

tion that the lattice is completely static, with the ions forming a fixed background in

which the electrons move. Even within this approximation, Eq. (2.12) is difficult, if

not impossible to solve, due to the strong (and highly nonlocal) electron-electron inter-

actions. However, in some circumstances, this can be simplified somewhat. Namely,

the potential a given electron feels from far away electrons will be “screened” by the

positive ions. Likewise, the lattice potential felt by an electron will be screened by the

presence of other electrons. In this case, it is justified to replace Vl by a weaker effec-

tive lattice potential V (x), and replace Vc by a weaker, more local electron-electron

interaction U(xi, xj), i.e.

Ĥ ≈
N∑

i=1

(
p̂2
i

2m
+ V (xi)

)
+
∑

i<j

U(xi, xj). (2.14)

Writing this Hamiltonian in second-quantised form, we have

Ĥ = Ĥ0 + Ĥ1, (2.15)
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where

Ĥ0 =
∑

σ

∫
dx Ψ̂†σ(x)

[
−∇

2

2m
+ V (x)

]
Ψ̂σ(x),

Ĥ1 =
∑

σ,σ′

∫
dx

∫
dx′ Ψ̂†σ(x)Ψ̂†σ′(x

′)U(x, x′)Ψ̂σ′(x
′)Ψ̂σ(x). (2.16)

Here Ψ̂
(†)
σ (x) are field operators which annihilate (create) a spin-σ fermion at position

x. We then expand the field operators in the Wannier basis,

Ψ̂σ(x) =
∑

n,j

wn(x−Xj)ĉn,j,σ, (2.17)

where ĉσ,j annihilates a spin-σ fermion in the Wannier state localised about site j

associated with Bloch band n. Substituting this into Eq. (2.15), we obtain

Ĥ = −
∑

n

∑

i,j,σ

t
(n)
i,jσ ĉ

†
n,i,σ ĉn,j,σ +

∑

αβγδ

∑

σσ′

∑

ijkl

Uαβγδ
ijkl ĉ†α,i,σ ĉ

†
β,j,σ′ ĉγ,k,σ′ ĉδ,l,σ, (2.18)

where

tni,j =
1

ν0

∫

BZ

dq E(q)
n eiq·(Xi−Xj), (2.19)

is just the Fourier transform of the nth Bloch band, and

Uαβγδ
ijkl =

∫
dx

∫
dx′w∗α(x−Xi)w

∗
β(x−Xj)U(x, x′)wγ(x

′ −Xk)wδ(x
′ −Xl). (2.20)

We now make some simplifying assumptions about our quantum material.

1. We assume that only one band crosses the Fermi level, and all higher bands are

sufficiently far separated in energy that they do not contribute to the physics.

We therefore project the Hamiltonian in Eq. (2.18) onto a single Bloch band.

2. We assume that the hopping matrix elements ti,j are dominated by nearest-

neighbour processes, i.e. ti,i±1 � ti,i±r where r > 1. We see from Eq. (2.19)

and Fig. 2.1 that this is the case if the electrons are tightly bound, resulting in

a nearly cosinusoidal band structure.

3. We assume that the electron-electron interactions are strongly screened, and

that the Wannier basis is sufficiently well localised that Uiiii � Uijkl with

j, k, l 6= i.

With these approximations, Eq. (2.18) becomes the famed Hubbard model,

ĤHub = U
∑

j

n̂j,↑n̂j,↓ − t
∑

〈ij〉,σ

(
ĉ†i,σ ĉj,σ + H.c.

)
. (2.21)

We note again that ĉj,σ annihilates a spin-σ electron in the Wannier functionW0(x−Xj).

Note that the sum 〈ij〉 is a sum over unique nearest-neighbour lattice sites i and j.
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2.2.2 As a description of ultracold atoms in optical lattices

In the context of electrons in a solid, approximations 1–3 above are rather crude,

and are unlikely to be fully justified in most cases. Thus, while it may qualitatively

capture the relevant physics in some specific materials, the Hubbard model cannot

be expected to be quantitatively accurate. One system where the model is a quan-

titatively accurate description, however, is in the case of ultracold atoms trapped in

optical lattices [34, 32], as we will outline here.

Ultracold fermions trapped in an optical lattice obey the same basic second-

quantised Hamiltonian Eq. (2.15) which leads to Eq. (2.18) [34]. However, in this

case, one is able to control the system parameters so as to implement the Hubbard

model to an excellent approximation [23, 24]. Firstly, by increasing the intensity of

the optical lattice, we can increase the potential depth V0. As we saw in Fig. 2.1, doing

this leads to well-separated Bloch bands, and a nearly cosinusoidal band structure.

Therefore, approximations 1 and 2 in the previous section can be made extremely

accurate in this setting.

Now we consider the interaction term. As the ultracold atoms are electrically

neutral, there is no long-range Coulomb interaction as in the case of electrons. Instead,

they only interact at very short ranges. Specifically, when the atoms are sufficiently

cold and dilute, we may approximate their interactions as purely two-body s-wave

scattering [23]. One then can then treat the two-body scattering process using a

“zero-range pseudopotential” [35]. When the corresponding s-wave scattering length

as and particle momentum k satisfy kas � 1, this pseudopotential reduces to a simple

contact interaction within the Born approximation2, given by

Ĥ1 = g

∫
dx

∫
dx′ Ψ̂†↑(x)Ψ̂†↓(x

′)δ(x− x′)Ψ̂↓(x′)Ψ̂↑(x). (2.22)

In three dimensions, g = 4πas/m. Note that as, and hence g is adjustable by tuning

an external magnetic field close to a Feschbach resonance [23]. Substituting the

expansion of Ψ̂ in terms of Wannier states in Eq. (2.17), we again obtain

Ĥ1 =
∑

ijkl

Uijkl ĉ
†
i,↑ĉ
†
j,↓ĉk,↓ĉl,↑, (2.23)

where

Uijkl = g

∫
dx w∗0(x−Xi)w

∗
0(x−Xj)w0(x−Xk)w0(x−Xl) (2.24)

2When this does not hold (for example, near a Feshbach resonance where the scattering length
diverges) then the full pseudopotential is required, specifically V (r) = gδ(r)

(
∂
∂r

)
r. The role of the(

∂
∂r

)
r is to remove any divergences in the two-body wavefunction as the relative separation r → 0.
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Figure 2.2: Schematic of the one-dimensional Hubbard model. Lattice sites may be
occupied by spin “up” or “down” fermions. There fermions can tunnel to nearest-
neighbour lattice sites with an amplitude t. If two Fermions of opposite spin occupy
the same lattice site, they pay an energy penalty U .

Note that we have already projected the Hamiltonian into the lowest Bloch band. Be-

cause of the δ(x−x′) form of the interaction, Uijkl has acquired the form of an overlap

integral between the Wannier states. In a deep lattice, the spread-minimising Wan-

nier states will have negligible overlap for states on different lattice sites. Therefore

only the overlap integral Uiiii contributes. The Hamiltonian therefore again reduces

to the Hubbard model

ĤHub = U
∑

j

n̂j,↑n̂j,↓ − t
∑

〈ij〉,σ

(
ĉ†i,σ ĉj,σ + H.c.

)
. (2.25)

2.2.3 Discussion

The Hubbard model, Eq. (2.25) encapsulates the interplay between kinetic energy and

local interactions which is at the heart of many physical phenomena. These include

the metal-insulator transition [36], ferromagnetism [37] and antiferromagnetism [38].

The Hubbard model in two dimensions is also conjectured to capture the essential

physics of high-Tc superconductivity [39]. Furthermore, despite its simplified nature,

it has been shown to provide a quantitatively accurate description of some materials,

such as organic salts [4, 40], and forms the basis of more complex models accounting

for e.g. multiple orbitals [14, 41].

There are only two processes in the Hubbard model; a nearest-neighbour hopping

t and an on-site repulsion U , which we sketch in Fig. 2.2. Despite its apparent sim-

plicity, the Hubbard model has so far resisted exact solution, except in one dimension,

via the Bethe ansatz [42], and in infinite dimensions via dynamical mean-field theory

[43]. For this reason, one often resorts to simulating the Hubbard model in order

to extract information about its properties. These simulations broadly fall into two

categories, classical simulation and quantum simulation. Classical simulation involves

numerically solving the Hamiltonian to find, for example, its ground state, and then

13



compute some desired property of this ground state. In its simplest form, this is done

by constructing a matrix representation of the desired Hamiltonian in some basis and

numerically diagonalising it. A more sophisticated classical simulation method based

on tensor networks is the subject of Chapter 3.

Quantum simulation, by contrast, involves constructing a well-controlled physical

system which is known to implement the desired Hamiltonian to a good approximation

[22]. Then, one can directly perform experiments to measure its properties. As noted

in Sec. 2.2.2, the properties of ultracold fermions in optical lattices make them an

ideal platform for performing quantum simulations of the Hubbard model [44, 24].

2.3 Large U limit and the t–J model

The physics at the heart of the Hubbard model is the competition between delo-

calisation driven by the kinetic energy t and localisation driven by the interaction

U . Let us consider a half-filled system (i.e. an average number of fermions per site

n = 1). When t 6= 0, U = 0, the half-filled Hubbard model reduces to a nonin-

teracting tight-binding model, whose eigenstates are delocalised Bloch waves, as we

discussed in Sec. 2.1. The ground state in this limit is therefore metallic. In the

opposite limit t = 0, U 6= 0, the eigenstates are product states with one fermion on

each site. The particles are then completely localised. Therefore, it is argued that as

a ratio of U/t, there is a phase transition between delocalisation due to the hopping,

and localisation due to the interaction [33]. This is the famous Mott Transition, and

the insulating phase is known as the Mott insulator [45]. The Mott insulator is in-

sulating at half-filling and does not correspond to a filled Bloch band. Excitations

of the Mott insulator are pairs of holes (often called “holons” in this context), and

double-occupations (often called “doublons”).

Throughout this thesis we will be particularly interested in the limit of the Hub-

bard model in which U � t, the so-called strongly interacting limit, and away from

half-filling. In this limit, processes which change the number of doublons are strongly

suppressed, since they cannot conserve energy. In particular, if n ≤ 1, the fraction

of doublons in the ground state should be strongly suppressed. However, the hop-

ping term will still induce second-order processes which virtually create and destroy

doublons. We will see that this gives rise to a weak nearest-neighbour antiferromag-

netic pairing interaction, which is described by the so-called t–J model. Later, in

Chapter 6, we will demonstrate that the weak antiferromagnetic pairing can be made

dominant by periodically driving the system.
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We present here a standard way of deriving the t–J model based on a very general

method of degenerate perturbation theory [38]. We break up the Hubbard Hamilto-

nian into ĤHub = UD̂ − tT̂ , where

D̂ =
∑

j

n̂j,↑n̂j,↓, and T̂ =
∑

[ij],σ

ĉ†j,σ ĉi,σ (2.26)

Where the second sum over [ij] denotes the sum over all neighbouring pairs of sites

i and j (including double-counting).

Let us first consider the limit t = 0. The Hamiltonian is trivially diagonalised by

configuration states | {ni,σ}〉, where

| {nj,σ}〉 = |n1,↑, n1,↓, n2,↑, n2,↓ · · ·nL,↑nL,↓〉

=
L∏

j=1

∏

σ=↑,↓
(ĉ†j,σ)nj,σ | 0〉 . (2.27)

These configuration states have eigenvalues mU , where m is the number of doubly-

occupied sites in the configuration. As the energy depends only on the number of

doublons and not where they are located in the lattice, these eigenstates are highly

degenerate. When we apply the perturbation tT̂ , these degenerate manifolds are

then weakly coupled together, which breaks the degeneracy, as we show in Fig. 2.3.

Provided the coupling is sufficiently weak, a system beginning with a well-defined

number of doublons will not leave this sector (i.e. the number of doublons will be

quasi-conserved). Our task is to find an effective Hamiltonian which governs the

dynamics within one of these manifolds (namely the ground state manifold containing

zero doublons). This is a very general procedure which we will employ multiple times

in this thesis in order to study the effect of weak couplings between sectors which

have large energy separations. In particular, we shall employ this in Chapter 5 and

Chapter 6 to derive effective static Hamiltonians for periodically driven systems.

We first define Pn to be the projectors which project onto the manifold containing

n doublons, such that
∑

n Pn = 1. In general, the effective Hamiltonian within a

degenerate manifold Pn of a Hamiltonian Ĥ0 |n〉 = En |n〉, split by a perturbation

λĤ1 which couples the manifolds is given by [38]

Ĥeff = EnPn + λPnĤ1Pn + λ2
∑

m6=n

PnĤ1PmĤ1Pn
En − Em

. (2.28)

We restrict ourselves to the zero doublon manifold of the Hubbard model, so we take

n = 0, λ = −t, and Ĥ1 = T̂ . We therefore have

Ĥeff = −tP0T̂P0 −
t2

U

∑

m>0

P0T̂PmT̂P0

m
. (2.29)
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Figure 2.3: In (a) we show a schematic energy level diagram illustrating the degenerate
perturbation theory. On the left, we show the degenerate Hubbard bands. To second
order, the kinetic energy perturbation induces virtual transitions to adjacent Hubbard
bands and back again, causing splitting of these degenerate levels. In (b) we show
the spectrum for a one-dimensional, half-filled, 6-site Hubbard model with U = 20t0,
as a function of hopping t/t0, computed with exact diagonalisation. We see that the
initally degenerate bands are split by the kinetic energy perturbation.

As expected, the first order term simply causes fermions to hop without changing the

doublon number, while the second order term induces virtual transitions to and from

other doublon sectors. To simplify this second term further, we consider the product

PmT̂P0 =
∑

[ij],σ

Pmĉ†j,σ ĉi,σP0. (2.30)

Reading from right to left, we see that this is a sum of processes which each take

a state containing zero doublons, and moves a single fermion from site i to site j.

Moving a single fermion can either not create a doublon, in which case Pm 6=0 kills the

state, or it can create a doublon on site j, in which case only P1 results in a nonzero

contribution. Furthermore, since we know the doublon must have been created on

site j, we can write this term as
∑

[ij],σ

Pmĉ†i,σ ĉj,σP0. =
∑

[ij],σ

n̂j,↑n̂j,↓ĉ
†
j,σ ĉi,σP0. (2.31)

Substituting this, and T̂ into the second term of Eq. (2.29), we find

Ĥeff = −tP0T̂P0 −
t2

U
P0

∑

[lk],b

∑

[ij],a

ĉ†l,bĉk,bn̂j,↑n̂j,↓ĉ
†
j,aĉi,aP0. (2.32)

if j 6= l 6= k, then n̂j,↑n̂j,↑ commutes through the hopping term on the left. Then,

since n̂j,↑n̂j,↑P0 = n̂j,↑n̂j,↑P0 = 0, these terms vanish. Similarly, if j = l 6= k, then
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Figure 2.4: Schematic of some of the virtual hopping processes in the strongly-
repulsive Hubbard model. A fermion on site i hops to a site occupied by an opposite-
spin fermion on site j. There are then four possible hopping processes which destroy
the doublon and move a fermion onto site k, which may be the same as site i.

n̂l,↑n̂l,↑ commutes through the ĉk, where it is killed by the ĉ†l . We find that the only

nonzero contribution is k = j. Physically, this is simply because the first hopping

process creates a doublon on site j, and in order to take us back to the zero-doublon

manifold, the second hopping process must remove a fermion from site j. In full, the

effective Hamiltonian in the zero-doublon manifold is given by

Ĥeff = P0


−tT̂ − t2

U

∑

[ijk]

∑

a,b

ĉ†k,bĉj,bn̂j,↑n̂j,↓ĉ
†
j,aĉi,a


P0, (2.33)

where the sum over [ijk] is a sum over all combinations of all next-nearest-neighbour

combinations, again including double-counting, and furthermore including i = k. A

schematic of some of these processes is shown in Fig. 2.4.

We can rewrite this in a more insightful way by noticing the following. The

intermediate state in the second-order process contains a doublon, which consists

of two opposite-spin fermions in the same spatial Wannier wavefunction. Hence, the

overall antisymmetry of the wavefunction requires that they are in a spin-singlet state.

Since T̂ does not couple to the spin degree of freedom, they must always have been in

a spin-singlet, which just gets redistributed by the second-order process. Therefore

we can write the effective Hamiltonian as
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Ĥeff = P0

[
− t
∑

〈ij〉σ
(ĉ†i,σ ĉj,σ + H.c.)− J

∑

〈ij〉
b̂†ij b̂ij

−J
2

∑

〈ijk〉

(
b̂†ij b̂jk + H.c.

)]
P0. (2.34)

Here we have defined b̂ij = (ĉj,↓ĉi,↑ − ĉj,↑ĉi,↓)/
√

2 to be the annihilation operator for

a spin-singlet on sites i and j, and J = 4t2/U is the so-called superexchange energy.

Note that we have also changed the sums over [· · · ] → 〈· · · 〉, which now do not

double-count neighboring pairs and, correspondingly, we have explicitly included the

Hermitian conjugate terms.

The first term is a single-particle hopping term from the Hubbard model, with the

additional constraint that it cannot create doublons. The second term reduces the

energy of the system by J for each bond which contains a nearest-neighbour singlet

pair. The final term is a hopping term which moves a nearest-neighbour singlet

pair from one bond to a neighbouring bond. Before continuing, for completeness, we

rewrite the superexchange term in its more common form. To do this, we first expand

the singlet operators as

2b̂†ij b̂ij = ĉ†i,↑ĉ
†
j,↓ĉj,↓ĉi,↑ − ĉ†i,↓ĉ†j,↑ĉj,↓ĉi,↑

− ĉ†i,↑ĉ
†
j,↓ĉj,↑ĉi,↓ + ĉ†i,↓ĉ

†
j,↑ĉj,↑ĉi,↓. (2.35)

Then, using n̂j,σ = ĉ†j,σ ĉj,σ, defining the spin-flip operators Ŝ+
j = ĉ†j,↑ĉj,↓, and Ŝ−j =

ĉ†j,↓ĉj,↑, and anticommuting some fermionic operators, we can write this as

2b̂†ij b̂ij = n̂i,↑n̂j,↓ − Ŝ−i Ŝ+
j − Ŝ+

i Ŝ
−
j + n̂i,↓n̂j,↑. (2.36)

Finally, using Ŝ± = Ŝx± iŜy, and that (n̂i,↑n̂j,↓+ n̂i,↓n̂j,↑) = (n̂in̂j − 4Ŝzi Ŝ
z
j )/2, where

Ŝzj = (n̂j,↑ − n̂j,↓)/2, we obtain the antiferromagnetic Heisenberg-like coupling

−J
∑

〈ij〉
b̂†ij b̂ij = J

∑

〈ij〉

(
Ŝxi Ŝ

x
j + Ŝyi Ŝ

y
j + Ŝzi Ŝ

z
j −

n̂in̂j
4

)
. (2.37)

In fact, at exactly half-filling, we see that there is no way to perform a single particle

hop or a pair-hop without creating a doublon and taking us out of the P0 manifold.

Therefore, the first and last terms drop out of Eq. (2.34), and the low-energy physics

is determined solely by this Heisenberg coupling. The half-filled Hubbard model

therefore has an antiferromagnetic ground state in the limit of strong interactions.
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We pause briefly to make some general comments on the Hamiltonian in Eq. (2.34).

Note that nowhere in our derivation did we make use of any lattice geometry, merely

that we have some sites which are connected in some way by hopping matrix ele-

ments. This effective model thus applies for any any geometry, and in particular, any

dimension.

This Hamiltonian has a long and rich history [11]. Often, it is argued that close to

half-filling, pair-hopping processes are rare, and these terms are therefore neglected

[38]. When the pair-hopping term is neglected, Eq. (2.34) is known as the t–J model.

However, as these terms appeared at the same order in the perturbation as the su-

perexchange, there is no a priori reason to neglect them. Moreover, we will see in

Chapter 4 that the presence of the pair hopping radically changes the phase diagram

of the model, even close to half-filling.

We already noted in the previous section that the Hubbard model has an exact

solution in one dimension via the Bethe ansatz. However, as the projection breaks

the SO(4) symmetry of the Hubbard model, the t–J model does not have this exact

solution, except for the specific choice of parameters J = 2t [38, 46]. One might

then wonder what the usefulness of this Hamiltonian is. Since we have projected out

double-occupations, the local Hilbert space dimension of each site is d = 3 rather

than d = 4, and so the Hilbert space dimension of an L-site lattice is 3L. This growth

is still exponential, but it makes numerical solutions for small systems more tractable

than the Hubbard model, particularly for exact diagonalisations3. Furthermore, while

the Bethe ansatz may offer an exact solution in one dimension, experimentally ac-

cessible observables are often still rather difficult to obtain from it, and so numerical

simulation is often preferable.

The main advantage of this Hamiltonian, however, is a conceptual one. Projecting

into the zero-doublon sector of the system has provided additional physical insights

into the behaviour of the strongly repulsive Hubbard model at low energies. Sur-

prisingly, although we began with a model with purely repulsive on-site interactions,

the interplay between these strong interactions and the hopping resulted in an ef-

fective model which explicitly contains a nearest-neighbour interaction which favours

the formation of singlet pairs, and thus could lead to superconductivity. However, as

t � J in this derivation, in equilibrium the pairing is necessarily washed out by the

single-particle kinetic energy.

3For example, if one can exactly solve an L = 14 site Hubbard model with dL = 268435456
states, then one can solve a t–J model with 14 log(4)/ log(3) ≈ 18 sites.
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2.4 Conclusions

In this chapter, we have introduced the microscopic fermionic models which we will

focus on in this thesis. Specifically, we have motivated the Hubbard model as a quali-

tative description of certain types of quantum materials, and as a good approximation

to ultracold fermions trapped in optical lattices. We further demonstrated that low-

energy properties of the Hubbard model are described by the t–J model with J � t,

which reveals a weak nearest-neighbour singlet pairing effect. In Chapter 4, we shall

assume that this perturbative connection J = 4t2/U � t can be broken, and explore

the phase diagram of the t–J model with J & t. Furthermore, we will analyse the

influence of the pair-hopping which is usually discarded. Then, in Chapter 6, we will

show how periodically driving the Hubbard model can suppress single-particle tun-

neling t while sustaining the superexchange J and pair-hopping. This will effectively

allow us to traverse the phase diagram of Chapter 4, opening up the possibility of

engineering, e.g. superconducting states out of equilibrium.
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Chapter 3

Tensor Network Theory

3.1 Introduction

As we discussed in the previous chapter, in this thesis we are primarily interested in

many-body quantum systems defined on a lattice of L sites. Each lattice site has a

local Hilbert space Hj spanned by d basis states {| sj〉}. Although fermions lack such

a local structure, as we outline in Appendix A, in some cases we can use the Jordan-

Wigner transformation [3] to map the fermionic problem onto a spin system which

does have this local structure. In all numerical fermionic calculations in this thesis,

we implicitly perform the Jordan-Wigner transformation and do the calculation in

the spin picture. The total Hilbert space, H, of the full many-body system is then

dim{H} = dim{H1 ⊗H2 ⊗ · · · ⊗ HL} = dL,

increasing exponentially with the number of lattice sites. It therefore very quickly

becomes computationally infeasible to numerically diagonalise these systems for more

than a modest number of lattice sites1.

In order to make progress, we are therefore required to make some assumptions

which allow us to reduce the size of the space of states we consider. Fortunately, usual

physical states (ground states, thermal states, and low-lying excited states) of many-

body quantum systems with short-ranged interactions will generally not correspond

to arbitrary vectors in H. Rather, these states will belong to a subset of H in which

entanglement is limited. To be more precise, we show an example in Fig. 3.1(a),

a two-dimensional system which is bipartitioned by the blue boundary. For typical

1We have performed exact diagonalisation calculations on the Hubbard model for up to 14 sites,
with 14 fermions, while we have performed tensor network calculations for the same model with
L = 60 sites. To perform this with exact diagonalisation would require storing ∼ 460 complex
numbers. Storing each of these as double-precision floating point numbers would require ∼ 1028

gigabytes of RAM to store, or roughly 1026 of our cluster nodes.
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H
SE ⇠ B

B

Figure 3.1: In (a) we schematically show a two-dimensional quantum system, with
a subsystem of volume V and boundary B enclosed in blue. For states of interest,
the entanglement entropy between the enclosed subsystem and the rest of the system
grows as the size of the boundary B. In (b) we see that in one dimension, the area,
and thus entanglement, does not grow with system size. In (c) we illustrate that
states which the area law occupy a small piece of the full Hilbert space H which
contains the ground states and low-lying excited states of interest. This is the basis
for the effectiveness of TNT.

states of interest, the entanglement entropy SE grows not as the volume V of the

subsystem enclosed by the boundary, but the size of the boundary B [47, 48]. The

area law is most powerful for one dimensional systems, as shown in Fig. 3.1(b). If

we make a cut to bipartition the system, the “area” of the boundary is independent

of the system size, and so the entanglement entropy SE is independent of the system

size, provided the Hamiltonian in question is local, and there is a gap between the

ground state and the first excited state2 [49]. The cartoon in Fig. 3.1(c) illustrates

the usefulness of this idea. The states which obey the Area law occupy a small corner

of the full Hilbert space, which contains the states we are interested in. Thus, by

efficiently parametrising these area law states, we can greatly reduce the size of the

space we need to consider, and greatly increase the efficiency of calculations.

In this chapter we will introduce the main numerical methods used for calculations

within this thesis, based on tensor network theory (TNT). We will see that it is simple

to construct states, parametrised as a network of tensors, which automatically obey

the area law, and as a result have vastly fewer parameters than the full Hilbert space

dimension dL. By using such a tensor network as an ansatz for the state of our

2Even in systems where this gap does not exist, local interactions are often sufficient for an
approximate area law to hold, for example in 1D critical systems.
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many-body system, we will explain how to compute ground states and perform time

evolution for many-body quantum states, obtaining an exponential speedup compared

with using an exact representation.

The structure of the chapter is as follows. We first provide a brief introduction

to tensor algebra, introducing the standard diagrammatic language for describing

tensor network algorithms. We then make the connection between this tensor algebra

and many-body quantum states, showing how to construct matrix product states, a

class of tensor networks well-suited for describing one-dimensional systems. We then

discuss the density matrix renormalisation group, and time evolving block decimation,

algorithms for finding tensor network representations of ground states of quantum

systems, and their time evolution, respectively. We then describe how to extend

the time evolution algorithm to translationally-invariant infinite systems, and to the

computation of thermal mixed states and their unitary evolution. We also describe

how to exploit U(1) symmetry in these algorithms to further increase their efficiency.

3.2 Tensor algebra notation

Here we introduce the concept of a tensor and the diagrammatic language for manipu-

lating them. We will introduce the concepts and notation necessary for understanding

the algorithms employed in this thesis. See e.g. Ref. [50] for a more comprehensive

review.

A tensor is defined as a multidimensional array of complex numbers Aijk.... The

number of indices which a tensor has is called its rank. We will see that it is very

useful to use a diagrammatic representation of these tensors. As a concrete example,

consider the four-dimensional tensors Aijkl and Befdg, which we show in Fig. 3.2(a).

A rank N tensor is represented by a node with N legs, one for each index. As such,

we will use the words “leg”, and “index” interchangeably. For example, a rank 2

tensor, Mij, is a matrix, and a rank 1 tensor, vi, is a vector.

If two tensor legs have the same dimension, we may perform a contraction over

them, for example

Cjkldeg =
∑

α

AαjklBdeαg, (3.1)

that is, we make one index in each tensor the same, and sum over it. This operation is

depicted graphically in Fig. 3.2(b), where the leg connecting the two nodes represents

the index to be summed over. The resulting tensor has all of the uncontracted legs of

A and B. We note that a contraction between two rank 2 tensors is equivalent to a
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��⇥
As1 As2 As3 As4 As5 As6
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Figure 1: Graphical illustration of DMRG. (a) The expectation value h | Ĥ | i with the “active sites”
blocked into larger two-site wide tensors. (b) The network contracted with the A0 tensors removed. This
represents a matrix-vector multiplication, with ⇥ being the vector, and the other three nodes forming
the matrix. ⇥ is chosen to be the eigenvector of the matrix corresponding to the smallest eigenvalue.
By sweeping back and forth across the network until E converges, an MPS representation of the ground
state is found.
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Figure 1: Basic tensor manipulations

A[1] A[2] A[3] A[4] A[5] A[6]

Ŵ [1] Ŵ [2] Ŵ [3] Ŵ [4] Ŵ [5] Ŵ [6]
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D
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Figure 2: MPO-MPS multiplication
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(c)

Figure 3.2: A demonstration of the diagrammatic representation of tensors. In (a)
we show a pair of tensors A and B, each with four indices (legs). If legs i and j are
connected we can contract over this index to produce the tensor C, shown in (b). In
(c) we show a very common method of factorising tensors. First we reshape C into
a matrix by merging legs j, k and l on one side and d, e and g on the other. We
then factorise the matrix via a singular value decomposition, before reshaping the
resulting matrices back into tensors by splitting the legs.
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matrix-matrix multiplication, and a contraction between a rank 2 tensor and a rank

1 tensor is equivalent to a matrix-vector multiplication.

In many circumstances, we will want to merge multiple legs of a tensor into one

larger leg, thus reducing the tensor rank. For example, in Fig. 3.2(c), we reshape

the 6-leg tensor into a 2-leg matrix. Note that the dimension of each new, larger,

leg (often called a “fat leg”) is the product of the dimensions of the legs which were

merged. Once in this two-leg form, we can then apply a range of numerical linear

algebra techniques developed for matrices to the tensor. The most important example

is matrix the factorisation known as the singular value decomposition (SVD), which

will be used extensively in the algorithms described in this chapter. The SVD takes

an arbitrary matrix m × n matrix M , and factorises it into M = UΛV †. U is an

m×n matrix, while Λ and V † are n×n matrices. Furthermore, these matrices satisfy

U †U = 1 and V †V = 1. Finally, the matrix Λ is diagonal with real and non-negative

λi = Λii [51]. Without loss of generality we will always assume λ1 ≥ λ2 ≥ ... ≥ λn.

The computational cost of performing the SVD, if m < n is O(mn2) [51].

3.3 The Schmidt decomposition

Here we will make the link between the rather abstract notion of tensor manipulations

introduced in the previous section, and physical states of quantum systems. We will

introduce the concept of the Schmidt decomposition and show how it naturally leads

to the representation of the state of a many-body system as a tensor network.

We consider a bipartite quantum system with halves A and B. The local Hilbert

space dimension of each subsystem is dA and dB. The local Hilbert spaces are spanned

by the basis states | iA〉, | iB〉, with iA = 1, 2, . . . dA, and iB = 1, 2, . . . dB respectively.

The combined state of the system can be written as

|ψAB〉 =
∑

iA,iB

CiA,iB | iA〉 | iB〉 . (3.2)

We can consider the coefficients CiA,iB as a dA × dB matrix of complex numbers

representing the state of the system. We then factorise the matrix C using the SVD

described in the previous section,

C = UΛV † ⇒ CiA,iB =
∑

α,β

Uia,αΛα,β(V †)β,iB , (3.3)
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where the number of singular values is equal to the smaller of the dimensions dA and

dB. Inserting this into Eq. (3.2), and reordering the sums, we obtain

|ψAB〉 =
∑

α,β

Λα,β

∑

iA

UiA,α | iA〉
∑

iB

(V †)β,iB | iB〉 , (3.4)

=
R∑

α=1

λα |Uα〉 |Vα〉 , (3.5)

where in the last line we have used the unitarity of U and V to define a new set of

orthonormal basis vectors {|Uα〉} and {|Vα〉} on the A and B subsystems, known as

the Schmidt basis. We have also used that Λ is diagonal to eliminate the sum over β,

and we have used the ordering of the elements λα to restrict the sum to the nonzero

terms 1 ≤ α ≤ R. The number of nonzero terms R is called the Schmidt rank of the

state.

The Schmidt decomposition can be interpreted physically as follows. Suppose we

do a projective measurement of A in the Schmidt basis, obtaining the result |Uj〉.
The resulting state of B is then guaranteed to be the corresponding |Vj〉. Moreover,

since the {|Vj〉} are orthogonal, these different outcomes are distinguishable by local

measurements on the B subsystem. The Schmidt decomposition of the state |ψ〉
can therefore be interpreted as the decomposition which best reveals the quantum

correlations between the two subsystems.

This can be made more concrete by considering the distribution of Schmidt coef-

ficients sα in Eq. (3.5). If only one coefficient is nonzero, then the state of the system

is a product state, and so A and B are uncorrelated. Conversely, the more uniform

the Schmidt coefficients are, the more complex the correlations between them. We

can quantify this observation by calculating the entanglement entropy between the

two subsystems. Tracing out the B subsystem in Eq. (3.2), one obtains the reduced

density matrix of the A subsystem ρA as

ρA =
∑

α

λ2
α |Uα〉 〈Uα | . (3.6)

In other words, Λ2 is precisely the reduced density matrix of one of the subsystems

written in the Schmidt basis. Then, computing the Von Neumann entropy [52] of ρA,

SE = −Tr
(
ρA log2 ρ

A
)

= −
∑

α

λ2
α log2 λ

2
α. (3.7)

Therefore, the closer the Schmidt coefficients are to uniform, the more entangled

the two subsystems are. Moreover, since λα are real and positive, they assign an
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“importance” to each term in the state. If some λα are much smaller than others,

then we can approximate the state |ψ〉 by a state with a lower Schmidt rank |ψ̃〉 by

throwing away the smaller terms,

|ψ〉 ≈ |ψ̃〉 =

χ∑

α=1

λα |Uα〉 |Vα〉 , (3.8)

where the error in the approximation is

|||ψ̃〉 − |ψ〉||2 = 1−
χ∑

α=1

λ2
α =

R∑

α=χ+1

λ2
α, (3.9)

i.e., the sum of the discarded weights in the reduced density matrix. We will see in

the following section that making this approximation will allow us to construct a very

efficient representation of many-body states.

3.4 Matrix Product States

We have seen that for a two-body system, the Schmidt decomposition allows us to

approximate a weakly-entangled state by a state with a lower rank. Here we will

see how we can generalise this to many-body systems and obtain a tensor network

representation of any quantum state, and which is only efficient for weakly-entangled

states. Suppose we have a many-body system defined on a lattice of L sites. For

simplicity, we assume each lattice site has the same physical dimension d. The local

Hilbert space of lattice site j is spanned by the basis vectors {| sj〉}. A quantum state

on the full many-body Hilbert space can then be expanded as

|ψ〉 =
∑

{sj}
Ψs1,··· ,sL | s1, s2, · · · , sL〉 , (3.10)

where the sum is performed over all configurations, i.e., all choices of the physical

indices {sj}. Here, the expansion coefficients Ψs1,··· ,sL can be considered as a tensor

with L legs, as shown in top row of Fig. 3.3(a).

Now we choose a biprtition of the system between the first lattice site s1 and

the rest of the system [s2, · · · , sL]. We then perform a Schmidt decomposition (i.e.,

SVD C), and contract the resulting Λ matrix onto the right hand side of the system,

factorising the initial tensor into two. We can then choose another bipartition between

the first two sites [s1, s2] and the rest of the system [s3, · · · , sL]. Repeating this for
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Ā[1] Ā[2] Ā[3] B̄[4] B̄[5] B̄[6]

⇤

⇤̃

=

⇤

⇤̃

Figure 7: Approximating an MPS by another MPS with a lower bond dimension

3

(c)

Figure 3.3: We show graphically the construction of an MPS from a full state vector
|ψ〉 (represented by a dense tensor Ψ), via repeated SVDs and contractions. In (a)
we start on the left site of the system, performing a series of SVDs and contractions
until we obtain an MPS consisting of left-canonical A tensors which satisfy Eq. (3.12).
If we begin instead with the rightmost tensor as in (b), we obtain an MPS of right-
canonical B tensors satisfying Eq. (3.13). We can combine these two, performing
SVDs from both the left and the right. Contracting the Λ matrix onto one of the
nodes, as shown in (c), then yields a mixed-canonical MPS with a tensor C called the
orthogonality centre.
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all contiguous bipartitions of the system results in the tensor network at the bottom,

which we write as

|ψ〉 =
∑

s1,··· ,sL
A[1]s1A[2]s2 · · ·A[L]sL | s1, s2, · · · , sL〉 . (3.11)

Here we have suppressed the internal indices of the tensors, so A[j]sj for a given value

of sj is a matrix. The expansion coefficient for a given configuration {sj} is then

given by a product of matrices, and so this type of tensor network is called a matrix

product state (MPS).

We have so far not made reference to any special properties of the state |ψ〉,
or even to the geometry of the system in question, and so clearly this process of

constructing an MPS can be carried out for any many-body state. In general, the

maximum number of nonzero singular values at a bond will be dL/2 (at the central

bond), and so the MPS would be no more efficient than the full vector representation.

However, if at each bipartition we are able to truncate the number of singular values

kept, then the number of coefficients needed to represent the state can be greatly

reduced. In particular, if we consider MPS which have a fixed maximum bond di-

mension χ � dL/2, independent of L, then we see that the entanglement entropy

for any contiguous bipartition is bounded by log2 χ (for χ uniform Schmidt coeffi-

cients), independent of the size of the system. In other words, the MPS with fixed

bond dimension automatically satisfy the area law discussed in the introduction. We

can therefore expect MPS to accurately capture ground states and low-lying excited

states of gapped, local Hamiltonians, with a number of parameters O(χ2L).

One can think of the process of constructing an MPS as a form of data com-

pression. Broadly speaking, data compression works by making assumptions about

the structure of the data being considered, and using this to construct a representa-

tion with a much smaller number of paramters compared to the uncompressed data.

This is precisely what is done with an MPS, i.e., we make the assumption that our

state is weakly entangled. MPS compression has been applied to systems outside the

context of quantum mechanics, including image compression [53], and for efficiently

finding solutions to partial differential equations [54, 55]. In these contexts, MPS are

sometimes called tensor trains [56].

3.4.1 Canonical forms

MPS representations of states are not unique, which can easily be seen by inserting

a resolution of the identity X−1X in between two tensors in the chain. This gauge
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freedom leads to so-called “canonical forms”, which simplify many MPS algorithms.

In fact, following the left-to-right SVD sweep in Fig. 3.3(a), we find that since all of

the A tensors except for the final one are formed from the U matrices of the SVD,

they inherit its unitarity and thus obey the orthogonality relation

| i

+ SVD

A[1] V †S

+ Contract

A[1] SV †

+ SVD

A[1] A[2] V †S

+ Repeat

A[1] A[2] A[3] A[4] A[5] A[6]

A[j]

Ā[j]

=

Figure 1: Constructing an MPS from a full vector

1

∑

α,sj

A[j]sj(A[j]sj)† = 1. (3.12)

Instead choosing our first bipartition to be between the last two sites, and sweeping

from right to left as shown in Fig. 3.3(b) yields an MPS where the tensors obey the

different orthogonality relation

| i

+ SVD

B[6]U S

+ Contract

B[6]US

+ SVD

B[5] B[6]U S

+ Repeat

B[1] B[2] B[3] B[4] B[5] B[6]

B[j]

B̄[j]

=

Figure 2: Constructing an MPS from a full vector

2

∑

β,s

B[j]sj(B[j]sj)† = 1. (3.13)

Finally, instead of sweeping in one direction, one can perform SVDs from both the

left and the right, resulting in the form given in Fig. 3.3. The tensors to the left of

the Λ matrix obey Eq. (3.12), while the tensors to the right obey Eq. (3.13). We

therefore can see that this form is equivalent to the Schmidt decomposition of the

system across this bond, with Λ being the Schmidt coefficients. The Λ matrix is

sometimes contracted onto one of the neighbouring tensors resulting in the tensor

C which is called the orthogonality centre, and obeys neither orthogonality relation.

This is known as the mixed-canonical form, and is key to the efficiency, simplicity

and stability in many MPS algorithms [20].

As an example of the usefulness of the mixed-canonical form, we discuss how to

approximate an MPS by another MPS with a smaller bond dimension. In general,

when one performs operations on an MPS, either variational minimisation or time

evolution, the bond dimension of the MPS increases. In many circumstances this

bond dimension growth can be exponential, and therefore it is essential for us to be

able to reduce it again. Computationally, the cheapest way to do this is by performing

a sequence of local truncations while exploiting the mixed-canonical form. Suppose
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that |ψ〉 is an MPS in mixed-canonical form. We choose a |ψ̃〉 which is identical

to |ψ〉 except that we keep only the χ̃ largest singular values and set the rest to 0.

The orthogonality conditions greatly simplify this inner product, and so the overlap

between the two states is given by
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+ Repeat
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Figure 3: Constructing an MPS from a full vector
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2

〈ψ̃|ψ〉 =

χ̃∑

i=1

Λ2
i < 1. (3.14)

The fidelity error in approximating |ψ〉 by |ψ̃〉 is therefore given by the sum of the

squares of the discarded singular values. Furthermore, having set the smallest singular

values in Λ̃ to 0, we can also throw away the parts of the tensors to the left and

right of Λ̃ which would be multiplied by these 0 values, thus reducing the number of

parameters in our representation. Note that this is only possible due to the mixed-

canonical form. If we did not have this, then the error would not be bounded by

the discarded singular values, and the approximation would not be well-controlled.

By performing contractions and SVDs to shift the orthogonality centre along the

MPS, we can truncate each bond like this, obtaining a smaller MPS representation3.

This is sometimes referred to as a “compression sweep”. Note that this amounts to

transforming the MPS such that the decomposition as the bond to be truncated is

the Schmidt decomposition. The truncation at that bond is then locally optimal.

3.5 Expectation values

Having a representation of a many-body state which uses only a small number of

parameters is not, by itself, very useful. In order to be a useful parameterisation, we

must also be able to efficiently extract physical properties of interest for the system

(for example, local particle density, spin, and pair densities). Fortunately, MPSs

provide a way to efficiently compute expectation values of operators. Consider, for

example, the expectation value of a local operator which acts on a single site,

3Although this is cheap, it is not optimal. This is because although the truncations at each bond
are optimal, the state at each trucation has already accumulated errors from all of the previous
truncations. We are therefore compounding a sequence of local approximation which is not guaran-
teed to be globally optimal. To get the optimal approximation, we must perform the full variational
minimisation of |||ψ̃〉 − |ψ〉 ||2, which can be done in a DMRG-style manner [57].
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Ās01 Ās02 Ās03 B̄s04 B̄s05 B̄s06

S

S̃

=

S

S̃

Figure 12: Approximating an MPS by another MPS with a lower bond dimension
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.

If the site on which the operator is applied is also the orthogonality centre of the

MPS, then, using Eq. (3.12) and Eq. (3.13), the full expectation value calculation

collapses to a contraction involving only three tensors, allowing efficient and simple

computation.

As we will see in later chapters, the phases of many-body systems are often char-

acterised by the long-range behaviour of correlation functions of the form 〈ÔjP̂j+r〉,
where r � 1. We assume that the orthogonality centre is between sites j and j + r,

so the tensors outside of this range once again collapse to identities. The expectation

value contraction is given by
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S

S̃

=

S

S̃

Figure 12: Approximating an MPS by another MPS with a lower bond dimension

h | Ô3 | i =

A[1] A[2] C [3] B[4] B[5] B[6]

Ô

Ā[1] Ā[2] C̄ [3] B̄[4] B̄[5] B̄[6]

=

C [3]

Ô

C̄ [3]

h | ÔjP̂j+r | i =

C [j] B[j+1] B[j+2] · · · B[j+r]

Ô P̂

C̄ [j] B̄[j+1] B̄[j+2] · · · B̄[j+r]

Figure 13: Expectation values

6

.

We can then sequentially contract all of the legs from leftmost to rightmost in order

to efficiently evaluate the expectation value.

Considering expectation values of this type can also provide further insight into

the properties of MPSs. Let us assume that our state is translationally invariant4 (as

is common for many systems of interest, for example in condensed matter), so that

all of the tensors in the MPS can be identical (up to a gauge transformation) and

have a bond dimension χ. We further assume that the MPS is in mixed canonical

form with the orthogonality centre C on site j. All of the tensors to the right of this

are therefore B[i] = B. In this case, we can form the expectation value by defining

the left boundary vector,

La,b =
∑

σ,σ′,α

Cσ
α,aO

σ,σ′C̄σ
α,b, (3.15)

the right boundary “vector”,

Ra,b =
∑

σ,σ′,α

Bσ
a,αP

σ,σ′B̄σ
b,α, (3.16)

4We will exploit this in Sec. 3.9 to efficiently compute the time evolution of an infinite system.
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and the transfer operator,

Ea,b,c,d =
∑

σ

Bσ
a,bB̄

σ
c,d. (3.17)

The transfer operator is closely analogous to the transfer matrix in statistical me-

chanics [58]. Following this analogy, we can construct the expectation value for the

correlation function as

〈ÔjP̂j+r〉 = LEr−1R, (3.18)

where we have formed L into a row vector by merging the indices a and b in Eq. (3.15),

and similarly formed R into a column vector. We have formed E into a χ2×χ2 matrix

by combining indices a, c on the left, and b, d on the right. We can expand the right

boundary vector R in the right eigenvectors of E,

R =
∑

i

aiXi, (3.19)

where Xi is the right eigenvector corresponding to the eigenvalue ei. The correlator

is then

〈ÔjP̂j+r〉 = LEr−1R =
∑

i

aie
r−1
i (L†Xi). (3.20)

It can be shown rigorously that for a completely left- or right-orthonormalised MPS,

ei ≤ 1 [20]. However, on physical grounds one can argue that for systems with

local interactions, correlators should not grow exponentially. Long range correlators

therefore always take the form of a sum of exponential decays. At first glance, this

would present a problem for many physical systems5, including those we will study

in later chapters, whose correlators decay as a power law r−α. However, provided we

have enough terms (i.e., our bond dimension is large enough), the sum-of-exponentials

in Eq. (3.20) can approximate a power-law decay over a large number of sites.

Example: The Ising model

As an example of this, we consider the ground state of the spin-1/2 transverse-field

Ising model [3],

ĤIsing = −J
∑

j

(
Ŝzj Ŝ

z
j+1 + gŜxj

)
. (3.21)

where Ŝ
(x,z)
j are operators acting on the local spin-1/2 degree of freedom on site j. J

is the strength of the (ferromagnetic) coupling between adjacent spins, and g is the

5An exception to this is α = 0, which may result when, for example, Ô and P̂ have nonzero
expectation values and are not correlated
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Figure 3.4: We illustrate how a power law decay can be approximated by an MPS. We
show the correlator 〈SzjSzj+r〉 for the critical Ising model for various bond dimensions
χ. The MPS naturally approximates the power-law decay by a sum of exponentials,
and so an exponential tail develops after a correlation length governed by the smallest
exponent ei in Eq. (3.20). The larger the χ, the more exponentials are included in the
sum, and so the correlations are accurately approximated over a longer range. We
computed these results with the iTEBD algorithm which we describe in Sec. 3.9.

relative strength of the applied transverse magnetic field. At g = 1, the it is known

that the two-point correlator is [59]

〈Ŝzj Ŝzj+r〉 =
1

π2(4r2 − 1)
. (3.22)

We plot this in Fig. 3.4, along with the correlator computed from the MPS approx-

imations of the ground state of the model, which we obtained by the infinite time

evolving block decimation algorithm (see Sec. 3.9). We see that initially the MPS

follows the analytical solution over a range of a few hundred sites, before it picks up

an exponential tail due to the finite χ. The larger we make the bond dimension, the

more exponentials are used in the sum approximating the algebraic decay, and so the

more accurate the approximation.

3.6 Matrix Product Operators

As well as local operators, we would also like to be able to work with larger operators

which are defined across the entire L-site Hilbert space, for example, momentum space

operators, or indeed the many-body Hamiltonian itself. Although these operators are

typically sparse when written as matrices in the configuration basis, the size of the
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Ā[1] Ā[2] B̄[4] B̄[5] B̄[6]
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Figure 2: Graphical illustration of DMRG.

s1 s2 s3 s4 s5 s6
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Ô =

s1 s2 s3 s4 s5 s6

Ŵ [1] Ŵ [2] Ŵ [3] Ŵ [4] Ŵ [5] Ŵ [6]

s01 s02 s03 s04 s05 s06

Figure 3: Full operator vs MPO representation

2

Figure 3.5: Graphical representation of a full operator on the left hand side, with its
MPO form on the right.

operator will in general still grow exponentially just as the vectors did. Fortunately,

by exploiting the same tensor network structure as the MPS, we can obtain a similarly

efficient representation of many operators.

We can write any operator on our many-body Hilbert space as

Ô =
∑

{sj},{s′j}
Os1,s2,··· ,sL,s′1,s′2,··· ,s′L | s1, · · · , sL〉 〈s′1, · · · , s′L | , (3.23)

where

Os1,s2,...,sL,s
′
1,s
′
2,...,s

′
L

= 〈s1, s2, . . . , sL | Ô | s′1, s′2, . . . , s′L〉 (3.24)

are the matrix elements of the operator in the configuration basis, of which there are

generally a number O(d2L).

Completely analogously to MPS, we can construct a tensor network representa-

tion for operators on our many-body Hilbert space, called matrix product operators

(MPOs). One of the most important examples for us will be MPOs representing the

Hamiltonians of our system, which will allow us to efficiently compute ground states

of the Hamiltonian, as we discuss in Sec. 3.7. A second important example will be

MPOs which represent the density operator, allowing us to carry out computations

with mixed states on our Hilbert space, as explained in Sec. 3.11. Generically, using

the same sequence of SVDs and contractions which yielded the MPS representation,

we can obtain a representation of Ô as an MPO,

Ô =
∑

∑
{sj},{s′j}

W s1,s′1W s2,s′2 · · ·W sL,s
′
L | s1, · · · , sL〉 〈s′1, · · · , s′L | , (3.25)

We have factorised the full operator into a contraction of L− 2 rank-4 tensors, with

one rank-3 tensor at each end to ensure that the resulting operator matrix elements

are scalars. We show this decomposition graphically in Fig. 3.5. As with MPSs, if

the maximum bond dimension of the MPO is bounded by D � dL, then the MPO

contains a number of parameters which scales only polynomially with the system size,
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Figure 1: MPO-MPS multiplication

| i

+ SVD

A[1] V †S

+ Contract

A[1] SV †

+ SVD

A[1] A[2] V †S

+ Repeat

A[1] A[2] A[3] A[4] A[5] A[6]

A[j]

Ā[j]

=

Figure 2: Constructing an MPS from a full vector

1

Figure 3.6: Graphical representation of an MPO with bond dimension D applied to
an MPS with bond dimension χ. By sequentially contracting the W tensors with the
A tensors we obtain the A′ tensors on the right hand side, with two internal legs per
bond. By merging these two internal legs, we obtain the new MPS representation
below with bond dimension Dχ.

O(LD2d2). For this reason, we never want to construct the full operator represen-

tation, but instead construct and work with the MPO representation directly, which

we discuss in Sec. 3.6.3.

3.6.1 Applying an MPO to an MPS

One commonly wants to compute the action of an operator onto a state. With the

full representation, this would constitute the multiplication of a dL element vector by

a dL × dL (potentially sparse) matrix. However, in the MPO representation, shown

graphically in Fig. 3.6, we can perform the multiplication one site at a time. The total

cost of this application is then O(D2d2χ2L), again exponentially faster than the full

representation provided D is small6. By performing the contraction and then merging

the resulting legs, we see that if the initial MPS has bond dimension χ, and the MPO

has bond dimension D, then the resulting MPS has bond dimension Dχ. As D can

be fairly large, ranging from 1 − 100 depending on the operator, this can result in

a rapid growth in bond dimension if we are required to compute a sequence of MPO

multiplications (for instance, during a time evolution algorithm [60]). Fortunately,

this new bond dimension is often (though not always) much larger than necessary

to accurately represent the new MPS, and so one can perform a compression sweep

to reduce the bond dimension while incurring only a small error. There are more

efficient algorithms for computing these approximations without explicitly computing

Ô |ψ〉 exactly, either by variationally minimising |||ψ̃〉−Ô |ψ〉 || [61], or by performing

truncated SVDs after the application of each node [62].

6The naive cost of multiplying an m× n matrix onto an n× p matrix is O(nmp)
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The observation that applying an MPO to an MPS grows the bond dimension by

a factor D also provides a nice physical interpretation of the MPO bond dimension.

Since the bond dimension χ of an MPS is directly related to the amount of entangle-

ment which can be captured by the ansatz, and applying an MPO grows this bond

dimension by a factor D, the bond dimension of the MPO therefore corresponds to

the maximum amount of entanglement which can be generated by the operator. The

limiting case is an operator which is a tensor product of single-site operators. Such

an operator has a bond dimension D = 1 and does not increase the MPS bond di-

mension. More generally, we expect MPOs which represent Hamiltonians containing

only local interactions should have a small bond dimension D, an observation which

we will make more precise in Sec. 3.6.3.

3.6.2 Expectation values

One frequently uses MPOs to represent nonlocal observables (such as those in mo-

mentum space) in the system, and we would like to compute the expectation values

of these operators with respect to some MPS. Such an expectation value is given by
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Figure 1: MPO-MPS multiplication
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| i

+ SVD

A[1] V †S
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+ SVD

A[1] A[2] V †S

+ Repeat

A[1] A[2] A[3] A[4] A[5] A[6]

A[j]

Ā[j]

=

Figure 3: Constructing an MPS from a full vector

1

.

Since the network has no free legs, it represents a scalar value. It is important to note

that the order in which we contract the tensors together is critical. If we first contract

horizontally along the virtual legs of the MPS and MPO, and then the physical legs,

then we end up reconstructing the full state vector, and so computing the expectation

value would cost O(dL) operations. If we instead contract the physical legs of each

column before contracting the virtual indices and moving onto the to the next column,

then the cost of the contraction remains polynomial in both time and memory.

Even within this vertical contraction order we have some choice over which tensor

to contract first, as we illustrate in Fig. 3.7. If we contract W first, then the total

cost in time for the contraction is O(χ2D2d2 + χ3d2D), while if we contract A first,

the total time for the contraction is O(χ2D2d2 + χ3dD) (faster by a factor d in the

second term). In general, the optimal contraction order is the one which minimises

the product of the dimensions of the open legs throughout the contraction, though

determining this order for a general tensor network is NP-hard [63, 64].
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Figure 3.7: Graphical representation of an expectation value of an MPO. We note that
the upper and lower contraction orders have different computational costs, O(χ3dD+
χ2d2D2) compared with O(χ3d2D+χ2d2D2), so the upper contraction order is faster
by a factor d in the first term.

We conclude by pointing out that the property of MPS that expectation values

are contractible in polynomial time is not a general feature of all tensor networks. For

example, expectation values with respect to projected entangled pair states (PEPS),

which are the generalisation of MPS to higher dimensions, are not contractible in

polynomial time [65]. The calculation of expectation values must therefore be done

approximately. Other tensor network states, like correlator product states [66], or

neural network states [67, 68] are also not exactly contractible. However, individual

matrix elements can be extracted in polynomial time, thus making them amenable

to Monte Carlo sampling.

3.6.3 Constructing MPOs

We now turn our attention to how to construct MPO represtations of operators.

As outlined previously, one can always construct an MPO representation from the

full matrix representation of the operator by sequential SVDs. However, this has an

exponential cost, and so we need to be able to construct operators in their MPO form

directly. To demonstrate how to explicitly construct MPOs, we draw a connection to

finite state machines. Consider the MPO whose matrices are

Ŵ [j] = Ŵ =

(
Â B̂

0 Ĉ

)
, (3.26)
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were we have formed the matrix on the right hand side by using the internal indices as

the column and row indices of the matrix, with the physical indices of the operators

folded into the matrix elements. Furthermore, we contract the left index of the first

node, and the right index of the last node with the boundary vectors

L̂ =
(
1 0

)
and R̂ =

(
0
1

)
, (3.27)

respectively, to ensure that the resulting operator has the correct dimensions. Multi-

plying out this MPO, we see that the resulting operator is

Ô = B̂ ⊗ Ĉ ⊗ · · · ⊗ Ĉ + Â⊗ B̂ ⊗ · · · ⊗ Ĉ + · · ·+
Â⊗ · · · ⊗ Â⊗ B̂ ⊗ Ĉ + Â⊗ · · · ⊗ Â⊗ B̂, (3.28)

i.e., the sum of all terms with a string of any number of Â operators, followed by a

single B̂ operator, followed by a string of any number of Ĉ operators. We can express

this as a finite state machine (FSM):

state 1:

Insert A and stay in state 1

OR Insert B and move to state 2

state 2:

Insert C and stay in state 2.

This may be concisely represented as the graph in Fig. 3.8(a), which consists of

numbered vertices (representing the states) connected by directed edges (representing

the allowed transitions between states)7. Each edge has an associated operator (which

may be site specific). The full operator is constructed from the FSM as follows.

Beginning at vertex 1, we follow the directed edges, appending the associated operator

to the operator string. Whenever there are multiple edges leaving a vertex, we take

the sum over the different possibilities.

We can then convert an FSM to an MPO representation in the following way.

We first enumerate the graph vertices 1, 2, · · · , N . Then, if two vertices i and j are

connected by an edge then we simply insert the operator at element i, j in the MPO

node. We can already see from this that the bond dimension D of the MPO is given

by the number of vertices (or states) in the FSM.

FSMs are an important construct in the field of language processing. Languages

which can be parsed by a FSM are so-called “regular languages”. Even when a

language is not regular, a FSM is often used to perform lexical analysis on a stream

7To avoid confusion, in tensor network diagrams we refer to nodes and legs, while in FSMs we
refer to vertices and edges.
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1

2 M+1

M+2

This is obtained by setting Â = B̂ = 1, and Ĉ = ↵j ôj, i.e.

Ŵ [j] =

✓
1 ↵j ôj

0 1

◆
. (1.24)

The trick of setting Â = B̂ = 1 gives all translations of the operator ↵j ôj and is used

very commonly in constructing MPOs.

1.6.3.2 Example: Sum of nearest-neighbour operators

In Fig. 1.9(b), we show the FSM for a sum of M nearest-neighbour interactions,

Ô =
X

j

MX

k=1

↵j,kôj,kp̂j+1,k. (1.25)

Note that the fact that an operator oj,k must be followed by an operator p̂j+1,k is

encoded in the structure of the FSM by the insertion of an additional vertex for each

term in the sum. The bond dimension of such an MPO is simply M + 2.

0
BBBBB@
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1
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(1.26)

1.6.3.3 Example: Sum of operator strings

We can generalise this further to strings of operators, i.e.
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↵j,kôj,kp̂j+1,k · · · ẑj+R(j),k. (1.27)

Again, the FSM shown in Fig. 1.10 reflects the fact that if an operator ôj,k appears in

the string, then it must be followed by the rest of the kth string in sequence. However,

as we will see in the following subsection, this can create some redundancy, which we

can eliminate to obtain a more e�cient representation.

1.6.3.4 Example: Approximating long-range interactions

Many physical interactions are not nearest-neighbour, or even have a finite range,

as in the previous examples. Coulomb interactions [?], dipole-dipole interactions[?],

and Rydberg interactions [?] all have power-law decay which can extend over many
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The trick of setting Â = B̂ = 1 gives all translations of the operator ↵j ôj and is used

very commonly in constructing MPOs.

1.6.3.2 Example: Sum of nearest-neighbour operators

Nearest-neighbour interacting models, despite their simplicity, cover a wide range

of Hamiltonians of interest, including the Ising model, (extended) Hubbard models

and t–J model. In Fig. 1.9(b), we show the FSM for a sum of M nearest-neighbour

interactions,

Ô =
X

j

MX

k=1

↵k l̂j,kr̂j+1,k, (1.25)

where j is a site index, and k indexes the operators in the sum. Note that the fact that

an operator lk must be followed by an operator p̂k is encoded in the structure of the

FSM by the insertion of an additional vertex for each term in the sum. Translating

this to MPO form, we see

Ŵ [j] =

0
BBBBB@

1 ↵1l̂1 · · · ↵M l̂M 0
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...
. . .
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1
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Ŵ [j] =

✓
1 ↵j ôj
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Ô =
X

j

MX

k=1

↵k l̂j,kr̂j+1,k, (1.25)

where j is a site index, and k indexes the operators in the sum. Note that the fact that

an operator lk must be followed by an operator p̂k is encoded in the structure of the

FSM by the insertion of an additional vertex for each term in the sum. Translating

this to MPO form, we see
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Figure 3.8: (a) The graph representation of a simple FSM corresponding to the MPO
in Eq. (3.26). (b) The graph representation of the FSM corresponding to a sum of
nearest-neighbour interactions Eq. (3.33).

of characters, converting it into a stream of “tokens”, after which more complicated

relationships between the tokens are expressed. For the uninitiated reader, we provide

a brief introduction to FSMs and language processing in Appendix A. This connection

between regular languages, FSMs and MPOs provides a convenient and powerful

insight into MPO representations of operators. Namely, if an operator is “simple” to

write down (in the precise sense that it can be expressed as a regular expression),

then it can be expressed in the form of a FSM and hence an MPO. The relationship

is summarised by

Regular Hamiltonian↔ Finite state machine↔ Matrix product operator. (3.29)

In the following examples, we will see that even when we know in principle how to

construct the FSM of an operator, it can still be cumbersome to find a compact

representation, as well as assign quantum numbers (see Sec. 3.10), and perform the

Jordan-Wigner transformation for fermionic systems. We have therefore used the

connection to language processing to implement a flexible and powerful interface for

use in MATLAB with the TNT library [69]. This interface allows for the creation of

MPOs and initiation of DMRG calculations simply by writing out the Hamiltonian

in a LATEX-like script. We give a brief overview of this interface in Appendix B.
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Example: Sum of on-site operators

One of the simplest MPOS we can construct is a specific case of Eq. (3.26), namely

a sum of on-site operators, e.g.

Ô =
∑

j

αj ôj. (3.30)

This is obtained by setting Â = B̂ = 1, and Ĉ = αj ôj, i.e.,

Ŵ [j] =

(
1 αj ôj
0 1

)
. (3.31)

The trick of setting Â = B̂ = 1 gives us all translations of the operator αj ôj and is

used very commonly in constructing MPOs.

Example: Sum of nearest-neighbour operators

Models with only nearest-neighbour interactions, despite their simplicity, cover a wide

range of Hamiltonians of interest, including the Ising model [3], (extended) Hubbard

models for both bosons [34] and fermions [25], and the t–J model [70]. In Fig. 3.8(b),

we show the FSM for a sum of M nearest-neighbour interactions,

Ô =
∑

j

M∑

k=1

αk l̂j,kr̂j+1,k, (3.32)

where j is a site index, and k indexes the operators in the sum. For simplicity, here and

in the following examples, we assume that the operator is translationally invariant,

i.e., l̂j,k = l̂k, but this need not be the case in general. Note that the fact that an

operator lk must be followed by an operator r̂k is encoded in the structure of the

FSM by the insertion of an additional vertex for each term in the sum. Translating

the FSM to MPO form, we obtain

Ŵ [j] =




1 α1l̂1 · · · αM l̂M 0
0 0 · · · 0 r̂1

...
...

. . .
...

...
0 0 · · · 0 r̂M
0 0 · · · 0 1



. (3.33)

The bond dimension of this MPO is simply M + 2.
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Example: Sum of operator strings

We can generalise this further to strings of operators, i.e.,

Ô =
∑

j

M∑

k=1

αkôj,kp̂j+1,k · · · ŷj+R(k)−1,kẑj+R(k),k, (3.34)

where again j is a site index, and k indexes different terms. R(k) is the length of

the operator string in term k (i.e., the range of the interaction in that term). Again,

the FSM shown in Fig. 3.9(a) reflects the fact that if an operator ôj,k appears in

the string, then it must be followed by the rest of the kth string in sequence. The

corresponding MPO nodes are

Ŵ [j] =




1 α1ô1 0 · · · 0 · · · αM ôM 0 · · · 0 0
0 0 p̂1 · · · 0 · · · 0 · · · · · · 0 0
...

...
. . .

. . .
... · · ·

...
. . .

. . .
...

...
...

...
... 0 ŷ1 · · ·

...
. . .

. . .
... 0

0 0 · · · · · · 0 · · · 0 · · · · · · 0 ẑ1

...
...

...
...

...
. . .

...
...

...
...

...
0 0 · · · · · · 0 · · · 0 p̂M · · · 0 0
...

...
. . .

. . .
... · · ·

...
. . .

. . .
...

...

0
...

. . .
. . .

... · · ·
... · · · 0 ŷM 0

0 0 · · · · · · 0 · · · 0 · · · · · · 0 ẑM
0 0 · · · · · · · · · · · · 0 · · · · · · 0 1




. (3.35)

The resulting MPO has a bond dimension 2 +
∑

k R(k). However, as we will see in

the next subsection, if multiple terms share the same operators, then this construc-

tion can create some redundancy, which we can eliminate to obtain a more efficient

representation. We can use such an MPO to create interactions with a finite range,

or to implement Hamiltonians for ladder systems, as we discuss in more detail in the

latter part of Chapter 4.

Example: Approximating long-range interactions

Many physical interactions are not nearest-neighbour, or even have a finite range, as

in the previous examples. Coulomb interactions [71], dipole-dipole interactions [72],

and Rydberg interactions [73] all have power-law decay which can extend over many

hundreds of sites. We have already seen in Sec. 3.5 that MPS cannot encode power-

law-decaying correlators, but can approximate them by a sum of exponential decays.
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(a)

This is obtained by setting Â = B̂ = 1, and Ĉ = ↵j ôj, i.e.

Ŵ [j] =

✓
1 ↵j ôj

0 1

◆
. (1.24)

The trick of setting Â = B̂ = 1 gives all translations of the operator ↵j ôj and is used

very commonly in constructing MPOs.

1.6.3.2 Example: Sum of nearest-neighbour operators

In Fig. 1.9(b), we show the FSM for a sum of M nearest-neighbour interactions,

Ô =
X

j

MX

k=1

↵j,kôj,kp̂j+1,k. (1.25)

Note that the fact that an operator oj,k must be followed by an operator p̂j+1,k is

encoded in the structure of the FSM by the insertion of an additional vertex for each

term in the sum. The bond dimension of such an MPO is simply M + 2.
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0
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0 0 · · · · · · · · · · · · 0 · · · · · · 0 1

.

1
CCCCCCCCCCCCCCCCCCCCA

(1.28)

However, as we will see in the following subsection, this can create some redundancy,

which we can eliminate to obtain a more e�cient representation. We can use such

an MPO to create interactions with a finite range, or, by making the to implement

Hamiltonians for ladder systems, as we discuss in more detail in Chapter 2.

1.6.3.4 Example: Approximating long-range interactions

Many physical interactions are not nearest-neighbour, or even have a finite range,

as in the previous examples. Coulomb interactions [?], dipole-dipole interactions[?],

and Rydberg interactions [?] all have power-law decay which can extend over many

hundreds of sites. We have already seen that MPS cannot encode power-law-decaying

correlators, but can approximate them by a sum of exponential decays. Analogously,

there is no direct MPO representation of a power-law decay, but we can represent a

sum of (potentially complex) exponential decays, i.e.

Ô =
LX

j=1

↵j

X

r

�rôj p̂j+r (1.29)

We can see this from the FSM picture by considering vertices which are connected to

themselves via an identity operator. If the coe�cient in front of the identity operator

is � < 1, then each time we take that edge, accumulated coe�cient will be smaller

by a factor �. We show the FSM representation of this in Fig. 1.10, from which we
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...
...

...
...

...
. . .

...
...

...
...

...
0 0 · · · · · · 0 · · · 0 p̂M · · · 0 0
...

...
. . . . . .

... · · · ...
. . . . . .

...
...

0
...

. . . . . .
... · · · ... · · · 0 ŷM 0
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However, as we will see in the following subsection, this can create some redundancy,

which we can eliminate to obtain a more e�cient representation. We can use such

an MPO to create interactions with a finite range, or, by making the to implement

Hamiltonians for ladder systems, as we discuss in more detail in Chapter 2.

1.6.3.4 Example: Approximating long-range interactions

Many physical interactions are not nearest-neighbour, or even have a finite range,

as in the previous examples. Coulomb interactions [?], dipole-dipole interactions[?],

and Rydberg interactions [?] all have power-law decay which can extend over many

hundreds of sites. We have already seen that MPS cannot encode power-law-decaying

correlators, but can approximate them by a sum of exponential decays. Analogously,

there is no direct MPO representation of a power-law decay, but we can represent a

sum of (potentially complex) exponential decays, i.e.

Ô =
LX

j=1

↵j

X

r

�rôj p̂j+r (1.29)

We can see this from the FSM picture by considering vertices which are connected to

themselves via an identity operator. If the coe�cient in front of the identity operator

is � < 1, then each time we take that edge, accumulated coe�cient will be smaller

by a factor �. We show the FSM representation of this in Fig. 1.10, from which we
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Ŵ [j] =

0
BBBBBBBBBBBBBBBBBBBB@

1 ↵1ô1 0 · · · 0 · · · ↵M ôM 0 · · · 0 0
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... 0 ŷ1 · · · ...
. . . . . .

... 0
0 0 · · · · · · 0 · · · 0 · · · · · · 0 ẑ1
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Ô =
LX

j=1

↵j

X

r
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Figure 1.10: (a) The graph representation of a string of operators. (b) The graph
representing a sum of exponentially decaying interactions and its MPO form.

see that the MPO nodes are
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0 �11 0 . . . 0 �1p̂
... 0 �21

. . .
... �2p̂

0
... 0

. . . 0
...

0 0
...

. . . �M1 �M p̂
0 0 0 · · · 0 1

1
CCCCCCCCA

, (1.30)

and the bond dimension of this MPO is D = M + 2. Now suppose we want to

approximate interaction

Ĥ =
X

j

X

r

J(r)ôj p̂j+r (1.31)

To determine the values of the coe�cients ↵p and exponents �p which best approxi-

mates this, we must solve the optimisation problem

min
{�p,↵p}

MX

p=1

rcuto↵X

r

|↵p(�p)
r � J(r)|2 . (1.32)

Although this problem is nonlinear, the specific form of the exponential decay allows

an e�cient solution to be obtained [?]. In fact, as we show in Appendix A, this

method can be used to approximate a wide class of functions. For example, since the

exponents can be complex, Fourier series expansions are contained within this class

of MPOs.

1.6.4 Compressing MPOs

TODO:

• The importance of a compact MPO representation
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This is obtained by setting Â = B̂ = 1, and Ĉ = ↵j ôj, i.e.

Ŵ [j] =

✓
1 ↵j ôj

0 1

◆
. (1.24)

The trick of setting Â = B̂ = 1 gives all translations of the operator ↵j ôj and is used

very commonly in constructing MPOs.

1.6.3.2 Example: Sum of nearest-neighbour operators

In Fig. 1.9(b), we show the FSM for a sum of M nearest-neighbour interactions,

Ô =
X

j

MX

k=1

↵j,kôj,kp̂j+1,k. (1.25)

Note that the fact that an operator oj,k must be followed by an operator p̂j+1,k is

encoded in the structure of the FSM by the insertion of an additional vertex for each

term in the sum. The bond dimension of such an MPO is simply M + 2.
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1.6.3.3 Example: Sum of operator strings

We can generalise this further to strings of operators, i.e.

Ô =
X

j

MX

k=1

↵j,kôj,kp̂j+1,k · · · ẑj+R(j),k. (1.27)

Again, the FSM shown in Fig. 1.10 reflects the fact that if an operator ôj,k appears in

the string, then it must be followed by the rest of the kth string in sequence. However,

as we will see in the following subsection, this can create some redundancy, which we

can eliminate to obtain a more e�cient representation.

1.6.3.4 Example: Approximating long-range interactions

Many physical interactions are not nearest-neighbour, or even have a finite range,

as in the previous examples. Coulomb interactions [?], dipole-dipole interactions[?],

and Rydberg interactions [?] all have power-law decay which can extend over many
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Ô =
X

j

MX

k=1
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The trick of setting Â = B̂ = 1 gives all translations of the operator ↵j ôj and is used
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Ô =
X

j

MX

k=1
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r. Translating from the FSM representation of this in Fig. 1.10(b), we see that

the MPO nodes are
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and that the bond dimension of this MPO is D = M + 2. Now, suppose we want to

approximate interaction

Ĥ =
X

j

X

r

J(r)ôj p̂j+r (1.37)

To determine the values of the coe�cients ↵p and exponents �p which best approxi-

mates this, we must solve the optimisation problem

min
{�p,↵p}

MX

p=1

rcuto↵X

r

|↵p(�p)
r � J(r)|2 . (1.38)

Although this problem is nonlinear, the specific form of the exponential decay allows

an e�cient solution to be obtained using standard linear algebra methods [?]. In

fact, as we show in Appendix A, this method can be used to approximate a wide

class of functions. For example, since the exponents can be complex, Fourier series

expansions are contained within this class of MPOs, and so any su�ciently smooth (in

the sense that it is well approximated by a low-order Fourier series) can be e�ciently

represented by an MPO.

1.6.4 Addition and compression of MPOs

These FSMs allow us to construct e�cient MPO representations for a wide range of

Hamiltonians. However, two final ingredients are necessary in order to utilise these

to their full potential. The first is the ability to add together two MPOs, the second

is to reduce the dimension of a given MPO.

Recall from our definition of a finite state machine that if there is a branch at a

vertex, then we take the sum the terms resulting from traversing the di↵erent paths.

From this we can see that to take the sum of two FSMs, we simply need to merge

the first and last nodes. We show an example of this in Fig. 1.11, for the operators

X

j

ÂjB̂j+1Ĉj+2 +
X

j

ÂjD̂j+1Êj+2Ĉj+3. (1.39)
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J(r)ôj p̂j+r (1.37)

To determine the values of the coe�cients ↵p and exponents �p which best approxi-

mates this, we must solve the optimisation problem

min
{�p,↵p}

MX

p=1

rcuto↵X

r

|↵p(�p)
r � J(r)|2 . (1.38)

Although this problem is nonlinear, the specific form of the exponential decay allows

an e�cient solution to be obtained using standard linear algebra methods [?]. In

fact, as we show in Appendix A, this method can be used to approximate a wide

class of functions. For example, since the exponents can be complex, Fourier series

expansions are contained within this class of MPOs, and so any su�ciently smooth (in

the sense that it is well approximated by a low-order Fourier series) can be e�ciently

represented by an MPO.

1.6.4 Addition and compression of MPOs

These FSMs allow us to construct e�cient MPO representations for a wide range of

Hamiltonians. However, two final ingredients are necessary in order to utilise these

to their full potential. The first is the ability to add together two MPOs, the second

is to reduce the dimension of a given MPO.

Recall from our definition of a finite state machine that if there is a branch at a

vertex, then we take the sum the terms resulting from traversing the di↵erent paths.

From this we can see that to take the sum of two FSMs, we simply need to merge

the first and last nodes. We show an example of this in Fig. 1.11, for the operators

X

j
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Ŵ [j] =

0
BBBBBBBB@
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0 �11 0 . . . 0 �1p̂
... 0 �21

. . .
... �2p̂

0
... 0

. . . 0
...

0 0
...

. . . �M1 �M p̂
0 0 0 · · · 0 1

1
CCCCCCCCA

, (1.36)

and that the bond dimension of this MPO is D = M + 2. Now, suppose we want to

approximate interaction
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Although this problem is nonlinear, the specific form of the exponential decay allows

an e�cient solution to be obtained using standard linear algebra methods [?]. In

fact, as we show in Appendix A, this method can be used to approximate a wide
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Figure 3.9: (a) The FSM graph representation of a sum of strings of operators. (b)
The FSM graph representing a sum of exponentially decaying interaction terms.

Analogously, there is no exact MPO representation of a power-law decay, but we can

easily represent a sum of (potentially complex) exponential decays, i.e.,

Ô =
L∑

j=1

∑

k,r

αk(γk)
rôj p̂j+r. (3.36)

We can see this from the FSM picture in Fig. 3.9(b), by considering vertices which

are connected to themselves via an identity operator. If the coefficient in front of

the identity operator is γk < 1, then each time we take that edge and thus move

one site along in the term, the accumulated coefficient will be smaller by a factor γk.

Thus after taking the edge r times, the term will have accumulated a coefficient (γk)
r.

Translating from the FSM representation of this in Fig. 3.9(b), we see that the MPO

nodes are
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and that the bond dimension of this MPO is D = M + 2. Now, suppose we want to

approximate interaction

Ĥ =
∑

j

∑

r

J(r)ôj p̂j+r. (3.38)

To determine the values of the coefficients αp and exponents γp which best approxi-

mates this, we must solve the optimisation problem

min
{λp,αp}

M∑

p=1

rcutoff∑

r

|αp(γp)r − J(r)|2 . (3.39)

Although this problem is nonlinear, the specific form of the exponential decay allows

an efficient solution to be obtained using standard linear algebra methods [60]. In fact,

this method can be used to approximate a wide class of functions. For example, since

the exponents can be complex, Fourier series expansions are contained within this

class of MPOs, and so any sufficiently smooth (in the sense that it is well approximated

by a low-order Fourier series) interaction term can be efficiently represented by an

MPO.

3.6.4 Addition and compression of MPOs

These FSMs allow us to construct efficient MPO representations for a wide range of

Hamiltonians. However, two final ingredients are necessary in order to utilise these

to their full potential. The first is the ability to add together two MPOs, the second

is to reduce the dimension of a given MPO.

Recall from our definition of an FSM that if there is a branch at a vertex, then

we take the sum the terms resulting from traversing the different paths. From this it

is clear that to take the sum of two FSMs, we simply need to merge the first and last

nodes. We show an example of this in Fig. 3.10, for the operators

∑

j

ÂjB̂j+1Ĉj+2 +
∑

j

ÂjD̂j+1Êj+2Ĉj+3. (3.40)

The first term has an D = 4 MPO representation, and the second term has a D = 5

MPO representation. Summing the two FSMs yields an FSM with two separate

branches and an MPO with a bond dimension D = 7. In general, the sum of two

FSMs with a number of vertices D1 and D2 will be D1 + D2 − 2. We now see that

the FSMs in Fig. 3.9(a) have exactly the structure of single operator strings added

together in this way.

However, this procedure often has the effect of introducing some redundancy in

the FSM. In other words, the bond dimension of the corresponding MPO may be
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This is obtained by setting Â = B̂ = 1, and Ĉ = ↵j ôj, i.e.
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0 1
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. (1.24)

The trick of setting Â = B̂ = 1 gives all translations of the operator ↵j ôj and is used

very commonly in constructing MPOs.

1.6.3.2 Example: Sum of nearest-neighbour operators

In Fig. 1.9(b), we show the FSM for a sum of M nearest-neighbour interactions,
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↵j,kôj,kp̂j+1,k. (1.25)

Note that the fact that an operator oj,k must be followed by an operator p̂j+1,k is

encoded in the structure of the FSM by the insertion of an additional vertex for each

term in the sum. The bond dimension of such an MPO is simply M + 2.
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1.6.3.3 Example: Sum of operator strings
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Again, the FSM shown in Fig. 1.10 reflects the fact that if an operator ôj,k appears in

the string, then it must be followed by the rest of the kth string in sequence. However,
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the string, then it must be followed by the rest of the kth string in sequence. However,

as we will see in the following subsection, this can create some redundancy, which we

can eliminate to obtain a more e�cient representation.

1.6.3.4 Example: Approximating long-range interactions

Many physical interactions are not nearest-neighbour, or even have a finite range,

as in the previous examples. Coulomb interactions [?], dipole-dipole interactions[?],

and Rydberg interactions [?] all have power-law decay which can extend over many

16

6
3

5

Â
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very commonly in constructing MPOs.

1.6.3.2 Example: Sum of nearest-neighbour operators

In Fig. 1.9(b), we show the FSM for a sum of M nearest-neighbour interactions,
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Â

Ĉ
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Again, the FSM shown in Fig. 1.10 reflects the fact that if an operator ôj,k appears in
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Figure 3.10: An example of the sum of two FSMs representing translations of operator
strings. We take the sum by merging the first and last nodes of the FSMs to obtain
the FSM in the centre. Then, because vertices 2 and 4 have identical incoming edges,
we can merge them. Similarly, since vertices 3 and 6 have the same outgoing edges,
we can also merge these. This results in the more efficient FSM representation on the
right.
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larger than necessary. As we discuss in Sec. 3.7, this can substantially impact the

efficiency of calculations involving MPOs. Fortunately, in the FSM picture, it is

simple to identify and eliminate such redundancies, as we illustrate with the example

in Fig. 3.10. Because the two outgoing edges connected to the first vertex share the

same operator (Â), we can merge the two vertices these edges lead to without altering

the FSM, thus reducing the number of vertices (and hence the MPO bond dimension

D) by one. Similarly, the two edges which connect to the last vertex both carry Ĉ

operators, and so we can merge the two vertices these edges come from. This gives

the FSM on the right of Fig. 3.10, which has a number of vertices (and hence an

MPO bond dimension) of 5.

MPO compression performed this way is essentially exact, i.e., there is no nu-

merical imprecision coming from merging nodes. We conclude this section by noting

that in some circumstances, calculations are not substantially affected by not having

such an exact representation, and so it suffices to use a lower-D MPO which merely

approximates the original. This can be obtained by merging the physical legs of the

MPO to form an MPS, and using the variational MPS compression given in [61].

3.7 Ground state calculations with MPS

Having explained how to represent states and operators as one-dimensional tensor

networks and extract useful quantities from these, we now discuss how to use these

to compute properties many-body quantum systems.

The first algorithm we discuss is for computing ground states of many-body Hamil-

tonians. It has its origins in the density matrix renormalisation group (DMRG) algo-

rithm by S. White [74]. It was later that the ground states produced by DMRG are

MPSs [75]. It was since shown that variationally minimising the energy of an MPS

leads to the same answer as DMRG [20]. As such, DMRG is sometimes used to refer

to both the original White algorithm, and the variational approach. While DMRG

and its variational successors are not guaranteed to converge to an (even approxi-

mate) ground state, it turns out that for local Hamiltonians, they usually converge to

the ground state in polynomial time [20]. These algorithms have since developed into

one of the leading methods for computing the ground states and low-lying excited

states of one dimensional chains [76], ladder systems [77, 78], which we will discuss

further in Chapter 4, and even two-dimensional systems [79], and quantum chemistry

systems [80], which have an intrinsically nonlocal structure.
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In the MPS approach, one simply takes an MPS |ψ〉 as a variational ansatz for

the ground state of a many-body Hamiltonian, and attempts to find the MPS which

minimises the energy expectation value 〈ψ | Ĥ |ψ〉. However, trying to simultaneously

optimise all O(dχ2L) parameters for the anstatz would still present a formidable

computational task. Therefore, one typically resorts to updating only one or two

tensors at each step [20].

In the following we present the algorithm diagrammatically. For reasons that will

become apparent shortly, we begin with an MPS |ψ〉 which is in mixed canonical

form with the orthogonality center C [j] on site j, which we refer to as the “active

site”. We begin by considering the expectation value 〈ψ | Ĥ |ψ〉. We wish to optimise

this with respect to the single tensor C [j] while constraining the norm of the state

〈ψ |ψ 〉 = 1. We therefore introduce the Lagrange multiplier λ, and seek a minimum

of the expression

〈ψ | Ĥ |ψ〉 − λ 〈ψ |ψ 〉 , (3.41)

A[1] A[2] C [3] B[4] B[5] B[6]
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To find the minimum, we then look for zeroes of the partial derivative with respect

to the single tensor C̄ [j].

∂

∂C̄ [j]

(
〈ψ | Ĥ |ψ〉 − λ 〈ψ |ψ 〉

)
= 0. (3.42)
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Ā[1] Ā[2] B̄[4] B̄[5] B̄[6]
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1
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It is then clear from the graphical representation that this is, in fact, a generalised

eigenvalue equation for the tensor C [j]. To be explicit, we define H to be the network

in the first term with the tensor C [j] and C̄ [j] removed, and similarly M is the network
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in the second term with C [j] and C̄ [j] removed. Reshaping the networks H and M

into matrices, and the tensor C [j] into a vector, we obtain the generalised eigenvalue

equation

HC [j] = λMC [j]. (3.43)

However, since we chose our MPS anstatz to be in mixed canonical form with the

orthogonality center on site j, we can see that the contractions of the A tensors and

the B tensors in the second term collapse to identities, i.e., M = 1. The equation

then simplifies to a standard eigenvalue equation.

HC [j] = λC [j]. (3.44)

Therefore, to minimise the energy, at each step we choose A[j] to be the eigenvector

which corresponds to the smallest eigenvalue of the network H, typically computed

with the Lanczos method8[51]. This minimisation step has a nice physical interpre-

tation. At each step, when we compute the eigenvector for the active site A[j], we

are effectively asking the question “Given the state of the rest of the system (which

we hope is close to the ground state), what is the effective Hamiltonian felt by site

j?”. We then set the tensor at site j to be the ground state of this effective Hamil-

tonian. The new tensor then forms part of the environment for the optimisation of

the next site. By iteratively sweeping back and forth, we eventually converge on an

MPS approximation to the full many-body ground state.

To summarise, the basic ground-state algorithm is then given as follows:

1. Begin with an MPS with the orthogonality centre on site j.

| i
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+ Repeat
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Figure 6: Constructing an MPS from a full vector
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5

2. Construct the network H by contracting the tensors to the left and right of site

j with the Hamiltonian.
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Ĥ2,3 �3

H =

A[1] A[2] B[4] B[5] B[6]
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Figure 2: Graphical illustration of DMRG.

2

8This method is based on multiplying an initial guess for the vector by powers of H, which costs
O(χ3(d2 + d)D) for our Eq. (3.44) [81]
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3. Compute the eigenvector corresponding to the smallest eigenvalue of H. This

is the new tensor C [j].
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4. Shift the orthogonality centre onto site j + 1 by contracting together tensors

j and j + 1 performing an SVD, and contracting the resulting singular value

matrix onto tensor j + 1.
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5

5. Repeat from step 2, shifting the active site back and forth across the MPS until

convergence is reached.

There are, however, a number of drawbacks with this single-site algorithm [81].

Firstly, there is no way to grow the Schmidt basis when performing the update,

and thus we are stuck with a fixed bond dimension for the duration of the algorithm,

even if the initial bond dimension is too small to accurately capture the ground state.

Because of this, the algorithm is prone to getting stuck in local minima. There are

two standard ways around this. First, and simplest, is to use a two-site update, where

we simultaneously optimise two adjacent tensors [82, 81]. This means that Lanczos

step costs O(χ3(d4 + d2)D), though this tends to be dominated by the cost of the

subsequent SVD, O(χ3d3). However, this also means that each update will naturally

increase the Schmidt basis, which can then be locally truncated if it is necessary to

reduce the bond dimension. This also allows for the mixing of quantum numbers in

U(1) symmetric problems (see Sec. 3.10). The second way is to only optimise a single

site at a time, but to add a perturbation which expands the Schmidt basis, assisting

the algorithm in avoiding getting stuck in local minima [83, 81].

A very simple technique for accelerating this procedure is to initially choose a

small χ, and increase it in stages. Since the number of variational parameters scales

∼ χ2, the space of states the algorithm can search is greatly restricted, and thus

it is less likely to get stuck in a local minimum. Similarly, since the time for each

step scales ∼ χ3, the algorithm finds the variational minimum, |ψ(χ)〉 much faster.
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Even though this variational minimum is unlikely to be a good approximation to

the true ground state, it is much closer in the space of MPS than a random state.

Thus, increasing χ → χ′, using |ψ(χ)〉 as an initial guess for |ψ(χ′)〉 can result in

convergence after many fewer sweeps than using a random initial MPS. This technique

also has the advantage that one can compute expectation values at every step and

study how they extrapolate to χ→∞, approaching the “true” values of the ground

state.

3.8 Time evolving block decimation

This variational algorithm provides an extremely powerful method for computing

ground-state properties of one dimensional interacting quantum systems. However,

of even greater interest to us in this thesis is how these systems behave dynamically,

when driven out of equilibrium. Fortunately, the same MPS framework provides sev-

eral related methods for computing time evolution for these systems. The simplest

of these methods, the time evolving block decimation (TEBD) algorithm, was in-

troduced by Vidal in 2003 [84, 85]. As the name suggests, it exploits the structure

of short-range interacting Hamiltonians to compute the evolution in small, manage-

able “blocks”. It has since been generalised to nonunitary evolution [86, 87] and

translationally-invariant infinite systems [85].

Here we explain the finite-system TEBD algorithm, before going onto discuss a

variant which works directly in the thermodynamic limit, and how U(1) symmetries in

the Hamiltonian can be exploited to greatly increase the efficiency of the algorithm’s

fundamental steps. Finally, we discuss how to use TEBD to construct thermal states

and evolve them unitarily.

Let us consider, for example, a generic Hamiltonian with nearest-neighbour inter-

actions,

Ĥ =
L−1∑

j=1

ĥ
(2)
j,j+1 +

L∑

j=1

ĥ
(1)
j (3.45)

where ĥ
(2)
j,j+1 is an operator acting on nearest-neighbour sites j and j+1, while ĥj acts

on only a single site j. In our Ising model example, Eq. (3.21), ĥ
(2)
j,j+1 = −JŜzj Ŝzj+1,

while ĥ
(1)
j = −JgŜxj . We wish to compute the time evolution of a state under this

Hamiltonian, i.e.,

|ψ(τ)〉 = e−iĤτ |ψ(0)〉 . (3.46)
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However, even though Ĥ may be sparse, or even written as an MPO, computing the

operator exponential is still O(dL). However, we can use the fact that the interac-

tions are purely local to greatly reduce the cost of computing the evolution. For

convenience, we regroup the terms of the Hamiltonian as

Ĥ =
L−1∑

j=1

T̂j,j+1, (3.47)

where

T̂j,j+1 = ĥ
(2)
j,j+1 + ljĥ

(1)
j + rjĥ

(1)
j+1 (3.48)

where lj = (1 + δj,1)/2, and r(L−1) = (1 + δj,(L−1))/2. Let us consider the evolution for

a small timestep δτ . We would perhaps intuitively want to decompose the propagator

for the full system as a sequence of propagators for the two-site interaction,

e−iĤδτ ≈ e−iT̂1,2δτe−iT̂2,3δτ · · · e−iT̂L−2,L−1δτe−iT̂L−1,Lδτ . (3.49)

However, in general, we will have that
[
T̂j,j+1, T̂j+1,j+2

]
6= 0, and so this decomposition

is not exact, only becoming so in the limit δτ → 0. This is, in fact, the first-order

Trotter decomposition [88] for the propagator. The task of finding a more accurate

approximation boils down to finding a decomposition

exp(δτ(A+B)) ≈ F1(A)F2(B)F3(A)F4(B) · · ·FM(A), (3.50)

where Fi(A) is some function (typically an exponential) of only the operator A. This

breaks the exponential of the sum of two non-commuting operators A + B (which

is expensive to compute) into a sequence of operators which are functions of only

one of the operators A and B, which are cheap to compute. The first-order Trotter

decomposition is given by

exp(δτ(A+B)) ≈ S1(δτ) = exp(δτA) exp(δτB), (3.51)

where it is easily verified by Taylor expanding the exponentials on both sides that

the error in this decomposition is ∼ (δτ)2 [A,B] +O ((δτ)3). To derive a higher order

expansion we first note that S(−δτ)S(δτ) 6= 1, so our first-order decomposition has

the undesirable property that evolving the system forward in time by an amount δτ ,

then evolving it backwards in time by the same amount does not return us to our

initial state. To rectify this we symmetrise the decomposition,

exp(δτ(A+B)) ≈ S2(δτ) = exp

(
δτ

2
A

)
exp(δτB) exp

(
δτ

2
A

)
. (3.52)
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Figure 3.11: (a) The second-order Trotter decomposition of a unitary propagator as
a “staircase”. (b) The second-order Trotter decomposition as a sequency of parallel,
mutually-commuting gates on odd and even bonds.

We can immediately see that this decomposition does obey the relation S(−δτ)S(δτ) = 1.

The term ∼ (δτ)2 then vanishes in the expression for the error. S2(δτ) is therefore a

second order Trotter decomposition. By breaking up eδτ(A+B) into a product of more

exponentials, one can derive higher order Trotter expansions. For completeness we

state, but do not derive, a fourth-order Trotter expansion [88],

S4(δτ) = e
s
2
δτAesδτBe

1−s
2
δτAe(1−2s)δτBe

1−s
2
δτAesδτBe

s
2
δτA, (3.53)

where s = 1

2− 3√2
. Higher order decompositions are possible. However, as these involve

greater numbers of contractions, it is generally not worth using when, as we outline

below, the Trotter error is often small compared to the truncation error.

Returning to the many-body Hamiltonian, and armed with the second-order

Suzuki-Trotter decomposition, we can now decompose the full propagator of width L

into a sequence of two-site propagators. Note that we have some choice in how to do

this, and two possible choices are shown in Fig. 3.11.

The “staircase” of operators shown in (a) may be obtained by successively applying

the relation Eq. (3.52) repeatedly to the many-body propagator. It has the advantage

that after each contraction, one can perform an SVD, and truncate while preserving

the mixed-canonical form of the MPS, as we show in Fig. 3.12. We begin with an MPS

in mixed-canonical form with the orthogonality centre on one of the sites connected
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Figure 2: Constructing an MPS from a full vector

1

Figure 3.12: The contraction order for the staircase Trotter decomposition in TEBD.
First we contract the two-site operator onto the MPS, ensuring that the orthogonality
center is on one of the sites we apply the gate to. Then we SVD the two-site wide
operator to re-obtain an MPS. We can then optionally truncate the bond dimension
by discarding the smallest singular values in Λ, before shifting the orthogonality center
onto the next site by contracting Λ onto it.

to the first two-site gate. We then contract the gate to form a two-site wide tensor

Θ[j,j+1]. To restore the MPS, we SVD this node at a cost O(χ3d3). Note that the

two-site gate will in general increase the entanglement between the two halves of the

system. As such, in order to avoid uncontrolled growth of the bond dimension, we

will need to discard the smallest singular values after the SVD. However, because we

are in mixed-canonical form, from Sec. 3.4 we know that this truncation is optimal.

Finally, we contract the resulting Λ matrix to the right, shifting the orthogonality

centre ready for the next gate.

The even-odd decomposition in Fig. 3.11(b) has the advantage that many of the

contractions can be done in parallel, since they do not depend on the result of other

contractions on that layer. However, truncations cannot be performed in parallel

without destroying the canonical form. As such, the truncations are not guaranteed

to be locally optimal. Nevertheless, provided these truncations are small, the canon-

ical form can be approximately preserved, and so with enough parallel resources,

computation speed can be increased substantially.

3.9 Infinite TEBD

Even though finite MPS allow for an exponential improvements in terms of memory

requirements and computation speed, one is often still limited to system sizes ranging

from tens to hundreds of sites. However, for translationally-invariant systems, we

can use MPS representations which reflect the translational invariance and hence rid

ourselves from the need to store an individual tensor for every site, thus gaining a

further factor L speedup.
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Ās01 Ās02 Ās03 B̄s04 B̄s05 B̄s06

S

S̃

=

S

S̃

Figure 12: Approximating an MPS by another MPS with a lower bond dimension
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Ā[j] · · ·

�

D D

� �

d

d

L

O(�2d2D2)

)

A A · · ·
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h | Ô | i =

A[j] · · ·
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Figure 3.13: An iMPS constructred from a two-site unit cell (indicated with the
dashed box). The operator U , which is Trotter-decomposed into two-site operators
UAB and UBA is connected to the iMPS.

In this section we introduce the infinite TEBD (iTEBD) algorithm. We assume

that our Hamiltonian is translationally-invariant with a two-site unit cell, and that

therefore, in the absence of any spontaneous symmetry breaking, there exists an MPS

ansatz which is also translationally invariant with a two-site unit cell consisting of

site A and site B, which we use to describe the system. In order to be consistent

with the literature, we keep the singular value matrices, which we denote ΛA and ΛB,

separate from the physical tensors, which we label ΓA and ΓB.

A diagrammatic representation of the infinite-MPS (iMPS) is shown in Fig. 3.13,

along with the second-order “odd-even” Trotter decomposition of a propagator. Be-

cause of the translational invariance, we only need to perform a contraction of one

two-site gate U to evolve every even or every odd bond in the infinite state. To

achieve this, we first contract together the tensors corresponding to an AB pair of

sites as

ΘAB
sA,sB

= ΛBΓAsAΛAΓBsBΛB, (3.54)
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,

where we have suppressed the virtual indices in the Λ and Γ tensors, so that Λ(A/B)

and Γ
(A/B)
s(A/B) are both matrices. We then apply the two-site gate U to the Θ tensor to

get the evolved tensor Θ̃,

Θ̃s′As
′
B

=
d∑

sA,sB=1

UsA,sB ,s′A,s′BΘsA,sB . (3.55)
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Note that here we use a tilde to denote evolved tensors. In order to get the iMPS for

the evolved state, we then perform an SVD,

Θ̃sAsB = XsAΛ̃AYsB , (3.56)
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Note that since in general U will generate entanglement between the A and B sites,

the bond dimension after the SVD will be larger. As such, for practical purposes, as

in the finite MPS case, one truncates the bond dimension after the SVD to χ. We

discuss some technicalities of this truncation in Sec. 3.9.2. Finally, to extract the

evolved Γ tensors, we multiply by the inverse of the ΛB matrix, i.e.,

Γ̃AsA = (ΛB)−1XsA , Γ̃BsA = YsB(ΛB)−1 (3.57)
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To evolve the BA bonds in the next step, we simply repeat these operations, exchang-

ing the roles of the A and B tensors. Note that the multiplication by (ΛB)−1 in the

final step can cause numerical issues if ΛB contains particularly small singular values,

since a small error in the tensors X or Y resulting from the SVD will be greatly

magnified. This can be avoided using a small modification proposed by Hastings [89],

which stores and works exclusively with the products ΓA/BΛA/B. This achieves the

same result without the need to take this potentially problematic inverse.

3.9.1 Computing ground states with iTEBD

By setting the timestep to be the imaginary quantity −i∆τ , we can also use the

iTEBD algorithm to compute ground states of the infinite system [90]. The stationary

state of this imaginary time evolution is given by

|ψGS〉 = lim
τ→∞

e−τĤ |ψ〉
||e−τĤ |ψ〉 ||

, (3.58)
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where |ψ〉 is any state which has nonzero overlap with the ground state. Every

eigenstate with an energy εm > ε0 will decay exponentially at a rate εm − ε0, and so

in the limit τ → ∞, the component of the state which is not the ground state will

have completely decayed away.

Since our Trotter decomposition of e−τĤ is not exact (as discussed in Sec. 3.8),

the Hamiltonian implemented by the imaginary iTEBD is not exactly equal to the

desired Hamiltonian, only becoming exact as ∆τ → 0. On the other hand, the smaller

we make the timestep, the more steps it takes to converge to the stationary state of

Eq. (3.58). There is therefore a tradeoff between converging quickly and converging

accurately to the ground state. This can be partially alleviated if we initially use a

coarse timestep which allows for relatively quick convergence to a state which coarsely

approximates the ground state. We then repeatedly reduce the timestep and evolve

until convergence, thus reducing the Trotter error each time and gradually refining

the state. This also has an added benefit in terms of the canonical form of the iMPS,

which we discuss in the next subsection.

3.9.2 Canonical Form for iMPS

Just as with a finite MPS, we have a gauge freedom in the iMPS, as can be seen by

inserting XX−1 pairs between each Γ and Λ tensor. Just as in the finite case, this

gauge freedom implies the existence of a “canonical form” [91], which is crucial for

truncations and expectation value calculations. For finite DMRG and TEBD, we saw

that so long as we were careful with the order of SVDs, the convenient mixed-canonical

form was automatically enforced. In the case of iMPS this is more involved. As we

discussed in Sec. 3.4, a transfer operator built from left (right)-orthogonal tensors

has the identity as a left (right) eigenvector with eigenvalue 1. In the case of iMPS,

because the tensors are repeated infinitely, the identity must be both a left and right

eigenvector of the transfer operator, which we show graphically in Fig. 3.14.

The canonical form is especially crucial for the computation of expectation values

with iMPS. Suppose we wish to compute the expectation value of some local operator

ô. If our iMPS were not in canonical form, then we would have to construct the

network,
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Figure 3.14: We show the condition for an iMPS to be in canonical form. This is the
case if, at any bond, the transfer operator constructed from the Γ and Λ matrices
satisfy both of these conditions (i.e., the itentity is both a left and right eigenvector
of the transfer operator)
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where we insert the operator ô between the iMPS, and contract powers of the left

and right transfer operators, LM and RM to the left and right side of this unit

cell. To compute 〈ô〉 in the thermodynamic limit, we must then take M → ∞.

This amounts to computing the dominant eigenvectors of the left and right transfer

matrices, which is a rather expensive operation (especially if it is done every timestep

during a real-time evolution). However, if the iMPS is in canonical form, when we

contract identities onto the left and right of the “infinite” MPS, then the powers of

L and R both collapse to identities, leaving us with
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ô

Figure 1: iTEBD algorithm

1

,

which is much simpler and computationally efficient.

It is simple to see that applying unitary gates without truncation (and thus evolv-

ing a state using real-time iTEBD) preserves the canonical form of the iMPS [91].

However, as the bond dimension will in general grow exponentially during the time

evolution, we will eventually have to truncate, which is an inherently nonunitary

operation. Fortunately, so long as the discarded singular values are small, the evo-
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lution remains approximately unitary and thus the iMPS remains approximately in

canonical form.

In order to take advantage of this, of course, we must begin the time evolution

with a state that is already in canonical form. Product states are trivially in canonical

form, but these are not very physical states. For example, we would like to be able to

perform computations starting with the ground state of some Hamiltonian of interest.

Unfortunately, for nonunitary processes like imaginary time evolutions, or like the

simulation of the Lindblad equation for mixed states [86, 91], the canonical form is

not preserved, and so the iMPS needs to be re-canonicalised before expecation values

can be taken. This can be done in one of two ways. First, as described in Ref. [91],

one can compute the dominant left and right eigenvectors of the appropriate transfer

matrices, and use this to construct a gauge transformation which leaves the identity

as the new dominant eigenvector. A simpler, but less efficient way is to repeatedly

perform the iTEBD algorithm with UAB = UBA = 1, i.e., repeatedly performing

SVDs on the odd and even bonds. It turns out that after every SVD the iMPS is

brought closer and closer to canonical form.

Fortunately, for the specific case of imaginary time evolution, the procedure we

describe in Sec. 3.9.1, where the timestep δτ is systematically reduced, implements

precisely this second method as a side-effect [91]. As ∆τ → 0, the applied operators

U = e−T̂j,j+1∆τ → 1, and so provided we evolve for long enough with a very small

imaginary timestep, the final MPS will be very nearly canonical form. We can thus

compute expectation values of these iMPS without the costly construction of infinite

left and right environments.

We conclude this section by pointing out a key advantage of infinite MPS algo-

rithms compared to finite MPS. When studying condensed matter systems, we are

interested in properties of the system in the thermodynamic limit, i.e., as L → ∞.

In any finite MPS calculation, observables will be affected by the presence of the

boundary, and so it is necessary to compute them as various finite values of L and

extrapolate to the thermodynamic limit [92]. Furthermore, as we saw in Sec. 3.5, a

finite χ induces a finite length scale beyond which correlations exponentially decay.

It is therefore often necessary to also extrapolate to the χ→∞ limit. The interplay

between the L→∞ and χ→∞ limits must then be carefully accounted for [93]. In

iMPS calculations, however, since the method works directly in the thermodynamic

limit, one need only extrapolate in χ [94].
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U †
1,2(�⌧/2)

U †
2,3(�⌧/2)

U †
3,4(�⌧/2)

U †
4,5(�⌧/2)

U †
5,6(�⌧/2)

U †
5,6(�⌧/2)

U †
4,5(�⌧/2)

U †
3,4(�⌧/2)

U †
2,3(�⌧/2)

U †
1,2(�⌧/2)

U1,2(�⌧/2)

U2,3(�⌧/2)

U3,4(�⌧/2)

U4,5(�⌧/2)

U5,6(�⌧/2)

U5,6(�⌧/2)

U4,5(�⌧/2)

U3,4(�⌧/2)

U2,3(�⌧/2)

U1,2(�⌧/2)

A↵ �

s

q q0

k

q0 = q + k

A[1] A[2]

U

q q0 q00

k k0

k k0

Contract
)

q q00
⇥

k k0

SVD and

Contract
) A[1] A[2]

q q̃0 q00

k k0

Figure 2: Quantum number conservation with a two-site gate application as an example

2

.

Figure 3.15: We show the application of a two site gate with U(1) symmetries. For
any tensor or group of tensors, the sum of the incoming quantum numbers must be
equal to the sum of the outcoming quantum numbers, leading to a block-diagonal
form.

3.10 U(1) symmetry and charge conservation

It is a broad general principle in physics that exploiting symmetries leads to a sim-

plification of a problem, and this is equally true in the context of TNT. Here we will

discuss the simplest case of this, namely the application of U(1) symmetries to MPS

algorithms. If a many-body Hamiltonian has a U(1) symmetry, by Noether’s theorem,

there is a corresponding conserved charge [95]. Suppose we have such a charge

Q̂ =
∑

j

q̂j, (3.59)

where q̂j is the operator for some local charge at site j, such that [Q̂, Ĥ] = 0. Examples

include the total z component of the spin Ŝz =
∑

j ŝ
z
j in the Heisenberg model, or

the total number of “up” and “down” fermions N̂σ =
∑

j n̂j,σ in the Hubbard and

t–J models, where σ ∈ {↑, ↓}.
Since Q̂ commutes with the Hamiltonian, if we restrict the states we are consid-

ering to be eigenstates Q̂ |ψ〉 = Q |ψ〉 (for example, if we want to fix a fermionic

model to a particular filling fraction), then the evolution under the Hamiltonian will

never take us out of this subspace. As we will see shortly, this can greatly reduce the

computational effort of tensor network algorithms. Here we focus specifically on the

case of MPS, and for simplicity, we will assume that each site of the MPS has the

same physical dimension (i.e., the many-body system consists of L copies of the same

d-dimensional physical system e.g. spin-1/2 sites).

First, we require that the local physical basis states of our MPS are eigenstates of

the conserved charge operators q̂j. That is,

|ψ〉 =
∑

{sj}
A[1]s1A[2]s2 · · ·A[L]sL | s1〉 | s2〉 · · · | sL〉 . (3.60)
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where

q̂j | sj〉 = kj(sj) | sj〉 . (3.61)

In other words, for each value of the physical index sj, we can assign a corresponding

(possibly non-unique) integer quantum number kj. If the state is U(1) covariant (i.e.,

it has a well defined total charge Q) then we can construct each node in the network

to be U(1) invariant [82, 96]. This means that for each value of the internal indices

α, β, we assign a corresponding (again, possibly non-unique) quantum numbers q(α)

and q′(β) to the internal legs as well, i.e.,
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Note that we have drawn arrows on the legs to indicate “incoming” and “outgoing”

quantum numbers. Flipping the direction of an arrow flips the sign of the corre-

sponding quantum number. Because the node is U(1) invariant, for any choice of the

indices α, β, s, we must have that A only has nonzero elements when the incoming

and outgoing quantum numbers are equal [96],

q = q′ + k. (3.62)

As a result, if we reorder the matrix elements such that indices with the same quantum

number are grouped together, then the tensor A acquires a block-diagonal form.

This block-diagonal form results in much more efficient tensor operations. As an

example, we take the application of a two-site gate during TEBD, shown graphically

in Fig. 3.15. We require that the two-site gate is U(1) invariant, and that it therefore

has the same set of physical quantum numbers k on each of its legs. When we contract

this two-site gate to obtain the Θ tensor, although it will couple different quantum

number sectors, it will still be overall block-diagonal with q′′ = q+k+k′. As a result,

rather than performing one large contraction costing O(χ2d2), we can perform several

smaller contractions at a cost O(
∑

i χ
2
i d

2) < O(χ2d2), where χi is the dimension of

each matrix block.

We obtain a more significant speedup when we compute the SVD of Θ to obtain

our evolved MPS tensors, again due to the block-diagonal form of Θ. Rather than

performing an SVD costing O(χ3d3), we can perform the SVD for each block inde-

pendently at a reduced cost of O(
∑

i χ
3
i d

3). Note that after the SVD, we will have a

new set of quantum numbers on the centre bond q̃′ which will in general be different
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from the inital numbers q′. As a simple example, a nearest-neighbour hopping process

(ĉ†j ĉj+1 + H.c.) will redistribute particles on sites j and j + 1, altering the quantum

numbers q′, while leaving the total number of particles on the two sites (and thus

q and q′′) unchanged. Similar speedups are also obtained when finding eigenvectors

and performing SVDs in the DMRG algorithm [20].

3.11 Mixed state evolution with MPOs

So far in this chapter we have discussed the use of matrix product methods for effi-

ciently computing ground states, and the time evolution of pure states under unitary

dynamics. However, in reality, many-body quantum systems (particularly solid-state

systems) are rarely isolated from their environments, and so a mixed-state description

of the state is more appropriate. In this section we therefore discuss one approach to

performing mixed-state computations with tensor networks.

A density operator, ρ̂, must satisfy two conditions [52]. Firstly, because its diag-

onal elements with respect to an arbitrary (but complete) set of orthonormal basis

vectors |φm〉 represent the probabilities to measure the system in the state |φm〉, we

must have

〈φ | ρ̂ |φ〉 ≥ 0, (3.63)

for any |φ〉 in the Hilbert space (i.e., the operator is positive9). Secondly, because

these probabilities must sum to unity, we must also have

Tr (ρ̂) = 1. (3.64)

Taken together, Eq. (3.63) and Eq. (3.64) imply that ρ̂ is Hermitian. As we discussed

in Sec. 3.6, we can construct an MPO for any operator by performing successive SVDs.

When the operator in question is a density operator, the resulting tensor network is

called a matrix product density operator (MPDO), to distinguish it from those which

do not satisfy the conditions in Eq. (3.63) and Eq. (3.64).

There is also a very physical way of constructing MPDOs which automatically

satisfy Eq. (3.63) and Eq. (3.64) by introducing an auxiliary system and “purifying”

the state [87]. One begins with an MPS |ψ〉 with 2L sites, where the odd sites belong

to the physical system of interest, and the even sites belong to the auxiliary system

(which effectively acts as a bath). If we then form the density operator of the full

system |ψ〉 〈ψ |, and trace out the auxiliary system, then by appropriately grouping

together the nodes, the resulting MPO is positive by construction.

9This is equivalent to the operator having all non-negative eigenvalues.
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3.11.1 Time evolution of density operators

In Chapter 6, we will be particularly interested in the simplified special case of uni-

tary evolution of initial mixed states under a periodically-driven Hamiltonian. Here

we describe how to use a slightly modified TEBD algorithm to compute MPDO rep-

resentations of thermal states and then evolve them unitarily.

The density operator for a system in thermal equilibrium at an inverse temperature

β = 1/(kBT ), where kB is Boltzmann’s constant and T is the temperature, is

ρ̂ =
e−βĤ

Tr
(

e−βĤ
) . (3.65)

As already pointed out in Sec. 3.8, even if Ĥ were written in MPO form, exponentiat-

ing it would present formidable task. Therefore we restrict ourselves to Hamiltonians

with nearest- or next-nearest-neighbour interactions and use a modified version of the

TEBD algorithm from Sec. 3.8, with an imaginary timestep ∆τ = −i∆β/2. We begin

with an MPO representation of the identity matrix, i.e., an infinite temperature state

ρ̂0 = 1⊗Ld , (3.66)

where 1d is the d× d density matrix, is a trivial MPO with bond dimension D = 1.

We then contract each side with e.g. a second-order Trotter staircase, as we show in

Fig. 3.16. We note that since each two-site gate,

Uj,j+1(∆β/2) = e−T̂j,j+1∆β/2, (3.67)

is the exponential of a hermitian two-site operator, the eigenvalues of U are all pos-

itive. Therefore, although due to the Trotter approximation we do not obtain the

thermal MPDO of exactly the desired Hamiltonian, if we do not truncate the MPO,

the resulting MPO still satisfies Eq. (3.63) and Eq. (3.64).

Once again, as applying the U gates will in general increase the correlations (both

quantum and classical) in the MPDO, we will need to SVD and truncate to some

maximum bond dimension χ afterwards. We recall that it was only possible to do

this truncation optimally when applying gates to an MPS because of the well-defined

orthogonality centre on the bond where the gate U is applied. Since we can reshape

each node of the MPO and combine the two physical legs into one, thus obtaining a

vector on a larger Hilbert space, it is clear that the MPO also posesses an orthog-

onality centre which is preserved and shifted throughout the lattice by the TEBD
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algorithm, thus assuring that the truncation after each gate U [j,j+1] is optimal. Un-

fortunately, although this truncation is optimal in the sense it minimises the distance

||ρ̂Trunc− Û ρ̂Û †||2, it can also introduce negative eigenvalues, thus leading to unphys-

ical MPDOs if the truncation is large enough. However, we have not found this to be

an issue so long as the truncation is not very large.

An alternative method that does not have this problem, which we will not discuss

here in detail, is to return to the purification construction discussed above, but do not

trace out the auxiliary sites, performing all time evolution with the purified system,

only tracing out the auxiliary sites when computing expectation values [97]. This

ensures that the final state of the system of interest is always a valid mixed state.

However, the growth of entanglement between the system of interest and the auxiliary

sites can limit the algorithm.

There is an additional issue with errors when computing lower temperature states

(that is, larger β) using imaginary time evolution. At each imaginary timestep, in

order to manage entanglement growth, one must perform an SVD and truncation,

which induces some noise in the state. The next imaginary timestep decays away the

high energy part of the state (including the noise), but preserves the low-energy part

of the noise. This can accumulate over many imaginary timesteps until very cold

thermal states contain a significant amount of error, biasing the distribution towards

lower energies compared to the true thermal distribution. For this reason one must

take care in managing the truncation error when computing low temperature states.

Another approach to thermal state calculations is to construct an ensemble of

MPS with low bond dimension called “minimally entangled typical thermal states”

(METTS) [98, 62], such that the average of observables of interest over the ensemble

is equal to the thermal average (up to some sampling error). The ensemble can

even be evolved in real-time to compute the unitary dynamics of thermal states [99].

However, this introduces the added algorithmic complexity of managing many states

in parallel.

3.12 Conclusions

In this chapter we have introduced very flexible and powerful tensor network algo-

rithms for computing ground states and thermal states of one-dimensional many-body

quantum systems, and the time evolution of these states. In Chapter 4, we apply the

ground-state algorithm to compute the phase diagram of the one-dimensional t–J

model with pair-hopping, and then go on to apply DMRG to the 1.5 dimensional
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Figure 3.16: Time evolution of an MPDO using a modified TEBD. With a real
timestep this implements unitary dynamics. With an imaginary timestep this con-
structs thermal states.
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problem of this model on a ladder geometry. Later, in Chapter 6, we employ fi-

nite TEBD and iTEBD with both pure and thermal states to study the dynamics a

strongly periodically-driven Hubbard model at zero and finite temperature, and finite

sizes and directly in the thermodynamic limit.

The success of tensor network theory in one dimension has led to algorithms based

on generalisations of MPS to higher dimensions, known as projected entangled pair

states (PEPS) for two dimensional systems [61, 100]. This ansatz is expressly designed

for two dimensional systems and unlike MPS, can capture algebraically decaying

correlations. Despite this, the increased computational cost of PEPS algorithms

mean that DMRG remains competitive for many two-dimensional systems.

Further classses of tensor networks include tree tensor networks [101] and the

multiscale entanglement renormalisation ansatz (MERA) [102], which have been de-

veloped to overcome some of the weaknesses of MPS (namely the failure to properly

capture algebraically decaying correlations). Very recently, tensor network states have

been unified with neural network states [67, 68]. These states, while not efficiently

contractible, can capture explicitly capture states which violate the area law, unlike

the tensor networks discussed here.
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Chapter 4

The phase diagram of the t–J
model in one dimension

The results presented in the first part of this chapter were published as J.R. Coulthard,
S.R. Clark and D. Jaksch. Ground-state phase diagram of the one-dimensional t–J
model with pair hopping terms. Phys. Rev. B 98, 035116 (2018).
J.R.C. performed the calculations and wrote the majority of the manuscript.

The focus of this chapter is the t–J model, which we introduced in Sec. 2.3. The model

has long been a subject of significant interest as a prototypical model of strongly

correlated electrons, because it encapsulates the physics of constrained hopping and

magnetically induced real-space pairing (as opposed to the momentum-space pairing

in BCS theory [103]). As such, the t–J model has been widely studied for its relevance

to high-Tc superconductivity [104, 105], in particular with connection to resonating

valence bond (RVB) physics [18, 11]. As we demonstrated in Sec. 2.3, the t–J model

emerges as an effective low-energy description of the Hubbard model in the limit

t � U , giving rise to a super-exchange J = 4t2/U [70, 38]. The validity of the

model in this context therefore necessitates J/t � 1. For high-Tc superconductors

the regime of interest is J ∼ 0.3t for a two-dimensional (2D) square lattice system

close to half-filling [106].

Despite its long history, there is increasing motivation to re-examine t–J model

and explore its properties over a wider parameter space. A significant case for this

will be presented in Chapter 6, where we show that periodically driving the Hubbard

model breaks the perturbative connection between t and J , allowing J/t to be con-

trolled by the drive, and the physics with J/t > 1 to be explored [16]. Complementary

to solid-state systems, the direct implementation of the Hubbard model and an exper-

imental resolution of its low-temperature phase diagram has been a long-standing goal
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of experiments with ultra-cold fermionic quantum gases in optical lattices [107, 108].

As we shall discuss further in Chapter 5, in these synthetic solids, strong periodic

driving (such as lattice shaking) is also routinely used to engineer the band structure

[109] and microscopic interactions of the system [110], as demonstrated recently for

the super-exchange [111, 112, 113]. Thus, mapping out the complete phase diagram

of the t–J model provides a fuller picture of the strongly-correlated states one might

engineer by driving the Hubbard model.

Motivated by these developments, in this chapter we map out the ground-state

phase diagram of the t–J model in 1D over a wide range of J/t and fillings. While

much of the focus on the t–J model is in 2D systems, the 1D system nonetheless pos-

sesses a rich phase diagram. Indeed, it exhibits many of the phases associated with

correlated materials in higher dimensions, such as insulating, spin-gapped and super-

conducting phases. Moreover, in 1D, the DMRG algorithm introduced in Sec. 3.7

allows a precise diagnosis of these phases in an unbiased way for large system sizes,

and accurate extrapolation to the thermodynamic limit.

To correctly capture all the physics arising from the t–J model with varied fillings,

we include the singlet-pair-hopping term dicussed in Sec. 2.3. Close to half-filling it is

often argued that pair-hopping processes are rare [38], and so most previous studies

of the t–J model have neglected this term [114, 115, 76, 116]. However, previous

work on the large-U Hubbard model has demonstrated that pair-hopping is essential

to understand its optical properties when doped away from half-filling [117, 118].

Some earlier works analysing phases of the t–J model have taken pair hopping into

account [119, 120, 121, 122, 123], but were restricted to mean-field approximations

(which tend to overestimate correlations) or used exact diagonalisations on very small

systems. A key contribution of our work is that we address the t–J model without

these limitations.

We find the inclusion of pair-hopping leads to a dramatically different ground state

phase diagram. In particular, it has a significant impact on superconductivity by

pushing the metal-superconducting boundary to lower values of J/t at dilute fillings.

Closer to half-filling, the pair-hopping simultaneously increases the size of the spin-

gapped region and leads to the suppression of superconductivity, in line with mean-

field calculations in two-dimensions [123]. We explain this effect by considering a

simplified model of constrained hardcore bosons. This constrained model motivates

us to consider ladder systems where two t–J chains are coupled together in different

geometries, where constraints may play an even more significant role in the physics.
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This chapter is structured as follows. In Sec. 4.1 we recall the t–J model and

discuss the pair-hopping term. In Sec. 4.2 we present a selection of phase-diagrams

and discuss how we characterise the various phases. We then introduce in Sec. 4.3

a constrained hardcore boson model and compare its properties to those of the t–J

model. In Sec. 4.5 we present DMRG results for two t–J chains which are coupled

together in different geometries. Finally, we conclude in Sec. 4.6.

4.1 The t–J model

As we demonstrated in Sec. 2.3, in the limit t � U of the Hubbard model, double-

occupancies are energetically suppressed. However, second-order processes, where

different singly-occupied configurations are connected by virtual excitations to and

from these doubly-occupied states, give rise to the t–J model describing the effective

low-energy dynamics. The t–J model Hamiltonian may be written formally as [119]

ĤtJα = −t
∑

〈ij〉σ
(f̂ †i,σf̂j,σ + H.c.)

−J
∑

〈ij〉
b̂†ij b̂ij − αJ

∑

〈ijk〉

(
b̂†ij b̂jk + H.c.

)
, (4.1)

where t is the single-particle hopping amplitude, J = 4t2/U is the strength of the

super-exchange interaction and α is a dimensionless constant of order unity. This

model is built from projected fermionic annihilation operators for a spin-σ fermion

on lattice site j, defined as f̂j,σ = ĉj,σP0, where ĉj,σ is the corresponding canonical

fermionic annihilation operator. Recall that P0 is a projector that eliminates double-

occupations and is given by P0 =
∏

j(1− n̂j,↑n̂j,↓), where n̂j,σ = ĉ†σ,j ĉσ,j is the number

operator for spin-σ fermions on site j. The operator

b̂i,j =
1√
2

(f̂i,↓f̂j,↑ − f̂i,↑f̂j,↓),

annihilates a spin-singlet on lattice sites i and j.

The t–J model captures two significant pieces of physics. First, it subjects the mo-

tion of electrons in a tight-binding band with hopping amplitude t to a local constraint

that excludes double-occupancies. Specifically, unlike ĉj,σ, the projection means that

f̂j,σ operators do not obey the canonical fermionic anticommutation relations. This

induces a non-Fermi liquid metallic state and accounts for density dependent band-

narrowing effects [70]. Second, neighbouring electrons experience an antiferromag-

netic Heisenberg super-exchange with amplitude J . This induces real-space singlet
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pairing of electrons, which can subsequently hop with amplitude αJ , and accounts

for the formation of superconducting and magnetically ordered insulating states.

As we showed in Sec. 2.3, the parameter α is equal to 1/2 for a t–J model arising

from the equilibrium Hubbard model. To distinguish the Hamiltonian in Eq. (4.1)

from the typically studied t–J model, which takes α = 0, we refer to it as the t–J–α

model from now on. We note that t–J–α models arising from more complicated

multi-band Hubbard models may not have α = 1/2. Moreover, as we shall discuss in

Chapter 6, and futher in Appendix E, by adding a strong periodic driving term to

the Hubbard model, we can obtain t–J–α models where J/t and α may be controlled

by varying the driving strength. Consequently, in this chapter we consider the regime

0 ≤ J/t ≤ 8 and 0 ≤ α ≤ 1/2 not accessible from equilibrium.

One can obtain a qualitative picture of the phases of the model via a simple

energetics argument [124]. Solving the two electron problem, one finds that the

binding energy of a nearest-neighbour singlet pair is given by [120]

Epair = −J − 2αJ − 4t2

J + 2αJ
. (4.2)

Thus, in the dilute limit, comparing Epair to the energy for two free electrons Efree =

−4t, suggests that pair formation will occur for J/t ≥ 2/(1 + 2α). These nearest-

neighbour singlet pairs may subsequently quasi-condense to form a superconductor.

For yet larger J/t, the formation of phase-separated electron-rich and hole-rich

regions might be expected [76]. The exact solution of a Heisenberg spin-chain gives

the antiferromagnetic bond energy Ebonds = −2J ln(2). For α = 1/2 we see that

Epair < Ebonds for all values of J/t, meaning that singlet pairs will never freeze into

larger antiferromagnetic clusters. As the pair hopping term increases the mobility

of bound pairs, it is expected to destabilise antiferromagnetic clusters, even when

J/t � 1. In the following sections we will discuss how we quantitatively determine

the various phase boundaries.

4.2 Phase diagram

To compute the ground state phase diagram of the t–J–α model, we use the finite

system DMRG algorithm [74, 20] described in Chapter 3, as implemented in the open

source Tensor Network Theory (TNT) library [69]. Further details of the DMRG

calculation are provided in Appendix C. We consider a 1D chain of L sites containing

a number of “up” and “down” fermionsN↑ andN↓ respectively, whereNσ = 〈∑j n̂j,σ〉,
and 〈·〉 denotes the expectation value with respect to the ground state. Fixing this
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Figure 4.1: The phase diagrams for (a) α = 0, i.e. the standard t–J model, (b)
α = 0.15, and (c) α = 1/2. Metal (M) Superconducting (SC), phase-separated (PS),
electron solid (ES), and spin-Gapped (SG) phases are marked. Note that the PS and
ES phases have vanished for α = 0.5, which we have verified for up to J/t = 100.
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filling results in a mean number of fermions per site n = (N↑ + N↓)/L. Note that

except when determining the spin-gap in Sec. 4.2.3, we take N↑ = N↓.

The main correlation functions of interest are the density-density correlations

Nij = 〈n̂in̂j〉 − 〈n̂i〉〈n̂j〉 ,

with n̂j = n̂j↑ + n̂j↓, the spin-spin correlations

Sij = 〈Ŝzi Ŝzj 〉 ,

with Ŝzi = (n̂i,↑ − n̂i,↓)/2 , and the nearest-neighbour singlet-pairing correlations

Pij = 〈b̂†i,i+1b̂j,j+1〉 .

We also compute the corresponding structure factors, i.e. the Fourier transforms of

these quantities,

X(q) =
1

L

∑

jk

Xjke
iq(j−k), (4.3)

where X is any of N , S, or P . In the following subsections, Sec. 4.2.1–4.2.4, we

explain the physics in at play in each of the phases, and how they are diagnosed using

the correlation functions above.

Our main results, the phase diagrams for the t–J–α model in the n–J/t plane, are

presented in Fig. 4.1. For α = 0, we reproduce the results of Moreno et al [76]. We

also show the phase diagrams for α = 0.15 and α = 1/2, mapping the full range of

phases induced by the pair-hopping, including metallic (M), superconducting (SC),

spin-gapped (SG), and phase-separated (PS) phases and electron solid (ES) phases.

For all three values of α shown in Fig. 4.1, the ground state for small J/t is a

correlated metal. As the strength of the superexchange interaction increases, antifer-

romagnetic pairs begin to form, and the system crosses into a superconducting phase,

which exhibits a slow algebraic decay of singlet correlations. Further information

about the nature of pairs in the system is provided by the presence or absence of a

spin-gap. As we discuss in Sec. 4.3, the presence of a finite spin-gap indicates that

all fermions in the system are bound into nearest-neighbour singlet pairs. Contrary

to the small exact diagonalisation results of Ammon et al [120], we find that super-

conductivity does not survive at all filling fractions. We do, however, find that the

spin gap extends outside of the superconducting region, indicating a gas of preformed

pairs. For weaker values of the pair hopping α = 0 and α = 0.15, at sufficiently

large J/t, the superexchange interaction J wins over kinetic energy t and αJ , and

the system phase-separates.
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Figure 4.2: (a) Phase diagram plot of J vs n indicating the phase separation boundary
at various values of α. (b) Examples of the ground-state real-space fermion density
〈n̂i〉 for α = 0, n = 0.5 on L = 128 sites, at various values of J/t.

4.2.1 Phase-separated region

As we showed in Sec. 2.3, the second term in Eq. (4.1) is commonly rewritten as the

antiferromagnetic Heisenberg coupling,

ĤHeis =
J

2

∑

〈ij〉

(
Ŝxi Ŝ

x
j + Ŝyi Ŝ

y
j + Ŝzi Ŝ

z
j −

n̂in̂j
4

)
, (4.4)

where Ŝxj = (f̂ †j,↓f̂j,↑ + f̂ †j,↑f̂j,↓), Ŝ
y
j = i(f̂ †j,↓f̂j,↑ − f̂ †j,↑f̂j,↓), and Ŝzj = (n̂j,↑ − n̂j,↓) are

the spin-1/2 Pauli operators acting on the spin degree of freedom at site j. When

written in this form, it is clear that in the absence of pair-hopping, the t–J model will

exhibit competition between the delocalising effect of the single-particle hopping t and

the attractive Heisenberg-like interaction J . When t � J , we expect this attractive

interaction to dominate, and the fermions to separate into antiferromagnetic clusters

and hole-rich regions. This is known as phase separation [125]. To quantitatively

characterise the transition boundary, we compute the inverse compressibility.

The compressibility, κ, of a system is defined by the thermodynamic relation

κ−1 = −V
(
∂P

∂V

)

N

. (4.5)

That is, the κ tells us how much pressure P we need to apply in order to change the

volume V of the system given a fixed particle number N . When the system under-

goes phase separation, the fermions collapse inwards, and so no change in pressure

is required in order to change the system’s volume. The compressibility therefore
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diverges. Using the definition of pressure

P = −
(
∂E

∂V

)

N

, (4.6)

we obtain

κ−1 = V

(
∂2E

∂V 2

)

N

. (4.7)

Finally, V = N/n, and so
(
∂
∂V

)
N

= − n
V 2

(
∂
∂n

)
N

, and making the definition E ≡ e0V ,

where e0 is the ground state energy per unit volume, we obtain

κ−1(n) = n2∂
2e0(n)

∂n2

≈ n2 [e0(n+ ∆n) + e0(n−∆n)− 2e0(n)]

(∆n)2
, (4.8)

where e0(n) is the ground state energy of the system per site at a filling n. Since the

compressibility diverges at the onset of phase separation, κ−1 crosses zero. The phase

separation boundary is shown in Fig. 4.2(a) for selected values of α. We see clearly

that the phase separation is suppressed with increasing α. We further find that phase

separation disappears completely for α = 1/2, in agreement with Ref. [120].

Where phase separation does occur, and if J/t is sufficiently large, the system

can become fully separated into an particle-rich region with 〈n̂j〉 ≈ 1, and a hole-rich

region with 〈n̂j〉 ≈ 0. This is illustrated in Fig. 4.2(b) for α = 0. In this plot, J/t = 2

is metallic, while the rest are phase-separated, and J/t = 3.5 indicates an electron

solid phase with regions of 〈n̂i〉 = 1, and 〈n̂i〉 = 0.

We find that the phase-separated phase presents a number of issues for the DMRG

calculation, consistent with Ref. [76]. Firstly, the antiferromagnetic island is off-

centre for larger J/t. This is because the phase-separated ground state is highly

degenerate, i.e. ignoring boundary effects, the cluster of fermions has very nearly

the same energy regardless of where it is located in the lattice1. Relatedly, we find

that for large systems DMRG encounters metastability issues deep in the phase-

separated phase. The results for J/t = 3.5 in Fig. 4.2(b) are therefore not expected

to be quantitatively representative of the true ground state (as can be seen by the

lack of reflection symmetry in the antiferromagnetic cluster). Because of this, a full

extrapolation of the electron solid phase boundary to the thermodynamic limit is

not possible. Rather, in Fig. 4.1, we show the approximate boundary as the contour

where maxj〈n̂j〉 > 0.999 for L = 128 as a dotted line.

1In our results, the fermions tend to cluster on the left because the DMRG algorithm always
finishes with a leftward minimisation sweep, breaking the reflection symmetry of the system.
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Figure 4.3: (a) The density structure factor N(q) for α = 0.5, L = 128 sites. The
dotted lines show the linear fit as q → 0, from which Kρ is extacted. (b) Kρ = 1
contours for α = 0, 0.15, and 0.5, extrapolated to the thermodynamic limit. (c)
The real-space singlet correlations P0,r are marked with crosses, with a solid line as
a guide for the eye. Computed for L = 128, α = 0.5, n = 0.5, at various values of
J/t. The upper and lower black dotted lines indicate the power law decays 0.19r−1

and 0.16r−1.25 respectively.

4.2.2 Superconducting region

We are primarily interested in the effect of the pair-hopping on the superconducting

region. If the system is not phase separated, the one-dimensional t–J–α model may

be mapped onto two different effective low-energy, exactly-solvable models known

as the Tomonaga-Luttinger Liquid (TLL) and the Luther-Emery Liquid (LEL) [76,

126, 127]. The TLL has gapless spin and charge excitations, whereas the LEL has

gapless charge excitations, but an energy gap between the ground state and the lowest-

lying spin excitation. The central quantity in both models is the so-called Luttinger

parameter Kρ. For Kρ < 1, the TLL/LEL has repulsive interactions, whereas if Kρ >

1, the TLL/LEL has attractive interactions, and thus superconducting correlations
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dominate.

We extract Kρ by computing the ground-state density structure factor, and ex-

ploiting the linear dependence at small q values, which we show in Fig. 4.3(a). The

linear dependence is given by [127, 76]

N(q) ≈ Kρ|q|
π

as, q → 0, (4.9)

for both the TLL and LEL. By performing a linear fit for small values of q, we

obtain a value of Kρ at a given system size L. By computing this as a function of

L, extrapolating to the L → ∞ limit, and finding where Kρ = 1, we determine the

superconducting phase boundary, which we show in Fig. 4.3(b) for a few values of α.

We determine the standard error from the extrapolation, as discussed in Appendix C.

The typical standard error is ∼ 0.001, which leads to error bars on the contour lines

in Fig. 4.1 which are smaller than the line itself.

We see clearly that the effect of the pair hopping is to shift the metal–superconducting

phase boundary to lower values of J/t at small fillings, and suppress SC at large fill-

ings. We expect this observation to persist in higher dimensions, and it indeed is

corroborated by two dimensional renormalised mean-field theory studies [123]. In

Fig. 4.3(c), we show some examples of the real-space singlet correlations P0,r at low

fermion densities. Between J/t = 0.8 and J/t = 0.5, as the system enters the spin-

gapped region, we see a clear change in behaviour as P0,r goes from oscillatory and

rapid (but still algebraic) decay to a much slower decaying behaviour with suppressed

oscillations. The changes are indicative of a gapless metal, to spin-gapped metal, to

spin-gapped superconductor transition.

4.2.3 Spin-gapped region

The spin gap is defined as the energy gap between the “singlet” ground state, and

the lowest-lying triplet excitation,

ESG = E0(Sz = 1)− E0(Sz = 0), (4.10)

where Sz = (N↑ −N↓)/2. In any finite system ESG will also be finite, vanishing only

in the thermodynamic limit. It also closes rather slowly as a function of system size,

and so it is important to accurately extrapolate to L→∞ [76]. The typical standard

error in this extrapolation of the spin gap is ∼ 0.001t. The contours drawn in Fig. 4.1

are for ESG(L → ∞) < 0.005t. The computed standard error is again sufficiently

small that error bars in Fig. 4.1 would be smaller than the spin gap contour line

itself.
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As we shall demonstrate in Sec. 4.3, the presence of a finite spin-gap alters the

nature of the superconducting ground state, and it becomes possible to think of the

superconductor as a Bose condensate of locally bound singlet pairs. Luttinger liquid

theory predicts that the long range behaviour of the singlet correlations will be

P0,r ∼ r−(1+1/Kρ), and P0,r ∼ r−1/Kρ , (4.11)

in the TLL and LEL respectively [126].

4.2.4 Magnetic Correlations

From the Heisenberg term Eq. (4.4), is is clear that the superexchange interaction will

induce antiferromagnetic correlations in the ground state. At precisely half-filling, i.e.

n = 1, the electrons become completely immobile and we are left only with the spin

degree of freedom, which is governed solely by the Heisenberg Hamiltonian with an

antiferromagnetic ground state [38].

Away from half-filling, the presence of holes obscures the underlying magnetic

order as the single particle and pair hopping delocalises the spins. Rather than

perfect antiferromagnetic correlations (i.e. a spin wave with quasimomentum q = π),

the ground state contains a spin wave at q = nπ. This is identified by by the location

of the peak in the spin structure factor, which is shown in Fig. 4.4(a) for various

fillings at J/t = 1. In Fig. 4.4(b) we show the spin structure factor for n = 0.5 at

various J/t. Upon entering the spin-gap, the sharp peaks, which suggest quasi-long

range magneitic order, are suppressed and are instead replaced by a broad peak at

q = π. This peak has the approximate form S(q) ≈ 1 − cos(q), which is the form

given by a free gas of antiferromagnetically bound pairs [120].

In real-space, the antiferromagnetic correlations can be better revealed by looking

at the string correlator

Ssr =

〈
Ŝzi

(
r−1∏

j=1

(−1)(1−n̂i+j)
)
Ŝzi+r

〉
. (4.12)

To reveal underlying antiferromagnetic order in the Hubbard/t–J–α models, we sim-

ply have to remove to holes from the system and look at the so-called “squeezed

space” representation. This is achieved by the string correlator by keeping track of

how many holes there are between the spins and appropriately flipping the sign of

the correlator.
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Figure 4.4: Spin structure factor S(q) for L = 128 sites with α = 0.5. In (a) S(q)
at J/t = 0.1 at various fillings n is shown, while (b) shows S(q) for α = 1/2 and
n = 0.5 at various values of J/t. For reference, the black dashed line indicates
(1/8)(1 − cos(q)), the structure factor for a free gas of bound pairs. In (c) we show
the real-space spin correlations along with the spin-string correlator. Finally, in (d),
we show a contour plot of the string correlator Ssr evaluated at separation r = 50 for
α = 1/2.

For example, if one were to perform a projective measurement of the spin at each

site on the lattice, a particular configuration might be

| ↑〉 | ↓〉 | 0〉 | 0〉 | ↑〉 | 0〉 | ↓〉 | 0〉 | ↑〉

m

| ↑〉 | ↓〉 | ↑〉 | ↓〉 | ↑〉

Where in the second line we remove the holes | 0〉 to reveal the underlying antiferro-

magnetism. This is very closely related to the Haldane insulator (HI) phase of the

extended Bose-Hubbard model (EBHM) [128]. There, instead of spin, one keeps track
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of density fluctuations about a homogeous background with fixed n̄, i.e. looks at the

string correlation

Cr =

〈
δn̂i

(
r−1∏

j=1

(−1)δn̂i+j

)
δn̂i+r

〉
. (4.13)

In the HI phase of the EBHM, the density fluctuations have the same kind of “anti-

ferromagnetic” correlations as the spins in the Hubbard/t–J models, if we make the

identification

| n̄〉 ∼ | 0〉 , | n̄− 1〉 ∼ | ↓〉 , | n̄+ 1〉 ∼ | ↑〉 . (4.14)

we obtain identical “spin” configurations to those obtained in the Fermi-Hubbard and

t–J models [129].

We compare one instance of the spin-spin correlation function Szr and the string

correlation Ssr in Fig. 4.4(c). We see that the spin-spin correlator oscillates with a

period 2kF, indicating antiferromagnetism incommensurate with the lattice period.

When we effectively “factor out” the holes using the string correlator, the perfect

antiferromagnetism is restored, and the amplitude of the correlations is significantly

enhanced.

In Fig. 4.4(d), we show a contour plot of the values of Ssr at a separation r = 50.

It can clearly be seen that the long-range string correlations are strongly suppressed

inside the spin gap region. Indeed, we find that in the region of small J/t, where the

t–J–α model is a good approximation to the Hubbard model [108], there is quasi-

long ranged magnetic string order. However, inside the spin-gapped region, both the

spin and string correlators decay exponentially, indicating that the antiferromagnetic

order has been lost. We can easily understand this by considering the spin-gapped

phase as a gas of bound singlet pairs, which we will discuss in more detail in Sec. 4.3.

As each singlet pair’s spin degree of freedom is maximally entangled, monogamy of

entanglement means that the constituent fermions cannot have any spin correlations

beyond their adjacent partner.

4.3 Effective Bosonic Model

We have so far demonstrated that, counterintuitively, a finite pair-hopping α > 0 leads

to suppressed superconductivity at large fillings, coinciding with an increased spin-

gap region. To better understand this observation, we now look at the spin-gapped

region in more detail. We study a simple effective bosonic model for singlet pairs

inside the spin gap. We will see that this model, due to kinetic constraints arising
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Figure 4.5: (a) Schematic showing how a singlet pair of electrons may be represented
in out effective model by a single hardcore boson. (b) Schematic showing how a
”no-nearest-neighbour” constraint arises from the ”no-double-occupancy” condition
of the t–J–α model.

from strong correlations, has a phase transition from a superfluid ground state to a

non-superfluid singlet gas as a function of the filling fraction.

Inside the spin-gap region, we expect that fermions are all bound into nearest-

neighbour singlet pairs, which are created and annihilated by the operators b̂†i,i+1, and

b̂j,j+1. It is easy to see that when the bonds (i, i+ 1), and (j, j + 1) do not overlap

[
b̂i,i+1, b̂

†
j,j+1

]
= 0. (4.15)

When the bonds do overlap, they no longer obey bosonic commutation relations, a

complication we shall ignore for now and justify later. As illustrated in Fig. 4.5(a),

we define a new Hilbert space for the system consisting of L − 1 “sites”, which

represent the bonds of the original lattice. These “sites” may be occupied (or not)

by a boson representing a singlet pair in the spin-gapped t–J–α model and thus

we have nL/2 particles in the system. The operators â†j and âj respectively create

and annihilate hardcore bosons on “site” j, and m̂j = â†j âj is the bosonic number

operator. However, not all configurations of this effective lattice model represent

valid configurations in the t–J–α model, as illustrated in Fig. 4.5(b). Since the t-J–α

model does not allow double-occupations, two nearest-neighbour singlet pairs cannot

overlap. This manifests itself in the effective bosonic model as the constraint that

we cannot have two adjecent “sites” occupied by hardcore bosons. This constraint is

implemented by the projector Pnn =
∏

j(1−m̂jm̂j+1), which kills any state containing

bosons on adjacent sites. This effective boson model is closely related to quantum
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lattice dimer models [130] thought to have relevance to high-Tc superconductivity in

two dimensions. In the limit J/t→∞, the Hamiltonian for the effective model is

Ĥeff = Pnn

[
−J
∑

j

m̂j − αJ
∑

j

(
â†j âj+1 + H.c.

)]
Pnn. (4.16)

This can be seen as a Hamiltonian for hardcore bosons hopping on a lattice with an

infinite nearest-neighbour repulsion or, equivalently, a Heisenberg XXZ model with

infinite z-z coupling. This Hamiltonian therefore admits an exact solution via the

Bethe ansatz [131]. Since the total number of bosons is conserved in this Hamiltonian,

and we are working at a fixed filling fraction n, the first term is a constant nLJ/2,

and thus can be ignored. The parameter αJ then just rescales the energies and

does not modify the ground state. This leaves the filling fraction n as the only free

parameter in the model. Despite the restriction Pnn on the hopping, we still expect

the bosons to be able to quasi-condense into a superfluid state when the filling is

sufficiently small, n < ncrit. This superfluid of bosons then corresponds to spin-

gapped superconductivity in the t–J–α model.

To study the ground state phases of this model, we implement DMRG for the

Hamiltonian with four-site interactions (see Sec. 3.6.3) and compute the ground-state

correlations. Despite the increased range of the interactions, we find that the smaller

local physical dimension leads to a significant computational speedup compared with

a full simulation of the t–J–α model.

The boson structure factor B(q) is Eq. (4.3) applied to the single particle density

matrix (SPDM)

ρjk = 〈â†j âk〉, (4.17)

and is essentially the momentum distribution of the bosons. This is shown as crosses

in Fig. 4.6(a), where we see that when the filling is small, the bosons do not see

the extremely strong local repulsive interaction, and so they macroscopically occupy

the q = 0 quasi-momentum state. However, as the filling increases, the repulsive

interaction plays a stronger role, and the peak broadens as the bosons are forced, by

the interactions, to occupy higher momentum states. In the same figure, we compare

this with the singlet structure factor of the t–J–α model with J/t = 5 (solid lines),

finding a very close agreement between the two.

Similarly, in the real-space boson density is shown in Fig. 4.6(b). At smaller fill-

ings, small oscillations at a frequency πn can clearly be seen. This is because in one

dimension, hardcore bosons are related to fermions via the Jordan–Wigner transfor-

mation [132], and so the real-space density profile inherits the Friedel oscillations from
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Figure 4.6: A comparison between the t–J–α model and the projected boson model.
t–J–α model with J/t = 5, and α = 1/2 computed with L = 192 lattice sties. The
singlet structure factor P (q) is shown in (a) as the solid line, with the boson structure
factor B(q) shown with crosses. We compare the real space densities of singlets and
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J–α model phase diagram at α = 0.5 from Fig. 4.1, but now include the superfluid
phase boundary of the effective boson model marked as a black dotted line.
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this. Once again, these closely match the oscillations in the real-space singlet density

in the t–J–α. The very close agreement between the two models may be surprising

since, as pointed out previously, the singlet creation and annihilation operators do

not obey bosonic commutation relations when the singlets overlap. However, note

that in the effective bosonic model, we project out states which contain bosons on

neighbouring sites, resolving this apparent inconsistency. Moreover, despite the fact

that the Hamiltonian in Eq. (4.16) is only rigorously valid in the limit J/t→∞, the

very close numerical aggreement between the ground states of the model with the

t–J–α model suggest a wider domain of applicability.

Whether a bosonic lattice system is superfluid or not is determined by the decay

of the off-diagonal elements in the SPDM. To determine the critical filling of the

superfluid transition, we now look at the Luttinger parameter for bosons Kb [133].

One can show that for r � 1, the SPDM is

ρ0,r ∼ r−Kb/2, (4.18)

whuch we show in Fig. 4.6(c). As in the fermionic case, we can extract Kb from the

bosonic density structure factor,

M(q) ≈ |q|
2πKb

as, q → 0, (4.19)

Where M(q) is Eq. (4.3) applied to the correlation function

Mi,j = 〈m̂im̂j〉 − 〈m̂i〉〈m̂j〉.

We find that the critical filling is ncrit ≈ 0.59, which we mark on a copy of the α =

0.5 t–J–α phase diagram, showing a qualitative aggreement for the superconductor-

preformed pair transition at large J/t. Eventually, at maximum filling n = 1, the

ground state is a density wave,

|ψ0〉 = · · · | 1〉 | 0〉 | 1〉 | 0〉 | 1〉 | 0〉 · · · , (4.20)

where all quasi-momentum states are equally occupied.

In the vicinity of the t–J–α phase diagram where the effective boson model is valid

(i.e. the region with a significant spin-gap), ncrit provides an estimate of the largest

filling at which one can have superconductivity. We expect the single-particle hopping

t, which we have neglected in the effective boson model, to increase the propensity

of the system to superconduct, and so ncrit is expected to provide a lower bound

on this maximum filling. We find that this number is in approximate agreement
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with the t–J–α model at J/t � 1, as we indicate in Fig. 4.6(d). Eventually, at

maximum filling n = 1, the ground state is a (pair) density wave with every other

bond being occupied by a hardcore boson. The close agreement between these two

models indicates that the effective model provides a quantitative description of pair

condensation in the t–J–α model. The effective bosonic model makes it clear that the

loss of superconductivity close to half-filling is due to the kinetic constraints imposed

by the non-overlap of singlet pairs.

In addition, we find that DMRG calculations for the projected boson model con-

verge much more rapidly than the t–J–α model, while accurately describing many of

its properties. In t–J–α models where DMRG is slow to converge, it may be possible

to accelerate these calculations in the spin-gapped regime by “coarse-graining” to an

effective bosonic model for the pairs, before interpolating to the full fermionic model

[134].

4.4 Discussion

In this chapter so far, we have shown that the effect of the often ignored pair–hopping

αJ in the t–J–α model is to enhance mobility of pairs, which manifests itself in the

ground state phase diagram in a number of ways. Firstly, this pushes the metal-

superconducting boundary to lower values of J/t in dilute systems and destabilises

the phase-separated region. As we will discuss in Chapter 6, this has significant

implications for driven Hubbard systems, as it means that driving-induced singlet

pairing may be induced at significantly smaller driving strengths. Secondly, at larger

fillings, superconductivity is suppressed despite the increased pair hopping. We now

understand this in the following way: by lowering the energy of bound singlets, the

pair-hopping increases the size of the spin-gapped region up to much larger values

of n. Inside the spin-gap region, the physics may be described by a simple model

of hardcore bosons with a kinetic constraint whose origins lie in the “no double-

occupation” projection of the t–J model. Due to these restrictions, the bosons may

not condense above a critical filling ncrit, and so superconductivity in the t–J–α model

cannot occur inside the spin-gap above this filling. This is consistent with the α = 0.5

phase diagram, which shows a larger spin-gapped region than superconducting region.

It is known that including next-nearest-neighbour hopping terms in one dimen-

sional chains (equivalent to a two-leg ladder system) can enhance the size of the

spin-gap region [135]. This raises the intriguing possibility that kinetic constraints
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Figure 4.7: Schematic of the t–J–α model on a triangular ladder. Singlets are in-
ticated by blue ovals, while empty sites are shown by empty circles. With just two
singlets placed on the ladder, most of the bonds can no longer be occupied by singlets,
as indicated by crosses.

in the spin-gapped phase might play an important role in fully two-dimensional sys-

tems, and in particular of high-Tc superconductors. We begin to investigate this in

the following Sec. 4.5.

4.5 t–J–α Ladder systems

We already saw in Sec. 4.3 that in a one-dimensional chain, the restriction that pairs

cannot overlap leads to the suppression of superconductivity at large fillings. As we

show in Fig. 4.7, when two of these chains are coupled together, the constraints may

become even more severe, potentially inhibiting superconductivity over a wider range

of parameters. Furthermore, experiments have shown the absence of a superconduct-

ing phase in a spin-gapped ladder [136], and others have shown that superconducting

phases in ladders can coincide with the collapse of the spin-gap [137]. This lends

further support to the idea that dynamical constraints within the spin-gap lead to

the suppression of superconductivity in systems with a ladder geometry.

The suppression of transport due to dynamical constraints is somewhat reminis-

cent of systems which exhibit “glassy” dynamics [138]. One might expect that in

these restricted bosonic models, superfluidity (and thus superconductivity in the cor-

responding t–J–α models) depends rather sensitively on the coupling between the

chains. Counterintuitively, decoupling the chains, and thus relaxing the constraints

might enhance the propensity of such a strongly correlated system to superconduct.

The t–J model has been studied extensively in a ladder geometry, principally

through DMRG calculations [77, 139, 140, 141, 142]. However, to our knowledge,

there have so far been no studies which include the pair-hopping αJ in ladder systems.

As we already saw in the one dimensional chain, these terms can strongly modify the
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Figure 4.8: Schematic of the rectangular t–J–α ladder. Empty lattice sites are rep-
resented by open circles. Filled circles represent single fermions, while filled ovals
represent bound singlet pairs on nearest-neighbour bonds. In (a) we show the intra-
and inter-leg hopping processes, with the latter suppressed by a factor γ. We also
show the intra- and inter-leg singlet binding, the latter suppressed by a factor γ2. In
(b) we show various allowed pair-hopping processes, suppressed by a factor γ for each
inter-leg virtual hop.

physics, suppressing phase separation and imposing constraints by enlarging the spin-

gap, and so we expect these terms to be similarly important in higher dimensions. In

this section, we couple two such t–J–α chains together to form a ladder with either

rectangular or triangular plaquettes. We show that, depending on the geometry of

the ladder, the superconducting correlations carried by the chains may be suppressed

if the inter-chain coupling is too strong.

4.5.1 Ladder Hamiltonians

Specifically, we study two geometries, the “rectangular” ladder and the “triangular”

ladder. The rectangular ladder Hamiltonian is

ĤR
tJα = ĤR

t + ĤR
J + ĤR

α , (4.21)
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where

ĤR
t = −t

∑

j

∑

m=1,2

(
f̂
†(m)
j,σ f̂

(m)
j+1,σ + H.c.

)
− γt

∑

j,σ

(
f̂
†(1)
j,σ f̂

(2)
j,σ + H.c.

)
, (4.22)

ĤR
J = −J

∑

j

∑

m=1,2

b̂
†(m,m)
j,j+1 b̂

(m,m)
j,j+1 − γ2J

∑

j

b̂
†(1,2)
j,j b̂

(1,2)
j,j , (4.23)

ĤR
α = −αJ

∑

j

∑

m=1,2

(
b̂
†(m,m)
j,j+1 b̂

(m,m)
j,j+1 + H.c.

)

−αγJ
∑

j

∑

m=1,2

(
b̂
†(1,2)
j,j b̂

(m,m)
j,j+1 + H.c.+ b̂

†(1,2)
j,j b̂

(m,m)
j−1,j + H.c.

)
. (4.24)

Here, f̂
(m)
j,σ annihilates a spin-σ fermion on leg m and rung j, and

b̂
(m,n)
i,j =

1√
2

(
f̂

(m)
i,↓ f̂

(n)
j,↑ − f̂

(m)
i,↑ f̂

(n)
j,↓

)
,

annihilates a spin-singlet across the lattice sites specified at i, n and j,m. In Fig. 4.8,

we show each of the processes in the rectangular ladder. In Eq. (4.21), single particle

hopping terms between the legs are suppressed by an anisotropy factor γ. Therefore,

second order processes which involve one virtual inter-leg hop are all suppressed by

a factor γ, while processes which involve two virtual inter-leg hops are suppressed by

a factor γ2.

Similarly, the triangular ladder Hamiltonian is

ĤT
tJα = ĤT

t + ĤT
J + ĤT

α , (4.25)

where

ĤT
t = −t

∑

j

∑

m=1,2

(
f̂
†(m)
j,σ f̂

(m)
j+1,σ + H.c.

)

−γt
∑

j,σ

(
f̂
†(1)
j,σ f̂

(2)
j,σ + H.c.+ f̂

†(1)
j,σ f̂

(2)
j−1,σ + H.c.

)
, (4.26)

ĤT
J = −J

∑

j

∑

m=1,2

b̂
†(m,m)
j,j+1 b̂

(m,m)
j,j+1 − γ2J

∑

j

(
b̂
†(1,2)
j,j b̂

(1,2)
j,j + b̂

†(1,2)
j,j−1 b̂

(1,2)
j,j−1

)
, (4.27)

(4.28)

ĤT
α = −αJ

∑

j

∑

m=1,2

(
b̂
†(m,m)
j,j+1 b̂

(m,m)
j,j+1 + H.c.

)

−αγJ
∑

j

∑

m=1,2

(
b̂
†(1,2)
j,j b̂

(m,m)
j,j+1 + H.c.+ b̂

†(1,2)
j,j b̂

(m,m)
j−1,j + H.c.

)

−αγ2J
∑

j

(
b̂
†(1,2)
j,j b̂

(1,2)
j,j−1 + H.c.+ b̂

†(1,2)
j,j−1 b̂

(1,2)
j+1,j + H.c.

)
. (4.29)
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Figure 4.9: Schematic of the triangular t–J–α ladder. Empty lattice sites are rep-
resented by open circles. Filled circles represent single-fermions, while filled ovals
represent bound singlet pairs on nearest-neighbour bonds. In (a) we show the intra-
and inter-leg hopping processes, with the latter suppressed by a factor γ. We also
show the intra- and inter-leg singlet binding, the latter suppressed by a factor γ2. In
(b) we show various allowed pair-hopping processes, suppressed by a factor γ for each
inter-leg virtual hop.

We see that the triangular ladder contains all of the processes in the rectangular

ladder, but it also contains additional processes due to the higher connectivity, which

leads to frustration in the system [143]. These additional frustrating processes lead

to stricter constraints in the spin-gap phase.

4.5.2 Results

To solve these ladder models, we first map them onto a one-dimensional chain by

f̂
(m)
j,σ → f̃2j+m−2,σ. (4.30)

In terms of the f̃ operators, the ladder models then become one-dimensional chains

with longer-range interactions. Specifically, interactions which are nearest-neighbour

in the ladder model become next-nearest-neighbour after the mapping. Similarly,

the pair-hopping term, which is a three-site interaction in the ladder, becomes a

five-site wide interaction in the effective one-dimensional model. We then construct

this Hamiltonian as an MPO using the process described in Sec. 3.6.3, utilising the

interface we outline in Appendix B. Finally, we use the standard finite system DMRG

algorithm to compute the ground state of the model. Note that the longer-range of

the interactions makes this a significantly more challenging model for DMRG to solve.
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We begin with two chains deep in the superconducting regime J/t = 3, α = 0.5.

To begin to see how varying the anisotropy affects the nature of singlet pairing in the

system, we compute the total number of singlets which lie along the legs,

N l =
∑

j

∑

m=1,2

〈b̂†(m,m)
j,j+1 b̂

(m,m)
j,j+1 〉, (4.31)

and the number of singlets which lie along the rungs, which is given by

N r
rect =

∑

j

∑

m=1,2

〈b̂†(1,2)
j,j b̂

(1,2)
j,j 〉, (4.32)

for the rectangular ladder, and

N r
tri =

∑

j

∑

m=1,2

〈b̂†(1,2)
j,j+1 b̂

(1,2)
j,j+1〉+ 〈b̂†(1,2)

j,j−1 b̂
(1,2)
j,j−1〉, (4.33)

for the triangular ladder. We plot these in Fig. 4.10(a) and (b) for the rectangular

and triangular ladders respectively. We see that the total number of singlets is ap-

proximately independent of γ, and so modifying the anisotropy simply changes the

fraction of singlets in each orientation. In both cases, as the ladders become more

isotropic, the number of singlets in each orientation becomes more equal, as expected.

However, in the triangular case, there is a clear crossover point at γ ≈ 0.5.

We also plot the half-chain entanglement entropy SE as a function of γ in Fig. 4.10(c).

In both cases, we see that it decreases with increasing γ. This is partly a reflection of

the fact that neighbouring sites along the legs become next-nearest neighbour sites in

the mapping to a 1D chain, and hence the MPS requires a larger bond dimension to

capture the “long-range” entanglement when the interactions are primarily intra-leg.

However, in the triangular ladder, we see a sharp drop in the entanglement entropy

around γ & 0.5, approximately coinciding with the crossover point in the singlet

orientations, suggesting a possible phase transition.

To gain more information specifically on how the superconducting properties of

the chains are modified as a function of the anisotropy, we compute the singlet-singlet

correlations with the singlets oriented along the legs,

P l
i,j = 〈b̂†(m,m)

i,i+1 b̂
(m,m)
j,j+1 〉, (4.34)

and along the rungs of the ladder,

P r
i,j = 〈b̂†(1,2)

i,i b̂
(1,2)
j,j 〉. (4.35)
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Figure 4.10: DMRG results for the t–J–α ladder with J/t = 3.0, α = 0.5, using
2L = 64 sites and bond dimension χ = 500. In (a) and (b) we show the number of
singlets which lie along the legs of the ladders N l, the number which lie along the
rungs N r, and the total. The rectangular ladder results are shown in (a), while the
triangular results are shown in (b). The half-chain entanglement entropy SE for the
chains is shown in (c). Data points are marked with dots, with solid lines to guide
the eye.
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Figure 4.11: Comparison of pair correlations between the rectangular ladder (a)-
(c), and the triangular ladder (d)-(f). These results were computed for the same
parameters as in Fig. 4.10. The decay of singlet correlations P l

0,r, where the singlets
are oriented in the along the chains, are shown in (a) and (d). In (b) and (e), the
decay of singlet correlations P r

0,r, with the singlets oriented between the chains, is
shown. Numerical results are shown as crosses, with dotted lines as a guide to the
eye. In (a), (b), (d) and (e), we fit a power law P ∼ rβ to the correlations. The power
β from this power law is plotted as a function of the anisotropy γ for the rectangular
and triangular ladders in (c) and (f) respectively.
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We plot P l
0,j in Fig. 4.11(a) for the rectangular ladder, and Fig. 4.11(d) for the tri-

angular ladder at various values of γ. Likewise, we plot P r
0,j in Fig. 4.11(b) and (e).

The calculated results are shown with crosses, with dotted lines to guide the eye.

In all cases we find an approximate power-law decay for the correlations, consistent

with a Luttinger liquid. For each of these correlations, we fit a power-law decay

P ∼ rβ. We show the fitted power β as a function of the anisotropy as the blue line

in Fig. 4.11(c) and (f) for the rectangular and triangular ladders respectively. Recall

from Sec. 4.2.2 that states with a Luttinger parameter Kρ > 1, and hence a singlet-

singlet correlation which decays slower than 1/r is considered superconducting. As a

guide, we mark β = −1 as a black dashed line.

We observe different behaviours in each of the rectangular and triangular models

as γ is varied. For small values of γ we find that in both cases, the correlations

are carried predominantly along the legs rather than along the rungs, as expected.

In the rectangular ladder, moderate coupling between the chains increases the range

of singlet correlations, suggesting enhanced superconducting properties. However, as

the chains become isotropic, the correlations gradually switch to being carried equally

along both the rungs and the legs, with neither of them reaching the characteristic

1/r decay indicative of superconductivity. The triangular ladder similarly shows

enhancement of the leg correlations for small γ’s. However, at γ & 0.5 we see a sharp

transition to a state with suppressed pair correlations, consistent with the sharp drop

observed in the entanglement entropy Fig. 4.11(c).

4.6 Conclusions and outlook

In this chapter, we have explored in detail the properties of the t–J–α model. We

first computed the ground-state phase diagram of the one-dimensional chain. There

we showed that the pair hopping can push the superconducting boundary to lower

values of J/t at dilute fillings. However, the pair hopping also increases the region

with a finite spin-gap. The presence of a spin-gap leads to a description of the model

by dynamically constrained bosons, whose constraints inhibit superconductivity at

large fillings.

Motivated by this, we have performed DMRG calculations on two different ladder

geometries, where we conjectured that the dynamical constraints are more important

than in the strictly one dimensional chain. We have shown that for both rectangular

and triangular ladders, near-isotropic couplings lead to a suppression of long-range

singlet correlations consistent with a loss of superconductivity in the chains. In the
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case of the triangular ladder, this is seen as a sharp transition around γ ≈ 0.5. The

precise diagnosis of this phase transition remains as future work.

As we will show in Chapter 5 and Chapter 6, periodic driving, arising, for example,

through optical lattice shaking, or though vibrational driving in solids, can suppress

single-particle hopping, and suppress or enhance the superexchange and pair hopping.

It might therefore be possible to decouple the chains by driving the system, and

hence induce superconductivity in systems which would ordinarily suffer from these

constraints.

It is not yet clear whether the features we have seen in these ladder systems can be

explained via a constrained bosonic model as they were for the one dimensional model

in Sec. 4.3. For instance, computing the spin gap requires extrapolating with larger

systems than we have computed so far for the ladders. Studying the behaviour of the

spin-gap and the resulting constrained bosonic model remain as future work. It is also

not clear how this behaviour scales as we add more chains, which may reveal more

about the role the physics discussed in this chapter might play in high temperature

superconductors. It is likely that this behaviour may be clearly observed directly in

two and three dimensions with cold atom experiments, where superexchange physics

can be more directly probed [111, 112, 113]. In short, studying the t–J–α model

in higher dimensions could provide significant insights into the behaviour of high-Tc

superconductors and periodically driven strongly correlated systems.
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Chapter 5

Periodically driven systems and
Floquet theory

Systems under periodic driving are ubiquitous in physics. From simple driven Har-

monic oscillators, to atoms in laser fields, the physics of driven systems underpins

many technologies relying on control, switching and stabilisation of physical systems.

Even relatively simple classical systems under periodic driving can exhibit striking

and counterintuitive behaviour. For instance, high-frequency driven systems can be

stable in configurations which are not statically stable. The classic example of this

is the Kapitza pendulum [144]. A rigid pendulum with a mass at the end has only

one stable equilibrium, i.e. the mass hanging directly down. However, if the pivot

of the pendulum is periodically modulated with an amplitude much smaller than its

length, and at a frequency much faster than the natural frequency of the pendulum,

then the second, previously unstable, equilibrium with the pendulum in an inverted

position becomes stable.

A similar effect is exploited in the Paul trap for trapping and manipulating charged

particles. Static electromagnetic fields have no potential minima [145], and so they

cannot be used to trap charges. If an oscillating quadurpole potential is used, however,

then the particle’s dynamics are governed by the Matthieu equation [146]. This may

be solved exactly using Floquet theory, revealing stable equilibria for the ions [147].

In the broadest sense, Floquet theory is the mathematical framework used for

analysing systems of linear ordinary differential equations (ODEs) whose coefficients

are periodic functions of time [148]. In this chapter we introduce Floquet theory as

applied to quantum mechanical systems, i.e. where the system of ODEs is the time

dependent Schrödinger equation. We will see that this leads to an intuitive picture

of the dynamics, where the Hamiltonian describing the driven system captures the

dynamics of the undriven quantum system, plus additional processes induced by
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absorbing/emitting quanta of energy from the drive. In the particular limit of large

driving frequencies, we will demonstrate that it is possible to perturbatively derive

an effective static Hamiltonian which captures the dynamics of driven system.

The time-periodicity of the Hamiltonian has implications for the unitary propa-

gator Û(τ2, τ1) which evolves a state from time τ1 to τ2 > τ1. The periodicity of the

evolution allows us to write

Û(τ2, τ1) = Û(τ2, τ0 +mT ) Û(τ0 +mT, τ0) Û(τ0, τ1), (5.1)

That is, we evolve from τ1 to an arbitrary intermediate time τ1 ≤ τ0 < T , then evolve

for an integer number m driving periods, before concluding the evolution by evolving

from τ0+mT to τ2. The periodicity of Ĥ demands that Û(τ+mT, τ) = Û(τ+T, τ)m. It

is therefore convenient to define an effective time independent (Floquet) Hamiltonian

ĤF ,

Û(τ0 + T, τ0) = e−iĤFT , (5.2)

which determines the stroboscopic evolution of the system1. Just as in the classical

examples, the properties of ĤF may be drastically different from those of the undriven

Hamiltonian. This leads to the general concept of “Floquet engineering”. The idea is

to first take a simple system, governed by a static Hamiltonian Ĥ, which is relatively

easy to implement physically. Then, one adds a driving term which periodically

modulates the parameters of Ĥ, such that the generated ĤF has interesting or useful

physical properties which would be difficult, or may even be impossible to engineer

in equilibrium [149, 150].

In recent years, many examples of Floquet engineering have been proposed the-

oretically [151] and implemented experimentally [109]. For example, systems with

topologically trivial band structures can be endowed with a nonzero Chern number

[152, 153, 154]. More generally, artificial gauge fields can be engineered for neutral

ultracold atomic systems [149, 155]. In the presence of interactions, one can engi-

neer Hamiltonians with even more striking properties. For example, a Bose-Hubbard

model with a superfluid ground state can be made Mott insulating by shaking the

lattice [151, 109] and, as we shall explore in detail in Chapter 6, a Hubbard model

with a metallic ground state can be made superconducting by the appropriate choice

of driving term.

1Note that this Floquet Hamiltonian implicitly has a parametric dependence on the intermediate
time τ0. However, the Floquet Hamiltonians for each different choice of τ0 are related to one another
by unitary transformations.
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5.1 Floquet theory for the Schrödinger equation

In the context of quantum mechanics, Floquet theory concerns Hamiltonians which

are periodic in time τ ,

Ĥ(τ + T ) = Ĥ(τ), (5.3)

where T = 2π/Ω is the driving period. The corresponding time-dependent Schrödinger

equation for states |ψ(τ)〉 reads

[Ĥ(τ)− i∂τ ] |ψ(τ)〉 = 0, (5.4)

where ∂τ is the derivative with respect to time. Floquet’s theorem states that due to

the time-periodicity of Ĥ, there exists a complete set of solutions to this Schrödinger

equation [156],

|ψα(τ)〉 = e−iεατ |φα(τ)〉 , (5.5)

where |φα(τ + T )〉 = |φα(τ)〉 are time-periodic Floquet states. The Floquet states

therefore obey the eigenvalue equation

[Ĥ(τ)− i∂τ ] |φα(τ)〉 = εα |φα(τ)〉 , (5.6)

where εα are real eigenvalues known as Floquet quasienergies. Because of the peri-

odicity of the Floquet states in Eq. (5.5), the quasienergies are only defined up to

εα ± mΩ for integer m. In other words, breaking the continuous time translational

symmetry of a time-independent Hamiltonian to the discrete translational invariance

of a periodicically time-dependent Hamiltonian means that energy is no longer con-

served. Rather, a system in a Floquet eigenstate can absorb or emit any integer

number of energy quanta mΩ while remaining in that same Floquet state.

The quasienergy operator ĤQ = [Ĥ(τ) − i∂τ ] is a Hermitian operator which acts

on the combined Floquet-Hilbert space T ⊗H, where H is the original Hilbert space

of our many-body system, and T is the space of square-integrable periodic functions

of time with period T 2. Vectors in this extended Hilbert space are denoted |χ〉〉. The

scalar product between these vectors is given by

〈〈χ|ξ〉〉 =
1

T

∫ T

0

dτ 〈χ(τ)|ξ(τ)〉, (5.7)

where |χ(τ)〉 and | ξ(τ)〉 are time-periodic vectors in Ĥ, and 〈χ(τ)|ξ(τ)〉 is the stan-

dard scalar product on H. Using this inner product, and choosing a particular basis

2Note that the quasienergy operator is sometimes referred to as the Floquet Hamiltonian. How-
ever, we will reserve the term “Floquet Hamiltonian” to refer to the effective static Hamiltonian ĤF

which governs the stroboscopic evolution of the system.
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in the Floquet-Hilbert space, we can write the ĤQ as a matrix, and diagonalise it

to find the quasienergies just as one would with a static Hamiltonian. Once one has

the Floquet eigenstates and quasienergies, the dynamics are completely determined,

similar to how determining eigenstates and eigenenergies of static Hamiltonians com-

pletely determines their dynamics. Concretely, if we expand the initial state |ψ(0)〉
in terms of Floquet states,

|ψ(0)〉 =
∑

α

cα |φα(0)〉 , (5.8)

then the state at subsequent times |ψ(τ)〉 is

|ψ(τ)〉 =
∑

α

cαe−iεατ |φα(τ)〉 . (5.9)

How are these quasienergies related to the Floquet Hamiltonian ĤF ? Let us consider

applying the propagator Û(T + τ, τ) to a state |ψα(τ)〉 from Eq. (5.5),

Û(T + τ, τ) |ψα(τ)〉 = |ψα(τ + T )〉
= e−iεα(τ+T ) |φα(τ + T )〉
= e−iεαT

(
e−iεατ |φα(τ)〉

)

= e−iεαT |ψα(τ)〉 . (5.10)

The states |ψα(τ)〉 are therefore eigenstates of U(τ + T, τ) ≡ e−iĤFT with eigenvalue

e−iεαT , and so the eigenvalues of ĤF are, in fact, the quasienergies εα. In Sec. 5.2, we

shall use this fact to construct the effective Hamiltonian ĤF by block-diagonalising

the quasienergy operator.

5.1.1 Analogy with Bloch’s theorem

The Floquet theorem is in close analogy with Bloch’s theorem [157], where continuous

translational invariance in space is broken to a discrete translational invariance by

a periodic potential V (x) as we discussed in Sec. 2.1. As a result, momentum is no

longer conserved, rather only crystal momentum, or quasimomentum, defined up to

2π/a. This analogy is laid out more explicitly in Fig. 5.1. We consider again the

Hamiltonian for particles in the periodic potential,

Ĥ =
p̂2

2m
+ V (x), (5.11)

where V (x + a) = V (x). In (a) we show the dispersion relation for a free particle,

Eq ∼ q2. Due to the discrete translational symmetry of Ĥ, we get replicas of the free
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Figure 5.1: We illustrate the analogy between Floquet theory and Bloch’s theorem.
In (a), a free particle dispersion relation is shown. In (b), due to the periodicity
V (x+ a) = V (x), the dispersion is replicated every q → q + 2π/a, with degeneracies
at the Brillouin zone boundaries (marked with dotted lines). In (c), the perturbation
V (x) breaks the degeneracy and opens gaps at the zone edges. In comparison, in (d)
we show a single Brillouin zone with a pair of bands. In (e), adding a time periodic

perturbation V (τ+T ) = V (τ), results in band replicas every εq → ε
(q)
α +Ω. In (f), the

perturbation couples the bands, and a gap again opens up at the degeneracy points.
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particle dispersion at every q → q ± 2π/a in momentum space, with degeneracies at

the Brillouin zone boundaries, marked with dotted lines, which we show in (b). The

potential V (x) can in general mix states of different momenta, and so the degeneracy

at the zone boundaries is broken, opening up a band gap, which we show in (c). In

analogy with this, in Fig. 5.1(d)-(f) we consider a system described by the Hamiltonian

Ĥ = Ĥ0 + V̂ (τ), (5.12)

where here Ĥ0 is the Hamiltonian for a pair of noninteracting electron bands, and

V̂ (τ + T ) = V̂ (τ) is a time-periodic driving term. In Fig. 5.1(d), we show this

pair of electronic bands. Then, due to the periodicity of V (τ), we get replicas of

this band structure every εα → εα +mΩ in energy, shown in (e), which can result in

degeneracies from the intersection of bands with different photon numbers m. Finally,

if the perturbing driving term V (τ) couples these different bands, then an avoided

crossing will appear, shown in (f). If Ω is chosen such that this gap opens around

the Fermi level, then it will turn the system from a conductor to a band insulator.

In systems with Dirac cones, driving with circularly polarised light can break time-

reversal symmetry and turn the system from a semimetal to a topological insulator

[152, 153, 158].

5.1.2 Example: Driven two-level atom

To introduce some of the more practical aspects of working with periodically-driven

systems, and provide a concrete physical interpretation of the quasienergy operator,

here we discuss the classic example of a driven two-level system [156]. The levels are

separated in energy by ω0, and the system is driven by an external field at frequency

Ω = 2π/T with an amplitude V . The Hamiltonian for the system is

Ĥ =
ω0

2
Ŝz + V cos(Ωτ)Ŝx. (5.13)

Such a Hamiltonian describes, for instance, an atom in a laser field [159], or a spin-1/2

magnetic dipole in an oscillating magnetic field [160], and is sometimes called the

classical Rabi model (CRM). We choose the Floquet basis

|σ,m〉〉 = |σ〉 e−imΩτ , (5.14)

where σ = ±1 and Ŝz |σ〉 = σ |σ〉 are the energy eigenstates of the undriven two-

level system, and m is an integer. Expanding the quasienergy operator, we obtain
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the matrix

〈〈σ,m|ĤQ|σ′, n〉〉 =
ω0

2

(
〈σ|Ŝz|σ′〉+mΩ

)
δm,n +

V

2
〈σ|Ŝx|σ′〉

(
δ1,(m−n) + δ1,(n−m)

)
.

(5.15)

Or, written in matrix form,

HQ =




. . .
ω0

2
Sz − 2Ω V

2
Sx 0 0

V
2
Sx ω0

2
Sz − Ω V

2
Sx 0

0 V
2
Sx ω0

2
Sz V

2
Sx

0 0 V
2
Sx ω0

2
Sz + Ω

. . .




, (5.16)

where (S(z/x))σ,σ′ ≡ 〈σ|Ŝ(z,x)|σ′〉 are the Pauli matrices. We see that the matrix HQ

has a clear block structure. The blocks on the diagonal are replicas of the undriven

Hamiltonian with energy offsets ±mΩ. The first off-diagonal block simultaneously

causes transitions between adjacent m blocks and flips the state of the two-level sys-

tem. The quasienergy matrix thus has a clear physical interpretation. The dynamics

it generates correspond to the atom undergoing transitions to/from its ground and

excited state while emitting/absorbing photons of energy Ω from the driving field.

Although a general Hamiltonian’s periodic term may not be due to a light field, and

although the external driving is completely classical, m is still commonly referred to

as the “photon number”.

In fact, this physical interpretation of ĤQ as capturing the absorption/emission of

photons can be made more explicit by considering the corresponding quantum model.

We write down the Hamiltonian for this two-level system coupled to a single photonic

mode, sometimes called the quantum Rabi model (QRM) [159],

ĤQRM =
ω0

2
Ŝz + Ωâ†â+ gŜx(â+ â†), (5.17)

where â(†) is the annihilation (creation) operator for the bosonic mode, and g is the

coupling strength between the atom and the light field. Then, expanding this in the

basis {|σ, n〉}, where n is the occupation number of the mode, we obtain

〈σ, n|ĤQRM|σ′,m〉 =
ω0

2
Sz + nΩδm,n + gSx

(√
nδm,n−1 +

√
n+ 1δm,n+1

)
, (5.18)

or, in matrix form,

HQRM =




ω0

2
Sz gSx 0 0 · · ·

gSx ω0

2
Sz + Ω

√
2gSx 0

0
√

2gSx ω0

2
Sz + 2Ω

√
3gSx

0 0
√

3gSx ω0

2
Sz + 3Ω

...
. . .



. (5.19)
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Figure 5.2: A comparison between the semiclassical and fully quantum Rabi models.
In (a) we show the dynamics of the excited state population Pe. The atom is initially
placed in its excited state, | e〉, while light field is initialised in a coherent state with
a mean number of photons n̄. In (b) we show a comparison between the energy
spectrum of the quantum Rabi model (left, blue), and the quasienergy spectrum
of the classical Rabi model (right, red). In both figures the parameters used are
Ω = 1.1ω0 and V = 0.5ω0, and g = V/(2

√
n̄+ 1). In (b), we choose n̄ = 250. Note

that we have not made the rotating wave approximation, which is not valid for this
choice of parameters.

If we then take the photon number to be N � 1 (i.e. the “classical limit”), and sub-

stract a constant energy shift NΩ, then, making the identification V/2 =
√
N + 1g,

the quasienergy matrix for the CRM is approximately equal to the Hamiltonian ma-

trix for the QRM in the vicinity of the photon number n ≈ N , i.e. HQ ≈ HQRM. The

dynamics generated by the quasienergy operator thus correspond to those generated

by the fully quantum model in the limit of large photon numbers.

To illustrate this point, we calculate, using exact numerical diagonalisation, the

dynamics of the QRM versus the CRM, and show the results in Fig. 5.2(a). In both

cases, the atom is initialised in its excited state. In the quantum case, the light field

is initialised in a coherent state with mean photon number n̄,

| n̄〉 =
∑

m

√
e−n̄

n̄m

m!
|m〉 , (5.20)

where |m〉 is a Fock state containing m photons. We see that the two models agree

closely on short timescales. However, in the quantum case, we get the well known

“collapse and revival” of the Rabi oscillations. On a timescale 1/(V n̄), the excited

state population Pe = | 〈 e |ψ(τ) 〉 | collapses to Pe = 1/2 before undergoing a revival

on a timescale ∼ 2π/(V
√
n̄). Therefore, when we increase n̄ in the coherent state,

the quantum system corresponds more closely to the semiclassical result.
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The quasienergy spectrum εα may be computed numerically in one of two ways.

Firstly, one can construct HQ explicitly, as in Eq. (5.16), introducing a cutoff in the

photon number−M/2 ≤ m ≤M/2 so as to make the quasienergy matrix a finite (M+

1)×(M+1) matrix. One can then diagonalise this matrix to compute approximations

to the quasienergies, then increasing this cutoff M until the quasienergies converge.

Alternatively, one can numerically integrate the time dependent Schrödinger equation

for a time T to compute Û(τ + T, τ). Then, from Eq. (5.10) the eigenspectrum of

this operator is

uα = e−iεαT , (5.21)

emphasising again that if εα is a quasienergy, then εα +m2π/T is also a quasienergy.

We use this second method to compute {εα} for CRM, and compare these to the

energy spectrum of the quantum Rabi model in Fig. 5.2(b). Because the Hilbert

space has dimension 2, there are only two distinct quasienergies, repeated infinitely.

Meanwhile, the QRM naturally has a spectrum which bounded from below, leading

to a significant disparity between the spectra at low photon numbers. However, at

large energies/photon numbers, the energy spectrum of the QRM closely matches the

quasienergy spectrum of the CRM.

5.2 Effective Hamiltonians

The numerical strategies used in the previous example to compute the quasienergy

spectra are infeasible for many-body systems, where the dimension of H is exponen-

tially large. Knowledge of the Floquet spectrum {εα} may also not be that physically

insightful in terms of the properties of the driven system. It is often more useful to

compute the Floquet Hamiltonian ĤF , which is the focus of this section.

The choice of Floquet basis states is not unique. We can of course express ĤQ in

any complete orthonormal basis spanning H ⊗ T . We now return to considering a

generic quasienergy operator ĤQ. If we expand this in the basis

|α,m〉〉 = |α〉 e−imΩτ , (5.22)

where {|α〉} is an arbitrary orthonormal basis for H, and apply the generalised inner
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product from Eq. (5.7), we obtain the following form for the quasienergy operator

ĤQ =




. . .
...

...
...

... . .
.

· · · Ĥ0 − 2Ω Ĥ−1 Ĥ−2 Ĥ−3 · · ·
· · · Ĥ1 Ĥ0 − Ω Ĥ−1 Ĥ−2 · · ·
· · · Ĥ2 Ĥ1 Ĥ0 Ĥ−1 · · ·
· · · Ĥ3 Ĥ2 Ĥ1 Ĥ0 + Ω · · ·
. .
. ...

...
...

...
. . .




, (5.23)

where

Ĥm =
1

T

∫ T

0

Ĥ(τ)eimΩτ dτ (5.24)

is the mth Fourier component of the Hamiltonian. Note that since we have left the

basis spanning the Hilbert space H arbirary, the elements of ĤQ have retained the

form of operators on H. Due to the tensor product structure of the Floquet-Hilbert

space, we can use a time-periodic unitary transformation to block-diagonalise the

quasienergy operator [161], i.e.

ĤQ =




. . .
...

...
...

... . .
.

· · · ĤF − 2Ω 0 0 0 · · ·
· · · 0 ĤF − Ω 0 0 · · ·
· · · 0 0 ĤF 0 · · ·
· · · 0 0 0 ĤF + Ω · · ·
. .
. ...

...
...

...
. . .




. (5.25)

Note that due to the structure of the quasienergies, (i.e. that they are repeated every

Ω), each diagonal block must be the same operator on H, shifted by mΩ. Moreover,

since the eigenvalues of these diagonal blocks are the quasienergies, these operators

must be the effective Hamiltonian ĤF (up to some unitary transformation).

Unfortunately, it is generally not possible to exactly calculate the unitary transfor-

mation which brings this into block-diagonal form, or the exact form of ĤF . However,

in the limit that Ω is large compared to other energy scales in the Hamiltonian, and

the off-diagonal blocks Ĥm, |m| > 1 are small compared to Ω, then the quasienergy

operator has a structure very similar to that of the large U Hubbard model discussed

in Sec. 2.3. There, we had distinct blocks in the Hamiltonian separated in energy by

U , and we sought to compute the effect of adding a weak perturbation (the kinetic

energy t) which coupled these blocks. In this case, we would like to compute the

effect of adding perturbations Ĥm, |m| > 1 which couple the zero-photon block Ĥ0

to blocks of different photon numbers [161].
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For simplicity, we take the unperturbed Hamiltonian to be

ΩĤ(0) =
∑

m

mΩ (1⊗ Pm) . (5.26)

Where Pm = |m〉 〈m | is the projector onto the m photon sector. The perturbation

we apply is then the matrix containing the Fourier components of the Hamiltonian,

i.e.

hĤ(1) =
∑

m,m′

Ĥm−m′ ⊗ |m〉 〈m′ | , (5.27)

where h � Ω is the characteristic energy scale of the Hamiltonian. We recall from

Chapter 2 that the effective Hamiltonian within a degenerate manifold (i.e. the n

photon block), split by a perturbation λĤ(1) is given by

Ĥeff = EnPn + λPnĤ(1)Pn + λ2
∑

m 6=n

PnĤ(1)PmĤ(1)Pn
En − Em

, (5.28)

where here En = nΩ. We focus on the zero-photon block3, i.e. n = 0. Substituting

in λ = h, the definitions of Pm and Ĥ(0,1), we obtain

ĤF ≈ Ĥ0 +
h2

Ω

∑

m6=0

P0Ĥ
(1)PmĤ(1)P0

m

= Ĥ0 +
1

Ω

∑

m 6=0

ĤmĤ−m
m

(5.29)

= Ĥ0 +
1

Ω

∑

m>0

[Ĥm, Ĥ−m]

m
, (5.30)

where in the last line we have grouped the positive and negative m terms together.

Note that for this perturbation to be valid, Ω must be larger than any energy scale ap-

pearing in the undriven Hamiltonian. It is possible to derive higher-order corrections

to ĤF by taking higher orders in the degenerate perturbation theory [161], which

we shall not discuss here. We see that the advantage of this Floquet approach is

that it has turned a complicated time-dependent problem into a static problem which

is amenable to standard time-independent perturbation theory. Other approaches

to computing the Floquet Hamiltonian include using the Floquet-Magnus expansion

[150], which we shall not discuss here. We note that, intuitively, the 0th order Floquet

Hamiltonian is given by the 0th Fourier component of the time-dependent Hamilto-

nian, i.e. its time average

Ĥ0 =
1

T

∫ T

0

Ĥ(τ) dτ. (5.31)

3Note that due to the periodicity of the spectrum, it does not matter which block we choose (up
an overall energy shift).
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5.2.1 Example: Driven single-band model

We illustrate this high-frequency expansion with the example of a one dimensional

tight-binding chain [162],

Ĥ = Ĥt + V cos(Ωτ)
∑

j

jn̂j, (5.32)

where

Ĥt = −t
∑

j

(
ĉ†j ĉj+1 + H.c.

)
, (5.33)

Here t is the hopping amplitude, and V and Ω are the driving amplitude and fre-

quency, respectively. ĉ†j and ĉj are the (bosonic or fermionic) creation and annihilation

operators for a particle on lattice site j, and n̂j = ĉ†j ĉj. Recall from Sec. 2.2 that the

Hamiltonian Ĥt corresponds to, for example, a gas of noninteracting particles trapped

in the lowest Bloch band of a one dimensional optical lattice. The driving term ĤV (τ)

then corresponds to the lattice being shaken back and forth, in the frame which is

co-moving with the lattice [163], as we show in Appendix E. Again expanding the

Quasienergy operator in the Floquet basis

|α,m〉〉 = |α〉 e−imΩτ , (5.34)

we obtain

ĤQ =




. . .
...

...
...

... . .
.

· · · Ĥt − 2Ω V
∑

j jn̂j 0 0 · · ·
· · · V

∑
j jn̂j Ĥt − Ω V

∑
j jn̂j 0 · · ·

· · · 0 V
∑

j jn̂j Ĥt V
∑

j jn̂j · · ·
· · · 0 0 V

∑
j jn̂j Ĥt + Ω · · ·

. .
. ...

...
...

...
. . .




, (5.35)

which has a tridiagonal structure since the driving term in the lab frame has only one

Fourier component m = ±1. We can immediately see a problem with this. Namely,

that if we are interested in the strongly-driven regime, where V ∼ Ω � t, where

the driving is expected to significantly modify the physics of the undriven system,

then this basis is unsuitable for performing perturbation theory, since the off-diagonal

blocks are not small compared to the spectral gap Ω of the diagonal blocks. To find

a more suitable basis, we employ a unitary transformation to the Floquet basis

R̂(τ)|α,m〉〉. (5.36)
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However, rather than applying this transformation directly to the basis states, we

will instead transform the Hamiltonian, i.e.

ĤR = i(∂τ R̂)R̂† + R̂ĤR̂†. (5.37)

In principle, if we found the correct R̂(τ), we could bring the matrix precisely into

block-diagonal form in Eq. (5.25) and directly read off the effective Hamiltonian ĤF .

However, this is generally not possible to do exactly. Instead, we choose an R̂(τ)

which brings ĤQ into a form suitable for performing perturbation theory. A common

choice for this is the rotating frame with respect to the driving term,

R̂(τ) = exp

(
i

∫ τ

0

V̂ (τ ′)dτ ′
)

= exp

(
i
V

Ω
sin(Ωτ)

∑

j

jn̂j

)
. (5.38)

Applying this transformation to the annihilation operators ĉj,

ĉj → R̂(τ)ĉjR̂
†(τ) (5.39)

= eiV
Ω

sin(Ωτ)
∑
k kn̂k ĉje

−iV
Ω

sin(Ωτ)
∑
k kn̂k (5.40)

Since all of the n̂k’s mutually commute, and they commute with ĉj 6=k, this reduces to

ĉj → eiV
Ω

sin(Ωτ)jn̂j ĉje
−iV

Ω
sin(Ωτ)jn̂j . (5.41)

Expanding the rightmost exponential as a power series, we encounter terms of the

form

ĉjn̂
l
j = ĉj(ĉ

†
j ĉj)

l (5.42)

= (1± ĉ†j ĉj)lcj, (5.43)

where l is an integer power, and we take the + sign for bosons and the − sign for

fermions. Applying this to Eq. (5.41), we obtain

ĉj → eiV
Ω

sin(Ωτ)jn̂je−iV
Ω

sin(Ωτ)j(1±n̂j)ĉj. (5.44)

Finally, in the bosonic case the n̂j terms inside the exponentials cancel, whereas for

fermions, since they are followed by a ĉj, they must be zero anyway. We thus obtain

the result that regardless of the exchange statistics,

ĉj → e−iV
Ω

sin(Ωτ)j ĉj. (5.45)
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Applying this to our Hamiltonian Eq. (5.32), we obtain

ĤR(τ) = R̂ĤtR̂
† (5.46)

= −t
∑

j

(
e−iV

Ω
sin(Ωτ)ĉ†j ĉj+1 + H.c.

)
. (5.47)

Notice that the rotating frame transformation Eq. (5.38) is constructed such that the

driving term is exactly cancelled, and is instead imprinted as an oscillating complex

phase on the hopping term. Therefore, when we now expand in the Floquet basis in

Eq. (5.36), the blocks in the quasienergy operator (i.e. the Fourier components of the

Hamiltonian) become

Ĥm,m′ = −t
∑

j

(
Jm′−m(ν)ĉ†j ĉj+1 + Jm−m′(ν)ĉ†j+1ĉj

)
+mΩδm,m′ , (5.48)

where ν = V/Ω, and we have used the Jacobi-Anger expansion,

eiz sin(θ) =
∞∑

n=−∞
Jn(z)einθ, (5.49)

where Jn(z) is the nth order Bessel function of the first kind. The rotating-frame

driving now has an infinite number of Fourier components. Now our quasienergy

operator has diagonal blocks separated in energy Ω, and which are coupled by off-

diagonal blocks whose elements are bounded by t � Ω. We can therefore use the

high frequency expansion Eq. (5.29). To zeroth order, the effective ĤF is given by

the time-average of the rotating-frame Hamiltonian.

ĤF = −J0(ν)t
∑

j

(
ĉ†j ĉj+1 + H.c.

)
. (5.50)

Looking again at Eq. (5.48), we note that since J−n(ν) = (−1)nJn(ν), we also have

that Ĥ−m = (−1)mĤm. Since the Fourier blocks for ±m only differ by a sign, they

commute, and so the first-order correction is given by

1

Ω

∑

m>0

[Ĥm, Ĥ−m]

m
= 0. (5.51)

In fact, it can be shown that the zeroth-order Floquet Hamiltonian is actually exact in

this case [149]. We have therefore retained a tight-binding model Hamiltonian, but the

driving field has renormalised the hopping amplitude t → tJ0(V/Ω). By increasing

the driving strength, we can suppress the kinetic energy of the particles, or even invert

the Bloch band by changing the sign of t. Moreover, by tuning the driving strength
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V so that t→ 0, then the particles can be completely localised. This is the very well-

known “coherent destruction of tunneling” [164], or “dynamical localisation” [162],

and has been experimentally demonstrated many times in ultracold atom systems

[109, 155, 165, 166].

As an aside, in the Bose-Hubbard model, this effect can be used to induce a

superfluid-Mott insulator transition by suppressing t/U to below its critical value

[151]. Explicitly, we turn Eq. (5.32) into a driven Bose-Hubbard model by by adding

a local interaction term

Ĥint =
U

2

∑

j

n̂j(n̂j − 1) (5.52)

to Eq. (5.32), where U � Ω. Since Ĥint commutes with the driving term, it is

not modified by the rotating frame transformation, and thus the quasienergy blocks

become

Ĥm,m′ = −t
∑

j

(
Jm′−m(ν)ĉ†j ĉj+1 + Jm−m′(ν)ĉ†j+1ĉj

)
+ (Ĥint +mΩ)δm,m′ . (5.53)

As we point out in the next section, there are subtleties with applying the high-

frequency expansion to interacting many-body systems. However, if we disregard

this for the moment, then to zeroth order, the high-frequency expansion yields again

obtain a Bose-Hubbard model with U → U , but t → tJm−m′(V/Ω). We will discuss

the dynamics of the driven Fermi-Hubbard model in great detail in Chapter 6

5.3 Floquet Heating

In the examples we have examined so far in Sec. 5.1.2 and Sec. 5.2.1, the energy

spectra of the undriven systems have been bounded. This means that provided the

driving frequency Ω is much larger than the width of the undriven spectrum, there

will be no intersections between quasienergy levels originating from different photon

number sectors. As such, we expect that slowly modifying the driving strength will

adiabatically modify the spectrum of the system. An initial equilibrium state will

then be adiabatically modified, and is expected to be stable for long times.

However, the properties of systems whose spectra are unbounded are expected

to be qualitatively different in the long-time limit. For example, let us consider a

single-band many-body system with interactions, such as the Hubbard model which

we introduced in Chapter 2. If the model has a finite interaction strength, then

in the thermodynamic limit, the energy spectrum is not bounded from above. The
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Figure 5.3: We show a cartoon of a collective excitation in the Hubbard model. For
any interaction U and driving frequency Ω, there will be a process of n electronic
excitations and m photons such that nU = mΩ, which invalidates the perturbation
theory.

system can then, in principle, absorb an unlimited amount of energy from the drive,

eventually heating up to an infinite temperature state [167].

It may at first seem counterintuitive that the Schrödinger equation Eq. (5.4) can

lead to an infinite temperature state (that is, a mixed state whose density matrix is

the identity), since it simply corresponds to unitary evolution of a pure state, and

thus the state of the system must always remain a pure state. To resolve this, we

appeal to the eigenstate thermalisation hypothesis (ETH) [168, 169]. The ETH states

that if one takes an eigenstate of a many-body Hamiltonian, considers a contiguous

subsystem and traces out the remainder of the system, then the density matrix of the

resulting subsystem is a thermal state of the local Hamiltonian with the temperature

set by the energy of the eigenstate. In other words, expectation values of local ob-

servables with respect to an eigenstate of the many-body system are indistinguishable

from thermal expectation values for the subsystem of interest. From a thermodynam-

ical perspective, this means starting with a single microstate of the full many-body

Hamiltonian and tracing out part of the system, essentially treating it as a bath with

which energy is exchanged with the remaining subsystem. Then a canonical ensemble

of the remaining subsystem is obtained, with a well-defined temperature set by the

energy of the initial microstate.

How does this square with the high-frequency expansion discussed in Sec. 5.2,
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wherein the dynamics appear to be governed by a reasonable-looking local Hamil-

tonian? For interacting systems, the unbounded spectrum means that there will

always a collective excitation of the many-body system within the m = 0 sector

which is resonant with a Floquet replica with a large photon number, as we sketch in

Fig. 5.3 for the Hubbard model. Specifically, if we denote states of the Hubbard model

with n doublons m photons as |n,m〉〉, then |0, 0〉〉 will be resonant with |n,−m〉〉 for

n/m ≈ Ω/U , i.e. when n/m is a rational approximant to Ω/U . This means that these

states will be strongly admixed by the driving. Hence the degenerate perturbation

theory, which relies on having unperturbed states with a well-defined photon number

m which are far-separated in energy, will in general fail to converge. Nevertheless,

as we saw in the tight-binding example, Eq. (5.48), the off-diagonal blocks governing

such couplings scale as ∼ Jm(V/Ω). As such, for large photon numbers, and reason-

able values of V/Ω, these couplings are strongly suppressed, and so heating tends to

be negligible on typical experimental timescales.

The corrections to ĤF arising from these large-photon number couplings take the

form of higher-order commutators [150, 161], which generate long-range interactions

involving strings of local operators. These terms cause a large amount of entanglement

between disparate parts of the system to build up over time. Thus, these terms

cause the local observables of the system to become indistinguishable from a high

temperature thermal state [170]. Recall from Chapter 3 that our MPS ansatz relies on

restricted entanglement entropy. Floquet heating therefore also has implications for

the simulability of driven systems. We will discuss Floquet heating more specifically

for the case of the driven Hubbard model in Chapter 6.

It has been shown through very general arguments for driven many-body sys-

tems [171, 172], and through numerical studies of specific models [167] that on short

timescales, the dynamics are well described by a short-range Hamiltonian which is

approximately given by the high-frequency expansion. The timescale on which this

approximation fails and significant heating begins to occur is given by

τ ∗ ∼ e−CΩ/ε, (5.54)

where C is numerical constant of order unity and ε is an energy scale which bounds

the terms in the Hamiltonian. Floquet-engineered Hamiltonians are therefore not

useful indefinitely, but are time-limited by the timescale τ ∗.

It may appear from Eq. (5.54) that we can delay heating for exponentially long

times by simply increasing Ω to arbitrarily large values. However, while the Floquet

heating processes we have discussed thus far are seen in simplified single-band models
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such as the Hubbard model, there are experimentally relevant heating effects caused

by scattering to higher excited Bloch bands which are not accounted for here [157,

166]. Recall from Chapter 2 that the Hubbard model captures only dynamics within

the lowest Bloch band, neglecting higher bands and the continuum of free states. If Ω

is taken to be similar to the gap ∆0,1 between the lowest Bloch band and the higher

excited bands, then Floquet replicas from adjacent photon sectors can couple to this

lowest band, inducing transitions which can result in particles being lost completely

[166, 173].

Despite all of these expected heating contributions, there have by now been sev-

eral experimental implementations of driven Fermionic systems with optical lattices.

These variously demonstrate Floquet engineering of topological order [153, 154], and

modification of single particle hopping and superexchange in a driven Hubbard model

[111, 112, 113], which we will discuss in Chapter 6. The heating effects discussed in

this section therefore do not appear to prohibit the observation of interesting Floquet-

engineered Hamiltonians. Moreover, the heating effects due to coupling to higher

Bloch bands can be reduced by increasing the lattice depth and thus the gap to the

higher bands [157], or by modifying the lattice geometry such that the resulting band

structure has fewer crossings with low-photon number Floquet replicas [113].

5.4 Conclusions

In this chapter we have introduced the basics of Floquet theory and how it is used

to treat periodically driven many-body quantum systems. We have seen that a

periodically-driven system is governed by an effective Hamiltonian ĤF , that these

Hamiltonians may have very different properties to undriven Hamiltonians, and that

they can be controlled by modifying the driving strength.

The dynamics of the driven system are governed by the quasienergy operator,

which has a clear physical interpretation. Diagonal blocks are replicas of the un-

driven system with differing “photon” numbers mΩ. The off-diagonal blocks then

couple these blocks via processes induced by the drive. If we rotate to a basis where

the off-diagonal terms are small compared to the energy gap Ω, the effective static

Hamiltonian ĤF can then be obtained by performing perturbation theory within one

of the diagonal blocks.

Unfortunately, the utility of Floquet engineering is time-limited by heating pro-

cesses which occur on a timescale τ ∗, which is exponentially long in the driving
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frequency Ω. Furthermore, since Ω cannot be arbitrarily increased without induc-

ing further heating processes from coupling to neglected higher Bloch bands, this

places a fundamental limit on the lifetime of Floquet-engineered states. In optical

lattice systems, this can be controlled somewhat by increasing the lattice depth and

thus increasing the gap to higher Bloch bands, and in judicious choice of the lattice

geometry, such that crossings with higher bands are avoided [113].

In the next chapter we will analyse, in detail, the Hubbard model with a driving

term whose frequency is in-gap. As we will have Ω < U , the high frequency expansion

discussed in Sec. 5.2 is not applicable. However a slightly modified version will yield

the t–J–α model from Chapter 4 where pairing is enhanced by virtual photon pro-

cesses. We shall see that this will allow control over t/J and α in the t–J–α model,

allowing us in-turn to switch between metallic and superconducting phases.
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Chapter 6

Enhanced superexchange pairing in
the periodically driven Hubbard
model

The results presented in this chapter were published as J.R. Coulthard, S.R. Clark,
S. Al-Assam, A. Cavalleri and D. Jaksch. Enhancement of superexchange pairing in
the periodically driven Hubbard model. Phys. Rev. B 96, 085104 (2017).
J.R.C. performed most of the calculations and made substantial contributions to the
manuscript.

In Chapter 5, we discussed periodic driving as a means of controlling many-body

quantum systems through Floquet engineering. The examples we gave were primar-

ily focused on optical lattice systems systems, where Floquet engineering has been

demonstrated most cleanly. There, Hamiltonians with periodic driving terms are im-

plemented by oscillating the equilibrium position of the lattice [109, 157] (see also

Appendix E), by modulating the depth of the lattice [174], or by modulating the

magnetic field controlling the s-wave scattering length (and hence the Hubbard U)

[110].

In parallel with this, in the context of solid-state systems, advances in THz laser

technology now allow for the strong and coherent driving of a single low-energy degree

of freedom [175]. This kind of driving can substantially modify the microscopic pa-

rameters of the Hamiltonian governing the system, leading to drastic changes in the

macroscopic phase of the material. For example, THz driving has been demonstrated

to melt long-ranged order, such as charge-density waves [176, 177, 178, 179, 180],

magnetic order [181, 182, 5], and orbital order [5, 183]. Even more dramatically, res-

onantly driving these degrees of freedom opens up the possibility of inducing order,

such as superconductivity, in the nonequilibrium state [9, 184].
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Light-induced states with superconducting-like properties have so far been ob-

served in several cuprates [6, 7, 8] and an alkali-doped fullerene [9]. These systems

are all governed by quite different physics, which naturally raises questions as to

what the underlying mechanism might be, and how universal the effects are. Thus

far, theoretical approaches have focused on, e.g. a minimal Frölich-type model of

phonon-mediated superconductivity. In such a model, nonlinear phonon couplings

lead to substantially modified electronic structures under driving, which can in turn

lead to suppression of the electronic hopping. Self-consistent mean-field calculations

have shown that this can lead to fast enhancement of the superconducting order

parameter [185].

In this work, we consider a qualitatively different mechanism for light-induced

superconductivity in strongly-correlated lattice systems. We show that modulating

the on-site energies of a bipartite lattice at a frequency Ω inside the Mott gap U

slows down fermionic hopping t without suppressing the superexchange J or the pair-

hopping αJ . This is because the absorption and re-emission of quanta from the driving

field creates virtual charge-density excitations, leading to additional exchange interac-

tions. The additional driving-induced contributions to the superexchange compensate

for the suppressed contribution from the hopping. Therefore, while ordinarily J � t,

in a driven system J can become dominant and induce a strong nearest-neighbour sin-

glet pairing effect, and moreover enhance long-range pairing correlations, even in one

dimension. We find that on moderate timescales, the resulting non-equilbrium states

are not significantly heated by the driving field. In fact, we find that the modulation

can substantially reduce the temperature of an initial thermal state on experimentally

relevant timescales. Moreover, we demonstrate that the nonequilibrium enhancement

of pairing is robust to changes in several experimentally relevant parameters, such as

the driving strength, driving frequency, ramp time, and lattice fillings.

Specifically, we investigate the Hubbard model with a bare hopping rate t and a

large on-site interaction U � t. We then apply a periodic driving term with frequency

Ω which modulates the on-site energy in time τ with a spatially alternating pattern.

We first demonstrate numerically that this leads to an enhancement of singlet pairing

for a one-dimensional system with realistic driving parameters, t < Ω < U , even

when the driving is ramped up on nonadiabatic timescales. We then go on to study

the system in Floquet theory [150, 151, 156, 162, 186, 187, 188], as we discussed in

Chapter 5. We will derive an effective t–J–α Hamiltonian which is valid in arbitrary

spatial dimensions, and which provides qualitative insights into the non-equilibrium
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Recent experiments performed on cuprates and alkali-doped fullerides have demonstated that key
signatures of superconductivity can be induced above the equilibrium critical temperature by optical
modulation. These observations in disparate physical systems may indicate a general underlying
mechanism. Multiple theories have been proposed, but these either consider specific features, such
as competing instabilities, or focus on conventional BCS-type superconductivity. Here we show
that periodic driving can enhance electron pairing in strongly-correlated systems. Focusing on the
strongly-repulsive limit of the doped Hubbard model, we investigate in-gap, spatially inhomoge-
neous, on-site modulations. We demonstrate that such modulations substantially reduce electronic
hopping, while simultaneously sustaining super-exchange interactions and pair hopping via driving-
induced virtual charge excitations. We calculate real-time dynamics for the one-dimensional case,
starting from zero and finite temperature initial states, and show that enhanced singlet–pair corre-
lations emerge quickly and robustly in the out-of-equilibrium many-body state. Our results reveal
a fundamental pairing mechanism that might underpin optically induced superconductivity in some
strongly correlated quantum materials.

I. INTRODUCTION

Controlling the structural and electronic properties of
a solid by resonantly driving a single low-energy degree of
freedom is emerging as a transformative tool in materials
science [1]. Such excitations often play a decisive role in
stabilising various broken-symmetry states, and driving
them opens up the possibility to switch between phases.
This not only includes the melting of equilibrium long-
ranged order, like charge-density-waves [2–6], magnetic
order [7–9], and orbital order [9, 10], but even more re-
markably, inducing order, such as superconductivity, out
of equilibrium [11, 12].

To date, light-induced superconductivity has been ob-
served in several cuprates [13–15] and an alkali-doped
fullerene [11] all with quite distinct physics. This raises
the question of how ubiquitous such e↵ects are, and what
mechanism(s) might underpin their appearance. So far,
theoretical exploration has concentrated on a minimal
Fröhlich-type model of phonon-mediated superconduc-
tivity [16, 17] subjected to a driving induced quench of
the electronic hopping amplitude. This was envisaged
as occurring from a modified electronic structure due to
non-linear phonon coupling [16, 18], or from polaronic
suppression due to phonon squeezing [17]. In either case,
this results in an increase in the density of states at the
Fermi level, giving a corresponding increase in the super-
conducting coupling constant. Despite the slow collective
dynamics and elevated electron-phonon scattering, fast
enhancements of the superconducting order parameter
were predicted.

In this work we propose a qualitatively di↵erent mech-
anism for driving-enhanced superconductivity in strongly
correlated lattice systems. We show that the modulation

(a)
t J

U � t
↵J

(b)
t̃ ⌧ t J

U � t
↵J

⌦

FIG. 1. (a) A bipartite chain with electron hopping t, ex-
change interaction J and onsite correlation U � t. Singlet
pairs move through the lattice with e↵ective hopping rate
↵J . (b) Exciting on-site vibrational modes with t < ⌦ < U
greatly suppresses hopping t̃ ⌧ t, but leaves super-exchange
interaction J and pair hopping ↵J approximately unchanged,
resulting in an enhancement of nearest-neighbour singlet pair-
ing.

of site energies in a bipartite lattice with a frequency ⌦
inside the charge-transfer gap U slows down electron hop-
ping t ! t̃ < t without reducing the super-exchange in-
teractions J or pair hopping ↵J . This is because the ab-
sorption and re-emission of quanta from the driving field
creates virtual charge-density excitations, leading to ad-
ditional exchange interactions. Driving-induced contri-
butions therefore break the usual relation J / t2/U , and
compensate for the suppressed hopping contribution. As

Figure 6.1: (a) A bipartite chain with electron hopping t, exchange interaction J
and onsite correlation U � t. Singlet pairs move through the lattice with effective
hopping rate αJ . (b) Exciting on-site vibrational modes with t < Ω < U greatly sup-
presses hopping t̃� t, but leaves super-exchange interaction J and pair hopping αJ
approximately unchanged, resulting in an enhancement of nearest-neighbour singlet
pairing.

dynamics of the driven system. We note again that Ω is not the dominant energy

scale in our system, and so the standard high-frequency approximation is not valid.

While motivated by experiments, our primary goal is to explore the fundamen-

tal principle of the interplay between strong correlations and strong periodic driving

in a simplified setting. This is in contrast to ab-initio calculations, which seek to

accurately model the physics of a specific material. Nevertheless, organic supercon-

ductors (such as charge transfer salts) are often well-described by Hubbard models

and are thus likely candidate materials where the effects we describe are likely to be

observed. In these materials, each lattice site of the Hubbard model is a molecule with

an IR-active vibrational mode, which we assume has a frequency Ω < U [40, 189].

We further assume that these modes are sufficiently massive and excited with a suf-

ficiently large amplitude that the leading order effect is a time-periodic modulation

of the on-site electronic energy, neglecting the back-action of the electrons on the os-

cillators. Note that while the incident laser pulse will excite the molecules coherently

and uniformly, we assume that the system has a two-molecule unit cell, as in Fig. 6.1,

so that the induced driving terms have a different amplitude and/or phase on each

sublattice a and b. These unit cells might consist of two different molecules, or two

molecules in differing orientations [190].
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While the Hamiltonian we study in this chapter is motivated in part by organic

salts, it should be noted that the physics we observe is not specific to this sublat-

tice driving. We demonstrate in Appendix E that a different driving term, which

is frequently implemented in ultracold atomic setups leads to the same qualitative

physics, and can be used to implement the t–J–α model described in Chapter 4, with

control over both t/J and α, with very recent experimental work already ongoing in

this direction [111, 112, 113].

In this chapter, we combine the methods of the previous three chapters. In Sec. 6.1,

we introduce the driven Hubbard model, before obtaining its quasienergy spectrum

for a small system via exact diagonalisation. We then use the tensor network methods

discussed in Chapter 3 to study the real-time dynamics of the model in one dimension

in Sec. 6.2. In Sec. 6.3, we perturbatively derive the Floquet Hamiltonian for the

system, whose ground states and thermal states are used to approximate the non-

equilibrium states of the driven Hubbard model. Finally, we conclude in Sec. 6.4.

6.1 The driven Hubbard model

In this chapter we study the driven Hubbard model, whose Hamiltonian is

Ĥ(τ) = Ĥhub + Ĥdrive(τ), (6.1)

where Ĥhub = Ĥhop + Ĥint − µ
∑

j n̂j and contributions given by

Ĥhop = −t
∑

〈ij〉σ
(ĉ†i,σ ĉj,σ + H.c.), (6.2)

Ĥint = U
∑

j

n̂j,↑n̂j,↓, (6.3)

Ĥdrive(τ) =
Va
2

sin(Ωτ −∆φ)
∑

j∈a
n̂j

+
Vb
2

sin(Ωτ + ∆φ)
∑

j∈b
n̂j. (6.4)

Here ĉi,σ with σ =↑, ↓ is the fermionic annihilation operator for a spin-σ electron on

site j, n̂j,σ = ĉ†j,σ ĉj,σ, n̂j = n̂j,↑ + n̂j,↓, and 〈ij〉 denotes nearest-neighbour sites on a

bipartite lattice composed of a and b sub-lattices. That is, all single particle hopping

processes from a sites go to b sites and vice-versa. We denote the lattice filling by

n̄ =
∑

j〈n̂j〉/L where L is the number of lattice sites. The hopping amplitude is t, U

the on-site Coulomb repulsion, and µ the chemical potential. The driving Ĥdrive(τ)
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describes a time τ periodic single particle Hamiltonian with driving frequency Ω,

corresponding sub-lattice driving amplitudes Va(b), and a phase difference of 2∆φ.

For simplicity we assume Va = Vb = V for the driving amplitude, which may be

a function of time V (τ), and constant phase ∆φ = π/2 throughout this chapter.

However, the qualitative features of our results are expected more generally (see

Appendix D.1). We next begin investigating the properties of Ĥ(τ) by examining its

quasienergy spectrum for a small system.

6.1.1 Quasienergy spectrum

As we summarised in Chapter 5, one can compute the quasienergy spectrum of a

time-periodic Hamiltonian by choosing an appropriate basis in which to expand the

quasienergy operator

ĤQ = [Ĥ(τ)− i∂τ ]. (6.5)

Here we again choose the basis

|α,m〉〉 = |α〉 eimΩτ , (6.6)

where {|α〉} are an arbitrary set of orthonormal basis states for the many-body

Hilbert space H, and m is the photon number. Using this basis, the blocks of the

quasienergy operator are

Ĥm,m′ = −t
∑

[j,k],σ

ζj,m−m′ ĉ
†
j,σ ĉk,σ +

(
Ĥint + 1mΩ

)
δm,m′ . (6.7)

Note that we have changed the sum over 〈i, j〉 to [i, j] which double-counts the pairs,

and dropped the Hermitian conjugate. Here,

ζj,m−m′ = (sj)
m′−mJm′−m (ν) , (6.8)

where ν = V/Ω, and sj = +1 if the site j belongs to the a sublattice, and sj = −1

if it belongs to the b sublattice. In Appendix D.1 we compute the elements of the

quasienergy operator for the case of general driving Va 6= Vb and ∆φ 6= π/2 and show

that it reduces to Eq. (6.7).

As we saw with the examples in Chapter 5, the quasienergy operator expressed in

this Fourier basis acquires a clear block structure. The diagonal blocks are replicas

of the Hubbard model with the energy shifted by the photon number mΩ, and the

hopping renormalised by J0(ν). Correspondingly, the off-diagonal blocks represent

processes whereby a fermion hops to a neighbouring lattice site and absorbs or emits

a number of driving quanta m′ −m.
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FIG. 2. The singly-occupied subspace of the Floquet quasi-
energy spectrum ✏⌘, computed exactly for L = 6 sites, with
2 up electrons and 2 down electrons. In (a), where ⌦ = 100t,
U = 20t, the quasi-energy spectrum collapses to a single point
at ⌫0 ⇡ 2.4, signalling complete suppression of t̃ relative to
U . In (b), where ⌦ = 6t, and U = 20t, the spectrum does
not collapse to a point, but instead strongly resembles the
spectrum of a t–J Hamiltonian with J > t̃.

III. DRIVING ENHANCED FERMION
PAIRING

Here we consider a one dimensional driven Hubbard
model, and study directly its real-time dynamics when
slowly ramping up the driving amplitude, first at zero
temperature for both infinite and finite systems, and then
at finite temperature for a finite system. Our numer-
ics are based on highly accurate time-dependent DMRG
methods [38–41] as implemented in the Tensor Network
Theory (TNT) Library [42] and are described in more
detail in Appendix C.

A. Zero temperature

We calculate the real-time dynamics for the
translationally-invariant infinite system starting from
the ground state, using a chemical potential µ = �0.2t,
resulting in an approximately quarter-filled system. The
driving amplitude is ramped up with in-gap driving
frequency t < ⌦ < U . We characterise the driving
induced non-equilibrium state | (⌧)i by studying its
density-density correlations

Nij(⌧) = hn̂in̂ji � hn̂iihn̂ji ,

the spin-spin correlations

Sij(⌧) = hŜz
i Ŝz

j i ,

with Ŝz
i = (n̂i," � n̂i,#)/2 , and the nearest-neighbour

singlet-paring correlations

Pij(⌧) = hb̂†
i,i+1b̂j,j+1i .
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FIG. 3. An infinite Hubbard chain with U = 20t, µ = �0.2t
and driving frequency ⌦ = 6t. The driving amplitude is
ramped according to ⌫(⌧) = (⌫(1)/2) [tanh ((⌧ � ⌧0)/⌧r) + 1]
with final driving strength ⌫(1) = 2.2, ramp time ⌧r = 15/t,
and ⌧0 = 25/t. The plots show (a) the density-density struc-
ture factor N(q, ⌧), (b) the spin structure factor S(q, ⌧) and
(c) the singlet pairing structure factor P (q, ⌧) as a function of
quasi-momentum q and time ⌧ . In (a)–(c) we have averaged
over the frequency ⌦ oscillations, e.g. that are visible in the
line-outs shown in Fig. 4(a). Residual low frequency oscilla-
tions in these quantities are due to the finite ramping time
⌧r. In (d) the real-space pairing correlation function Pj,j+� at
various time slices is shown.

Here the operators b̂†
ij (b̂ij), given by

b̂†
ij =

1p
2
(ĉ†

i,"ĉ
†
j,# � ĉ†

i,#ĉ
†
j,") , (10)

create (annihilate) a singlet electron pair at sites i and j,
and h·i = h (⌧) | · | (⌧)i. We mostly concern ourselves
with the corresponding structure factors,

X(q) =
X

k

Xj,j+keiqk, (11)

for the translationally-invariant infinite system, where X
is any of the quantities N , S or P , and q is the dimen-
sionless quasi-momentum.

We plot the density structure factor N(q, ⌧) in
Fig. 3(a). The initial kink at q = 4kF, where kF = n̄⇡/2
is the non-interacting Fermi wave-vector, is suppressed
in favour of peaks at q = ±2kF as the driving increases.
This signifies a doubling of the wavelength of Friedel os-
cillations in the system’s density-density correlations and
is indicative of the formation of bound pairs. We inter-
pret the slope of N(q, ⌧) as q ! 0 as a dynamical version
of the Luttinger parameter K⇢(⌧) [43]. In equilibrium
N(q) ⇡ K⇢q/⇡ [44, 45], and in Fig. 3(a) it is apparent
that the gradient around q = 0 increases at later times

Figure 6.2: The singly-occupied subspace of the Floquet quasi-energy spectrum εη,
computed exactly for L = 6 sites, with 2 “up” fermions and 2 “down” fermions. In
(a), where Ω = 100t, U = 20t, the quasi-energy spectrum collapses to a single point at
ν0 ≈ 2.4, signalling complete suppression of t̃ relative to U . In (b), where Ω = 6t, and
U = 20t, the spectrum does not collapse to a point, but instead strongly resembles
the spectrum of a t–J Hamiltonian with J > t̃.

To compute the quasienergy spectrum, we construct its explicit matrix form, in-

troducing a cutoff −M ≤ m,m′ ≤ +M , and numerically diagonalise it to obtain

the quasienergies εη. We then increase M until the quasienergies around the central

block converge. We focus on the low-energy part of the m = 0 sector which is adia-

batically connected to the singly-occupied sector of the undriven Hubbard model. In

Fig. 6.2(a), we show the quasienergy spectrum for extremely high frequency driving

Ω� U, t. In this regime, the diagonal blocks of ĤQ are very well separated in energy

and therefore decouple. The spectrum is therefore approximately given by a Hubbard

model with t → t̃ = tJ0(ν). The width of the spectrum in Fig. 6.2(a) shrinks with

increasing ν in a manner consistent with this. When the driving strength reaches

ν = ν0, where ν0 is the zero of the Bessel function, the spectrum collapses completely

to a single degenerate point. This indicates that all of the dynamics of the system,

including those induced by the single particle hopping, the superexchange and the

pair-hopping are all frozen. By increasing ν even further, the renormalised hopping

amplitude t̃ becomes negative, and the sprectrum broadens again.

For a more realistic in-gap driving t < Ω < U , which we show in Fig. 6.2(b),
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a qualitatively different result is obtained. The quasienergy spectrum is again sup-

pressed, indicative of a Bessel function renormalisation of t. However, in contrast to

the high-frequency limit, the spectrum does not collapse to a single point, but retains

a finite width proportional to J = 4t2

U
, and is shifted down by approximately J , even

when ν = ν0. This suggests that, rather than being frozen out, the superexchange

processes and pair hopping become the dominant factor governing the dynamics at

strong driving. In the next section, we present a series of MPS calculations which

corroborate this picture for a large one-dimensional system, showing a large, robust

increase in the number of nearest-neighbour singlet pairs, and the formation of long-

range off-diagonal pair order for ν . ν0. We will then use perturbation theory to

derive an effective t–J–α model that accurately describes the properties of the driven

state.

6.2 Driving enhanced fermion pairing

In this section we consider a one-dimensional Hubbard model, and study its dy-

namics when the driving amplitude is increased from zero. We first do this for

zero-temperature systems of both finite and infinite size, before performing finite

temperature calculations for finite-size systems. The numerical methods we employ

are DMRG and TEBD introduced in Chapter 3. We provide further technical details

of these calculations in Appendix D.2.

6.2.1 Zero temperature

We calculate the real-time dynamics for the translationally-invariant infinite system

starting from the ground state, using a chemical potential µ = −0.2t, resulting in an

approximately quarter-filled system. The driving amplitude is ramped up with in-gap

driving frequency t < Ω < U . We characterise the driving induced non-equilibrium

state |ψ(τ)〉 by studying its density-density correlations

Nij(τ) = 〈n̂in̂j〉 − 〈n̂i〉〈n̂j〉 ,

the spin-spin correlations

Sij(τ) = 〈Ŝzi Ŝzj 〉 ,

with Ŝzi = (n̂i,↑ − n̂i,↓)/2 , and the nearest-neighbour singlet-paring correlations

Pij(τ) = 〈b̂†i,i+1b̂j,j+1〉 .
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FIG. 2. The singly-occupied subspace of the Floquet quasi-
energy spectrum ✏⌘, computed exactly for L = 6 sites, with
2 up electrons and 2 down electrons. In (a), where ⌦ = 100t,
U = 20t, the quasi-energy spectrum collapses to a single point
at ⌫0 ⇡ 2.4, signalling complete suppression of t̃ relative to
U . In (b), where ⌦ = 6t, and U = 20t, the spectrum does
not collapse to a point, but instead strongly resembles the
spectrum of a t–J Hamiltonian with J > t̃.

III. DRIVING ENHANCED FERMION
PAIRING

Here we consider a one dimensional driven Hubbard
model, and study directly its real-time dynamics when
slowly ramping up the driving amplitude, first at zero
temperature for both infinite and finite systems, and then
at finite temperature for a finite system. Our numer-
ics are based on highly accurate time-dependent DMRG
methods [38–41] as implemented in the Tensor Network
Theory (TNT) Library [42] and are described in more
detail in Appendix C.

A. Zero temperature

We calculate the real-time dynamics for the
translationally-invariant infinite system starting from
the ground state, using a chemical potential µ = �0.2t,
resulting in an approximately quarter-filled system. The
driving amplitude is ramped up with in-gap driving
frequency t < ⌦ < U . We characterise the driving
induced non-equilibrium state | (⌧)i by studying its
density-density correlations

Nij(⌧) = hn̂in̂ji � hn̂iihn̂ji ,

the spin-spin correlations

Sij(⌧) = hŜz
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j i ,

with Ŝz
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FIG. 3. An infinite Hubbard chain with U = 20t, µ = �0.2t
and driving frequency ⌦ = 6t. The driving amplitude is
ramped according to ⌫(⌧) = (⌫(1)/2) [tanh ((⌧ � ⌧0)/⌧r) + 1]
with final driving strength ⌫(1) = 2.2, ramp time ⌧r = 15/t,
and ⌧0 = 25/t. The plots show (a) the density-density struc-
ture factor N(q, ⌧), (b) the spin structure factor S(q, ⌧) and
(c) the singlet pairing structure factor P (q, ⌧) as a function of
quasi-momentum q and time ⌧ . In (a)–(c) we have averaged
over the frequency ⌦ oscillations, e.g. that are visible in the
line-outs shown in Fig. 4(a). Residual low frequency oscilla-
tions in these quantities are due to the finite ramping time
⌧r. In (d) the real-space pairing correlation function Pj,j+� at
various time slices is shown.
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and h·i = h (⌧) | · | (⌧)i. We mostly concern ourselves
with the corresponding structure factors,

X(q) =
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Xj,j+keiqk, (11)

for the translationally-invariant infinite system, where X
is any of the quantities N , S or P , and q is the dimen-
sionless quasi-momentum.

We plot the density structure factor N(q, ⌧) in
Fig. 3(a). The initial kink at q = 4kF, where kF = n̄⇡/2
is the non-interacting Fermi wave-vector, is suppressed
in favour of peaks at q = ±2kF as the driving increases.
This signifies a doubling of the wavelength of Friedel os-
cillations in the system’s density-density correlations and
is indicative of the formation of bound pairs. We inter-
pret the slope of N(q, ⌧) as q ! 0 as a dynamical version
of the Luttinger parameter K⇢(⌧) [43]. In equilibrium
N(q) ⇡ K⇢q/⇡ [44, 45], and in Fig. 3(a) it is apparent
that the gradient around q = 0 increases at later times
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energy spectrum ✏⌘, computed exactly for L = 6 sites, with
2 up electrons and 2 down electrons. In (a), where ⌦ = 100t,
U = 20t, the quasi-energy spectrum collapses to a single point
at ⌫0 ⇡ 2.4, signalling complete suppression of t̃ relative to
U . In (b), where ⌦ = 6t, and U = 20t, the spectrum does
not collapse to a point, but instead strongly resembles the
spectrum of a t–J Hamiltonian with J > t̃.
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Here we consider a one dimensional driven Hubbard
model, and study directly its real-time dynamics when
slowly ramping up the driving amplitude, first at zero
temperature for both infinite and finite systems, and then
at finite temperature for a finite system. Our numer-
ics are based on highly accurate time-dependent DMRG
methods [38–41] as implemented in the Tensor Network
Theory (TNT) Library [42] and are described in more
detail in Appendix C.

A. Zero temperature

We calculate the real-time dynamics for the
translationally-invariant infinite system starting from
the ground state, using a chemical potential µ = �0.2t,
resulting in an approximately quarter-filled system. The
driving amplitude is ramped up with in-gap driving
frequency t < ⌦ < U . We characterise the driving
induced non-equilibrium state | (⌧)i by studying its
density-density correlations
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FIG. 3. An infinite Hubbard chain with U = 20t, µ = �0.2t
and driving frequency ⌦ = 6t. The driving amplitude is
ramped according to ⌫(⌧) = (⌫(1)/2) [tanh ((⌧ � ⌧0)/⌧r) + 1]
with final driving strength ⌫(1) = 2.2, ramp time ⌧r = 15/t,
and ⌧0 = 25/t. The plots show (a) the density-density struc-
ture factor N(q, ⌧), (b) the spin structure factor S(q, ⌧) and
(c) the singlet pairing structure factor P (q, ⌧) as a function of
quasi-momentum q and time ⌧ . In (a)–(c) we have averaged
over the frequency ⌦ oscillations, e.g. that are visible in the
line-outs shown in Fig. 4(a). Residual low frequency oscilla-
tions in these quantities are due to the finite ramping time
⌧r. In (d) the real-space pairing correlation function Pj,j+� at
various time slices is shown.
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is indicative of the formation of bound pairs. We inter-
pret the slope of N(q, ⌧) as q ! 0 as a dynamical version
of the Luttinger parameter K⇢(⌧) [43]. In equilibrium
N(q) ⇡ K⇢q/⇡ [44, 45], and in Fig. 3(a) it is apparent
that the gradient around q = 0 increases at later times

Figure 6.3: An infinite Hubbard chain with U = 20t, µ = −0.2t, resulting in 〈n̂〉 ≈
1/2, and driving frequency Ω = 6t. The driving amplitude is ramped according to
ν(τ) = (ν(∞)/2) [tanh ((τ − τ0)/τr) + 1] with final driving strength ν(∞) = 2.2, ramp
time τr = 15/t, and τ0 = 25/t. The plots show (a) the density-density structure factor
N(q, τ), (b) the spin structure factor S(q, τ) and (c) the singlet pairing structure
factor P (q, τ) as a function of quasi-momentum q and time τ . In (a)–(c) we have
averaged over the frequency Ω oscillations, e.g. that are visible in the line-outs shown
in Fig. 6.4(a). Residual low frequency oscillations in these quantities are due to the
finite ramping time τr. In (d) the real-space pairing correlation function Pj,j+δ at
various time slices is shown.
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Here the operators b̂†ij (b̂ij), given by

b̂†ij =
1√
2

(ĉ†i,↑ĉ
†
j,↓ − ĉ†i,↓ĉ†j,↑) , (6.9)

create (annihilate) a singlet electron pair at sites i and j, and 〈·〉 = 〈ψ(τ) | · |ψ(τ)〉.
We mostly concern ourselves with the corresponding structure factors,

X(q) =
∑

k

Xj,j+ke
iqk, (6.10)

for the translationally-invariant infinite system, where X is any of the quantities N ,

S or P , and q is the dimensionless quasi-momentum.

The density structure factor N(q, τ) is plotted in Fig. 6.3(a). The initial kink at

q = 4kF, where kF = n̄π/2 is the non-interacting Fermi wave-vector, is suppressed in

favour of peaks at q = ±2kF as the driving increases. This indicates a doubling of the

wavelength of Friedel oscillations in the system’s density-density correlations. This

in turn suggests that the effective number of particles has halved, i.e. the fermions

have formed composite bound pairs. We examine the gradient of N(q, τ) as q → 0,

and interpret this as a time-dependent Luttinger parameter Kρ(τ) [126]. Recall that

in equilibrium [127, 76]

N(q) ≈ Kρq

π
. (6.11)

In Fig. 6.3(a), it is clear that the gradient about q = 0 increases as the driving is

ramped corresponding to an increase in Kρ(τ). At large enough driving strengths,

Kρ(τ) > 1, indicating the formation of an attractive Luttinger liquid.

Further information about the nature of pairs in the system is obtained via the

spin sturcture factor, which we show in Fig. 6.3(b). Just as we saw in the t–J–α

model studied in Chapter 4, the undriven model has sharp peaks at 2kF, indicating

an incommensurate antiferromagnetic order. When the drive is switched on, these

peaks are suppressed and are replaced by a broad peak at q = π. This broad peak

indicates short-ranged commensurate antiferromagnetic order, with a form similar to

n̄(1− cos q) expected for a gas of free nearest-neighbour singlet pairs [191].

The most direct signature of pairing is seen in the singlet structure factor, which we

plot in Fig. 6.3(c). As we discussed in Chapter 4, this corresponds to the momentum

distribution of the singlet pairs in the system. In the undriven system there is a

broad peak about q = 0, which becomes sharpened by the driving ramp, and its

height is increased approximately threefold. This suggests the formation of a quasi-

condensate of singlet pairs, consistent with Kρ > 1. The q = 0 component of the
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singlet structure factor incorporates contributions from both long-range and short-

range correlations. To separate these contributions, we plot the real-space singlet

correlations in Fig. 6.3(d). The undriven system consists of oscillatory, algebraically

decaying correlations. Initially, these oscillations are suppressed by the drive, and

are followed by an enhancement of the correlations, which spread through the system

at a rate of approximately t/4 ∼ J , which is consistent with an unsuppressed pair-

hopping αJ [192]. We find that the pairing enhancement reaches a range of 20− 30

sites on the timescales considered. It is therefore expected that a finite system of a

few tens of sites will adequately capture the physics of the driven system. We confirm

this explicitly in Appendix D.2, where we compare the results of finite TEBD and

iTEBD, finding a negligible difference between the two.

We now turn our attention to the important question of the robustness of the

singlet pair enhancement to changes in the driving parameters. In Fig. 6.4(a) we plot

the height of the singlet structure factor peak P (q = 0, τ) at various driving strengths

ν. The peak oscillates with frequency Ω about its mean which is greatly enhanced

with increasing driving strength provided ν < ν0, i.e. so long as we don’t drive

through the zero of the Bessel function. Correspondingly, the Luttinger parameter

Kρ(τ) is shown in Fig. 6.4(b) increases with the driving strength, and exceeds 1 for

sufficiently strong driving, again indicating the transition to an attractive Luttinger

liquid state.

We show the dependence of the peak height P (q = 0, τ) in Fig. 6.4(c). The slower

the driving ramp, the greater the pairing enhancement. We expect that when the

timescale is sufficiently slow, the ground state of the undriven system is adiabatically

transferred to the ground state of an effective Floquet Hamiltonian with enhanced

pairing. Specifically, the time-derivative of the driving amplitude, ν̇ ∼ ν(∞)/τr

should be smaller than ∼ J , the size of the energy gap to pair formation. This

is clearly not satisfied for the fastest ramps in Fig. 6.4(c), however we still obtain

a moderate pairing enhancement at these ramp speeds which is sustained for long

times. For the slowest ramps, the peak height begins to saturate, suggesting that the

adiabatic limit has been reached.

Finally, in Fig. 6.4(d) we demonstrate the robustness of the pairing effect to dif-

ferent driving frequencies Ω. We note that a number of resonances are seen where

no singlet-pairing enhancement is observed. These resonances originate from cross-

ings in the quasi-energy spectrum when the ramp is traversed. Since the quasienergy

spectrum is periodic and Ω < U , high energy states are folded down into the first

Brillouin sone −Ω/2 < U−mΩ < Ω/2, as we show in Fig. 6.5 for a small system. For
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exceeds 1 signifying the formation of an attractive Lut-
tinger liquid.

The spin structure factor, shown in Fig. ??(b), begins
with sharp peaks at 2kF, indicating that the Hubbard
ground state has a tendency towards antiferromagnetic
order. At quarter-filling, this order is incommensurate
with the lattice period. In the presence of periodic driv-
ing the initial peaks are suppressed and instead a peak at
q = ⇡ forms, consistent with the formation of islands of
commensurate antiferromagnetic order. The broadness
of this emerging peak shows that the underlying order is
not quasi-long-ranged yet. Indeed, its form is similar to
S(q) = n̄(1 � cos q) expected for a gas of free nearest-
neighbour singlet pairs [? ].

We obtain the most direct evidence of pairing via
the singlet structure factor, and in particular its uni-
form P (q = 0, ⌧) component which contains contribu-
tions from both long-range and short-range correlations.
In Fig. ??(c) a broad peak about q = 0 is seen initially,
which under driving eventually increases in magnitude
by a factor of more than three, and sharpens. This is
consistent with K⇢(⌧) > 1 and suggests that the driving
has formed a quasi-condensate of singlet pairs in mo-
mentum space. To isolate the long-range contribution to
P (q = 0, ⌧) we examine the real-space singlet correlations
in Fig. ??(d). These correlations confirm a suppression of
2kF modulations at short times, followed by a significant
enhancement of the pairing correlations. They are found
to spread through the system at a rate of approximately
t/4 ⇠ J , consistent with a pair-hopping ↵J as shown in
Fig. ?? [? ]. We observe that the enhancement reaches
a range of approximately 20 � 30 sites on the timescales
considered.

In Fig. ?? we demonstrate the robustness of the pair-
ing dynamics for di↵erent driving parameters. As shown
in Fig. ??(a) the magnitude of P (q = 0, ⌧) oscillates
with frequency ⌦ about a mean value which is greatly
enhanced with increasing driving strength ⌫ as long as
⌫ < ⌫0. The dynamical Luttinger parameter displayed in
Fig. ??(b) increases with driving and exceeds unity for
su�ciently strong driving. This suggests the onset of at-
tractive interactions within the system. However, for the
largest final driving strengths ⌫(1) ⇡ ⌫0, where the tun-
neling is suppressed most strongly, P (q = 0, ⌧) reaches a
maximum height at intermediate times and then reduces.
This behaviour is indicative of the pair state being un-
stable to decay towards a resonating valence bond (RVB)
type state as we will discuss in detail in the next section.

The dependence of P (q = 0, ⌧) on the ramping time
⌧r is shown in Fig. ??(c). Roughly speaking the ramp
is expected to cross over to adiabatic when the time-
derivative of its amplitude ⌫̇ ⇡ ⌫(1)/⌧r ⇡ J , i.e. when
it is su�ciently smaller than the dominant energy scale
of the final Hamiltonian. This is not satisfied for the
fastest ramps shown in Fig. ??(c), yet within their ramp-
ing profile a moderate enhancement of the pairing is still
induced and is sustained for longer times. For the slow-
est ramps considered the increases in the enhancement
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FIG. 4. (a) The height of the singlet structure factor peak
P (q = 0, ⌧) at various final driving strengths. The instanta-
neous value is indicated by a dotted line, while the moving
time average is denoted by a solid line. (b) The dynami-
cal Luttinger parameter K⇢(⌧) extracted from the slope of
N(q, ⌧) at q ! 0. (c) The peak of the singlet structure factor
P (q = 0, ⌧) for various ramp times. (d) The final height of
the singlet structure factor averaged from ⌧ = 60/t to 80/t,
P̄ (q = 0) as a function of the driving frequency ⌦. The solid
blue line is drawn to guide the eye. Arrows mark frequencies
⌦ = 6t and ⌦ = 7t. All parameters not explicitly given in the
plots are the same as in Fig. ??.

begin to saturate, suggesting they are close to adiabatic
for this system.

In Fig. ??(d) we show the final pairing enhancement as
a function of driving frequency. A number of resonance
dips are seen where no singlet-pairing enhancement is ob-
served. The origin of these is traced back to level cross-
ings in the Floquet quasi-energy spectrum as the ramp
is traversed, which is discussed in more detail in Ap-
pendix ??. In short, at these frequencies m > 0 Floquet
replicas of the upper Hubbard band, composed of states
containing high-energy doubly occupied configurations,
cross the m = 0 lower Hubbard band, composed of states
with predominantly singly-occupied configurations. As a
result, the driving induces resonant transitions between
these states and m⌦ of energy is absorbed, causing the
system to heat up. However, away from these resonances
the substantial enhancement reported for ⌦ = 6t is ob-
served over a wide range of frequencies ⌦ < U .

Given the relatively slow speed of the spread of pairing
correlations shown in Fig. ??(a), we expect that a finite
system of a few 10’s of sites will adequately capture the
physics of the driven system, particularly for finite tem-
perature systems where the range of correlations is sup-
pressed by thermal fluctuations. Indeed, in Appendix ??
we directly compare infinite and finite time-dependent

Figure 6.4: (a) The height of the singlet structure factor peak P (q = 0, τ) at various
final driving strengths. The instantaneous value is indicated by a dotted line, while
the moving time average is denoted by a solid line. (b) The dynamical Luttinger
parameter Kρ(τ) extracted from the slope of N(q, τ) at q → 0. (c) The peak of the
singlet structure factor P (q = 0, τ) for various ramp times. (d) The final height of
the singlet structure factor averaged from τ = 60/t to 80/t, P̄ (q = 0) as a function of
the driving frequency Ω. The solid blue line is drawn to guide the eye. Arrows mark
frequencies Ω = 6t and Ω = 7t. All parameters not explicitly given in the plots are
the same as in Fig. 6.3.

122



10

FIG. 8. The coe�cient ⇣0 with unequal a and b driving
strengths as a function of ⌫a and ��. The dotted line marks
the contour ⇣0 = 0, where single particle hopping is sup-
pressed to 0.

the special case used in the main text, Va = Vb = V and
�� = ⇡/2, this reduces ⇣m0�m in Eq. (A6) to that given
in Eq. (9). However, note that Eq. (A6) displays suppres-
sion of the hopping for a much wider range of driving pa-
rameters than this special case. As an example, in Fig. 8
we take ⌫a = Va/⌦ = 2⌫b and plot ⇣0, the hopping sup-
pression factor in the limit U ! 1, ⌦ ! 1, U/⌦ < 1.
This shows that the hopping can still be suppressed to
zero even in the case where ⌫a 6= ⌫b and �� 6= ⇡/2.

Appendix B: Crossings in the Floquet Spectrum

As seen in Fig. 4(d), there are several resonance fre-
quencies at which pairing (and indeed all corrrelations)
are destroyed rather than enhanced by the driving. This
can be understood by looking at the Floquet quasi-energy
spectrum. Since the spectrum is periodic high energy
states in the upper Hubbard band are folded down into
the first Brillouin zone �⌦/2 < U � m⌦ < ⌦/2, as
shown in Fig. 9 for a small system. For ⌦ = 6t folded
upper Hubbard band states do not intersect the lower
Hubbard band portion of the spectrum, and so a su�-
ciently slow ramp will adiabatically follow the Floquet
state connected to the undriven ground state. However,
for the ⌦ = 7t case, there is a level-crossing between
these bands. Similar crossings are found for the other
resonance frequencies in Fig. 4(d). By driving through
these crossings strong excitation of states in the upper
Hubband band are expected that e↵ectively heat up the
system and destroy correlations. Indeed for the larger
system this is what is shown in Fig. 7(b) where driving
at ⌦ = 7t is found to result in 10 times larger increase in
the average density of double occupancies than driving
at ⌦ = 6t. The smallness of the latter case supports our
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FIG. 9. The Floquet spectrum ✏⌘ for an L = 6 site system
with U = 20t, �� = ⇡. The doubly-occupied levels are drawn
in red, the singly-occupied are drawn in blue. In (a), ⌦ = 6t,
and there are no crossings between singly and doubly-occuped
states. In (b), ⌦ = 7t and, we observe a crossing between the
upper and lower Hubbard bands. The two frequencies shown
here correspond to the arrows drawn in Fig. 4(d).

interpretation of the driven system with an e↵ective t–J
model.

Appendix C: Details on numerical calculations

For the zero temperature calculations, we computed
the ground state of the Hubbard system using the infi-
nite time-evolving block decimation (iTEBD) to evolve
an initial translationally-invariant infinite matrix prod-
uct state (iMPS) in imaginary time until a convergence in
the singular values is reached [41]. Using a fourth-order
Suzuki-Trotter decomposition, and successively refining
the timestep to systematically eliminate the Trotter error
and bring the final state into canonical form, we obtain
an iMPS with a bond dimension of � = 200. We subse-
quently evolve this iMPS using iTEBD, and compute the
expectation values given in Sec. IIIA.

To accurately capture the driven state our iTEBD cal-
culations were performed with iMPS bond dimensions up
to � = 400 and a driving frequency dependent timestep
�⌧ = 2⇡/(50⌦). To resolve the fast oscillations in
the correlation functions, they were sampled every 10
timesteps. The correlations were robust to moderate
changes in � and �⌧ , and the cumulative truncation er-
ror during the time-evolution remained small.

In Fig. 10, we show the spin and singlet structure fac-
tors for the driven system for finite size (L = 40) calcula-
tion, with the filling n = 1/2, fixed using a U(1) symmet-
ric MPS. We compare this to the results obtained for the
infinite system using iTEBD results computed without
symmetries, and a chemical potential µ = �0.2t result.

Figure 6.5: The Floquet spectrum εη for an L = 6 site system with U = 20t, ∆φ = π.
The doubly-occupied levels are drawn in red, the singly-occupied are drawn in blue. In
(a), Ω = 6t, and there are no crossings between singly and doubly-occuped states. In
(b), Ω = 7t and, we observe a crossing between the upper and lower Hubbard bands.
The two frequencies shown here correspond to the arrows drawn in Fig. 6.4(d).

Ω = 6t, the high-energy states which have been folded down into the first Brillouin

zone (marked in red) do not intersect the part of the spectrum associated with singly-

occupied states (marked in blue), and therefore a sufficiently slow driving ramp will

adiabatically follow the Floquet state connected to the undriven ground state. By

contrast, in Fig. 6.5(b), where Ω = 7, we do have a crossing, and so when the driving

is ramped, a strong excitation of doubly-occupied states is expected. We discuss this

further in Sec. 6.3.3. However, importantly, away from these resonances, a substan-

tial enhancement of the singlet structure factor peak is observed over a wide range of

frequencies Ω < U .

6.2.2 Finite temperature

While ultracold atom systems can be prepared in very low-temperature states which

are quite close to the ground state, it is still extremely challenging to cool Fermionic

systems to temperatures T < t2/U required to probe the superexchange physics [193,

23, 194]. Similarly, real materials are typically in (somtimes rather high temperature)

thermal states. The relevance of our results in the previous section to experiments

therefore hinge on whether the mechanism survives at finite temperatures. To answer

this question, we use the finite temperature TEBD algorithm discussed in Sec. 3.11.
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FIG. 5. (a) The singlet structure factor P (q, ⌧) with an ini-
tial temperature �0 = 5/t. As in Fig. 3, we have averaged
over the frequency ⌦ oscillations. (b) The height of the peak
P (q = 0, ⌧), for several initial temperatures �0. The dotted
line shows the instantaneous value, while the solid line shows
the moving time average. These results were computed for
L = 24 sites. All other parameters not explicitly given in the
plots are the same as in Fig. 3.

ble di↵erence between the structure factors of the infinite
and finite systems.

B. Finite temperature

The relevance of our observations at zero temperature
to real materials hinges on whether this e↵ect survives
at finite temperatures. To answer this, we use the fi-
nite temperature extension to time-dependent DMRG
[48, 49]. We then compute the coherent evolution with

periodic driving via Ĥ(⌧) for an initial thermal state of

Ĥhub at inverse temperature �0. For concreteness, we
restrict our considerations here to a finite system of L
sites.

Figure 5(a) shows that enhanced pairing persists at fi-
nite temperature, albeit with a peak of reduced height
and broadened width compared to the zero temperature
case. In Fig. 5(b), we show the singlet structure factor
P (q = 0, ⌧) as a function of time for various initial values
of �0. Perhaps counterintuitively, the driven state consis-
tently exhibits enhanced singlet pairing correlations even
when the initial temperature 1/�0 ⇠ t � J far exceeds
the pair binding energy. In the next section we will intro-
duce an e↵ective time-independent model to qualitatively
capture all the physics underlying the numerical results
discussed so far. In the context of this e↵ective model
the thermal enhancement can be viewed as a many-body
version of adiabatic cooling.

The reason for this is already apparent from Fig. 2(b).
As the driving amplitude ⌫ approaches ⌫0, the bandwidth
of the quasi-energy spectrum in the m = 0 Floquet sector
is squashed. This is described by changes in the e↵ective
model’s parameters with ⌫, and from Fig. 4(c) we saw
that for su�ciently slow ramping, ⌫̇ ⌧ J , this change
will be adiabatic. Consequently, the driving substantially
reduces the energy gaps between the many-body eigen-
states of this model while keeping their thermal popu-

lations unchanged. Therefore the driven state remains
approximately thermal, but at a significantly lower tem-
perature. A similar e↵ect is used in cold-atom systems,
where an adiabatic increase of the lattice depth results
in a lowering of the temperature [50]. Indeed it has been
shown that even for instantaneous quenches, one can ob-
tain cooling in a wide variety of physical systems [51].

IV. EFFECTIVE t–J MODEL

The numerical results presented in the previous section
indicate that super-exchange interaction J and pair hop-
ping ↵J , as in Fig. 1, play a significant role in the driven
dynamics when t < ⌦ < U . Moreover, from our calcu-
lations we find (see Fig. 7(b)) that the negligible double
occupation in the initial state remains small in the driven
state, once ⌦ does not coincide with any resonance. This
suggests that an e↵ective t–J model may represent an ad-
equate foundation for a Floquet analysis in this driving
regime [52]. The t–J model arises from Ĥhub by pertur-
batively projecting double occupancies out via the stan-
dard approach [53] to yield

ĤtJ↵= P0

h
Ĥhop + Ĥex + Ĥpair

i
P0, (12)

with super-exchange and pair hopping contributions

Ĥex = �J
X

hiji
b̂†
ij b̂ij , (13)

Ĥpair = �↵J

i 6=kX

hijki

⇣
b̂†
ij b̂jk + H.c.

⌘
. (14)

Here, the operator P0 =
QL

j=1(1� n̂j,"n̂j,#) projects onto
the subspace of Fock states without any double occu-
pancies. The bracket hijki denotes sums over nearest
neighbour sites, not double-counting bonds. The two-site
super-exchange Ĥex term binds nearest-neighbour singlet
pairs together with an energy J . Correspondingly, the
three-site pair hopping term Ĥpair describes the motion
of these pairs without breaking their bond.

In equilibrium the parameters of the t–J model
Hamiltonian ĤtJ↵ relate to the original Hubbard model
through J = 4t2/U and ↵ = 1/2. The validity of the t–J
model relies on the strongly interacting limit t ⌧ U , and
thus mandates J ⌧ t. We now proceed with a Floquet
analysis of the driven t–J Hamiltonian defined as

Ĥ 0(⌧) = ĤtJ↵ + P0Ĥdrive(⌧)P0, (15)

identical to that described in Sec. II A. Removing U as an
explicit energy scale allows us to examine the behaviour
with ⌦ as the largest energy scale of the resulting model,
while continually assuming in-gap driving ⌦ < U . This
approach will provide us with a simple, intuitive picture
of the physics for in-gap driving. A more detailed de-
scription, handling the interplay between finite U and ⌦
in perturbation theory, is contained in the Appendix E.

Figure 6.6: (a) The singlet structure factor P (q, τ) with an initial temperature β0 =
5/t. As in Fig. 6.3, we have averaged over the frequency Ω oscillations. (b) The
height of the peak P (q = 0, τ), for several initial temperatures β0. The dotted line
shows the instantaneous value, while the solid line shows the moving time average.
These results were computed for L = 24 sites. All other parameters not explicitly
given in the plots are the same as in Fig. 6.3.

We first use imaginary time TEBD to compute thermal states of the Hubbard model

at various initial inverse temperatures β0. We then unitarily evolve this thermal state

under the driven Hubbard Hamiltonian Ĥ(τ) as in the previous section. Here we

restrict our considerations to a finite system of L = 24 sites.

Figure 6.6(a) demonstrates that the singlet pairing enhancement persists even at

finite temperature, although the peak is broadened and has a reduced height compared

to the zero temperature cases. In 6.6(b), we again show the height of the singlet

structure factor P (q = 0, τ), this time at various initial temperatures β0. We find that

the driven state consistently exhibits an increase in pairing even when the temperature

is much greater the pair binding energy, i.e. 1/β0 ∼ t � J . It may be surprising

that driving can induce pairs to form even in such a hot system. In the next section,

we will perturbatively derive the effective Floquet Hamiltonian for the system which

captures the physics of the driven system. In view of this, the thermal pairing increase

can be seen as many-body adiabatic cooling.

In fact, this can already be seen from the quasienergy spectrum in Fig. 6.2(b).

As the driving amplitude ν approaches ν0, the bandwidth of the quasi-energy spec-

trum in the m = 0 Floquet sector is greatly reduced. In Fig. 6.4(c), we saw that

sufficiently slow driving ramps lead to an approximately adiabatic modification of

the spectrum. As a result, the driving reduces the gaps between the many-body
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eigenstates of the model while keeping their thermal populations approximately un-

changed. To concretely illustrate the effect this has, we consider a toy example of

a harmonic oscillator with Hamiltonian Ĥosc. The oscillator has frequency ω, and

eigenstates

Ĥosc |n〉 = ω(n+ 1/2) |n〉 .

The thermal density matrix of the oscillator is then

ρ̂(β0) =
1

Z

∑

n

e−β0ω(n+1/2) |n〉 〈n | , (6.12)

where Z = 1/ cosh(β0ω/2). If we adiabatically change the frequency ω → ω′ < ω,

then the eigenstates will be modified |n〉 → |n′〉, but the thermal populations will

remain unchanged, i.e.

ρ̂′ =
1

Z

∑

n′

e−β0ω(n′+1/2) |n′〉 〈n′ | . (6.13)

rewriting these populations in terms of the new system parameters, we find

ρ̂′ =
1

Z

∑

n′

e−(β0ω/ω′)ω′(n′+1/2) |n′〉 〈n′ | ≡ 1

Z

∑

n′

e−(βeff)ω′(n′+1/2) |n′〉 . (6.14)

In other words, with respect to the new Hamiltonian, the density matrix looks ther-

mal, but with a temperature which has been reduced by a factor ω′/ω. In the case

of our driven Hubbard model, the resulting distribution will not be exactly thermal,

since the spectrum is not equally spaced as the harmonic oscillator is. Nevertheless,

we expect its properties to be approximately captured by a thermal state with an ef-

fective temperature substantially lower than its starting temperature, as we will show

further in Sec. 6.3. A similar effect is used in cold-atom systems, where an adiabatic

increase of the lattice depth results in a lowering of the temperature [195]. Indeed

it has been shown that even for instantaneous quenches, one can obtain cooling in a

wide variety of physical systems [196].

6.3 Effective t–J model

The numerical results we have presented in the previous section, which bear a strong

resemblance to the equilibrium t–J–α model properties we discussed in Chapter 4,

indicate that superexchange and pair-hopping are central in describing the in-gap

driven system. Moreover, as we will see in Fig. 6.9(b), negligible double-occupation

in the undriven system remains small when the driving is ramped up, provided that

125



Ω does not coincide with a crossing in the quasienergy spectrum. This suggests that

a t–J–α model may provide a sufficient description of the driven states in this driving

regime [197].

6.3.1 Floquet analysis

As we demonstrated in Sec. 2.3, the t–J–α model emerges from ĤHub by starting with

the degenerate manifold of states containing zero doublons, and applying the kinetic

energy as a perturbative correction [38]. Here we generalise this approach to also

include different Floquet sectors labelled by the photon number m and perturbatively

block-diagonalise the quasienergy matrix, as we did in Sec. 5.2. Recall that the full

quasienergy operator has the block structure

ĤQ = −t
∑

m,m′

∑

[j,k],σ

ζj,m−m′ ĉ
†
j,σ ĉk,σ⊗|m〉 〈m′ |+

∑

m

(
Ĥint + 1mΩ

)
⊗|m〉 〈m | . (6.15)

Here we take the unperturbed Hamiltonian Ĥ(0) to be

Ĥ(0) =
∑

m

(
Ĥint + 1mΩ

)
⊗ |m〉 〈m | . (6.16)

Which is trivially diagonalised by the Floquet-Fock states

Ĥ(0)|{nj,σ},m〉〉 = (ndU +mΩ)|{nj,σ},m〉〉 ≡ End,m, (6.17)

where nd is the number of doublons in the configuration {nj,σ}, and m is again the

photon number. These states are highly degenerate, as in the undriven Hubbard

model. We define the projectors onto these degenerate manifolds in H⊗ T as

Pnd,m = Pnd ⊗ |m〉 〈m | , (6.18)

where Pnd is the projector onto the sector of H with nd doublons, and |m〉 is the

state in T with photon number m. We now add the kinetic energy part

Ĥ(1) = −t
∑

m,m′

∑

[j,k],σ

ζj,m−m′ ĉ
†
j,σ ĉk,σ ⊗ |m〉 〈m′ | ≡ −tT̂ , (6.19)

with t � U,Ω as a perturbation to Ĥ0. We are interested in the part of the system

which is adiabatically connected to the nd = 0, m = 0 manifold. Therefore, the

effective Hamiltonian is given by

Ĥeff ≈ Ĥ
(1)
eff + Ĥ

(2)
eff , (6.20)
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Figure 6.7: A schematic depiction of the processes in Ĥ
(2)
eff with Ω < U . We show

the central m = 0 block along with the adjacent m = ±1 Floquet replicas. Processes
which virtually create and destroy doublons are shown with dotted red arrows, and
processes which do not create doublons are represented by blue dotted arrows.

where

Ĥ
(1)
eff = −tP0,0T̂P0,0,

Ĥ
(2)
eff = −t2

∑

nd>0

∑

m

P0,0T̂Pnd,mT̂P0,0

ndU +mΩ
− t2

∑

m 6=0

P0,0T̂P0,mT̂P0,0

mΩ
. (6.21)

The projectors in Ĥ
(1)
eff simply select the | 0〉 〈0 | component of the perturbing hopping

operator and project out any double-occupations it might create. Specifically,

Ĥ
(1)
eff = −tP0,0

∑

m,m′

∑

[ij],σ

ζj,m−m′ ĉ
†
j,σ ĉi,σ ⊗ |m〉 〈m′ |P0,0

= P0


−tJ0(ν)

∑

[ij],σ

ĉ†j,σ ĉi,σ


P0 ⊗ | 0〉 〈0 | , (6.22)

where in the last line we have used that ζj,0 = (sj)
0J0(ν), which is independent of

j. We therefore recover the single-particle hopping suppression from Sec. 5.2.1, but

with the additional constraint that the hopping cannot create doublons due to the

large on-site repulsion.

We now focus on the second-order correction, Ĥ
(2)
eff . In Eq. (6.21), we have sep-

arated the sum over all of the (nd,m) 6= (0, 0), manifolds into two terms, depicted

schematically in Fig. 6.7. The first term sums over all processes which (virtually)

create a nonzero number of doublons, depicted by the red dotted arrows in Fig. 6.7.

The second term sum over all processes which create no doublons, but which (virtu-

ally) emit or absorb a nonzero number of photons, depicted by the blue arrows. We
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first focus on the second term in Eq. (6.21), i.e. the zero-doublon contribution.

Ĥp = −t2
∑

m 6=0

P0,0T̂P0,mT̂P00

mΩ
. (6.23)

Substituting the definition of T̂ from Eq. (6.19), and using the photonic part of the

projectors P0,m and P0,0, we obtain

Ĥp = −t
2

Ω
P0

∑

m6=0

1

m


∑

[k,l]b

ζl,−mĉ
†
l,bĉk,b


P0


∑

[j,k]a

ζj,mĉ
†
j,aĉi,a


P0 ⊗ | 0〉 〈0 | . (6.24)

This Hamiltonian describes processes whereby a fermion hops from site i to site

j, absorbs/emits a quantum of energy Ω, and then a fermion (which may be the

same fermion) hops from site k to site l and emits/absorbs another photon. This

therefore constitutes effectively an infinitely long-range interaction. Note that due to

the projectors, none of these hopping processes can create doublons, even virtually.

Some simplifications will reveal that the +m and −m contributions exactly cancel,

and so the long-range interaction does not feature in the effective Hamiltonian. Let

us rewrite the sum

Ĥp = −t
2

Ω
P0

∑

m>0

[
1

m


∑

[k,l]b

ζl,−mĉ
†
l,bĉk,b


P0


∑

[j,k]a

ζj,mĉ
†
j,aĉi,a




− 1

m


∑

[k,l]b

ζl,mĉ
†
l,bĉk,b


P0


∑

[j,k]a

ζj,−mĉ
†
j,aĉi,a



]
P0 ⊗ | 0〉 〈0 | .(6.25)

We see that the two terms are identical except that the signs of the second subscript

in ζl,m have been flipped. Using the definition of ζl,m, we see

ζj,−m = (sj)
−mJ−m(ν)

= (−1)m(sj)
mJm(ν)

= (−1)mζl,m, (6.26)

where we have used that sj = ±1, and so (sj)
−m = (sj)

m. We have also used the

identity Jm(ν) = (−1)mJ (ν). Each of the two hopping process in the second term

acquires a factor (−1)m relative to the first term. The two terms are therefore identical

and so exactly cancel, i.e.

Ĥp = 0. (6.27)

We note that interestingly, the fact that this effective long-range interaction is 0 is

due to the fact that our driving is classical. Were the driving field quantized, then the
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number of photon sectors would be bounded from below, and so there would not be

a contribution photon sector −m to cancel contribution from sector +m. Moreover,

as we saw in Sec. 5.1.2, the matter-photon coupling matrix elements would scale with
√
m rather than being constant as in the classical case, and so there will be nonzero

contributions for all but the largest photon numbers. In fact, in recent work we

considered a Hubbard model coupled to an empty photonic cavity [198]. We indeed

found that the quantised light field led to a nonzero long-range interaction of the form

Eq. (6.24).

We simplify the second term in Eq. (6.20) by first taking into account of the

projectors onto different photon number sectors, considering the product

P0,0T̂Pnd,mT̂P0,0 = P0,0


∑

p,p′

∑

[k,l],σ

ζl,p−p′ ĉ
†
l,σ ĉk,σ ⊗ | p〉 〈p′ |


Pnd,m

×


∑

q,q′

∑

[i,j],σ

ζj,q−q′ ĉ
†
j,σ ĉi,σ ⊗ | q〉 〈q′ |


P0,0

= P0


∑

[k,l],σ

ζl,−mĉ
†
l,σ ĉk,σ ⊗ | 0〉 〈m |


Pnd

×


∑

[i,j],σ

ζj,mĉ
†
j,σ ĉi,σ ⊗ |m〉 〈0 |


P0

= P0


∑

[k,l],σ

ζl,−mĉ
†
l,σ ĉk,σ


Pnd


∑

[i,j],σ

ζj,mĉ
†
j,σ ĉi,σ


P0 ⊗ | 0〉 〈0 | .

(6.28)

The part of this operator which acts on H is now almost identical to Eq. (2.29). We

can therefore use the same arguments to simplify this expression to

P0,0T̂Pnd,mT̂P0,0 = P0


 ∑

[i,j,k],σ

ζk,−mζj,mĉ
†
k,σ ĉj,σn̂j,↑n̂j,↓ĉ

†
j,σ ĉi,σ


 δnd,1P0 ⊗ | 0〉 〈0 | ,

(6.29)

where again i and k are both sites which are connected to j by single particle hopping

processes. We must therefore have that k and j are on different sublattices, and so
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sj = −sk. Hence,

ζk,−mζj,m = (sj)
−mJ−m(ν) (−sj)mJm(ν)

= (−1)mJ−m(ν)Jm(ν)

= (Jm(ν))2 , (6.30)

where in the last line we have used the identity (−1)mJ−m(ν) = Jm(ν). Substituting

this, and Eq. (6.30) into Ĥ
(2)
eff , we obtain

Ĥ
(2)
eff = P0


−t2

∑

nd>0

∑

m

J 2
m(ν)

∑

[i,j,k],σ

(
ĉ†k,σ ĉj,σn̂j,↑n̂j,↓ĉ

†
j,σ ĉi,σ

)
δnd,1

ndU +mΩ


P0 ⊗ | 0〉 〈0 |

= P0


− t

2

U

∑

m6=0

( J 2
m(ν)

1 +mΩ/U

) ∑

[i,j,k],σ

ĉ†k,σ ĉj,σn̂j,↑n̂j,↓ĉ
†
j,σ ĉi,σ


P0 ⊗ | 0〉 〈0 | ,

(6.31)

which, as we showed in Sec. 2.3, can be rewritten as

Ĥ
(2)
eff = P0


−J̃

∑

〈ij〉
b̂†i,j b̂i,j −

J̃

2

∑

〈i,j,k〉

(
b̂†i,j b̂

†
j,k + H.c.

)

P0, (6.32)

where we have dropped the explicit projection onto the zero-photon subspace | 0〉 〈0 |,
and defined a renormalised superexchange interaction

J̃ =
4t2

U

∑

m6=0

( J 2
m(ν)

1 +mΩ/U

)
. (6.33)

Putting this all together, we obtain the effective t–J–α Hamiltonian,

Ĥeff = P0

[
− t̃
∑

〈ij〉σ
(ĉ†i,σ ĉj,σ + H.c.)− J̃

∑

〈ij〉
b̂†ij b̂ij

− J̃
2

∑

〈ijk〉

(
b̂†ij b̂jk + H.c.

)]
P0. (6.34)

with the renormalised paramters

t̃ = tJ0(ν), and J̃ =
4t2

U

∑

m

( J 2
m(ν)

1 +mΩ/U

)
. (6.35)

We now inspect J̃ in two limits. First, Ω � U � 1. In this limit, only the m = 0

term contributes to the renormalised superexchange, and so

J̃ → 4(tJ0(ν))2

U
. (6.36)
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In other words, in the large-Ω limit, we obtain a Hubbard model with a suppressed

hopping tJ (ν), and U unchanged. Then since U � t, in the zero-doublon manifold

we obtain an effective t–J–α model where both t and J are suppressed, consistent

with the quasienergy spectrum Fig. 6.2(a). The opposite limit, U � Ω, requires

more careful consideration. When m� Ω/U , we can neglect the second term in the

denominator. When m & Ω/U , we can no longer do this. However, Jm(ν) decays

extremely rapidly with m for ν < ν0, and so these terms do not contribute to the sum

anwyay. We can therefore write

J̃ → 4t2

U

∑

m

J 2
m(ν)

≈ 4t2

U
= J. (6.37)

In other words, in the limit t � Ω � U , the dynamics of the driven system are

described by a t–J–α model where t → t̃ is suppressed, but J is approximately

unchanged, and α remains α = 1/2. Moreover, the Floquet analysis has revealed why

J is unchanged. In this regime, the superexchange has two contributions,

J̃ = J̃kin + J̃light, (6.38)

where

J̃kin =
4(tJ0(ν))2

U
. (6.39)

That is, because the single-particle hopping is suppressed by the drive, the superex-

change, induced by the single-particle hopping is also suppressed. However, this sup-

pression is compensated for by additional photon-assisted superexchange processes

J̃light =
4t2

U

∑

m6=0

Jm(ν)

1 +mΩ/U
, (6.40)

so that the superexchange remains approximately unchanged. Therefore, by driving,

we can make the superexchange and pair hopping dominant.

Before continuing, we note that our degenerate perturbation theory breaks down if

the model is resonantly driven, i.e. mΩ = U . The resonantly driven case was discussed

in [197], where it was shown that resonant driving leads to a Floquet Hamiltonian

where doublons are coherently created and destroyed by the absorption and emission

of driving quanta.
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7

of the physics for in-gap driving. A more detailed de-
scription, handling the interplay between finite U and ⌦
in perturbation theory, is contained in the Appendix E.
There, starting from the driven Hubbard model, we ex-
plicitly work out the contributions to the exchange in-
teraction from the electron hopping and from driving-
induced virtual charge excitations. Those calculations
corroborate the picture arising from the t–J model for
su�ciently weak driving strength ⌫ and ⌦ < U .

A. Floquet analysis

By calculating a matrix representation of the Floquet
Hamiltonian for the driven t–J model Ĥ 0(⌧), using the
Floquet basis introduced in II A, we immediately find
that the diagonal blocks are given by the matrix repre-
sentation of P0[J0(⌫)Ĥhop + Ĥex + Ĥpair]P0. Thus, the
hopping is still suppressed, while the driving dependent
phase factors in the Floquet basis cancel out for Ĥex

and Ĥpair, as they did for Ĥint in the driven Hubbard
model, leaving these terms una↵ected. Assuming ⌦ � t,
so the Floquet sectors decouple, we find that the e↵ective
Hamiltonian describing the m = 0 sector is a t–J model
with hopping t̃ = J0(⌫)t, with J and ↵ unchanged. The
ratio J/t̃ therefore becomes strongly driving dependent

J/t̃ =
4t

UJ0(⌫)
, (16)

and breaks the usual relation J = 4t2/U ⌧ t. This
allows the realisation of the regime J/t̃ > 1 that is nor-
mally inaccessible. Using this result, a slow increase in
the driving strength ⌫̇ ⌧ J corresponds to adiabatically
moving through the phase diagram of the t–J model into
this new parameter regime. For this reason, we now ex-
amine the equilibrium properties of this e↵ective model
and compare them to the driven steady states obtained
in Sec. III.

B. Phase diagram of t–J model

In one-dimension the ground state of the t–J model,
for any ↵ and below half-filling n̄ < 1, is metallic with
K⇢ = 0.5 as J/t ! 0. As J/t increases, K⇢ also in-
creases monotonically. When the hopping t ⌧ J then
Ĥex + Ĥpair together resemble a Hamiltonian for hard-
core bosons [54]. This similarity suggests that for su�-
ciently large J/t, super-exchange mediates the formation
of nearest-neighbour singlet pairs with binding energy
�J , while the pair hopping gives them a bandwidth pro-
portional to ↵J . This is consistent with the form of the
quasi-energy spectrum near ⌫ ⇡ ⌫0 shown in Fig. 2(b).

The pairing e↵ect is captured by simple energetic ar-
guments. Solving the two electron problem the binding
energy of nearest-neighbour singlet pairs is given by [55]

Epair = �J � 2↵J � 4t2

J + 2↵J
. (17)
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FIG. 6. The time average between ⌧t = 60� 80 of the driven
state’s structure factors for (a) singlet pairing P̄ (q) and (b)
spin S̄(q) from Fig. 3(b)–(c) are shown alongside the same
quantities for a t–J ground state with ↵ = 1/2 and an e↵ective
Je↵/te↵ that gives the closest match to P̄ (q). For ⌫(1) = 2.2,
the e↵ective Je↵/te↵ = 2.0 Repeating this fit for the sequence
of driving strengths ⌫ shown in Fig. 4(a) gives Je↵/te↵ plot-
ted in (c), with the solid curve reporting the prediction of
Eq. (16). In (d) P̄ (q) of the driven initial thermal state at
inverse temperature �0 was compared to t–J model thermal
states, with J fixed to its equilibrium value and the ratio J/t
fixed by the results in Fig. 6(c), to extract an e↵ective inverse
temperature �e↵ . A solid line is drawn to guide the eye. The
computations for (a)-(c) were carried for L = 40 sites, and for
(d) were carried out with L = 24 sites.

Thus, in the dilute limit, comparing Epair to the energy
for two free electrons Efree = �4t, suggests that pair
formation will occur for J/t � 2/(1+2↵). These nearest-
neighbour singlet pairs subsequently quasi-condense to
form a superconductor, characterised by dominant quasi-
long-range singlet pair correlations [56]

hb̂†
j+x,j+1+xb̂j,j+1i ⇠ x�(1+1/K⇢), (18)

with K⇢ > 1 signifying an attractive Luttinger liquid.
For yet larger J/t, the formation of phase-separated

electron-rich and hole-rich regions signalled by a diverg-
ing K⇢ might be expected [45]. The exact solution of a
Heisenberg spin-chain gives the antiferromagnetic bond
energy Ebonds = �2J ln(2). For ↵ = 1/2 we see that
Epair < Ebonds for all values of J/t, meaning that singlet
pairs will never freeze into larger antiferromagnetic clus-
ters. The pair hopping term destabilises antiferromag-
netic clusters, even when J/t � 1, since it homogenises
holes throughout the system akin to hole repulsion. How-
ever, for n̄ � 0.5 superconductivity is not expected to
persist up to J/t ! 1. Instead an RVB “singlet gas”
appears with short-ranged pair correlations. This pic-
ture of the equilibrium properties of the 1D t–J model is

Figure 6.8: The time average between τt = 60 − 80 of the driven state’s structure
factors for (a) singlet pairing P̄ (q) and (b) spin S̄(q) from Fig. 6.3(b)–(c) are shown
alongside the same quantities for a t–J ground state with α = 1/2 and an effective
Jeff/teff that gives the closest match to P̄ (q). For ν(∞) = 2.2, the effective Jeff/teff =
2.0 Repeating this fit for the sequence of driving strengths ν shown in Fig. 6.4(a) gives
Jeff/teff plotted in (c), with the solid curve reporting the prediction of Eq. (6.37). In
(d) P̄ (q) of the driven initial thermal state at inverse temperature β0 was compared
to t–J model thermal states, with J fixed to its equilibrium value and the ratio J/t
fixed by the results in Fig. 6.8(c), to extract an effective inverse temperature βeff . A
solid line is drawn to guide the eye. The computations for (a)-(c) were carried for
L = 40 sites, and for (d) were carried out with L = 24 sites.

6.3.2 Comparison to the t–J–α model

The numerical results we have presented already in Fig. 6.3 and Fig. 6.4 are consistent

with the equilibrium properties of the t–J–α model which we studied in Chapter 4 over

a wide range of J/t values. The Floquet analysis in Sec. 6.3.1 has revealed why this

is. By slowly ramping up the driving, we are effectively adiabatically modifying the

Hubbard Hamiltonian to a t–J–α Hamiltonian with J > t, and therefore traversing
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the phase diagram of the model from the metallic phase to the superconducting phase.

We make this comparison more quantitatively in Fig. 6.8. In (a) and (b), we

show the spin structure factors and singlet structure factors from Fig. 6.3(b) and (c)

respectively. We find that the structure factors of the driven Hubbard model are

closely reproduced by the ground state of the t–J–α model with J/t ≈ 2. For the

purposes of this comparison, we computed the driven Hubbard states and the t–J–α

ground states with finite size TEBD and DMRG respectively, for L = 40 sites. In

Appendix D.2 we explicitly compare the iTEBD results to the finite TEBD results

and find a negligible influence from finite-size effects.

We repeat this fitting procedure of the singlet structure factors for the zero tem-

perature driven Hubbard states to singlet structure factors of the t–J–α ground states

to determine an effective superexchange to hopping ratio Jeff/teff . We plot these as the

red points in Fig. 6.8(c) along with the analytic prediction J/(tJ0(ν)) from Eq. (6.37).

These results show decent agreement with this prediction, and indicate that the super-

conducting phase can be reached with a driving strength of ν(∞) ≈ 2. In Fig. 6.8(d),

we fit results obtained from driving initial thermal states of the Hubbard model at

different initial inverse temperatures β0 to thermal states of the t–J–α model with J

fixed to its equilibrium value, and the ratio J/t determined by the zero-temperature

fit in Fig. 6.8(c). In doing so, we extract an effective inverse temperature βeff which

is substantially colder than the initial temperature, supporting our interpretation of

the pairing enhancement in Fig. 6.6(d) as being due to adiabatic cooling.

6.3.3 Floquet heating

As we discussed in Sec. 5.3, it can be expected that periodically driving a many-

body system will cause Floquet heating, even far away from resonances that we see

in e.g. Fig. 6.4(d). Higher-order finite-frequency corrections to Ĥeff will in general

be non-local and multi-body. At long times, this will generate entanglement between

disparate parts of the system, and so the density matrix of a contiguous subset of the

system will have a larger entropy. In the long-time limit, if the subsystems become

maximally entangled, then all local observables will resemble those of an infinite

temperature thermal state.

Despite operating in a finite-frequency regime, where these finite-frequency cor-

rections might be expected to be quite large, our numerical results do not show

significant heating effects. The long-time, time-averaged correlations emerging from

the driven Hubbard model, while exhibiting a small quantitative deviation, e.g. in
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FIG. 7. (a) The entanglement entropy SE between a two-site
block and the rest of the zero temperature, infinite system as a
function of time is shown. (b) The average double-occupancy
per site hn"n#i is plotted. The dotted line shows the instan-
taneous value, while the solid line shows the moving time
average. The system parameters not explicitly stated are the
same as those in Fig. 3. Frequencies ⌦ = 6t and ⌦ = 7t shown
here correspond to the arrows drawn in Fig. 4(d).

The numerical results displayed in Fig. 3, Fig. 4
are broadly consistent with these equilibrium proper-
ties of the t–J model spanning a wide range of J/t val-
ues. In particular we may now attribute the increased
peak height P (q = 0, ⌧) and emergence of quasi-longer-
ranged pair correlations to the driving elevating J/t su�-
ciently slowly to near-adiabatically transition the system
from its initial metallic phase into the superconducting
phase. This comparison is made more quantitatively in
Fig. 6(a)–(b) where the singlet pairing and spin structure
factors from Fig. 3(b)–(c) are closely matched to those of
a t–J model superconducting ground state with J/t ⇡ 2.
For the purposes of comparison with the t–J model we,
for simplicity, computed the driven Hubbard states and
t–J ground states with finite size time-dependent DMRG
algorithm with L sites.

By repeating the fitting of the zero temperature driven
state singlet correlations to a t–J model ground state,
we extract an e↵ective super-exchange to hopping ratio
Je↵/te↵ as a function of driving strength ⌫. The results in
Fig. 6(c) show decent agreement with Eq. (16), and indi-
cate that the superconducting phase can be reached with
⌫(1) ⇡ 2. We also fit the singlet structure factors of the
driven state obtained from a finite initial temperature to
thermal states of the t–J model to obtain an e↵ective
temperature �e↵ . The results, shown in Fig. 6(d) show
that the driving substantially decreases the e↵ective tem-
perature, confirming our interpretation as adiabatically
cooling the system.

C. Floquet heating

In general, periodic driving of a generic many-body
system is expected to cause so-called Floquet heating,
even far away from resonances. Finite ⌦ corrections
will result in the system being described by an ef-
fective Hamiltonian possessing non-negligible “unphys-
ical” terms that are both spatially non-local and multi-

body. Eigenstates of such a Hamiltonian will be highly
delocalised in the eigenbasis of more physical short-
ranged few-body Hamiltonians, like the Hubbard and t–
J models. Thus the eigenstate thermalisation hypothesis
(ETH) [58–60] suggests that in the asymptotic long-time
limit, independent on its initial state, any finite frequency
drive results in all physical observables of the system be-
coming indistinguishable from those of a featureless infi-
nite temperature state [61–63]. However, the ETH does
not predict the rate of Floquet heating [64].

Despite operating in a finite frequency driving regime,
on the accessible simulation times the numerical results
presented here do not display significant heating e↵ects.
The time-averaged correlations emerging from the driven
Hubbard model, while possessing some small quantita-
tive discrepancies e.g. in Fig. 6(a)–(b), are nonetheless
well captured by an e↵ective t–J model rather than a
more pathological Hamiltonian. This suggests that the
Floquet heating rate is small and that our findings are
instead consistent with the notion of prethermalisation
in driven systems [65–68].

To examine the Floquet heating rate further, we com-
pute the entanglement entropy between a two-site block
and the rest of the the infinite size, zero temperature
chain, as shown in Fig. 7(a). As expected, it increases
when the driving is ramped up, showing that the driven
state is more entangled compared to the initial Hubbard
ground state. However, it quickly reaches a quasi-steady
state, and does not show an appreciable further increase
on the timescales considered, suggesting that Floquet
heating is negligible here. The slow growth of entan-
glement in the system is precisely what allows our simu-
lations to accurately track the dynamics for many 10’s of
hopping times. Even when the system is driven through
the ⌦ = 7t resonance (shown in Fig. 4(d)), the entropy
shows a negligible increase after the initial ramp. Al-
though this resonant driving is rather energetic, creat-
ing and destroying doublons, it induces reversible dy-
namics [69], and thus does not correspond to heating.
Nonetheless, the creation of relatively large numbers of
doublons highlights the breakdown of the e↵ective t–J
model description in the resonant case, in contrast with
the ⌦ = 6t drive, which avoids such resonances and main-
tains a small double-occupancy.

The appearance of very slow Floquet heating rates for
generic many-body systems was examined in several re-
cent studies [70–73]. They show that an e↵ective static

Hamiltonian Ĥ⇤ will describe the system up to times
⌧ < ⌧⇤ where ⌧⇤ / exp(C⌦/"). Here C is a numerical
constant of order unity and " is an energy scale bound-
ing the terms in the driven Hamiltonian [71]. Our results
suggest that for in-gap driving " ⇠ t giving a broad time
window in which the system is described by an Ĥ⇤. This
e↵ective Hamiltonian may not be exactly a t–J model,
but it nonetheless appears to share its essential physical
features, such as supporting a pairing phase. In such a
broad time window, it is likely that dissipation and other
couplings to the environment, which we do not model

Figure 6.9: (a) The entanglement entropy SE between a two-site block and the rest of
the zero temperature, infinite system as a function of time is shown. (b) The average
double-occupancy per site 〈n↑n↓〉 is plotted. The dotted line shows the instantaneous
value, while the solid line shows the moving time average. The system parameters
not explicitly stated are the same as those in Fig. 6.3. Frequencies Ω = 6t and Ω = 7t
shown here correspond to the arrows drawn in Fig. 6.4(d).

Fig. 6.8(a)–(b), nonetheless are well captured by an effective t–J–α model. This sug-

gests that the Floquet heating rate in our system is small, and rather, our results are

more consistent with prethermalisation in driven systems [199, 200, 201, 167].

To quantify the Floquet heating rate in more detail, we return to the zero-

temperature, iTEBD calculation, and compute the entanglement entropy between

a two-site block and the rest of the infinite system defined as

SE(τ) = −Tr [ρC(τ) log2(ρC(τ))] , (6.41)

Note that this is different from the half-chain entanglement entropy used in Ref. [167].

When we compute the half-chain entropy we see a linear increase with time after the

driving ramp. However, we can attribute this linear increase in half-chain entangle-

ment entropy to the spread of correlations observed in Fig. 6.3(d). There we saw an

increase in the long-range correlations which spread approximately linearly at a rate

∼ J . This leads to an increase in the half-chain entanglement entropy that is not

attributable to heating.

The entanglement entropy SE is shown in Fig. 6.9(a) for different driving fre-

quencies. We see that the entropy increases during the driving ramp, and so the

two-site block is more entangled with its environment. This is expected for two rea-

sons. Firstly, the after the driving ramp there is a large number of singlets. These are
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entangled objects which can sit across the boundary of the two-site block, thus in-

creasing SE. Secondly, the development of long-range singlet correlations corresponds

to further entanglement between the central two-site block and the “environment”.

How much of this entanlement growth can we attribute the heating? One would

expect that if Floquet heating was significant, the the entanglement entropy would

continue to grow until it saturated at the maximum possible value SE = log2(d2) = 4,

which would be reached when the state of the two-site block locally resembles an

infinite temperature state. In Fig. 6.9(a) we see that in all cases, the entanglement

entropy saturates far below this theoretical maximum, indicating that Floquet heating

does not play a significant role on the timescales we consider.

The largest growth in SE(τ) is seen for Ω = 7t, which was already identified in

Fig. 6.4(d) as resonance. The additional entanglement makes the resonantly driven

case more difficult to capture with an MPS ansatz due to a rapid growth of truncation

error after the ramp [202]. However, the entanglement still remains well below the

theoretical maximum value SE = 4. This is because the destruction of singlet correla-

tions observed in Fig. 6.4(d) is not due to Floquet heating processes, but rather due

to resonant excitation of doublons [167]. We show the average number of doublons

per site as a function of time in Fig. 6.9(b). For the resonant frequency Ω = 7t, the

number of doublons greatly increases and oscillates, clearly showing that the t–J–α

model description has broken down. On the other hand, for frequencies away from

the resonance, the doublon fraction rises slightly but remains small and does not

increase with time, supporting our description of the driven states by t–J–α ground

states. In summary, we find no evidence of Floquet heating on the timescales we

consider. In such a broad time window, it is likely that dissipation and environmen-

tal couplings, which we do not model here will, dominate and so Floquet heating is

therefore unlikely to be of dominant practical importance in experiments.

It should be noted, however, that since we have worked entirely within the frame-

work of the driven Hubbard model and neglected all higher Bloch bands, in reality

there will be additional heating processes which are not contained within our model,

even in comparatively “clean” optical lattice systems [166, 113]. However, as we

assume that Ω < U , we must also have that Ω is smaller than the gap to higher

Bloch bands, otherwise our initial undriven Hubbard model would not be valid. We

therefore expect such heating rates to be small enough that enhanced pairing may be

observed in experiments, as has been demonstrated in [111, 112, 113].
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6.4 Conclusions

In this chapter we have investigated a driven Fermionic Hubbard model in detail.

We have shown that in-gap driving can slow down the fermions while retaining the

normally weak superexchange, making J the dominant energy scale. We have demon-

strated numerically that in a one-dimensional setting, this effect manifests itself as a

strong, controllable increase in pair correlations, similar to what would be expected

from a t–J–α model where J/t was increased to unphysical values. Moreover, this

was found to be robust to changes in the driving strength, ramp time, and driving

frequency, and to substantial initial temperatures.

This work naturally raises many interesting further questions. The Floquet anal-

ysis revealed additional infinite-range interactions which were nonzero in the classical

limit, but would be very significant in the limit of a quantised driving field with only

a few photons. We have already begun to investigate this limit in the context of

a Hubbard model coupled to a photonic cavity [198]. Theoretical calculations and

experimental observations of the ET organic salts showed that the vibrational modes

driving the systems were excited to only a few quanta [189, 40]. This suggests that

quantum corrections to the Floquet picture studied here, including the addition of

the infinite-range interaction, could be important in experiments.

In thermal equilibrium, strictly one-dimensional systems with local interactions

are known to lack long-range order such as superconductivity at any finite-temperature

due to the Mermin-Wagner theorem [203]. Quasi-2D systems such as cuprate super-

conductors are not bound by such restrictions, and pairing correlations are expected

to emerge at much smaller values of J/t. Moreover, experiments in THz-driven solid

state systems have observed signatures of superconductivity at temperatures well

above the equilibrium critical temperature of the material. Studying the effect of

our driving scheme in higher dimensions, where they have a finite critical tempera-

ture, is therefore crucial to realising its full potential as a means of engineering useful

superconducting states in solid-state systems.

In the context of ultracold atom systems, a series of experiments have already been

performed [111, 112, 113], which have observed some of the effects we have studied

in this chapter. Future work will focus on Floquet engineering the t–J–α model in

two and three dimensional lattices.
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Chapter 7

Conclusions and outlook

In this thesis we have explored periodic driving as a means to engineer useful states of

strongly correlated Fermion systems. Specifically, in Chapter 6, we have studied the

doped Fermi-Hubbard model under periodic driving, finding that the driving results

in a strong and robust increase in singlet-pair correlations indicative of superconduc-

tivity. This could provide a new mechanism by which superconducting states can be

engineered with THz driving of certain classes of quantum materials, specifically those

which are accurately described by Hubbard models with local vibrational modes.

The increase in pair correlations results from the driving modifying the Hamil-

tonian describing the system from that of a purely repulsive Hubbard model to a

t–J–α model with J/t > 1. We showed further in Appendix E that in an optical

lattice setup where the lattice is shaken, the t–J–α model can be implemented with

J/t & 1. Moreover, unlike the sublattice driving considered in Chapter 6, the pair-

hopping can also be modified by shaking the optical lattice. This allows the t–J–α

model to be engineered in optical lattices over a wider range range of parameters than

was previously possible, e.g. by simply adjusting parameters of the Hubbard model.

Our results therefore increase the range of candidate Hamiltonians for high-Tc super-

conductors which may be simulated using optical lattices, in the manner discussed

in Chapter 1. This would be particularly useful in two dimensions, where current

theoretical approaches are limited.

Our results naturally raises many interesting questions to be answered in future

research. Firstly, while in Chapter 6, we found no evidence of Floquet heating on

the timescales we considered, the model we considered was limited by not taking into

account higher Bloch bands. Experimental studies on Floquet system have found

these bands to be play an important role in experimental heating rates [166, 113].

Future theoretical work which addresses these additional heating contributions would

be very useful in identifying the lattice geometries and driving regimes where heating
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can be minimised, and provide means of extending the lifetimes of Floquet engineered

states.

In Chapter 5, we discussed the connection between Floquet driving and fully

quantum mechanical coupling to a bosonic driving field, using the example of a two-

level system. Later, in Chapter 6 when we studied the driven Hubbard model, we

noted that long-range interacting terms which drop out of the Floquet Hamiltonian

do so because the driving is classical. We have already begun to explore this in

[198], where we study a Hubbard model coupled to an empty photonic cavity. There

we showed that virtual transitions to and from higher photon sectors can enhance

J/t in a manner similar to the Floquet driving we studied in this thesis. Further

exploring driven systems in the quantum limit of the driving field is a promising

avenue for future research as it may 1) allow us to avoid Floquet heating processes

which are inevitable with classical driving, and 2) allow us to engineer a wider array of

Hamiltonians involving, for example, the infinite-range interations which were found

to vanish in the case of the classically driven model in Sec. 6.3.1.

In Chapter 4, we explored the phase diagram of the one-dimensional t–J–α model,

with particular focus on the effect of the pair-hopping α. We found that the addition

of pair-hopping pushes the superconducting phase to lower values of J/t at dilute

fillings. This, in-turn, allows the superconducting phase to realised at lower values of

J/t. At larger fillings we showed that this led to dynamical constraints being imposed

on the model due to the non-overlap of pairs, which inhibits superconductivity. We

speculated that these constraints may also be important in higher dimensions. We

began to investigate this in the latter part of Chapter 4 by considering a ladder system

comprised of two one-dimensional chains coupled in different geometries. We showed

that, counterintuitively, this coupling can suppress long-range pair correlations, in

line with our conjecture.

As we discussed in the conclusion of Chapter 4, work must be done to better

understand the role of these constraints in ladder systems. In addition to the im-

mediate future work laid out in Chapter 4 regarding more carefully understanding

the sharp suppression of pair correlations in the triangular ladder, the additional

dimension afforded to us in a ladder geometry afford us further tools for studying

superconductivity in the t–J–α model. For example, a second dimension allows us

to study a magnetic flux threaded through the plaquettes, and thus directly diagnose

superconductivity through the Meissner effect [204, 205].

By driving inter-chain vibrations in a ladder system, it should be possible using

the mechanism discussed in Chapters 5 and 6 to engineer a Floquet Hamiltonian
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where the inter-chain coupling is suppressed. This, in-turn, could relax the kinetic

constraints on the singlets and re-enable the superconducting phase. This could

further broaden the class of systems in which light-induced superconductivity may be

realised.
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Appendix A

Jordan–Wigner transformation

As we outlined in Chapter 3, our tensor network numerics relies on the fact that

we can express the full many-body Hilbert space H as the tensor product of smaller

Hilbert spaces which reflect local degrees of freedom (for instance, lattice sites), i.e.

H = H1 ⊗H2 ⊗ · · · ⊗ HL (A.1)

where L is the number of lattice sites in the system. However, fermionic operators

are manifestly nonlocal due to their anticommutation relations. For simplicity, we

consider spinless fermions, though this is easily generalised to fermions with spin. To

be concrete, if {ĉj} and {ĉ†j} were purely local operators acting only on the Hilbert

space Hj, then for j 6= k we would trivially have

ĉ†j ĉk = ĉkĉ
†
j 6= −ĉkĉ†j (A.2)

since ĉ†j and ĉk act on different parts of the Hilbert space. Therefore, purely local

operators cannot obey the required canonical anticommutation relations. Instead, we

make the transformation [3]

ĉi =

(∏

j<i

ŝzj

)
ŝ−i

ĉ†i =

(∏

j<i

ŝzj

)
ŝ+
i , (A.3)

where ŝzj , ŝ
+
j , and ŝ−j are spin-1/2 operators which do act purely locally on the Hilbert

space Hj. With this transformation, using that ŝ−i ŝ
z
i = −ŝzi ŝ−i , we have

{ĉj, ĉi} =

(∏

k<j

ŝzk

)
ŝ−j

(∏

l<i

ŝzl

)
ŝ−i +

(∏

l<i

ŝzl

)
ŝ−i

(∏

k<j

ŝzk

)
ŝ−j .

= 0. (A.4)
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The transformation Eq. (A.3) is known as the Jordan-Wigner transformation. With

this, the nonlocal structure of the fermionic operators is laid out explicitly. This may

be cumbersome to deal with when constructing MPOs. Fortunately, for terms con-

taining even powers of creation and annihilation operators (e.g. all particle-number

conserving Hamiltonians), the parity operators szk cancel. For example, a nearest-

neighbour hopping term may be written as

ĉ†j ĉj+1 =

(∏

l<j

ŝzl

)
ŝ+
j

( ∏

k<j+1

ŝzk

)
ŝ−j+1

=

(∏

l<j

(ŝzl )
2

)
ŝ+
j ŝ

z
j ŝ
−
j+1

= ŝ+
j ŝ

z
j ŝ
−
j+1. (A.5)

The Jordan–Wigner strings have therefore cancelled in pairs and restored the nearest-

neighbour interaction. For longer-range terms, this generalises to

ĉ†j ĉj+r = ŝ+
j

(
j+r−1∏

k=j

ŝzk

)
ŝ−j+r. (A.6)

For longer range interactions involving many fermionic operators, the Jordan–Wigner

can be quite cumbersome. We therefore built a system which automatically performs

this task, among others, when creating MPOs, which we discuss in Appendix B.
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Appendix B

Automatic construction of MPOs

In this appendix, we elaborate on the connection between MPOs, finite state machines

and regular languages, and discuss how we exploit this to create a simple yet powerful

scripting language which allows one to create almost any operator as an MPO in

the TNT library. As we outlined in Chapter 3, central to performing ground state

calculations [206] and time-evolution calculations with long-range interactions [207,

208] is the MPO representation of the Hamiltonian. However, especially for long-range

interacting systems with multi-body interactions, constructing these MPOs can be

extremely cumbersome and error-prone. Previously, the process was

1. Apply the Jordan-Wigner transformation to Ĥ so that it is expressed explicitly

in a tensor product space.

2. Express the resulting Hamiltonian as an efficient FSM (see Sec. 3.6.3).

3. If one is using U(1) symmetries, identify which quantum numbers to assign to

the internal legs of the MPO1.

4. Input this as a MPO in the TNT library.

Particularly for complicated long-range interacting Hamiltonians, like the t–J–αmodel

on a ladder, which we discuss in Sec. 4.5, this process can be arduous and error-prone.

Automation of MPO construction is therefore highly desirable, and is fortunately pos-

sible due to the grammatical structure of expressions for physical Hamiltonians. For

example, consider the Hubbard model with an on-site potential Vj,

Ĥ =
∑

j

(
Ujn̂j,↑n̂j,↑ + Vjn̂j − tj ĉ†j,↑ĉj+1,↑ + H.c.− tj ĉ†j,↓ĉj+1,↓ + H.c.

)
(B.1)

1We will not discuss this aspect in this thesis. For an explanation see, for example, Refs. [206]
and [209]
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Where we have written the parameters Uj, tj and Vj as paramters which possibly

vary as a function of lattice position. We can see that this Hamiltonian expression

has a very clear grammar. Specifically, each term has begins with a parameter (e.g.

Uj), followed by a sequence of operators (e.g. nj,↑). The operators have a name (e.g.

n↑), labelling how the operator acts, along with a site label, (e.g. j + 1) along with

a label indicating which site the operator acts on relative to others in the term. We

can write this grammar as follows:

HAMILTONIAN = TERM [’+’ TERM]*

TERM = PARAM OPERATOR [OPERATOR ]*

OPERATOR = OP_NAME ’_{j’ [’+’ INTEGER] ’}’.

Let us explain the notation used here, which is a variation of the extended Backus–

Naur form (EBNF) [210]. The first line means that the operator consists of a term,

followed by an number of further terms separated by a +. The square brackets denote

that the enclosed expression is optional. The ∗ at the end denotes that there may

possibly be an unlimited number of these optional terms. The second line expresses

the structure of the terms. It says that a term in the operator is a parameter followed

by an operator followed by a potentially unlimited numer of additional operators.

Each operator consists of a name, with a “position” attached to it labelling which

site it acts on relative to the other sites in the term. Note that by substituting the

definitions of TERM and OPERATOR into HAMILTONIAN, we can write the grammar as a

single EBNF expression. It turns out that a grammar which may be written is a single

EBNF expression is regular, and so can be implemented by finite state machines [210].

This in turn means that our Hamiltonians automatically have FSM representations.

Once the grammar of a language is defined, it is simple to write a parser for it

using the method of recursive descent [210]. For the above example, the parser looks

like

function parse_hamiltonian ()

parse_term ();

while (next_token () == ’+’)

parse_term ();

end

end
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function parse_term ()

parse_param ();

parse_operator ();

while (next_token () == token_name)

parse_operator ();

end

end

function parse_operator ()

parse_op_name ();

expect_token(’_{j’);

if (next_token () == ’+’)

parse_int ();

end

expect_token (’}’);

end

This parser has exactly the same structure as the grammar we defined above. The

top level function “descends” to the next level, parsing expressions at a smaller and

smaller granularity until the entire expression has been parsed. Here the function

parse op name() parses a name and compares it to a dictionary which the user has

defined. Each name corresponds to a d×d matrix (the representation of the operator

in a user-defined basis). The parse hamiltonian() function essentailly translates the

plain-text Hamiltonian definition into a sum of tensor product strings of operators.

We already saw how to construct FSMs for sums of operator strings in Sec. 3.6.3.

We can therefore easily construct the MPO once we have parsed the expression.

We can also determine the appropriate quantum numbers to attach to the internal

legs [206, 209]. Furthermore, we can traverse the FSM, identifying and removing

redundant edges and vertices until a compact representation is obtained [209]. We

also automatically perform the Jordan–Wigner transformation, so the expressions in

our Hamiltonian grammar may be expressed directly in terms of fermionic operators.

We have implemented this parser in MATLAB as an interface for the TNT library

[69]. This greatly increases the user-friendliness of the library and allows for DMRG

calculations to be initiated simply by defining operators and parameter arrays, and

then writing LATEX-like expressions. For example, the Hubbard model is written as

U_{i} nup_{i} ndn_{i} + t_{i} cdup_{i} cup_{i+1} + H.c.

+ t_{i} cddn_{i} cdn_{i+1} + H.c.

Here + H.c. is a convenient macro which inserts the Hermitian conjugate of the

term immediately preceding it. As a more complicated example, the t–J–α model is

written as
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t_{i} cdup_{i} cup_{i+1} + H.c.

+ t_{i} cddn_{i} cdn_{i+1} + H.c.

+ Jb2_{i} sp_{i} sm_{i+1} + H.c.

+ J_{i} sz_{i} sz_{i+1} + mJb4_{i} n_{i} n_{i+1}

+ maJb2_{i} cdup_{i} ndn_{i+1} cup_{i+2} + H.c.

+ maJb2_{i} cddn_{i} nup_{i+1} cdn_{i+2} + H.c.

+ aJb2_{i} cdup_{i} sm_{i+1} cdn_{i+2} + H.c.

+ aJb2_{i} cddn_{i} sp_{i+1} cup_{i+2} + H.c.

Note that the pair hopping terms contain both spin and fermionic operators, for

which the Jordan–Wigner stransformation is handled correctly. Finally, we note that

the grammar we actually implement is slightly more sophisticated than the simple

example shown above. For example, we can express Hamiltonians with long-range

interactions, such as the Ising model with a 1/r3 coupling.

Ĥ =
∑

i

(
Jzi
∑

r

1

r3
ŝzi ŝ

z
i+r + hxi ŝ

x
i

)
. (B.2)

In our scripting language, we write this as

Jz_{i} \sum_{r} [ 1./(r).^3 ] sz_{i} sz_{i+r}

+ hx_{i} sx_{i}

The interface parses this expression, finds the optimal approximation of the function

of r enclosed in the square brackets as a sum of exponentials, then constructs the

MPO using the methods discussed in Sec. 3.6.3, which can again correctly take into

account U(1) symmetries and fermionic operators.
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Appendix C

Details of DMRG Calculations in
Chapter 4

In this appendix, we summarise some technical details of the DMRG calculation

presented in Chapter 4. The advantage of using a finite-size algorithm rather than

infinite-DMRG is that we may use symmetries to exactly fix the number of fermions

in the system N↑ and N↓, which allows the precise determination of quantities such

as the spin gap and compressibility.

The drawback of studying such a finite system with open boundaries is that it

requires us to consider the interplay between finite-size and finite-entanglement scaling

[93]. As we detail in the following, we find that our results are dominated by finite-

size effects rather than finite-entanglement artefacts, and so we extrapolate only to

L→∞ for the largest value of χ used.

We show some typical finite-size extrapolations in Fig. C.1(a) and (b). In (a),

we show the spin gap at α = 0.5, n = 7/32 as a function of inverse system size 1/L

for various values of J/t. The solid lines are quadratic fits for different interaction

strengths. The crosses are data points for different system sizes and values of χ =

100−500 (increasing χ makes almost no difference to the results and thus the multiple

crosses appear as a single cross). Similarly, we show the extrapolation of the Luttinger

parameter in Fig. C.1(b), where the lines and crosses have the same meaning as in

(a). In (d) and (e) we repeat these plots for the system parameters α = 0.15, n = 1/2.

Additionally, we include an error bar at the 1/L → 0 point in each plot (a)-(d),

indicating the standard error from the quadratic least-squares fit, where we treat the

values computed for χ = 500 as essentially exact for each system size. The error is

sufficiently small that, due to the line thickness, these error bars cannot be seen on

most of the plots.
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Figure C.1: Examples of the finite size extrapolation. The system parameters for
the left column (a)-(c) are α = 0.5, n = 7/32, while the parameters for the right
column (d)-(f) are α = 0.15, n = 1/2, with J/t marked on the plots. In (a) and
(d) we show the extrapolation of the spin gap, while in (b) and (e) we show the
Luttinger Parameter extrapolation. The crosses (which overlap) are computed for
bond dimensions χ = 100 − 500. In (c) we show the singlet correlations at selected
interaction strengths with increasing system size computed for χ = 300.
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In Fig. C.1(c), we show the nearest-neighbour singlet correlation function at vari-

ous system sizes for the same parameters as in plots (a) and (b), while (f) shows the

singlet correlations for the same parameters as in plots (d) and (e), with χ = 300.

We see a polynomial decay over a significant range of distances r, after which an

exponential tail develops. Such exponential tails always appear due to finite size and

finite entanglement in some combination. The value of r at which this exponential tail

sets in increases as we increase the system size. Furthermore, at these bond dimen-

sions, the typical truncation error is small (∼ 10−4). We conclude that at these bond

dimensions, finite-size effects dominate over finite-entanglement effects, and thus we

extrapolate only in L and not χ [93].

In all phase diagrams in Chapter 4, we compute the ground state at intervals of

∆J = 0.1, and ∆n = 1/16. For each quantity which determines a phase boundary,

a linear interpolation is performed at the boundary of these grid squares to obtain

a set of approximate grid points for the phase boundary. We then interpolate these

points with a smoothed cubic spline to produce the plotted contour lines.
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Appendix D

Additional details and calculations
for Chapter 6

D.1 Calculation of the quasienergy matrix for gen-

eral sublattice driving

In Chapter 6, we analysed the driven Hubbard model, whose Hamiltonian is

Ĥ(τ) = Ĥhub + Ĥdrive(τ), (D.1)

where Ĥhub = Ĥhop + Ĥint − µ
∑

j n̂j and contributions given by

Ĥhop = −t
∑

〈ij〉σ
(ĉ†i,σ ĉj,σ + H.c.), (D.2)

Ĥint = U
∑

j

n̂j,↑n̂j,↓, (D.3)

Ĥdrive(τ) =
Va
2

sin(Ωτ −∆φ)
∑

j∈a
n̂j

+
Vb
2

sin(Ωτ + ∆φ)
∑

j∈b
n̂j. (D.4)

There, we presented results for the special case Va = Vb and ∆φ = π/2. In this section

we compute the quasienergy matrix for general sublattice driving and show that it

leads to qualitatively similar physics to the special case presented in the main text.

Our goal is to compute the elements of the quasienergy operator in the Floquet

basis

〈α | Ĥm,m′ | β〉 = 〈〈α,m|[Ĥ(τ)− i∂τ ]|β,m′〉〉, (D.5)

where

|α,m〉〉 = |α〉 eimΩτ . (D.6)
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Here {|α〉} is an arbitrary orthonormal basis in the many-body Hilbert space H,

and m is the photon number. Recalling the defintion of the inner product on the

Floquet-Hilbert space Eq. (5.7), The blocks of the quasienergy operator are given by

Ĥm,m′ = 1mΩ δm,m′ +
1

T

∫ T

0

dτĤ(τ)e−i(m−m′)Ωτ . (D.7)

As we already saw in Sec. 5.2.1, it is advantageous to first transform the Hamiltonian

Ĥ(τ) to the rotating frame by use of the operator

R̂(τ) = exp

(
i

∫ τ

0

dτ ′Ĥdrive(τ
′)

)
, (D.8)

and the transformation

Ĥrot(τ) = i(∂τ R̂)R̂† + R̂Ĥ(τ)R̂†. (D.9)

Using identical arguments as in Sec. 5.2.1, we find that the fermionic annihilation

operators transform as

ĉj∈a,σ → e−i∆a(τ)ĉj∈a,σ,

ĉj∈b,σ → e−i∆b(τ)ĉj∈b,σ, (D.10)

where

∆a(τ) =
Va
2Ω

cos(Ωτ −∆φ), and ∆b(τ) =
Vb
2Ω

cos(Ωτ + ∆φ). (D.11)

We can already see that local density operators n̂j,σ are not affected by this trans-

formation, and so Ĥint is also unaffected. Only the hopping operator is transformed,

leaving the Hamiltonian as

Ĥrot(τ) = Ĥrot
hop(τ) + Ĥint, (D.12)

where Ĥrot
hop(τ) = R̂(τ)ĤhopR̂

†(τ). The rotating frame transformation has cancelled

the explicit driving term and instead imprinted time dependence on the hopping term.

The blocks of the quasienergy operator are therefore

Ĥm,m′ =
1

T

∫ T

0

dτĤrot
hop(τ)e−i(m−m′)Ωτ +

(
Ĥint + 1mΩ

)
δm,m′ . (D.13)

Because of the bipartite structure of the lattice, a hopping process always involves

one operator from the a sublattice, and one from the b sublattice. We can therefore

write

Ĥrot
hop(τ) = −t

∑

〈jk〉,σ

(
eisj(∆a(τ)−∆b(τ))ĉ†j ĉk + H.c.

)
, (D.14)
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where sj = +1 if the j is in the a sublattice, sj = −1 if j on the b sublattice.

Our strategy, as in Sec. 5.2.1, will be to write these as exponentials of sinusoids,

which have a simple Fourier decomposition in terms of Bessel Functions. We can

simplify this by writing

∆a(τ)−∆b(τ) =
(Va + Vb)

2Ω
sin(Ωτ) sin(∆φ)− (Va − Vb)

2Ω
cos(Ωτ) cos(∆φ), (D.15)

where we have used the standard cosine addition formula. Thus we have that

eisj(∆a(τ)−∆b(τ)) = e
isj

(
(Va+Vb)

2Ω
sin(Ωτ) sin(∆φ)

)
e
−isj

(
(Va−Vb)

2Ω
cos(Ωτ) cos(∆φ)

)
. (D.16)

Then, using the Jacob-Anger expansions,

eiz sin θ =
∞∑

m=−∞
Jm(z)eimθ, and eiz cos θ =

∞∑

m=−∞
imJm(z)eimθ, (D.17)

where Jm(z) is the mth Bessel function of the first kind, we obtain

eisj(∆a(τ)−∆b(τ)) =
∞∑

n=−∞
(−i)nJn

(
sj

(Va − Vb)
2Ω

cos(∆φ)

)
(D.18)

×
∞∑

n′=−∞
Jn′
(
sj

(Va + Vb)

2Ω
sin(∆φ)

)
ei(n+n′)Ωτ , (D.19)

and so when we compute the quasienergy blocks by extracting the Fourier component,

we obtain

Ĥm,m′ = −t
∑

[j,k],σ

ζj,m−m′ ĉ
†
j,σ ĉk,σ +

(
Ĥint + 1mΩ

)
δm,m′ , (D.20)

where

ζj,m−m′ =
∞∑

n=−∞
(−i)nJn

(
sj

(Va − Vb)
2Ω

cos(∆φ)

)

×
∞∑

n′=−∞
Jn′
(
sj

(Va + Vb)

2Ω
sin(∆φ)

)
δn+n′,m′−m. (D.21)

The quasienergy operator therefore has the following form. First, the diagonal blocks

are replicas of the Hubbard model with the energy different photon numbers m, and

a hopping which has been modified by ζj,0. The off-diagonal blocks describe modified

hopping processed which absorb and emit quanta from the drive and thus change

the photon number. In Fig. D.1, we plot ζj,0 computed as a function of the phase

difference ∆φ, and the driving strength νa, where νb = V/Ω = 2νb. In particular,
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Figure D.1: The coefficient ζ0 with unequal a and b driving strengths as a function of
νa and ∆φ. The dotted line marks the contour ζ0 = 0, where single particle hopping
is suppressed to 0.

we see that ζj,0, which is equal to the suppressed hopping t̃/t in the limit U → ∞,

Ω→∞, with Ω/U < 1.

Finally, we simplify Eq. (D.22) by simplifying to the special case Va = Vb = V ,

and ∆φ = π/2. Since Jn(0) = δn,0, the first sum collapses, and we are left with

ζj,m−m′ =
∞∑

n′=−∞
Jn′ (sjν) δn′,m′−m, (D.22)

where ν = V/Ω. Then, using the identity Jn(−z) = (−1)nJn(z) and using the

Kronecker delta to collapse the infinite sum, we obtain

ζj,m−m′ = (sj)
m′−mJm′−m (ν) , (D.23)

which is the form given in Eq. (6.7).

D.2 Details of numerical calculations

For the zero temperature calculations, we computed the ground state of the Hub-

bard system using the infinite time-evolving block decimation (iTEBD) to evolve

an initial translationally-invariant infinite matrix product state (iMPS) in imaginary

time until a convergence in the singular values is reached [90]. Using a fourth-order

Suzuki-Trotter decomposition, and successively refining the timestep to systemati-

cally eliminate the Trotter error and bring the final state into canonical form, we
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FIG. 10. A comparison of the (a) singlet and (b) spin struc-
ture factors at two di↵erent times, computed for the same pa-
rameters as in Fig. 3. The points show results for the finite-
size, L = 40 results, while the line shows the infinite-size
results.

We find essentially no di↵erence between the results for
the finite and infinite systems, thus demonstrating that
the results seen for the finite system are not a finite size
e↵ect. Consequently, for simplicity and computational
tractability, we use a finite system for the purposes of fi-
nite temperature calculations and for comparisons to the
t–J model.

To quantify the amount of Floquet heating in our sys-
tem, we compute the entanglement entropy between a
two-site block and the remainder of the infinite system,
defined as

SE(⌧) = �Tr [⇢C(⌧) log2(⇢C(⌧))] , (C1)

where ⇢C is the reduced density matrix for the two-site
block. The behaviour of SE(⌧) is shown in Fig. 7(a)
for various driving frequencies. After ramping up the
driving, the entanglement entropy grows in time, quickly
reaching a quasi-steady state. Note that the maximum
possible value of SE (for an infinite temperature state)
is log2(16) = 4. The largest growth is seen for ⌦ = 7t,
which was already identified in Fig. 4(d) as a Floquet
resonance. The additional entanglement makes the reso-
nantly driven case more di�cult to capture with an MPS
ansatz due to a rapid growth of truncation error after the
ramp [77]. The growth in SE(⌧) for frequencies away from
resonances are broadly similar to each other and smaller.
As we see no growth in SE(⌧) after the ramp, we find no
evidence of Floquet heating on the timescales considered
here.

For the finite temperature calculations, we obtained
thermal states of a finite sized Hubbard model via
imaginary-time TEBD. An initial matrix product opera-
tor (MPO) representation of the identity matrix (i.e. an
infinite temperature state) was evolved in imaginary time
with a timestep �� = 0.01/t to obtain an MPO repre-
sentation of the desired thermal mixed state [49], tuning
the chemical potentail to obtain desired filling n̄ = 1/2.
We then performed real-time evolution with an MPO di-
mension up to � = 400 to describe the driven state.

(a) (b)

(c) (d)

FIG. 11. An infinite Hubbard chain with the same system
parameters as in Fig. 3, except for the chemical potential
which is µ = �1.0t in (a) and (b), and µ = 1.5t in (c) and
(d). The respective spin structure factors are shown in (a)
and (c), while the singlet structure factors are shown in (b)
and (d).

Appendix D: Di↵erent fillings

For clarity and its relevance to organic salts, in the
main text we focused on quarter-filling. To confirm that
driving enhanced singlet pairing is still present away
from half-filling, we repeated the iTEBD calculations pre-
sented in Fig. 3. However, we instead begin the time
evolution from ground states obtained with chemical po-
tentials µ = �1.0t and µ = 1.5t, resulting in fillings of
n̄ ⇡ 0.35 and n̄ ⇡ 0.82 respectively. The results are
shown in Fig. 11. We find that irrespective of the filling,
we obtain qualitatively the same features as in Fig. 3.
Namely, the sharp peaks in the spin structure factor S(q)
are suppressed in favour of a broad peak about q = ⇡,
and a significant enhancement in the singlet structure
factor abour q = 0 is again observed. However, as dis-
cussed in Sec. IV B, the one dimensional t–J model with
↵ = 1/2, features suppressed superconducting correla-
tions at dense fillings, reflected here in the more modest
pairing enhancement at P (q = 0).

Appendix E: Perturbative corrections

The virtue of constructing a Floquet Hamiltonian ĤF

is that standard time-independent perturbative methods
are applicable to it. In particular, given a Hamiltonian
Ĥ = Ĥ0+�Ĥ1, composed of a bare contribution Ĥ0 and a
perturbation Ĥ1 with coupling strength �, we wish to de-
termine an e↵ective Hamiltonian Ĥe↵ describing the en-
ergy eigenvalues of Ĥ in a degenerate subspace of eigen-

Figure D.2: A comparison of the (a) singlet and (b) spin structure factors at two
different times, computed for the same parameters as in Fig. 6.3. The points show
results for the finite-size, L = 40 results, while the line shows the infinite-size results.

obtain an iMPS with a bond dimension of χ = 200. We subsequently evolve this

iMPS using iTEBD, and compute the expectation values given in Sec. 6.2.1.

To accurately capture the driven state our iTEBD calculations were performed

with iMPS bond dimensions up to χ = 400 and a driving frequency dependent

timestep ∆τ = 2π/(50Ω). To resolve the fast oscillations in the correlation functions,

they were sampled every 10 timesteps. The correlations were robust to moderate

changes in χ and ∆τ , and the cumulative truncation error during the time-evolution

remained small.

In Fig. D.2, we show the spin and singlet structure factors for the driven system for

finite size (L = 40) calculation, with the filling n = 1/2, fixed using a U(1) symmetric

MPS. We compare this to the results obtained for the infinite system using iTEBD

results computed without symmetries, and a chemical potential µ = −0.2t result. We

find essentially no difference between the results for the finite and infinite systems,

thus demonstrating that the results seen for the finite system are not a finite size

effect. Consequently, for simplicity and computational tractability, we use a finite

system for the purposes of finite temperature calculations and for comparisons to the

t–J model.

For the finite temperature calculations, we obtained thermal states of a finite sized

Hubbard model via imaginary-time TEBD. An initial matrix product operator (MPO)

representation of the identity matrix (i.e. an infinite temperature state) was evolved

in imaginary time with a timestep ∆β = 0.01/t to obtain an MPO representation of

the desired thermal mixed state [86], tuning the chemical potentail to obtain desired
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filling n̄ = 1/2. We then performed real-time evolution with an MPO dimension up

to χ = 400 to describe the driven state.
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Appendix E

Floquet engineering the t–J–α
model in an optical lattice

In this appendix, we consider the Hubbard model as implemented by ultracold fermionic

atoms trapped in a one-dimensional optical lattice. We show that by oscillating the

equilibrium position of the lattice back and forth, we implement a driving term which

allows us to Floquet engineer the t–J–α model where both J/t and α can be varied.

E.1 The driving term

Here we derive the driving term for the system. Various implementations of periodic

driving are possible. The one we consider here is that the entire optical lattice is

oscillated back and forth at a frequency Ω and an amplitude ∆. The lab frame

Hamiltonian is therefore

Ĥ lab =
p̂2

2m
+ V0 cos2(k(x−∆ cos(Ωτ))). (E.1)

We then apply a unitary transformation which moves us into the frame that is co-

moving with respect to the latice. We first recall that the operator e−ip̂l translates

the position operator as

eip̂lx̂e−ip̂l = x̂+ il[p̂, x̂] (E.2)

= x̂+ l, (E.3)

where we have used the Baker-Campbell-Hausdorff transformation, along with the

canonical commutation relation [p̂, x̂] = i. Setting l = ∆ cos(Ωτ), we therefore have

that the operator which brings us into the comoving frame is

R̂(τ) = ei∆ cos(Ωτ)p̂. (E.4)
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We apply this to the Hamiltonian via

Ĥcm = i(∂τ R̂)R̂† + R̂ĤR̂†. (E.5)

The first term gives −∆Ω sin(Ωτ)p̂. In the second term, the kinetic energy is un-

changed since [R̂, p̂] = 0, and the second term is shifted x→ x+ ∆ cos Ωτ , yielding

Ĥcm =
p̂2

2m
−∆Ω sin(Ωτ)p̂+ V0 cos2(kx). (E.6)

Completing the square of the momentum terms gives

Ĥcm =
(p̂−∆Ωm sin(Ωτ))2

2m
− (∆Ω)2m

2
sin2(Ωτ) + V0 cos2(kx)

=
(p̂−∆Ωm sin(Ωτ))2

2m
− (∆Ω)2m

4
(1− 2 cos(2Ωτ)) + V0 cos2(kx).

The second term consists of a constant part, which doesn’t affect the dynamics, and a

spatially uniform time-periodic part, which we may gauge away with another periodic

unitary transformation. This leaves us with

Ĥcm =
(p̂−∆Ωm sin(Ωτ))2

2m
+ V0 cos2(kx).

Recalling the minimal coupling form of the Hamiltonian, we see that this Hamiltonian

has the form of a charged particle in a spatially uniform electric field which oscillates

in time [211]. Therefore in the Coulomb gauge, this gives

Ĥcm =
p̂2

2m
+ ∆Ωm cos(Ωτ)x̂+ V0 cos2(kx).

Once we expand this in the Wannier basis of the lowest Bloch band (see Sec. 2.2.2),

the driving term becomes

ĤV (τ) = V cos(Ωτ)
∑

j

jn̂j. (E.7)

Recall that we used this term in Sec. 5.2.1 when discussing the tight-binding model

in a shaken optical lattice.

E.2 Engineering the t–J–α model

The full Hamiltonian we consider is

Ĥ(τ) = Ĥt + ĤU + ĤV (τ), (E.8)
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where

Ĥt = −t
∑

j

(
ĉ†j,σ ĉj+1,σ + H.c.

)

ĤU = U
∑

j

n̂j,↑n̂j,↓. (E.9)

Using the procedure discussed in Sec. 5.2.1, we transform Ĥ(τ) and expand it in the

Floquet basis |α〉 eimΩτ to obtain the block form of the quasienergy operator,

ĤQ =
∑

m,m′

Ĥm,m′ ⊗ |m〉 〈m′ | , (E.10)

with

Ĥm,m′ = −t
∑

j,σ

(
Jm′−m(ν)ĉ†j,σ ĉj+1,σ + Jm−m′(ν)ĉ†j+1,σ ĉj,σ

)
+ (ĤU +mΩ)δm,m′

= −tT̂m,m′ + (ĤU +mΩ)δm,m′ . (E.11)

Note that this differs from the form of the quasienergy operator blocks in Eq. (6.19).

Namely, since the driving takes the form of an oscillating tilted potential rather

than sublattice-dependent driving, we do not have a sign factor sj which depends on

which sublattice the hopping process starts from. Rather the sign of the process flips

depending on the direction of the hopping process.

As in Sec. 6.3.1, we consider the limit t � U,Ω, and perform degenerate pertur-

bation theory to compute the approximate Floquet Hamiltonian inside the m = 0

photon block containing zero doublons. We again obtain the Hamiltonian

Ĥeff ≈ Ĥ
(1)
eff + Ĥ

(2)
eff , (E.12)

where

Ĥ
(1)
eff = −tP0,0

(∑

m,m′

T̂m,m′ ⊗ |m〉 〈m′ |
)
P0,0,

Ĥ
(2)
eff = −t2

∑

p,p′

∑

q,q′

∑

nd>0

∑

m

P0,0(T̂p,p′ ⊗ | p〉 〈p′ |)Pnd,m(T̂m,m′ ⊗ | q〉 〈q′ |)P0,0

ndU +mΩ

−t2
∑

p,p′

∑

q,q′

∑

m6=0

P0,0(T̂p,p′ ⊗ | p〉 〈p′ |)P0,m(T̂m,m′ ⊗ | q〉 〈q′ |)P0,0

mΩ
. (E.13)

We obtain that

Ĥ
(1)
eff = P0

[
−tT̂0,0

]
P0 = P0

[
−tJ0(ν)

∑

j

(
ĉ†j,σ ĉj+1,σ + H.c.

)]
P0, (E.14)
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Figure E.1: We show the contributions to the pair hopping and superexchange
processes for the m photon term. In (a), the two hops occur in the same direction,
and so the process accumulates two bessel function factors of opposite sign. In (b),
the hops occur in opposite directions, accumulating two bessel function factors of
the same sign. Summing up these contributions over all photon numbers m results
in different renormalisations for each term, breaking the fixed ratio α between the
superxchange and the pair hopping.

Once again finding the standard Bessel function suppression of the hopping with

doublons projected out.

Looking now at the second term in Eq. (E.13), which corresponds to virtual emis-

sion/absorption of photons without creating/destroying doublons, We find that by

the same arguments as in Sec. 6.3.1, this term vanishes. This leaves only the first

term in Eq. (E.13). First taking care of the photon number projectors, we find that

Ĥ
(2)
eff = −t2

∑

nd>0

∑

m

P0T̂0,mPndT̂m,0P0

ndU +mΩ
.

(E.15)

Just considering the numerator for a moment, we have

P0T̂0,mPndT̂m,0P0 =
∑

j,a

∑

k,b

P0

(
Jm(ν)ĉ†j,aĉj+1,a + J−m(ν)ĉ†j+1,aĉj,a

)
Pnd

×
(
J−m(ν)ĉ†k,bĉk+1,b + Jm(ν)ĉ†k+1,bĉk,b

)
P0.(E.16)

We see that there are four distinct nonzero processes contained within this term,

which we show in Fig. E.1. First, if the virtual doublon is created by a leftward

hopping process it accumulates a factor J−m(ν), while it accumulates a factor Jm(ν)

if it was created by a rightward hop. Similarly the process accumulates a factor Jm(ν)

the doublon is destroyed by a leftward hop, or a factor J−m(ν) if it is destroyed by a

rightward hop.

Next, we observe that the processes in which the hops go in opposite directions

correspond to superexchange terms, and have a coefficient J 2
m(ν) or J 2

−m(ν) = J 2
m(ν).
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Summing up all of the contributions from different m’s, we find an effective superex-

change

J̃ = 4t2
∑

m

J 2
m(ν)

U +mΩ
, (E.17)

which is the same as for the sublattice driving. As we showed in Sec. 6.3.1, this

reduces to 4t2/U = J in the limit t� Ω� U . On the other hand, processes in which

the hops go in the same direction correspond to pair-hopping terms, and acquire a

coefficient Jm(ν)J−m(ν). Again summing up the contributions from all m’s we find

that the effective pair hopping is

α̃J̃ = 2t2
∑

m

Jm(ν)J−m(ν)

U +mΩ
. (E.18)

We plot t̃, J̃ and α̃J̃ as a function on ν for various U ’s and Ω’s in Fig. E.2. We

see that depending on the U , it is possible to engineer wide variety of U ’s and αs,

even outside those we consider in Chapter 4. For instance, in (a), we see that we can

engineer large negative values of α, while in (b), we can engineer positive values of α.

By tuning ν ≈ ν0/2, we can even “switch off” the pair-hopping, thus implementing

the standard one-dimensional t–J model in an optical lattice. In summary, in an

ultracold atom experiment, by tuning U with a Feshbach resonance, and changing

the driving strength ν, one can explore a wide range of the t–J–α model’s phase

diagram, probing the superexchange physics.
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Figure E.2: We show the ratio of the effective superexchange to the effective hopping
J̃/t̃, as well as the ratio of the effective pair-hopping to the effective hopping α̃J̃/t̃,
as a function of driving strength η. In all cases a driving frequency of Ω = 6t was
used. The value of the interaction strengths used were (a) U = 10t, (b) U = 15t, (c)
U = 20t, (d) U = 50t.
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