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Abstract

Multiphysics systems with interface coupling are used to model a variety
of physical phenomena, such as arterial blood flow, air flow around aero-
plane wings, or interactions between surface and ground water flows. Nu-
merical methods enable the practical application of these models through
computer simulations. Specifically a high level of detail and accuracy is
achieved in finite element methods by discretisations which use extremely
large numbers of degrees of freedom, rendering the solution process chal-
lenging from the computational perspective. In this thesis we address
this challenge by developing a twofold strategy for improving the effi-
ciency of standard finite element coupled solvers. First, we propose to
solve a monolithic coupled problem using block-preconditioned GMRES
with a new Schur complement approximation. This results in a mod-
ular and robust method which significantly reduces the computational
cost of solving the system. In particular, numerical tests show mesh-
independent convergence of the solver for all the considered problems,
suggesting that the method is well-suited to solving large-scale coupled
systems. Second, we derive an adjoint-based formula for goal-oriented a
posteriori error estimation, which leads to a time-space mesh refinement
strategy. The strategy produces a mesh tailored to a given problem and
quantity of interest. The monolithic formulation of the coupled problem
allows us to obtain expressions for the error in the Lagrange multiplier,
which often represents a physically relevant quantity, such as the normal
stress on the interface between the problem components. This adaptive
refinement technique provides an effective tool for controlling the error
in the quantity of interest and/or the size of the discrete system, which
may be limited by the available computational resources. The solver and
the mesh refinement strategy are both successfully employed to solve a
coupled Stokes-Darcy-Stokes problem modelling flow through a cartridge
filter.
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Chapter 1

Introduction

Mathematical modelling has become an essential tool in building our understanding of

physical processes, benefitting from the constantly increasing availability of computa-

tional resources. Numerical methods enable the practical application of mathematical

models in science, research and engineering through the use of computer simulations.

The enhancement of computational techniques has made it possible to address prob-

lems in a variety of fields from meteorology to cell biology. In this work we aim to

develop efficient numerical methods for solving coupled multiphysics problems.

The term ‘coupled systems’ may cover a wide range of mathematical problems

which involve two or more distinct components interacting with each other. We con-

sider coupling in the context of partial differential equations (PDEs), which are used

to model a multitude of physical processes through the mathematical representation

of the fundamental conservation laws. From the modelling perspective we can distin-

guish coupled processes sharing a common environment and those interacting only

through a shared interface. A well-known example of the first type is the bidomain

model in cardiac electrophysiology [71, 83], where homogenised equations for conser-

vation of ion current and microscopic equations for ion channel behaviour are solved
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in the same domain for intra- and extracellular potential. A popular problem of the

second type is fluid-structure interaction, where the interaction occurs solely through

the fluid-structure interface. Schematically the difference between these types of cou-

pling can be represented as shown in Figure 1.1.

Figure 1.1: Schematic representation of two types of coupling: (a) processes F1(u1, u2)
and F2(u1, u2) occurring in the common domain Ω and (b) processes F1(u1) and F2(u2)
occurring in individual domains Ω1 and Ω2 respectively, and interacting through
C(u1, u2) on Γ.

In this work we consider the systems where coupling occurs through an interface.

The interest in such problems is driven by applications in a variety of engineering

fields. Fluid-structure interaction in particular is used to model air flow around

airplane wings, boat sails, tall buildings, bridges, as well as blood flow in human

arteries or the heart, and air flow in the airways or the lungs [43, 55, 79, 85, 94, 117,

122, 126]. Coupled models of free flow and flow through porous media are used in

the study of interactions between surface and groundwater flows, as well as air and

oil filters [40, 69, 76, 84]. Computer simulations of these and other coupled systems

are of immediate practical interest.

The complexity of coupled multiphysics models usually means that an analytic so-

lution is not available. Numerical methods provide an incredibly powerful alternative

way of solving PDEs using computer software. The main idea behind such methods

lies in discretisation of the operators or the solution space. The approximation of the
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original continuous problem by its finite-dimensional counterpart is a fundamental

step in reducing the underlying PDEs to a system of algebraic equations, for which

many solution methods exist [67, 104]. However, the need for accurate solutions com-

puted with a high level of detail means that the size of the discrete problems can

be exceptionally high, and the computational cost of producing a solution in such a

problem is extreme. It can be argued that the increasing computational complexity

is more than matched by the increasing availability and reducing cost of resources,

however, additional challenges arise in high-performance systems, which can be both

software and hardware-related [36, 42, 109]. Optimisation of numerical methods used

to solve a particular problem is a way to make sure that the best possible results

are achieved given available resources. The ability to reduce computation time by

algorithmic means can also lead to more extensive and more effective use of models,

as the demand for real-time simulation exists in fields like surgery [35, 107].

The task of reducing the computational complexity can be approached from two

perspectives: the discretisation, and the linear solver. The generation of a computa-

tional mesh for a given problem geometry is usually directly related to the accuracy of

the computed solution and the operational cost of the solution method. Specifically

in finite element methods the formulation allows the derivation of a priori error es-

timates for the approximate solution of sufficiently regular problems [21, 78]. While

providing important information on convergence behaviour, a priori estimates can

not be used for practical error control and mesh refinement, since they rely on our

knowledge of the exact solution. At the same time, a posteriori error estimation is

based entirely on our ability to compute the approximate solution, and can be used

to assess solution accuracy directly.

There are several ways to perform a posteriori error estimation. Gradient re-
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covery methods [129, 128, 127] are based on the idea of replacing the true solution

gradient in the a priori estimate with an approximation arising from the numerical

solution. This class of methods is widely used due to the relative simplicity of the

idea. However, the accuracy of the estimator is not guaranteed by rigorous proofs in

most cases, even if it is sometimes observed in practice. Local error estimators use

the Galerkin orthogonality property to impose a bound on the error by solving local

residual problems [9, 17, 74]. A detailed review of these methods, as well as further

references can be found in [2, 3, 120].

An alternative approach to a posteriori error estimation relies on the solution of

a global adjoint problem [47, 64, 99]. In particular, [47, 49, 50, 123] address the

goal-oriented technique, which is based on solving an adjoint problem to estimate the

error in a quantity of interest given by a functional of the solution, as opposed to the

error in a norm of the solution. The functional often represents a value of practical

interest, e.g. a weighted average of a variable in the domain.

A posteriori error estimation has an additional advantage in that it can be used

for adaptive mesh refinement [9, 12, 30, 37, 101, 120]. While a priori error bounds

normally indicate that refining the mesh leads to reducing the error, if we can com-

pute local a posteriori estimates then specific areas or time steps can be refined –

those where the errors are the highest. Unless the errors are distributed perfectly

uniformly, an adaptive refinement is likely to produce a significantly smaller mesh

than a uniform refinement, allowing us to recompute a more accurate solution faster

or using fewer computational resources than would be required for a computation on

a uniformly refined mesh. Of course, the a posteriori procedures themselves can incur

a significant computational cost. It is therefore necessary to consider the suitability of

such algorithms for a specific practical problem. In large-scale problems performing
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a posteriori error estimation on a relatively coarse mesh, and producing a computa-

tional mesh which is best suited to the solution can be advantageous [97, 113, 124].

In this work we do not consider an alternative finite element refinement strategy,

p-refinement, where better local accuracy is achieved through increasing the order of

the finite elements instead of (or alongside) refining the mesh. For details on this

approach we refer to [8, 10, 80, 108].

We focus on goal-oriented a posteriori error estimation in the context of coupled

problems. In particular, we are interested in estimating quantities of interest on

the coupling interface, which can model, for instance, wall traction in fluid-structure

interaction – an important metric for practical considerations.

A redistribution of the system’s degrees of freedom is aimed at achieving higher

solution accuracy provided there are limited computational resources, or using the

least computational resources given a certain accuracy that the solution needs to

achieve. When using adaptive refinement we assume that there is a fixed relationship

between the amount of memory and processing power available for computations,

and the size of the discrete system that we can solve. This relationship, however, can

change dramatically depending on the linear solver that one chooses to employ.

A straightforward way of addressing a matrix problem is to use a direct solver,

e.g. the LU factorisation [67]. The implementation is independent of the form of the

system matrix, and is readily available in most software libraries for matrix compu-

tations∗. Moreover, the method does not introduce additional errors into the finite

element solution, since it solves the discretised problem up to machine precision. How-

ever, when applied to large-scale sparse problems, direct methods become extremely

computationally demanding, both in terms of processing power and required memory.

∗For a study comparing different implementations of direct methods we refer to [68].
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The standard implementation of the LU factorisation requires O(N3) operations for

an N × N matrix, and while the power of N in the operation count can be reduced

for sparse matrices, it is often prohibitive for large matrices that arise in practical

applications.

Even if the resources are available factorisation time can become exceedingly long.

It is therefore common to use iterative methods, whereby the discrete solution is not

obtained exactly, but up to a certain prescribed tolerance on a norm of the residual.

Specifically, Krylov subspace methods, such as GMRES [105] or BiCGSTAB [119] can

provide a reliable and efficient alternative to direct methods [25]. The convergence of

these methods, and therefore the feasibility of their use, is highly dependent on the

matrix of the system, which can become very ill-conditioned for a refined finite element

problem. It is therefore essential to use a good preconditioner in such problems

[82, 91, 95, 111]. The choice of such a preconditioner is therefore determined by

the two primary factors: the effect on the iterative method’s convergence, and the

cost of building it and using it in computations. In this work our aim is to find a

preconditioner that would be suited to solving coupled problems specifically.

The overall structure of the thesis is as follows. First we give an overview of the

mathematical tools which are necessary for the development of the methods that con-

stitute the body of this work. Chapter 2 outlines the basic concepts of the standard

continuous Galerkin finite element methods including the weak form of partial dif-

ferential equations, finite element discretisation and error bounds. Two aspects are

addressed separately: formulations for mixed problems, such as incompressible flow,

and time-dependence.

Chapter 3 considers the merits and drawbacks of the partitioned and the mono-

lithic approaches to solving generic coupled problems. We propose that the main
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benefit of the partitioned approach, namely its modularity, can be gained in mono-

lithic coupled solvers through the use of block preconditioners. In order to study this

option in detail we formulate the weak and the finite element problems for equations

coupled using Lagrange multipliers.

Block preconditioners for the monolithic coupled systems formulated in Chapter

3 are investigated in Chapter 4. Following a standard procedure of block Gaussian

elimination we arrive at a modified block system where individual solution procedures

for component blocks can be used. However, we note that the construction and use

of one of the blocks of this modified system – the Schur complement – is excessively

costly from the computational perspective, and not scalable for large problems. It is

therefore argued that an approximation to the Schur complement should be used to

make the solver both modular and efficient. Approximations which do not rely on

the underlying physics of the components are put forward alongside an approximation

by Elman [45]. We discuss the computational complexity of the associated solution

methods, and study their performance numerically. A practical solver for coupled

problems based on Schur complement approximation and the algebraic multigrid

method [24] is described and tested, particularly for a multiphysics problem modelling

fluid-structure interaction.

Chapter 5 looks at a posteriori error estimation as means of assessing the accuracy

of solutions in coupled problems, and using this error to drive adaptive spatial and

temporal refinement of the discrete system. The aim of this procedure is to identify

the regions and time intervals where the errors are highest, and reduce them through

local refinement. First we consider steady coupled problems, for which we derive

error estimates based on solutions of adjoint problems, assess the accuracy of these

estimates and formulate a refinement algorithm based on local error estimates. The
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convergence of the error estimate is verified in a number of examples. Further, the

adaptive strategy is tested for a succession of problems with various quantities of

interest, including those supported on the coupling interface, with specific attention

given to problems with finite element spaces that do not match along the interface. We

also highlight the advantage of using an adaptive refinement strategy in the problems

where the errors are known to be highly localised. The second part of Chapter 5

develops the theory for time-dependent coupled problems. The appropriate error

estimate is derived, and the accuracy of this estimate is established. An adaptive

strategy is obtained where it is possible to distinguish spatial and temporal errors,

and therefore refine both the time intervals and the spatial mesh. Space-time blocks

are utilised to improve the method’s efficiency. The estimator and the refinement

strategy are then tested in a number of numerical examples with different quantities

of interest.

The methods developed in Chapters 4 and 5 are re-examined in a different multi-

physics setting in Chapter 6. We consider a two-dimensional model of flow through

a filter represented by a channel with a porous section in the middle. Taking into

account the different nature of the governing equations, and the presence of three

components, we reformulate the expression for the solver and the a posteriori error

estimate. Numerical tests are then carried out to assess the effect of the different

physics and geometry on the performance of the methods including the refinement

strategy.

Finally, the results are summarised and discussed in Chapter 7. We also outline

the areas where further work would be necessary to either evaluate the methods’

applicability, develop them further, or facilitate their practical use.
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Chapter 2

Finite element methods

Numerical methods are an established means of solving differential equations that are

of practical interest in a variety of applied problems. Finite difference, finite volume

and finite element methods are the most widely used types of such methods. Their

basic idea is replacing the original infinite-dimensional problem by a finite-dimensional

approximation, which is, generally speaking, easier to solve.

The main idea of finite difference methods is to approximate the derivatives ap-

pearing in the equations with finite differences at a set of discrete points in the domain

of interest. Their advantages include relative simplicity of derivation and implemen-

tation. However, finite difference methods are best suited for simple domain shapes

and regular meshes, while using them for problems on complex geometries requires

non-standard treatment even for standard differential equations. For an introduction

to finite differences in partial differential equations we refer to [90, 116, 114].

Finite volume methods [87, 121] rely on the application of the divergence theorem

within small subdomains of the original domain – finite volumes – and approximat-

ing fluxes through volume boundaries. These methods are traditionally used in the

field of computational fluid dynamics due to their conservative properties, although
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formulating problems on complex geometries is again far from trivial.

Finite element methods are based on weakening the restrictions on the solution

space in the continuous setting, and searching for the approximate solution in the

subspace which spans basis functions supported on small regions inside the domain.

These methods are well-suited to solving problems on complex domains, and are

therefore widely used in practical applications.

In this work we consider only finite element methods (FEMs) for solving partial

differential equations (PDEs), even though some ideas, namely those relating to pre-

conditioning of block systems, are also applicable to problems discretised otherwise.

This chapter comprises an overview of several theoretical and practical aspects of the

classical FEMs. The theory and notation presented here are essential in developing

the techniques that form the core of this thesis.

2.1 Weak derivatives and Sobolev spaces

Let us consider an open bounded domain Ω ⊂ R
D with a smooth boundary ∂Ω.

While the general theory applies to any dimension D, we restrict the problems we

consider to the physically relevant two- and three-dimensional Euclidean space.

Figure 2.1: Domain Ω with boundary ∂Ω in R
2.

We define the standard function spaces: L2(Ω) containing all Lebesgue square in-
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tegrable functions on Ω, C(Ω) containing all continuous functions on Ω̄, C1(Ω), C2(Ω)

and C∞(Ω) containing all once-, twice- and infinitely continuously differentiable func-

tions on Ω̄ respectively. The classical, or, in the context of FEMs, strong formulations

of second-order differential equations usually imply that the solutions lie in C2(Ω),

which in practice is often too restrictive. FEMs are derived from what is known as

weak formulations of differential equations, which only assume weak differentiability

of solutions.

Let Ω ⊂ R, then a function u ∈ L2(Ω) is said to have a weak derivativeDu ∈ L2(Ω)

if ∫
Ω

u
dv

dx
dx = −

∫
Ω

Du v dx ∀v ∈ C∞(Ω) such that v = 0 on ∂Ω.

If u ∈ C1(Ω) this definition is consistent with the integration by parts formula, and

the definition of the classical derivative of u. It is therefore common to use the same

notation for the weak and classical derivatives:

du

dx
= Du.

The definition is extended naturally to multiple dimensions. If α is a D-dimensional

multi-index, i.e. α = (α1, . . . , αD) with integer αd, d = 1, . . . , D, then u is said to

have a weak derivative Dαu of order α if

∫
Ω

u
∂|α|v

∂xα1
1 . . . ∂xαD

D

dx = (−1)|α|
∫
Ω

Dαu v dx ∀v ∈ C∞(Ω) such that v = 0 on ∂Ω.

This definition of weak derivatives allows us to introduce a Sobolev space that will be
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used throughout the thesis:

H1(Ω) = {u ∈ L2(Ω) | Du ∈ L2(Ω)},

the space of square-integrable functions that have square-integrable weak derivatives

of the first order. For our purposes it is sufficient to consider this and a few other

specific L2-based Sobolev spaces. The vast theory behind more general spaces is in

the purview of the field of functional analysis, and beyond the scope of this work.

Formal definitions, and a detailed study of properties of Sobolev spaces can be found,

for example, in [1, 21].

2.2 Weak formulations of differential equations

As an example, let us consider an elliptic boundary value problem in Ω:

−∇ · (k∇u) + cu = f in Ω, (2.1a)

u = uD on ΓD, (2.1b)

k∇u · n = gN on ΓN . (2.1c)

Here u : Ω → R, ∇ is the classical gradient operator, k, c, f , uD and gN are given

functions of appropriate regularity, n is the outward pointing unit normal vector to the

appropriate boundary. The boundary of Ω is divided into two parts which correspond

to Dirichlet and Neumann boundary conditions: ∂Ω = ΓD ∪ ΓN , and ΓD ∩ ΓN = ∅.

The strong form of (2.1a) requires u to be at least twice differentiable. To weaken

the regularity restrictions we multiply the equation by an arbitrary function v, called
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a test function, and integrate over Ω:

∫
Ω

(−∇ · (k∇u) + cu) v dx =

∫
Ω

f v dx.

Assuming the conditions of the divergence theorem are satisfied, the left-hand side of

this equation can be rewritten:

∫
Ω

(−∇ · (k∇u) + cu) v dx = −
∫
∂Ω

(k∇u · n) v ds +

∫
Ω

(k∇u · ∇v + cuv) dx

= −
∫
ΓD

(k∇u · n) v ds−
∫
ΓN

gNv ds+

∫
Ω

(k∇u · ∇v + cuv) v dx.

Taking note of the Dirichlet condition (2.1b) for u, and letting v = 0 on ΓD, we arrive

at the following equation:

−
∫
ΓN

gNv ds+

∫
Ω

(k∇u · ∇v + cuv) dx =

∫
Ω

fv dx.

In this equation the second derivatives of u need not exist, moreover, the gradients

only need to exist in the weak sense. With that in mind, both the solution and

the test functions can come from H1(Ω), as long as they satisfy the appropriate

Dirichlet boundary conditions. The following notation will be used for convenience

and consistency:

X = H1(Ω),

XD = H1
D(Ω) = {v ∈ X | v = uD on ΓD},

X0 = H1
0 (Ω) = {v ∈ X | v = 0 on ΓD}.
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The Neumann condition (2.1c) is included naturally in the weak equation. The weak

formulation of (2.1) is as follows:

Find u ∈ XD such that

∫
Ω

(k∇u · ∇v + cuv) dx =

∫
Ω

fv dx +

∫
ΓN

gNv ds ∀ v ∈ X0. (2.2)

Introducing a symmetric bilinear form a(·, ·) : X ×X → R for the left-hand side

a(w, v) =

∫
Ω

(k∇w · ∇v + cwv) dx, (2.3)

and using the standard notation (·, ·) for the scalar product in L2(Ω), and < ·, · >ΓN

for the dual product on ΓN we write the same weak equation in shorthand:

Find u ∈ XD such that

a(u, v) = (f, v)+ < gN , v >ΓN
∀ v ∈ X0. (2.4)

Existence and uniqueness of such a u follows from the Lax-Milgram theorem (theorem

2.7.7 in [21]) formulated below.

Theorem 1. (Lax-Milgram) Let X be a Hilbert space, F be a continuous linear func-

tional on X, and a(·, ·) be a continuous and coercive bilinear form on this space, i.e.

∃ C > 0, α > 0 such that

a(v, w) ≤ C‖v‖X‖w‖X ∀ v, w ∈ X (continuity),

a(v, v) ≥ α‖v‖2X ∀ v ∈ X (coercivity).

Then there exists a unique u ∈ X such that a(u, v) = F (v) ∀ v ∈ X.

14



In terms of the weak problem (2.4) the continuity is satisfied by the Cauchy-

Schwartz inequality, and coercivity holds when k, c > 0. The linear functional F (v) =

(f, v)+ < gN , v > is continuous on X0 if the data are sufficiently regular, e.g. f, gN ∈

L2(Ω). However, the test and trial spaces are not the same XD �= X0. However, this

can be remedied by rewriting the problem in terms of û = u− ûD, where ûD ∈ XD is

an extension of uD onto the whole domain Ω such that ‖ûD‖X is minimised. In this

case (2.4) can be equivalently rewritten:

Find û ∈ X0 such that

a(û, v) = (f, v)− a(ûD, v)+ < gN , v >ΓN
∀ v ∈ X0. (2.5)

The conditions of Lax-Milgram theorem are satisfied for problem (2.5), and therefore

a unique solution û ∈ X0 exists for it. This implies the existence and uniqueness of

u satisfying (2.4).

2.3 Finite element discretisation

The transition from an infinite-dimensional to a finite-dimensional problem is what

distinguishes different numerical methods for solving differential equations. The FE

approximation space is constructed as follows: first, the problem domain is partitioned

into small element domains, and second, the element is defined by prescribing for each

element domain a set of nodes and nodal values, effectively defining basis functions of

the approximation space given their general form (for example, as piecewise-linears).

Element domains are normally shaped as triangles or squares in R
2, tetrahedra

or hexahedra in R
3 (Fig. 2.2a). They must have non-overlapping interiors, and their

boundaries can only intersect along common edges or at common vertices, i.e. there
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must be no hanging nodes (Fig. 2.2b).

Ω

Ω

(a) Partition

(b) Hanging node

 

 

Ω
Triangulation

(c) Curvilinear boundary

Figure 2.2: Examples of geometric features of finite element methods in 2D: triangular
and quadrilateral partitions, a hanging node, approximation of curvilinear boundaries.

For the case of triangles or tetrahedra, element domains with extremely acute or

obtuse angles may cause the discretised system to become numerically singular, and

it is therefore important that the use of such elements is avoided. In addition, if Ω

has curvilinear boundaries (Fig. 2.2c) one has to be aware of the additional error

introduced into the solution as a result of domain approximation by a polygon or a

polyhedron. In this work we assume that the domain can be triangulated exactly,

unless stated otherwise.

The partition of Ω into admissible element domains is known as domain triangu-
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lation or tesselation. All the nodes, edges and faces of element domains constitute

the problem mesh.

Defining local basis functions and nodal values completes the definition of a FE

space (see e.g. Figures 2.3-2.4 for Lagrangian linear and quadratic local bases on

triangles). For a rigorous definition of finite elements, and a description of different

types of elements we refer to [21]. We note that in the classical FE framework

the solution is approximated using continuous piecewise-polynomial functions. To

preserve a certain level of clarity, we consider low-order Lagrangian elements, although

this is non-essential for the methods developed in the thesis.

0
1

0

1
0

1

(a)

0
1

0

1
0

1

(b)

0
1

0

1
0

1

(c)

Figure 2.3: Linear basis functions on a reference triangle.

With all necessary components in place, we can write the FE discretisation of the

weak problem (2.4). LetXh be the approximation space on a triangulation τ of Ω, and

let Xh
D = Xh∩XD and Xh

0 = Xh∩X0. For simplicity we will only consider boundary

data which is in the discrete space, i.e. uD ∈ Xh, unless otherwise stated. The FEM

for (2.4) is obtained by restricting the original function space to its finite-dimensional

counterpart:

Find uh ∈ Xh
D such that

a(uh, vh) = (f, vh)+ < gN , v
h >ΓN

∀ vh ∈ Xh
0 . (2.6)
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(a) (b) (c)

(d) (e) (f)

Figure 2.4: Quadratic basis functions on a reference triangle.

As in the continous setting, the Lax-Milgram theorem guarantees existence and

uniqueness of solutions for problems with coercive a(·, ·) (provided the data are suffi-

ciently regular, and by considering an associated problem with homogeneous Dirichlet

conditions). The following result, known as Céa’s theorem (theorem 2.8.1 in [21]),

also provides a theoretical error bound for an approximate solution uh.

Theorem 2. Let u ∈ XD solve (2.4) and uh ∈ Xh
D solve (2.6), and let the bilinear

form a(·, ·) be continuous with constant C > 0 and coercive with constant α > 0.

Then

‖u− uh‖X ≤ C

α
min
vh∈Xh

0

‖u− vh‖X .

The theorem shows that the approximate solution uh is quasi-optimal in Xh, being

proportional to the best approximation from this subspace ofX . Given a triangulation
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τ of the domain Ω, let Xh be the space of continuous piecewise-polynomial functions

of degree no greater than k, i.e. Xh = P k(Ω)∗. We choose the Lagrangian basis

{φ1, φ2, . . . , φm} of Xh defined by the nodal values at the nodes {x1,x2, . . . ,xm},

namely

φi(xj) = δi,j =



1, i = j,

0, i �= j.

We observe that a basis of Xh
0 can be constructed by removing φi with xi ∈ ΓD

from the basis of Xh. Let us assume that the indices of such basis functions are

M + 1, . . . , m, and therefore Xh
0 = span{φ1, . . . , φM}. The finite-dimensional weak

problem (2.6) is equivalent to:

Find uh ∈ Xh
D such that

a(uh, φi) = (f, φi)+ < gN , φi >ΓN
∀ i = 1, . . . ,M. (2.7)

Any function from Xh can be presented in the form of a basis expansion. Let this

basis expansion for uh be

uh =
m∑
j=1

Ujφj

with Uj = uh(xj). Substituting this expression into (2.7), and using the fact that

a(·, ·) is bilinear, we obtain

m∑
i=1

a(φi, φj)Ui = (f, φj)+ < gN , φj >ΓN
∀ j = 1, . . . ,M. (2.8)

Moreover, the restriction uh ∈ Xh
D imposes additional conditions on the basis coeffi-

cients of uh, namely Ui = uD(xi) for i =M + 1, . . . , m.

∗Functions in P k(Ω) are polynomials on each element domain in τ .
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We introduce the following matrix notation: A = (ai,j) ∈ R
m×m is the system

matrix, F = (F1, . . . , Fm)
T is the load vector, U = (U1, . . . , Um)

T is the solution

vector, where

ai,j =



a(φi, φj) ∀ i = 1, . . . ,M, j = 1, . . . , m,

δi,j ∀i =M + 1, . . . , m, j = 1, . . . , m,

Fi =



(f, φi)+ < gN , φi >ΓN

∀ i = 1, . . . ,M,

uD(xi) ∀ i =M + 1, . . . , m.

Using this notation, the finite-dimensional weak problem (2.8) can be written as a

matrix equation:

Find U ∈ R
m such that

AU = F. (2.9)

The matrix of the system for an elliptic problem in the form (2.1a) is composed of

two parts that often occur in FE calculations. Namely, if k ≡ const and c ≡ const,

then

a(w, v) =

∫
Ω

(k∇w · ∇v + cwv) dx = k

∫
Ω

∇w · ∇v dx + c

∫
Ω

wv dx.

The linear system (2.9) can be rewritten as

(kK+ cM)U = F,
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where K = (ki,j) , M = (mi,j) ∈ R
m×m with the following (nontrivial) elements:

ki,j =

∫
Ω

∇φi · ∇φj dx, ∀ i = 1, . . . ,M, ∀ j = 1, . . . , m,

mi,j =

∫
Ω

φiφj dx, ∀ i = 1, . . . ,M, ∀ j = 1, . . . , m.

The remaining elements are defined to preserve the Dirichlet boundary conditions

in the matrix system, e.g. ki,j = 1/k δi,j and mi,j = 0 for i = M + 1, . . . , m and

j = 1, . . . , m. K is known as the stiffness matrix, and M as the mass matrix.

The FE space is constructed in such a way that each basis function is supported

on a few element domains only. If the elements are sufficiently small, most entries

of the matrix A are equal to zero, since most basis functions have nonintersecting

supports. The system is therefore highly sparse. From the point of view of software

used to solve the numerical problem this is beneficial in two ways: firstly, the memory

required for matrix storage is significantly reduced as compared to full matrices, and

secondly, many linear solvers can take advantage of the sparsity and produce the

solution faster. The precise sparsity pattern of the matrix A depends on the order of

elements (i.e. the order of polynomials used as shape functions), and the dimension

of the problem space R
D.

The system (2.9) is a classical linear algebra problem, and a vast number of

methods have been developed to solve the problems of this kind [67]. At the same

time, the choice of a method that is robust and efficient is extremely important for

applications, and is highly dependent on the nature of the matrix A. The two classes

of methods that can be used to solve (2.9) are direct and iterative methods. The

former produce an exact solution of the linear system (up to machine accuracy), and

include such methods as LU , Cholesky and QR. However, these methods become too
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computationally and memory intensive as the problem dimension N grows, especially

for three-dimensional problems. This is where iterative methods like BiCG [119] or

GMRES [105] provide an alternative. While they only provide a solution which is

accurate up to a given tolerance (or, more precisely, solutions with the norms of

associated residuals R = F − AU under a given tolerance), both computational

and memory requirements are usually lower than those for direct methods. For an

overview of iterative linear solvers for large generic FEM systems we refer to survey

papers [14, 18]. While the matrices obtained above are non-symmetric, they can be

easily transformed into symmetric form by simple algebraic operations. If this is the

case, then symmetrix matrix solvers, such as conjugate gradients [72] or MINRES

[96] can be used. In this work we address the question of choosing an efficient solver

for coupled systems in Chapter 4. For the purpose of this chapter the final step of

deriving a FEM is writing it in matrix form similar to (2.9).

The FE derivation follows the same pattern as above for any PDE. However,

there are certain problems that require special treatment. Among these are systems

of equations with incompressibility-type conditions, which we address separately in

the following section.

2.4 Mixed methods

In a number of classical problems, such as in solid mechanics and fluid dynamics,

the governing equation based on force balance can be supplemented by a condition

representing conservation of mass, and stemming from assumed incompressibility of

the material. One way of simultaneously treating these equations is by using mixed

methods, sometimes also referred to as Lagrange multiplier methods. This section
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follows the approach used in Chapter 12 of [21], where detailed proofs of results cited

may be found.

We consider a two-dimensional Stokes problem for steady fluid flow [13]. Assuming

that the inertial forces in the system are negligible, and that the fluid density and

viscosity are constant and equal to 1 in the domain of interest, the problem can be

written as follows:

−∆u+∇p = f in Ω, (2.10a)

∇ · u = 0 in Ω, (2.10b)

u = uD on ΓD, (2.10c)

Here u represents the two-dimensional velocity, p the (scalar) pressure, f the external

forces. Equation (2.10a) ensures the equilibrium of forces in the system, and equation

(2.10b) fluid incompressibility. The given velocity profile uD on the boundary ΓD =

∂Ω is, generally speaking, nonzero. However, the problem (2.10) transforms into a

homogeneous one by considering a (unique mininum-norm) extension of uD onto Ω,

and rewriting the equations in terms of û = u−uD. We will therefore consider uD = 0

on ΓD for simplicity. We will also assume f �≡ 0, so that the problem admits non-zero

velocity solutions.

Furthermore, the problem with all Dirichlet boundary conditions, as described

above, does not allow for unique identification of p on Ω, and therefore needs to be

supplemented by an additional condition. We will choose p ∈ L2
0(Ω), where

L2
0(Ω) =

{
q ∈ L2(Ω) |

∫
Ω

q dx = 0

}
. (2.11)
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As in previous sections, we convert the above problem into its weak form by

multiplying the governing equations by arbitrary functions, integrating over Ω, and

applying the divergence theorem together with the boundary conditions. This leads

to the following equations:

Find (u, p) ∈ X0 × Y such that

∫
Ω

(∑
i=1,2

∇ui · ∇vi − (∇ · v) p
)

dx =

∫
Ω

f · v dx ∀ v ∈ X0,

∫
Ω

(∇ · u) q dx = 0 ∀ q ∈ Y,

with X = (H1(Ω))
2
, X0 = {v ∈ X | v = 0 on ΓD} and Y = L2

0(Ω). Introducing the

operator notation as before, namely

a(v,w) =

∫
Ω

(∑
i=1,2

∇vi · ∇wi

)
dx,

b(v, q) = −
∫
Ω

(∇ · v) q dx,

we may rewrite the weak form again:

Find (u, p) ∈ X0 × Y such that

a(u,v) + b(v, p) = (f ,v) ∀ v ∈ X0, (2.12a)

b(u, q) = 0 ∀ q ∈ Y. (2.12b)

In general, the following weak problems are referred to as mixed:

Find (u, p) ∈ V ×Q such that

a(u, v) + b(v, p) = F (v) ∀ v ∈ V, (2.13a)

24



b(u, q) = 0 ∀ q ∈ Q, (2.13b)

where F is a linear functional on V . The question of well-posedness of this abstract

problem can be addressed in the following way. Defining a closed subspace of V ,

Z = {v ∈ V | b(v, q) = 0 ∀ q ∈ Q} leads to a more familiar formulation:

Find u ∈ Z such that

a(u, v) = F (v) ∀ v ∈ Z.

If a(·, ·) is coercive on Z, the Lax-Milgram theorem guarantees that the above problem

has a unique solution. For the Stokes problem this operator is the two-dimensional

version of the a(·, ·) in the elliptic problem considered in section 2.2 with c = 0 and

k = 1, and is therefore coercive.

In order to find p in (2.13) we need to solve

b(v, p) = F̂ (v) ∀ v ∈ V, (2.14)

where F̂ (v) = F (v)−a(u, v). The following lemma (Lemma 12.2.12 in [21]) establishes

the conditions necessary for the existence of a unique solution in this problem.

Lemma 1. Let the linear form F̂ (·) : V → R be continuous, and the bilinear forms

a(·, ·) : V × V → R and b(·, ·) : V ×Q→ R be continuous, i.e. ∃ C > 0 such that

a(v, w) ≤ C‖v‖V ‖w‖V ∀ v, w ∈ V,

b(v, q) ≤ C‖v‖V ‖q‖Q ∀ v ∈ V, q ∈ Q,
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and b(·, ·) satisfies the Babuška-Brezzi condition [6, 22, 23], i.e. ∃ β > 0 such that

β‖q‖Q ≤ sup
v∈V

b(v, q)

‖v‖V
∀ q ∈ Q.

Then equation (2.14) has a unique solution.

The bilinear forms a and b as defined above for the Stokes problem satisfy the

conditions of this lemma [4], and thus admit a unique solution.

By considering discrete subspaces V h ⊂ V and Qh ⊂ Q, we arrive at the following

discrete formulation of the problem:

Find (uh, ph) ∈ V h ×Qh such that

a(uh, vh) + b(vh, ph) = F (vh) ∀ vh ∈ V h, (2.15a)

b(uh, qh) = 0 ∀ qh ∈ Qh. (2.15b)

As in the continuous case, we can define Zh = {vh ∈ V h | b(vh, qh) = 0 ∀ q ∈ Qh},

and rewrite the mixed problem as follows:

Find uh ∈ Zh such that

a(uh, vh) = F (vh) ∀vh ∈ Zh.

The following result (Theorem 12.3.7 in [21]) provides an error bound for the solution

uh of the above problem. Generally speaking Zh ⊂ Z is not guaranteed, and therefore

we cannot apply Céa’s theorem directly.

Theorem 3. Let a(·, ·) be coercive on Z ∪Zh, (u, p) ∈ V ×Q and (uh, ph) ∈ V h×Qh
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be the solutions of (2.13) and (2.15) respectively, V h ⊂ V and Qh ⊂ Q. Then

‖u− uh‖V ≤
(
1 +

C

α

)
inf

vh∈Zh
‖u− vh‖V +

C

α
inf

qh∈Qh
‖p− qh‖Q,

where C is the continuity constant for a(·, ·) and b(·, ·), and α is the coercivity constant

for a(·, ·) on Z ∪ Zh.

A similar result providing an error bound on the ph component of the solution

is desirable. In the continuous case, the Babuška-Brezzi condition was necessary to

ensure well-posedness of the problem for p. The discrete counterpart of this condition

is known as the inf-sup condition (Lemma 12.5.1 in [21]).

Lemma 2. Let F (·) be continuous on V , a(·, ·) be coercive and continuous on V ×V ,

and b be continuous on V ×Q, V h ⊂ V , Qh ⊂ Q. The problem

b(vh, ph) = F (vh)− a(uh, vh) ∀ vh ∈ V h,

has a unique solution uh ∈ V h if and only if

βh = inf
qh∈Qh

sup
vh∈V h

|b(vh, qh)|
‖vh‖V ‖qh‖Q

> 0. (2.16)

This condition is crucial in establishing whether p can be obtained stably using

given approximation spaces V h and Qh. If it holds, the following error bound is valid

(corollary 12.5.13 in [21]).

Theorem 4. Let all of the conditions of Lemma 2 hold. Then

‖p− ph‖Q ≤ c inf
vh∈Zh

‖u− vh‖V + (1 + c) inf
qh∈Qh

‖p− qh‖Qh, where c =
C

βh

(
1 +

C

α

)
,
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α the coercivity constant of a(·, ·), and βh the inf-sup constant in Lemma 2.

Thus, the quality of the approximate solution to the mixed problem depends both

on the approximability of the solution spaces, and their interrelation in the form of

the inf-sup condition.

Now we return to the Stokes equations, and consider a specific class of approx-

imation spaces which adheres to the inf-sup condition, and is therefore widely used

for the solution of flow problems.

Let P k, as before, be the space of continuous piecewise polynomials of degree

k on Ω defined on a non-degenerate triangulation τ of maximum diameter h. The

Taylor-Hood approximation spaces are formed as follows:

Xh = (P k)2, with Xh
0 = Xh ∩X0, (2.17a)

Y h =

{
qh ∈ P k−1

∣∣∣∣
∫
Ω

qh dx = 0

}
. (2.17b)

The finite element formulation of the Stokes problem using these spaces is as follows:

Find (uh, ph) ∈ Xh
0 × Y h such that

a(uh,vh) + b(vh, p) = (f ,vh) ∀ vh ∈ Xh
0 , (2.18a)

b(uh, qh) = 0 ∀ qh ∈ Y h. (2.18b)

The following results showing inf-sup stability of Taylor-Hood elements (theorems

12.6.6 and 12.6.7 in [21]) hold true for all k ≥ 2.

Theorem 5. Suppose none of the triangles in τ have two edges on ∂Ω. Then the

Taylor-Hood spaces (2.17) satisfy the inf-sup condition (2.16) for (2.18) with β inde-

pendent of h.
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Theorem 6. Suppose none of the triangles in τ have two edges on ∂Ω, and let

0 ≤ s ≤ 2. Suppose (u, p) ∈ (Hs+1(Ω))
2 × Hs(Ω) solves (2.12), and (uh, ph) solves

(2.18). Then

‖u− uh‖(H1(Ω))2 + ‖p− ph‖L2(Ω) ≤ Chs
(
‖u‖(Hs+1(Ω))2 + ‖p‖Hs(Ω)

)
.

Assuming an inf-sup stable approximation space can be chosen for a given mixed

problem, the finite element formulation does not need additional stabilisation (see

e.g. [60, 59]), and the method can be written directly in matrix form. Let the basis

expansions of the solution components be

uh1 =
m∑
j=1

U1,jφj, uh2 =
m∑
j=1

U2,jφj, ph =
l∑

k=1

Pkψk,

where m is the dimension of P k(τ), and l is the dimension of P k−1. Let the solution

vector have the following components:

U = (U1,1, . . . , U1,m, U2,1, . . . , U2,m)
T and P = (P1, . . . , Pl)

T .

The matrix A and the vector F are similar to their counterparts from section 2.3,

apart from the fact that A is block-diagonal and F is a block vector with blocks

corresponding to velocity components. The mixed term matrix B has characteristic

nonzero components as bi,k = b(φi, ψk), i = 1, . . . , 2m, k = 1, . . . , l. Then the matrix

system arising from the finite element discretisation of the Stokes problem is as follows:
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Find (U,P)T ∈ R
2m+l such that


 A B

BT 0





 U

P


 =


 F

0


 . (2.19)

An additional equation restricting the choice of ph ∈ Y h needs to be added to this

system, then existence and uniqueness of the solution, guaranteed by the inf-sup

condition, is equivalent to the non-singularity of the matrix in equation (2.19).

This matrix has what is known as saddle point structure, which comes from the

zero block on the diagonal. In practical terms this block causes additional difficulties

in solving the matrix equations. These will be considered in detail in Chapter 4.

The need to solve saddle point problems when modelling incompressible materials

can be circumvented by using penalty methods [73, 100, 110]. Their general idea is to

eliminate the pressure variable (which performs the role of the Lagrange multiplier in

the optimisation context) in the governing equation, and replace it with the constraint

scaled by large numbers, thus forcing the constraint to be satisfied simultaneously with

the main equation. While these methods present certain practical advantages, their

scope is limited in application to multicompartment and multiphysics problems, where

coupling between different components may introduce multiple Lagrange multipliers,

which cannot necessarily be eliminated, or scaled together.

Having considered mixed formulations, which are used for modelling a number of

important types of applied problems, we move on to a different aspect of numerical

solution of PDEs: time dependence.
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2.5 Time stepping

The problems (2.1) and (2.10) considered in the previous sections describe the respec-

tive physical systems in their equilibrium states. However, it is often important to

characterise the evolution of such systems through time. From the physics perspec-

tive, time-dependent systems include a non-zero acceleration term in Newton’s second

law. Mathematically this means that temporal derivatives need to be included in the

equations. In this section we describe the treatment of such terms in the context of

finite element methods.

Introducing time dependence into equations (2.1) results in the following problem:

∂u

∂t
−∇ · (k∇u) + cu = f in Ω× (0, T ], (2.20a)

u = uD on ∂ΓD × (0, T ], (2.20b)

k∇u · n = gN on ∂ΓN × (0, T ], (2.20c)

u = u0 in Ω× {0}. (2.20d)

Here u, k, c, f, uD, gN : Ω × (0, T ] → R, T > 0, and u0 : Ω → R is a prescribed

initial condition.

The spatial FE discretisation of this parabolic problem can be carried out exactly

as for elliptic problems in Section 2.3, leading to a semi-discrete problem, which is

in essence a finite set of ordinary differential equations. This, in turn, can be solved

using either finite difference (FD), or discontinuous Galerkin (dG) methods.

We use the following partition of the time interval (0, T ] in both time stepping

approaches:

0 = t0 < t1 < . . . < tN = T, N ≥ 1, with ∆tn = tn−tn−1, In = (tn−1, tn], n = 1, . . . , N.
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2.5.1 Implicit Euler method

Let un be the semidiscrete approximation to the solution at time tn, kn = k(x, tn),

cn = c(x, tn) and fn = f(x, tn), n = 1, . . . , N . The implicit, or backward, approxima-

tion of the time derivative in (2.20a) leads to the following semidiscrete problem:

For n = 1, . . . , N

un − un−1

∆tn
−∇ · (kn∇un) + cnun = fn in Ω, (2.21a)

un = uD(x, tn) on ∂ΓD, (2.21b)

kn∇un · n = gN(x, tn) on ∂ΓN , (2.21c)

with u0 a given function. Essentially, for each time step we need to solve a problem

similar to that considered in Section 2.3.

Using the same notation for function spaces as before, namely X = H1(Ω), XD =

H1
D(Ω), X0 = H1

0(Ω), we may write the (semidiscrete) weak form of the problem

(2.21):

For n = 1, . . . , N find un ∈ XD such that

(
un − un−1

∆tn
, v

)
+ an(un, v) = (fn, v)+ < gN(·, tn), v >ΓN

∀v ∈ X0.

The spatial discretisation of this problem is identical to the process described in

Section 2.3. Denoting the discrete solution vector at time tn as Un, and reusing

matrix notation introduced above (with appropriate Dirichlet boundary conditions)

we may write the fully discrete system as follows:
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For n = 1, . . . , N find Un ∈ R
m such that

(M+∆tnA
n)Un = ∆tnF

n +MUn−1.

Note that in this section and throughout this work notation An is used to denote the

matrix computed for time step n, not the nth power of matrix A.

The discrete initial condition is obtained by projecting u0 onto the finite element

space. The time stepping process is therefore straightforward: at each time step we

need to invert the matrix of the system M+∆tnA
n. If the time step size ∆tn = ∆t

and the PDE matrix An = A do not change in time, the inversion can be performed

once at the beginning of the procedure, and reused subsequently.

The implicit Euler method allows us to compute the approximate solution of the

system at discrete points in time. Alternatively, one can utilise the finite element

framework to compute the coefficients of a basis expansion in a finite-dimensional

space in the whole of the time interval [0, T ].

2.5.2 Discontinuous Galerkin method

The use of the discontinous Galerkin approach in time-dependent problems combines

the convenience of derivation and analysis coming with finite element formulations

with the efficiency of time stepping coming from the discontinuity in time.

In order to write the weak form of the parabolic equation we introduce the fol-

lowing function spaces:

X = L2
(
0, T ;H1(Ω)

)
,

XD = {v ∈ X | v = uD on ΓD × (0, T ]},

X0 = {v ∈ X | v = 0 on ΓD × (0, T ]},
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where L2(0, T ;H1(Ω)) contains all functions that are square-integrable in time over

(0, T ] and square-integrable with their first weak derivatives over Ω.

Multiplying (2.20a) by an arbitrary test function v, integrating over Ω × (0, T ],

and applying the divergence theorem results in the following weak problem:

Find u ∈ XD such that

∫ T

0

∫
Ω

(
∂u

∂t
v + k∇u · ∇v + cuv

)
dx =∫ T

0

∫
Ω

fv dx +

∫ T

0

∫
ΓN

gNv ds ∀ v ∈ X0,

u = u0 in Ω× {0}.

We can rewrite this problem using shorthand notation, namely for the bilinear form

a(·, ·) introduced in (2.3), scalar product in L2(Ω), and dual product on ΓN :

Find u ∈ XD such that

∫ T

0

{(
∂u

∂t
, v

)
+ a(u, v)

}
dt =

∫ T

0

{(f, v)+ < gN , v >ΓN
} dt ∀ v ∈ X0,

u = u0 in Ω× {0}.

Following [48], we may consider space-time slabs Sn = Ω × In. In each of the Sn,

n = 1, . . . , N the FE discretisation can be based on the following function space:

Xh
n =

{
vhn

∣∣∣∣∣ vhn =

q∑
r=0

tr v̂ , v̂ ∈ P k(Ω)

}
. (2.22)

The global function space is

Xh = {vh ∈ X|vh = vhn ∈ Xh
n for t ∈ (tn−1, tn], n = 1, . . . , N},
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and the corresponding trial and test spaces are Xh
D = Xh ∩XD and Xh

0 = Xh ∩ X0

respectively.

The difference between a standard finite element, or continuous Galerkin method,

and a discontinuous one is that no continuity restrictions are imposed at the temporal

element boundaries tn, n = 1, . . . , N . The highest polynomial power q in (2.22)

determines the order of the method dG(q):

Find uh ∈ Xh
D with uh0− = u0 such that

N∑
n=1

((
[uh]n−1, v

h
(n−1)+

)
+

∫
In

{(
∂uh

∂t
, vh

)
+ a(uh, vh)

}
dt

)

=
N∑

n=1

∫
In

{
(f, vh)+ < gN , v

h >ΓN

}
dt ∀vh ∈ Xh

0 , (2.23)

Here we use the standard notation for the left and right limits of a function, and its

jump at a point:

vn+ = lim
t→tn+0

v(t), vn− = lim
t→tn−0

v(t), [v]n = vn+ − vn−.

The system decouples in time, since uh is assumed discontinuous between time steps.

Using the basis expansions as before, we can write this equation as a matrix system

for q = 0:

For n = 1, . . . , N find Un ∈ R
m such that

(M+∆tnA
n)Un = ∆tF n +MUn−1.

We note that increasing the order of temporal approximation q by one means that

the dimension of the system matrix increases by m, the dimension of Xh. Unless
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stated otherwise, dG(0) is used for time stepping, allowing us to keep the matrix size

the same as in the steady case.

The treatment of time dependence concludes our review of problem-specific as-

pects of FEMs relevant to the current work.

The finite element methods described in this chapter are widely used to solve PDE

problems numerically. We have defined the necessary function spaces, derived weak

and finite element formulations for a generic elliptic problem, and formulated the

basic error bound for it. Separately, we considered mixed problems and the inf-sup

condition for existence and uniqueness of their solutions, parabolic problems and time

stepping methods. All these aspects of the numerics were described in the context of

a single PDE problem in one domain in order to introduce the ideas required for the

development of the method.

Extending the theory to multiple domains or physics will be made possible by

addressing the interaction between the components. In the following chapter we

discuss the possible ways of modelling the coupling, and perform the full derivation

of a finite element method for coupled problems.
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Chapter 3

Coupled problems

As described in the Introduction, we will focus our attention on coupling through

interfaces between domains, as illustrated by Figure 3.1, where the system comprises

two components residing in subdomains Ω1 and Ω2 intersecting via a common interface

Γ. The motivation for this work comes from multiphysics systems, with different

Figure 3.1: Two domains Ω1 and Ω2 sharing a common interface Γ.

equations to be solved in Ω1 and Ω2, say, unobstructed flow in Ω1 and flow through

porous medium in Ω2. However, the question of coupling is also a crucial aspect in

domain decomposition. Domain decomposition has arisen as a way of solving large-

scale systems by splitting them into smaller parts when the computational resources

available are insufficient to solve the system as a whole, or simply when it is more
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efficient to solve multiple small systems than a single large one. We refer to [16,

20, 56, 66, 98, 112] for discussion of domain decomposition methods, and the closely

related additive Schwartz method for solving linear systems of equations.

To keep the notation as clear as possible all theoretical results are written out

for two-component models. The extension to multiple domains is natural, and the

methods have been successfully applied to a three-domain problem in Chapter 6.

In this chapter we discuss the existing approaches to coupling, namely partitioned

and monolithic solvers. We propose that by using a block preconditioner in a mono-

lithic setting one can effectively combine the best features of the two approaches. In

order to explore this solution strategy in the following chapters, we derive the finite

element formulations for generic coupled problems using Lagrange multipliers.

Let us consider an abstract coupled system comprising two components:

F1[u1, u2, t] = 0,

F2[u1, u2, t] = 0.

Here u1 and u2 represent the states of the two components, while F1 and F2 are the

operators modelling the physical laws governing the behaviour of these components,

and t is the time.

3.1 Partitioned solvers

The basic idea of the partitioned (staggered, segregated, or operator decomposition)

approach is to decouple the components, and feed shared information from one sub-

problem to the other.
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Weakly coupled algorithms [54, 57] assume slow variation of the solution, and use

historic states in the coupling terms. The implementations of this method may vary,

but the idea can be described as follows:

At time step n

find un1 such that F1(u
n
1 , u

n−1
2 , tn) = 0,

then find un2 such that F2(u
n
1 , u

n
2 , t

n) = 0.

Strongly coupled methods [52, 53, 89] rely on iterating between the components

at each time step to capture the coupling better:

At time step n

for k = 1, 2, . . .

find un,k1 such that F1(u
n,k
1 , un,k−1

2 , tn) = 0,

then find un,k2 such that F2(u
n,k
1 , un,k2 , tn) = 0.

The popularity of both types of partitioned algorithms can be explained by the

relative ease of their implementation, and the ability to reuse existing efficient com-

ponent solvers, or modularity. Some of the methods can be easily parallelised if the

information is passed between the sub-problems simultaneously, not sequentially.

At the same time, operator decomposition methods are often unstable. While

for certain problems it is possible to obtain an explicit stability condition [65, 102],

to our knowledge it has not been done for multiphysics problems. The choice of

the initial guess, the starting domain and the time step have a significant effect on

the performance of these methods. Strongly coupled methods generally have better

stability than their weakly coupled counterparts, but their associated computational

load is much higher because of the iteration. Furthermore, accuracy is a concern

even for stable methods. It has been shown that if second-order methods are used
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in the sub-systems, the overall method is only first-order. All of these issues can

be addressed individually for certain types of problems, and they certainly do not

prevent extensive use of the method in practice. However, if using partitioned solvers

one has to be aware of their limitations, and of the fact that generic methods are

not guaranteed to produce a reliable solution. For a further discussion of operator

decomposition we refer to review papers [53, 57].

3.2 Monolithic solvers

The monolithic approach [70, 94, 88] simply states that all equations in the system

are solved simultaneously:

At each time step n

find a pair (un1 , u
n
2) such that

F1(u
n
1 , u

n
2 , t

n) = 0,

F2(u
n
1 , u

n
2 , t

n) = 0.

There is no weakening of the coupling between the two components, and therefore

the method’s properties depend entirely on the approximation, e.g. the choice of the

finite element bases and the time-stepping scheme.

The difficulty in using this approach is predominantly computational, since the

system has non-standard complex structure. There is no natural modularity in this

case, as existing solvers for F1 and F2 cannot be used directly. The resulting dis-

cretised system in any practical problem is likely to be large, indefinite and poorly

conditioned, making the use of both standard direct and iterative methods unsus-
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tainable.

The best solver would combine the advantages of partitioned and monolithic

schemes by retaining the coupling while making use of existing efficient component

solvers. This is achieved by the use of block preconditioners in an iterative method

for the full monolithic system. Block preconditioners decouple the action of the sys-

tem components without weakening the coupling in the system itself, and therefore

present a perfect candidate for a coupled solver, as we show in Chapter 4. In order

to write down the mathematics behind this method we need to derive the matrix

equations of a finite element method for a monolithic coupled solver.

3.3 Elliptic coupled problem

Let Ω1 and Ω2 be bounded open domains in R
D with boundaries ∂Ω1 and ∂Ω2 respec-

tively. Let these boundaries intersect along a common interface Γ = ∂Ω1 ∩ ∂Ω2 �= ∅,

each of ∂Ωi comprising three non-intersecting parts: ∂Ωi = ΓD
i ∪ΓN

i ∪ Γ̄, i = 1, 2. We

consider the following elliptic coupled problem:

−∇ · (ki∇ui) + ciui = fi in Ωi, i = 1, 2, (3.1a)

ui = ui,D on ΓD
i , i = 1, 2, (3.1b)

ki∇ui · ni = gi,N on ΓN
i , i = 1, 2, (3.1c)

u1 − u2 = 0 on Γ, (3.1d)

k1∇u1 · n1 + k2∇u2 · n2 = 0 on Γ, (3.1e)

where ki ∈ C1(Ωi), ∃ ki,0 ∈ R
+ s.t. ki ≥ ki,0, ci and fi ∈ L2(Ωi), and ni are

the outward normal vectors to the respective boundaries of Ωi, i = 1, 2. Note that
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n1 = −n2 on Γ.

Equations (3.1d) and (3.1e) model the interactions between the two components

of the system. The former represents continuity of the solutions across the interface

Γ, the latter continuity of the fluxes.

3.3.1 Weak formulation

Following the derivation in Section 2.2, we introduce function spaces

Xi = H1(Ωi), i = 1, 2,

Xi,D = {v ∈ Xi | v = ui,D on ΓD
i }, i = 1, 2,

Xi,0 = {v ∈ Xi | v = 0 on ΓD
i }, i = 1, 2,

Y = L2(Γ).

As before, multiplying equations (3.1a) by arbitrary functions from Xi,0, integrating

over Ωi and applying the divergence theorem, we obtain

−
∫
Γ

(ki∇ui · ni) vi ds−
∫
ΓD
i

(ki∇ui · ni) vi ds−
∫
ΓN
i

(ki∇ui · ni) vi ds

+

∫
Ωi

(ki∇ui · ∇vi + ciuivi) dx =

∫
Ωi

fivi dx, i = 1, 2.

The integrals over ΓD
i vanish since vi = 0 on ΓD

i , and the Neumann conditions allow

us to rewrite the integrals over ΓN
i . Finally, we wish to incorporate the coupling into

the weak formulation. For this purpose we introduce a Lagrange multiplier

λ = k1∇u1 · n1 = −k2∇u2 · n2 on Γ.

42



Using shorthand notation, we rewrite the above weak form as follows:

∓ < λ, vi >Γ +ai(ui, vi) = (fi, vi)+ < gi,N , v >ΓN
i
, i = 1, 2,

where the ‘-’ sign corresponds to i = 1 and the ‘+’ sign to i = 2. To complete the

weak formulation of the coupled problem, we multiply (3.1d) by an arbitrary function

ν ∈ Y , and integrate over Γ to get

< ν, u1 − u2 >Γ= 0.

The full weak problem is therefore as follows:

Find (u1, u2, λ) ∈ X1,D ×X2,D × Y such that

∓ < λ, vi >Γ +ai(ui, vi) = (fi, vi)+ < gi,N , vi >ΓN
i

∀vi ∈ Xi,0, i = 1, 2, (3.2a)

< ν, u1 − u2 >Γ = 0 ∀ν ∈ Y. (3.2b)

Note that the continuity equation (3.1d) is incorporated into the weak form explicitly,

whilst the flux equation (3.1e) is imposed via the Lagrange multiplier.

3.3.2 Finite element method

We construct regular partitions of the domains τi(Ωi), i = 1, 2, and a regular partition

of the interface τ(Γ), and define the finite dimensional function spaces

Xh
i = P k(Ωi), Xh

i,D = Xh
i ∩Xi,D, Xh

i,0 = Xh
i ∩Xi,0, Y h = P k(Γ).
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The choice of the interface partition is natural when τ1(Ω1) and τ2(Ω2) conform on

Γ. Otherwise the finite element space for the Lagrange multiplier is restricted by the

discrete inf-sup condition, similarly to the Lagrange multiplier in mixed problems. We

always choose the partitioning of the interface Γ to coincide with the finer projection

from τ1(Ω1) or τ2(Ω2). This choice guarantees stability of the coupled finite element

method [94]. The finite element discretisation of (3.2) is as follows:

Find (uh1 , u
h
2 , λ

h) ∈ Xh
1,D ×Xh

2,D × Y h such that

∓ < λh, vhi >Γ +ai(u
h
i , v

h
i ) = (fi, v

h
i )+ < gi,N , v

h
i >ΓN

i
∀vhi ∈ Xh

i,0, i = 1, 2, (3.3a)

< νh, uh1 − uh2 >Γ = 0 ∀νh ∈ Y h. (3.3b)

Expanding the components of the discrete solution in terms of the respective bases

uhi =

mi∑
j=1

Ui,jφi,j, i = 1, 2, and λh =
m∑
k=1

Λkνk,

and assuming the ordering of basis functions to be such that the indices corresponding

to Dirichlet nodes are (Mi + 1, . . . , mi), i = 1, 2, we may rewrite (3.3):

Find (U1,U2,Λ) ∈ R
m1 × R

m2 × R
m such that

∓
m∑
k=1

Λk < νk, φi,l >Γ +

mi∑
j=1

Ui,jai(φi,j, φi,l) = (fi, φi,l)+ < gi,N , φi,l >ΓN
i
, l = 1, . . . ,Mi,

i = 1, 2,

Ui,j = ui,D(xj), i = 1, 2, j =Mi + 1, . . . , mi,

m1∑
j=1

U1,j < νk, φ1,j >Γ −
m2∑
j=1

U2,j < νk, φ2,j >Γ= 0, k = 1, . . . , m.
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We define the following matrices and vectors: component matrices Ai =
(
aij,l

)
∈

R
mi×mi for j, l = 1, . . . , mi, coupling matrices Ci =

(
cij,k

)
∈ R

mi×m for j = 1, . . . , mi

and k = 1, . . . , m, load vectors Fi =
(
f i
j

)
∈ R

mi for j = 1, . . . , mi, where

aij,l =



ai(φi,j, φi,l) ∀ i = 1, 2, j = 1, . . . ,Mi, l = 1, . . . , mi,

δj,l ∀ i = 1, 2, j =Mi + 1, . . . , mi, l = 1, . . . , mi,

cij,k =



< νk, φi,j >Γ ∀ i = 1, 2, j = 1, . . . ,Mi, k = 1, . . . , m,

0 ∀ i = 1, 2, j =Mi + 1, . . . , mi, k = 1, . . . , m,

f i
j =



(fi, φi,j)+ < gi,N , φi,j >ΓN

i
∀ i = 1, 2, j = 1, . . . ,Mi,

ui,D(xj) ∀ i = 1, 2, j =Mi + 1, . . . , mi.

Rewriting (3.3) in matrix form we obtain the following:




A1 0 −C1

0 A2 C2

−CT
1 CT

2 0







U1

U2

Λ


 =




F1

F2

0


 . (3.4)

Equation (3.4) represents a basic discretised abstract monolithic coupled problem.

The matrix of this system has clear block structure with terms corresponding to

individual components, and those related to coupling being entirely separate thanks

to the Lagrange multiplier formulation. This structure leads to effective use of block

preconditioning, as will be seen in Chapter 4.
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3.4 Parabolic coupled problem

The derivation of the finite element method for a parabolic coupled problem follows

directly from the above and Section 2.5. For the sake of completeness we present this

derivation here in full, and later refer to the relevant equations. Domains, functions,

and time intervals are defined as above.

The strong formulation of a coupled parabolic problem is as follows:

∂ui
∂t

−∇ · (ki∇ui) + ciui = fi in Ωi × (0, T ], i = 1, 2, (3.5a)

ui = uDi on ΓD
i × (0, T ], i = 1, 2, (3.5b)

ki∇ui · ni = gi,N on ΓN
i × (0, T ], i = 1, 2, (3.5c)

u1 − u2 = 0 on Γ× (0, T ], (3.5d)

k1∇u1 · n1 + k2∇u2 · n2 = 0 on Γ× (0, T ], (3.5e)

ui = ui,0 in Ωi × {0}, i = 1, 2. (3.5f)

Here ui,0 is a prescribed initial condition. This system can model, for example,

reaction-diffusion between two environments with different rates of reaction-diffusion

ci, ki, or heat transfer if c1 = c2 = 0.

3.4.1 Weak formulation

The function spaces required for the weak formulation are defined as follows:

Xi = L2
(
0, T ;H1(Ωi)

)
,

Xi,D = {v ∈ X | v = uDi on ΓD
i × (0, T ]},
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Xi,0 = {v ∈ X | v = 0 on ΓD
i × (0, T ]},

Y = L2
(
0, T ;L2(Γ)

)
.

Multiplying (3.5a) and (3.5d) by arbitrary functions in the respective test spaces,

integrating over the respective domains, and applying the divergence theorem results

in the following weak formulation:

Find (u1, u2, λ) ∈ X1,D ×X2,D × Y such that

∫ T

0

{
∓ < λ, vi >Γ +

(
∂ui
∂t

, vi

)
+ ai(ui, vi)

}
dt

=

∫ T

0

{
(fi, vi)+ < gi,N , vi >ΓN

i

}
dt ∀ vi ∈ Xi,0, i = 1, 2, (3.6a)∫ T

0

< ν, u1 − u2 >Γ dt = 0 ∀ ν ∈ Y, (3.6b)

ui|t=0 = ui,0, i = 1, 2. (3.6c)

3.4.2 Finite element method

Let τi(Ωi), i = 1, 2 and τ(Γ) be domain and interface partitions as before. The

following finite element spaces will be used∗:

Xh
i = {v ∈ Xi | v(·, t) ∈ P k(Ωi) ∀t ∈ (0, T ], v(x, ·) ∈ P 0(0, T ) ∀x ∈ Ωi}, i = 1, 2,

Y h = {ν ∈ Y | ν(·, t) ∈ P k(Γ) ∀t ∈ (0, T ], ν(s, ·) ∈ P 0(0, T ) ∀s ∈ Γ},

and let the Dirichlet restrictions be Xh
i,D = Xh

i ∩Xi,D and Xh
i,0 = Xh

i ∩Xi,0, i = 1, 2.

∗P 0(0, T ) is used to denote the space of discontinuous piecewise-constant functions in time.
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The finite element method for (3.6) can then be written as:

Find (uh1 , u
h
2 , λ

h) ∈ Xh
1,D ×Xh

2,D × Y h with uhi,0− = ui,0, i = 1, 2, such that

N∑
n=1

{([
uhi

]
n−1

, vhi,(n−1)+

)
−

∫
In

(Ri, v
h
i ) dt

}
= 0 ∀vhi ∈ Xh

i,0, i = 1, 2, (3.7a)

N∑
n=1

∫
In

< νh, uh1 − uh2 >Γ dt = 0 ∀νh ∈ Y h, (3.7b)

Here Ri denote the residuals:

(Ri, vi) = ± < λh, vi >Γ + (fi, vi)+ < gi,N , vi >ΓN
i

−
(
∂uhi
∂t

, vi

)
− ai(u

h
i , vi) ∀vi ∈ Xh

i , i = 1, 2. (3.8)

Using basis function expansions with coefficient vectors U1,n, U2,n and Λn at time

step tn, the component matrices Ai, the coupling matrices Ci and the load vectors

Fi(t), and defining mass matrices Mi =
(
mi

j,l

)
∈ R

mi×mi , j, l = 1, . . . , mi, i = 1, 2:

mi
j,l =



(φi,j, φi,l) ∀ j = 1, . . . ,Mi, l = 1, . . . , mi,

δj,l ∀ j =Mi + 1, . . . , mi, l = 1, . . . , mi,

(3.9)

we can write the finite element method in matrix form:

Start with Ui,0, the vector of coefficients in the basis expansion of ui,0 in the finite-

dimensional space, i = 1, 2.
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For n = 1, 2, . . . , N




M1 +∆tnA1 0 −∆tnC1

0 M2 +∆tnA2 ∆tnC2

−∆tnC
T
1 ∆tnC

T
2 0







U1,n

U2,n

Λn




=




M1U1,n−1 +∆tn
∫
In
F1(t) dt

M2U2,n−1 +∆tn
∫
In
F2(t) dt

0


 . (3.10)

The structure of this matrix equation is similar to (3.4), but the assembly procedure

is more time-consuming, since the right-hand sides have to be re-evaluated at every

time step.

In this chapter we have discussed the partitioned and monolithic approaches to

solving coupled problems. We propose to use a block preconditioner on the monolithic

coupled problem with the aim to explore the advantages of each of the approaches,

namely modularity offered by the partitioned schemes, as well as robustness and

reliability of the monolithic solvers. Finally, we derive the weak and finite element

formulations of elliptic and parabolic problems coupled using a Lagrange multiplier.

These formulations are used in the following chapters, where we investigate solver

choices for the coupled system and derive the a posteriori error estimates for the

finite element solutions of coupled problems.
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Chapter 4

Efficient solution of coupled

systems using preconditioners

In Chapter 3 we discussed the partitioned and monolithic approaches to solving cou-

pled systems. Specifically we noted that monolithic methods, whereby the system

equations are solved simultaneously, are generally more robust and reliable, but lack

the modularity of the partitioned schemes. We proposed that by solving the mono-

lithic system using an iterative method with a block preconditioner, we gain the

advantages of both types of techniques.

In this chapter we revisit this argument by considering the matrix form of the finite

element method for a coupled problem. Next, we investigate several approximations

to the exact block preconditioner, which are computationally efficient for large-scale

applications. A series of numerical tests is carried out in order to establish the effect

of approximation in the preconditioner on the iterative solver convergence, and an

efficient solver for coupled systems is proposed based on the test results and efficiency

considerations.
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4.1 Exact block preconditioner

Irrespective of the nature of the monolithic coupled problem considered, the system

arising from a finite element formulation with Lagrange multipliers has the following

block structure, see Equations (3.4) and (3.10):




A1 0 −C1

0 A2 C2

−CT
1 CT

2 0




︸ ︷︷ ︸
A




U1

U2

Λ




︸ ︷︷ ︸
U

=




F1

F2

0




︸ ︷︷ ︸
F

. (4.1)

We refer to (4.1) as an abstract coupled problem. Generally speaking, the matrix A

need not be symmetric or positive definite, permitting the use of any non-singular

blocks A1 and A2 (for example, such as those in the discrete version of the Navier-

Stokes equations). The only assumption we make regarding A is that it is non-

singular, i.e. that the discrete problem we are solving is well-posed.

As mentioned earlier, it is not practical to solve (4.1) with direct methods when the

dimensions of the system components A1 andA2 are high. Moreover, straightforward

application of the appropriate iterative methods, namely GMRES for non-symmetric,

or MINRES for symmetric problems, is neither fast, nor efficient, since the condition

number of the system matrix A, cond(A) = ‖A‖‖A−1‖, can be extremely high [19].

Consequently, a preconditioner for A should be sought to improve convergence of the

iterative method [82, 91, 95, 111].

51



More specifically, we consider a right preconditioner P leading to the following

system:

AP−1V = F, (4.2a)

PU = V. (4.2b)

The choice of P should be such that both equations (4.2a) and (4.2b) are easier to

solve than the original equation (4.1). Namely, the product AP−1 should have a

significantly lower condition number than the original matrix A, and P−1V should

be cheap to evaluate for a given vector V. Moreover, we wish to take advantage of

the block structure of the system, since there may already exist efficient methods for

solving the individual subproblems (specifically, for evaluating the product A−1
i Vi

for given vectors Vi, i = 1, 2).

Direct application of forward Gaussian elimination by columns [67, 91] to (4.1)

leads to the following block lower-triangular matrix with identity blocks I on the

diagonal:

AP−1 =




I 0 0

0 I 0

−CT
1A

−1
1 CT

2A
−1
2 I


 . (4.3)

The corresponding right preconditioner is

P =




A1 0 −C1

0 A2 C2

0 0 −S


 , P−1 =




A−1
1 0 −A−1

1 C1S
−1

0 A−1
2 A−1

2 C2S
−1

0 0 −S−1


 , (4.4)
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where the matrix S is known as the Schur complement, and is computed as follows:

S = CT
1A

−1
1 C1 +CT

2A
−1
2 C2. (4.5)

All eigenvalues of AP−1 are equal to 1, and (4.2a) can therefore be solved by

GMRES in 2 iterations [91]. At the same time, we have an explicit solution to

(4.2b) in (4.4). Both matrix equations can be fully resolved assuming we have a

way of computing the action of A−1
i , i = 1, 2, and S−1 on vectors of appropriate

dimensions. We have therefore shown that using a block preconditioner naturally

leads to modularity, while allowing the solver to retain its monolithic nature.

However, in a practical application using (4.3) and (4.4) is likely to be insufficient

for full modularity. This will be the case if the existing component solvers do not

perform full factorisations of the respective matrices Ai, i = 1, 2, but instead can only

compute the approximate action of A−1
i on vectors using, for example, an iterative

solver. In order to solve the system (4.2a)-(4.2b) we need to be able to compute the

action of S−1 =
(
CT

1A
−1
1 C1 +CT

2A
−1
2 C2

)−1
. If the exact formula for the inverse of

the Schur complement is used then full factorisations of Ai, i = 1, 2, are required.

Assuming that these are not available, the next logical step would be to approximate

the action of S−1 on a vector using the actions of A−1
i on vectors. A preconditioner

using such an approximation Ŝ−1 instead of S−1 would lead to the following matrix

in (4.2a):

AP−1 =




I 0 0

0 I 0

−CT
1A

−1
1 CT

2A
−1
2 SŜ−1


 .

The majority of the eigenvalues of this matrix are still equal to 1, apart from those
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coming from the SŜ−1 block. Convergence of the preconditioned GMRES will de-

pend solely on these eigenvalues. If Nλ is the number of distinct eigenvalues of S

then the algorithm constructs all of Krylov subspaces for AP−1 in Nλ + 1 steps (see

[67, Theorem 10.2.5]). It is therefore guaranteed to converge in Nλ +1 ≤ rank(S)+ 1

iterations. Since the dimension of S corresponds to the boundary degrees of freedom,

while the dimensions of Ai, i = 1, 2, correspond to the domain degrees of freedom,

rank(S) is likely to be much smaller than rank(A), and the number of iterations will

therefore be much lower than in the unpreconditioned GMRES. Of course, conver-

gence in rank(S) + 1 iterations can still be too slow, as rank(S) grows with mesh

size. Moreover, if the mesh is locally refined around the interface, then the growth

of rank(S) can be asymptotically as fast as O(h−D), where h is the smallest element

radius, and D is the dimension of the spatial variable. It is therefore essential that

S−1 is approximated well. Different options for this approximation are considered

below.

4.2 Schur complement approximations

We revisit the expression for the Schur complement (4.5):

S = CT
1A

−1
1 C1 +CT

2A
−1
2 C2.

We may consider each of the coupling matrices Ci, i = 1, 2, as being composed of two

blocks: Ci,I , which projects the degrees of freedom on the interface to the Lagrange

multiplier space, and an all-zero block for the remaining degrees of freedom. There

is an ordering of the system degrees of freedom such that coupling and component

matrices can be represented in terms of interface and domain degrees of freedom (I
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and D respectively):

Ci =


 0

Ci,I


 , Ai =


 Ai,DD Ai,DI

Ai,ID Ai,II


 , i = 1, 2. (4.6)

We can use block Gaussian elimination to invert Ai, i = 1, 2. The following block

system results from one step of forward row elimination:


 I −Ai,DIA

−1
i,II

0 I





 Ai,DD Ai,DI

Ai,ID Ai,II


 =


 Ai,DD −Ai,DIA

−1
i,IIAi,ID 0

Ai,ID Ai,II




︸ ︷︷ ︸
RHS

.

(4.7)

The invertibility of Ai,II blocks for i = 1, 2 follows from the invertibility of the finite

element matrix for the problem resulting in Ai solved on the domain containing only

the strip of elements adjacent to the interface with Dirichlet boundary conditions

applied on all boundaries of this strip, apart from the interface itself. Since we

assume that the original component problems are well-posed on a polygonal domain Ωi

with appropriate boundary conditions, they will also be well-posed on the polygonal

domain made up of elements with an edge or a node on Γ with these boundary

conditions. The invertibility of Ai,DD, i = 1, 2 (required further in the text) follows

similarly from the invertibility of the finite element matrix for the problem resulting

in Ai solved on the whole domain Ωi with a Dirichlet boundary condition applied on

the interface.

We define component Schur complements Si,A = Ai,DD−Ai,DIA
−1
i,IIAi,ID, i = 1, 2.

Multiplying (4.7) by A−1
i on the right, and then by RHS−1 on the left yields the
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following expressions for the inverses of the component matrices:

A−1
i =


 Si,A 0

Ai,ID Ai,II




−1  I −Ai,DIA
−1
i,II

0 I




=


 S−1

i,A 0

−A−1
i,IIAi,IDS

−1
i,A A−1

i,II





 I −Ai,DIA

−1
i,II

0 I




=


 S−1

i,A −S−1
i,AAi,DIA

−1
i,II

−A−1
i,IIAi,IDS

−1
i,A A−1

i,II +Ri,A


 , i = 1, 2,

where Ri,A = A−1
i,IIAi,IDS

−1
i,AAi,DIA

−1
i,II , i = 1, 2.

We also note that

CT
i A

−1
i Ci =

(
0 CT

i,I

)
A−1

i


 0

Ci,I


 = CT

i,I

(
A−1

i,II +Ri,A

)
Ci,I ,

yielding

S =
∑
i=1,2

CT
i,I

(
A−1

i,II +Ri,A

)
Ci,I . (4.8)

Similarly to (4.6), there exists an ordering of the system degrees of freedom (with

those corresponding to the interface coming first) such that

Ci =


 Ci,I

0


 , Ai =


 Ai,II Ai,ID

Ai,DI Ai,DD


 . (4.9)

As before, with appropriate invertibility assumptions we can use block Gaussian elim-
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ination to arrive at the following expression for the component inverses:

A−1
i =


 S−1

i,A −S−1
i,AAi,IDA

−1
i,DD

−A−1
i,DDAi,DIS

−1
i,A A−1

i,DD +Ri,A


 ,

where Si,A = Ai,II −Ai,IDA
−1
i,DDAi,DI and Ri,A = A−1

i,DDAi,DIS
−1
i,AAi,IDA

−1
i,DD. Con-

sequently, another expression for the Schur complement is

S =
∑
i=1,2

CT
i,I(Ai,II −Ai,IDA

−1
i,DDAi,DI)

−1Ci,I . (4.10)

Both expressions (4.8) and (4.10) are exact. As discussed before, the use of pre-

conditioned GMRES is reliant on approximating the action of S−1 well. If we use

the exact formula for S−1 then it is insufficient to be able to compute the action of

Ai,II on a vector of appropriate size – the full inverse of Ai,II is required. Moreover,

both expressions include inverses of blocks associated with domain degrees of freedom,

which are by no means feasible to compute. The respective expressions for S−1,

S−1 =

(∑
i=1,2

CT
i,I

(
A−1

i,II +Ri,A

)
Ci,I

)−1

, or

S−1 =

(∑
i=1,2

CT
i,I(Ai,II −Ai,IDA

−1
i,DDAi,DI)

−1Ci,I

)−1

involve inverses of sums of matrices, which in the general case cannot be expanded.

We write two naive approximations to such inverses, and assess their applicability

along with an alternative approximation to S−1. The different approximations are

denoted by Sk, k = 1, 2, . . ..

If we assume that the interaction between the degrees of freedom on the interface

and those in the domains is negligible then the off-diagonal blocks of Ai are close
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to zero, and therefore Ai is block-diagonal. In this case Ri,A = 0 in (4.8) and

AIDA
−1
DDADI = 0 in (4.10), and either expression for S can be reduced to the following

approximation:

S1 =
∑
i=1,2

CT
i,IA

−1
i,IICi,I . (4.11)

Using this approximation is computationally cheaper than the exact expressions, since

it only involves computing the inverse of the II-block corresponding to interface

nodes. For regular meshes the size of this block, equal to rank(S), is of the order of

the square root of the dimension of the domain block. However, in a problem where

the mesh has to be refined around the interface, the size of the interface block can be

of the same order as the domain block, and the computational cost of fully inverting

Ai,II would be too high.

We can weaken the assumptions by letting Ri,A in (4.8) be nonnegligible, but

supposing that Ai,DD is the dominating term in the expression for Si,A, i = 1, 2. This

leads to the second approximation:

S2 =
∑
i=1,2

CT
i,I

(
A−1

i,II +A−1
i,IIAi,IDA

−1
i,DDAi,DIA

−1
i,II

)
Ci,I . (4.12)

Both S1 and S2 provide approximations to the actual Schur complement, which is a

dense matrix. Even though its size is normally significantly smaller than that of the

full system, computing its inverse is a costly operation. If we were able to approximate

S−1 directly, the computational cost of the method would be significantly reduced.

Doing this turns out to be problematic, since S is a sum of two matrices. However,

if we make a crude approximation by operating in terms of orders of magnitude, a

subsequent simplification can be achieved. Namely, whether the terms in the sum

are similar, i.e. of the same order, or one of them dominates the sum, we may write
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S ∼ CT
I A

−1
II CI , where CI and AII refer to the blocks corresponding to either i = 1 or

i = 2 if the terms are similar, or the dominating i if one term dominates. In both cases

S−1 ∼ C−T
I AIIC

−1
I . This approximation is a poor one if both terms are significant,

but not similar. However, it can be close enough for the purpose of preconditioning

in certain problems of interest. This will be tested further, along with the rest of

approximations.

Generally speaking, CI can be a rectangular matrix, which maps finite element

functions on the interface Γ to Lagrange multiplier functions, and these need not be in

the same space. However, we always choose the Lagrange multiplier space to coincide

with the richest interface space out of the two, i.e. that containing the most degrees

of freedom. The respective matrices are used to compute the approximation to S−1.

In this case, CI is a square symmetric invertible matrix. Moreover, a practical choice

of the component i = 1 or i = 2 used to build the inverse of the Schur complement

should be informed by our knowledge of the physical systems involved. This question

is further discussed in Sections 4.3, 4.5.1.4, 6.3.

Making use of the approximation based on the dominant component, we invert

the significant term(s) in (4.11) and (4.12) to obtain

S−1
3 ∼ C−T

I AIIC
−1
I , (4.13)

S−1
4 ∼ C−T

I (AII −AIDA
−1
DDADI)C

−1
I . (4.14)

Using the approximation S−1
3 has a very low associated computational cost, since,

aside from sparse multiplication, it only requires applying the action of the inverse of

what is normally a banded matrix CI .

The cost of using S4 is higher – the additional expense comes from computing the
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action of A−1
DD on a vector. However, this normally requires an order of operations

less than computing the full inverse, as in the case of S2. In terms of computational

cost, both S3 and S4 have a significant advantage over S1 and S2.

An alternative approximation for the inverse of the Schur complement can be ob-

tained using the idea behind the BFBt preconditioner, or approximate commutators

developed and analysed for Navier-Stokes equations in [44, 45]. We denote

AF =


 A1 0

0 A2


 , CF =


 −C1

C2


 ,

so that the Schur complement can be written as S = CT
FA

−1
F CF . This expression

is approximated by commuting the factors in the product and replacing A−1
F with a

lower-dimensional counterpart, which is obtained by solving a least-squares problem

CF ÃF = AFCF . We denote this approximation by S5, and refer to [45] for the

detailed derivation.

S−1
5 = (CT

FCF )
−1CT

FAFCF (C
T
FCF )

−1

= (CT
1C1 +CT

2C2)
−1(CT

1A1C1 +C2A2C2)(C
T
1C1 +CT

2C2)
−1.

We will investigate the performance of this preconditioner along with the former

four, noting that its use does not require us to compute full inverses of A blocks, only

actions of inverses of banded matrices (CT
FCF ).

In order to select an approximation for the Schur complement best suited to

preconditioning of coupled problems, we test the methods’ performance numerically

in Section 4.3.

60



4.3 Numerical convergence study

In this section we perform numerical tests to investigate the performance of precon-

ditioned GMRES using the Schur complement approximations described above.

Initially we consider two types of problems: one with elliptic-elliptic coupling, and

another with elliptic-parabolic coupling. In both scenarios we test the approximations

obtained on two-dimensional meshes refined uniformly or only along the interface (see

Figure 4.1a).

In the former case the ratio of the dimension of A to the dimension of S grows

as the mesh is refined. This should lead to relative improvement of convergence with

the size of the problem, since even the worst-case number of iterations rank(S) + 1

grows slower than the problem size. However, when the mesh is refined specifically

around the coupling interface, the ratio of dimensions ofA and S decreases, leading to

unsatisfactory worst-case convergence. If any of the preconditioners perform poorly,

this should be most obvious in the case of interface refinement.

In addition we perform tests on meshes that do not conform on the interface. In

this case the terms CT
1A

−1
1 C1 and CT

2A
−1
2 C2 will be qualitatively different, and the

test results will provide an indication as to whether the crude approximation of the

inverse of a sum of matrices can be used successfully.

Let Ω1 = (0, 1)× (0, 1) and Ω2 = (1, 2)× (0, 1), so that Γ = {(1, y) | y ∈ (0, 1)},

and let the domain boundaries be as follows:

ΓD
1 = {(0, y) | y ∈ (0, 1)}, ΓN

1 = {(x, y) | x ∈ (0, 1), y = 0, 1},

ΓD
2 = {(2, y) | y ∈ (0, 1)}, ΓN

2 = {(x, y) | x ∈ (1, 2), y = 0, 1}.
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Original mesh

Mesh refined uniformly

Mesh refined around interface

(a) Conforming meshes

Original mesh

Mesh refined uniformly

Mesh refined around interface

(b) Nonconforming meshes

Figure 4.1: Uniform vs interface refinement of meshes that conform/do not conform
on the interface Γ.

We consider the elliptic-elliptic coupled problem (3.1) with c1 = c2 = 0:

−∇ · (ki∇ui) = fi in Ωi, i = 1, 2,

ui = ui,D on ΓD
i , i = 1, 2,

ki∇ui · ni = gi,N on ΓN
i , i = 1, 2,

u1 − u2 = 0 on Γ,
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k1∇u1 · n1 + k2∇u2 · n2 = 0 on Γ.

The right-hand side functions fi ≡ ki and the boundary conditions ui,D ≡ 0, gi,N ≡ 0

are chosen so that the functions ui = 0.5x(2 − x) are the exact solutions for this

problem with a given choice of constants ki, i = 1, 2.

The test elliptic-parabolic problem was:

∂u1
∂t

−∇ · (k1∇u1) = f1 in Ω1 × (0, T ],

−∇ · (k2∇u2) = f2 in Ω2 × (0, T ],

with coupling and boundary conditions (3.1b)-(3.1e) as above for t ∈ (0, T ]. Here the

data are chosen so that ui = 0.5tx(2 − x), i.e. f1 = 0.5x(2 − x) + k1t, f2 = k2t. The

initial condition is u1 = u2 = 0 at t = 0.

In all examples we used k1 = 1, k2 = 0.1, unless stated otherwise.

The finite element spaces in both problems in this section comprised piecewise-

linear functions. Time-stepping was performed using the implicit Euler scheme with

∆t = 10−1.

GMRES was only used to solve Equation (4.2a), and wherever we needed to invert

one of the blocks a direct solver was employed. In practice, one would use an existing

efficient solver for each subproblem, depending on its form.

S−1
3 and S−1

4 were computed based on the matrices arising from the first of the

identical components in the case of elliptic-elliptic coupling on conforming meshes, the

parabolic component in the case of elliptic-parabolic coupling on conforming meshes,

and the component defined on the finer mesh in the case of elliptic-elliptic and elliptic-

parabolic coupling on non-conforming meshes.
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GMRES iteration counts for both problems on conforming and nonconforming

meshes with uniform and interface refinements are shown in Tables 4.1-4.3. The

stopping criterion was for the relative residual error to be less than 10−10. Throughout

this section DOF denotes the total number of degrees of freedom in the system,

and DOFΓ denotes the number of degrees of freedom corresponding to the interface,

equal to the dimension of the Schur complement. The results for the time-dependent

problem are given for the first time step, since the iteration counts did not change

significantly throughout the simulation.

Elliptic-Elliptic Elliptic-Parabolic
DOF DOFΓ S1 S2 S3 S4 S5 S1 S2 S3 S4 S5

3403 41 14 11 29 21 12 14 11 29 22 12
13203 81 17 14 36 20 15 17 14 35 21 14
52003 161 21 17 43 19 19 21 17 42 20 17
206403 321 24 20 50 17 22 24 20 50 18 19

Table 4.1: GMRES iteration counts for 4 uniform refinements of the original mesh
(41× 41 points in each sub-domain) for the elliptic-elliptic and the elliptic-parabolic
coupled problems.

Elliptic-Elliptic Elliptic-Parabolic
DOF DOFΓ S1 S2 S3 S4 S5 S1 S2 S3 S4 S5

3403 41 16 12 29 21 12 14 11 28 22 12
3659 81 18 14 34 19 15 19 16 38 21 16
4170 161 26 18 40 18 17 24 20 46 20 19
5185 321 34 21 47 16 20 30 25 55 19 21

Table 4.2: GMRES iteration counts for 4 interface refinements of the original mesh
(41× 41 points in each sub-domain) for the elliptic-elliptic and the elliptic-parabolic
coupled problems.
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Elliptic-Elliptic Elliptic-Parabolic
DOF DOFΓ S1 S2 S3 S4 S5 S1 S2 S3 S4 S5

2251 41 13 11 32 28 11 13 11 32 28 13
8667 81 16 13 41 27 14 16 13 41 28 16
34003 161 19 16 51 25 16 19 16 51 26 20
134691 321 22 18 61 23 20 22 18 61 24 25

Table 4.3: GMRES iteration counts for 4 uniform refinements of the original non-
conforming mesh (41×41 points in Ω1 and 23×23 points in Ω2) for the elliptic-elliptic
and the elliptic-parabolic coupled problems.

In the elliptic-parabolic coupled problems the effect of the decreasing time step

size is only significant when S4 is used. All other approximations, notably S5 ap-

pear unaffected by the decay in ∆t. Representative convergence data for ∆t =

10−1, 10−2, 10−3, 10−4 is shown in Tables 4.4 (Schur complement based on the

parabolic problem on the finer mesh) and 4.5 (Schur complement based on the ellip-

tic problem on the finer mesh).

DOF DOFΓ S3 S4 S5

− log10∆t 1 2 3 4 1 2 3 4 1 2 3 4
2251 41 27 29 30 29 22 23 23 21 13 13 13 20
2477 81 38 40 41 38 24 26 25 23 16 16 15 18
2931 161 43 46 48 46 21 22 24 22 19 19 18 18
3837 321 48 51 54 53 18 20 21 21 22 23 22 20

Table 4.4: GMRES iteration counts for 4 interface refinements of the original mesh
(41 × 41 points in Ω1 and 23 × 23 points in Ω2) for the parabolic-elliptic coupled
problem.

DOF DOFΓ S3 S4 S5

− log10∆t 1 2 3 4 1 2 3 4 1 2 3 4
2251 41 28 30 31 32 23 26 29 31 13 13 12 13
2477 81 38 40 41 42 25 28 34 41 16 16 15 15
2931 161 43 46 48 47 22 24 31 40 19 19 18 17
3837 321 48 51 53 54 18 21 27 36 22 23 21 20

Table 4.5: GMRES iteration counts for 4 interface refinements of the original mesh
(23 × 23 points in Ω1 and 41 × 41 points in Ω2) for the parabolic-elliptic coupled
problem.
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Note that although the iteration counts are higher when S4 is based on the elliptic

block as compared to S4 based on the parabolic block, GMRES convergence is mesh-

independent in both cases. S5, on the other hand, results in convergence which is

independent of the time step size.

The five methods show consistent performance in all tests with uniform and interface

refinements of conforming and non-conforming meshes for elliptic-elliptic and elliptic-

parabolic coupling.

The iteration counts for approximations S1 and S2 are never significantly lower

than those for approximations S4 and S5, and grow with mesh size. Combined with

their computational inefficiency (namely, the need to invert a dense matrix at every

GMRES iteration) this suggests no advantage to their further use.

Approximation S3, while possessing a very low computational overhead, shows

the highest iteration counts by a wide margin. This suggests that the inherent de-

pendence of the interface and domain degrees of freedom should not be neglected in

the approximation. Moreover, the iteration counts grow along with the number of

degrees of freedom on the interface, meaning that the solver using S3 is not scalable.

For these three methods, as well as S5, iteration counts grow along with the

number of degrees of freedom on the interface, not the total number of degrees of

freedom. This can be seen by comparing Tables 4.1 and 4.2.

Finally, while iteration counts for S5 grow with mesh size, the use of S4 results

in mesh-independent convergence of GMRES. The iteration counts indicate that the

method’s convergence properties actually improve as the mesh size decreases. In

the problems considered here S4 proves to be a good approximation, is relatively

cheap to compute, and is scalable to large problems. However, the choice of the
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problem component used in the construction of S4 is somewhat limited by mesh-

related considerations. The physics producing a ‘richer’ space trace on the interface

has to be used in the current setup.

We note that in the case of approximation S4 the iteration counts are higher for

nonconforming meshes. This is as expected, since the two components of the Schur

complement are no longer the same, and hence the approximation of an inverse of a

sum as an inverse of the finer component detereorates. It is important, however, that

despite the approximation, the iteration counts are still bounded.

4.4 Practical solvers

Based on the assessment of computational costs of the methods and the numerical

tests in Section 4.3, approximating the inverse of the Schur complement using S4 and

S5 provide the best results of those considered. These choices are computationally

more efficient than the rest. Moreover, the use of S4 results in mesh-independent

convergence of GMRES.

The next step in establishing the practical value of these preconditioners is to

replace the direct solvers for blocks with scalable counterparts. If we consider S4

computing A−1
DD exactly for a large A is not practical, since the computation time for

direct solvers grows at least quadratically with the size of the matrix, and furthermore,

requires memory to store dense triangular matrices obtained in the course of the

factorisation. It is therefore necessary to use an approximation to the action of A−1
DD

on a vector of the appropriate size. S5 is reliant on the computation of the action of(
CT

FCF

)−1
. This matrix normally has simpler structure thanADD, and may therefore

be easier to solve iteratively.
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The best choice of such iterative solvers is dependent on the structure of the

blocks, and ultimately on the nature of the problem and its discretisation. In the

examples considered here we use AMG-preconditioned GMRES to approximate the

action of A−1
1 and A−1

2 on a vector. Specifically, the use of a fixed number of alge-

braic multigrid (AMG) [24, 115] cycles with a fixed number of smoothing iterations

allows us to control the number of floating point operations involved in each GMRES

iteration. In the implementation of S4 we also use GMRES preconditioned with

AMG to approximate the action of A−1
DD. Overall, we expect this solver to retain

mesh-independent convergence. For S5, where the only additional approximation is

required for the action of a symmetric positive definite matrix (CT
FCF )

−1 on a vector,

we can use a simpler approximation, e.g. a fixed number of iterations of conjugate

gradients [67, 72].

A representative convergence test was performed for both methods: we solved

the elliptic-parabolic coupled problem with uniform and interface refinements of non-

conforming meshes. For S4 the action of A−1
DD in the solver was approximated with

two AMG V -cycles using 2 Jacobi iterations for smoothing. For S5 the action of

(CT
FCF )

−1 was approximated using 5 conjugate gradients iterations. Increasing the

number of V -cycles, smoother iterations or conjugate gradients iterations results in

a lower overall number of GMRES iterations for the full system, but comes at the

cost of higher per-iteration times. The values chosen here resulted in sufficiently fast

convergence.

As evident from Table 4.6, the practical methods exhibit similar behaviour to

their exact counterparts considered in the previous section. For a fixed time step size

and as the mesh size decays iteration counts remain low and bounded for S4, and low,

but growing, for S5. Figures 4.2 and 4.3 further illustrate the methods’ convergence:
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all exhibit an initial sharp drop in the residual corresponding to identification of

unit eigenvalues of AP−1, and then a steadier decay to the prescribed tolerance,

corresponding to identification of the eigenvalues of SŜ−1.

S4 S5

Uniform Interface Uniform Interface
DOFΓ Iter T, s Iter T, s Iter T, s Iter T, s
41 27 1.14 27 1.12 20 0.85 20 0.86
81 28 3.48 28 1.20 24 2.31 24 1.04
161 26 9.59 27 1.35 27 7.13 27 1.20
321 27 39.07 26 1.34 34 32.47 30 1.47

Table 4.6: GMRES iteration counts and CPU times for the practical method using
S4 with AMG. The parabolic-elliptic coupled problem is solved on refinements of the
nonconforming mesh (41× 41 points in Ω1 and 23 × 23 points in Ω2) with GMRES
TOL = 10−10, ∆t = 0.1.
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Figure 4.2: GMRES relative residual convergence for the practical method using S4

with AMG. The parabolic-elliptic coupled problem is solved on refinements of the
nonconforming mesh (41× 41 points in Ω1 and 23 × 23 points in Ω2) with GMRES
TOL = 10−10, ∆t = 0.1.

In addition we show CPU times taken by the solvers to run on a 1.8 GHz Intel Core

i7 processor (excluding setup of AMG matrices, which is performed using the IFISS

library∗ developed at the University of Manchester [46]). The results are shown for a

sequential Matlab implementation, however it should be noted that parallelisation of

a block preconditioner can be based directly on parallelisation of block solvers, and

∗http://www.cs.umd.edu/∼elman/ifiss.html
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Figure 4.3: GMRES relative residual convergence for the practical method using S5

with AMG. The parabolic-elliptic coupled problem is solved on refinements of the
nonconforming mesh (41× 41 points in Ω1 and 23 × 23 points in Ω2) with GMRES
TOL = 10−10, ∆t = 0.1.

therefore incorporates another advantage of segregated solvers over unpreconditioned

monolithic solvers. As seen in Table 4.6, solve times scale linearly with the total

number of degrees of freedom in the domain.

4.5 Practical solver for fluid-structure interaction

The preconditioners developed above performed well for coupled elliptic-elliptic, and

parabolic-elliptic problems. We made sure there was a qualitative difference between

the A1 and A2 blocks of the system matrix by considering different diffusion co-

efficients k1 and k2, by mixing time-dependent and quasistatic behaviour, and by

considering nonconforming meshes in Ω1 and Ω2. A more fundamental difference

arises in a multiphysics setting, such as fluid-structure interaction (FSI), where the

underlying governing equations for the subproblems have dissimilar nature. FSI prob-

lems are further complicated by the fact that the fluid domain changes over time in

response to stresses from the deformed solid. While it is common to solve structural

equations in the Lagrangian framework, where all equations are written on the ref-

erence domain, fluid equations require special treatment, e.g. the use of arbitrary
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Lagrangian-Eulerian (ALE) coordinates [41, 92, 93, 95].

Before we can present the results for the block preconditioner in this setting, we

describe the specific FSI formulation that was used, the weak form of the equations,

and the finite element method employed for discretisation.

4.5.1 Coupled fluid dynamics and solid mechanics equations

Let Ωf(0) be the reference fluid domain, transforming over time under stress from

the solid into Ωf (t). We denote the coordinate on the reference domain by X, and

the coordinate on the deformed domain by x(X, t) (see Figure 4.4a). We write the

(a) Deformation of the fluid domain (b) Reference domain for fluid-
structure interaction

Figure 4.4: Schematic representation of the geometry in fluid-structure interaction.
Ωf is the fluid domain, Ωs the solid domain, and Γ the interface.

incompressible Navier-Stokes equations [13] in the deformed coordinates:

ρ

(
∂v

∂t
+ (v −w) · ∇v

)
= ∇ · (µ∇v − pI), (x, t) ∈ Ωf(t)× (0, T ],

∇ · v = 0, (x, t) ∈ Ωf(t)× (0, T ].
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Here v : Ωf (t) × [0, T ] → R
2 is the fluid velocity, w =

∂x

∂t
is the domain velocity,

p : Ωf (t) × [0, T ] → R is the pressure, and ρ, µ ∈ R
+ are respectively density and

viscosity, assumed constant.

The solid problem is formulated on the reference domain Ωs, i.e. in the Lagrangian

coordinates. We consider the simplest linear elastic constitutive law for the stress-

strain relationship. Physically this law is only applicable to small deformations [75].

Nevertheless, it serves the purpose in providing a governing equation that is quali-

tatively different to Navier-Stokes. Furthermore, we do not impose incompressibility

in the solid domain, resulting in additional divergence between the problem compo-

nents: the fluid block of the matrix will have saddle-point structure, while the solid

block will not.

We write the strong form of the governing equation following [58], as

∇S · σ = 0, (X, t) ∈ Ωs × (0, T ],

where σ = D∇S is the linear Cauchy stress tensor written as σ = (σ11, σ22, σ12)
T ,

u : Ωs × [0, T ] → R
2 is the solid deformation, ∇S the symmetric gradient operator,

and D the matrix in the linear stress-strain relationship:

∇S =




∂

∂X1

0

0
∂

∂X2

∂

∂X2

∂

∂X1


 , D =

E

(1 + ν)(1− 2ν)




1− ν ν 0

ν 1− ν 0

0 0 (1− 2ν)/2


 ,

E being the Young’s modulus and ν the Poisson ratio. As ν approaches the value

of 0.5, the material approaches the limiting incompressible case. In certain cases we
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need to write the stress as a 2× 2 matrix, which is denoted by

τ =


 σ11

1

2
σ12

1

2
σ12 σ22


 .

Let the interface between the reference fluid and solid domains be denoted by

Γ(0) = ∂Ωf (0)∩∂Ωs, and let the corresponding boundary of the physical fluid domain

at time t be denoted by Γ(t) = x(Γ(0), t). The schematic representation of the

problem geometry at time t = 0 is shown in Figure 4.4b.

The coupling between the fluid and the solid problems is based on continuity of

velocities and stresses on the interface Γ(0) at all times t ∈ (0, T ]:

v̂ =
∂u

∂t
,

(µ∇xv̂ − p̂I)n = τn.

Here v̂(X, t) = v(x(X, t), t) and p̂(X, t) = p(x(X, t), t).

4.5.1.1 Strong form

Augmenting the system with appropriate initial and boundary conditions, we obtain

the following strong form of the coupled FSI problem:

ρ

(
∂v

∂t
+ (v −w) · ∇v

)
= ∇ · (µ∇v − pI), (x, t) ∈ Ωf (t)× (0, T ], (4.16a)

∇ · v = 0, (x, t) ∈ Ωf (t)× (0, T ], (4.16b)

v = vD, (x, t) ∈ Γf,D(t)× (0, T ] (4.16c)

(µ∇v − pI) n = 0, (x, t) ∈ Γf,N(t)× (0, T ], (4.16d)

v̂(X, 0) = v0(X), X ∈ Ωf (0), (4.16e)
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∇S · σ = 0, (X, t) ∈ Ωs × (0, T ], (4.16f)

u = uD, (X, t) ∈ Γs,D × (0, T ], (4.16g)

τn = 0, (X, t) ∈ Γs,N × (0, T ], (4.16h)

v̂ =
∂u

∂t
, (X, t) ∈ Γ(0)× (0, T ], (4.16i)

(µ∇xv̂ − p̂I)n = τn, (X, t) ∈ Γ(0)× (0, T ]. (4.16j)

Each of the boundaries of the physical fluid domain at time t, and the reference solid

domain are composed of non-intersecting Dirichlet, Neumann and interface parts:

∂Ωf (t) = Γf,D(t) ∪ Γf,N(t) ∪ Γ(t) and ∂Ωs = Γs,D ∪ Γs,N ∪ Γ(0).

4.5.1.2 Weak form

Let Ωf (t), Ωs ⊂ R
2. We introduce the following function spaces:

X t
f =

[
L2(0, T ;H1(Ωf (t)))

]2
,

X t
f,D = {ϕ ∈ X t

f | ϕ = vD on Γf,D(t)× (0, T ]},

X t
f,0 = {ϕ ∈ X t

f | ϕ = 0 on Γf,D(t)× (0, T ]},

Y t
f = L2(0, T ;L2(Ωf (t))),

Xs =
[
L2(0, T ;H1(Ωs))

]2
,

Xs,D = {ψ ∈ Xs | ψ = uD on Γs,D × (0, T ]},

Xs,0 = {ψ ∈ Xs | ψ = 0 on Γs,D × (0, T ]},

Y =
[
L2(0, T ;L2(Γ(0)))

]2
.

For any t ∈ (0, T ] we can multiply the momentum equation (4.16a) by an arbitrary
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function ϕ from X t
f,0 and integrate the product over Ωf (t), leading to

∫
Ωf (t)

(
ρ
∂v

∂t
· ϕ+ ρ ((v−w) · ∇v) · ϕ− (∇ · (µ∇v − pI)) · ϕ

)
dx = 0. (4.17)

In order to transform the integral of the time derivative, we introduce the Jacobian

matrix of the domain transform:

J(X, t) =
∂x(X, t)

∂X
,

and let J = det(J). Direct evaluation shows (see e.g. [118]) that

∂J

∂t
= J∇ ·w,

hence we can rewrite the time derivative term as follows:

∫
Ωf (t)

ρ
∂v(x, t)

∂t
·ϕ(x, t) dx =

∫
Ωf (0)

ρ
∂v(x(X, t), t)

∂t
· ϕ(x(X, t), t)J dX

=

∫
Ωf (0)

ρ
∂v̂(X, t)

∂t
· ϕ̂(X, t)J dX =

∫
Ωf (0)

ρ
∂

∂t
(v̂ · ϕ̂J) dX−

∫
Ωf (0)

ρv̂ · ϕ̂∂J
∂t

dX

=
d

dt

∫
Ωf (0)

ρv̂ · ϕ̂J dX−
∫
Ωf (0)

ρv̂ · ϕ̂(∇x(X,t) · ŵ(X, t))J dX

=
d

dt

∫
Ωf (t)

ρv · ϕ dx−
∫
Ωf (t)

ρv · ϕ(∇ ·w) dx.

Returning to (4.17) and using the divergence theorem, we get

d

dt

∫
Ωf (t)

ρv ·ϕ dx +

∫
Ωf (t)

ρ(v · ∇v) · ϕ dx−
∫
Ωf (t)

ρ∇(v ·w) · ϕ dx

+

∫
Ωf (t)

(µ∇v : ∇ϕ− p∇ · ϕ) dx−
∫
Γ(t)

(µ∇v n− pn) · ϕ ds = 0 ∀ϕ ∈ X t
f,0.
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The only remaining boundary term is on Γ(t), since the terms on Γf,D vanish by the

choice of ϕ, and the terms on Γf,N by the corresponding Neumann condition.

The weak form of the incompressibility equation is:

∫
Ωf (t)

(∇ · v)q dx = 0, ∀q ∈ Y t
f .

Next we write the weak form of the solid equation:

−
∫
Ωs

∇S · (D∇Su) ·ψ dx =

∫
Ωs

(D∇Su) · ∇Sψ dx−
∫
Γ(0)

τn ·ψ ds = 0, ∀ψ ∈ Xs,0,

As before, boundary terms on Γs,D vanish due to the choice of ψ, and on Γs,N due

to the Neumann boundary condition. We introduce the Lagrange multiplier λ, such

that

λ = µ∇xv̂ n− p̂n = τn on Γ(0).

This multiplier can be substituted into interface terms in both the main fluid and

solid equations. The term in the fluid equation needs to be fully transformed to the

reference coordinates:

λ = µJ−1∇Xv̂ n− p̂n on Γ(0).

Finally, we write down the weak form of the interface condition:

∫
Γ(0)

(
v̂ − ∂u

∂t

)
· ν ds = 0, ∀ ν ∈ Y.

The full weak system can now be written as:
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Find (v, p,u,λ) ∈ X t
f,D × Y t

f ×Xs,D × Y such that

d

dt

∫
Ωf (t)

ρv · ϕ dx +

∫
Ωf (t)

ρ(v · ∇v) ·ϕ dx−
∫
Ωf (t)

ρ∇(v ·w) ·ϕ dx

+

∫
Ωf (t)

(µ∇v : ∇ϕ− p∇ · ϕ) dx−
∫
Γ(0)

λ · ϕ̂ ds = 0 ∀ϕ ∈ X t
f,0, (4.18a)∫

Ωf (t)

(∇ · v)q dx = 0, ∀q ∈ Y t
f , (4.18b)∫

Ωs

(D∇Su) · ∇Sψ dx−
∫
Γ(0)

λ ·ψ ds = 0, ∀ψ ∈ Xs,0, (4.18c)∫
Γ(0)

(
v̂ − ∂u

∂t

)
· ν ds = 0, ∀ ν ∈ Y. (4.18d)

4.5.1.3 Time discretisation and finite element method

First we subdivide the time interval: let 0 = t0 < t1 < . . . < tN = T with ∆tn =

tn − tn−1, n = 1, 2, . . . , Nt. We denote Ωf(tn) = Ωn
f , Γ

n = Γ(tn) and

RHSn =

∫
Ωn

f

ρ(v · ∇v)ϕ dx−
∫
Ωn

f

ρ∇(v ·w)ϕ dx +

∫
Ωn

f

(µ∇v : ∇ϕ− p∇ · ϕ) dx

−
∫
Γ0

λn · ϕ̂ ds.

We use the trapezium rule to integrate equation (4.18a) in time on each of the sub-

intervals (tn−1, tn), n = 1, 2, . . . , Nt:

∫
Ωn

f

ρv · ϕ dx−
∫
Ωn−1

f

ρv · ϕ dx +
∆t

2
(RHSn + RHSn−1) = 0, ∀ϕ ∈ Xt

f,0. (4.19)
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Similarly, for (4.18d)

∆t

2

∫
Γ0

(vn + vn−1) · ν ds−
∫
Γ0

(un − un−1) · ν ds = 0, ∀ν ∈ Y. (4.20)

Equations (4.18b) and (4.18c) do not contain time derivatives, so we simply require

for them to hold at each time step tn. The initial condition is applied at n = 0.

To discretise the problem in space we assume Ωn
f , n = 1, 2, . . . , N and Ωs can be

triangulated, with meshes conforming on Γn for n = 1, . . . , N . We define the following

finite-dimensional function spaces:

Xh,n
f =

[
P 2(Ωn

f )
]2
,

Xh,n
f,D = X tn

f,D ∩Xh,n
f ,

Xh,n
f,0 = X tn

f,0 ∩X
h,n
f ,

Y h,n
f = P 1(Ωn

f ),

Xh
s =

[
P 2(Ωs)

]
,

Xh
s,D = Xs,D ∩Xh

s ,

Xh
s,0 = Xs,0 ∩Xh

s ,

Y h =
[
P 1(Γ)

]2
.

Let also the bases of these spaces be as follows:

ϕn =




ϕn
1

ϕn
2

...

ϕn
Nf



, ψ =




ψ1

ψ2

...

ψNs



, qn =




qn1

qn2

...

qnMf



, ν =




ν1

ν2

...

νM



,
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so thatXh,n
f = span{ϕn

1 , . . .ϕ
n
Nf

},Xh
s = span{ψ1, . . . ,ψNs

}, Y h,n
f = span{qn1 , . . . , qnMf

},

and Y h = span{ν1, . . .νM}. In this notation ϕn
i = (ϕn

1,i, ϕ
n
2,i) ∈ R

2 for i = 1, . . . , Nf ,

ψk = (ψ1,k, ψ2,k) ∈ R
2 for k = 1, . . . , Ns, and νr = (ν1,r, ν2,r) ∈ R

2 for r = 1, . . . ,M .

We can write the finite element method by approximating the test and the trial

spaces in (4.18) with their finite-dimensional counterparts. We express the approxi-

mate solutions in terms of the respective bases, specifically

vh,nd = Vn
d · ϕn

d , d = 1, 2

ph,n = Pn · qn,

uh,nd = Un
d ·ψd, d = 1, 2

λh,nd = Λn
d · νd, d = 1, 2

wh,n
d = Wn

d · ϕn
d , d = 1, 2.

The coefficient vectors are Vn
d ,W

n
d ∈ R

Nf , Pn ∈ R
Mf , Un

d ∈ R
Ns and Λn

d ∈ R
M .

We introduce the following matrices:

Mn
f ∈ R

Nf×Nf : (mf )
n
i,j =

∫
Ωn

f

ρ ϕn
i · ϕn

j dx,

Kn
f ∈ R

Nf×Nf : (kf )
n
i,j =

∫
Ωn

f

µ∇ϕn
i : ∇ϕn

j dx,

Ks ∈ R
Ns×Ns : (ks)

n
k,l =

∫
Ωn

s

(D∇Sψk) : ∇Sψl dx,

CVn(Vm) ∈ R
Nf×Nf : (cv(Vm))ni,j =

∑
d=1,2

∑
h

V m
h

∫
Ωn

f

ρ ϕn
d,i

∂ϕn
d,j

∂xd
ϕm
d,h dx,

Dn(Wm) ∈ R
Nf×Nf : (d(Wm))ni,j =

∑
d=1,2

∑
h

Wm
h

∫
Ωn

f

ρ
∂

∂xd
(ϕn

d,iϕ
n
d,j)ϕ

m
d,h dx,

Bn ∈ R
Nf×Mf : (b)ni,l =

∫
Ωn

f

(∇ · ϕn
i ) ql dx,

Cn
f ∈ R

Nf×M : (cf )
n
i,r =

∆t

2

∫
Γ0

ϕ̂n
i νr ds,
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Cs ∈ R
Ns×M : (cs)

n
k,r =

∫
Γ0

ψkνr ds.

These matrices do not take into account the Dirichlet boundary conditions, which can

be applied directly by replacing the appropriate rows of the full matrix and right-hand

side vector with the discrete versions of these conditions.

Let us also have

An
f = Mn

f +
∆t

2

[
Kn

f +CVn (Un)−Dn(Wn)
]

AAn−1 = Mn−1
f − ∆t

2

[
Kn−1

f +CVn−1
(
Un−1

)
−Dn−1(Wn−1)

]
,

and additionally

Vn =


 Vn

1

Vn
2


 , Un =


 Un

1

Un
2


 , Λn =


 Λn

1

Λn
2


 .

The finite element method can be written in pseudo-matrix form: for n = 1, 2, . . . , Nt

find (Vn, P n,Un,Λn) such that




An
f −Bn 0 −Cn

f

−(Bn)T 0 0 0

0 0 Ks Cs

−(Cn
f )

T 0 CT
s 0







Vn

P n

Un

Λ




=




AAn−1
f −Bn−1 0 −Cn−1

f

0 0 0 0

0 0 0 0

−(Cn−1
f )T 0 0 0







Vn−1

P n−1

Un−1

Λn−1




What is written as matrices An
f and AAn−1

f in the above equations is actually depen-

dent on the velocities Vn and Vn−1 respectively, as well as the domain velocities Wn

and Wn−1 respectively. The system needs further linearisation, as described below.

At the same time, the matrix representing the solid component of the problem, Ks, is

80



independent of time and current solution, and has relatively simple banded structure

under the linear elasticity assumption.

The fluid component has the following two sources of nonlinearity: mesh move-

ment and convection. It is common to assume that mesh movement over a single time

step is small, and the problem of computing the ALE coordinates at every time step is

therefore normally decoupled from the governing equations. The mesh displacements

in Ωf (t) can be obtained by assuming elastic or Laplacian deformation, which ensures

smooth node movement [41, 92, 95]. We use the latter technique: at each time step

the mesh deformation d (relative to the mesh on Ωf(0)) is such that

−∆d = 0 in Ωf(0), (4.21a)

d = u on Γ(0), (4.21b)

d = 0 on ∂Ωf (0)\Γ(0). (4.21c)

A separate finite element procedure is setup to solve this boundary value problem on

the same mesh as the fluid problem. If the finite element solution to (4.21) at time

step n is denoted by dn, then the domain velocity to be used in the ALE Navier-

Stokes equations is calculated as w = (dn −dn−1)/(tn − tn−1).Under the assumption

of small mesh deformations, it is sufficient to perform a few fixed point iterations

between solving (4.21) and (4.16) to obtain a good approximation of the current

position of mesh nodes.

The convective nonlinearity is addressed by Newton iteration in standard form:

an approximate solution to F(x) = 0 is given by

xk+1 = xk −
(
∂F

∂x

)−1

F(xk), k = 0, 1, . . . (4.22)
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We take the solution at the previous time-step as the initial guess for the iteration,

which, given sufficiently small time steps, is sufficiently close to the solution at the

current time step for the Newton iteration to converge. The analysis of the properties

of the Jacobian matrix for the FSI system was beyond the scope of this work, but its

non-singularity and convergence of the method were verified algorithmically.

4.5.1.4 Preconditioner

The linear system arising at each Newton iteration of every time step was solved using

right-preconditioned GMRES as described in Section 4.4, i.e. using two AMG V -

cycles to approximate the action of A−1
DD in the S−1

4 approximation and five conjugate

gradients iterations in the S−1
5 approximation. The complexity of the fluid problem

usually means that the fluid mesh needs to be significantly finer than the solid mesh.

The nonlinearity, time dependence and a larger mesh size of the fluid component all

suggest that S−1
4 is based on the fluid block. Moreover, since the coupling block only

has non-zero elements in the rows corresponding to velocity degrees of freedom, the

‘interface’ block AII in the expession for S−1
4 is extracted from the matrices An

i,f ,

i = 1, 2 only.

4.5.1.5 Simulation results

The problem was solved on the following domains:

Ωf (0) = {(X1, X2) ∈ R
2 | X1 ∈ (0, 1), X2 ∈ (0, 2)},

Ωs = {(X1, X2) ∈ R
2 | X1 ∈ (1, 1.2), X2 ∈ (0, 2)},

Γ = {(1, X2) | X2 ∈ (0, 2)}.
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A unidirectional pulsating parabolic inflow condition was used to drive flow and de-

formations:

v̂(X, t) =


 0

10 sin2(2πt)X1(1−X1)


 , X ∈ Γin, t ∈ [0, T ].

In the fluid domain we imposed a no-slip boundary condition v = 0 at X1 = 0,

and a no-flux boundary condition (µ∇v − pI)n = 0 at X2 = 2. In the solid domain

the top and bottom boundaries were fixed: u = 0 at X2 = 0 and X2 = 2, and the

outer boundary was allowed to move freely: τn = 0 at X1 = 1.2.

The following parameter values were used in all tests: ρ = 1, E = 2900, ν = 0.4.

Computational meshes were obtained by refining the original uniform mesh around

the interface. The original grid in Ωf had 21 nodes in each of theX1 andX2 directions,

and in Ωs 6 nodes in the X1 direction and 21 nodes in the X2 direction. A coarse

analogue of such an original mesh is displayed in Figure 4.5a, and the mesh once

refined around the interface in Figure 4.5b. Table 4.7 lists dimensions for the test

meshes, namely the total number of degrees of freedom in the problem and the number

of degrees of freedom on the interface.

Mesh 1 2 3 4
DOF 5604 7317 10811 17803
DOFΓ 41 81 161 321

Table 4.7: Mesh sizes for the FSI problem: total number of degrees of freedom and
the number of degrees of freedom on the interface. Meshes are refined around the
interface.

inf − sup stable P2 − P1 elements (continuous piecewise-quadratic for velocity,

and continuous piecewise-linear for pressure) were used in the fluid domain, while

P2 elements were used in the solid domain. Time stepping was performed using the
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0 1 1.2

0

1

2

x

y

(a) Original uniform mesh

0 1 1.2

0

1

2

x
y

(b) Mesh refined around interface

Figure 4.5: Sample meshes for the fluid-structure interaction problem. The trian-
gulation is shown in the fluid domain Ωf to distinguish it from the solid domain
Ωs.

implicit Euler scheme.

Sample solution profiles and solid configurations for this problem are shown in

Figure 4.6. As the inflow velocity grows, pressure exerted on the elastic wall increases,

and the wall gets pushed out. When the pressure drops, the wall gets pulled back

in. The effect of lowering the viscosity can be observed in Figure 4.7: the changes

in inflow velocity propagate faster, and hence the response of the solid occurs sooner

than in the case of higher viscosity.

The maximum iteration counts for GMRES required to converge to relative toler-

ance TOL = 10−10 on meshes 1-4 are given in Table 4.8. We also show the maximum

number of iterations required for convergence of the Newton iteration, and the maxi-

mum time in seconds that GMRES took to converge (per nonlinear iteration per time

step).
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t = 0 t = 0.1 t = 0.2 t = 0.3

t = 0.4 t = 0.5 t = 0.6 t = 0.7

Figure 4.6: Velocity profile and domain deformations for fluid-structure interaction in
2D. Inflow velocity at the bottom of Ωf is v2 = 10X1(1−X1) sin

2(2πt). Parameters:
µ = 1, ρ = 1, ν = 0.4, E = 2900. Colour corresponds to velocity magnitude, and is
scaled from blue (lowest) to red (highest) for each time step individually.

t = 0 t = 0.1 t = 0.2 t = 0.3

t = 0.4 t = 0.5 t = 0.6 t = 0.7

Figure 4.7: Velocity profile and domain deformations for fluid-structure interaction in
2D. Inflow velocity at the bottom of Ωf is v2 = 10X1(1−X1) sin

2(2πt). Parameters:
µ = 0.01, ρ = 1, ν = 0.4, E = 2900. Colour corresponds to velocity magnitude, and
is scaled from blue (lowest) to red (highest) for each time step individually.
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The iteration counts once again indicate that convergence of preconditioned GMRES

using S−1
4 is mesh-independent, while S−1

5 gives iteration counts which grow as the

mesh is refined. However, we note that there is the opposite dependence on the vis-

cosity parameter: as µ decreases the iteration counts for the S−1
4 approximation grow,

while those for the S−1
5 approximation decrease. This is due to the fact that S4 is only

based on the fluid component of the problem, which becomes a worse representation

of the Schur complement as µ → 0. Both components are equally represented within

S5, and in this case smaller µ results in a better approximation.

We also observe that due to the simplicity of computation of S−1
5 (the only mul-

tiplication by an inverse involves a banded matrix of size DOFΓ), the GMRES times

did not grow significantly as µ decreased. Computing S−1
4 involves multiplication by

the inverse of the ADD matrix, whose conditioning worsens as µ → 0, which affects

AMG solve times.

CPU times, being implementation dependent, should in this case be taken as

indicative rather than definitive. However, the fact that times for S5 appear to be

far less affected by decreasing µ than the times for S4 highlight the importance of

optimising all aspects of implementation.

The dependence of GMRES iteration counts on µ, however, suggests that the na-

ture of the components of a coupled problem is an important factor in the performance

of the monolithic method with block preconditioning.

We also verify that the choice of time step size does not have a significant effect

on GMRES convergence. Table 4.9 contains iteration counts for different values of

∆t and µ for a problem on the original uniform mesh with DOFΓ = 21. It can be

observed that while GMRES convergence is largely unaffected by varying ∆t, the

(outer) Newton iteration counts grow with ∆t for small µ. The flow is generally more
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S4 S5

M µ = 1 µ = 0.1 µ = 0.01 µ = 1 µ = 0.1 µ = 0.01
1 32/4/9.04 40/4/10.72 60/5/17.43 44/4/8.64 35/4/7.00 42/5/8.26
2 34/4/11.24 41/4/14.49 71/5/24.99 56/4/10.51 48/4/10.35 42/5/12.69
3 34/4/16.17 42/4/19.96 73/5/35.48 69/4/15.62 62/4/14.41 48/5/18.57
4 33/4/22.78 40/4/28.28 73/5/57.24 87/4/21.56 82/4/20.48 62/5/26.71

Table 4.8: Maximum number of GMRES iterations/number of Newton itera-
tions/CPU time in seconds per one GMRES solve for the FSI problem. ∆t = 0.01,
TOL = 10−10.

difficult to resolve for low viscosity (high Reynold’s number). Small ∆t provides

a better initial guess for the solution, based on the previous time step, and leads

to the discretised fluid equations being dominated by the mass matrix, therefore

reducing the effect of the nonlinear convective term. Larger values of ∆t require

more iterations for the Newton’s method to converge. This behaviour is unrelated to

the block preconditioner used, but can be addressed separately by specific solvers for

the fluid subproblem.

S4 S5

∆t µ = 1 µ = 0.1 µ = 0.01 µ = 1 µ = 0.1 µ = 0.01
0.1 19/6/81.4 26/6/116.2 43/12/196.9 27/6/77.8 26/6/70.7 35/12/99.2
0.05 18/5/94.9 25/5/98.7 44/10/221.6 27/5/82.1 26/5/75.2 37/10/93.2
0.01 18/3/71.4 25/3/102.0 33/4/130.4 25/3/70.9 26/3/71.8 30/4/93.4

Table 4.9: Maximum number of GMRES iterations/number of Newton itera-
tions/GMRES CPU time in seconds for fluid-structure interaction in 2D: different
values of ∆t, µ (DOFΓ = 21, TOL = 10−6).

4.6 Discussion

The aim of this chapter was to show that the monolithic approach can be used ef-

ficiently to solve coupled problems. On the one hand, the interaction between the

components is not downplayed by decomposing the system: the system is always
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treated as a whole. On the other hand, existing solvers for the sub-problems can be

used to achieve efficiency of implementation. Having proposed and compared sev-

eral preconditioning strategies based on approximating the Schur complement block,

we identified approximations which are computationally efficient. One of the meth-

ods is shown to provide mesh-independent convergence of preconditioned GMRES in

the tests considered, therefore guaranteeing scalability of the solver to large meshes.

Another method, based on the so-called BFBt preconditioner, exhibits competitive,

although not mesh-independent, iteration counts, and performs particularly well for

FSI problems with low viscosity (high Reynolds number).

Having a robust way of solving large-scale coupled problems allows us to consider a

posteriori error estimation and adaptive mesh refinement in such problems. While the

goal of adaptive mesh refinement is to use the smallest possible number of degrees of

freedom to solve a problem to desired accuracy, the method developed in the following

chapter requires multiple solves of block systems through time, and moreover, multiple

solves of more refined dual systems through time. The ability to perform these solves

quickly and using limited computational resources is extremely important.

The tests performed in this chapter provide a basis for further investigation in

more complex settings of multiphysics problems. A further example of coupling un-

obstructed fluid flow and flow through a porous medium is studied in Chapter 6,

where we revisit the question of performance of block preconditioners developed here.
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Chapter 5

A posteriori error estimation and

adaptive mesh refinement

An important aspect of numerical methods is the assessment of the solutions’ ac-

curacy. Since in most practical problems the analytic solution cannot be obtained

and its regularity cannot be established, it is impossible to use a priori error esti-

mates effectively. In contrast, a posteriori methods only require knowledge of the

approximate solution and can therefore be applied to a broad range of problems.

The presence of the Lagrange multiplier in the formulation of monolithic coupled

problems used in this work allows us to derive natural expressions for the error in a

quantity of interest that is supported along the interface. This is particularly useful

in applications where the Lagrange multiplier represents a physical quantity, such as

the normal stress along arterial walls when assessing the risk of aneurysm rupture

[39, 38], and the flux through the boundary between a fluid and a porous medium

when modelling air flow in the lungs [86]. This is made possible by the application of

the monolithic approach to coupling, as described in Chapter 3, and the availability

of efficient solvers for the monolithic problems, such as those developed in Chapter 4.
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Error estimation for coupled problems solved using operator decomposition techniques

was considered in [31, 32, 52, 53, 125].

In this chapter we introduce the a posteriori error estimation technique for coupled

problems by considering a simple steady case in Section 5.1. Namely, we discuss the

idea of a quantity of interest, and derive an a posteriori representation formula for

the error in this quantity. We assess the accuracy of this formula, and present an

adaptive mesh refinement technique which is based on local error estimates. In order

to illustrate the methodology we perform a number of numerical tests to study the

performance of the formula and the refinement strategy. The theory is extended to

time-dependent problems in Section 5.2, including a new representation formula and

its accuracy estimate, and a block space-time adaptive mesh refinement strategy. This

is followed by numerical examples of error estimation and adaptive mesh refinement

in coupled time-dependent problems.

Most of the material presented in Section 5.2 was published as [5].

5.1 Steady coupled problems

We begin by recalling the weak formulation of an elliptic coupled problem (3.2) from

Section 3.3.1:

Find (u1, u2, λ) ∈ X1,D ×X2,D × Y such that

∓ < λ, vi >Γ +ai(ui, vi) = (fi, vi)+ < gi,N , vi >ΓN
i

∀vi ∈ Xi,0, i = 1, 2, (5.1a)

< ν, u1 − u2 >Γ = 0 ∀ν ∈ Y. (5.1b)

The finite element formulation is given by (3.3):
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Find (uh1 , u
h
2 , λ

h) ∈ Xh
1,D ×Xh

2,D × Y h such that

∓ < λh, vhi >Γ +ai(u
h
i , v

h
i ) = (fi, v

h
i )+ < gi,N , v

h
i >ΓN

i
∀vhi ∈ Xh

i,0, i = 1, 2, (5.2a)

< νh, uh1 − uh2 >Γ = 0 ∀νh ∈ Y h. (5.2b)

For simplicity we assume that gi,N = 0 for i = 1, 2. The following derivations

can be carried out in a similar manner for non-zero Neumann conditions, but require

adjustments in the definitions of residuals, and the error bounds.

5.1.1 The error representation formula

Let the errors in the solution of (5.2) be ei = ui − uhi , i = 1, 2, and eλ = λ− λh. The

quantity of interest (QoI) is defined as a linear functional of the solution with given

coefficient functions ψ1, ψ2 and ψ, with the corresponding error E , i.e.

(QoI) = − < ψ, λ >Γ +(ψ1, u1)Ω1 + (ψ2, u2)Ω2 ,

E = − < ψ, eλ >Γ +(ψ1, e1)Ω1 + (ψ2, e2)Ω2 , (5.3)

where (·, ·)Ωi
for i = 1, 2 is the inner product in L2(Ωi):

(vi, wi)Ωi
=

∫
Ωi

vi wi dx, i = 1, 2.

The choice of the coefficients enables us to specify both localized and globally sup-

ported errors. For example, to calculate the average error in Ω1 we choose ψ1 = 1

and ψ2 = ψ = 0, and to calculate the average error along Γ we choose ψ1 = ψ2 = 0

and ψ = 1.

A representation formula will provide a practical tool for estimating E . We derive
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it using the solution of an adjoint problem, which in the weak form can be written as

follows:

Find (φ1, φ2, µ) ∈ X1,0 ×X2,0 × Y such that

∓ < µ, vi >Γ +ai(φi, vi) = (ψi, vi)Ωi
∀vi ∈ Xi,0, i = 1, 2, (5.4a)

< ρ, φ1 − φ2 >Γ =< ρ, ψ >Γ ∀ρ ∈ Y. (5.4b)

The following theorem formalises the derivation of the error representation formula

for the coupled problem (5.2).

Theorem 7. The error in the quantity of interest E defined by (5.3) can be computed

as

E = RΓ(µ) +R1(φ1) +R2(φ2), (5.5)

where (φ1, φ2, µ) is the solution of the adjoint problem (5.4), Ri(φi), i = 1, 2 and

RΓ are the generalised residuals in the original problem (5.2) for the domains or the

interface respectively, and are given by

Ri(φi) = ± < λh, φi >Γ +(fi, φi)Ωi
− ai(u

h
i , φi), i = 1, 2,

and

RΓ(µ) =< µ, uh1 − uh2 >Γ .

Proof. The errors ei = ui − uhi , i = 1, 2, are permissible as test functions in the weak

adjoint equation (5.4a), hence

∓ < µ, ui − uhi >Γ +ai(φi, ui − uhi ) = (ψi, ei)Ωi
, i = 1, 2. (5.6)
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Similarly, φi, i = 1, 2 are permissible as test functions in the weak formulation of the

original problem (5.1), giving

ai(ui, φi) = ± < λ, φi >Γ +(fi, φi)Ωi
, i = 1, 2. (5.7)

Since ai(v, w) is symmetric and linear, we can substitute (5.7) into (5.6) yielding

∓ < µ, ui − uhi >Γ ± < λ, φi >Γ +(fi, φi)Ωi
− ai(φi, u

h
i )− (ψi, ei)Ωi

= 0, i = 1, 2,

or, equivalently,

∓ < µ, ui − uhi >Γ ± < eλ, φi >Γ +Ri(φi)− (ψi, ei)Ωi
= 0, i = 1, 2.

Adding the equations for i = 1 and i = 2 and rearranging the terms,

− < eλ, φ1 − φ2 >Γ + (ψ1, e1)Ω1 + (ψ2, e2)Ω2

= − < µ, u1 − u2 >Γ + < µ, uh1 − uh2 >Γ +R1(φ1) +R2(φ2).

It follows from the weak continuity conditions (5.1b) and (5.4b) that

< µ, u1 − u2 >Γ= 0 and < eλ, φ1 − φ2 >Γ=< eλ, ψ >Γ .

Hence the error can be written as E = RΓ(µ) +R1(φ1) +R2(φ2).

Remark 1. The strong form of the adjoint problem is

−∇ · (ki∇φi) + ciφi = ψi in Ωi, i = 1, 2,
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φi = 0 on ΓD
i , i = 1, 2,

ki∇φi · ni = 0 on ΓN
i , i = 1, 2,

φ1 − φ2 = ψ on Γ,

k1∇φ1 · n1 + k2∇φ2 · n2 = 0 on Γ,

Remark 2. By Galerkin orthogonality, the error representation formula produces

E = 0 in the special case when the exact adjoint solution lies in the finite element

space of the original problem.

Indeed, let φ1 ∈ Xh
1,0, φ2 ∈ Xh

2,0 and µ ∈ Y h be used as test functions in (5.2).

Then

Ri(φi) = ± < λh, φi >Γ −ai(uhi , φi) + (fi, φi)Ωi
= 0, i = 1, 2,

< µ, uh1 − uh2 >Γ = 0.

It follows immediately from the representation formula (5.5) that E = 0.

5.1.2 The effect of adjoint approximation

Expression (5.5) is exact, since no approximations were made in the derivation. In

practice we can rarely obtain the exact adjoint solution. Functions (φ1, φ2, µ) are

usually computed using what is deemed to be a more accurate finite element method

than (5.2). The error in the adjoint problem is then assumed negligible. The higher

accuracy can be achieved by using either higher order basis functions, or a finer mesh.

We consider the error in the representation formula under such circumstances.

Let the adjoint solutions φh
i ∈ X̂h

i,0, i = 1, 2, and µ ∈ Ŷ h, such that Xh
i,0 ⊂ X̂h

i,0 ⊂

Xi,0 and Y h ⊂ Ŷ h ⊂ Y . The finite element formulation for the adjoint problem is:
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Find (φh
1 , φ

h
2 , µ

h) ∈ X̂h
1,0 × X̂h

2,0 × Ŷ h such that

∓ < µh, vhi >Γ +ai(φ
h
i , v

h
i ) = (ψi, v

h
i )Ωi

∀vhi ∈ X̂h
i,0, i = 1, 2, (5.9a)

< ρh, φh
1 − φh

2 >Γ =< ρh, ψ >Γ ∀ρh ∈ Ŷ h. (5.9b)

Subtracting (5.9a) from (5.4a) and (5.9b) from (5.4b), we have

∓ < µ− µh, vhi >Γ +ai(φi − φh
i , v

h
i ) = 0 ∀vhi ∈ X̂h

i,0, i = 1, 2, (5.10a)

< ρh, φ1 − φ2 − φh
1 + φh

2 >Γ = 0 ∀ρh ∈ Ŷ h. (5.10b)

Since uhi ∈ Xh
i,0 ⊂ X̂h

i,0, we substitute uhi for vhi in (5.10a) and add the two equations

for i = 1 and 2 yielding

− < µ− µh, uh1 − uh2 >Γ +a1(φ1 − φh
1 , u

h
1) + a2(φ2 − φh

2 , u
h
2) = 0. (5.11)

Similarly, λh ∈ Y h ⊂ Ŷ h, and (5.10b) holds for ρh = λh, so that

< λh, φ1 − φ2 − φh
1 + φh

2 >Γ= 0. (5.12)

Recalling that

E =< µ, uh1 − uh2 >Γ + < λh, φ1 − φ2 >Γ +
∑
i=1,2

{
(fi, φi)Ωi

− ai(φi, u
h
i )
}
,

we add (5.11) and subtract (5.12) to give

E =< µ, uh1 − uh2 >Γ − < µ− µh, uh1 − uh2 >Γ + < λh, φ1 − φ2 >Γ
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− < λh, φ1 − φ2 − φh
1 + φh

2 >Γ +
∑
i=1,2

{
(fi, φi)Ωi

− ai(φi, u
h
i ) + ai(φi − φh

i , u
h
i )
}

=< µh, uh1 − uh2 >Γ + < λh, φh
1 − φh

2 >Γ +
∑
i=1,2

{
(fi, φi)Ωi

− ai(φ
h
i , u

h
i )
}
.

Only the (fi, φi)Ωi
terms in the resulting formula depend on the exact adjoint solution.

We add and subtract (fi, φ
h
i )Ωi

to obtain

E = RΓ(µ
h) +R1(φ

h
1) +R2(φ

h
2) +

∑
i=1,2

(fi, φi − φh
i )Ωi

= Ê + ε,

where Ê is the approximate error representation formula,

Ê = RΓ(µ
h) +R1(φ

h
1) +R2(φ

h
2), (5.13)

and ε is the error in the representation formula due to errors in the adjoint solution,

ε = (f1, φ1 − φh
1)Ω1 + (f2, φ2 − φh

2)Ω2 .

Cauchy-Schwartz and triangle inequalities imply that

|ε| ≤ ‖f1‖L2(Ω1)‖φ1 − φh
1‖L2(Ω1) + ‖f2‖L2(Ω2)‖φ2 − φh

2‖L2(Ω2).

If the exact adjoint solutions are sufficiently regular, e.g. φi ∈ Hp(Ωi), i = 1, 2, and

φh
i are piecewise polynomials of degree (p− 1), then the error in the adjoint solution

can be bounded:

‖φi − φh
i ‖L2(Ωi) ≤ Ĉhp|φi|Hp(Ωi), where Ĉ = const.

This, in turn, indicates that the error in the representation formula is ε = O(hp).
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We introduce the effectivity ratio R,

R =
Ê
E = 1− ε

E . (5.14)

which provides a measure of the accuracy of the approximate error Ê . In Section

(5.1.4) we calculate the approximate error measure Ê for the numerical tests using

the adjoint finite element solutions in the representation formula. Where possible,

we also calculate the exact error measure E by substituting the exact and the finite

element solutions into the definition (5.3). The effectivity ratio R quantifies the error

in the approximate error representation formula.

5.1.3 An adaptive strategy

Assuming that the error ε in the representation formula is negligible compared to the

approximate error measure Ê , and the exact error E is well-represented by Ê , we can

use the approximate measure (5.13) as the basis for adaptive mesh refinement. Let

πh denote orthogonal projection operators from the adjoint finite element spaces to

the finite element test spaces,

πh :



X̂h

i → Xh
i , such that ∀ vh ∈ X̂h

i , ∀ wh ∈ Xh
i : (vh − πhvh, wh)Ωi

= 0, i = 1, 2,

Ŷ h → Y h, such that ∀ νh ∈ Ŷ h, ∀ wh ∈ Xh
j :< νh − πhνh, wh >Γ= 0,

where j is the index of the domain that is chosen to define the finite element space

on Γ (specifically where the mesh in the domain conforms with the mesh on the

interface).
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By Galerkin orthogonality RΓ(π
hµh) +R1(π

hφh
1) +R2(π

hφh
2) = 0, and

E = RΓ(µ
h − πhµh) +R1(φ

h
1 − πhφh

1) +R2(φ
h
2 − πhφh

2).

The error can be decomposed into local contributions from individual elements ∆, as

Ê =
∑
i=1,2

∑
∆∈τi

Ê∆ =
∑
i=1,2

∑
∆∈τi

{
R∆

Γ (µ
h − πhµh) +R∆

i (φ
h
i − πhφh

i )
}
, where

R∆
Γ (µ

h − πhµh) =

∫
Γ∩∂∆

(µh − πhµh)(uh1 − uh2) ds,

R∆
i (φ

h
i − πhφh

i ) = ±
∫
Γ∩∂∆

λh(φh
i − πhφh

i ) ds

+

∫
∆

{
fi(φ

h
i − πhφh

i )− ai(u
h
i , φ

h
i − πhφh

i )
}

dx, i = 1, 2.

Local contributions exceeding a local tolerance |Ê∆| > LATOL indicate the elements

that should be refined. The local tolerance for the original uniform mesh can be

computed as the ratio of a given global tolerance TOL to the total number of elements.

Remark 3. Since we compute a linear functional of the error, rather than a norm of

the error, the local refinement strategy might appear disadvantageous, simply because

Ê ≤
∑
i=1,2

∑
∆∈τi

|Ê∆|

is an extremely crude estimate. In particular, for problems with symmetric solutions

local errors can be significant, and yet the global error can be zero due to cancellation.

The refinement algorithm used in the simulations does not impose the global condition

|Ê | < TOL, only the local condition |Ê∆| < LATOL.
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5.1.4 Numerical results

Below we present numerical results illustrating the use of the error representation

formula (5.13). All of the problems in this section were solved on a rectangular

domain with Ω1 = (0, 1)× (0, 1), Ω2 = (0, 1) × (1, 2), and Γ = {(1, s) | s ∈ (0, 1)}.

Unless stated otherwise, the initial meshes are uniform and conform on the interface

Γ, the finite element spaces for all of uh1 , u
h
2 , λ

h, φh
1 , φ

h
2 and µh consist of piecewise-

linear functions, and higher accuracy of the adjoint solution is achieved by solving

the adjoint on the original mesh twice refined uniformly.

5.1.4.1 Error in the domain

First, we consider a quantity of interest which is the average in the sub-domain Ω2.

The choice of ψ1 = ψ = 0 and ψ2 = 1 leads to the following error in the quantity of

interest:

E =

∫
Ω2

e2 dx.

We choose k1 = k2 = 1, the right-hand sides such that u1 = u2 = sin(πx) sin(πy), and

use zero Dirichlet boundary conditions everywhere on the outside boundaries. Start-

ing with a uniform mesh with a total of 453 degrees of freedom, we refine triangular

elements in the domain based on local error estimates Ê∆, as described above. The

global tolerance value is TOL = 0.02∗. We allow at most three refinements in a single

element of the initial mesh so as to have a control over the mesh size.

The finite element solutions of the original and adjoint problems are shown in

Figures 5.1a and 5.1b respectively, and the refined mesh in Figure 5.2a. As expected,

∗In all numerical tests the global tolerance TOL is chosen for illustrative purposes, i.e. so that
the global error is above the tolerance, and therefore produces a refinement, but at the same time
it is not so high as to require uniform refinement. Depending on the goals of mesh refinement, in a
practical problem this value can be determined in a similar manner, by the maximum error allowed,
or by the maximum mesh size allowed.
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the mesh in Ω2 is significantly more refined than the mesh in Ω1 since the quantity of

interest lies in Ω2, and the adjoint solution is concentrated in this sub-domain. The

estimated values of the error and the effectivity ratios are shown in Table 5.1. The

effectivity ratios remain close to one, meaning that the error estimates represent the

actual error well.

(a) u1, u2 (b) φ1, φ2 for average solu-
tion in Ω2

(c) φ1, φ2 for smooth ap-
proximation of solution at
(0.25, 1.75)

Figure 5.1: Original and adjoint solutions for the problems with the quantities of
interest measuring the solution in the domain.

Average error in Ω2 Point error, A = 1000 Point error, A = 10000

DOF Ê R DOF Ê R DOF Ê R
453 -0.002682 0.963 453 -0.003641 1.775 453 -0.002920 1.424
4301 -0.000631 0.972 6959 -0.000321 0.867 6959 -0.000364 0.983

Table 5.1: Estimated average error in Ω2 and approximation to point error, and
corresponding effectivity ratios. DOF is the total number of degrees of freedom in
the system. Higher value of parameter A corresponds to a better approximation of
the point error.

Next, we solve the same problem with ψ2 = (A/π) exp (−A(x− 0.25)2 − A(y − 1.75)2).

This weighting is chosen as a smooth approximation to the Dirac delta function
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(a) Mesh refined based on
average error in Ω2

(b) Mesh refined based on
a smooth approximation of
error at (0.25, 1.75)

Figure 5.2: Refined mesh for the problems with quantities of interest measuring the
solution in the domain.

δ(0.25,1.75). The quantity of interest approximates a point value of the solution, and

the error is

E =

∫
Ω2

ψ2e2 dx ≈ e2(0.25, 1.75). (5.15)

The refined mesh for A = 1000 is shown in Figure 5.2b, and the adjoint in Figure

5.1c. As is to be expected, the highest concentration of elements is around the point

(0.25, 1.75) where the quantity of interest is located and where the adjoint solution is

concentrated, while virtually no refinements are required in Ω1. The estimated error

values Ê are given in Table 5.1. Note that we are now computing approximate effec-

tivity ratios, since the exact error is calculated as E = u2(0.25, 1.75)− uh2(0.25, 1.75),

while the approximate error is calculated in the integral form, according to (5.15).

The more closely ψ2 represents the delta function, the closer the effectivity ratio ap-

proaches one. This is illustrated by comparing the error and effectivity values for
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A = 1000 with A = 10000. The latter gives a better approximation for a delta func-

tion (see Table 5.1), and consequently better effectivity ratios. Note also that the

effectivity ratios computed on the original coarse uniform mesh are relatively poor.

However, the refinement strategy improves them significantly.

5.1.4.2 Error along the interface

We consider a test problem where the quantity of interest is the average of the La-

grange multiplier on the interface. Letting ψ1 = ψ2 = 0 and ψ = 1, we have

E =

∫
Γ

eλ ds.

For this choice of the quantity of interest the strong form of the coupling condition is

φ1 − φ2 = 1 on Γ. Consequently we cannot have zero Dirichlet boundary conditions

at points (0, 1) and (1, 1). We avoid the inconsistency by changing the boundary

conditions to zero Neumann boundary conditions on ΓN
1 = {(0, y) | y ∈ (0, 2)} and

ΓN
2 = {(1, y) | y ∈ (0, 2)} in both the original and the adjoint problems. Alternatively,

the weighting function ψ could be chosen so that the Dirichlet boundary conditions

at x = 0 and x = 1 are satisfied, e.g. ψ = sin(πx).

We now choose different diffusion coefficients in the sub-domains, specifically k1 =

3 and k2 = 1. The right-hand sides are such that u1 = 1
3
cos(πx) sin(πy) and u2 =

cos(πx) sin(πy). In this example the exact adjoint solution is linear φ1 = 0.25x,

φ2 = 0.75(x − 2), λ = 0.75 (see Figure 5.3a), and thus lies in the finite element

space of the original problem. The exact error must therefore be zero by Galerkin

orthogonality, and the estimated error value is ∼ 10−17, hence the effectivity ratio for

this example was not computed.
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(a) ψ = 1 (b) ψ = cos(πy) (c) ψ2 = 1, ψ = − sin(πx)

Figure 5.3: Adjoint solutions for a problem with the Lagrange multiplier as the
quantity of interest.

If we take ψ = cos(πy), the adjoint solution is no longer linear, and the error is

no longer zero. We start with a uniform mesh with 453 degrees of freedom, and use

TOL = 0.1. Both the approximate errors and the corresponding effectivity ratios

can be seen in Table 5.2. The adjoint solution and the refined mesh are presented in

Figures 5.3b and 5.4a respectively. The interface region is the most refined area and

more refinements are needed in Ω2 where solution gradients are larger than in Ω1.

Weighted average on Γ Mixed Ω2 and Γ

DOF Ê R DOF Ê R
453 -0.006629 1.015 453 0.003947 1.055
5431 0.000350 0.890 5605 -0.001233 0.946

Table 5.2: Estimated values of the error in the Lagrange multiplier and the corre-
sponding effectivity ratios. DOF is the total number of degrees of freedom in the
system.
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(a) ψ = cos(πy) (b) ψ2 = 1, ψ = − sin(πx)

Figure 5.4: Adapted meshes for problems with error on the interface Γ as the quantity
of interest.

5.1.4.3 Mixed error

Finally we consider a quantity of interest that includes both domain and interface

components. We take ψ1 = 0, ψ2 = 1 and ψ = − sin(πx), so that the error is

E =

∫
Γ

ψeλ ds +

∫
Ω2

ψ2e2 dx.

Further, k1 = k2 = 1, f1, f2 and the boundary conditions are such that u1 = u2 =

sin(πx) sin(πy). We start with the same initial mesh (453 degrees of freedom), and

use a global tolerance TOL = 0.1.

The refined mesh is presented in Figure 5.4b, the adjoint solution in Figure 5.3c, the

error values and the effectivity ratios in Table 5.2. The mesh is refined most around

the interface Γ, particularly at its centre, where |ψ| = sin(πx) achieves its maximum

value and the weighting of the error is greatest. Refinements are more pronounced in
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Ω2 than in Ω1, as is to be expected given the quantity of interest.

5.1.4.4 Accuracy of the approximate error representation formula

We consider the effect that the accuracy of the adjoint solution has on the accuracy

of the approximate quantity of interest. Based on the definition of effectivity ratio

(5.14), we compute the error in the representation formula as ε = E(1 − R). We

considered the following two problems.

(i) The (QoI) is equal to the average value of the solution in the domain, i.e.

ψ1 = ψ2 = 1 and ψ = 0. Here k1 = k2 = 1, and f1 = f2 and boundary

conditions are chosen so that u1 = u2 = 0.5y(2− y),

(ii) The (QoI) is the average of the solution u2 in Ω2 and sin-weighted average of

the Lagrange multiplier on Γ, i.e. ψ1 = 0, with ψ2 = 1 and ψ = − sin(πx).

Here k1 = k2 = 1 and f1 = f2 and boundary conditions are chosen so that

u1 = u2 = sin(πx) sin(πy).

The original problem was solved on a uniform mesh with 453 degrees of freedom. The

computed values are presented in Table 5.3. In both examples the error in the repre-

sentation formula decayed with O(h2adjoint), where hadjoint = h/(adjoint refinements)

is the adjoint mesh size.

(i) domain error (ii) mixed error
adjoint refinements R 105 · |ε| R 104 · |ε|

2 0.931 7.6526 1.217 -8.1244
3 0.983 1.9491 1.055 -2.0425
4 0.996 0.4873 1.014 -0.5116
5 0.999 0.1220 1.003 -0.1280

Table 5.3: Effectivity ratio and error in the approximate representation formula for
the adjoint problem solved on the original mesh refined 2, 3, 4 and 5 times uniformly.
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5.1.5 Non-matching finite element spaces in Ω1 and Ω2

The next issue that we address in this results section is that of the error component

associated with the adjoint Lagrange multiplier µ. In all the above experiments

the computed value of Êµ =< µh, uh1 − uh2 >Γ= RΓ(µ
h) term in (5.13) was zero up

to machine precision, in other words, the continuity condition on the interface was

satisfied strongly by the numerical solution. This follows from the conformity of the

finite element spaces in the two domains.

The relevant part of the matrix problem (3.4) is the equation

−CT
1 U1 + CT

2 U2 = 0. (5.16)

If the finite element spaces in Ω1 and Ω2 match on the interface the non-zero block

of the coupling matrix C1 is identical to the non-zero block of C2. In this case (5.16)

can be rewritten as

CT
1,I(U2,I − U1,I) = 0,

where I is the set of indices corresponding to interface nodes. This equation has

a unique zero solution, leading to strong continuity of the finite element solution:

U1,I = U2,I .

The condition will not be satisfied strongly if the finite element spaces in the

two-sub-domains do not match on the interface, and C1 �= C2. To further illustrate

the applicability of the error representation formula we consider a problem where

the meshes on the two sub-domains do not conform on Γ, leading to the case just

described. Non-conforming meshes are commonly used, for instance, to solve fluid-

structure interaction problems, as fluid equations normally require higher resolution

than structural equations.
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The only different feature of the non-conforming case is in the choice of the finite-

dimensional Lagrange multiplier space. Whilst previously the subdivision defining

the basis of this space was the projection from either meshes in Ω1 or Ω2, it is now

the ‘richer’ subdivision, i.e. that coming from a finer mesh.

The problem we consider is as follows: k1 = k2 = 1, and f1 = f2 and boundary

conditions such that u1 = u2 = sin(πx) sin(πy). The quantity of interest computed

is the average value of the solutions in respective sub-domains (taken with opposite

signs to prevent cancellation), i.e. ψ1 = −ψ2 = 1 and ψ = 0. TOL = 0.02 was used

as the global tolerance.

Two initial meshes were considered: with respective numbers of degrees of freedom

in Ω1 and Ω2 DOF1 = 85, DOF2 = 145 and DOF1 = 85, DOF2 = 313. The refined

meshes are shown in Figures 5.5a and 5.5b, and the error estimates Ê and Êµ, as well

as effectivity ratios R are given in Table 5.4.

(a) ψ1 = −ψ2 = 1, ψ = 0,
DOF1 = 85, DOF2 = 145

(b) ψ1 = −ψ2 = 1, ψ = 0,
DOF1 = 85, DOF2 = 313

(c) ψ1 = ψ2 = 0, ψ = cos(πx),
DOF1 = 221, DOF2 = 313

Figure 5.5: Refinements of the initial meshes that do not match on the interface Γ.
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The refinement strategy creates more elements in Ω1, where the initial error is

higher (see Table 5.4). Note that the resulting mesh in Ω1 is more refined when the

disparity between the original meshes is more pronounced.

DOF1,2 Ê 105 · Êµ R DOF1,2 Ê 105 · Êµ R
85, 145 0.011669 -2.60 0.962 85, 313 0.009333 9.35 0.962

2917, 1060 0.001842 -1.58 0.970 4077, 1229 0.001525 1.99 0.969

Table 5.4: Estimated values of the error for initial non-conforming meshes and cor-
responding effectivity ratios. The quantity of interest is measured in the domains.
DOF1,2 are the numbers of degrees of freedom in each sub-domain.

Next we consider the effect of non-conforming meshes in the case of the quantity

of interest on the interface. We take k1 = k2 = 1, and f1 = f2 such that u1 = u2 =

sin(πx) cos(πy). We set TOL = 0.3 and use initial meshes with DOF1 = 221 and

DOF2 = 313. The quantity of interest is the cos-weighted average error on Γ, with

ψ1 = ψ2 = 0 and ψ = cos(πx). The refined mesh is shown in Figure 5.5c, and the

errors, µ-components, and effectivity values are given in Table 5.5.

Weighted average error on Γ

DOF1,2 Ê 105 · Eµ R
221, 313 -0.005615 -6.48 1.015
1089, 937 -0.001714 6.68 1.043

Table 5.5: Estimated values of the error for initial non-conforming meshes and cor-
responding effectivity ratios. The quantity of interest is measured on the interface.
DOF1 and DOF2 are the numbers of degrees of freedom in each sub-domain.

Again, the sub-domain Ω1, which originally has a coarser mesh, is refined more by

the algorithm in order to equilibrate error contributions. The centre of the interface

is not refined because the weighting function is close to zero around x = 0.5 on Γ.

The absolute value of Eµ does not decrease with refinement, since it is not the leading

order term in the total error.

An alternative case where different finite element spaces in Ω1 and Ω2 can arise
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is the coupling of different order elements. As an example, we solve a problem using

piecewise-quadratic basis functions in Ω1 and piecewise-linear basis functions in Ω2.

As before, we consider two types of quantities of interest. First, we consider a

(QoI) in the whole domain by setting ψ1 = 1, ψ2 = −1 and ψ = 0. For k1 = k2 = 1,

we choose f1 = f2 and boundary conditions so that u1 = u2 = sin(πx) sin(πy).

Second, we consider a (QoI) on the interface by setting ψ1 = ψ2 = 0 and ψ =

cos(πx)) for k1 = k2 = 1, and choosing f1 = f2 and boundary conditions so that

u1 = u2 = cos(πx) sin(πy). The initial meshes in Ω1 and Ω2 are identical.

Since higher order elements are utilised in Ω1, we expect the error there to be

significantly lower than in Ω2, and for the meshes to be refined accordingly. Indeed,

it can be seen from Figure 5.6a that in both problems the only refinements in Ω1 occur

near the interface, where the errors are high due to non-matching finite element spaces.

In contrast, the number of degrees of freedom in Ω2 rises by a factor of ∼ 10. The

errors and corresponding effectivity ratios for the two problems are given in Table

5.6.

Average error in Ω1 ∪ Ω2 Weighted average error on Γ

DOF1,2 Ê 105 · Eµ R DOF1,2 Ê 104 · Eµ R
841, 221 0.002681 4.40 0.963 841,221 0.003428 -9.40 0.975
1447, 2265 0.000485 0.09 1.153 1239, 1968 0.000110 -3.43 0.831

Table 5.6: Estimated errors for initial non-conforming meshes and corresponding
effectivity ratios. DOF1 and DOF2 are the numbers of degrees of freedom in each
sub-domain.

5.1.5.1 Error-based vs uniform refinements

As a final numerical example of error estimation and mesh refinement in steady

coupled problems we consider a problem with a solution that has large curvature

localised within a small region inside the domain. In this case local refinement based
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(a) ψ1 = −ψ2 = 1, ψ = 0 (b) ψ1 = ψ2 = 0, ψ = cos(πx)

Figure 5.6: Refinements of the meshes for piecewise-quadratic finite element functions
in Ω1 and piecewise-linear finite element functions in Ω2.

on local error estimates should be far more efficient than uniform refinement.

We choose ki = 1, fi, i = 1, 2 so that u1 = u2 = exp(−a(x − b)2 − a(y − c)2),

which is a Gaussian centered at (x, y) = (b, c). If a >> 1 the solution undergoes a

rapid change around the peak. The quantity of interest is the sin-weighted average

error on the interface, i.e. we take ψ1 = ψ2 = 0 and ψ = sin(πx).

By locating the center of the Gaussian near the interface we ensure that it affects

the interface errors. We first consider a = 100, b = 0.25, c = 1.25. The initial number

of degrees of freedom in the mesh is DOF = 453 and the global tolerance is TOL =

0.005. The error-based refinement algorithm produces the mesh shown in Figure 5.7a

and the error values in Table 5.7. For comparison we show the number of degrees of

freedom in a uniform mesh required to obtain a similarly sized error. This amounted

to refining the whole mesh three times, while the error-based algorithm selects the
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area where additional elements are necessary – a circle around (x, y) = (0.25, 1.25).

(a) u = e−100(x−b)2−100(y−c)2 (b) u = e−1000(x−b)2−1000(y−c)2

Figure 5.7: Refined meshes obtained using the error-representation formula for the
error on the interface Γ.

We then solve the problem with a = 1000, which makes the Gaussian more lo-

calised and more difficult to approximate in the original finite element space. We

start with an initial mesh that is finer in Ω2, where the peak resides. The refined

mesh is presented in Figure 5.7b, and the error values in Table 5.7, along with the

size of the uniform mesh (in each sub-domain) required to obtain similar errors.

DOFin Ê DOFu Ê DOFe Ê
a = 100 453 -0.000416 26003 -0.000006 3175 0.000006
a = 1000 923 -0.003119 54963 -0.000050 2778 -0.000046

Table 5.7: Estimated errors in the quantity of interest on the interface before and after
refinement of the mesh. DOFin, uniform DOFu and error-based DOFe are the total
numbers of degrees of freedom in the initial mesh, the mesh refined uniformly, and
the mesh produced by our refinement strategy. Parameter a regulates the solution
shape, namely the diameter of the peak.
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In both scenarios refinements based on local errors provide a clear advantage in

terms of the size of the problem that needs to be solved to obtain errors of the same

order. Of course, in practical terms the method requires that the adjoint problem

is solved to higher accuracy than the original problem, thus incurring an additional

computational expense. It is important to note that the main benefit of the method

comes from producing an optimal mesh (with respect to a given quantity of inter-

est), allowing the best possible use of available computational resources. The solution

computed on a locally refined mesh using the total DOF degrees of freedom is ex-

pected to produce a more accurate quantity of interest than the solution computed

on a uniform mesh with DOF degrees of freedom.

5.2 Time-dependent problems

The fundamental ideas behind deriving the error representation formula for time-

dependent coupled problems are similar to those described above. However, intro-

ducing temporal variation gives rise to additional complications. The adjoint problem

has to be defined backwards in time from a prescribed condition at T to 0. The order

of accuracy of the adjoint solution must exceed that of the original solution not only

in space, but also in time. In this section these and some other issues are addressed

in detail.

Recall the formulation of the weak parabolic problem (3.6) from Section 3.4.1:

Find (u1, u2, λ) ∈ X1,D ×X2,D × Y such that

∫ T

0

{
∓ < λ, vi > +

(
∂ui
∂t
, vi

)
+ ai(ui, vi)

}
dt
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=

∫ T

0

{
(fi, vi)+ < gi,N , vi >ΓN

i

}
dt ∀ vi ∈ Xi,0, i = 1, 2,

(5.17a)∫ T

0

< ν, u1 − u2 > dt = 0 ∀ ν ∈ Y, (5.17b)

ui|t=0 = ui,0, i = 1, 2. (5.17c)

In this section we omit the subscripts Γ and Ωi, i = 1, 2 on < ·, · > and (·, ·), and it is

always assumed that the appropriate inner product is used. As before, for simplicity

we assume that gi,N = 0 for i = 1, 2.

In addition to the finite element spaces defined in Section 3.4.2, which are used to

discretise this problem, we introduce semi-discrete sub-spaces of X1, X2 and Y , and

the projections πh and θ onto these semi-discrete sub-spaces:

Xx
i = {vi ∈ Xi | vi(·, t) ∈ P k

c (τi) ∀t ∈ T }, i = 1, 2,

Y x = {ν ∈ Y | ν(·, t) ∈ P k
c (τ) ∀t ∈ T },

X t
i = {v ∈ Xi | vi(x, ·) ∈ P q

d ({Tn}) ∀x ∈ Ωi}, i = 1, 2,

Y t = {ν ∈ Y | ν(x, ·) ∈ P q
d ({Tn}) ∀s ∈ Γ},

πh :



Xi → Xx

i such that ∀v ∈ Xi, w ∈ Xx
i : (v − πhv, w) = 0, i = 1, 2,

Y → Y x such that ∀ν ∈ Y, w ∈ Y x
j : < ν − πhν, w >= 0,

θ :



Xi → X t

i such that ∀v ∈ Xi, w ∈ X t
i : (v − θv, w) = 0, i = 1, 2,

Y → Y t such that ∀ν ∈ Y, w ∈ X t
j : < ν − θν, w >= 0,

where j is the index of the domain that defines the finite element space on Γ (i.e.

that where the mesh in the domain coincides with the mesh on the interface).
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The finite element method for (5.17) can be written as follows:

Find (uh1 , u
h
2 , λ

h) ∈ Xh
1,D ×Xh

2,D × Y h with uhi,0− = πhui,0, i = 1, 2, such that

N∑
n=1

{([
uhi

]
n−1

, vhi,(n−1)+

)
−

∫
In

(Ri, v
h
i ) dt

}
= 0 ∀vhi ∈ Xh

i,0, i = 1, 2, (5.18a)

N∑
n=1

∫
In

< νh, uh1 − uh2 > dt = 0 ∀νh ∈ Y h, (5.18b)

where Ri denote the residuals

(Ri, vi) = ± < λh, vi >+ (fi, vi)−
(
∂uhi
∂t

, vi

)
− ai(u

h
i , vi) ∀vi ∈ Xh

i , i = 1, 2.

(5.19)

5.2.1 The error representation formula

Let the discretisation errors in the domains and on the interface be defined respectively

as

e1 = u1 − uh1 , e2 = u2 − uh2 , and eλ = λ− λh.

These are now functions of both space and time. The quantity of interest

(QoI) =

∫ T

0

{− < λ, ψ > +(u1, ψ1) + (u2, ψ2)} dt, (5.20)

is a linear functional of the solution with coefficients ψ1, ψ2 and ψ, which is averaged

over the time interval [0, T ]. The error in the (QoI) is defined as

E =

∫ T

0

{− < eλ, ψ > +(e1, ψ1) + (e2, ψ2)} dt. (5.21)

The adjoint problem for (5.17) corresponding to this quantity of interest is:
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Find (φ1, φ2, µ) ∈ X1,0 ×X2,0 × Y such that

∫ T

0

{
∓ < µ, vi > −

(
∂φi

∂t
, vi

)
+ ai(φi, vi)− (ψi, vi)

}
dt = 0

∀ vi ∈ Xi,0, i = 1, 2, (5.22a)∫ T

0

< ρ, φ1 − φ2 > dt =

∫ T

0

< ρ, ψ > dt ∀ ρ ∈ Y, (5.22b)

φi(·, T ) = 0, in Ωi, i = 1, 2. (5.22c)

As in the steady case, we present the derivation of the error representation formula

as a theorem.

Theorem 8. The error E defined by (5.21) can be computed as

E =
∑
i=1,2

{
(φi,0, ui,0 − πhui,0)−

N∑
n=2

(φi,n−1, [u
h
i ]n−1)

+
N∑

n=1

∫
In

{
± < µ, uhi > +(Ri, φi)

}
dt

}
, (5.23)

where (φ1, φ2, µ) is the solution of the adjoint problem (5.22), and the residuals Ri,

i = 1, 2, are defined in (5.19).

Proof. We use the errors e1, e2 and eλ as test functions in the weak formulation of

the adjoint problem (5.22a) and (5.22b), yielding

N∑
n=1

∫
In

{
∓ < µ, ui − uhi > −

(
∂φi

∂t
, ui − uhi

)
+ ai(φi, ui − uhi )

}
dt =

N∑
n=1

∫
In

(ψi, ei) dt,

i = 1, 2,

N∑
n=1

∫
In

{
− < λ, φ1 − φ2 > + < λh, φ1 − φ2 >

}
dt = −

N∑
n=1

∫
In

< eλ, ψ > dt.

Adding these equations together, integrating by parts in time, and recalling the resi-
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dual definition (5.19) and the piecewise constant dependence of the finite-element

solution in time, we obtain

E =

N∑
n=1

∫
In

{
− < µ, u1 − u2 > + < µ, uh1 − uh2 >

}
dt−

∑
i=1,2

N∑
n=1

(φi, ui − uhi )
∣∣t−n
t+n−1

+
∑
i=1,2

N∑
n=1

∫
In

{
∓ < λ, φi > +

(
∂ui
∂t

, φi

)
+ ai(ui, φi) + (Ri, φi)− (fi, φi)

}
dt.

We can also use φ1, φ2 and µ as test functions in the weak formulation of the original

problem (5.17), resulting in

∫ T

0

{
∓ < λ, φi > −(fi, φi) +

(
∂ui
∂t
, φi

)
+ ai(ui, φi)

}
dt = 0, i = 1, 2,

−
∫ T

0

< µ, u1 − u2 > dt = 0.

Subtracting both expressions from the above formula for E ,

E =
∑
i=1,2

N∑
n=1

{
− (φi, ui − uhi )

∣∣t−n
t+n−1

+

∫
In

{
± < µ, uhi > +(Ri, φi)

}
dt

}
. (5.24)

We can re-write the term due to jumps in the solution, assuming the exact solutions to

the original and to the adjoint problems are continuous in time (within their respective

subdomains), and using the initial and final conditions (5.17c) and (5.22c). Noting

that
N∑

n=1

(φi, ui − uhi )
∣∣t−n
t+n−1

= −(φi,0, ui,0)−
N∑

n=1

(
φi, u

h
i )
∣∣t−n
t+n−1

,

the error measure can be written as

E =
∑
i=1,2

{
(φi,0, ui,0) +

N∑
n=1

(φi, u
h
i )
∣∣t−n
t+n−1

+

N∑
n=1

∫
In

{
± < µ, uhi > +(Ri, φi)

}
dt

}
.
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Using the initial conditions uhi,0+ = πui,0 and φi,N = 0 to rearrange the first two terms

we obtain the representation formula (5.23),

E =
∑
i=1,2

{
(φi,0, ui,0 − πui,0)−

N∑
n=2

(φi,n−1, [u
h
i ]n−1)

+

N∑
n=1

∫
In

{
± < µ, uhi > +(Ri, φi)

}
dt

}
.

For convenience in writing we identify

E0 =
∑
i=1,2

(φi,0, ui,0 − πhui,0) – the initial error,

EJ = −
∑
i=1,2

N∑
n=2

(φi,n−1, [u
h
i ]n−1) – the error due to solution jumps in time

EΓ =

N∑
n=1

∫
In

< µ, uh1 − uh2 > dt – the interface error,

EΩ =
∑
i=1,2

N∑
n=1

∫
In

(Ri, φi) dt – the domain error.

The sum of these errors makes up the total error in the quantity of interest:

E = E0 + EJ + EΓ + EΩ.

Remark 4. The strong form of the adjoint problem is as follows:

∂φi

∂t
−∇ · (ki∇φi) + ciφi = ψi in Ωi × (0, T ], i = 1, 2,

φi = 0 on ΓD
i × (0, T ], i = 1, 2,

ki∇φi · ni = 0 on ΓN
i × (0, T ], i = 1, 2,
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φ1 − φ2 = ψ on Γ× (0, T ],

k1∇φ1 · n1 + k2∇φ2 · n2 = 0 on Γ× (0, T ],

φi = 0 in Ωi × {T}, i = 1, 2.

5.2.2 The effect of discretization error on the boundary

The proof of Theorem 8 utilised errors e1 and e2 as test functions in the adjoint

problem. This is permissible only if the boundary conditions lie in the appropriate

finite element spaces, i.e., if uDi (x, t) ∈ Xh
i,D, i = 1, 2. In particular, the proof of

Theorem 8 assumes that uDi (x, t) is piecewise-constant in time.

In order to account for the circumstances when uDi (x, t) /∈ Xh
i,D, i = 1, 2, we

introduce functions eDi = uDi − πhθuDi on ΓD
i , i = 1, 2 for all t ∈ [0, T ]. We extend

this function to the whole domain Ω1 ∪ Ω2 by setting it to zero at all mesh points

other than those on the Dirichlet boundaries, and allowing it to be piecewise linear

in space. Then we can write

∫ T

0

(ψi, ei) dt =

∫ T

0

(ψi, ei − eDi ) dt+

∫ T

0

(ψi, e
D
i ) dt.

Now, ei− eDi is a suitable test function for the adjoint. Substituting for the first term

on the right-hand side from (5.22a),

∫ T

0

(ψi, ei) dt =

∫ T

0

{
∓ < µ, ei − eDi > −

(
∂φi

∂t
, ei − eDi

)
+ ai(φi, ei − eDi )

}
dt

+

∫ T

0

(ψi, e
D
i ) dt.
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This introduces an additional error term in the error representation formula, namely

E = E0 + EΓ + EJ + EΩ + ED,

with

ED =
∑
i=1,2

N∑
n=1

∫
In

{
± < µ, eDi > +

(
∂φi

∂t
, eDi

)
− ai(φi, e

D
i ) + (ψi, e

D
i )

}
dt. (5.26)

Remark 5. In a practical problem Dirichlet boundary conditions are likely to be based

on discrete data, rather than given in functional form. Such boundary conditions will

automatically reside in the finite element space. Unless stated explicitly, we do not

include the boundary error component in the calculations below.

5.2.3 The effect of adjoint approximation

As in the steady case, the derivation of the error representation formula (5.23) was

based on the assumption that the exact adjoint solution was available. We will now

consider the effect of using a finite element approximation to the adjoint solution in

the calculation of the quantity of interest.

Let the adjoint finite element spaces X̂1, X̂2 and Ŷ be such that Xh
i ⊂ X̂h

i ⊂ Xi

and Y h ⊂ Ŷ h ⊂ Y , and let X̂h
i,0 = X̂h

i ∩Xi,0, i = 1, 2. Let the finite element method

used to solve the adjoint problem be as follows:

Find (φh
1 , φ

h
2 , µ

h) ∈ X̂h
1,0 × X̂h

2,0 × Ŷ h such that

N∑
n=1

(
−([φh

i ]n, v
h
i,n−) +

∫
In

{
∓ < µh, vhi > −

(
∂φh

i

∂t
, vhi

)
+ ai(φ

h
i , v

h
i )

}
dt

)

=

N∑
n=1

∫
In

(ψi, v
h
i ) dt ∀vhi ∈ X̂h

i,0, i = 1, 2, (5.27a)
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N∑
n=1

∫
In

< ρh, φh
1 − φh

2 > dt =
N∑

n=1

∫
In

< ρh, ψ > dt ∀ρh ∈ Ŷ h, (5.27b)

φh
i (·, T ) = 0 in Ωi, i = 1, 2. (5.27c)

Remark 6. The partition of the time interval I in the above finite element formula-

tion has to remain the same, since a finer partition would introduce additional jump

terms in the derivation below. In practice higher temporal accuracy of the adjoint

solution is achieved by employing a higher order method, namely dG(1), for time

stepping. At the same time, higher spatial accuracy is achieved by uniform mesh

refinement.

Theorem 9. Let (uh1 , u
h
2 , λ

h) be the finite element solution of (5.18), and (φh
1 , φ

h
2 , µ

h)

be the finite element solution of (5.27). Then the error in the quantity of interest de-

fined by (5.23) can be represented as a sum of the estimated error Eest and a remainder

ε, i.e.,

E = Eest + ε, (5.28)

where

Eest =
∑
i=1,2

{
(φh

i,0+, ui,0 − πhui,0)−
N∑

n=2

(
φh
i,(n−1)+,

[
uhi

]
n−1

)

+

N∑
n=1

∫
In

{
± < µh, uhi > +(Ri, φ

h
i )
}

dt

}
, (5.29)

ε =
∑
i=1,2

{
(φi,0 − φh

i,0+, ui,0) +
N∑

n=1

∫
In

(fi, φi − φh
i ) dt

}
. (5.30)
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Proof. Since the spaces Xh
i ⊂ X̂i, i=1,2, and Y h ⊂ Ŷ are nested, we can use the orig-

inal finite element solution as the test function in the adjoint finite element problem:

∑
i=1,2

N∑
n=1

(
−([φh

i ]n, u
h
i,n−)] +

∫
In

{
∓ < µh, uhi > −

(
∂φh

i

∂t
, uhi

)
+ ai(φ

h
i , u

h
i )

}
dt

)

=
∑
i=1,2

N∑
n=1

∫
In

(ψi, u
h
i ) dt,

N∑
n=1

∫
In

< λh, φh
1 − φh

2 > dt =
N∑

n=1

∫
In

< λh, ψ > dt.

Galerkin orthogonality then gives

∑
i=1,2

N∑
n=1

(
([φh

i ]n, u
h
i,n−) +

∫
In

{
∓ < µ− µh, uhi > −

(
∂(φi − φh

i )

∂t
, uhi

)

+ai(φi − φh
i , u

h
i )
}

dt
)
= 0,

−
N∑

n=1

∫
In

< λh, φ1 − φ2 − φh
1 + φh

2 > dt = 0.

We note that, by the divergence theorem,

−
∫
In

(
∂(φi − φh

i )

∂t
, uhi

)
dt = −

(
φi − φh

i , u
h
i

)∣∣t−n
t+n−1

+

∫
In

(
∂uhi
∂t

, φi − φh
i

)
dt,

and using the definition of the residual (5.19) we obtain,

∫
In

{
−
(
∂(φi − φh

i )

∂t
, uhi

)
dt+ ai(φi − φh

i , u
h
i )

}
= −

(
φi − φh

i , u
h
i

)∣∣t−n
t+n−1

+

∫
In

{
± < λh, φi − φh

i > +(fi, φi − φh
i )− (Ri, φi − φh

i )
}

dt ∀n = 1, 2, . . . , N.
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Combining,

∑
i=1,2

N∑
n=1

{
([φh

i ]n, u
h
i,n−)−

(
φi − φh

i , u
h
i

)∣∣t−n
t+n−1

+

∫
In

(
∓ < µ− µh, uhi > +(fi, φi − φh

i )− (Ri, φi − φh
i )
)
dt

}
= 0.

Adding this expression to the error representation formula (5.24), we have

E =
∑
i=1,2

N∑
n=1

{
− (φi, ui − uhi )

∣∣t−n
t+n−1

+
(
[φh

i ]n, u
h
i,n−

)
−

(
φi − φh

i , u
h
i

)∣∣t−n
t+n−1

}

+
∑
i=1,2

N∑
n=1

∫
In

{
± < µh, uhi > +(Ri, φ

h
i ) + (fi, φi − φh

i )
}

dt. (5.31)

Assuming the exact solutions are continuous in time, and using the initial conditions,

we can re-arrange the terms in the first sum as

N∑
n=1

{
− (φi, ui − uhi )

∣∣t−n
t+n−1

+
(
[φh

i ]n, u
h
i,n−

)
−

(
φi − φh

i , u
h
i

)∣∣t−n
t+n−1

}

= (φh
i,0+, ui,0 − πhui,0) + (φi,0 − φh

i,0+, ui,0)−
N∑

n=2

(
φh
i,(n−1)+,

[
uhi

]
n−1

)
.

Substituting this expression into (5.31), and using definitions (5.29)-(5.30), we can

write the exact error as the sum of the approximate error in the quantity of interest

as computed using the finite element approximation to the adjoint solution and the

error in the representation formula, specifically E = Eest + ε.

The value of ε depends on the exact adjoint solution and is not computable.

However, it can be bounded a priori if fi are sufficiently regular. For the numerical

examples considered below we ascertain that the remainder ε is negligible provided

the approximate solution to the adjoint problem is sufficiently accurate.
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5.2.4 An adaptive strategy

Our goal is to use the approximate error representation formula (5.29) in order to ob-

tain a mesh which is well-suited for a given problem and which achieves a specified er-

ror tolerance in a given quantity of interest. We consider the projection of the approx-

imate adjoint solution onto the original finite element space (πhθφh
1 , π

hθφh
2 , π

hθµh),

which can be used as a test function in the original finite element problem, and

therefore satisfies

∑
i=1,2

N∑
n=1

{(
πhθφh

i,(n−1)+,
[
uhi

]
n−1

)
−

∫
In

(Ri, π
hθφh

i ) dt

}
= 0,

−
N∑

n=1

∫
In

< πhθµh, uh1 − uh2 > dt = 0.

Adding these equations together and rearranging the terms to resemble the approxi-

mate error representation formula (5.29), we have

∑
i=1,2

N∑
n=1

{
(πhθφh

i,(n−1)+,
[
uhi

]
n−1

)−
∫
In

{
± < πhθµh, uhi > +(Ri, π

hθφh
i )
}

dt

}
= 0.

Adding this expression to the representation formula (5.29), while also adding and

subtracting the term

∑
i=1,2

N∑
n=1

{
(θφh

i,(n−1)+,
[
uhi

]
n−1

)−
∫
In

{
± < θµh, uhi > +(Ri, θφ

h
i )
}

dt

}
,

yields

Eest =
∑
i=1,2

{
(φh

i,0+, ui,0 − πhui,0)−
N∑

n=1

(
φh
i,(n−1)+ − θφh

i,(n−1)+,
[
uhi

]
n−1

)
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−
N∑

n=1

(
θφh

i,(n−1)+ − πhθφh
i,(n−1)+,

[
uhi

]
n−1

)
+

N∑
n=1

∫
In

{
± < µh − θµh, uhi >

}
dt

+

N∑
n=1

∫
In

{
± < θµh − πhθµh, uhi > +(Ri, φ

h
i − θφh

i ) + (Ri, θφ
h
i − πhθφh

i )
}

dt

}
.

This form of the error measure allows us to distinguish between the effects of ap-

proximation in time and in space. We group all terms involving φh − θφh to produce

the temporal error and all terms involving θφh − πhθφh to produce the spatial error,

and write the total error as the sum of these two components. Clearly, the initial

error is part of the spatial approximation error. We compute the contributions to

the temporal error at each time step In, and the contributions to the spatial error on

each element ∆ at each time step In in the following manner:

Eest = Et + Ex,

where

Et =
N∑

n=1

En
t =

N∑
n=1

(∑
i=1,2

∑
∆i∈τi

En,∆i
t +

∑
γ∈τ

En,γ
t

)
,

Ex =
∑
i=1,2

∑
∆i∈τi

E∆i
0 +

N∑
n=1

(∑
i=1,2

∑
∆i∈τi

En,∆i
x +

∑
γ∈τ

En,γ
x

)
,

En,∆i
t = −

(
φh
i,(n−1)+ − θφh

i,(n−1)+,
[
uhi

]
n−1

)
∆i

+

∫
In

{
(fi, φ

h
i − θφh

i )∆i
−

(
∂uhi
∂t

, φh
i − θφh

i

)
∆i

− ai(u
h
i , φ

h
i − θφh

i )∆i

}
dt,

n = 1, . . . , N, i = 1, 2,

En,γ
t =

∑
i=1,2

∫
In

{
± < µh − θµh, uhi >γ ± < λh, φh

i − θφh
i >γ

}
dt, n = 1, . . . , N,
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E∆i
0 = (φh

i,0+, ui,0 − πhui,0)∆i
, i = 1, 2,

En,∆i
x = −

(
θφh

i,(n−1)+ − πhθφh
i,(n−1)+,

[
uhi

]
n−1

)
∆i

+

∫
In

{
(fi, θφ

h
i − πhθφh

i )∆i
−

(
∂uhi
∂t

, θφh
i − πhθφh

i

)
∆i

− ai(u
h
i , θφ

h
i − πhθφh

i )∆i

}
dt,

n = 1, . . . , N, i = 1, 2,

En,γ
x =

∑
i=1,2

∫
In

{
± < θµh − πhθµh, uhi >γ ± < λh, θφh

i − πhθφh
i >γ

}
dt,

n = 1, . . . , N,

with the local operators for i = 1, 2 defined as follows:

(u, v)∆i
=

∫
∆i

uv dx, ai(u, v)∆i
=

∫
∆i

∇u · ∇v dx, < ν, v >γ=

∫
γ

νv ds.

Given a global tolerance TOL, the total number of elements in the domain and

on the interface M , and the number of time steps N , we compute the local tolerance

LATOL = 2 TOL/(NM). A time step n is marked for refinement if |En
t | > M ·

LATOL, an element ∆i at time step n is marked for refinement if |En,∆i
x | > LATOL,

and an interface edge γ at time step n is marked for refinement if |En,γ
x | > LATOL.

If an interface edge is refined then the neighbouring domain elements are refined as

well.

This strategy presents a downside from the practical point of view. Storing a

different mesh for each time step and projecting the solutions from one mesh to

another can become extremely costly. Moreover, projection introduces additional

errors, and any gains from non-uniform refinements can be lost in the process of

repeated projections. To overcome this difficulty we employ one of the blockwise
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time refinement techniques introduced in [31]. We group time steps into blocks so

that a single refined spatial mesh is used to compute solutions within each space-

time block. We prescribe an upper bound on the number of refinements allowed in a

block, NMAX, introducing an effective upper bound on the number of elements in

the refined mesh, and hence a restriction on the memory and operations required.

Starting with the original mesh we apply the required refinements at each time step

until a block is ‘full’, i.e. the number of required refinements reaches NMAX. Then

a new block is formed from the original mesh and the process is repeated beginning

at the next time step.

This algorithm can result in more than NMAX refinements in a block, firstly,

because a new block is created only after this upper limit is exceeded, and secondly,

because the resulting triangulation is regularised: additional edges need to be in-

troduced to remove hanging nodes. Depending on the refinements limit and the

behaviour of the solution, this strategy can result in anything from a single time

block to a block every time step. The nature of the algorithm will be illustrated in

the following section.

5.2.5 Numerical examples of the effectivity of the error esti-

mate

We test the representation formula in a variety of scenarios for which analytic solutions

can be obtained, allowing the computation of the effectivity ratio, R = Eest/E , where

Eest is calculated using the representation formula (5.29), and

E =

∫ T

0

{− < ψ, eλ > +(ψ1, e1) + (ψ2, e2)} dt,
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which can be computed given the exact solution (u1, u2, λ).

5.2.5.1 Domain error

We first address problems in which the quantity of interest is a function of solutions

u1 and u2 only.

Single domain problems First we consider a simple problem with identical com-

ponents 1 and 2, ki = 1, ci = 0, i = 1, 2, Ω1 = (0, 1)2 and Ω2 = (1, 2)× (0, 1). The

right-hand side functions fi, i = 1, 2, the initial and the boundary conditions are

obtained from the given analytic solution.

The quantity of interest is a weighted average solution in the domain, so that the

adjoint solution can be obtained in closed form as φi = 0.5(T − t)x(2 − x), i = 1, 2.

The problem was solved with Nt = 5 time steps, final time T = 1, and the original

mesh with DOF = 78 degrees of freedom.

The following five exact solutions were used:

(i) ui = 0.5x(2− x), i = 1, 2,

(ii) ui = 0.5tx(2− x), i = 1, 2,

(iii) ui = t sin(0.5πx), i = 1, 2,

(iv) ui = x+ t, i = 1, 2, and

(v) ui = x+ sin(t), i = 1, 2.

For each of the problems we report effectivity ratios in Table 5.8 for varying the spatial

accuracy of the adjoint solution. In all problems the adjoint finite element solution

was computed on a mesh obtained from the original one by refining it uniformly
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r = 1, 2, or 3 times. This way we satisfy the condition of the original and adjoint

finite element spaces being nested: Xh
i ⊂ X̂h

i , i = 1, 2 and Y h ⊂ Ŷ h.

r (i) (ii) (iii) (iv) (v)
1 0.8499 1.0151 1.0129 1.0000 1.0000
2 0.9625 1.0038 1.0033 1.0000 1.0000
3 0.9906 1.0009 1.0009 1.0000 1.0000

Table 5.8: Example 5.2.5.1. Effectivity ratios for model problems (i)-(v) varying the
spatial accuracy of the adjoint solution. The value of r corresponds to the number of
uniform spatial refinements used to obtain the adjoint mesh from the original mesh.
The problem was solved with Nt = 5 time steps, final time T = 1, and the original
mesh of DOF = 78 degrees of freedom.

The calculated effectivity ratios for problems (i)-(iii) agree with the predictions

of Theorem 9, namely they approach one as the accuracy of the adjoint solution

improves. The exact adjoint solution φi = 0.5(T − t)x(2 − x), i = 1, 2 is linear in

time and quadratic in space, hence the finite element method used (dG(1) in time,

cG(1) in space) can capture temporal variation exactly, while spatial refinements of

the adjoint mesh reduce the error in the adjoint solution.

Problems (iv) and (v) were chosen so that the boundary conditions do not lie in

the finite element space (are not piecewise constant in time). The effectivity ratios are

exactly one since the remainder in the representation formula ε is precisely zero. The

adjoint solution can be captured exactly in time, and its spatial errors are symmetric

about the interface Γ, leading to cancellations in the terms (fi, φi − φh
i ), i = 1, 2.

It was also verified that the boundary error terms should not be neglected. If

the error was calculated according to the formula with no Dirichlet boundary terms,

the effectivity ratio in both problems remained R ≈ 0.4 even as the accuracy of the

adjoint problem improved. Despite the fact that the Dirichlet boundary error ED

itself is small, it is significant in relation to the overall error. The effectivity ratios

shown in Table 5.8 were all obtained using the formula (5.29) for Eest, which includes
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the Dirichlet boundary terms.

Distinct problems in Ω1 and Ω2 The case of non-trivial coupling, where the

components in Ω1 and Ω2 are distinct, and when the meshes in the two domains do

not necessarily conform across the interface is considered next. The following three

problems are studied:

(vi) Common elliptic operator, distinct forcing: k1 = k2 = 1, c1 = c2 = 0 with exact

solutions u1 = 0.5tx(2− x) and u2 = −0.5t cos(0.5π(3− x)).

(vii) Distinct elliptic operators: k1 = 1, k2 = −0.1, c1 = 0, c2 = 1 with exact

solutions u1 = t sin(πx) and u2 = 10t sin(πx).

(viii) Elliptic-parabolic coupling:

−∆u1 = f1,

∂u2
∂t

−∆u2 = f2,

with the usual initial, boundary and coupling conditions, and the right-hand

sides such that u1 = u2 = t sin(πx).

Note that in (vii) and (viii) the differential operators are different, and hence the

adjoint problem and the residuals change their form accordingly. As before, the

quantity of interest is such that φi = 0.5(T − t)x(2 − x), i = 1, 2.

All problems were solved with Nt = 5 time steps for final time T = 1. We consider

both the cases of triangulations in Ω1 and Ω2 that conform on the interface, with 36

degrees of freedom in each domain and 6 on the interface, and triangulations that do

not conform on Γ, with 36 degrees of freedom in Ω1, 64 in Ω2 and 8 on Γ.
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The results are shown in Table 5.9. Spatial errors dominate in all three cases,

and therefore the effectivity ratio converges to one with spatial refinements for both

conforming and non-conforming meshes in Ω1 and Ω2.

r
(vi) (vi) (vii) (vii) (viii) (viii)
conf non-conf conf non-conf conf non-conf

1 1.0140 1.0091 1.0056 0.9974 1.0253 1.0137
2 1.0035 1.0023 1.0023 0.9993 1.0063 1.0034
3 1.0009 1.0006 1.0015 0.9997 1.0016 1.0008

Table 5.9: Example 5.2.5.1. Effectivity ratios for model problems (vi)-(viii) varying
the spatial accuracy of the adjoint solution. The value of r corresponds to the number
of uniform spatial refinements used to obtain the adjoint mesh from the original
mesh. The problem was solved with Nt = 5 time steps, final time T = 1, and the
original mesh of DOF = 78 degrees of freedom for the conforming (conf) meshes and
DOF = 108 for the non-conforming (non-conf) meshes.

5.2.5.2 Estimating the error on the interface

In order to compute the effectivity ratio for the error along the interface, we require

ψ �= 0. We consider mixed domain and interface error, and then error in the Lagrange

multiplier space alone.

Mixed domain and interface error Let k1 = k2 = 1 and c1 = c2 = 0, Ω1 = (0, 1)2

and Ω2 = (1, 2)× (0, 1). We choose f1 and f2 and appropriate initial and boundary

conditions so that u1 = u2 = t sin(πx). Again, both conforming and non-conforming

meshes are considered, with respectively 121 degrees of freedom in each domain and

11 on the interface, and 121 degrees of freedom in Ω1, 256 in Ω2 and 16 on Γ. The

mesh is better refined than in the problems for domain error, so as to better capture

the original solution, and its integrals in error calculations.

In order to obtain an adjoint solution in closed form, specifically φ1 = 0.5(T − t)x

and φ2 = 0.5(T − t)(x− 2), which satisfies zero Dirichlet conditions at x = 0, 2, zero
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Neumann conditions at y = 0, 1 and zero conditions at t = T , the weighting functions

for the quantity of interest are chosen to be ψ1 = 0.5x, ψ2 = (0.5x−1) and ψ = T − t.

These adjoint weights correspond to mixed domain and interface error. In order to

establish the significance of the interface error component we computed

EΓ
E =

∣∣∣∫ T

0
< ψ, eλ > dt

∣∣∣∣∣∣∫ T

0
{− < ψ, eλ > +(ψ1, e1) + (ψ2, e2)} dt

∣∣∣ = 0.7669,

where E is the actual error based on the exact solution. The fact that this ratio is

non-negligible means that the interface error will cause a significant proportion of

refinements.

We report effectivity ratios for this problem in columns two and three of Table

5.10. The adjoint solution is captured exactly by the finite element method, and the

effectivity ratios are therefore equal to one.

r
Mixed error Interface error

conf non-conf conf non-conf
1 1.0000 1.0000 0.9925 0.9946
2 1.0000 1.0000 0.9982 0.9987
3 1.0000 1.0000 0.9996 0.9997

Table 5.10: Example 5.2.5.2. Effectivity ratios varying the spatial accuracy of the
adjoint solution. The value of r corresponds to the number of uniform spatial re-
finements used to obtain the adjoint mesh from the original mesh. The problem was
solved with Nt = 5 time steps, final time T = 1, and the original mesh of DOF = 253
degrees of freedom for the conforming (conf) meshes and DOF = 393 for the non-
conforming (non-conf) meshes.

Error on the interface In order to calculate the error solely on the interface, we

set ψ1 = ψ2 = 0 and ψ = T − t (to satisfy the condition at t = T ). The problem is

solved both on conforming (conf) and non-conforming (non-conf) meshes in Ω1 and

Ω2. As seen in columns four and five of Table 5.10, the calculated effectivity ratios
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for both conforming and non-conforming cases converge to one as the mesh on which

the adjoint solution is computed gets finer.

5.2.6 Numerical examples of adaptive mesh refinement

We apply the adaptive strategy described Section 5.2.4 to a sequence of problems and

discuss the results obtained.

5.2.6.1 Equal diffusion coefficients

Let Ω1 = (0, 1) × (0, 1), Ω2 = (0, 1) × (1, 2), k1 = k2 = 1, and c1 = c2 = 0. The

right-hand sides, the initial and the Dirichlet boundary conditions are chosen so that

ui = exp(−100(x− 0.5− 0.25 sin(πt))2 − 100(y − 1− 0.5 cos(πt))2), i = 1, 2.

This solution is a Gaussian with a peak located at (0.5, 1.5) at time t = 0, and moving

counterclockwise along an elliptic trajectory inside Ω1 ∪ Ω2. At the final time T = 2

the peak returns to its initial position after making one complete orbit. A view of

eight snapshots of the solution is presented in Figure 5.8. The adaptive procedure is

applied to a mesh with 453 degrees of freedom in total and 20 time steps.

Adaptivity based on error in the domain only First, we consider the quantity

of interest representing the average in the whole domain, so that

E =

∫ T

0

{∫
Ω1

e1 dx+

∫
Ω2

e2 dx

}
dt,

i.e. ψ1 = ψ2 = 1 and ψ = 0. The time-space adaptive refinement strategy was applied

to the original uniform mesh, producing six temporal blocks. The global tolerance was
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Figure 5.8: Snapshots of a Gaussian travelling along an elliptic trajectory.

set to TOL = 0.01. At most three refinements of an element and a single refinement of

a time step were allowed. The maximum number of triangles marked for refinements

based on local errors in each temporal block was set at NMAX = 350. However

more triangles are refined in practice in order to keep the triangulations regular.

The refined meshes are shown in Figure 5.9, and the estimated errors in the quan-

tity of interest are shown in Table 5.11. As expected, the spatial mesh refinements

trace the movement of the solution in the domain. Away from the peak of the Gaus-

sian the solution is almost constant, and therefore does not require any refinements.
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Figure 5.9: Example 5.2.6.1. Meshes obtained after a time block-wise refinement for
the quantity of interest in the whole domain Ω1 ∪ Ω2 (at most 350 elements allowed
to be refined in a block based on local errors).

The total error was reduced by an order of magnitude. Similar accuracy can be

achieved after three uniform refinements, producing a mesh with 26003 degrees of

freedom. Even the non-restrictive block with NMAX = 1500 is half this size. For

smaller values of NMAX we can reduce the maximum number of degrees of freedom
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original refined
104Eest -3.3234 -0.2857
104Et -0.2335 -0.0545
104Ex -3.0899 -0.2311
e 0.0895 0.0621

Table 5.11: Example 5.2.6.1. Estimated total error Eest, its temporal and spatial
components Et and Ex, and the corresponding L2-error e calculated on the original
uniform mesh (453 degrees of freedom), and on the meshes obtained after an error-
based refinement (at most 3687 degrees of freedom in a block) for the quantity of
interest in the whole domain.

in the domain. In the case of NMAX = 350 the size of the locally refined mesh is six

times smaller than that of the uniformly refined mesh, producing a similar reduction

of the error in the quantity of interest.

For comparison we show sample blocks for the values of NMAX = 1500 and

NMAX = 100 in Figure 5.10. The former limit is not restrictive at all, and the

algorithm creates a single mesh block for all time steps. The latter is very restrictive,

and results in one block per one or two (original) time steps. In both cases time steps

are refined independently of the number of mesh blocks produced.

To further illustrate the method’s performance, we compute the L2-norm errors:

e =

(∑
i=1,2

∫ T

0

∫
Ωi

(
ui − uhi

)2
dx dt

)1/2

.

The knowledge of the exact solution makes this calculation possible, and we can thus

verify that the errors have been reduced globally. This is not obvious if the total

error in the quantity of interest decreases, because its definition allows cancellation

of errors. As we can see from Table 5.11, the reduction in Eest is more pronounced

than in the L2-norm error e. This is to be expected, since the algorithm is geared

towards reducing the error in the quantity of interest.
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Figure 5.10: Example 5.2.6.1. Meshes in sample blocks obtained after a time block-
wise refinement for the quantity of interest in the whole domain Ω1 ∪ Ω2 (at most
NMAX elements allowed to be refined in a block based on local errors).

Adaptivity based on error along the interface The weighted averaged error

along the interface is calculated as

E =

∫ T

0

∫
Γ

ψeλ ds dt,

which corresponds to the adjoint right-hand sides ψ1 = ψ2 = 0 and ψ �= 0. The

adjoint solution has a jump across the interface φ1 − φ2 = ψ on Γ. In order for this

to conform with the Dirichlet boundary conditions for φ1 = φ2 = 0, we need to have

ψ = 0 at (0, 1) and (1, 1). We also require φ1 − φ2 = 0 at t = T . To satisfy these

conditions we chose ψ = (T − t) sin(πx). The refined meshes are shown in Figure

5.11.
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Figure 5.11: Example 5.2.6.1. Meshes obtained after a time block-wise refinement for
the quantity of interest on the interface Γ (at most 700 elements allowed to be refined
in a block based on local errors).

In this example we set block capacity to NMAX = 700 elements, and obtained

three temporal blocks, each with at most 6880 degrees of freedom. In the second block

t ∈ (0.55, 1.25] the peak trajectory is fully contained in Ω1 and does not intersect Γ,

but the mesh is still refined around the interface in Ω2. This was not the case for

the quantity of interest in the whole domain, and arose due to the greater relative

importance of errors near the interface. The last block t ∈ (1.25, 2] is not as refined

around the point (0.5, 1.5) as the first block. The reason is that while the accuracy of

the solution for t < 0.55 directly affects the accuracy of the solution on the interface

through which the Gaussian passes at t = 0.5, the accuracy with which the Gaussian

is resolved for t > 1.5 will have little effect on the interface values.

The estimated error values for this quantity of interest are given in Table 5.12. The

refinement reduces the interface error by two orders of magnitude. The corresponding
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L2-norm error is calculated as

e =

(∫ T

0

∫
Γ

(
λ− λh

)2
ds dt

)1/2

.

original refined
104Eest -3.6439 0.0291
104Et 0.0004 0.0077
104Ex -3.6443 0.0214
e 0.0206 0.0039

Table 5.12: Example 5.2.6.1. Estimated total error Eest, its temporal and spatial
components Et and Ex, and the corresponding L2-error e calculated on the original
uniform mesh (453 degrees of freedom), and on the meshes obtained after an error-
based refinement (at most 6880 degrees of freedom in a block).

Once again we observe a significant reduction in the total error in the quantity of

interest. The temporal error increased, most likely due to loss of symmetry, however

this does not affect the overall error, since the spatial component dominates on both

the original and the refined meshes. The L2-norm of the error was also reduced.

5.2.6.2 Different diffusion coefficients

We modify the problem to consider the case of different diffusion coefficients. In this

case the right-hand sides and the initial and boundary conditions are chosen so that

ui = exp

(
−100 (x− 0.5− 0.25 sin(πt))2 − 100

(
y − 1

ki
− 0.5 sin(πt)

)2
)
, i = 1, 2.

This choice of the exact solution allows the coupling conditions to hold for k1 �= k2.

The Gaussian and its trajectory are now compressed in the y direction by the factor

of 1/ki in Ωi, i = 1, 2. The solution for k1 = 0.2 and k2 = 1 is shown in Figure 5.12.
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Figure 5.12: Snapshots of a Gaussian travelling along a trajectory constructed of two
semi-ellipses.

The meshes obtained using the adaptive strategy are shown in Figure 5.13, and

the estimated error values in Table 5.13.

For both quantities of interest we observe several common features of the refined

mesh. A single temporal block is required to trace the trajectory of the solution in

most of Ω1, where the solution is now compressed relative to the case with k1 = k2 = 1,

and travels closer to the interface. The highly refined region is noticeably thinner in

the y-direction in the second block as compared to the other blocks. There is error

139



Domain Interface
original refined original refined

10−3Eest 1.7913 0.0997 -7.8804 -1.5004
10−3Et 1.3593 0.1104 -5.6943 -1.5120
10−3Ex 0.4320 -0.0107 -2.1862 0.0116
e 0.0881 0.0355 0.0153 0.0017

Table 5.13: Example 5.2.6.2. Estimated total error Eest, its temporal and spatial
components Et and Ex, and the corresponding L2-error e calculated on the original
uniform mesh (453 degrees of freedom), and on the meshes obtained after an error-
based refinement (with a block of at most 5075 degrees of freedom for domain error,
4609 degrees of freedom for interface error).

cancellation between the temporal and the spatial components on the refined mesh.

In the case of interface refinement the temporal error dominates strongly. Since

we only allow a single temporal refinement per step, the error does not improve as

dramatically as in the other cases. The size of the last mesh block t ∈ (1.45, 2] is much

smaller than that of the previous two. The reason is twofold. Firstly, the accuracy

of the solution does not have a strong effect on the interface values after the peak

has crossed Γ the second time at t = 1.5, and secondly, the weight of the interface

error decreases linearly with T − t, and therefore it is more important to capture the

solution at the beginning of (0, T ] as compared to the end.

5.3 Discussion

The a posteriori error representation formula derived and studied in this chapter pro-

vides a useful tool for controlling the error in multi-physics systems that are coupled

across a common interface. An important feature of our approach is the use of La-

grange multipliers to represent coupling conditions. This allows for calculation of the

error in the interface condition which follows naturally from the weak formulation

of the problem. This error is of interest in many practical applications, for example
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(a) Average error in the domain Ω1 ∪Ω2 (at most 500 elements allowed to be refined in a
block based on local errors).
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(b) Weighted average error along the interface Γ (at most 500 elements allowed to be
refined in a block based on local errors).

Figure 5.13: Example 5.2.6.2. Meshes obtained after a time block-wise refinement for
the quantity of interest in the whole domain Ω1 ∪ Ω2 with k1 = 0.2, k2 = 1.
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in fluid-structure interaction problems, where the Lagrange multiplier represents the

normal stress at the boundary.

The accuracy of the error estimate depends on the accuracy of the approximate

adjoint solution. In the numerical examples that were considered here effectivity

ratios demonstrated that the use of approximate adjoint solutions results in good

estimates of the actual value of the error when the adjoint problem is solved using a

richer finite element space as compared to the original problem. This can be achieved

either by using a method of the same order, but defined on a finer mesh, or using a

higher order method defined on the original mesh.

A block time-space refinement strategy based on the error representation formula

for time-dependent problems was implemented taking advantage of our ability to

distinguish between temporal and spatial errors. The performance of the algorithm

was investigated in the case of a travelling wave-like solution. The refinement strategy

was shown to produce efficient refinements to reduce the errors in a wide range of

quantities of interest. Imposing an upper limit on the number of degrees of freedom

in a time block provides a useful technique for restricting the computational overhead

associated with the algorithm.

The extension of this framework to multiphysics systems that are coupled across

fixed boundaries is a relatively straightforward procedure. In the next chapter we il-

lustrate this by considering a problem where unimpeded fluid flow within rigid bound-

aries is coupled to flow through a porous medium. We show that the benefits of using

the efficient solver developed in Chapter 4, as well as the local adjoint-based error

estimation technique and the associated adaptive mesh refinement algorithm devel-

oped in Chapter 5, are retained in a physical setting which is different to the ones

considered originally.
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Chapter 6

Coupling free flow and flow

through porous media

Our main purpose for developing mathematical tools for the efficient treatment of

coupling between abstract systems is to enable the solution of practical problems

involving such coupling. The block solver and the error estimation/mesh refinement

strategies presented in Chapters 4 and 5 do not explicitly rely on the functional form

of the coupled equations within the system, and should therefore be applicable in a

setting which is different to those already considered. In this chapter we investigate

the methods’ performance in a problem where Stokes flow is coupled with flow through

a porous medium.

We consider the steady problem, and assume an incompressible Newtonian fluid

where the flow is sufficiently slow that it can be modelled by the Stokes equations.

The flow through the permeable block is modelled using the Darcy equations. The

natural condition prescribing continuity of normal velocities at the fluid-porous in-

terface is often supplemented by the Beavers-Joseph-Saffman condition. Originally

this condition was proposed in [15], where the authors experimentally verified linear

143



dependence of the difference between tangential velocities on the shear rate of the

free fluid flow. This was further developed in [106], where the tangential component

of the porous velocity was established to be negligible, and in this form the condition

is often used in mathematical models [28, 40, 51, 77].

The numerical treatment of the coupled Stokes-Darcy system needs to be consid-

ered carefully, as, generally speaking, the velocities in the porous medium need not

have the same regularity as the velocities in the Stokes region. The use of the stan-

dard stable finite element spaces for the Stokes problem, e.g. Taylor-Hood element,

generally speaking violates the inf − sup condition, and results in loss of convergence

in the Darcy problem. The problem has been treated by the use of different types of

stable elements for the two components, and the appropriate choice for the Lagrange

multiplier space [51, 61], or alternatively by stabilising a unified element method

[11, 27].

Solution of the Stokes-Darcy system often relies on decoupling. The two-grid

approach, which is based on solving the monolithic system on a coarse mesh, the

decoupled problem on a fine mesh, and then combining the solutions, is discussed in

[28, 33]. An iterative partitioned approach to solving the coupled system is applied

in [40]. The application of FETI (finite element by tearing and interconnecting) algo-

rithms based on domain decomposition is studied in [62, 63]. Block preconditioning

for the coupled Stokes-Darcy system was considered in [29], where fully decoupled

(diagonal-block) preconditioners are compared to the Schur complement-type pre-

conditioners also studied here, with a scaled discrete identity approximation to the

Schur complement block.

A posteriori error estimation for Stokes-Darcy coupled problems is performed in

[7], where the authors take the residual-based approach, and derive estimates for
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stable combinations of elements. The results highlight the need for a joint estimate,

which does not immediately follow from independent estimates for components. In

this work we also focus on deriving a joint estimate, in this case for an error in a

quantity of interest. Moreover, we are able to use the estimate in a mesh refinement

strategy for a number of numerical problems.

In this chapter we write out the equations making up the Stokes-Darcy coupled

model, and the finite element discretisation of the system. We revisit the methods for

efficient solution of the resulting block matrix equations, as presented in Chapter 4,

and for adjoint-based error estimation and mesh refinement, as presented in Chapter

5. The derivation of both follows naturally from the presentation in these earlier

chapters, but is sufficiently different due to the underlying geometry and physics, and

is therefore obtained explicitly. A set of examples is considered at the end of the

chapter, where the performance of both methods is evaluated.

6.1 Weak equations and the finite element method

The problem considered here is inspired by flow through a cartridge filter, where the

two-dimensional cross-section of the domain can be schematically represented by the

three-compartment domain shown in Figure 6.1.

Figure 6.1: Schematic representation of the subdomains for the problem modelling
coupling of free fluid flow and flow through a porous medium.
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We study steady flow through a channel composed of three subdomains: Ω1, Ω2

and Ω3 ∈ R
2. The Darcy model 6.1e is used for the flow in Ω2, which is assumed to be

filled with a porous material. Ω1 and Ω3 only contain the fluid, which is represented by

the Stokes model (6.1a). The interfaces between the respective domains are denoted

by Γ12 and Γ32.

The boundary conditions are as follows. The Dirichlet conditions in the fluid

domains (6.1c) prescribe no-slip on the sides of the channel and a given inflow profile

at the inlet. The corresponding boundaries ΓD
1 and ΓD

3 comprise the top, left and

bottom edges of Ω1, and the top and bottom edges of Ω3 respectively. The functions

ui,D = 0 for i = 1, 3 on the top and bottom edges of Ωi, and u1,D is a known function

(e.g. parabolic in y) on the left edge of Ω1. At the outlet Γ
N
3 (the right edge of Ω3) we

impose zero flux (6.1d). In the porous domain we require no outflow (6.1g) through

the sides of the channel ΓD
2 , i.e. the top and bottom edges of Ω2.

The interface conditions enforce continuity of the normal component of the velocity

(6.1h) and stress (6.1j) on Γ12 and Γ32. Additionally we impose the empirically

obtained equation (6.1i), referred to as the Beavers-Joseph-Saffman condition.

The full coupled system (6.1a)-(6.1j) is given on the next page.

In the below equations µ is the fluid viscosity (assumed constant), fi, i = 1, 3 are

the external forces, f2 is the source term, K is the permeability tensor for the porous

medium, andG is the friction constant. On the domain boundaries the outward-facing

unit normal vector is denoted by n. On the interfaces the outward-facing normals for

Ωi on Γi2 are denoted by ni, the outward-facing normals for Ω2 on Γi2 are denoted

by ni2, and the tangential unit vectors for Ωi on Γi2 are denoted by τ i, i = 1, 3.

146



−∇ · (µ∇ui − piI) = fi in Ωi, i = 1, 3, (6.1a)

∇ · ui = 0 in Ωi, i = 1, 3, (6.1b)

ui = ui,D on ΓD
i , i = 1, 3, (6.1c)

(µ∇u3 − p3I)n = 0 on ΓN
3 , (6.1d)

K−1u2 +∇p2 = 0 in Ω2, (6.1e)

∇ · u2 = f2 in Ω2, (6.1f)

u2 · n = 0 on ΓD
2 , (6.1g)

ui · ni = −u2 · ni2 on Γi2, i = 1, 3, (6.1h)

G [(µ∇ui − piI)ni] · τ i = −ui · τ i on Γi2, i = 1, 3, (6.1i)

[(µ∇ui − piI)ni] · ni = −p2 on Γi2, i = 1, 3. (6.1j)

The following Sobolev spaces are used to construct the weak form of the equations:

Xi =
(
H1(Ωi)

)2
, i = 1, 3,

X2 = H(div; Ω2) =
{
u2 ∈

(
L2(Ω2)

)2 | ∇ · u2 ∈ L2(Ω2)
}
,

Xi,D = {w ∈ Xi | w = ui,D on ΓD
i }, i = 1, 3,

Xi,0 = {w ∈ Xi | w = 0 on ΓD
i }, i = 1, 3,

X2,0 = {w ∈ X2 | w · n = 0 on ΓD
2 },

Yi = L2(Ωi), i = 1, 2, 3,

Zi = L2(Γi2), i = 1, 3.

We obtain the weak form of the Stokes equations (6.1a) by testing them with
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wi ∈ Xi,0 and integrating over Ωi respectively:

−
∫
Ωi

∇ · (µ∇ui − piI) ·wi dx =

∫
Ωi

fi ·wi dx, i = 1, 3.

The divergence theorem yields:

−
∫
∂Ωi

[(µ∇ui − piI)ni] ·wi ds+

∫
Ωi

(µ∇ui : ∇wi − pi∇ ·wi) dx =

∫
Ωi

fi ·wi dx, i = 1, 3,

where ∂Ω1 = ΓD
1 ∪ Γ12 and ∂Ω3 = ΓD

3 ∪ ΓN
3 ∪ Γ32 are the boundaries of Ω1 and Ω3

respectively.

The terms on ΓD
i , i = 1, 3, and ΓN

3 disappear due to boundary conditions: wi = 0

on ΓD
i for wi ∈ Xi, and (µ∇ui−piI)n = 0 on ΓN

i from (6.1d). Thus the only non-zero

boundary terms are those on Γi2, i = 1, 3:

−
∫
∂Ωi

[(µ∇ui − piI)ni] ·wi ds = −
∫
Γi2

[(µ∇ui − piI)ni] ·wi ds, i = 1, 3.

This interface term can be further transformed using equations (6.1i) and (6.1j).

We introduce two Lagrange multipliers λi = [(µ∇ui − piI)ni] · ni, i = 1, 3, and also

note that [(µ∇ui − piI)ni] · τ i can be replaced with − 1

G
ui · τ i. This allows us to

rewrite the above integral as follows:

−
∫
Γi2

[(µ∇ui − piI)ni] ·wi ds = −
∫
Γi2

[
λiwi · ni −

1

G
(ui · τ i) (wi · τ i)

]
ds, i = 1, 3.

In addition (6.1j) implies p2 = −λi on Γi2 for i = 1, 3.
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The weak Stokes equations have the following form:

−
∫
Γi2

[
λiwi · ni −

1

G
(ui · τ i) (wi · τ i)

]
ds+

∫
Ωi

(µ∇ui : ∇wi − pi∇ ·wi) dx

=

∫
Ωi

fi ·wi dx, i = 1, 3.

We define bilinear forms ai : Xi ×Xi → R, bi : Xi × Yi → R and ci : Xi ×Zi → R

such that ∀ vi,wi ∈ Xi, qi ∈ Yi and νi ∈ Zi

ai(vi,wi) =

∫
Γi2

1

G
(vi · τ i) (wi · τ i) ds+

∫
Ωi

µ∇vi : ∇wi dx, i = 1, 3,

bi(wi, qi) =

∫
Ωi

qi∇ ·wi dx, i = 1, 3,

ci(wi, νi) =

∫
Γi2

νiwi · ni ds, i = 1, 3.

This notation allows us to write the weak Stokes equations in shorthand form as

ai(ui,wi)− bi(wi, pi)− ci(wi, λi) = (fi,wi), i = 1, 3. (6.2)

In order to obtain the weak form of the porous flow equations we test (6.1e) with

w2 ∈ X2,0, integrate over Ω2, and use the divergence theorem, which leads to the

following equation:

∫
∂Ω2

p2w2 · n ds+

∫
Ω2

(
K−1u2 ·w2 − p2∇ ·w2

)
dx = 0,

where ∂Ω2 = ΓD
2 ∪Γ12∪Γ32. By construction of the space X2,0 we have that w2 ·n = 0
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on ΓD
2 . As noted earlier, p2 = −λi on Γi2 for i = 1, 3, and therefore

∫
Γi2

p2w2 · ni2 ds = −
∫
Γi2

λiw2 · ni2 ds, i = 1, 3.

Hence the weak porous flow equation can be written as follows:

−
∫
Γ12

λ1w2 · n12 ds−
∫
Γ32

λ3w2 · n32 ds+

∫
Ω2

(
K−1u2 ·w2 − p2∇ ·w2

)
dx = 0.

As before, we define bilinear forms a2 : X2 × X2 → R, b2 : X2 × Y2 → R and

c2 : X2 × Z2 → R such that ∀ v2, w2 ∈ X2, q2 ∈ Y2, ν1 ∈ Z1 and ν3 ∈ Z3

a2(v2,w2) =

∫
Ω2

K−1u2 ·w2 dx,

b2(w2, q2) =

∫
Ω2

q2∇ ·w2 dx,

ci2(w2, νi) =

∫
Γi2

νiw2 · ni2 ds, i = 1, 3.

This leads to the following shorthand form of the above equation:

a2(u2,w2)− b2(w2, p2)− c12(w2, λ1)− c32(w2, λ3) = 0. (6.3)

Next we test (6.1b) and (6.1f) with −qi ∈ Yi for i = 1, 2, 3 respectively:

−
∫
Ωi

qi∇ · ui dx = 0, i = 1, 3,

−
∫
Ω2

q2∇ · u2 dx = −
∫
Ω2

f2 q2 dx.
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Using the notation introduced above we can rewrite these equations in operator form:

−bi(ui, qi) = 0, i = 1, 3, (6.4)

−b2(u2, q2) = −(f2, q2). (6.5)

Finally, we test the coupling conditions (6.1h) with νi ∈ Zi, i = 1, 3:

−
∫
Γi2

νi (ui · ni + u2 · ni2) ds = 0,

or, equivalently,

−ci(ui, νi)− ci2(u2, νi) = 0, i = 1, 3.

Combining the weak equations (6.2)-(6.1), we arrive at the following weak formu-

lation of the coupled Stokes-Darcy-Stokes problem:

Find (u1, p1,u2, p2,u3, p3, λ1, λ3) ∈ X1,D × Y1 ×X2,0 × Y2 ×X3,D × Y3 × Z1 × Z3

such that

a1(u1,w1)− b1(w1, p1)− c1(w1, λ1) = (f1,w1) ∀ w1 ∈ X1,0, (6.6a)

−b1(u1, q1) = 0 ∀ q1 ∈ Y1, (6.6b)

a2(u2,w2)− b2(w2, p2)− c12(w2, λ1)− c32(w2, λ3) = 0 ∀ w2 ∈ X2,0, (6.6c)

−b2(u2, q2) = −(f2, q2) ∀ q2 ∈ Y2, (6.6d)

a3(u3,w3)− b3(w3, p3)− c3(w3, λ3) = (f3,w3) ∀ w3 ∈ X3,0, (6.6e)

−b3(u3, q3) = 0 ∀ q3 ∈ Y3, (6.6f)

−c1(u1, ν1)− c12(u2, ν1) = 0 ∀ ν1 ∈ Z1, (6.6g)

−c3(u3, ν3)− c32(u2, ν3) = 0 ∀ν3 ∈ Z3. (6.6h)
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We introduce the finite-dimensional approximations for the test and trial spaces

as Xh
i ⊂ Xi, X

h
i,D = Xh

i ∩Xi,D, X
h
i,0 = Xh

i ∩ Xi,0, Y
h
i ⊂ Yi, i = 1, 2, 3 and Zh

i ⊂ Zi,

i = 1, 3 to write the finite element method:

Find (uh
1 , p

h
1 ,u

h
2 , p

h
2 ,u

h
3 , p

h
3 , λ

h
1 , λ

h
3) ∈ Xh

1,D×Y h
1 ×Xh

2,0×Y h
2 ×Xh

3,D×Y h
3 ×Zh

1 ×Zh
3

such that

a1(u
h
1 ,w

h
1)− b1(w

h
1 , p

h
1)− c1(w

h
1 , λ

h
1) = (f1,w

h
1) ∀ wh

1 ∈ Xh
1,0,

−b1(uh
1 , q

h
1 ) = 0 ∀ qh1 ∈ Y h

1 ,

a2(u
h
2 ,w

h
2)− b2(w

h
2 , p

h
2)− c12(w

h
2 , λ

h
1)− c32(w

h
2 , λ

h
3) = 0 ∀ wh

2 ∈ Xh
2,0,

−b2(uh
2 , q

h
2 ) = −(f2, q

h
2 ) ∀ qh2 ∈ Y h

2 ,

a3(u
h
3 ,w

h
3)− b3(w

h
3 , p

h
3)− c3(w

h
3 , λ

h
3) = (f3,w

h
3) ∀ wh

3 ∈ Xh
3,0,

−b3(uh
3 , q

h
3 ) = 0 ∀ q3 ∈ Y h

3 ,

−c1(uh
1 , ν

h
1 )− c12(u

h
2 , ν

h
1 ) = 0 ∀ νh1 ∈ Zh

1 ,

−c3(uh
3 , ν

h
3 )− c32(u

h
2 , ν

h
3 ) = 0 ∀ νh3 ∈ Zh

3 .

Assuming {ϕi
j}j=1,...,Ni

are the bases of Xh
i , and Ui are the vectors of coefficients in

the basis expansions of uh
i , {ψi

m}m=1,...,Mi
are the bases of Y h

i , and Pi are the vectors

of coefficients in the basis expansions of phi , i = 1, 2, 3, {ξir}r=1,...,Ri
are the bases of

Zi, and Λi are the vectors of coefficients in basis expansions of λhi , i = 1, 3, the finite

element method can be written in matrix form (6.7), with component matrices and

vectors constructed as follows:

Ai ∈ R
Ni×Ni : (Ai)j,k = ai(ϕ

i
j, ϕ

i
k), i = 1, 2, 3,

Bi ∈ R
Ni×Mi : (Bi)j,m = bi(ϕ

i
j , ψ

i
m), i = 1, 2, 3,

Ci ∈ R
Ni×Ri : (Ci)j,r = ci(ϕ

i
j , ξ

i
r), i = 1, 3,
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Ci2 ∈ R
N2×Ri : (Ci2)j,r = ci2(ϕ

2
j , ξ

i
r), i = 1, 3,

Fi ∈ R
Ni : (Fi)j = (fi, ϕ

i
j), i = 1, 2, 3,




A1 −B1 0 0 0 0 −C1 0

−BT
1 0 0 0 0 0 0 0

0 0 A2 −B2 0 0 −C12 −C32

0 0 −BT
2 0 0 0 0 0

0 0 0 0 A3 −B3 0 −C3

0 0 0 0 −BT
3 0 0 0

−CT
1 0 −CT

12 0 0 0 0 0

0 0 −CT
32 0 −CT

3 0 0 0







U1

P1

U2

P2

U3

P3

Λ1

Λ3




=




F1

0

0

F2

F3

0

0

0




,

(6.7)

The system has clear saddle-point block structure. While the diagonal saddle-point

blocks for the Stokes and Darcy flows appear similar, the difference in operators a1, a3

and a2 results in matrices with elements of vastly different orders of magnitude for

small mesh sizes.

6.2 Finite element spaces

As mentioned above, the choice of the approximation spaces for the coupled Stokes-

Darcy problem requires either a combination of different stable elements, as used in

[7, 40, 51, 61, 86], or a stabilised formulation using the same elements, but possibly

different values for the stabilisation parameters, as presented in [11, 27, 34, 81]. While

the effect of using a different type of finite elements and/or stabilisation on both the

block solver and the error estimation formula requires further investigation, in this
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work the priority was given to consideration of different physical laws. Assuming

higher than H(div), specifically H1, regularity of velocities in the porous region, we

may apply the P2 − P1 approximation in both the Stokes and the Darcy domains

[28] in order to use the existing implementation of the finite element method.

6.3 Solver

In order to make the notation somewhat consistent with that used in Chapter 4 we de-

fine the following matrices and vectors: Âi ∈ R
(Ni+Mi)×(Ni+Mi), Ĉi ∈ R

(Ni+Mi)×(R1+R3),

Ûi ∈ R
Ni+Mi , Fi ∈ R

Ni+Mi, i = 1, 2, 3, and Λ̂ ∈ R
R1+R3 such that

Âi =


 Ai −Bi

−BT
i 0


 , i = 1, 2, 3,

Ĉ1 =


 −C1 0

0 0


 , Ĉ2 =


 C12 C32

0 0


 , Ĉ3 =


 0 −C3

0 0


 ,

Ûi =


 Ui

Pi


 , i = 1, 2, 3, Λ̂ =


 Λ1

Λ3


 ,

F̂1 =


 F1

0


 , F̂2 =


 0

F2


 , F̂3 =


 F3

0


 .

The right preconditioner P−1 for the block system, as used in equation (4.2) has
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the following form:

P−1 =




Â−1
1 0 0 Â−1

1 Ĉ1Ŝ
−1

0 Â−1
2 0 Â−1

2 Ĉ2Ŝ
−1

0 0 Â−1
3 Â−1

3 Ĉ3Ŝ
−1

0 0 0 −Ŝ−1



, (6.8)

where the approximation to the inverse of the Schur complement is computed based

on S4 and S5 from Chapter 4.

Ŝ−1
4 = Ĉ−T

2,I

(
Â2,II − Â2,IDÂ

−1
2,DDÂ2,DI

)
Ĉ−1

2,I . (6.9)

Here Ĉ2,I is the submatrix of Ĉ2 only containing the rows corresponding to the inter-

face degrees of freedom, and similarly Â2,II , Â2,ID, Â2,DD, Â2,DI are the submatrices

of Â2 containing the rows and columns corresponding to the respective degrees of

freedom.

The porous block is more suitable for use in this geometric setup due to its cou-

pling to both other domains. In terms of matrices this means that the coupling matrix

Ĉ2 used in the approximation will have a non-singular block on the diagonal, corre-

sponding to both Lagrange multipliers λ1 and λ3. The other coupling blocks C1 and

C3 only have nonzero entries in the blocks corresponding to λ1 or λ3 respectively. As

in the fluid-structure interaction example in Chapter 4, only those degrees of freedom

that correspond to velocities are included in the ‘interface’ indices I.
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Defining

ÂF =




Â1 0 0

0 Â2 0

0 0 Â3


 , ĈF =




Ĉ1

Ĉ2

Ĉ3


 ,

we can also write

Ŝ−1
5 = (ĈT

F ĈF )
−1(ĈT

F ÂF ĈF )(Ĉ
T
F ĈF ). (6.10)

The blocks Âi, i = 1, 2, 3 are all saddle-point matrices in their own right. In the

numerical examples in this section we compute the action of their inverses using a

direct method due to implementation restrictions, specifically because the code was

written in Matlab as proof of concept rather than as part of a scientific software

development project. As mentioned previously, an efficient implementation relies on

efficient component solvers.

6.4 Error estimation and mesh refinement

We write the quantity of interest for the Stokes-Darcy-Stokes coupled problem (6.6)

as

(QoI) =
3∑

i=1

∫
Ωi

(
ψi,u · ui + ψi,ppi

)
dx+

∑
i=1,3

∫
Γi2

ψi,λλi ds, (6.11)

where ψi,u, ψi,p, i = 1, 2, 3, and ψi,λ, i = 1, 3 are coefficient functions of appropriate

dimensions.

Let the errors in the finite element solutions for each of the problem variables be

denoted respectively by ei,u = ui − uh
i , ei,p = pi − phi , i = 1, 2, 3, and ei,λ = λi − λhi ,

156



i = 1, 3. We aim to control the error in the quantity of interest, given by

E =

3∑
i=1

∫
Ωi

(
ψi,u · ei,u + ψi,pei,p

)
dx+

∑
i=1,3

∫
Γi2

ψi,λei,λ ds.

All equations in the problem (strong, weak, or discretised) are linear. Moreover,

if the permeability tensor K is symmetric, then all operators ai(·, ·), i = 1, 3, are

symmetric, and therefore the matrix system (6.7) can be written so that Ai, i = 1, 3

are symmetric∗. In the following derivation we assume that K is indeed symmetric

and the differential operator is self-adjoint, so as not to introduce additional notation

in the adjoint problem. The representation formula for the non-symmetric case is

obtained in exactly the same way.

The adjoint problem for (6.6) and the quantity of interest (6.11) can be written

as follows:

Find (v1, r1,v2, r2,v3, r3, ξ1, ξ3) ∈ X1,0×Y1×X2,0×Y2×X3,0×Y3×Z1×Z3 such

that

a1(v1,w1)− b1(w1, r1)− c1(w1, ξ1) = (ψ1,u,w1) ∀ w1 ∈ X1,0,

−b1(v1, q1) = (ψ1,p, q1) ∀ q1 ∈ Y1,

a2(v2,w2)− b2(w2, r2) + c12(w2, ξ1) + c32(w2, ξ3) = (ψ2,u,w2) ∀ w2 ∈ X2,0,

−b2(v2, q2) = (ψ2,p, q2), ∀ q2 ∈ Y2,

a3(v3,w3)− b3(w3, r3)− c3(w3, ξ3) = (ψ3,u,w3) ∀ w3 ∈ X3,0,

−b3(v3, q3) = (ψ3,p, q3) ∀ q3 ∈ Y3,

−c1(v1, ν1) + c12(v2, ν1) = (ψ1,λ, ν1) ∀ ν1 ∈ Z1,

∗The matrix adjustment required to achieve symmetry is due to Dirichlet boundary conditions,
and is achieved via trivial linear transformations.
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−c3(v3, ν3) + c32(v2, ν3) = (ψ3,λ, ν3) ∀ ν3 ∈ Z3.

Following Theorem 5.1.1, we can derive the error representation formula by using

the error terms as test functions in the adjoint above. Namely, we have

ai(vi,ui − uh
i )− bi(ui − uh

i , ri)− ci(ui − uh
i , ξi) = (ψi,u, ei,u), i = 1, 3,

a2(v2,u2 − uh
2)− b2(u2 − uh

2 , r2) + c12(u2 − uh
2 , ξ1) + c32(u2 − uh

2 , ξ3) = (ψ2,u, e2,u),

−bi(vi, pi − phi ) = (ψi,p, ei,p), i = 1, 2, 3,

−ci(vi, λi − λhi ) + ci2(v2, λi − λhi ) = (ψi,λ, ei,λ), i = 1, 3.

We add all these equations together, and use the symmetry of ai(·, ·), i = 1, 2, 3, and

the linearity of all operators to obtain

E =
3∑

i=1

(ψi,u, ei,u) +
3∑

i=1

(ψi,p, ei,p) +
∑
i=1,3

(ψi,λ, ei,λ)

= a1(v1,u1)− b1(v1, p1)− c1(v1, λ1) [ = (f1,v1) from (6.6a)]

+ a2(v2,u2)− b2(v2, p2) + c12(v2, λ1) + c32(v2, λ3) [ = 0 from (6.6c)]

+ a3(v3,u3)− b3(v3, p3)− c3(v3, λ3) [ = (f3,v3) from (6.6e)]

− b1(u1, r1)− b2(u2, r2)− b3(u3, r3) [ = −(f2, r2) from (6.6b,d,f)]

− c1(u1, ξ1) + c12(u2, ξ1) [= 0 from (6.6g)]

− c3(u3, ξ3) + c32(u2, ξ3) [= 0 from (6.6h)]

− a1(u
h
1 ,v1) + b1(v1, p

h
1) + c1(v1, λ

h
1)

− a2(u
h
2 ,v2) + b2(v2, p

h
2)− c12(v2, λ

h
1)− c32(v2, λ

h
3)

− a3(u
h
3 ,v3) + b3(v3, p

h
3) + c3(v3, λ

h
3)
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+ b1(u
h
1 , r1) + b2(u

h
2 , r2) + b3(u

h
3 , r3)

+ c1(u
h
1 , ξ1)− c12(u

h
2 , ξ1)

+ c3(u
h
3 , ξ3)− c32(u

h
2 , ξ3).

We define the following finite element residuals:

Ri,u = (fi,vi)− ai(u
h
i ,vi) + bi(vi, p

h
i ) + ci(vi, λ

h
i ), i = 1, 3,

R2,u = −a2(uh
2 ,v2) + b2(v2, p

h
2)− c12(v2, λ

h
1)− c32(v2, λ

h
3),

Ri,p = bi(u
h
i , ri), i = 1, 3,

R2,p = −(f2, r2) + b2(u
h
2 , r2),

Ri,λ = ci(u
h
i , ξi)− ci2(u

h
2 , ξi), i = 1, 3.

The error in the quantity of interest can therefore be represented as the sum of

residuals

E =

3∑
i=1

(Ri,u +Ri,p) +
∑
i=1,3

Ri,λ.

This formula is based on the exact adjoint solution, and therefore cannot be

used in practice. Instead, we calculate all of the residuals using the approximate

adjoint solution obtained on a finer mesh than the original solution, and compute the

estimated error Eest. The local mesh refinement strategy based on this estimate is

applied exactly as described in Chapter 5.1.3.
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6.5 Results

Below we present the results of numerical tests performed to evaluate the block solvers

and the error estimation/mesh refinement techniques. A set of three-compartment

geometries is studied: a straight channel, a channel with a linear expansion and

contraction, and a channel with sudden expansion and contraction.

In all problems first we perform a GMRES convergence test using the block pre-

conditioner (6.8) with S−1
4 (6.9) and S−1

5 (6.10) approximations to the Schur comple-

ment. We consider uniform meshes and the same orders of finite elements across the

domains, and hence the choice is motivated purely by the structure of the coupling

matrices.

Next we compute error estimates and perform local mesh refinement for a number

of quantities of interest, based on these estimates. The values are then recomputed

on refined meshes to assess how well the algorithm performed.

6.5.1 Straight channel

First we consider a straight channel with a rectangular cross-section, as shown in

Figure 6.1. The components are as follows: Ω1 = (0, 1)× (0, 1), Ω2 = (1, 2)× (0, 1)

and Ω3 = (2, 3)× (0, 1). No external forces are applied in the system, i.e. f1 = f3 = 0

and f2 = 0. The material parameters are all taken to be 1. We prescribe a parabolic

inflow profile at x = 0: u1 = (0, y(1− y))T , and allow free flow at x = 3. The original

mesh with DOF = 331 in each compartment, and the solution on this mesh are

shown in Figures 6.2b, 6.2a and 6.2c.
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(c) Solution: pressure
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(d) Refined mesh for (QoI)2

Figure 6.2: Straight channel with parabolic inflow, µ = 1, K = I.

6.5.1.1 Solver

The preconditioned GMRES with S−1
4 and S−1

5 approximations to the inverse of the

Schur complement was used to solve the problem on progressively finer meshes. Uni-

form refinements were used for convergence tests. The mesh sizes and iteration counts

for TOL = 10−10 are given in Table 6.1.

Mesh DOF DOFΓ S4 S5

orig 1011 18 11 11
1 3739 34 14 15
2 14379 66 17 21
3 56395 130 18 27
4 223371 258 17 34
5 630731 514 16 42

Table 6.1: Iteration counts for preconditioned GMRES convergence to TOL = 10−10

in the straight channel problem. DOF corresponds to the total number of degrees of
freedom in the system, DOFΓ to the size of the Schur complement.

The behaviour of the solver is consistent with that observed for problems in Chap-

ter 4. The use of S−1
5 leads to relatively low iteration counts, which grow with the
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mesh size, while the use of S−1
4 leads to mesh-independent convergence of precondi-

tioned GMRES. The results suggest that the block preconditioner can be effectively

used for systems with more than two components, and for systems of larger size,

where the application of direct solvers is not feasible.

6.5.1.2 Error estimation and mesh refinement

For the mesh refinement algorithm we use the global tolerance TOL = 0.001, and

allow at most three refinements of each element.

First we consider the quantity of interest producing the average velocity in the

fluid domains:

(QoI)1 =

∫
Ω1

u1 dx+

∫
Ω3

u3 dx.

The fluid velocities in this problem are parabolic throughout the domain (see Figure

6.2a), i.e. u1 and u3 lie in the finite element space. Consequently (QoI)1 should be

computed up to machine precision. Indeed, the estimated error is Eest ∼ 10−17.

Next we consider the quantity of interest producing the average normal stress/pressure

on the interfaces:

(QoI)2 =

∫
Γ12

λ1 ds+

∫
Γ32

λ3 ds = −
∫
Γ12

p2 ds−
∫
Γ32

p2 ds

=

∫
Γ12

[(µ∇u1 − p1I)n] · n ds+

∫
Γ32

[(µ∇u3 − p3I)n] ds.

The values of the estimated error in this quantity of interest before and after

refinement is given in Table 6.2, and the refined mesh is shown in Figure 6.2d. The

refinement algorithm reduces the estimated error by almost an order of magnitude.

Most of the refinements occur in Ω2, where the dual solution is non-zero. Since

the flow is moving from left to right, there are refinements occurring in Ω1 near the
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interface Γ12, where the accuracy of the solution affects the accuracy in the quantity of

interest. At the same time, the flow in Ω3 has already passed the interfaces, and thus

does not affect the estimated error, and the domain does not need any refinement.

The system based on the uniformly refined mesh producing the error of the same

order contains 56395 degrees of freedom, which is more than twice as many as the

adaptively refined system contains.

Mesh DOF1/2/3 102Eest
orig 331/331/331 -3.0398
ref 6349/18755/331 -0.4184

Table 6.2: The estimated error in the quantity of interest on the original (orig) and
adaptively refined (ref) mesh for the straight channel problem. DOF1/2/3 represents
the number of degrees of freedom in each of the domains Ω1, Ω2 and Ω3.

6.5.2 Channel with linear expansion and contraction

Now the domain is changed to represent a channel that expands towards the porous

block. The subdomains can be described as

Ω1 = {(x, y) | 0 < x < 1, min(0.25, 0.5− 0.5x) < y < max(0.75, 0.5 + 0.5x)} ,

Ω2 = (1, 2)× (0, 1),

Ω3 = {(x, y) | 2 < x < 3, min(0.25, 0.5x− 1) < y < max(0.75, 2− 0.5x)} .

The inflow profile is changed to u1 = (0, (y − 0.25)(0.75− y))T to remain consistent

with the no-slip boundary conditions at the walls of the channel.

The original mesh with DOF1 = DOF3 = 721 and DOF2 = 331 is shown in

Figure 6.3b, the velocity profiles in Figure 6.3a and 6.3c.
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Figure 6.3: Channel with linear expansion and contraction, parabolic inflow, µ = 1,
K = I.

6.5.2.1 Solver

The iteration counts for GMRES convergence, and the respective mesh sizes are

presented in Table 6.3. The solvers were tested in two parameter regimes: µ = 1 and

K = I, and µ = 0.01 and K = 0.01I.

µ = 1,K = I µ = 0.01, K = 0.01I
Mesh DOF DOFΓ S4 S5 S4 S5

orig 2711 34 17 21 35 27
1 10307 66 17 26 47 35
2 40187 130 19 31 48 44
3 158699 258 18 38 49 56
4 630731 514 15 45 47 69

Table 6.3: Iteration counts for preconditioned GMRES convergence to TOL = 10−10

in the linear expansion problem for two sets of parameters: µ = 1, K = I and
µ = 0.01, K = 0.01I. DOF corresponds to the total number of degrees of freedom in
the system, DOFΓ to the size of the Schur complement.

As before, the S−1
4 approximation leads to bounded iteration counts for a set of
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uniformly refined meshes, while the iteration counts resulting from the application

of S−1
5 grow with mesh size. However, lowering the viscosity and permeability has

a worse effect on the performance of the solver with S4 than S5, as in the case of

fluid-structure interaction.

6.5.2.2 Error estimation and mesh refinement

We keep the global tolerance at TOL = 0.001, but change the maximum number

of refinements in an element to two, so as to keep the system size relatively small.

The refined mesh for (QoI)2 as above is shown in Figure 6.3d, and the mesh sizes

and estimated errors for the original and refined meshes are given in Table 6.4. The

original mesh is more refined in the free flow compartments than the corresponding

meshes in the straight channel, hence the lower original error. By reducing the allowed

number of refinements within each element we kept the total number of degrees of

freedom in the refined mesh lower than the corresponding number for the straight

channel. Nevertheless it was possible to reduce the error by two orders of magnitude.

(QoI)2 (QoI)3
Mesh DOF1/2/3 103Eest Mesh DOF1/2/3 103Eest
orig 721/331/721 2.4945 orig 721/1235/721 -1.0587
ref 7178/4771/721 -0.0155 ref 7739/12585/10561 -0.0352

Table 6.4: The estimated error in the quantity of interest on the original (orig) and
adaptively refined (ref) mesh for the channel with linear expansion and contraction.
DOF1/2/3 represents the number of degrees of freedom in each of the domains Ω1, Ω2

and Ω3.

The mesh refinement algorithm produces refinements in Ω1 near the interface Γ12,

and in all of Ω2. The results are similar to the straight channel case: the direction of

the flow means that the accuracy of the variables on the interfaces is not affected by

the accuracy in Ω3.
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For comparison, we consider a problem with lower viscosity and permeability:

µ = 0.01, K = 0.01I, and use the friction constant G =
√
µK/α = 0.005 [103]. The

quantity of interest is chosen to approximate the normal stress/pressure at the centre

of the second interface Γ23:

(QoI)3 = 5

∫
Γ32

exp(−100(s− 0.5)2)λ3 ds ≈ 5

∫
Γ32

δ0.5(s)λ3 ds,

where the Gaussian approximates the Kronecker delta function at y = 0.5. The value

exp(−25) ∼ 10−11, hence we can assume that the Dirichlet boundary conditions at

the walls of the channel are satisfied exactly. The error in (QoI)3 pre- and post-

refinement, and the sizes of the corresponding meshes are given in Table 6.4. Once

again the error is reduced by almost two orders of magnitude.

The refined mesh is shown in Figure 6.4d, and the original mesh is shown for

reference in Figure 6.4b.
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(c) Solution: adjoint ‘pressure’

0 0.5 1 1.5 2 2.5 3
0

0.5

1

(d) Refined mesh for (QoI)3

Figure 6.4: Channel with linear expansion and contraction, parabolic inflow, µ = 0.01,
K = 0.01.
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We can see that the point ‘source’ on the interface Γ32 introduces nontrivial be-

haviour in the adjoint solution. This behaviour is captured by the refinement in Ω3.

At the same time, Ω2 does not need to be refined as much as in the case of (QoI)2,

because the quantity of interest is only supported on a small section of Γ32, not along

the length of both interfaces.

6.5.3 Channel with sudden symmetric expansion and con-

traction

The last example we consider in this chapter looks at flow in a channel with sudden

symmetric expansion. The geometry of the problem is as follows:

Ω1 = {(x, y) | 0 < x < 0.5, 0.25 < y < 0.75} ∪ {(x, y) | 0.5 < x < 1, 0 < y < 1} ,

Ω2 = (1, 2)× (0, 1),

Ω3 = {(x, y) | 2 < x < 2.5, 0 < y < 1} ∪ {(x, y) | 2.5 < x < 3, 0.25 < y < 0.75} .

The inflow profile remains parabolic at the inlet: u1 = (0, (y − 0.25)(0.75− y))T .

Figure 6.5b shows the original mesh for this shape of the channel with DOF1 =

DOF3 = 1173 and DOF2 = 1235. The velocity (Figure 6.3a) and the pressure

solutions (Figure 6.3c) are similar to the previous cases, apart from the pressure

pockets at the sudden expansion.

6.5.3.1 Solver

Once again the block-preconditioned GMRES with S−1
4 and S−1

5 as approximations for

the Schur complement was used to solve the discretised Stokes-Darcy-Stokes coupled

equations. Table 6.5 shows the resulting iteration counts for two parameter regimes:
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Figure 6.5: Channel with sudden symmetric expansion and contraction, parabolic
inflow, µ = 1, K = I.

µ = 1, K = I and µ = 0.01, K = 0.01I.

µ = 1,K = I µ = 0.01, K = 0.01I
Mesh DOF DOFΓ S4 S5 S4 S5

orig 3615 34 17 20 32 23
1 13843 66 18 23 36 31
2 54171 130 20 30 39 38
3 214315 258 18 36 40 45
4 852555 514 17 46 38 52

Table 6.5: Iteration counts for preconditioned GMRES convergence to TOL = 10−10

in the sudden symmetric expansion and contraction problem for two sets of parame-
ters: µ = 1, K = I and µ = 0.01, K = 0.01I. DOF corresponds to the total number
of degrees of freedom in the system, DOFΓ to the size of the Schur complement.

The behaviour of the solvers is consistent with the previous tests. The use of S−1
4

results in mesh-independent GMRES convergence, but leads to deterioration in itera-

tion counts as viscosity and permeability decrease. The preconditioner based on S−1
5

exhibits mesh-dependent convergence, while remaining competitive in absolute terms

for the mesh sizes considered, and improves convergence with decreasing µ and K.
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6.5.3.2 Error estimation and mesh refinement

For completeness we consider the same quantities of interest as in the previous section:

(QoI)2 =

∫
Γ12

λ1 ds+

∫
Γ32

λ3 ds; µ = 1, K = I, G = 1,

(QoI)3 = 5

∫
Γ32

exp(−100(s− 0.5)2)λ3 ds; µ = 0.01, K = 0.01I, G = 0.005.

The behaviour of the refinement algorithm is consistent with the case of sloping walls,

as attested by the refined meshes shown in Figures 6.5d and 6.6d, and the values of

the error in the quantity of interest shown in Table 6.6

0 0.5 1 1.5 2 2.5 3
0

0.5

1

(a) Solution: adjoint ‘velocity’

0 0.5 1 1.5 2 2.5 3
0

0.5
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(b) Original mesh

(c) Solution: adjoint ‘pressure’

0 0.5 1 1.5 2 2.5 3
0

0.5

1

(d) Refined mesh for (QoI)3

Figure 6.6: Channel with sudden symmetric expansion and contraction, parabolic
inflow, µ = 0.01, K = 0.01.

A particularly interesting example for this configuration of the channel involves

measuring the error in the pressure near a corner, where it changes rapidly as the
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(QoI)2 (QoI)3
Mesh DOF1/2/3 103Eest Mesh DOF1/2/3 103Eest
orig 1173/1235/1173 -2.0031 orig 1173/1235/1173 -1.0464
ref 12879/18755/1173 -0.5511 ref 12557/13603/17021 -0.0269

Table 6.6: The estimated error in the quantity of interest on the original (orig) and
adaptively refined (ref) mesh for the channel with sudden expansion and contraction.
DOF1/2/3 represents the number of degrees of freedom in each of the domains Ω1, Ω2

and Ω3.

flow is allowed to expand. We use the following quantities of interest:

(QoI)4 = 5

∫
Ω1

exp(−500(x− 0.55)2 − 500(y − 0.25)2)p1 dx,

(QoI)5 = 5

∫
Ω3

exp(−500(x− 2.45)2 − 500(y − 0.25)2)p3 dx.

The values of parameters are taken at µ = 1, K = I, G = 1. The global tolerance

TOL = 0.001 and the number of refinements allowed per element (two) remained the

same.

The adjoint solutions for each of the quantities of interest are shown in Figures

6.7a, 6.7c and 6.7b, 6.7d respectively. While the ‘pressure’ peak is highly localised in

both cases, the ‘flow’ profiles driven by the forcing terms ψ1 and ψ3 are qualitatively

different: in the case of (QoI)4 the adjoint solution propagates through all three

subdomains, while in the case of (QoI)5 it is confined to Ω3. This translates directly

into how the mesh is refined. Specifically, for the quantity of interest in Ω1, the

refinements occur throughout the channel, while for the quantity of interest in Ω3,

there is no need for much refinement in Ω2. In addition, the error E is only reduced

by a factor of ∼ 1.5 for (QoI)4, as compared to ∼ 20 for (QoI)5 (see Table 6.7).
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Figure 6.7: Channel with sudden symmetric expansion and contraction, parabolic
inflow. Quantity of interest approximates point values of fluid pressure near the
corners.

(QoI)4 (QoI)5
Mesh DOF1/2/3 103Eest Mesh DOF1/2/3 103Eest
orig 1173/1235/1173 -2.8805 orig 1173/1235/1173 1.2748
ref 16910/17487/17521 -1.8467 ref 15990/8826/17476 0.0735

Table 6.7: The estimated error in the quantity of interest on the original (orig) and
adaptively refined (ref) mesh for the channel with sudden expansion and contraction.
DOF1/2/3 represents the number of degrees of freedom in each of the domains Ω1, Ω2

and Ω3.

6.6 Discussion

In this chapter we showed that the theory developed in Chapters 4 and 5 can be

naturally extended to other applications, and problems with more than two coupled
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components. The Lagrange multiplier approach to coupling allows a great flexibility

in solving the systems monolithically, i.e. without introducing decoupling in the

method, yet taking full advantage of the block structure of such systems.

We considered a system where fluid flows in a channel with a permeable sector, like

those in chemical or biological filters. The components were modelled as Stokes flow

up to the filter, Darcy flow through the porous material, and Stokes flow beyond the

filter. The coupling was achieved through the use of regular continuity conditions and

the experimentally obtained Joseph-Beavers-Saffman slip condition on the interfaces.

The block preconditioner for GMRES based on inverse Schur complement approx-

imations was shown to converge in accordance to the initial tests. The first approxi-

mation to the Schur complement inverse, denoted by S−1
4 , results in mesh-independent

convergence of preconditioned GMRES, thus providing a scalable strategy for solving

large coupled systems. The second approximation, denoted by S−1
5 , while lacking this

property, is potentially better suited for flow systems with low viscosity, where its

performance is improved.

The error estimator was used to compute the error in the traction on the interfaces

between the components. This is potentially useful for engineering applications, where

it is important to limit the error when assessing the stress the materials need to be

able to withstand. The mesh refinement strategy allowed us to reduce the error by

introducing additional degrees of freedom in the areas where the local errors were

high for a given quantity of interest, instead of throughout the domain. For each

problem this method produced smaller linear systems that needed to be solved in

order to obtain a more accurate solution.

Both approaches have been successfully applied in the Stokes-Darcy-Stokes cou-

pled problem, and show potential for use in other physics.
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Chapter 7

Conclusion

7.1 Summary and conclusions

The task of modelling the behaviour of coupled system arises in a multitude of fields.

In physiology, for example, one can consider the flow of blood in deformable human

arteries as a combination of fluid and solid mechanics problems. In chemical engi-

neering cartridge filters can be designed based on simulations of combined free and

porous flow. The mathematical interpretation of the fundamental laws of physics

allows computer simulation of these processes, most often with the use of numeri-

cal methods such as Galerkin finite elements. Detailed and accurate finite element

modelling is achieved through using extremely large numbers of degrees of freedom

in the discretisations of the systems considered, making their solution more challeng-

ing from the computational perspective. On the one hand, this challenge is met by

increasing availability of high-performance systems. On the other hand, it is often

possible to optimise the methods so that they produce a sufficiently accurate solu-

tion faster, or a more accurate solution in the same time, provided a certain set of

computational resources. In this thesis we investigated strategies of improving the
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efficiency of standard finite element solvers for coupled problems.

In Chapter 2 we gave a brief overview of the standard finite element methods,

which were used throughout this thesis.

Chapter 3 described and compared the partitioned and the monolithic approaches

to addressing coupling. We obtained explicit formulations for monolithic coupling

through Lagrange multipliers in steady and time-dependent finite element methods.

The robustness of the monolithic methods achieved though inclusion of all coupling

terms in the problem, can in practice be overlooked due to the modularity of the

partitioned approach, meaning that single physics solvers can be used without mod-

ification, as the problem is in some sense decoupled. We argued that modularity can

be achieved in the monolithic case through the use of block preconditioners for linear

solvers.

Such preconditioners were investigated in Chapter 4. Several approximations to

the Schur complement block were proposed, and studied along with an existing ap-

proximation based on commutators [45]. An inverse approximation proposed here

and denoted throughout as S−1
4 was shown to have a relatively low associated compu-

tational cost if used in conjunction with an iterative linear solver, such as GMRES.

The performance of this method was tested in a series of numerical tests for different

types of coupled problems, including a two-dimensional example of fluid-structure

interaction. Unlike the other approximations, S−1
4 resulted in mesh-independent con-

vergence of GMRES in all examples considered. We conclude that the block precondi-

tioner based on S−1
4 can provide an efficient solution method for large-scale monolithic

coupled problems, where the number of GMRES iterations required for convergence

would remain low.

In Chapter 5 we turned to adaptive mesh refinement, which addresses a different
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aspect of improving the efficiency of coupled solvers. We derived a posteriori error

estimators based on the solution of adjoint problems for steady, then time-dependent

monolithic coupled problems, and employed it to drive adaptive space, then time-

space refinement. The monolithic approach was shown to naturally lead to controls

on errors on the coupling interface. The refinement strategy allowed us to build com-

putational meshes tailored to specific problems by concentrating additional degrees of

freedom where they helped reduce the errors in the quantities of interest. Generally

speaking, such meshes have significantly smaller numbers of degrees of freedom than

uniformly refined meshes leading to comparable errors. Consequently the computa-

tion of solutions on such meshes requires less memory and processing power. It is

sometimes argued that the overhead of computing the adjoint solution is comparable

to the overhead of solving the original problem on the finer mesh. However, a uni-

form mesh does not have the optimal distribution of degrees of freedom with regards

to a specific quantity of interest, and therefore does not produce the most accurate

solution that could be obtained using a given set of computational resources. We

therefore concluded that the mesh refinement strategy developed here provides an

advantage in solving problems where error control is required. The adjoint-based a

posteriori error estimator is an effective tool for such control.

Chapter 6 revisited both methods in a different physical setting. Both the precon-

ditioner and the error estimator were initially developed for generic coupled elliptic

or parabolic problems. The extension of the methods to other types of equations was

thought to be natural to a certain extent, but both the performance of the precon-

ditioner and the form of the error estimator could change depending on the problem

considered. Specifically we studied steady flow through a channel with a porous

section in the middle modelling flow through a cartridge filter. Both methods were
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reformulated in this setting, and the results in a series of numerical tests agreed with

those obtained in the previous chapters. The use of the block preconditioner with the

S−1
4 approximation to the Schur complement led to mesh-independent convergence of

GMRES. Similarly, the adjoint-based error estimator employed as part of the adap-

tive refinement strategy produced localised mesh refinements for various quantities

of interest. The results showed that the methods developed in this thesis can be

successfully employed in solving specific coupled problems.

7.2 Future work

Applicability in more complex physical settings

When extending the methods developed in this thesis to the case of coupled Stokes-

Darcy-Stokes equations in Chapter 6 we could see that the nature of the coupled

components and the manner of coupling may necessitate modifications in either the

approximation of the Schur complement used in the block preconditioner for the

iterative linear solver, or the formula for the adjoint-based error estimate.

Extensions for the solver

In the case of the preconditioner, its performance has only been established empiri-

cally, and is therefore not guaranteed for modified formulations. The efficiency of the

method has been shown in a simple case of fluid-structure interaction in Chapter 4,

but a further, more extensive investigation would be of practical value. The following

aspects of a full fluid-structure interaction problem could have an effect on the solver

performance, and would be worth studying:

• the nonlinearity in solid mechanics models applicable to large deformations,
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• vastly different domain shapes for the fluid and solid equations, as in a model

of a heart pumping blood,

• different types of elements used for approximation of the different components,

e.g. a combination of elements of different orders, Taylor-Hood and Raviart-

Thomas elements, tetrahedral and hexahedral elements.

Extensions for the error estimate and the mesh refinement strategy

The error representation formulae derived in Chapters 5 and 6 are only directly ap-

plicable to linear differential operators. Building an adjoint for a nonlinear problem

involves an additional approximation due to the necessary linearisation, which may

change the estimate. Similarly, we have not considered here the effect of domain mo-

tion. Both complications arise in fluid-structure interaction problems, which would

be an interesting application to consider. For example, when modelling blood flow

in arteries it is often necessary to assess the stress exerted by the blood on arterial

walls. The representation formula for quantities of interest on the interface would

provide a way of directly estimating the error in this stress, and refining the meshes

appropriately to reduce this error.

Implementation

Practical use of the methods presented here relies heavily on their efficient imple-

mentation for large-scale problems. Since the focus of this work was in method de-

velopment, the flexibility of the code and fast implementation were deemed more

important than producing ready-to-use software. We conducted testing for two-

dimensional problems with up to ∼ 105 degrees of freedom, where using Matlab

on a standard personal computer was still feasible. In all such examples, the direct
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solver implemented in Matlab (the backslash operator) outperformed user-designed

preconditioned GMRES. The advantage of preconditioned iterative solvers becomes

pronounced in larger (on more complex geometries, with ∼ 108 − 109 degrees of free-

dom) and denser (three-dimensional, possibly using higher order elements) problems.

In such problems the use of direct methods is prohibitive due to memory restrictions

and/or extremely high operation counts [26, 70, 95]. At the same time, the use of

iterative methods with block preconditioners on this scale requires optimal imple-

mentation, including efficient memory management, parallelisation, matrix reuse in

nonlinear and time-dependent problems, and careful consideration of software-related

issues that are outside the scope of this work.
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[9] I. Babuška and W. C. Rheinboldt. A-posteriori error estimates for the finite element

method. International Journal for Numerical Methods in Engineering, 12:1597–1615,

1978.
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