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Abstract

Many problems in physics and chemistry are based around the interactions

of large numbers of particles. Motivated by this, we consider numerical

methods aimed towards the accurate modelling of a ‘particle’ under the

influence of a large cloud of other particles. The trajectory of this ‘particle’

can be modelled by the solution to an ordinary differential equation driven

by a high-dimensional system where the vector field defining the ordinary

differential equation is given by the sum of a large number of time-varying

vector fields. In this thesis, we shall describe and develop a algorithm for

solving such equations.

To make progress, we need to find a way to summarise the large amount

of information provided by the vector fields. We do this by performing

a three-step simplification; first we localise the problem and expand the

vector fields in space using Taylor series, thus projecting the trajectory

onto the finite-dimensional subspace of polynomial vector fields of the

infinite-dimensional space of vector fields that initially control the evo-

lution of the ‘particle’ over time. We then separate the system into a

series of space-dependent vector fields and a time-varying driving path.

Finally, we approximate the system’s behaviour in time by finding the log-

signatures of the driving path and contracting them with the appropriate

vector fields, thus producing a flow map.

We consider three existing models and also construct and investigate two

new test problems, the Interacting Harmonic Oscillators and Interacting

Simple Pendula systems, which are two-dimensional dynamical systems

driven by a large number of vector fields, in order to expose the weaknesses

in our initial implementations. We then discuss how our implementation

could be made faster and more accurate, and how it might be extended

for use on higher-dimensional systems.
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Chapter 1

Introduction

1.1 Motivation

A large number of chemical and physical problems are based around the interactions

of large numbers of particles, such as the N -body problem and related questions in

celestial mechanics (see [13,25,27]), problems in weather and climate modelling involv-

ing the incorporation of sub-grid-scale perturbations into models for the large-scale

balanced Navier-Stokes equations (see [21]), and the magnetic interactions within the

disordered magnetic structure of a spin glass (see [24]).

We are interested in the specific sub-class of such problems in which we consider

the effect of a large number of particles on an individual particle; for example following

a single particle in a heat bath or a weather system, or a single star in a galaxy. We

can model the trajectory of the individual particle in such a case as the solution to a

differential equation driven by a high-dimensional system given by a sum of several

vector fields. In this thesis, we discuss a numerical method for solving problems of

this type.

1.2 Statement of the problem

We are interested in time inhomogeneous differential equations of the form

dyt =
N
∑

i=1

Fi(yt, t)dt, (1.1)

where Fi, for i = 1, ..., N , are a large (N ≈ 100) number of time-varying smooth

vector fields and yt is the response of the system over time. We intend to construct an

algorithm which is capable in principle of describing the development of the trajectory

yt from some initial condition y0 at time t0, over a series of time steps of size ∆t, to

1



a final value yT at time T . We shall discuss the applications of this algorithm to test

problems for which Fi are vector fields over Rn, but in principle the algorithm can be

extended to vector fields over any manifold.

In general, the sum of a large number of time-varying terms will vary with an

increasingly high range of frequencies as more such terms are added. Because each

of the terms Fi is time-varying, this means that
∑N

i=1F
i will display very high fre-

quency variation for large N . This means that yt will have considerable oscillation

on each time interval [s, t], and we require that our algorithm be capable of taking

this oscillation into account when describing the system’s evolution. We shall also

require that the algorithm be capable of dealing with a large number of vector fields,

say N = 102.

In order to construct such an algorithm, we shall need a way of summarising

the large amounts of information provided by this problem. Consider, for example,

modelling the impact of multiple time-varying external forces on a non-rigid body;

we would have to deal with very large amounts of data to solve this problem, and

so summarising the data without losing too much accuracy would be very important

here. Specifically, we need to summarise how the vector fields vary in both space and

time, so we construct our algorithm using a two-step simplification; we expand the

vector fields as power series in space using Taylor’s theorem, and in time using the

Lie brackets of the vector fields and the corresponding iterated integrals.

We shall then construct and describe two suitably challenging specific multi-

dimensional dynamical systems driven by a large number of vector fields in Chapter

Two, which we can consider as possible test problems for the implementation of the

algorithm. In Chapter Three, we shall discuss the construction of the algorithm in

detail, and in Chapter Four we shall consider the preliminary results from testing the

algorithm on three well-known systems: the harmonic oscillator, the Airy equations,

and the simple pendulum.

1.3 Results used in the algorithm

In order to construct this algorithm, we shall make use of several existing results,

and combine them to perform a suitable two-step reduction in space and time. In

the following section, we shall discuss these results, specifically the Taylor series

expansion, the partition of unity, some results from rough path theory including the

concept of a driving path and its signatures, and the Runge-Kutta-Nyström solver.

2



1.3.1 Taylor series

At the start of each individual time step, we need to consider the infinite dimensional

space of vector fields that potentially control the trajectory yt, and to find some way

to approximate it by a lower-dimensional space of vector fields. Provided that each

vector field Fi is smooth, we can expand the vector fields Fi as Taylor series [32] at

some time ti around some point a, in the neighbourhood of the corresponding point

yi = yti . The resulting series for y ∈ R
2 with coordinates x1, x2 will be of the form

Fi(y)|a =

∞
∑

k1+k2=j,j=0

∂k1

∂xk11

∂k2

∂xk22
Fi(a1, a2)|

(

(x1 − a1)
k1(x2 − a2)

k2

k1!k2!

)

. (1.2)

We truncate the Taylor series after n terms, where we shall consider how best to

choose a value of n later on. We note that to produce a truncated Taylor series with

n terms, we only need all the F i to be n times differentiable, as opposed to infinitely

differentiable. In this case the upper bound on the remainder term Rn+1 within a

ball B centred on a, where Fi has n+ 1 partial derivatives on the closure B̄, is

|Rn+1| ≤ supx∗∈B̄
∑

k1+k2=n+1

| 1

k1!k2!

∂k1

∂xk11

∂k2

∂xk22
(x∗1 − a1)

k1(x∗2 − a2)
k2Fi(x∗, t)|. (1.3)

We require that the magnitude of the remainder term |Rn+1| < ǫ within a ball B

centred on a of some radius an, where ǫ is some desired upper bound on the local

error at each time step. We thus obtain the truncated Taylor series Fi
n.

Since a Taylor series can be thought of as a linear map from a high-dimensional

space of vector fields to a lower-dimensional space of polynomial vector fields, we can

calculate the sum of all the Taylor series G =
∑N

i=1F
i
n(yt, t), which will also be a

vector field.

If we assume that yt is a trajectory in R
d, we can express the sum of all the Taylor

series expanded about a point y = b as

G(yt, t) =
N
∑

i=1

Fi
n(yt, t)y=b,

=

N
∑

i=1

∑

|k|≤n

1

k1!k2!

(

(

∂

∂x1

)k1 ( ∂

∂x2

)k2
)

F i(b, t)(y − b)k, (1.4)

where k = (k1, k2) where ki ∈ Z\0 for all i, |k| = k1 + k2, and xk = xk11 x
k2
2 .

3



1.3.2 Interpolating with a partition of unity

We define a partition of unity on a smooth manifold M as follows; first we define an

open cover {Uj}Jj=0 on M , which is a collection of J open subspaces of M such that

their union is the whole of M . We refer to {Uj} as patches (see [1]). The partition of

unity is a set of continuous functions {Pj}Jj=0 (see [1, 8, 22]), such that

• Pj :M → [0, 1] ∀j,

• each Pj has compact support, i.e. it is zero outside a compact set,

• each patch Uj contains the support for the corresponding function Pj, i.e. the

set closure of the non-zero arguments of the functions Pj lie in Uj ,

• there is some neighbourhood of points x ∈ M where all but a finite number of

the functions are identically zero,

•
∑

j∈J Pj(x) = 1, ∀x ∈M .

Partitions of unity are often used to piece together locally defined objects to

cover an entire manifold. In this case, we intend to do this with vector fields, as

approximated by truncated Taylor series. Since a given truncated Taylor series of

n terms centred around a point b is only a good approximation to the vector field

on a ball of radius r given by B(b, r), being able to interpolate smoothly between

the different Taylor series approximations in between their regions of accuracy is

important.

We shall cover M with coordinate charts Uj , each one defined by a point bj and

a radius rj , where Uj = B(bj , rj), where we refer to bj as a triangulation point and

where rj is chosen such that only finitely many overlap at any given point. We can

use these charts as our patches to construct a partition of unity, by defining function

Pj(y) on each patch Uj such that it satisfies the conditions for the partition of unity

stated above. On each patch Uj we define a local vector field vj = G(y), y ∈ Uj . Our

global vector field is therefore V =
∑

j vjPj , which converges since at any y, only

finitely many Pj(y) 6= 0. Since this sum V is actually a convolution, it has the same

smoothness properties and the same approximation properties as the Pj (see [1, 8]).

The composition of the Taylor polynomials with the functions of the partition of

unity (vjPj for j ∈ J) yields a basis for the global vector field. We also note that two

vector fields vi and vj on disjoint patches will have a Lie bracket [vi, vj] = 0, which

goes some way to eliminating the problem of controlling the magnitude of the error

term in the Lie brackets.
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For a function F (y), F (y) =
∑

j Pj(y)F (y) globally, since
∑

j∈J Pj(y) = 1, ∀y ∈
M . We define F̃ (y) =

∑

j Pj(y)Fn(y)|y=bj , where Fn(y)|y=bj is the Taylor series

expansion of F (y) to n terms centred about a point yj. We shall now show that if

|F (y)−Fn(y)|y=bj | < ǫ ∀y ∈ Uj , then |F (y)− F̃ (y)| < ǫ over the whole manifold M .

Consider

|F (y)− F̃ (y)| =

∣

∣

∣

∣

∣

∑

j

Pj(y)F (y)−
∑

j

Pj(y)Fn(y)|y=bj

∣

∣

∣

∣

∣

= |
∑

j

Pj(y)(F (y)− Fn(y)|y=bj)|. (1.5)

Now for any given y and j, if y 6∈ Uj then Pj(y) = 0, and therefore Pj(y)|(F (y) −
Fn(y)|y=bj)| < Pj(y)ǫ. If y ∈ Uj , then 0 ≤ Pj(y) ≤ 1, and therefore Pj(y)|(F (y) −
Fn(y)|y=bj)| < Pj(y)ǫ. Hence

|F (y)− F̃ (y)| =

∣

∣

∣

∣

∣

∑

j

Pj(y)(F (y)− Fn(y)|y=bj)

∣

∣

∣

∣

∣

,

<

∣

∣

∣

∣

∣

∑

j

Pj(y)ǫ

∣

∣

∣

∣

∣

,

< ǫ

∣

∣

∣

∣

∣

∑

j

Pj(y)

∣

∣

∣

∣

∣

,

≤ ǫ. (1.6)

Hence, if each Fn(y)|y=bj is a good local approximation to F (y) in the patch Uj , then

the product of these local approximations with the partition of unity provides a good

global approximation over the entire manifold.

A good local approximation in the patches Uj can be achieved either by using a

large number of small patches (which is referred to as the ‘h version’ of the method) or

by using higher-accuracy versions of vj , which in this case would be more terms in the

Taylor expansion (referred to as the ‘p version’). These terms are taken from analogy

with classical finite element methods; in that context, we approximate the vector

field by a polynomial on each polygonal element, and we can improve the accuracy

by decreasing the mesh size (h version), by increasing the number of terms of the

polynomial (p version) or by some flexible trade-off between the two (h− p versions).

In classical finite element methods, the jumps across inter-element boundaries are

resolved by polynomial corrections. The advantage of the partition of unity method

is that it gives us the very precise knowledge about the local behaviour of the vector

5



field that allows us to make the trade-offs involved in the h−p method in an optimal

way (see [1]).

Let νj(yt, t) = Gỹ(yt, t) for ỹ ∈ Uj . The global vector field will be given by

V (yt, t) =
J
∑

j=1

νj(yt, t)Pj(y),

=

J
∑

j=1

N
∑

i=1

Fn(y)|bjPj(y),

=

J
∑

j=1

N
∑

i=1

∑

|k|≤2

1

k1!k2!

(

(

∂

∂x1

)k1 ( ∂

∂x2

)k2
)

F i(bj)(y − bj)
kPj(y),

=
∑

|k|≤n

Cky
k, (1.7)

where Ck(y) = (
∑J

j=1 ck(bj)Pj(y)). Hence, we now have a multivariate truncated

power series in y.

1.3.3 Rough paths

Let (V, || · ||V ) be a Banach space (i.e. a vector space V such that every Cauchy

sequence in V with respect to that norm has a limit in V ) where V ⊗k is its k-tensor

product (i.e. the tensor product of the vector space V with itself k times, or the space

of all kth order tensors over V ). Let T (n)(V ) =
⊕n

k=0 V
⊗k be the truncated tensor

algebra, which is a Lie algebra with the Lie bracket [a, b] = a⊗ b− b⊗ a.

We define a Lie algebra by a vector field V over a field F along with a binary

operation [·, ·] which we refer to as a Lie bracket, which is bilinear (i.e. [ax+ by, z] =

a[x, z]+b[y, z] and [z, ax+by] = a[z, x]+b[z, y]), skew-symmetric ([x, y] = −[y, x] and

also [x, x] = 0 if F has characteristic 2) and satisfies the Jacobi identity [x, [y, z]] +

[y, [z, x]] + [z, [x, y]] = 0 ∀x, y, z ∈ V .

We then define a multiplicative functional (see [29]) as a map from pairs of reals

s ≤ t to xs,t = (1, x1s,t, ..., x
n
s,t) ∈ T (n)(V ), where xks,t is a k

th order tensor, such that

xr,t = xr,s ⊗ xs,t, (1.8)

for all r ≤ s ≤ t.

A smooth path x in V has a natural extension xs,t = (x0s,t, x
1
s,t, ..., x

n
s,t) to T

(n)(V )

where xks,t is the k
th iterated integral of the path: x0s,t = 1, and xk+1

s,t =
∫ s

t
xks,u ⊗ dxu,

which is a vector field.
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We define the p-variation of a continuous function x : [0, 1] → R
d, for some p ≥ 1,

supk≥1,t0≤t1≤...≤tk≤1

k−1
∑

i=0

|xti − xti+1|p <∞. (1.9)

Consider the free Lie algebra T (⌊p⌋)(V ), where ⌊p⌋ is the integer part of p, and the

operator dp(x,y), which we refer to as the p-variation distance, where

dp(x,y) =

⌊p⌋
∑

i=1

sup
D

∑

t1

||xti,ti+1 − yti,ti+1||i/pV ⊗k + sup
t

||xt − yt||V , (1.10)

where D is the set of all partitions t0 ≤ t1 ≤ ... ≤ tk ≤ 1 of [0, 1]. This operator

defines a distance between two points x and y in T (⌊p⌋)(V ). We define the closure of

T (⌊p⌋)(V ) under dp(x, y) as the smallest closed set containing T (⌊p⌋)(V ) and also the

limit points under dp(x, y), where the limit points x are the points for some ǫ > 0

such that there exists a point y in T (⌊p⌋)(V ) different from x with dp(x, y) < ǫ. The

closure of the set of extensions of smooth paths in T (⌊p⌋)(V ) under the p-variation

distance is the set of geometric rough paths GΩP (V ). We say that x, which is a path

in the Lie algebra T (⌊p⌋)(V ) whose elements are vector spaces, is a rough path lying

above the path x in V whose elements are vectors (as per [29]).

To summarise, a rough path is a path in a space of vector spaces. It may be highly

oscillatory, and continuous but not differentiable over a large scale. It is specified by a

series of k-tensors (i.e. points and associated iterated integrals). The rough path can

be thought of as a path in a Lie algebra (which will come in useful when we consider

how to approximate such a path numerically).

1.3.4 Controlled systems, driving paths and signatures

A controlled system is a dynamical system subject to an external control process;

consider, for example, the motion of a bridge during an earthquake, or the vibrations

of a human ear drum when subjected to sound waves (see [16,17]). Generally, we are

chiefly interested in a low-dimensional process X(t) for the effect it has when used

as an input for a controlled higher-dimensional system, whose response is not linear

in the input data stream, and where the input data X(t) is rapidly fluctuating and

rich in information and so is difficult to summarise easily. We say that the system is

driven by the process X(t), and describe X(t) as a driving path. In general, we relate

the state Y (t) of the differential system to the state X(t) of the control process via a
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system of differential equations of the form

dY (t) = f(Y (t))dt+

n
∑

i=1

gi(Y (t))dXi(t), (1.11)

for some functions f(Y ) and gi(Y ). Control functions are generally not smooth on

normal time scales, even if they are continuous (see [17]).

We have constructed a general global time-dependent vector field

V (yt, t) =
∑

|k|≤n

Ck(yt, t)y
k, (1.12)

which is driving the differential systems (1.1). We now need to consider how best to

summarise the manner in which this vector field changes with time, in order to take

into account the fact that the oscillations over each time interval will be of very high

frequency for large N .

Consider an integral curve y on a vector field G. We can map this onto a path Y ,

using the identity map in this case. We can then define a functional, which we can

use to lift the path Y on the vector field G to a unique path Y based at the initial

value y0 in a manifoldM . This functional, which we refer to as the Itô map (see [14]),

takes the path Yt on a vector field to a path Yt on a space of vector fields.

For a geometric rough path Xt obtained from a path Xt on a vector field V over an

interval [s, t], we can use the following iterative definition to obtain iterated integrals:

X k+1
s,t =

∫ t

s

X k
s,u ⊗ dXu (1.13)

for k ≥ 1, where the zeroth-order iterated integral is

X 0
s,t = 1. (1.14)

We refer to the sum of these iterated integrals

Ss,t(X ) = 1⊕ X 1
s,t ⊕ ...⊕Xm

s,t + ... (1.15)

as the signature of the path X over the time interval [s, t], and to

Sm
s,t(X ) = 1⊕X 1

s,t ⊕ ...⊕ Xm
s,t (1.16)

as the truncated signature at level m. The signature Ss,t(Xt) is an element of the

closure T ((Rd)) of the tensor algebra T (Rd)
⊕∞

k=0(R
d)⊗k, where d is the dimension of

the vector space in which Xt exists, and so Sm
s,t(X ) belongs to the truncated tensor

algebra T [m](Rd) (see [17]).
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We can let G(yt, t) =
∑N

i=1F
i(yt, t), as the sum of several vector fields is a vector

field itself. The truncated tensor signature Sm
s,t(Yt) is a path in the finite-dimensional

subspace spanned by polynomial vector fields of degree ≤ m in a way that is similar to

the use of the Taylor series approximations to project the trajectory yt in space down

onto a finite-dimensional subspace spanned by polynomial vector fields of degree ≤ n.

We define the log-signature and truncated log-signature of Yt as

log Ss,t(Yt) = log(Ss,t(Yt)), (1.17)

log Sm
s,t(Yt) = logm(S

m
s,t(Yt)), (1.18)

where log denotes the usual logarithm on the tensor algebra T (Rm), and logm de-

notes the corresponding truncated logarithm (i.e. m terms of the power series for

the logarithm). Since there are many dependencies between the iterated integrals

Ym
s,t, there is a lot of redundancy in the whole series Ss,t(Y), which can be avoided

by considering the log-signatures instead (see [17]). The first order term of the sig-

nature S1
s,t(Yt) is the total increment of the path (given by the sum of the individual

increments), and the second order term S2
s,t(Yt) is the Lévy area i.e. the sum of the

areas in between the path and the increments; higher order terms are less easy to

understand geometrically.

In Figure 1.1 we see a comparison of five time series, with the following signatures:

S(y1)0,T = 1 + 4X1 + 5X22,

S(y2)0,T = 5 + 4X1 + 5X22,

S(y3)0,T = 5 + 4X1 + 2X21 + 5X22 + 1X111,

S(y4)0,T = 1 + 4X1 + 2X21 + 5X22 + 1X111 + 10X112 + 1X122,

S(y5)0,T = 1 + 4X1 + 2X21 + 5X22 + 1X111 + 0.1X112 + 0.5X122. (1.19)

The time series were generated using the Computational Rough Paths Matlab code

written by Christophe Ladroue (see [7]) to create objects in terms of the specified

combination in terms of coefficients and one-dimensional iterated integrals, and then

to integrate them using a Brownian path as the stochastic driver. As we can see,

loosely speaking, the lower-order terms determine the general direction and large-scale

behaviour of the time series, and the higher-order terms affect its level of roughness

and small-scale behaviour, which we might call ‘flavour’.

The solution to an ODE of the form of equation (1.1) can then be found using

the signatures of the path Yt found from an integral curve of the vector field G, with
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Figure 1.1: Comparison of five time series, with signatures given in the equations
(1.19).
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iterated integrals Yk,(i1,...,ik)
s,t . Consider the power series

φ([s, t],Yt) = 1 +
∑

k≥1,ii,...,ik∈{1,...,d}k
...
∑

X i1 ...X ikYk,(i1,...,ik)
s,t , (1.20)

for some indeterminates X1, ..., Xd. The Chen series φ([s, t],G) completely charac-

terises the path Yt (as shown in [3]), and for all u ∈ [s, t] we have

φ([s, u],Yt)φ([u, t], x) = φ([s, t],Yt). (1.21)

If we let ‘exp’ denote the non-commutative exponential, then there exists a power

series ψ([s, t],Yt) such that φ([s, t],Yt) = expψ([s, t], x), and

ψ([s, t],Yt) = 1 +
∑

k≥1,ii,...,ik∈1,...,dk
...
∑

Hi1,...,id(X
i1...X ik)Yk,(i1,...,ik)

s,t , (1.22)

where Hi1,...,id(X
i1...X ik) belongs to the Lie algebra generated by the indeterminates

X1, ..., Xd.

The solution to the ODE (1.1) can then be given by

yt = exp (ψ̃([s, t],Yt))ys, (1.23)

where we substitute the vector fields F i and their Lie brackets for the indeterminates

X i into ψ([s, t],Yt) to obtain ψ̃([s, t],Yt), and in this case we define the exponential

‘exp’ as the map defining a left-invariant vector field from a vector in the Lie algebra

(see [9])

1.3.5 The fourth-order explicit Runge-Kutta-Nyström method

Runge-Kutta-Nyström methods were designed for use on Hamiltonian systems, where

we define a Hamiltonian System as a system of differential equations in 2n variables

xj , pj for j = 1, ..., n, which can be thought of in physical terms as a position vector

xj = (x1, ..., xn) and corresponding conjugate momentum pj = (p1, ..., pn), where we

can define a Hamiltonian function H(x1, ..., xn, p1, ..., pn, t) such that if we know the

system’s state at two times t1 and t2, then the system’s phase-space trajectory (as

given by x(t),p(t)) obeys Hamilton’s variation principle

δ

∫ t2

t1

[

∑

j

pj(t)
dxj(t)

dt
−H(p(t),x(t), t)

]

dt = 0, (1.24)
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method on the nonlinear simple pendulum given by ẏ = p, ṗ = − sin y.
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as defined in [26]. In this case, t acts as an external parameter in both the trajectories

of the system and the Hamiltonian function. This variational integral (1.24) is exactly

satisfied if the trajectories satisfy the Hamiltonian equations

dxj
dt

=
∂H

∂pj
, j = 1, ..., n,

dpj
dt

= −∂H
∂xj

, j = 1, ..., n. (1.25)

In the case of an explicitly time-dependent (non-autonomous) system, we can intro-

duce a new evolution parameter s and so parametrise the system’s time evolution

t = t(s) (see [26]), thus rewriting the variation principle as

δ

∫

[

∑

j

pj(s)
dxj(s)

ds
−H(p(s),x(s), t(s))

dt(s)

ds

]

ds = 0. (1.26)

The RKN method is designed to be explicit, symplectic, and capable of producing

a reasonable order of accuracy (a kth order RKN method with stepsize ∆t will yield

accuracy of O(∆tk)). We prefer explicit schemes as they are easier to implement. In

general, we cannot expect a fixed-step method to preserve energy, momentum and

symplectic structure at the same time (see [10]). We can, however, expect an accurate

value for the angular momentum (see [5]), and a value for the energy which is accurate

to within O(∆t2) and is stable over the long term (i.e. will not display spurious growth

or dissipation even after time scales of t = O(103) or further). Adding a forcing

term with multiple controls will mean that the system is dissipative or increasing in

energy, even if the unforced system was Hamiltonian, and so will not have a symplectic

structure, but we can still use a symplectic integrator in order to benefit from the

long-term stability and accuracy (to within the margin of error mentioned above) of

the invariants (see [10]). This method may, however, develop small-scale inaccuracies

in phase over the longer time scales (t ≥ 1000).

A general s stage Runge-Kutta-Nyström method for a system of equations of the

form

ẋ = p,

ṗ = F (x, t), (1.27)

is specified by the tableau of real constants γi, αij , bi and βi for i, j = 1, ..., s, and is
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of the form

Xi = xn +∆tγipn +
∆t2

2

∑

j

αijF (Xj),

pn+1 = pn +∆t
∑

i

biF (Xi),

xn+1 = xn +∆tpn +
∆t2

2

∑

i

βiF (Xi). (1.28)

We shall need to impose conditions on the tableaux in order to produce an explicit,

symplectic and consistent method of fourth-order accuracy. For the method to be

explicit, we need

αij = 0, (1.29)

for i ≤ j. For consistency, we require

∑

bi = 1, (1.30)

and the accuracy conditions for fourth order we also impose are

∑

i

biγi =
1

2
,

∑

i

biγ
2
ij =

1

3
,

∑

i

biαij =
1

6
. (1.31)

To make the method symplectic, we need

bi(βj − αij) = bj(βj − αji). (1.32)

We use a five-stage (s = 5) method with the tableaux computed by Sanz-Serna and

Calvo (see [23]) to satisfy the conditions given in (1.29)-(1.32).

γ =













0
0.20517766
0.60819894
0.48727806

1













,

b =













0.06175885
0.33897803
0.61479131
−0.14054801
0.12501982













,
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αij = bj(γi − γj), (1.33)

for 1 ≤ i, j ≤ 5, for the nonzero αij elements, and

βi = bi(1− γi), (1.34)

1 ≤ i, j ≤ 5. This gives us a fourth-order accurate explicit symplectic method.

1.4 Existing algorithms

There already exist algorithms that make use of similar results and ideas to solve

ODEs. We conduct a brief survey of the literature on these ideas, and consider two

existing algorithms that are related to the one we shall go on to describe in Section

1.5, and then to construct mathematically in Chapter 3. We shall also consider how

our algorithm differs from the existing algorithms, and what these differences imply

for its applications and effectiveness.

1.4.1 Approximating linear differential equations with Mag-

nus series

Consider a linear differential equation of the form

dy = a(t)ydt, (1.35)

whose solution is of the form y(t) = eσ(t)y. Specifically, we consider the case where

y0 ∈ G, where G is a Lie group, and a : R+ → g, where g is the Lie algebra of G. In

this case, σ(t) ∈ g, and so y(t) ∈ G. This case is worth considering for the production

of methods that preserve the Lie group structure by solving for σ.

An example of such a method is described in [6], using Magnus’s expression for

σ(t) as a series expansion in terms of iterated integrals of the commutators (see [31]).

The Magnus series for σ(t) is given by

σ(t) =

∫ t

0

a(κ)dκ +
1

2

∫ t

0

[a(κ),

∫ κ

0

a(ξ)dξ]dκ

+
1

4

∫ t

0

[a(κ),

∫ ξ

0

[a(ξ),

∫ ν

0

a(ν)dν]dξ]dκ+ ..., (1.36)

which also satisfies the equation

∞
∑

k=0

(−1)k

(k + 1)!
adk(σ

′

, σ) = a, (1.37)
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for t ≥ 0, σ(0) = 0, where we define

ad0(p, q) = p,

adk(p, q) = [adk−1(p, q), q], (1.38)

and

σ
′

= a+
1

2
ad(a, σ) +

∞
∑

k=1

B2k

(2k)!
ad2k(a, σ), (1.39)

where Bm is the mth Bernoulli number.

There remains the issue of where to truncate the series in order to produce an

efficient expansion. We can identify the expansion terms with rooted trees, and then

truncate the series to obtain

σp(t) =

p−1
∑

k=0

∑

ω∈T3k+1

a(ω)

∫ t

0

Hw(κ)dκ, (1.40)

where Tm is the set of all rooted trees with m vertices, Hω is the function associated

with the tree ω, and

a(ω) = fr

r
∏

t=1

a(ω[i]), (1.41)

where ω[i] is a sub-tree of ω with i vertices and fr = Br/r!.

By combining the Magnus series with the use of quadrature to approximate the

integrals, Iserles et al obtain the following 4th order scheme:

a1 = a(tn + (
1

2
−

√
3

6
)n),

a2 = a(tn + (
1

2
+

√
3

6
)n),

σn =
1

2
(a1 + a2) +

√
3

12
h2[a2, a1],

yn+1 = eσ
n

yn (1.42)

Iserles notes that this method is significantly better than standard Runge-Kutta meth-

ods, in terms of accuracy and stability. It does, however, rely on a(t) being smooth,

whereas the scheme outlined in this thesis draws on ideas from rough path theory

and should therefore be suitable for use with non-differentiable driving paths.
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1.4.2 Fast Multipole Methods

Greengard and Beatson (see [2]) outline a group of Fast Multipole Methods (FMM)

for solution of n-body problems. Specifically, they address means of computing sums

of the form

u(x, y) =

n
∑

i=1

wiK(x, yi), (1.43)

for example the gravitational potential

φ(yj) =

n
∑

i=1,i 6=j

mi

||xi − yj||
(1.44)

given by n bodies at positions xi for a large number of target points yj.

Fast Multipole Methods require the following:

• A specified accuracy ǫ;

• A hierarchical subdivision of space;

• A far field expansion of K(x, y) in which we can separate the influence of source

and evaluation points;

• A way to convert the far field expansion to a local expansion.

We choose the division of space with a number of levels such that on average there

are s particles per box on the finest level. We begin at the finest level and create a

multipole expansion for the source positions and strengths, then move up to higher

levels by merging the lower-level boxes. Having reached the coarsest level, we convert

the multipole expansion into a local expansion about the centre of all boxes in the

interaction list for the box containing the evaluation point (choosing the (2n + 1)2

nearest boxes gives an error of O(10−4) for a two-dimensional problem with n = 6).

The algorithm we are constructing in this thesis has certain qualities in common

with the FMM scheme; we shall choose a maximum acceptable local error, and then

place the triangulation points of the partition of unity in order to produce the desired

level of accuracy. Instead of using a hierarchical grid, we can fine-tune the level of

accuracy by careful positioning of the triangulation points for the partition of unity.

We are also less concerned with the near field/far field distinction than with the

evolution of the vector fields over time.
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1.5 A high-level description of the algorithm

We shall construct the algorithm mathematically in Chapter 3, but here we begin by

giving a high-level description of the algorithm, and explaining how the results we

have mentioned in this chapter are used in it.

We perform a two-step reduction of the problem given by equation (1.1). First,

we project the solution trajectory down from the infinite-dimensional space of vector

fields controlling it to a finite-dimensional subspace, using the Taylor series expansions

along with the partition of unity to provide a basis for the global vector field on that

subspace. Secondly, we model the highly oscillatory data over each given time step

as a rough path, and then use the lower-order terms of the signature over each time

interval in order to find the endpoint of the trajectory at the end of that time interval.

At the beginning of each time interval (yi, ti), we need to calculate the truncated

Taylor series approximations Fi
n (for i = 1, ..., N). We can then find the sum of all

N of these Taylor series.

We need to bear in mind that the vector fields we have just calculated depend

on the truncated Taylor series Fi
n we computed above, and so will only be accurate

within the ball B(aj , rj). This will be problematic if the trajectory yt passes outside

this radius before the end of the time step, so we need to take account of the influence

of the vector fields outside B(aj , rj). To that end, we shall use a partition of unity to

interpolate smoothly between the values of the log-signatures in the different regions.

The approximated vector fields on the patches that the trajectory is passing should

commute (although the approximations on different patches will not commute in

general) as they are approximations to the continuously varying global vector field

over which the trajectory moves. If the approximated vector fields do not commute,

then the patch size is too large, the approximations are not accurate or the smoothing

using the partition of unity is not sufficient. Bearing this is mind, we need to be careful

when choosing the size of the patches.

The global vector field is of the form

V(yt, t) =

J
∑

j=1

N
∑

i=1

Fi
n,j(yt, y)Pj(y). (1.45)

We can now separate variables, and consider V as the contraction of a series of vector

fields Gj,k = (y−aj)kPj and a driving path {Xj,k
t }J,|k|=n

j=1,k>0, for which dX
j,k
t = cj,k(t)dt

where cj,k is the kth Taylor coefficient for the truncated Taylor series evaluated around

the point aj.
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We calculate the path’s first m terms of the signatures and the corresponding

truncated log-signatures, where m is chosen in order to provide enough terms of the

signature to produce an approximation to the detailed behaviour of the system which

falls within desired bounds of accuracy (we shall discuss how this choice is made in

Chapter Three). We can then contract the truncated log-signatures Sm
ti,ti+1

(Xt) with

the vector fields Gj,k = (y− aj)
kPj in order to obtain a flow map that will give us an

ODE we can solve to find the trajectory over this time interval.

We repeat this procedure until we reach the time T , the end of our final time

interval.

1.6 Thesis outline

In this thesis, we shall bring together the results we have discussed in this chapter

to construct an algorithm which we can use to solve systems of ordinary differential

equations driven by multiple controls.

As part of this process, we need to consider what would be suitable test problems

for the algorithm. We have chosen three well-studied problems: simple harmonic

motion, which we have chosen for its simple exact closed-form solution and can be

used to study basic issues of accuracy and stability; the simple pendulum, which has

a well-known if more complicated exact closed-form solution, but which is nonlinear;

and the Airy equations, which we could use to compare the accuracy and stability of

signature-based methods versus conventional Runge-Kutta methods. We shall also

construct two new problems which could be used as further tests, and in Chapter

Two, we shall discuss the the Interacting Harmonic Oscillators and Interacting Simple

Pendula systems and investigate their properties.

In Chapter Three, we shall discuss the details of implementation of the full algo-

rithm, and the various computational methods we can use for each of the steps. In

Chapter Four, we shall consider how the algorithm can be practically implemented,

and discuss some preliminary numerical results for the three well-studied test prob-

lems. In our final chapter, we shall consider what the next steps in the study, imple-

mentation and uses of the algorithm could be.
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Chapter 2

The test problems

2.1 Introduction

We shall consider five test problems which could be used to test implementations

of the our algorithm, or similar methods. Three of these problems are well-known

and well-studied problems with closed form solutions: the harmonic oscillator, the

nonlinear simple pendulum and the Airy equations. Each of these problems is of

interest to us for its specific properties, which we shall discuss below.

We shall also construct and investigate two new test problems in this chapter.

Both of these will be designed to provide a simple two-dimensional dynamical system

driven by a large number of vector fields, of the form of a single oscillator driven by

its interactions with a large number of other oscillators. The two problems differ only

in the form of the equations for the oscillators in question; in one we shall use simple

harmonic motion, in the other the simple pendulum.

2.2 Simple harmonic motion

The most basic test problem which we shall use for our methods is that of linear

simple harmonic motion, as given by

ẏ = p,

ṗ = −y. (2.1)

The advantage of this as a test problem is that the analytic solution is already well-

known, specifically

y(t) = A sin t+B cos t,

p(t) = A cos t−B sin t, (2.2)
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Figure 2.1: Evolution of y with time, p with time, and the phase plane for simple
harmonic motion, from top to bottom, with initial conditions y(0) = 0, p(0) = 1.

where our initial data determines the values of the constant coefficients. We can

therefore use this system as a test to estimate the accuracy of our methods, by

comparing the results we get from them to the analytic solution (as shown in Figure

2.1) and considering the behaviour of the error.

The other interesting property of this system is its simple linear flow map, where

we define a flow map as a map from the phase space into itself of the form yt = πt(y0).

In this case, we have

πt =

(

cos t sin t
− sin t cos t.

)

(2.3)

This will become relevant when we attempt to use the decomposition of the vector

space using the Lie basis and the signatures to reconstruct the flow map for the

algorithm.
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2.3 The simple pendulum

Secondly, we consider the nonlinear test problem given by the nonlinear simple pen-

dulum

ẏ = p,

ṗ = − sin y, (2.4)

with Hamiltonian H = 1
2
p2 − cos y. We use the same initial conditions as for the

linear problem.

The analytic solution for the nonlinear simple pendulum is a little more compli-

cated: from the equations (2.4), we have

pṗ = − sin yẏ
1
2
p2 = cos y + C

1
2
ẏ2 = cos y + C
ẏ = ±

√
2 cos y + 2C

±t + t0 =
∫

dy√
2 cos y+2C

;

(2.5)

i.e. the relationship between t and y is given by an elliptic integral (see Figure 2.2),

and hence can be evaluated independently, either symbolically or using quadrature.

The Matlab quadrature routines are accurate to O(10−6), whereas evaluating it sym-

bolically and then substituting the numbers in can produce arbitrary accuracy up to

machine precision but is slower than quadrature. In this case, we used the symbolic

expression to evaluate the integral up to double precision.

2.4 The Airy equations

Consider the Airy equations

dy = udt,

du = ±K2 y

2
dt, (2.6)

for some constant K. The general solution of this equation, in the case where the

minus sign is present, is

y(t) = A
′

Ai(K2/3t) +B
′

Bi(K2/3t), (2.7)

where A
′

and B
′

are constants, and Ai(t) and Bi(t) are the Airy functions, which are

given by

Ai(t) =
1

π

∫ ∞

0

cos (
1

3
s3 + st)ds,

Bi(t) =
1

π

∫ ∞

0

exp (−1

3
s3 + st) sin (

1

3
s3 + st)ds. (2.8)
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nonlinear simple pendulum, from top to bottom.
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Figure 2.3: Behaviour of Ai(t) and Bi(t), showing the shift from oscillatory to expo-
nential behaviour at t = 0.

We are principally interested in the Airy equations since they are used as a test

problem by Iserles for the Magnus series based algorithm we discussed in Chapter 1

(see [6]). These equations are the simplest linear differential system with a turning

point where the solutions change from oscillatory to exponential. For positive t,

Ai(t) is positive, convex and decreasing to zero, whilst Bi(t) is positive, convex and

exponentially increasing, whereas for negative t both solutions are oscillatory, with

frequency increasing with the magnitude of t and amplitude decreasing (see Figure

2.3). As a test problem, we would want our algorithms to be successful in reproducing

the oscillatory behaviour, even for the higher-frequency oscillations for | − t| large.

2.5 The Interacting Pendula systems

We shall construct a specific example of a dynamical system with a large number of

controls, which we shall call the Interacting Pendulum systems. This can be thought
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of as a highly simplified model of a mechanical system where a large number of

particles (which we shall refer to as control particles, because their influence provides

an input or control for the system) interact with a single particle (which we shall refer

to as the response particle, because its dynamics provide an output or response from

the system). Our fundamental simplification when considering this model comes from

the assumption that the cloud of control particles exerts a small but non-negligible

influence on the motion of the response particle, but that the control particles do not

affect each other in the same way, nor are they affected by the response particle.

In this case, the trajectories of the N control particles (given by (xi,pi) for i =

1, ..., N) obey a Hamiltonian set of equations, and the response particle’s trajectory

(y, p) is given by similar equations but with an additional forcing term given by the

sum of its interactions with the control particles. We shall stipulate that both the

cloud of control particles and the single response particle are moving on the integral

curves of the vector field which specifies the solutions of either the simple harmonic

motion or nonlinear simple pendulum equations.

We shall now construct the Interacting Pendula systems. First, we let the N

control particles have position xi(t) and corresponding momenta pi(t) for i = 1, ..., N ,

where xi(t), pi(t) are given by the solutions of either the SHM or simple pendulum

equations. The response particle’s position y(t) and momentum p(t) are also given

by the SHM or simple pendulum equations, with the addition of a forcing term given

by the influence of the control particles, as follows:

dy = pdt, (2.9)

dp = (F 0(y) +

N
∑

i

Γi(y, p, xi, pi, t))dt. (2.10)

Each component Γi of the forcing term is given by the interactions between the ith

control particle and the response particle. We assume that the attraction between

each control particle and the response particle takes the form of a vector field of a

form similar to a gravitational attractive force, governed by a similar inverse square

law, and so we have

Γi = G
xi − y

|xi − y|3 , (2.11)

where xi is the position of the ith control particle andG≪ 1 is a parameter (analogous

to the gravitational constant).
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Figure 2.4: Plots of xi(0) and pi(0); the initial conditions for 100 control particles in
two clouds, beginning at x = 150 and x = −150.

2.5.1 Initial conditions

In order to minimise the problems associated with very close transits between the

control and response particles, specifically large jumps in the energy and angular

momentum of the response particle, we wish to keep the control particles well away

from the response particle. We need to place the response particle in such a way

that its distance of closest approach to the control particles is greater than O(10−4),

in order to keep the magnitude of the jumps in the energy at a smaller order of

magnitude than the energy itself. We will discuss the energy concerns in more detail

later on. By placing it at a sufficiently large distance from the control particles, we

ensure that their influence acts to perturb its orbit but is not strong enough to pull

the response particle in to the cloud of control particles, as intersections between the

control and response particle will lead to singularities.

We place the response particle initially at the point y0 = 0, p0 = 1, so that its

behaviour is comparable to the unperturbed pendula we considered earlier. We then
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Figure 2.5: Plots of y and p for the Interacting Harmonic Oscillators, where G = 0.1,
with a single cloud of control particles centred around x = 150.

randomly distribute the N control particles in between two control clouds, for which

250+ rc > xi > rc and −rc > xi > −rc−250 and −1 < pj < 1, for some value rc. We

assign each control particle to a randomly chosen cell of width 2.5 in the x direction.

The choice of rc depends on the strength of the influence of the control particles, in

order to deal with the close transits problem.

We observe from Figure 2.5 that using a single cloud of control particles results

in the response particle being pulled into the control cloud, whereas two clouds of

control particles prevent there from being an overwhelming resultant force in either

direction on the response particle.

We shall solve the equations for the Interacting Pendula systems using a standard

adaptive step fourth order Runge-Kutta-Nyström solver as described in Chapter 1,

with base step size ∆t = 0.01. We shall thus generate two sets of data sets, one for

which G = 0.01 and one for which G = 0.1.
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2.6 Investigation of the Interacting Pendula sys-

tems

We shall define those of the models’ features that we may wish to use as descriptive

statistics in order to compare the results produced by the algorithm to the results

from solving the equations using a fourth order symplectic Runge-Kutta-Nyström

solver. First, we shall give a qualitative description of the behaviour of the response

particles. Secondly, we define basic features of the time series, such as their mean

value, amplitude, whether they are periodic and if so of what period, skewness and

kurtosis, and we shall also consider the energy and angular momentum of the response

particle. Finally, we shall estimate the first few terms of the signature of the time

series from these data sets.

2.6.1 A qualitative summary of the behaviour of the response

particle

We note that for the IHO system (see Figures 2.6-2.7), we have periodic oscillatory

behaviour in both the y and p directions, whose amplitude increases sharply at certain

points and grows slowly in between those jumps, but whose frequency is not greatly

affected. Both variables increase in magnitude simultaneously; the sharp increases

correspond to the response particle jumping to a wider elliptical orbit, whereas the

slow growth in amplitude corresponds to the orbit spiralling outward between the

jumps. For the ISP system (see Figures 2.8-2.9), we observe the slow growth without

the same sharp increases.

Due to the simplifications we have made in designing this model, energy can be

transferred from the control particles to the response particle, but not vice versa.

Particularly close transits between the control and response particles result in large

transfers of energy to the response particle, pushing it to a larger orbit. We note from

Figure 2.10 that the increases in amplitude in y correspond to closer transits between

the control and response particles.
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Figure 2.6: Plots of y and p against time, and the phase plane for the Interacting
Harmonic Oscillators, with G=0.01, with clouds of control particles centred around
x = −350 and x = 350. We shall refer to this as Data Set 1.
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Figure 2.7: Plots of y and p against time, and the phase plane for the the Interacting
Harmonic Oscillators, with G=0.1, with clouds of control particles centred around
x = −500 and x = 500. We shall refer to this as Data Set 2.
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Figure 2.8: Plots of y and p against time, and the phase plane for the Interacting
Simple Pendula, with G=0.01, with clouds of control particles centred around x =
−50 and x = 50. We shall refer to this as Data Set 3.
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Figure 2.9: Plots of y and p against time, and the phase plane for the Interacting
Simple Pendula, with G=0.1, with clouds of control particles centred around x = −50
and x = 50. We shall refer to this as Data Set 4.
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Figure 2.10: Plots of y and p (above) compared to min |xi − y| (below) for the In-
teracting Harmonic Oscillators, with G=0.1, with clouds of control particles centred
around x = −500 and x = 500. Observe the difference in the maximum amplitude of
the close transits: the amplitude of the oscillation increases as the minimal distance
apart decreases.
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Table 2.1: Mean and standard deviation (accurate to 4 decimal places).
Dataset µ(y) µ(p) σ(y) σ(p)
1 0.0125 -0.0125 1.1751 1.1667
2 0.0047 0.0097 2.4822 2.4938
3 0.0185 -0.0103 0.8005 0.7414
4 0.0186 -0.0103 0.8005 0.7414

Table 2.2: Skewness and kurtosis (accurate to 4 decimal places).
Dataset g(y) g(p) K(y) K(p)
1 -0.0273 -0.0036 1.7199 1.7223
2 -0.0097 0.0094 1.9136 1.9035
3 -0.0346 0.0173 1.5004 1.5468
4 -0.0346 0.0173 1.5005 1.5468

2.6.2 Mean, standard deviation, skewness and kurtosis

We begin by considering four basic statistics for each time series: mean µ, standard

deviation σ, skewness g and kurtosis K, where

g =
E(x− µ)3

σ3
, (2.12)

K =
E(x− µ)4

σ4
, (2.13)

i.e. skewness and kurtosis are the third and fourth moments of the distribution,

scaled in terms of appropriate powers of the standard deviation. The skewness of

the distribution can be thought of as a measure of its asymmetry: negative skewness

means that the left tail is longer, and the bulk of the data is concentrated on the left,

whereas positive skewness conversely means that the right tail is longer, and the data

is concentrated on the right. Kurtosis can be thought of as a measure of the sharpness

of the peak of the distribution; high kurtosis means that more of the variation is

due to infrequent extreme deviations. The kurtosis of the normal distribution is 3;

distributions that are more outlier-prone than the normal distribution have kurtosis

greater than 3, whereas distributions that are less outlier-prone than the normal

distribution have kurtosis less than 3.

We note from Table 2.1 that for most of the data sets, both µ(y) ≈ 0 and µ(p) ≈ 0;

these values are close to the mean values for the unperturbed problems, but with an

offset that is positive in the y direction but whose direction varies in the p direction.

We also note that for all the data sets, σ(y) ≈ σ(p), and that increasing G by a factor
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of 10 produces a difference of magnitude 10−2 in the mean of the IHO system, but

one of 10−4 in the mean of the ISP system.

From Table 2.2, we note that all data sets have small negative skewness in the y

direction, and all but the first have a small positive skewness in the p direction. This

implies that all the data sets are mainly centrally weighted, with a slight tendency

towards a longer left tail in the y direction, and a slight tendency towards a longer

right tail in the p direction for all but the first. This effect is caused by the increasing

amplitude over time, thus meaning that larger values become more likely for later

time values. We also note that, for all data sets, the kurtosis is less than 3 and

K(y) ≈ K(p), implying that the time series in both coordinates is not significantly

outlier prone (again caused by the large jumps in amplitude at later time values).

The kurtosis for both coordinates is higher for the IHO data sets than for the ISP

ones, and the two ISP data sets display very similar kurtosis; this is due to the fact

that the first two data sets display jumps in amplitude, whereas the latter two merely

have the slow growth.

2.6.3 Periodicity

From Figures 2.11-2.14, we observe the time series in y and p in more detail. We note

that, for the IHO data sets, the period of oscillation in both y and p is ≈ 6.2, and

that the period remains unchanged as the amplitude changes. We also note that the

oscillation in y is smooth, whereas the oscillation in p displays more small jumps and

irregularities brought on by the close transits, and that the jumps manifest in p before

they affect y; we can tell from this that the changes in energy affect the momentum

before influencing the position. This occurs because the gravitational forces affect the

equation for the first derivative of p, and will therefore manifest in p before y. The

jumps in amplitude occur at t = 32.52 for Data Set 1 and t = 24.15 for Data Set 2.

Similarly, for the ISP data sets, the period of oscillation in both y and p is ≈ 6.7.

We note that these periods are slightly shorter than the period of oscillation for simple

harmonic motion, which is ≈ 7.3, and the period for the simple pendulum, which is

≈ 7.7 - approximately 1s shorter, respectively. We also observe that the oscillation

in both variables is smooth.
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Figure 2.11: Plots of y and p against time for the Interacting Harmonic Oscillators,
with G=0.01, with clouds of control particles centred around x = −350 and x = 350.
We observe three different amplitude regimes within this diagram.
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Figure 2.12: Plots of y and p against time for the Interacting Harmonic Oscillators,
with G=0.1, with clouds of control particles centred around x = −500 and x = 500.
We observe two different amplitude regimes within this diagram.
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Figure 2.13: Plots of y and p against time for the Interacting Simple Pendula system,
with G=0.01, with clouds of control particles centred around x = −50 and x = 50.
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Figure 2.14: Plots of y and p against time for the Interacting Simple Pendula system,
with G=0.1, with clouds of control particles centred around x = −50 and x = 50.
We observe two different amplitude regimes within this diagram.
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2.6.4 Energy

Both simple harmonic motion and the simple pendulum are Hamiltonian systems:

the Hamiltonian for simple harmonic motion is given by

H =
1

2
p2 +

1

2
y2, (2.14)

and the Hamiltonian for the simple pendulum is given by

H =
1

2
p2 − cos y. (2.15)

The gravitational potential energy change given by the interaction of the response

particle with a single control particle is

Ep =
1

|y(t)− xi(t)|
, (2.16)

and so the Hamiltonian for the Interacting Harmonic Oscillators system is given by

H =
1

2
p2 +

1

2
y2 +

N
∑

i=1

G

|y(t)− xi(t)|
, (2.17)

and the Hamiltonian for the Interacting Simple Pendula system is given by

H =
1

2
p2 − cos y +

N
∑

i=1

G

|y(t)− xi(t)|
. (2.18)

From Figures 2.15-2.18, we observe that the energy of the response particle for the

IHO system is generally increasing through a series of steady levels, with frequent and

irregular spikes of variable amplitude (of maximum O(10) for Dataset 1, and O(102)

for Dataset 2). As we might have expected, the largest jumps to a higher energy level

occurs immediately after the large jumps in amplitude of the oscillation of the response

particle (i.e at t = 32.58 for Dataset 1, and t = 24.05 for Dataset 2), whereas the slow

upward trend corresponds to the intermediate periods of slow growth in amplitude.

We also note that the upward trend in the energy is not in fact completely steady,

but contains other small jumps in energy which are not immediately noticeable in the

oscillation.

From Figures 2.19-2.22, we observe that energy for the ISP system behaves in

a similar way, but with fewer of the large irregular spikes. We can fit linear poly-

nomials to the general upward trend, and the spikes do not seem to influence the

amplitude of the response particle. In general, it appears that the spikes are caused

by closer transits between the control and response particles and their effect on the
∑N

i=1G/|y(t)−xi(t)| term, whereas the slow growth in energy is caused by the simpli-

fication that energy can be passed from the control particles to the response particle,

but not vice versa.
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Figure 2.15: Plot of energy against time for the Interacting Harmonic Oscillators,
with G=0.01, with clouds of control particles centred around x = −350 and x = 350.
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Figure 2.16: Detail of the plot of energy against time for the Interacting Harmonic
Oscillators, with G=0.01, with clouds of control particles centred around x = −350
and x = 350.

2.7 Summary

We now have five test problems to consider, two of which have associated exact closed-

form solutions, and we have produced test statistics for all of them. We can go on

to consider how we would apply the algorithm to these test problems in Chapter 3,

and then look at some preliminary results for the implementation of the algorithm in

Chapter 4.
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Figure 2.17: Plot of energy against time for the Interacting Harmonic Oscillators,
with G=0.1, with clouds of control particles centred around x = −500 and x = 500.
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Figure 2.18: Detail of the plot of energy against time for the Interacting Harmonic
Oscillators, with G=0.1, with clouds of control particles centred around x = −500
and x = 500.
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Figure 2.19: Plot of energy against time for the Interacting Simple Pendula, with
G=0.01, with clouds of control particles centred around x = −50 and x = 50.
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Figure 2.20: Detail of the plot of energy against time for the Interacting Simple
Pendula, with G=0.01, with clouds of control particles centred around x = −50 and
x = 50. We fit a linear polynomial E = 0.001456t− 0.4937 to the energy.
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Figure 2.21: Plot of energy against time for the Interacting Simple Pendula, with
G=0.1, with clouds of control particles centred around x = −50 and x = 50.
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Figure 2.22: Detail of the plot of energy against time for the Interacting Simple
Pendula, with G=0.1, with clouds of control particles centred around x = −50 and
x = 50. We fit a linear polynomial E = 0.002045t− 0.4214 to the energy.
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Chapter 3

Implementing the algorithm

3.1 Description of the algorithm

We are attempting to solve an ODE of the form

dyt =
N
∑

i=1

Fi(t, yt)dt, (3.1)

where N is large, and yt ∈ R
2.

We assume that all the vector fields Fi are at least n times continuously differen-

tiable, for some value of n. This enables us to consider the two-dimensional Taylor

expansion for Fi in y about a point b, such that

Fi(t, yt)|b =

∞
∑

|k|=0

1

k1!k2!

[(

∂k1

∂xk11

)(

∂k2

∂xk22

)

Fi(t, ·)
]

b

(y1 − b1)
k1(y2 − b2)

k2. (3.2)

We truncate this after n terms, where

F n
i (t, yt)|b = Fi(t, yt)|b −Rn

j (t, b). (3.3)

In this case, there exists a radius rb such that
∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

n
∑

i=1

(Fi(t, yt)|b − F n
i (t, yt)|b)

∣

∣

∣

∣

∣

∣

∣

∣

∣

∣

B(b,rb)

< ǫ, (3.4)

for some appropriate Lipschitz norm || · ||B(b,rb) on the ball B(b, rb).

Next, we need to choose a set of functions Pj such that they make up a partition

of unity, and so that there exist points {aj}Jj=1 and associated radii rj , such that
⋃

j B(aj , rj) covers any plausible trajectory y(t), and Pj is compactly supported on

the ball B(aj, rj). Let

Mp = sup
y

|{j : Pj(y) > 0}|, (3.5)
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i.e. Mp is the maximum number of partition of unity functions that are non-zero at

the point y. Hence

dyt =
N
∑

i=1

J
∑

j=1

(

F n
i (t, yt)|aj +Rn

j (t, aj)
)

Pj(yt)dt,

=

(

N
∑

i=1

J
∑

j=1

(

F n
i (t, yt)|aj

)

Pj(yt)dt

)

+Q(yt, t)dt, (3.6)

where

||Q|| ≤ ǫMpC (3.7)

for some constant C and a suitable global Lipschitz norm. We can now use results

from rough path theory to control the error; if two driving noises are close in the

Lipschitz norm, their effects will be similar (if they are both p-rough paths). The

rougher the path, the more derivatives are needed to be taken into account when

calculating the Lipschitz norm.

Hence, (3.1) can be approximated by the system

dyt =

N
∑

i=1

J
∑

j=1

n
∑

|k|=0

1

k!

(

∂k

∂xk

)

Fi(t, ·)aj

(

(y − aj)
kPj(y)

)

dt. (3.8)

This enables us to re-express (3.1) in the form

dyt =

J
∑

j=1

n
∑

|k|=0

Gj,k(y)dX
j,k
t , (3.9)

where

dXj,k
t = { 1

k!

(

∂k

∂xk

) N
∑

i=1

Fi(t, ·)|aj
dt}Jj=1,

= cj,k(t)dt (3.10)

which is a vector of two-dimensional time-varying scalar coefficients cj,k(t) indexed

by the vector k and the scalar j, and

Gj,k(y) = (y − aj)
kPj(y). (3.11)

The function G is a map into a sequence of multi-dimensional vector fields, also

indexed by j and k. We have thus produced a finite dimensional approximation for

(3.1), which is separable into a space component and a time component.
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We now consider how to solve an equation of the form

dyt = G(y)dXt, (3.12)

where G(y) is a continuous vector field and Xt is a path of bounded variation. Let

e1, ..., em be the basis vectors for the vector space in which X lies. The basis for the

Lie algebra is given by

{e1, ..., em, [ei1 , ei2]i1≤i2 , [ei1 , [ei2, ei3 ]], ...} = H

= {h1, h2, ...}. (3.13)

We refer to the set H as the Hall basis for the Lie algebra.

Having computed a Hall basis H for the path X , we can then find its log-

signatures, which we can express as

L(X0,T ) =
∑

h

αh, (3.14)

for a series of coefficients αh.

We can now extend G into a unique Lie map G∗ such that

G∗[v1, [v2, v3]] = [G(v1), [G(v2), G(v3)]], (3.15)

as described in [15]. We now consider the flow πt corresponding to the solution yt.

The logarithm of this flow is given by G∗(L(X0,T )). We can now contract the log-

signature of X with the Lie brackets of the vector fields G(y) in order to find an

approximation to the global flow:

log π =
∑

h

αhGh(y), (3.16)

where

G[h1, h2] = [Gh1
,Gh2

],

G[ei] = Gj,k, (3.17)

if i ≤ m, where m is the total number of indices j and k. This is true no matter

what sequence of vectors h we use; since Gh are all vector fields, they can be used in

exactly the same way as the basis vectors h.

Since we do not know πt at the end of the time step, we shall instead solve the

ODE given by

dy =
∑

h

αhGh(y)dt, (3.18)

which we can solve with a Runge-Kutta type algorithm.

We shall now discuss in more detail how we can implement each step of the

algorithm computationally.
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3.2 Results used in applying the algorithm

3.2.1 Calculating coefficients for multivariate truncated Tay-

lor series

We have adapted Rich Neidinger’s code which implements his algorithm for computing

these coefficients quickly and efficiently (see [18, 19]).

Instead of directly computing the coefficients for a continuous multivariate func-

tion f(x) evaluated at a point a, this method uses univariate directional functions of

the form uk(s) = f(sek) for some parameter s and a basis vector ek, computes the

univariate lists of coefficients, and then ”interpolates” the multivariate array of coef-

ficients. With suitable choices of the directions, we can use the univariate coefficient

lists {{u(0)k , ..., u
(n)
k } : |k| = n} to construct the entire pyramid of multivariate Taylor

coefficients ck =
1

k1!...kd!

[

(

∂
∂x1

)k1
...
(

∂
∂xd

)kd
f

]

(a).

The ”interpolation” step (which is referred to as such for conceptual reasons and

is not a process of polynomial fitting) makes use of the following relationship between

uk and ck

uk(s) = f(sek),

=
∑

k

ck(sek)
k,

=
∑

k

ck(ek)
ks|k|. (3.19)

Since uk(s) =
∑∞

i=0 u
(i)
k s

i, by comparing coefficients

u
(i)
k =

∑

|k|=i

ck(ek)
k. (3.20)

By taking a number of different directions, we can therefore produce a set of simul-

taneous equations for the various multivariate coefficients.

Let (ωi : i = 0, 1, 2, ...) be a sequence of distinct real numbers, where for the sake of

simplicity we assume ω0 = 0. For some α = (α1, ..., αd−1), let the direction vector eα =

(1, ωα1
, ..., ωαd

). We also define a map from k (where |k| = k) to β = (k2, ..., kd) which

simply drops the first entry of k, and an inverse map Tk(β) = (k − |β|, β1, .., βd−1).

For general values of n and d, we choose directions such that {eα : |α| ≤ n}, and
where for each axis D ∈ {1, 2, ..., d − 1} we choose any sequence of distinct real

numbers ω
[m]
0 , ω

[m]
1 , ... as an arbitrarily spaced set of grid marks labeled in arbitary
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order. This yields a ”wedge” {ω[1]
α1 , ..., ω

[d−1]
αd−1

: |α| ≤ n} of ”node” points from which

we can compute our directions eα. Hence

∑

β

= cTk(β)(ωα)
β = u(k)α . (3.21)

We then define a square matrix

Mk = [(ωα)
β], (3.22)

with row index α and columns indexed by β. Given that Mk is invertible, the ”inter-

polation” step simply becomes

(cTk(β)) =M−1
k (u(k)α ). (3.23)

3.2.2 Constructing the partition of unity

We assume the manifold we are working on is at least locally embedded in R
n, in

order for a metric function to be sufficiently well-defined for an idea of a ball with

a given radius to be meaningful. The partition of unity we will be using is one for

which each Pj = 1 at the triangulation point aj, and then falls off smoothly such that

it becomes zero outside the patch of radius rj centred about the triangulation point

aj .

We need to work out a way to tile the local area of the manifold with balls of the

form B(aj , rj) for j ∈ J , where the Taylor series truncated after n terms about the

local triangulation point aj has a radius of accuracy rj. We shall adopt a heuristic

method, taking advantage of the properties of a regular tessellation of the manifold.

Specifically, we shall construct a regular hypercubic honeycomb in order to make sure

that the local neighbourhood of the manifold is covered with no overlaps and no gaps.

We begin by constructing a hypercube whose inscribed hypersphere is of radius r1/3

(whose side is therefore 2r1/3) and whose centre is at the first triangulation point

a1. We also construct a second hypercube whose inscribed hypersphere is of radius

r1 (and therefore whose side is of length 2r1), and whose centre is also at a1. We

tile the local area using hypercubes of side rj/3 whose inscribed hypersphere is of

radius 2rj/3, surrounding the original small hypercube, and then construct around

them larger hypercubes of side 2rj. The triangulation points are then the centres of

these larger hypercubes. We shall address the question of how we choose the radii rj

and how we position the triangulation points aj later on in this chapter.
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Figure 3.1: Functions Pj for a 1-dimensional partition of unity, with triangulation
points at x = −1 + 0.5d for d = 1, ..., 6, with radii r = 1/

√
2. We superimpose the

bump functions (blue) on the partition of unity (red). Note that the partition of
unity functions approach a constant value of 1 away from the triangulation points.

We then construct a partition of unity whose functions Pj are such that

Pj(y) =
wj(y)

∑

k wk(y)
∀y ∈ B(Aj, an), (3.24)

and Pj(y) = 0 ∀y 6∈ B(Aj, an), where wj(y) are decaying functions of y from the

triangulation points Aj (see [1]). In this case, the wj(y) are Gaussian functions with

means at our specified triangulation points, of the form

wj(y) = e(−(y−Aj)2/(2r2j )). (3.25)

3.3 Lie brackets

We will need to consider how this approximation by truncated Taylor series affects

the accuracy of computations involving the Lie brackets and hence the Lie derivatives
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Figure 3.2: The two-dimensional Gaussian bump functions wj with centres
(−0.5, 0.5), (−0.5,−0.5), (0.5,−0.5) and (0.5, 0.5), each with an associated radius
of 1/

√
2.
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Figure 3.3: The partition of unity functions Pj generated from the bump functions
shown in Figure 3.2.
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of the approximated vector fields. The Lie bracket of two vector fields F i and F j,

considered as operators on a trajectory y(t), will be given by

[Fi,Fj ] = F iF j − F jF i,

= LFiF j, (3.26)

where LFi is the Lie derivative with respect to the vector field Fi. Given that Fi =

Fi
n +Ri

n+1, and similarly for Fj,

[Fi,Fj ] = [Fi
n +Ri

n+1,F
j
n +R

j
n+1],

= [Fi,Fj ] + [Ri,Rj] + [Fi,Rj] + [Ri,Fj ]. (3.27)

The magnitude of the correction term given by [Ri,Rj]+ [Fi,Rj]+ [Ri,Fj ] will affect

the accuracy of the Lie brackets of the vector fields, and hence that of any calculations

involving them. We therefore require the first few Lie derivatives of the remainder be

near zero, as well as the remainder term being near zero.

We will need to compute the Lie brackets of the component vector fields V i(x)

in order to compute the trajectory. Since Lie brackets have the properties that

[X1 + X2, Y ] = [X1, Y ] + [X2, Y ] and [cX, Y ] = c[X, Y ] for constant c, then we can

precompute the Lie brackets for the products of the monomial terms of the Taylor

expansion and the bump functions. This means that we only need to calculate the

values of [(x − xj)
i1Pj(x), (x − xk)

i2Pk(x)] for 1 ≤ i1 ≤ i2 ≤ n, 1 ≤ j ≤ k ≤ J . We

can then find all possible Lie brackets of component vector fields from linear com-

binations of these precomputed Lie brackets with the appropriate coefficients, which

we can find from appropriate products of the Taylor coefficients.

We use Atakan Varol’s symbolic Matlab code for computing the Lie brackets of

symbolically given vector fields (see [28]), which computes the iterated Lie brackets

of two symbolic vector fields f(y) and g(y), where we take the 0th Lie bracket to be

g(y), and then iteratively compute the further Lie brackets using the Jacobian matrix

J , where

[f, g]l+1 = J([f, g]l)f − J(f)[f, g]l. (3.28)

As this is a symbolic computation in Matlab, it is accurate but time-consuming.

3.3.1 The Hall basis and the log-signatures

Determining which combinations of Lie brackets of basis vectors will produce inde-

pendent basis vectors, so that we can obtain a true basis and not just a spanning set,

can be difficult and time-consuming. The Hall basis provides a way of performing a
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systematic search by iteratively generating new basis elements from combinations of

the first m basis vectors. The construction of the basis follows a width-first search,

where the depth d of a Lie product is defined recursively: we begin by letting d(hi) = 1

for i = 1, ..., m, then let d([hi1 , hi2]) = d(hi1) + d(hi2).

In addition to the width-first search, we also need to prune the basis to eliminate

redundancy. We require that the Hall basis H = {h1, h2, ...} satisfies the following

conditions:

• The first m elements of H are the vector fields h1, ..., hm which provide a basis

for the vector space that the system’s trajectory lies in.

• If d(hi1) < d(hi2), then i1 < i2.

• Each bracket [hi1 , hi2] ∈ H if and only if hi1 , hi2 ∈ H , and either hi2 ∈ H or

hi2 = [hi3 , hi4 ] for some hi3 , hi4 ∈ H such that i3 ≤ i1.

The algorithm for computing the log-signatures is relatively simple. We first com-

pute the increments Ij,k of the path Xt over the m points in the vector {cj,k(t)}J,|k|=n
j=1,k>0,

where Ii = ci+1 − ci for i = 1, ..., m− 1 and each i maps to a given combination of j

and k. We then compute

S(X0T ) =
∏

h

eIihi. (3.29)

The log-signature can then be computed, as L(X0T ) = log (S(X0T )).

We use the code produced by the Computational Rough Paths project (see [4]) to

calculate the Hall basis, contract the vector fields with the signatures, and then solve

one step forward for the resulting flow.

3.3.2 Error control

3.3.2.1 Local error control

If the maximum tolerable local error is ǫL, that means that we need the total error

in the sum of the local vector fields to be less then ǫL, i.e.

Q(yt, t) ≤ ǫL. (3.30)

We need each partition of unity function Pj to be close to zero outside the ball

B(aj , rj). Problems will arise if the partition of unity functions remain significantly

greater than zero whilst the error in the Taylor series approximation is also not

negligibly small (see Figure 3.4). We need PjR
n+1(y, t)|aj ≤ ǫ even outside the ball

B(aj , rj).
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Figure 3.4: Consider one of the functions Pj from the 1-dimensional partition of unity
shown in Figure 3.1 (shown in red). We calculate the Taylor series for f = − sin y
up to 5th order about the triangulation point, and then calculate the error (shown
in blue). We observe that the error in the Taylor series becomes significantly non-
zero before the partition of unity function fades away completely. This illustrates the
importance of careful choice of radii for the partition of unity.
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3.3.2.2 Placing triangulation points using a quadtree

We now need to consider how to place the triangulation points for the partition of

unity in order to obtain a suitable level of accuracy. We begin by considering a region

of space that we expect to cover the trajectories of the system, and apply quadtree

decomposition to this area. A quadtree is a tree data structure in which every node

has exactly four children. It is often used to partition a two-dimensional region into

sub-regions by recursively dividing it into quadrants.

In this case, we pick the square of side 2w0 that we expect to cover the trajectories,

and refer to its centre as a0 and the radius of the partition of unity patch around it

as r0, where r0 = 3
√
2w0. We refer to the region specified as the inscribed square of

the circle with centre a0 and radius r0 as the root of the quadtree. We then divide

this region into a fine grid, then calculate the remainder function Rn+1(y, t)|a′j at the
centre a

′

j of each grid cell. If Rn+1(y, t)|a′j < ǫ ∀j, then we take a0 and r0 as the

triangulation point and patch radius for the partition of unity. If not, we split the

region into four quadrants, each one a square of side w0/2, with centres a1, ..., a4 and

associated radii rj =
3
√
2

2
w0, and repeat the procedure for each quadrant.

After ν steps of the quadtree algorithm, we have J = 4ν triangulation points aj ,

each the centre of a square of side wj = 2w0/4
ν and a partition of unity patch of

radius rj = 3
√
2wj .

This procedure allows us to select a partition of unity that will yield the desired

level of accuracy for a specified number of terms of the Taylor series. We shall truncate

the Taylor series after four terms, for the sake of speed and simplicity.

3.4 Examples

3.4.1 The harmonic oscillator

As mentioned in Chapter 2, the harmonic oscillator is given by the equations:

ẏ = p,

ṗ = −y. (3.31)

The analytic solution of these equations is

y(t) = A sin t+B cos t,

p(t) = A cos t−B sin t, (3.32)

where our initial data determines the values of the constant coefficients.
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We are looking at a simple two-dimensional problem driven by a single vector field

here. In this case, we represent the system as

dy = F1(y, t)dt (3.33)

where y = (y, p) and

F1(y, t) =

(

0 1
−1 0

)

y. (3.34)

In this case, since F1(y, t) is linear, we do not need to expand it as a Taylor series.

We now need to construct a partition of unity starting around the initial value

y0 = 0, p0 = 1. Since we know from Chapter 2 the expected amplitude of the motion,

we choose a root region with centre (0, 1), width 2 and radius 6. Since we are not

using a Taylor series approximation, we shall divide this region into four quadrants,

thus yielding a partition of unity with triangulation points at (−1, 2), (−1, 0), (1, 2)

and (1, 0), each with an associated radius of 3
√
2/2.

The partition of unity functions in this case will be given by

wl(x) =
1

2πrl
e
− 1

2r2
l

((y−al1 )
2+(p−al2 )

2)
,

Pj =
wj

∑J
l=1wl

. (3.35)

At this point, we can calculate a global vector field V , where,

V (yt, t) =
N
∑

i=1

J
∑

j=1

|k|=n
∑

k=0

Fi|aj (y − aj)
kPj , (3.36)

which means that in this case the first step of simplification yields the equation

dy =

J
∑

j=1

(

0 1
−1 0

)

yPjdt, (3.37)

which is effectively the equation we began with.

The series of coefficients for which we are finding the signatures is given by

dX =

(

1 1 1 1
−1 −1 −1 −1

)

dt, (3.38)

and the relevant vector fields in this case are simply

Gj,0,1(y) = pPj(y),

Gj,1,0(y) = yPj(y). (3.39)
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The flow map equation is simply given by

dy =

J
∑

j=1

(

0 1
−1 0

)

yPjdt, (3.40)

which means that in this case the full algorithm yields exactly the same results as

simply solving forward for the vector field.

3.4.2 The simple pendulum

The simple pendulum’s governing equations are given by

ẏ = p,

ṗ = − sin y, (3.41)

where y0 = 0 and p0 = 1.

This system is nonlinear, and therefore requires Taylor series expansion; we shall

take terms up to fourth order in the interest of simplicity and speed. Hence, we have

the expansions evaluated around a point b = (b1, b2)

ẏ ≈ p,

ṗ ≈ − sin b1 − cos b1(y − b1) + sin b1
(y − b1)

2

2
+ cos b1

(y − b1)
3

6
. (3.42)

Since we are using a Taylor expansion, we shall need to run the quadtree decom-

position code in order to find the triangulation points and associated radii for the

partition of unity. We shall use a root region with centre (0, 1), width 2 and asso-

ciated radius 6, and require a level of accuracy ǫ = 10−5 (in order to obtain second

order accurate solutions for a time step δt = 0.01). The

The vector field we establish here is going to be of the form

dy =

J
∑

j=1

(

p

−(y − aj) +
(y−aj )3

6

)

Pjdt, (3.43)

which we can solve using a Runge-Kutta method in order to obtain an estimate of

the solution.

The coefficients which we need to find the signature of will be given by

dX1 = 1dt,

dX2 = {− sin bj1,− cos bj1,
sin bj1
2

,
cos bj1
6

}Jj=1dt (3.44)
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The vector fields in this case will be given by

Gj,k1,k2(y) = (y − bj1)
k1(p− bj2)

k2Pj(y), (3.45)

We can now proceed to find the relevant Hall basis vectors and log-signatures, and

thence construct the flow map.

3.4.3 The Airy equations

The Airy equations are given by

dy = pdt,

dp = −K2ytdt, (3.46)

where y0 = 1 and p0 = 0.

We write y = (y, p), and then we can express the system as

dy =

(

0 1
−K2t 0

)

ydt, (3.47)

where in this case we shall take K = 1. Again, this equation is linear in y, and so we

do not need to expand it as a Taylor series. Since we are using an exact expression

for the functions, we shall once again divide the root region with its centre at (0, 1)

and width 4 into four quadrants, thus yielding a partition of unity with triangulation

points at (−2, 3), (−2,−1), (2, 3) and (2,−1), each with an associated radius of 12
√
2.

Again, we shall calculate a vector field V which will yield an equation which we

can solve using the simplified algorithm. In this case, the first step of simplification

yields the equation

dy =

J
∑

j=1

(

0 1
−K2t 0

)

ajPjdt, (3.48)

which we can solve using a Runge-Kutta method in order to obtain an estimate of

the solution.

The series of coefficients for which we are finding the signatures is given by

dX =

(

0 1
−K2t 0

)

dt, (3.49)

where we instantiate this at each given time step t. The vector fields in this case are

simply

Gj,k(y) =

J
∑

j=1

(y − aj)Pj(y). (3.50)

We can therefore construct a flow map, in which case we will once again be recon-

structing the original equations.
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3.4.4 The Interacting Pendula systems

3.4.4.1 The Interacting Harmonic Oscillators

The equations for this system are given by

dy = pdt

dp = −y +
N
∑

i=1

G
xi − y

|xi − y|3dt. (3.51)

The second equation is nonlinear, and so we need to produce a Taylor series expansion

for each of the gravitational interaction terms. Around a point (b1, b2), where we let

ri = xi − bj , we have

Γi = G
xi − y

|xi − y|3 ,

≈ G

(

ri
|ri|3

+

(

3sign(ri)

(−ri
|ri|4

− 1

|ri|4
))

(y − b1) + ...

)

= Γ4
i

=
4
∑

k=0

cb,ky
k (3.52)

for the first four terms of the Taylor series.

Since we are using a Taylor expansion, we shall need to run the quadtree decom-

position code in order to find the triangulation points and associated radii for the

partition of unity. We shall use a root region with centre (0, 1), width 150 and as-

sociated radius 150/
√
2, and require a level of accuracy ǫ = 10−5 (in order to obtain

second order accurate solutions for a time step δt = 0.01).

The vector field we establish here is going to be of the form

dy =

J
∑

j=1

(

p

−y +
∑N

i=1 Γ
4
i

)

Pjdt, (3.53)

which we can solve using a Runge-Kutta method in order to obtain an estimate of

the solution.

The vector field in this case is given by

Gj,k = (y − aj)
kPj(y), (3.54)

but the list of coefficients that we need to find the signature of will be rather more

complicated.
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3.4.4.2 The Interacting Simple Pendula

The equations for this system are given by

dy = pdt

dp = − sin y +
N
∑

i=1

G
xi − y

|xi − y|3dt. (3.55)

The second equation is nonlinear, and so we need to produce a Taylor series expansion.

We have already found the expansion for each of the gravitational interaction terms

above, and we also know the expansion for the unperturbed simple pendulum. We

simply need to add the expansion in order to obtain

dp = −(y − b1) +
(y − b1)

3

6
+

N
∑

i=1

Γ4
i dt. (3.56)

The vector field approximation, and the vector fields and coefficients that we will use

to find the path-based approximation, are of the same form as for the Interacting

Harmonic Oscillators.

3.5 Summary

We have now described in detail the results we use to obtain the two-step simplifica-

tion of the set of equations; using the Taylor series and partition of unity to simplify

with regard to space, and using the log-signatures to simplify with regard to time.

We have also described the error control heuristics we intend to use when computing

the number of terms of the Taylor series to use and the patch size of the partition of

unity.

Finally, we discussed the effects of applying these simplifications to the five test

problems we discussed earlier. In the next chapter, we shall consider some preliminary

results from our implementation of the algorithm.

65



Chapter 4

Preliminary results

4.1 Properties of the algorithm and the test prob-

lems

The algorithm can, effectively, be split up into four steps: the spatial decomposition

of the global vector field into locally accurate Taylor series; the reconstruction of a

global vector field using the partition of unity; and then the decomposition of the

vector field in time using the log-signatures and Lie basis, and its reconstruction via

the contraction of the log-signatures with the vector fields. We shall attempt to use

the test problems we have already discussed to test as many of these steps as possible

for accuracy and efficiency. The third and fourth steps are difficult to separate, but we

can test the first and second steps separately, and then the third and fourth together.

The harmonic oscillator has the advantage of a known exact closed-form solution,

which makes it a good choice for tests of accuracy. However, it is a linear problem,

and so we do not need to use the Taylor series expansions, and therefore the full

versions of the algorithm will, of necessity, be highly simplified. We will not be able

to test the accuracy of the Taylor series expansion for this problem, which means that

we also cannot test the suitability of the placement of the triangulation points for the

partition of unity. The main use of this problem is as a basic test that the partition of

unity works as a way of interpolating between local vector fields, and that the vector

field decomposition using the signatures and Hall basis is producing the right flow

map.

The Airy equations also have known exact analytical solutions, and also display

two different modes of behaviour; exponential behaviour for positive t, and oscillatory

behaviour for t negative. However, as they are linear problems, they will not require

the Taylor series expansions. The main use of the Airy equations as a test problem
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will be to test the vector field decomposition, and to see if it will produce a better ap-

proximation to the oscillatory section of the problem than the Runge-Kutta-Nyström

based solution. Both the Airy equations and the harmonic oscillator have the ad-

vantage that the algorithm should exactly recreate the original linear set of ODEs,

and so we can expect the algorithm’s results to be as accurate as the fourth-order

Runge-Kutta solver (since the map reconstruction is exact, and the least accurate

step is the solving of the ODE for the flow using a Runge-Kutta method).

The simple pendulum is a slightly more advanced test problem. It also has an

exact closed-form solution, which we can use to check the accuracy of the solutions.

Since this problem is nonlinear, it is a good first test for the accuracy of the Taylor

expansions and the choice of the placement of the triangulation points. Given that

the problem is nonlinear, we can also use this as a slightly more advanced test of the

vector field decomposition.

The Interacting Simple Pendula system is the first problem to test the method’s

robustness with a large number of vector fields. At this point, we test the Taylor

series, the partition of unity, and the vector field decomposition simultaneously, as all

three will be required to solve this problem. In this case, we expect the solution to

be able to reproduce the slow growth in energy due to the interactions between the

control and response particles. The Interacting Harmonic Oscillators system will be

the most demanding test yet, as we shall require the solution to reproduce the jumps

in energy caused by the close transits, as well as the oscillations in the energy, and

to remain stable for large N .

There are various ways in which we could measure the accuracy of the approx-

imations, but the most obvious way is to define a distance function d between the

time series y1(t) given by the algorithm, and the time series y2(t) given by either the

exact closed-form solution or the Runge-Kutta-Nyström based method. In this case,

we simply let

d(t) = |y1(t)− y2(t)|, (4.1)

where | · | denotes the l2 norm. We also define a second coordinate-wise distance

function

e(t) = (y1(t)− y2(t), p1(t)− p2(t)). (4.2)
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Figure 4.1: Plots of y and p against time for the harmonic oscillator, with initial
conditions y0 = 0, p0 = 1. We compare the results for the algorithm, for the exact
solution, and for fourth-order RKN, using a time step of ∆t = 0.01. We observe that
there is very little difference.

4.1.1 Results

4.1.2 Simple harmonic motion

We shall be solving the equations for simple harmonic motion, as given by Equation

(3.31) in the previous chapter, with the initial conditions y0 = 0, p0 = 1 and a grid

of four triangulation points a distance 2 apart. We compare the solutions for the

algorithm with the exact closed-form solution and with fourth-order RKN.

We observe from Figure 4.1 that the difference between the solutions is small,

and almost imperceptible on the scale of the full amplitude. From Figures 4.2-4.3,

we observe that the solution produced by the algorithm oscillates about the exact

solution with amplitude 10−2, with a mean error of O(10−4). We also observe that

the difference between the algorithm and the RKN-based solution is O(10−8), but

slowly growing in magnitude.

As we had expected, the error for this case was close to the error found by using

an RKN method, since the algorithm effectively decomposes the vector fields then

re-composes them to regain the same linear vector field, which we can then solve

using a fourth order Runge-Kutta method. The Runge-Kutta solver we used for the
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Figure 4.2: Plots of d1 and d2 against time for the harmonic oscillator, with initial
conditions y0 = 0, p0 = 1, where d1 is the distance between the exact solution and
the solution given by the algorithm, and d2 is the distance between the exact solution
and the solution given by fourth-order RKN.
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Figure 4.3: Plots of e1 and e2 against time for the harmonic oscillator, with initial
conditions y0 = 0, p0 = 1, where e1 is the coordinate-wise distance between the
exact solution and the solution given by the algorithm, and e2 is the coordinate-wise
distance between the exact solution and the solution given by fourth-order RKN.

flow map is not a symplectic one, and since the harmonic oscillator is a Hamiltonian

system it is to be expected that the symplectic RKN method will yield more accurate

results.

4.1.3 The Airy equations

We shall be solving the Airy equations, as given in the previous chapter by the

equations (3.46), where we set the parameter K = 1 and with the initial conditions

y0 = 1, p0 = 0. The analytic solution in this case will be

y2 = A
′

Ai(−t) +B
′

Bi(−t). (4.3)

We shall focus in particular on solving the Airy equation for a negative time case,

from t = 0 to t = −4, and observing how well the algorithms deals with the oscillatory

behaviour. Once again set, we up a grid of four evenly spaced triangulation points.

As we can see from Figure 4.4, the simplified algorithm provides a good approxi-

mation for the solutions of the Airy equations for the negative time case, as we might

have expected given that we are once again working with a linear system of ODEs.

From Figure 4.5, we can see that the difference between the solution given by the

algorithm and the solution given by RKN is O(10−16) and grows irregularly with
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Figure 4.4: Plots of y and p against time for the Airy equations, with initial conditions
y0 = 0, p0 = 1. We compare the results for the algorithm and for fourth-order RKN,
using a time step of ∆t = 0.01. We observe that there is very little difference.
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Figure 4.5: Plots of d and e against time for the harmonic oscillator, with initial
conditions y0 = 0, p0 = 1.
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Figure 4.6: Plots of y and p against time for the simple pendulum, with initial
conditions y0 = 0, p0 = 1. We compare the results for the algorithm to those for
the exact solution. We observe a spurious growth in amplitude for the algorithmic
results.

(negative) time. We have a closer similarity in this case as the Airy equations are not

Hamiltonian, and so the symplectic solver does not have an advantage here.

4.1.4 The simple pendulum

We shall be solving the equations for the simple pendulum, given in the previous

chapter by the equations (3.41), with the initial conditions y0 = 0, p0 = 1. We

have constructed the partition of unity using the quadtree method described in the

previous chapter, requiring that the sum of the Taylor series remainders be less than

O(10−5). This provides a grid of 256 triangulation points with spacing 0.25.

We observe from Figures 4.6 and 4.7 that the algorithm is not, in fact, providing an

accurate solution for the simple pendulum; introducing the Taylor series expansion,

the accuracy concerns of the partition of unity, and the accuracy concerns of taking

enough terms of the signature has introduced an error term which is steadily growing

with time, and also a growing phase shift error.
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Figure 4.7: Plots of d and e against time for the simple pendulum, with initial
conditions y0 = 0, p0 = 1.
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Figure 4.8: Plots of p against time for the Interacting Harmonic Oscillators system,
with initial conditions y0 = 0, p0 = 1. We observe that the error in the plot manifests
dramatically even over short time scales.

4.1.5 The Interacting Simple Pendula system

We shall be solving the equations for the ISP system, as described in Chapter 2, with

the initial conditions y0 = 0, p0 = 1. We have constructed the partition of unity

using the quadtree method described in the previous chapter, requiring in this case

that the sum of the Taylor series remainders be less than O(10−4). This yields a grid

of 64 triangulation points with spacing 0.5.

In this case, the error growth has become even more drastic than in the simple

pendulum case; we observe that the solutions provided by the algorithm are rapidly

becoming inaccurate over a small number of time steps.
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Figure 4.9: Plots of p against time for the Interacting Harmonic Oscillators system,
with initial conditions y0 = 0, p0 = 1. We observe that the error in the plot manifests
dramatically even over short time scales.

4.1.6 The Interacting Harmonic Oscillators system

We shall be solving the equations for the IHO system, as described in Chapter 2,

with the initial conditions y0 = 0, p0 = 1. Again, we have constructed the partition

of unity using the quadtree method described in the previous chapter, requiring in

this case that the sum of the Taylor series remainders be less than O(10−3). This

provides a grid of 4 triangulation points with spacing 1.

As we can see from Figure 4.9, the implementation of the algorithm produces

results which begin to deviate from the RKN-based solutions very early on. The IHO

system was expected to be the most demanding test problem, due to its sensitivity

to the influence of the control particles, and it appears that the algorithmic imple-

mentation has broken down badly with regard to this problem. In particular, the

quadtree method seems incapable of producing any greater level of accuracy than the

four point partition we have employed without requiring in excess of 2100 triangula-
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tion points, since the effect of the control particles produces very large fluctuations in

the strength of the vector field on a small space scale. Addressing this problem will

require considerable improvements to the implementation of the algorithm.

4.2 Summary

On linear systems of ODEs, the implementation of the algorithm produces a level of

accuracy comparable to fourth-order Runge-Kutta; this is to be expected, as we are in

effect using the signatures and vector fields to reconstruct the original equations and

then solving them forward using a fourth-order Runge-Kutta solver. When used on

even a simple nonlinear system such as the simple pendulum, however, the accuracy of

the implementation decreases rapidly with time, as both amplitude errors and phase

shifts enter into the solution.
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Chapter 5

Conclusions

5.1 Introduction

We have, in this thesis, described a new algorithm that can be used to solve differential

equations driven by large numbers of vector fields. We have also discussed ways of

implementing the algorithm computationally, although it is clear from the preliminary

results that this implementation is flawed. We have shown that the decomposition

in space and time is a viable method with a bound on its maximum error, but we

have some distance to go before the computational implementation can be used on a

large-scale physical problem.

5.2 The test problems

The Interacting Simple Pendula and Interacting Harmonic Oscillators systems are

interesting in their own right, and could reward further study. They are both com-

plicated dynamical systems which may display many interesting forms of behaviour.

For example, we have carefully chosen the positioning of the control particles in order

to prevent the response particle from becoming too close to them, in order to avoid

singularities in the equations. If we could find a way to deal with such singularities,

we could explore a wider variation in the types of distribution of the control particles,

and how these might affect the behaviour of the response particle.

5.2.1 Physically plausible test problems

The next step in the development of these two systems would be to address the

question of making the interactions between the control particle and the response

particles mutual, in order to eliminate the slow growth of energy we see in the ISP
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problem. It is worth noting that whilst both the simple pendulum and harmonic

oscillator are Hamiltonian problems, neither the ISP or IHO systems are, since energy

can be transferred from the control particles to the response particle but not vice

versa. A fully mutually interacting test problem would be globally Hamiltonian, in

that the total energy of the system (over all control and response particles) would be

conserved. Such a system could then be used as an example of a complicated test

problem driven by multiple vector fields that was also Hamiltonian, and which could

then be used as a test for symplectic algorithms for solving this type of problem.

5.2.2 Higher dimensional test problems

We can also design more interesting systems by taking the same idea as the ISP

and IHO systems and applying it to higher-dimensional problems. For example,

consider a system in which we consider multiple interacting pendula operating under

the equations of the Swinging Spring system (see [11,12,20,30], which we shall refer to

as the Weakly Interacting Swinging Springs system. The WISS system has equations

of motion for the response particle of the form:

dx = pdt, (5.1)

dp = F(x)dt+ γdt, (5.2)

where

γ ∈ R
n =

N
∑

i=1

Gi(x,p, t), (5.3)

is a (small) forcing term given by a superposition of N small-magnitude functions

Gi(x,p, t), where N is large, and the unperturbed system of equations which describe

the Hamiltonian external influences on the response particle are given by the swinging

spring equations (see [11]):

ẍ = −(r − 1)

r
x, (5.4)

ÿ = −(r − 1)

r
y, (5.5)

z̈ = −(r − 1)

r
z − L, (5.6)

where y = (x, y, z),p = (px, py, pz) ∈ R
3 specify the trajectory of the response parti-

cle, and L is a parameter.
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The external influences on the ith control particle are also given by the swinging

spring equations;

dxi = pidt, (5.7)

dpi =



−|xi| − 1

|xi|
xi +





0
0
−L′







 dt, (5.8)

where the ith control particle has a trajectory given by xi = (xi, yi, zi) ∈ R
3,pi =

(pxi
, pyi, pzi) ∈ R

3, and L
′

is a parameter which is the same for all the control particles.

The forcing term γ is given by the interactions between the cloud of control

particles and the response particle. As in the IHO and ISP systems, we assume that

the attraction between each control particle and the response particle takes the form

of a vector field of a form similar to a gravitational attractive force, governed by a

similar inverse square law, and so we have

γ =

N
∑

i=1

G
xi − x

|xi − x|3 , (5.9)

where xi is the position vector of the ith control particle and G≪ 1 is a parameter.

Hence, the equations of motion of the response particle under the total resultant

influences would be

ẋ = p, (5.10)

ṗ = −|x| − 1

|x| x +





0
0
−L



+

N
∑

i

G
xi − x

|xi − x|3 . (5.11)

Here we have an example of a test problem in 6 dimensions driven by a large

number of vector fields, which we can investigate in the same way as the IHO and

ISP systems. We could also use this a test for a higher-dimensional version of the

algorithm we constructed in this thesis.

5.2.3 Stochastic test problems

It is also worth noting that the test problems we have studied so far are not stochastic,

and do not produce a very rough driving path. The algorithm should, in theory, be

able to deal with a rough driving path, so long as it is of bounded p-variation, but

the question of how many terms of the signature we would need to take in order to

obtain the same level of accuracy that we have managed for the previous algorithms

remains to be addressed.
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We could consider the construction of a test problem based on one of the Inter-

acting Pendula systems; in this case the response particle would be governed by the

pendulum equations, but the control particles would be subject to small random per-

turbations. It would, in this case, be less straightforward to guarantee the absence

of close transits based on initial positioning (unless the distance between the control

and response particles was very large and the maximum magnitude of the random

perturbations very small), so it might be best only to deal with this problem once

we have worked out a way of coping with singularities in the system (as we discussed

above).

5.3 Improvements to the implementation of the al-

gorithm

In implementing the algorithm for our current test problems, we have had to sacrifice

accuracy for the sake of speed and computational simplicity. There are several areas

in which we have had to compromise on the level of accuracy we can expect from

the algorithm: the placing of the triangulation points; the number of terms of Taylor

series expansion we take; and the number of terms of the signature that we consider.

If we choose a finer grid of triangulation points, we will have to consider a larger

value of J . This will increase the number of vector fields involved when computing the

Hall basis, although this section in the code is capable of quickly finding basis vectors

for a large alphabet size. Taking more terms of the Taylor series is unlikely to slow

the algorithm down considerably, as Neidinger’s code for computing the coefficients

is reasonably fast and efficient. It would, however, also increase the number of basis

vectors involved whilst computing the Hall basis. Taking more terms of the signature

will require us to find the Hall basis to a greater depth, which will slow the code down

considerably. It will also require us to find further Lie brackets, which is a symbolic

operation in Matlab and hence considerably slower than the numerical operations. In

general, the code for implementing the algorithm can also be made faster by using

numerical rather than symbolic computations wherever possible. Looking into these

options, and finding out which one will be the most viable, will be the next step on

the way to producing a robust implementation for the algorithm that is capable of

producing a higher level of accuracy.
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