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Abstract
Deep generative models and variational Bayesian inference are two frameworks

for reasoning about observed high-dimensional data, which may even be combined.
A fundamental requirement of either approach is the parametrization of an
expressive family of density models. Normalizing flows, sometimes also referred
to as invertible neural networks, are one class of models providing this: they
are formulated to be bijective and differentiable, and thus produce a tractable
density model via the change-of-variable formula. Beyond just deep generative
modelling and variational inference, normalizing flows have shown promise as a
plug-in density model in other settings such as approximate Bayesian computation
and lossless compression. However, the bijectivity constraint can pose quite a
restriction on the expressiveness of these approaches, and forces the learned
distribution to have full support over the ambient space which is not well-
aligned with the common assumption that low-dimensional manifold structure
is embedded within high-dimensional data.

In this thesis, we challenge this requirement of strict bijectivity over the space
of interest to modify normalizing flow models. The first work focuses on the
setting of variational inference, defining a normalizing flow based on a discretized
time-inhomogeneous Hamiltonian dynamics over an extended position-momentum
space. This enables the flow to be guided by the true posterior unlike baseline
flow-based models, thus requiring fewer parameters in the inference model to
achieve comparable improvements in inference. The next chapter proposes a new
deep generative model which relaxes the bijectivity requirement of normalizing
flows by injecting learned noise at each layer, sacrificing easy evaluation of the
density for expressiveness. We show, theoretically and empirically, the benefits
of these models in density estimation over baseline flows. We then demonstrate
in the next chapter that the benefits of this model class extend to the setting of
variational inference, relying on auxiliary methods to train our models. Finally,
the last paper in this thesis addresses the issue of full support in the ambient
space and proposes injective flow models directly embedding low-dimensional
structure into high dimensions. Our method is the first to optimize the injective
change-of-variable term and produces promising results on out-of-distribution
detection, which had previous eluded deep generative models. We conclude with
some directions for future work and a broader perspective on the field.
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Abstract

Deep generative models and variational Bayesian inference are two frameworks for
reasoning about observed high-dimensional data, which may even be combined. A
fundamental requirement of either approach is the parametrization of an expressive
family of density models. Normalizing flows, sometimes also referred to as invertible
neural networks, are one class of models providing this: they are formulated to be
bijective and differentiable, and thus produce a tractable density model via the
change-of-variable formula. Beyond just deep generative modelling and variational
inference, normalizing flows have shown promise as a plug-in density model in
other settings such as approximate Bayesian computation and lossless compression.
However, the bijectivity constraint can pose quite a restriction on the expressiveness
of these approaches, and forces the learned distribution to have full support over
the ambient space which is not well-aligned with the common assumption that
low-dimensional manifold structure is embedded within high-dimensional data.

In this thesis, we challenge this requirement of strict bijectivity over the space
of interest to modify normalizing flow models. The first work focuses on the
setting of variational inference, defining a normalizing flow based on a discretized
time-inhomogeneous Hamiltonian dynamics over an extended position-momentum
space. This enables the flow to be guided by the true posterior unlike baseline
flow-based models, thus requiring fewer parameters in the inference model to achieve
comparable improvements in inference. The next chapter proposes a new deep
generative model which relaxes the bijectivity requirement of normalizing flows
by injecting learned noise at each layer, sacrificing easy evaluation of the density
for expressiveness. We show, theoretically and empirically, the benefits of these
models in density estimation over baseline flows. We then demonstrate in the next
chapter that the benefits of this model class extend to the setting of variational
inference, relying on auxiliary methods to train our models. Finally, the last
paper in this thesis addresses the issue of full support in the ambient space and
proposes injective flow models directly embedding low-dimensional structure into
high dimensions. Our method is the first to optimize the injective change-of-variable
term and produces promising results on out-of-distribution detection, which had
previous eluded deep generative models. We conclude with some directions for
future work and a broader perspective on the field.
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1
Introduction

This thesis is concerned with developing algorithms that automatically extract

structure from high-dimensional data. Bayesian inference is one framework for

intuitively reasoning about underlying factors of variation in observed data, but

traditional methods can struggle to scale since computational requirements increase

sharply with dimension. Circumventing this limitation are variational approaches,

which introduce some bias but empirically converge much faster, particularly in

high-dimensional settings. Some approaches to variational inference are also able

to incorporate deep neural networks, casting them more generally into the realm

of deep generative models. These methods provide a complementary perspective

on unsupervised analysis of high-dimensional data, affording additional flexibility

to the variational family of posteriors.

Throughout this thesis, we will focus on one class of deep generative model

in particular: normalizing flows [Tabak and Vanden-Eijnden, 2010, Rezende and

Mohamed, 2015]. Normalizing flows admit exact likelihoods and have thus risen to

popularity as a family of plug-in density models in a number of settings, including

variational Bayesian inference and directly as generative models of observed data.

However, despite their successes, they can still struggle to model high-dimensional

distributions with complicated topological structure in a numerically stable way;

since they also do not explicitly include information about the target distribution,

1



1. Introduction 2

they may experience difficulties in variational inference as well. We will highlight

in this section how we can ameliorate some of these issues by either augmenting

or reducing the dimensionality of the flow problem where appropriate, deferring

the details to the papers constituting the body of this thesis. We begin by briefly

reviewing the key modelling and inferential frameworks we will consider in this

thesis: variational Bayesian inference, deep generative models, and normalizing

flows. Since this thesis is in the integrated format, the full literature review is

deferred to the individual chapters.

1.1 Variational Inference

In this section we introduce variational inference, as two of the chapters in this

thesis are focused on applying normalizing flows to this setting. We start with a

brief overview of Bayesian inference, discuss how to build and optimize explicit

variational models of the posterior, and lastly discuss how to train variational

models on extended spaces.

1.1.1 Bayesian Inference

Bayesian inference provides a framework for reasoning about data probabilistically,

for example as a means for inferring the latent processes underlying the creation

of observed data, or generating predictions with quantified uncertainty [Gelman

et al., 2013]. In this setting, we assume we have access to the following:

• A prior distribution with density1 pZ over some space Z describing a latent

variable Z.

• A likelihood model pX|Z(· | Z) describing how the data X defined on some

space X is generated from the latent variable Z.

1Although densities are not necessarily required here, we will assume throughout that latent
variables admit a density as it simplifies the notation and presentation.
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1. Introduction 3

Then, given observed data2 x ∈ X , the object of interest becomes the posterior

distribution, which by Bayes’ rule has density

pZ|X(z | x) = pX,Z(x, z)∫
Z pX,Z(x, z′) dz′ , (1.1)

where we define the joint distribution pX,Z(x, z) := pX|Z(x | z) · pZ(z) for all

x ∈ X and z ∈ Z.

When performing Bayesian analysis, we are typically interested in computing

expectations of the form EpZ|X(·|x) f(Z) for some function f defined on Z, where

pZ|X(· | x) is the posterior. However, the integral appearing in the denominator of

(1.1) is numerically intractable in many cases. Markov chain Monte Carlo (MCMC)

[Brooks et al., 2011] is a popular approach to sidestep this issue, relying on the

fact that we only require samples from the posterior and not the entire functional

form to compute the required expectation. MCMC methods construct a Markov

chain with invariant distribution given by the posterior [Geyer, 2011]; this chain

will converge to the posterior given enough computation time. Yet despite this

asymptotic exactness, the number of samples (and therefore computation time)

required for good coverage of the posterior can increase rapidly with dimension

[Neal, 2011, Section 4.4] and thus we focus on alternative approaches here.

Stochastic expectation maximization methods [Cappé and Moulines, 2009] are

yet another class of algorithms for approximate inference, but are less generally

applicable in that they require exponential family distributions with a particular

structure to ensure tractability [Chen et al., 2018]. We will therefore not study

these approaches further in this thesis.

1.1.2 Standard Variational Inference

Instead of attempting to just sample from the posterior, we may elect to directly

parametrize an approximate posterior as is done in variational inference [Wainwright

and Jordan, 2008, Blei et al., 2017]. The goal now is to optimize the parameters of
2Traditionally this refers to an observation of an entire dataset, but may also denote just a

single datapoint in contexts like factor modelling or amortized inference. We discuss the latter in
subsection 1.2.1.
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1. Introduction 4

this approximate posterior – here denoted qZ – by minimizing the KL divergence

from the true posterior pZ|X(· | x) for observed data x. For a fixed model pX,Z , this

is equivalent to maximizing the evidence lower bound (ELBO), given by

L(x) := Ez∼qZ
[log pX,Z(x, z)− log qZ(z)], (1.2)

which can be shown to be a lower bound on the (typically) intractable log-evidence

log pX(x) := log
∫
pX,Z(x, z) dz. This objective introduces bias not present in MCMC

methods – as parametric assumptions must be made, which can limit the class of

posteriors our variational model can represent – but has also demonstrated the

ability to computationally scale to higher-dimensional settings [Hoffman et al.,

2013, Blei et al., 2017].

Much of the research in variational inference (see Blei et al. [2017] for a review)

focuses on specifying the family of variational models over which we optimize.

The challenge here involves parametrizing a class of distributions for which you

can calculate (or at least estimate) ∇L(x), where ∇ denotes differentiation with

respect to the parameters of qZ . Mean-field approaches, wherein qZ := ∏
i qZi

is

factored independently along the dimensions of latent variable Z ≡ (Zi)i, were

the first successful type of variational methods. These models are attractive

for their simplicity: L(x) may be available in closed-form, and even if not, its

gradient is typically straightforward to estimate. However, simplicity comes at the

cost of representational power, as we disregard any possible dependence between

coordinates in latent space. This lack of representational power, combined with the

mode-seeking behaviour of the KL objective, can in turn lead to underestimation of

the variance of the posterior [Yin and Zhou, 2018]. Improvements have been made

on the mean-field model to introduce dependence between variables – including

using normalizing flows [Rezende and Mohamed, 2015] which we will discuss later –

but the lack of expressiveness inherent in the standard approach of parametrizing

explicit qZ remains a difficult limitation to overcome.
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1. Introduction 5

1.1.3 Auxiliary Variational Inference

Explicit models are convenient for optimizing (1.2) since log qZ can be evaluated

directly. However, to gain expressiveness, we might consider defining qZ implicitly,

i.e. introduce into the variational model an auxiliary latent variable U defined on

some space U so that, for all z ∈ Z, qZ(z) :=
∫
U qZ,U(z, u) du is defined via the

joint distribution qZ,U over latent and auxiliary variables. If we are able to specify

tractable qZ,U , we can then use the framework of auxilary variational inference

[Agakov and Barber, 2004, Ranganath et al., 2016] to optimize our approximate

posterior. Since (1.2) can no longer easily be estimated, these methods propose

optimizing an auxiliary ELBO instead, given below as

L′(x) := E(z,u)∼qZ,U
[log pX,Z(x, z)− log qZ,U(z, u) + log rU |Z(u | z)], (1.3)

where we introduce an auxiliary inference distribution rU |Z to infer the auxiliary

variables given the latent variables. It is not hard to show (e.g. [Lawson et al.,

2019, Eq. (4)]) that (1.2) relates to (1.3) via

L(x) = L′(x) + Ez∼qZ

[
DKL

(
qU |Z(· | z) || rU |Z(· | z)

)]
. (1.4)

Thus, optimizing L′ instead of L incurs additional bias, but the improved expres-

siveness from using implicit qZ can result in a lower KL divergence from qZ to the

true posterior pZ|X – for example when using continuously-indexed flows (CIFs)

instead of normalizing flows for variational inference as in chapter 4 – and thus a

better inference model overall. Furthermore, in certain cases we can control the

bias by structuring rU |Z to match the form of the typically intractable qU |Z , which

we also leverage in chapter 4 when stacking layers of CIFs.

It can be shown that many recent developments in variational inference are

instances of the auxiliary variational inference framework [Lawson et al., 2019,

Section 5]. Methods such as Hamiltonian variational inference [Salimans et al.,

2015], the importance weighted auto-encoder [Burda et al., 2016], and semi-implicit

variational inference [Yin and Zhou, 2018] can all be seen as optimizing a bound

of the same form as L′ in training. Auxiliary variational inference thus remains
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1. Introduction 6

a promising direction for improving practical performance of inference methods

and is a major focus of this thesis.

1.2 Deep Generative Models

We now shift away from a purely Bayesian approach and enter the realm of

deep generative models, which are a class of probabilistic methods containing

neural-network-based components [Ruthotto and Haber, 2021]. Given an observed

set of data D := {xi}n
i=1, where now each datapoint xi satisfies xi ∈ X , these

methods typically attempt to parametrize the density underlying the unknown data-

generating distribution. Thus, deep generative models can broadly be considered as

methods for density estimation, and many of them are trained using either exact

maximum likelihood estimation or an approximation thereof.

Deep generative models are becoming particularly popular for density estimation

in high dimensions, as traditional methods such as the histogram [Birgé and

Rozenholc, 2006] or the kernel density estimator [Zambom and Ronaldo, 2013]

are plagued by the curse of dimensionality: they provably require the number of

observed samples to increase exponentially with the problem dimension to produce

acceptable density estimates [Nagler and Czado, 2016]. Deep belief networks [Hinton

et al., 2006] were among the first deep approaches to probabilistic modelling and

provided useful representations for classification, but required a more antiquated

layer-wise training scheme. These models more generally belong to the class of

energy-based models [Teh et al., 2003, LeCun et al., 2006], which has recently re-

emerged as a popular and expressive framework for deep probabilistic modelling [Du

and Mordatch, 2019, Nijkamp et al., 2019], including as an extension to other deep

generative frameworks [Xiao et al., 2020, Arbel et al., 2020]. However, intractability

of the parametrized density makes training these models a challenge [Song and

Kingma, 2021], requiring careful use of MCMC techniques which are again tough

to apply in high-dimensional settings. Generative adversarial networks [Goodfellow

et al., 2014] are yet another prevalent deep generative model with striking results

on image generation [Karras et al., 2019, Brock et al., 2019], but are themselves
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1. Introduction 7

difficult to train and do not admit tractable likelihoods. Therefore in this thesis

we focus on other approaches, such as variational autoencoders or normalizing

flows (further described in subsection 1.2.1 and subsection 1.2.2, respectively)

which result in densities that are either tractable to compute or straightforward

to estimate, and are thus easier to train.

1.2.1 Variational Auto-Encoders

As noted earlier, Bayesian inference provides a general framework for reasoning

about data. The principles of variational inference can also be used as part of

a larger generative modelling scheme which does not treat all parameters in a

Bayesian fashion, as the ELBO (or auxiliary ELBO) can serve as a surrogate

loss function for maximum likelihood estimation. This is the idea underlying the

variational auto-encoder (VAE) [Kingma and Welling, 2014, Rezende et al., 2014],

which we describe in this section. Here, we model each point in the dataset as

the X-marginal of the generative process

Z ∼ pZ , X ∼ pX|Z(· | Z), (1.5)

where pZ is the prior distribution of some lower-dimensional latent variable, and

pX|Z is a likelihood model comprised of neural networks with parameters θ. The

goal here is to maximize the intractable marginal log-likelihood log pX with respect

to the parameters of θ over the observed dataset D.

Now, given an inference model qZ with parameters φ, we can learn both θ and

φ concurrently by maximizing the ELBO (1.2), which provides a lower bound on

log pX . This allows us to perform Bayesian inference for the latent variables while

simultaneously learning θ in a frequentist, albeit biased, manner, with the amount

of bias moderated by the quality of posterior approximation. Although we would

optimally choose a completely different inference model for each datapoint [Cremer

et al., 2018], such an approach is unable to share information across examples and

may lead to overfitting, increased computational cost, and difficulties in training the

model. Thus, early approaches instead amortized the cost of inference across the
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1. Introduction 8

entire dataset, building a shared approximate posterior qZ|X generally also endowed

with neural network structure [Kingma and Welling, 2014, Rezende et al., 2014].

Yet early work still constrained qZ|X to have a multivariate Gaussian structure

with diagonal covariance, even further limiting the expressiveness of the variational

family and thus increasing the bias of the training procedure.

Improving on this explicit mean-field Gaussian parametrization has been one of

the major drivers of recent VAE (and, more generally, variational inference) research.

Normalizing flows [Rezende and Mohamed, 2015] provide a direct method to increase

the flexibility of posterior approximation while keeping the ELBO tractable and

will be described further in subsection 1.2.2. Auxiliary variational methods, such

as those described in subsection 1.1.3, have also featured as an expressive implicit

variational family in VAEs, although they often require auxiliary objectives to

train and introduce additional bias. Two of the chapters of this thesis – chapter 2

and chapter 4 – focus on methods sitting at the intersection of these approaches,

inheriting a degree of tractability from the inclusion of normalizing flows while

parametrizing expressive auxiliary variational families.

1.2.2 Normalizing Flows

In this section, we now introduce normalizing flows [Tabak and Vanden-Eijnden,

2010, Challis and Barber, 2012, Tabak and Turner, 2013, Dinh et al., 2014,

Rezende and Mohamed, 2015], which have emerged as a flexible, general-purpose

framework for modelling or estimating densities; as stated earlier, models of this type

feature heavily throughout the thesis as we work with them in each body chapter.

Normalizing flows construct a density model pX as the pushforward of a simple base

distribution3 pW over Rd through a parametrized diffeomorphism – i.e. a differentiable

bijection – f : Rd → Rd, or equivalently as the X-marginal of the generative process

W ∼ pW , X := f(W ). (1.6)
3Note that we use the non-standard variable W here to avoid notational clashes with the

latent variable Z from Bayesian modelling and the auxiliary variable U from auxiliary variational
inference and subsection 1.3.2.

DRAFT Printed on 1 March 2022



1. Introduction 9

The function f is typically referred to as the flow. The generative model here

directly parametrizes a bijective mapping from latent to data space, thus allowing

for exact inference and inversion of the model, in contrast with the VAE model

shown in (1.5) which parametrizes a likelihood model and thus has more freedom

to represent a wider range of densities. However, the most attractive property of

normalizing flows is that they theoretically admit exact densities for pX – unlike

VAEs – via the change-of-variable formula

pX(x) = pW (f−1(x)) · | det Df(f−1(x))|, (1.7)

where Df denotes the Jacobian of f ; flows are designed such that the determinant

of this term is efficient to compute, which then allows for straightforward training

via maximum likelihood for density estimation. Normalizing flows may also be used

as components of larger modelling frameworks requiring density models, such as

variational inference (the use of flows here is described further in section 1.2.2), ap-

proximate Bayesian computation [Papamakarios et al., 2019b], lossless compression

[Ho et al., 2019], and reinforcement learning [Singh et al., 2020]. More details on

specific flow implementations and applications are available in the survey papers

Kobyzev et al. [2020] and Papamakarios et al. [2019a].

While bijectivity is convenient for computing densities, it also provably limits

the class of distributions that the model can express, as we will elaborate on in

subsection 1.3.2 and chapter 3. This can cause poor conditioning in the Jacobian

matrix and non-invertibility in the flow, as has been empirically observed in

[Behrmann et al., 2021] as well. In this case, (1.7) becomes unreliable, at which

point we no longer achieve the exact likelihoods motivating normalizing flows in

the first place. One way to avoid this issue is to enforce bijectivity on an even

higher-dimensional space and then integrate out the extra variables; a technique

following this principle is introduced in subsection 1.3.1 and chapter 2, and has

been shown in the literature [Dupont et al., 2019, Zhang et al., 2019, Chen et al.,

2020] to provide both theoretical and empirical benefits in certain settings. An

alternative, but related, approach, which we will briefly describe in subsection 1.3.2
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(and in more detail in chapter 3), is to relax the bijectivity constraint by directly

augmenting any standard flow-based generative model with additional noise at each

layer. This construction has shown empirical improvements in density estimation.

We can see that in either case, we modify the flow with additional dimensions of

randomness to achieve benefits in expressiveness at the cost of inexact likelihoods.

However, both of these techniques – along with the original normalizing flow

model – still define a distribution having full support over Rd. When modelling

high-dimensional data, this construction violates the manifold hypothesis, which

states that such data typically lies on a low-dimensional manifold embedded in the

ambient space. We can thus instead use flow-based methods to define densities

directly on manifolds. Previous work [Rezende et al., 2020, Mathieu and Nickel,

2020] has accomplished this by first assuming that the data assumes a particular

manifold structure, and then fitting a density on it. Unfortunately this approach has

not been shown to scale to high-dimensional settings of interest in this thesis where

the manifold is unknown. On the other hand, in subsection 1.3.3 and chapter 5 we

present a method based on injective, or rectangular, flows, which simultaneously

learns a generic data manifold and an associated density with respect to the

Riemannian measure on this manifold. This allows for direct and flexible embedding

of low-dimensional structure within a high-dimensional ambient space. We find that

our approach also correctly performs out-of-distribution detection on certain image

datasets – which had previously been a well-known failure mode of full-support

likelihood-based generative models [Nalisnick et al., 2018] – further motivating the

need for manifold-supported models of high-dimensional data.

Normalizing Flows in Variational Inference

In this section we elaborate further on normalizing flows for variational inference,

which historically had motivated early research on normalizing flows [Tabak and

Vanden-Eijnden, 2010, Rezende and Mohamed, 2015]. Here, a flow model is used

to parametrize the variational posterior qZ (or qZ|X when including amortization).

A typical approach is to first take a pre-existing explicit variational model, such

DRAFT Printed on 1 March 2022



1. Introduction 11

as a mean-field Gaussian, as the base distribution, and then apply a flow on

top of samples from this distribution to introduce complex dependencies between

coordinates of the variational distribution. Assuming the identity transformation is

in the class of possible flows, this technique generalizes the pre-existing variational

inference procedure at the cost of additional parameters. Normalizing flows can even

be used to improve the inference model qZ in VAEs (as proposed by Rezende and

Mohamed [2015]), which as noted above had originally prescribed a neural-network

based mean-field Gaussian inference distribution.

However, despite their improved expressiveness, vanilla normalizing flow models

may not be well-suited to approximate complicated target posterior distributions

because the flows themselves do not take into account this target in their construction.

Only the ELBO training objective from (1.2) provides information about the

target distribution to the flow, which is itself quite indirect. This can hamstring

the performance of flows in variational inference as training these often heavily-

parametrized models becomes very challenging, akin to shooting in the dark. There is

also no natural way to amortize individual flow steps, with methods often relying on

data-dependent hypernetworks – i.e. neural networks whose outputs are themselves

the parameters of a different neural network – with additional hyperparameters to

parametrize the flow at each layer [Rezende and Mohamed, 2015, Kingma et al.,

2016, Van Den Berg et al., 2018]. In subsection 1.3.1 and chapter 2, we demonstrate

how to overcome these issues and introduce a flow method specifically for variational

inference which uses time-inhomogenous Hamiltonian dynamics guided by the true

posterior. Our approach also provides a natural mechanism for amortization,

avoiding the use of temperamental hypernetworks to output the flow parameters.

1.3 Contributions

Now we briefly discuss the contributions made in this thesis.
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1.3.1 Hamiltonian Variational Auto-Encoder

Recall as discussed in section 1.2.2 that one of the major limitations of using

normalizing flows in variational inference is that the flow itself is not guided by

information about the target distribution. Thus, the first paper in this thesis –

featured in chapter 2 – presents a method augmenting the inference distribution

of a VAE with discretized Hamiltonian dynamics, which naturally incorporates

information about the true posterior via the potential energy function contained in

the Hamiltonian. The flow of the dynamics can be seen as a target-informed nor-

malizing flow on the extended position-momentum space. It is also straightforward

to include amortization in this framework. We build on previous work [Salimans

et al., 2015] which used Hamiltonian Monte Carlo [Neal, 2011] to parametrize the

approximate posterior, but avoid taking MCMC steps and thus lower the variance

of our ELBO estimators by calculating optimal reverse kernels. Our method can be

seen as an application of Hamiltonian importance sampling [Neal, 2005], but with

the introduction of a learned variational tempering scheme which demonstrates

benefits over fixed tempering in practice.

1.3.2 Continuously-Indexed Normalizing Flows

Next, in chapter 3, we theoretically demonstrate the failure of bijective flow-based

models: to exactly model target distributions with support non-homeomorphic to

the base distribution, the flow must necessarily approach non-invertibility. This

is problematic because it appears quite unlikely that the support of any complex

high-dimensional dataset is homeomorphic to that of the typical Gaussian base

distribution. Further, this cannot be simply solved by using a base distribution with

the correct topology, as determining this is highly non-trivial. We thus propose an

alternative flow based model, a continuously-indexed flow (CIF), which augments

(1.6) with additional randomness and defines pX as the X-marginal of

W ∼ pW , U ∼ pU |W (· | W ), X = F (W ;U). (1.8)
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1. Introduction 13

Here, pU |W is a parametrized distribution over some continuous indexing space U ,

and F : Rd×U → Rd is defined such that F (·;u) is a diffeomorphism for each u ∈ U .

The price we pay for additional expressiveness is that the density model pX is no

longer tractable, but we can still train these models using amortized variational

inference as an approximation to maximum likelihood (similarly to the VAE), and

at test time we can estimate likelihood to arbitrary accuracy using importance

sampling. We can additionally stack the generative process (1.8) to achieve even

more expressive power, while not suffering on inference since bijectivity allows us

to at least structure the approximate posterior over indexing variables in the same

form as the true posterior. We verify empirically that adding continuous indexing to

normalizing flows provides the capacity to learn a far richer set of distributions than

just the baseline flows themselves on a variety of density estimation benchmarks.

However, it is not immediately obvious how we might apply continuous indexing

in other settings that normalizing flows have proven useful, such as variational

inference, since we no longer have access to an explicit density model. On the other

hand, we do have access to a tractable joint distribution over the variables of interest

and the indexing variables, thus making CIFs a candidate for auxiliary variational

inference, which we described in subsection 1.1.3. We develop such an approach

in chapter 4. Beyond just defining a tractable joint distribution, we also outline

how the model for inferring the CIF indexing variables can serve as the auxiliary

inference distribution rU |Z , further revealing the natural fit of CIFs here. We can

transfer many of the design choices for CIFs in density estimation to this setting,

although we provide additional support for amortization and reparametrization

not required in the original model. We show improvements over baseline flows for

inferring variables with topologically complex support, thus hinting that CIFs may

be able to improve on flows in other applications as well.

1.3.3 Rectangular Normalizing Flows

The last paper in this thesis – alluded to in section 1.2.2 and provided in chapter 5

– focuses on the problem of making flow models in high dimension compatible with
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1. Introduction 14

the manifold hypothesis. We use a construction similar to [Brehmer and Cranmer,

2020] to model observed data in Rd as the pushforward of a simple density on Rd′ ,

with d′ < d, through an injection g. This directly defines a d′-dimensional manifold

M := g(Rd′) embedded in d-dimensional ambient space, and admits a density on

M via the manifold change-of-variable formula [Krantz and Parks, 2008]. However,

the volume-change term in this formulation is much tougher to evaluate than the

corresponding term in normalizing flows (1.7), and thus Brehmer and Cranmer [2020]

propose a heuristic training procedure to avoid calculating it. We argue that this

method discards important information that makes learning the model challenging,

and empirically verify our claims. We also show that exact evaluation of this volume-

change term is more tractable than previously thought, and that approximation of

the gradient of this term can still provide useful signal to the optimization procedure

at a fraction of the cost of the exact method. Both of these approaches rely on

careful use of techniques from automatic differentiation. We study the trade-offs

between our two proposed methods, and show that they both outperform the

baseline heuristic procedure for optimizing injective flow models. Finally, equipped

with the ability to evaluate injective likelihoods exactly, we discover that injective

flow models in general are more proficient at out-of-distribution detection than

their bijective counterparts, thus suggesting that directly encoding low-dimensional

structure in high-dimensional data may be the correct modelling assumption.

1.4 Summary and Outline

To recap, this thesis studies normalizing flow models in variational inference and

density estimation, with a particular interest in modifying the requirement of

bijectivity in the data space. This thesis is in the integrated format, meaning

that each of the body chapters are self-contained works, with the final chapter

providing a conclusion and noting some directions for future work. The references

for the body chapters, in order, are as follows:
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Abstract

Variational Auto-Encoders (VAEs) have become very popular techniques to per-
form inference and learning in latent variable models: they allow us to leverage the
rich representational power of neural networks to obtain flexible approximations of
the posterior of latent variables as well as tight evidence lower bounds (ELBOs).
Combined with stochastic variational inference, this provides a methodology scal-
ing to large datasets. However, for this methodology to be practically efficient,
it is necessary to obtain low-variance unbiased estimators of the ELBO and its
gradients with respect to the parameters of interest. While the use of Markov chain
Monte Carlo (MCMC) techniques such as Hamiltonian Monte Carlo (HMC) has
been previously suggested to achieve this [28, 31], the proposed methods require
specifying reverse kernels which have a large impact on performance. Additionally,
the resulting unbiased estimator of the ELBO for most MCMC kernels is typically
not amenable to the reparameterization trick. We show here how to optimally
select reverse kernels in this setting and, by building upon Hamiltonian Importance
Sampling (HIS) [21], we obtain a scheme that provides low-variance unbiased
estimators of the ELBO and its gradients using the reparameterization trick. This al-
lows us to develop a Hamiltonian Variational Auto-Encoder (HVAE). This method
can be re-interpreted as a target-informed normalizing flow [25] which, within our
context, only requires a few evaluations of the gradient of the sampled likelihood
and trivial Jacobian calculations at each iteration.

1 Introduction

Variational Auto-Encoders (VAEs), introduced by Kingma and Welling [16] and Rezende et al.
[26], are popular techniques to carry out inference and learning in complex latent variable models.
However, the standard mean-field parametrization of the approximate posterior distribution can limit
its flexibility. Recent work has sought to augment the VAE approach by sampling from the VAE
posterior approximation and transforming these samples through mappings with additional trainable
parameters to achieve richer posterior approximations. The most popular application of this idea
is the Normalizing Flows (NFs) approach [25] in which the samples are deterministically evolved
through a series of parameterized invertible transformations called a flow. NFs have demonstrated
success in various domains [3, 17], but the flows do not explicitly use information about the target
posterior. Therefore, it is unclear whether the improved performance is caused by an accurate posterior
approximation or simply a result of overparametrization. The related Hamiltonian Variational
Inference (HVI) [28] instead stochastically evolves the base samples according to Hamiltonian Monte
Carlo (HMC) [22] and thus uses target information, but relies on defining reverse dynamics in the
flow, which, as we will see, turns out to be unnecessary and suboptimal.

One of the key components in the formulation of VAEs is the maximization of the evidence lower
bound (ELBO). The main idea put forward in Salimans et al. [28] is that it is possible to use K
MCMC iterations to obtain an unbiased estimator of the ELBO and its gradients. This estimator
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is obtained using an importance sampling argument on an augmented space, with the importance
distribution being the joint distribution of the K + 1 states of the ‘forward’ Markov chain, while
the augmented target distribution is constructed using a sequence of ‘reverse’ Markov kernels such
that it admits the original posterior distribution as a marginal. The performance of this estimator is
strongly dependent on the selection of these forward and reverse kernels, but no clear guideline for
selection has been provided therein. By linking this approach to earlier work by Del Moral et al. [7],
we show how to select these components. We focus, in particular, on the use of time-inhomogeneous
Hamiltonian dynamics, proposed originally in Neal [21]. This method uses reverse kernels which are
optimal for reducing variance of the likelihood estimators and allows for simple calculation of the
approximate posteriors of the latent variables. Additionally, we can easily use the reparameterization
trick to calculate unbiased gradients of the ELBO with respect to the parameters of interest. The
resulting method, which we refer to as the Hamiltonian Variational Auto-Encoder (HVAE), can
be thought of as a Normalizing Flow scheme in which the flow depends explicitly on the target
distribution. This combines the best properties of HVI and NFs, resulting in target-informed and
inhomogeneous deterministic Hamiltonian dynamics, while being scalable to large datasets and high
dimensions.

2 Evidence Lower Bounds, MCMC and Hamiltonian Importance Sampling

In this section, we develop our approach to building a target-informed normalizing flow via time-
inhomogeneous Hamiltonian dynamics to parametrize a family of approximate posteriors for varia-
tional inference. Our construction admits lower-variance estimators of the ELBO than the alternative
approach of using full-fledged Hamiltonian Monte Carlo (HMC) [21] as the variational family. Also,
in contrast to the approch of directly using HMC to sample from the true posterior, we inherit the
speed benefits of amoritzed inference – particularly in the case where the forward model also has
trainable parameters – although at the cost of introducing some bias via the variational objective.

2.1 Unbiased likelihood and evidence lower bound estimators

For data x ∈ X ⊆ Rd and parameter θ ∈ Θ, consider the likelihood function

pθ(x) =

∫
pθ(x, z)dz =

∫
pθ(x|z)pθ(z)dz,

where z ∈ Z are some latent variables. If we assume we have access to a strictly positive unbiased
estimate of pθ(x), denoted p̂θ(x|u), then

∫
p̂θ(x|u)qθ,ϕ(u|x)du = pθ(x), (1)

with u ∼ qθ,ϕ(·), u ∈ U denoting all the random variables used to compute p̂θ(x|u). Here, ϕ denotes
additional parameters of the sampling distribution. We emphasize that p̂θ(x|u) depends on ϕ, and
we will also notationally suppress the u dependence throughout the rest of this section. By applying
Jensen’s inequality to (1), we thus obtain, for all θ and ϕ,

LELBO(θ, ϕ;x) :=

∫
log p̂θ(x) qθ,ϕ(u|x)du ≤ log pθ(x) =: L(θ;x). (2)

It can be shown that |LELBO(θ, ϕ;x)−L(θ;x)| decreases as the variance of p̂θ(x) decreases; see, e.g.,
[4, 19]. The standard variational framework corresponds to U = Z and p̂θ(x) = pθ(x, z)/qθ,ϕ(z|x),
while the Importance Weighted Auto-Encoder (IWAE) [4] with L importance samples corresponds to
U = ZL, qθ,ϕ(u|x) =

∏L
i=1 qθ,ϕ(zi|x) and p̂θ(x) = 1

L

∑L
i=1 pθ(x, zi)/qθ,ϕ(zi|x).

In the general case, we do not have an analytical expression for LELBO(θ, ϕ;x). When performing
stochastic gradient ascent for variational inference, however, we only require an unbiased estimator of
∇θLELBO(θ, ϕ;x). This is given by∇θ log p̂θ(x) if the reparameterization trick [9, 16] is used, i.e.
qθ,ϕ(u|x) = q(u), and p̂θ(x) is a ‘smooth enough’ function of u. As a guiding principle, one should
attempt to obtain a low-variance estimator of pθ(x), which typically translates into a low-variance
estimator of ∇θLELBO(θ, ϕ;x). We can analogously optimize LELBO(θ, ϕ;x) with respect to ϕ
through stochastic gradient ascent to obtain tighter bounds.
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2.2 Unbiased likelihood estimator using time-inhomogeneous MCMC

Salimans et al. [28] propose to build an unbiased estimator of pθ(x) by sampling a (potentially
time-inhomogeneous) ‘forward’ Markov chain of length K + 1 using z0 ∼ q0θ,ϕ(·) and zk ∼
qkθ,ϕ(·|zk−1) for k = 1, ...,K. Using artificial ‘reverse’ Markov transition kernels rkθ,ϕ(zk|zk+1) for
k = 0, ...,K − 1, it follows easily from an importance sampling argument that

p̂θ(x) =
pθ(x, zK)

∏K−1
k=0 rkθ,ϕ(zk|zk+1)

q0θ,ϕ(z0)
∏K
k=1 q

k
θ,ϕ(zk|zk−1)

(3)

is an unbiased estimator of pθ(x) as long as the ratio in (3) is well-defined. In the framework
of the previous section, we have U = ZK+1 and qθ,ϕ(u|x) is given by the denominator of (3).
Note that any distribution admitting a pointwise-evaluable Lebesgue density may serve as a re-
verse kernel in this setting. Although we did not use measure-theoretic notation, the forward
kernels qkθ,ϕ are typically MCMC kernels which do not admit a density with respect to the Lebesgue
measure (e.g. the Metropolis–Hastings kernel). This makes it difficult to define reverse kernels
for which (3) is well-defined as evidenced in Salimans et al. [28, Section 4] or Wolf et al. [31].
The estimator (3) was originally introduced in Del Moral et al. [7] where generic recommenda-
tions are provided for this estimator to admit a low relative variance: select qkθ,ϕ as MCMC ker-
nels which are invariant, or approximately invariant as in [10], with respect to pkθ(x, zk), where

pkθ,ϕ(z|x) ∝
[
q0θ,ϕ(z)

]1−βk

[pθ(x, z)]
βk is a sequence of artificial densities bridging q0θ,ϕ(z) to

pθ(z|x) smoothly using β0 = 0 < β1 < · · · < βK−1 < βK = 1. It is also established in Del Moral
et al. [7] that, given any sequence of kernels {qkθ,ϕ}k, the sequence of reverse kernels minimizing
the variance of p̂θ(x) is given by rk,optθ,ϕ (zk|zk+1) = qkθ,ϕ(zk)q

k+1
θ,ϕ (zk+1|zk)/qk+1

θ,ϕ (zk+1), where
qkθ,ϕ (zk) denotes the marginal density of zk under the forward dynamics, yielding

p̂θ(x) =
pθ(x, zK)

qKθ,ϕ(zK)
. (4)

For stochastic forward transitions, it is typically not possible to compute rk,optθ,ϕ and the corresponding
estimator (4) as the marginal densities qkθ,ϕ(zk) do not admit closed-form expressions. However
this suggests that rkθ,ϕ should be approximating rk,optθ,ϕ and various schemes are presented in [7].
As noticed by Del Moral et al. [7] and Salimans et al. [28], Annealed Importance Sampling (AIS)
[20] – also known as the Jarzynski-Crooks identity ([5, 13]) in physics – is a special case of (3)
using, for qkθ,ϕ, a pkθ(z|x)-invariant MCMC kernel and the reversal of this kernel as the reverse
transition kernel rk−1

θ,ϕ
1. This choice of reverse kernels is suboptimal but leads to a simple expression

for estimator (3). AIS provides state-of-the-art estimators of the marginal likelihood and has been
widely used in machine learning. Unfortunately, it typically cannot be used in conjunction with the
reparameterization trick. Indeed, although it is very often possible to reparameterize the forward
simulation of (z1, ..., zT ) in terms of the deterministic transformation of some random variables
u ∼ q independent of θ and ϕ, this mapping is not continuous because the MCMC kernels it uses
typically include singular components. In this context, although (1) holds, ∇θ log p̂θ(x) is not an
unbiased estimator of ∇θLELBO(θ, ϕ;x); see, e.g., Glasserman [9] for a careful discussion of these
issues. Note that without the reparametrization trick, we must rely on REINFORCE-like gradient
estimators to train the model, which are typically high-variance [18].

2.3 Using Hamiltonian dynamics

Given the empirical success of Hamiltonian Monte Carlo (HMC) [12, 22], various contributions have
proposed to develop algorithms exploiting Hamiltonian dynamics to obtain unbiased estimates of
the ELBO and its gradients when Z = Rℓ. This was proposed in Salimans et al. [28]. However, the
algorithm suggested therein relies on a time-homogeneous leapfrog where momentum resampling is

1The reversal of a µ-invariant kernel K(z′|z) is given by Krev(z
′|z) = µ(z′)K(z|z′)

µ(z)
. If K is µ-reversible

then Krev = K.
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performed at each step and no Metropolis correction is used. It also relies on learned reverse kernels.
To address the limitations of Salimans et al. [28], Wolf et al. [31] have proposed to include some
Metropolis acceptance steps, but they still limit themselves to homogeneous dynamics and their
estimator is not amenable to the reparameterization trick. Finally, in Hoffman [11], an alternative
approach is used where the gradient of the true likelihood,∇θL(θ;x), is directly approximated by
using Fisher’s identity and HMC to obtain approximate samples from pθ(z|x). However, the MCMC
bias can be very significant when one has multimodal latent posteriors and is strongly dependent on
both the initial distribution and θ.

Here, we follow an alternative approach where we use Hamiltonian dynamics that are time-
inhomogeneous as in [7] and [20], and use optimal reverse Markov kernels to compute p̂θ(x).
This estimator can be used in conjunction with the reparameterization trick to obtain an unbiased
estimator of∇LELBO(θ, ϕ;x). This method is based on the Hamiltonian Importance Sampling (HIS)
scheme proposed in Neal [21]; one can also find several instances of related ideas in physics [14, 29].
We work in an extended space (z, ρ) ∈ U := Rℓ × Rℓ, introducing momentum variables ρ to pair
with the position variables z, with new target

p̄θ(x, z, ρ) := pθ(x, z)N (ρ|0, Iℓ). (5)

Essentially, the idea is to sample using deterministic transitions qkθ,ϕ((zk, ρk)|(zk−1, ρk−1)) =

δΦk
θ,ϕ(zk−1,ρk−1)

(zk, ρk) so that (zK , ρK) = Hθ,ϕ(z0, ρ0) :=
(
ΦKθ,ϕ ◦ · · · ◦ Φ1

θ,ϕ

)
(z0, ρ0), where

(z0, ρ0) ∼ q0θ,ϕ(·, ·) and (Φkθ,ϕ)k≥1, define diffeomorphisms corresponding to a time-discretized and
inhomogeneous Hamiltonian dynamics. In this case, it is easy to show that

qKθ,ϕ(zK , ρK) = q0θ,ϕ(z0, ρ0)

K∏

k=1

∣∣det∇Φkθ,ϕ(zk, ρk)
∣∣−1

and p̂θ(x) =
p̄θ(x, zK , ρK)

qKθ,ϕ(zK , ρK)
. (6)

It can also be shown that this is nothing but a special case of (3) (on the extended position-momentum
space) using the optimal reverse kernels2 rk,optθ,ϕ . This setup is similar to the one of Normalizing
Flows [25], except here we use a flow informed by the target distribution. Salimans et al. [28] is in
fact mentioned in Rezende and Mohamed [25], but the flow therein is homogeneous and yields a
high-variance estimator of the normalizing constants even if rk,optθ is used, as demonstrated in our
simulations in section 4.

Under these dynamics, the estimator p̂θ(x) defined in (6) can be rewritten as

p̂θ(x) =
p̄θ (x,Hθ,ϕ (z0, ρ0))

q0θ,ϕ (z0, ρ0)

K∏

k=1

∣∣det∇Φkθ,ϕ(zk, ρk)
∣∣ . (7)

Hence, if we can simulate (z0, ρ0) ∼ q0θ,ϕ(·, ·) using (z0, ρ0) = Ψθ,ϕ(u), where u ∼ q and Ψθ,ϕ is a
smooth mapping, then we can use the reparameterization trick since Φkθ,ϕ are also smooth mappings.

In our case, the deterministic transformation Φkθ,ϕ has two components: a leapfrog step, which
discretizes the Hamiltonian dynamics, and a tempering step, which adds inhomogeneity to the
dynamics and allows us to explore isolated modes of the target [21]. To describe the leapfrog step,
we first define the potential energy of the system as Uθ(z|x) ≡ − log pθ(x, z) for a single datapoint
x ∈ X . Leapfrog then takes the system from (z, ρ) into (z′, ρ′) via the following transformations:

ρ̃ = ρ− ε

2
⊙∇Uθ(z|x), (8)

z′ = z + ε⊙ ρ̃, (9)

ρ′ = ρ̃− ε

2
⊙∇Uθ(z′|x), (10)

where ε ∈ (R+)ℓ are the individual leapfrog step sizes per dimension, ⊙ denotes elementwise
multiplication, and the gradient of Uθ(z|x) is taken with respect to z. The composition of equations
(8) - (10) has unit Jacobian since each equation describes a shear transformation. For the tempering

2Since this is a deterministic flow, the density can be evaluated directly. However, direct evaluation corre-
sponds to optimal reverse kernels in the deterministic case.
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portion, we multiply the momentum output of each leapfrog step by αk ∈ (0, 1) for k ∈ [K] where
[K] ≡ {1, . . . ,K}. We consider two methods for setting the values αk. First, fixed tempering
involves allowing an inverse temperature β0 ∈ (0, 1) to vary, and then setting αk =

√
βk−1/βk,

where each βk is a deterministic function of β0 and 0 < β0 < β1 < . . . < βK = 1. In the second
method, known as free tempering, we allow each of the αk values to be learned, and then set the initial
inverse temperature to β0 =

∏K
k=1 α

2
k. For both methods, the tempering operation has Jacobian αℓk.

We obtain Φkθ,ϕ by composing the leapfrog integrator with the cooling operation, which implies that
the Jacobian is given by |det∇Φkθ,ϕ(zk, ρk)| = αℓk = (βk−1/βk)

ℓ/2, which in turns implies
K∏

k=1

|det∇Φkθ,ϕ(zk, ρk)| =
K∏

k=1

(
βk−1

βk

)ℓ/2
= β

ℓ/2
0 .

The only remaining component to specify is the initial distribution. We will set q0θ,ϕ(z0, ρ0) =

q0θ,ϕ(z0) · N (ρ0|0, β−1

0 Iℓ), where q0θ,ϕ(z0) will be referred to as the variational prior over the latent
variables and N (ρ0|0, β−1

0 Iℓ) is the canonical momentum distribution at inverse temperature β0.
The full procedure to generate an unbiased estimate of the ELBO from (2) on the extended space
U for a single point x ∈ X and fixed tempering is given in Algorithm 1. The set of variational
parameters to optimize contains the flow parameters β0 and ε, along with additional parameters
of the variational prior.3 We can see from (7) that we will obtain unbiased gradients with respect
to θ and ϕ from our estimate of the ELBO if we write (z0, ρ0) =

(
z0, γ0/

√
β0
)
, for z0 ∼ q0θ,ϕ(·)

and γ0 ∼ N (·|0, Iℓ) ≡ Nℓ(·), provided we are not also optimizing with respect to parameters of
the variational prior. We will require additional reparameterization when we elect to optimize with
respect to the parameters of the variational prior, but this is generally quite easy to implement on a
problem-specific basis and is well-known in the literature; see, e.g. [16, 25, 26] and section 4.

Algorithm 1 Hamiltonian ELBO, Fixed Tempering

Require: pθ(x, ·) is the unnormalized posterior for x ∈ X and θ ∈ Θ
Require: q0θ,ϕ(·) is the variational prior on Rℓ

function HIS(x, θ,K, β0, ε)
Sample z0 ∼ q0θ,ϕ(·), γ0 ∼ Nℓ(·)
ρ0← γ0/

√
β0 ▷ ρ0 ∼ N (·|0, β−1

0 Iℓ)
for k ← 1 to K do ▷ Run K steps of alternating leapfrog and tempering

ρ̃← ρ− ε/2⊙∇Uθ(zk−1|x) ▷ Start of leapfrog; Equation (8)
zk ← zk−1 + ε⊙ ρ̃ ▷ Equation (9)
ρ′ ← ρ̃− ε/2⊙∇Uθ(zk|x) ▷ Equation (10)
√
βk ←

((
1− 1√

β0

)
· k2/K2 + 1√

β0

)−1

▷ Quadratic tempering scheme

ρk ←
√
βk−1/βk · ρ′

p̄← pθ(x, zK)N (ρK |0, Iℓ)
q̄← q0θ,ϕ(z0)N (ρ0|0, β−1

0 Iℓ)β
−ℓ/2
0 ▷ Equation (6), left side

L̂HELBO(θ, ϕ;x)← log p̄− log q̄ ▷ Take the log of equation (6), right side
return L̂HELBO(θ, ϕ;x) ▷ Can take unbiased gradients of this estimate wrt θ, ϕ

Sampling Once the model is trained, we may return zK Algorithm 1 as a sample from our
variational model. Each sample requires K steps of HIS to produce, although K is often not very
large (see experiments), and practically the computation can easily be parallelized over modern GPU
hardware. We thus expect the cost of training the model plus the sample generation procedure to
be quite a bit less than sampling directly via HMC, as we would require reasonably well-converged
chains at each θ update during training in this case. Further, in the case of amortized inference, we
can generate new samples given new input data considerably faster than the naïve HMC approach,
which requires building a new Markov chain for each new datapoint.

3We avoid reference to a mass matrix M throughout this formulation because we can capture the same effect
by optimizing individual leapfrog step sizes per dimension as pointed out in [22, Section 4.2].
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Auxiliary inference viewpoint It is also important to note that our method can be viewed as
a form of auxiliary variational inference [2, 24]. From this perspective, our method introduces
exactly one backward model: the standard normal distribution for the final momentum variables.
We control the extra variance introduced by this model by initializing the momentum variables at
a higher-temperature normal distribution N (0, β−1

0 I) and then performing tempering at each step
of HIS so that the momentum particles end at a temperature of 1. We also provide an approach
which learns the tempering scheme automatically, which may be seen as implicitly training the final
momentum distribution so that it matches our prescribes form via ELBO maximization. We leave it
as future work to consider parametrizing an explicitly trainable distribution for the final momentum
particles.

3 Stochastic Variational Inference

We will now describe how to use Algorithm 1 within a stochastic variational inference procedure,
moving to the setting where we have a dataset D = {x1, . . . , xN} and xi ∈ X for all i ∈ [N ]. In this
case, we are interested in finding

θ∗ ∈ argmax
θ∈Θ

Ex∼νD(·)[L(θ;x)], (11)

where νD(·) ≡ 1
N

∑N
i=1 δxi

(·) is the empirical measure of the data. We must resort to variational
methods since L(θ;x) cannot generally be calculated exactly and instead maximize the surrogate
ELBO objective function

LELBO(θ, ϕ) ≡ Ex∼νD(·) [LELBO(θ, ϕ;x)] (12)

for LELBO(θ, ϕ;x) defined as in (2). We can now turn to stochastic gradient ascent (or a variant
thereof) to jointly maximize (12) with respect to θ and ϕ by approximating the expectation over νD(·)
using minibatches of observed data.

For our specific problem, we can reduce the variance of the ELBO calculation by analytically
evaluating some terms in the expectation (i.e. Rao-Blackwellization) as follows:

LHELBO(θ, ϕ;x) = E(z0,ρ0)∼q0θ,ϕ(·,·)

[
log

(
p̄θ(x, zK , ρK)β

ℓ/2
0

q0θ,ϕ(z0, ρ0)

)]

= Ez0∼q0θ,ϕ(·),γ0∼Nℓ(·)

[
log pθ(x, zK)− 1

2
ρTKρK − log q0θ,ϕ(z0)

]
+
ℓ

2
, (13)

where we write (zK , ρK) = Hθ,ϕ
(
z0, γ0/

√
β0
)

under reparameterization. We can now consider the
output of Algorithm 1 as taking a sample from the inner expectation for a given sample x from the
outer expectation. Algorithm 2 provides a full procedure to stochastically optimize (13). In practice,
we take the gradients of (13) using automatic differentation packages. This is achieved by using
TensorFlow [1] in our implementation.

4 Experiments

In this section, we discuss the experiments used to validate our method. We first test HVAE on an
example with a tractable full log likelihood (where no neural networks are needed), and then perform
larger-scale tests on the MNIST dataset. Code is available online.4 All models were trained using
TensorFlow [1].

4.1 Gaussian Model

The generative model that we will consider first is a Gaussian likelihood with an offset and a Gaussian
prior on the mean, given by

z ∼ N (0, Iℓ),

xi|z ∼ N (z +∆,Σ) independently, i ∈ [N ]

4https://github.com/anthonycaterini/hvae-nips
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Algorithm 2 Hamiltonian Variational Auto-Encoder

Require: pθ(x, ·) is the unnormalized posterior for x ∈ X and θ ∈ Θ

function HVAE(D,K, nB) ▷ nB is minibatch size
Initialize θ, ϕ
while θ, ϕ not converged do ▷ Stochastic optimization loop

Sample {x1, . . . , xnB
} ∼ νD(·) independently

L̂HELBO(θ, ϕ)← 0 ▷ Average ELBO estimators over mini-batch
for i← 1 to nB do
L̂HELBO(θ, ϕ)← HIS(xi, θ,K, β0, ε) + L̂HELBO(θ, ϕ)

L̂HELBO(θ, ϕ)← L̂HELBO(θ, ϕ)/nB
▷ Optimize the ELBO using gradient-based techniques such as RMSProp, ADAM, etc.
θ← UPDATETHETA(∇θL̂HELBO(θ, ϕ), θ)
ϕ← UPDATEPHI(∇ϕL̂HELBO(θ, ϕ), ϕ)

return θ, ϕ

where Σ is constrained to be diagonal. We will again write D ≡ {x1, . . . , xN} to denote an observed
dataset under this model, where each xi ∈ X ⊆ Rd. In this example, we have ℓ = d. The goal of the
problem is to learn the model parameters θ ≡ {Σ,∆}, where Σ = diag(σ2

1 , . . . , σ
2
d) and ∆ ∈ Rd.

Here, we have only one latent variable generating the entire set of data. Thus, our variational lower
bound is now given by

LELBO(θ, ϕ;D) := Ez∼qθ,ϕ(·|D) [log pθ(D, z)− log qθ,ϕ(z|D)] ≤ log pθ(D),
for the variational posteroir approximation qθ,ϕ(·|D). We note that this is not exactly the same as
the auto-encoder setting, in which an individual latent variable is associated with each observation,
however it provides a tractable framework to analyze effectiveness of various variational inference
methods. We also note that we can calculate the log-likelihood log pθ(D) exactly in this case, but we
use variational methods for the sake of comparison.

From the model, we see that the logarithm of the unnormalized target is given by

log pθ(D, z) =
N∑

i=1

logN (xi|z +∆,Σ) + logN (z|0, Id).

For this example, we will use a HVAE with variational prior equal to the true prior, i.e. q0 = N (0, Iℓ),
and fixed tempering. The potential, given by Uθ(z|D) = log pθ(D, z), has gradient

∇Uθ(z|D) = z +NΣ
−1
(z +∆− x).

The set of variational parameters here is ϕ ≡ {ε, β0}, where ε ∈ Rd contains the per-dimension
leapfrog stepsizes and β0 ∈ (0, 1) is the initial inverse temperature. We constrain each of the leapfrog
step sizes such that εj ∈ (0, ξ) for some ξ > 0, for all j ∈ [d] – this is to prevent the leapfrog
discretization from entering unstable regimes. Note that ϕ ∈ Rd+1 in this example; in particular, we
do not optimize any parameters of the variational prior and thus require no further reparameterization.

We will compare HVAE with a basic Variational Bayes (VB) scheme with mean-field approximate
posterior qϕV

(z|D) = N (z|µZ ,ΣZ), where ΣZ is diagonal and ϕV ≡ {µZ ,ΣZ} denotes the set
of learned variational parameters. We will also include a planar normalizing flow of the form of
equation (10) in Rezende and Mohamed [25], but with the same flow parameters across iterations to
keep the number of variational parameters of the same order as the other methods. The variational
prior here is also set to the true prior as in HVAE above. The log variational posterior log qϕN

(z|D)
is given by equation (13) of Rezende and Mohamed [25], where ϕN ≡ {u,v, b}5 ∈ R2d+1.

We set our true offset vector to be ∆ =
(
−d−1

2 , . . . , d−1
2

)
/5, and our scale parameters to range

quadratically from σ1 = 1, reaching a minimum at σ(d+1)/2 = 0.1, and increasing back to σd = 1.6

5Boldface vectors used to match notation of Rezende and Mohamed [25].
6When d is even, σ(d+1)/2 does not exist, although we could still consider (d+ 1)/2 to be the location of

the minimum of the parabola defining the true standard deviations.
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(a) Comparison across all methods (b) HVAE with and without tempering

Figure 1: Averages of
∥∥∥θ − θ̂

∥∥∥
2

2
for several variational methods and choices of dimensionality d,

where θ̂ is the estimated maximizer of the ELBO for each method and θ is the true parameter.

All experiments have N = 10,000 and all training was done using RMSProp [30] with a learning
rate of 10−3.

To compare the results across methods, we train each method ten times on different datasets. For

each training run, we calculate
∥∥∥θ − θ̂

∥∥∥
2

2
, where θ̂ is the estimated value of θ given by the variational

method on a particular run, and plot the average of this across the 10 runs for various dimensions in
Figure 1a. We note that, as the dimension increases, HVAE performs best in parameter estimation.
The VB method suffers most on prediction of ∆ as the dimension increases, whereas the NF method
does poorly on predicting Σ.

We also compare HVAE with tempering to HVAE without tempering, i.e. where β0 is fixed to 1 in
training. This has the effect of making our Hamiltonian dynamics homogeneous in time. We perform
the same comparison as above and present the results in Figure 1b. We can see that the tempered
methods perform better than their non-tempered counterparts; this shows that time-inhomogeneous
dynamics are a key ingredient in the effectiveness of the method.

4.2 Generative Model for MNIST

The next experiment that we consider is using HVAE to improve upon a convolutional variational
auto-encoder (VAE) for the binarized MNIST handwritten digit dataset. Again, our training data is
D = {x1, . . . , xN}, where each xi ∈ X ⊆ {0, 1}d for d = 28× 28 = 784. The generative model is
as follows:

zi ∼ N (0, Iℓ),

xi|zi ∼
d∏

j=1

Bernoulli((xi)j |πθ(zi)j),

for i ∈ [N ], where (xi)j is the jth component of xi, zi ∈ Z ≡ Rℓ is the latent variable associated
with xi, and πθ : Z → X is a convolutional neural network (i.e. the generative network, or encoder)
parametrized by the model parameters θ. This is the standard generative model used in VAEs in
which each pixel in the image xi is conditionally independent given the latent variable. The VAE
approximate posterior – and the HVAE variational prior across the latent variables in this case – is
given by qθ,ϕ(zi|xi) = N (zi|µϕ(xi),Σϕ(xi)), where µϕ and Σϕ are separate outputs of the same
neural network (the inference network, or encoder) parametrized by ϕ, and Σϕ is constrained to be
diagonal.

We attempted to match the network structure of Salimans et al. [28]. The inference network consists
of three convolutional layers, each with filters of size 5 × 5 and a stride of 2. The convolutional
layers output 16, 32, and 32 feature maps, respectively. The output of the third layer is fed into a
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Table 1: Estimated NLL values for HVAE on MNIST. The base VAE achieves an NLL of 83.20. We
see that free tempering plus ϵ varied across layers performs the best and allows for selecting larger
values for K, and thus defining a more expressive variational family. A more detailed version of this
table is included in the supplementary material.

ε fixed across layers ε varied across layers

T = Free T = Fixed T = None T = Free T = Fixed T = None

K = 1 N/A 83.32 83.17 N/A N/A N/A
K = 5 83.09 83.26 83.68 83.01 82.94 83.35
K = 10 82.97 83.26 83.40 82.62 82.87 83.25
K = 15 82.78 83.56 83.82 82.62 83.09 82.94
K = 20 82.93 83.18 83.33 82.83 82.85 82.93

fully-connected layer with hidden dimension nh = 450, whose output is then fully connected to the
output means and standard deviations each of size ℓ. Softplus activation functions are used throughout
the network except immediately before the outputted mean. The generative network mirrors this
structure in reverse, replacing the stride with upsampling as in Dosovitskiy et al. [8] and replicated in
Salimans et al. [28].

We apply HVAE on top of the base convolutional VAE. We evolve samples from the variational
prior according to Algorithm 1 and optimize the new objective given in (13). We reparameterize
z0|x ∼ N (µϕ(x),Σϕ(x)) as z0 = µϕ(x) +Σ

1/2
ϕ (x) · ϵ, for ϵ ∼ N (0, Iℓ) and x ∈ X , to generate

unbiased gradients of the ELBO with respect to ϕ. We select various values for K and set ℓ = 64. In
contrast with normalizing flows, we do not need our flow parameters ε and β0 to be outputs of the
inference network because our flow is guided by the target. This allows our method to have fewer
overall parameters than normalizing flow schemes. We use the standard stochastic binarization of
MNIST [27] as training data, and train using Adamax [15] with learning rate 10−3. We also employ
early stopping by halting the training procedure if there is no improvement in the loss on validation
data over 100 epochs.

To evaluate HVAE after training is complete, we estimate out-of-sample negative log likelihoods
(NLLs) using 1000 importance samples from the HVAE approximate posterior. For each trained
model, we estimate NLL three times, noting that the standard deviation over these three estimates
is no larger than 0.12 nats. We report the average NLL values over either two or three different
initializations (in addition to the three NLL estimates for each trained model) for several choices of
tempering and leapfrog steps in Table 1. A full accounting of the tests is given in the supplementary
material. We also consider an HVAE scheme in which we allow ε to vary across layers of the flow
and report the results.

From Table 1, we notice that generally increasing the inhomogeneity in the dynamics improves the
test NLL values. For example, free tempering is the most successful tempering scheme, and varying
the leapfrog step size ε across layers also improves results. We also notice that increasing the number
of leapfrog steps does not always improve the performance, as K = 15 provides the best results in
free tempering schemes. We believe that the improvement in HVAE over the base VAE scheme can
be attributed to a more expressive approximate posterior, as we can see that samples from the HVAE
approximate posterior exhibit non-negligible covariance across dimensions. As in Salimans et al. [28],
we are also able to improve upon the base model by adding our time-inhomogeneous Hamiltonian
dynamics on top, but in a simplified regime without referring to learned reverse kernels. Rezende and
Mohamed [25] report only lower bounds on the log-likelihood for NFs, which are indeed lower than
our log-likelihood estimates, although they use a much larger number of variational parameters.

5 Conclusion and Discussion

We have proposed a principled way to exploit Hamiltonian dynamics within stochastic variational
inference. Contrary to previous methods [28, 31], our algorithm does not rely on learned reverse
Markov kernels and benefits from the use of tempering ideas. Additionally, we can use the reparam-

9



eterization trick to obtain unbiased estimators of gradients of the ELBO. The resulting HVAE can
be interpreted as a target-driven normalizing flow which requires the evaluation of a few gradients
of the log-likelihood associated to a single data point at each stochastic gradient step. However, the
Jacobian computations required for the ELBO are trivial. In our experiments, the robustness brought
about by the use of target-informed dynamics can reduce the number of parameters that must be
trained and improve generalizability.

We note that, although we have fewer parameters to optimize, the memory cost of using HVAE and
target-informed dynamics could become prohibitively large if the memory required to store evalua-
tions of∇z log pθ(x, z) is already extremely large. Evaluating these gradients is not a requirement
of VAEs or standard normalizing flows. However, we have shown that in the case of a fairly large
generative network we are still able to evaluate gradients and backpropagate through the layers of the
flow. Further tests explicitly comparing HVAE with VAEs and normalizing flows in various memory
regimes are required to determine in what cases one method should be used over the other.

There are numerous possible extensions of this work. Hamiltonian dynamics preserves the Hamilto-
nian and hence also the corresponding target distribution, but there exist other deterministic dynamics
which leave the target distribution invariant but not the Hamiltonian. This includes the Nosé-Hoover
thermostat. It is possible to directly use these dynamics instead of the Hamiltonian dynamics within
the framework developed in subsection 2.3. In continuous-time, related ideas have appeared in
physics [6, 23, 29]. This comes at the cost of more complicated Jacobian calculations. The ideas
presented here could also be coupled with the methodology proposed in [10] – we conjecture that
this could reduce the variance of the estimator (3) by an order of magnitude.
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Supplementary Material
A Full List of Tests on MNIST

Table 2 and Table 3 display the list of test runs of HVAE on MNIST. The number of flow steps
is denoted by K. The total number of epochs varies in training because of early stopping. The
ELBO and NLL estimates are generated using 1000 importance samples from the HVAE approximate
posterior; this procedure is run 3 times for each seed. The average and standard deviation of these
estimates over the three runs is displayed. Table 2 refers to HVAE tests in which ε was fixed across
flow layers, whereas Table 3 refers to HVAE tests in which ε was allowed to vary across flow layers.

Table 2: List of tests of HVAE for ε fixed across flow layers

K Tempering Seed Total Epochs ELBO Estimate NLL Estimate
1 fixed 85547 1158 86.49 (0.05) 83.30 (0.06)
1 fixed 12345 1131 86.53 (0.02) 83.33 (0.02)
1 none 85547 1374 86.43 (0.08) 83.29 (0.07)
1 none 12345 1519 86.21 (0.04) 83.04 (0.04)
5 fixed 85547 998 86.69 (0.01) 83.36 (0.02)
5 fixed 12345 1070 86.40 (0.04) 83.16 (0.04)
5 free 85547 1046 86.45 (0.05) 83.16 (0.04)
5 free 12345 1141 86.31 (0.11) 83.02 (0.10)
5 none 85547 975 86.82 (0.04) 83.68 (0.05)
5 none 12345 959 86.82 (0.02) 83.68 (0.02)

10 fixed 85547 991 86.75 (0.03) 83.50 (0.03)
10 fixed 12345 1340 86.26 (0.05) 83.02 (0.04)
10 free 85547 1404 86.06 (0.05) 82.73 (0.05)
10 free 12345 819 86.65 (0.04) 83.18 (0.03)
10 free 98765 846 86.47 (0.08) 82.99 (0.08)
10 none 85547 1425 86.47 (0.07) 83.24 (0.06)
10 none 12345 1035 86.78 (0.02) 83.56 (0.03)
15 fixed 85547 666 87.11 (0.02) 83.93 (0.02)
15 fixed 12345 1204 86.51 (0.08) 83.19 (0.07)
15 free 85547 1303 86.19 (0.03) 82.75 (0.04)
15 free 12345 1028 86.16 (0.06) 82.81 (0.06)
15 none 85547 785 87.05 (0.06) 83.87 (0.06)
15 none 12345 989 86.95 (0.03) 83.76 (0.03)
20 fixed 85547 1103 86.30 (0.08) 83.18 (0.07)
20 fixed 12345 1126 86.32 (0.09) 83.18 (0.09)
20 free 85547 1028 86.28 (0.03) 82.96 (0.03)
20 free 12345 1131 86.27 (0.02) 82.89 (0.02)
20 none 85547 1318 86.36 (0.06) 83.30 (0.06)
20 none 12345 1299 86.44 (0.05) 83.35 (0.05)
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Table 3: List of tests of HVAE for ε varied across flow layers

K Tempering Seed Total Epochs ELBO Estimate NLL Estimate
5 fixed 85547 1229 86.28 (0.04) 83.10 (0.04)
5 fixed 12345 1579 85.89 (0.02) 82.77 (0.02)
5 free 85547 1116 86.24 (0.02) 83.11 (0.02)
5 free 12345 1302 86.07 (0.07) 82.91 (0.07)
5 none 85547 1014 86.50 (0.06) 83.38 (0.06)
5 none 12345 959 86.46 (0.01) 83.32 (0.01)

10 fixed 85547 1473 86.01 (0.05) 82.88 (0.05)
10 fixed 12345 1508 86.01 (0.01) 82.85 (0.01)
10 free 85547 1303 85.98 (0.03) 82.69 (0.03)
10 free 12345 1680 85.61 (0.02) 82.37 (0.02)
10 free 98765 846 86.17 (0.08) 82.80 (0.09)
10 none 85547 1035 86.44 (0.08) 83.35 (0.07)
10 none 12345 1276 86.29 (0.12) 83.14 (0.12)
15 fixed 85547 998 86.41 (0.01) 83.20 (0.02)
15 fixed 12345 1070 86.21 (0.02) 82.97 (0.02)
15 free 85547 1303 85.92 (0.03) 82.57 (0.02)
15 free 12345 1131 85.96 (0.03) 82.66 (0.03)
15 none 85547 1425 86.08 (0.06) 82.96 (0.05)
15 none 12345 1355 86.06 (0.01) 82.92 (0.01)
20 fixed 85547 1473 85.85 (0.05) 82.71 (0.06)
20 fixed 12345 1200 86.18 (0.06) 82.98 (0.05)
20 free 85547 1404 86.02 (0.05) 82.75 (0.05)
20 free 12345 1131 86.09 (0.03) 82.90 (0.02)
20 none 85547 1596 85.97 (0.03) 82.83 (0.02)
20 none 12345 1327 86.17 (0.06) 83.03 (0.06)

Table 4 displays the list of test runs of the base VAE on MNIST. ELBO and NLL estimates are again
generated by importance sampling, but this time from the learned VAE approximate posterior.

Table 4: List of tests of VAE

Seed Total Epochs ELBO Estimate NLL Estimate
85547 1524 86.41 (0.01) 83.25 (0.01)
98765 1301 86.42 (0.07) 83.19 (0.07)
12345 1381 86.43 (0.07) 83.15 (0.07)
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Relaxing Bijectivity Constraints with Continuously Indexed Normalising Flows

Rob Cornish 1 Anthony Caterini 1 George Deligiannidis 1 2 Arnaud Doucet 1

Abstract
We show that normalising flows become patholog-
ical when used to model targets whose supports
have complicated topologies. In this scenario, we
prove that a flow must become arbitrarily numer-
ically noninvertible in order to approximate the
target closely. This result has implications for all
flow-based models, and especially residual flows
(ResFlows), which explicitly control the Lipschitz
constant of the bijection used. To address this, we
propose continuously indexed flows (CIFs), which
replace the single bijection used by normalising
flows with a continuously indexed family of bijec-
tions, and which can intuitively “clean up” mass
that would otherwise be misplaced by a single
bijection. We show theoretically that CIFs are
not subject to the same topological limitations as
normalising flows, and obtain better empirical per-
formance on a variety of models and benchmarks.

1 Introduction
Normalising flows (Rezende & Mohamed, 2015) have be-
come popular methods for density estimation (Dinh et al.,
2017; Papamakarios et al., 2017; Kingma & Dhariwal, 2018;
Chen et al., 2019). These methods model an unknown target
distribution P ⋆X on a data space X ⊆ Rd as the marginal of
X obtained by the generative process

Z ∼ PZ , X := f(Z), (1)

where PZ is a prior distribution on a space Z ⊆ Rd, and
f : X → Z is a bijection. The use of a bijection means the
density of X can be computed analytically by the change-
of-variables formula, and the parameters of f can be learned
by maximum likelihood using i.i.d. samples from P ⋆X .

To be effective, a normalising flow model must specify
an expressive family of bijections with tractable Jacobians.

1University of Oxford, Oxford, United Kingdom 2The Alan
Turing Institute, London, United Kingdom. Correspondence to:
Rob Cornish <rcornish@robots.ox.ac.uk>.

Proceedings of the 37 th International Conference on Machine
Learning, Online, PMLR 119, 2020. Copyright 2020 by the au-
thor(s).

Figure 1: Densities learned by a 10-layer ResFlow (left),
100-layer ResFlow (middle), and 10-layer CIF-ResFlow
(right) for two datasets (samples shown in black) that are
not homeomorphic to the Gaussian prior. The 10-layer
ResFlow visibly leaks mass outside of the support of the
target due to its small bi-Lipschitz constant. The larger
ResFlow improves on this, but still achieves smaller average
log probability than the CIF-ResFlow, as is apparent from
the greater homogeneity of the right-hand densities.

Affine coupling layers (Dinh et al., 2015; 2017), autore-
gressive maps (Germain et al., 2015; Papamakarios et al.,
2017), invertible linear transformations (Kingma & Dhari-
wal, 2018), ODE-based maps (Grathwohl et al., 2019), and
invertible ResNet blocks (Behrmann et al., 2019; Chen et al.,
2019) are all examples of such bijections that can be com-
posed to produce expressive flows. These models have
demonstrated significant promise in their ability to model
complex datasets and to synthesise realistic data.

In all these cases, f and f−1 are both continuous. It fol-
lows that f is a homeomorphism, and therefore preserves
the topology of its domain (Runde, 2007, Definition 3.3.10).
As Dupont et al. (2019) and Dinh et al. (2019) mention, this
seems intuitively problematic when PZ and P ⋆X are sup-
ported on domains with distinct topologies, which occurs
for example when the supports differ in their number of
connected components or “holes”, or when they are “knot-
ted” differently. This seems inevitable in practice, as PZ
is usually quite simple (e.g. a Gaussian) while P ⋆X is very
complicated (e.g. a distribution over images).

As our first contribution, we make precise the consequences
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of using a topologically misspecified prior. We confirm that
in this case it is indeed impossible to recover the target per-
fectly if f is a homeomorphism. Moreover, in Theorem 2.1
we prove that, in order to approximate such a target arbi-
trarily well, we must have BiLip f → ∞, where BiLip f
denotes the bi-Lipschitz constant of f defined as the infi-
mum over M ∈ [1,∞] such that

M−1∥z − z′∥ ≤ ∥f(z)− f(z′)∥ ≤M∥z − z′∥ (2)

for all z, z′ ∈ Z . Theorem 2.1 applies essentially regardless
of the training objective, and has implications for the case
that PZ and P ⋆X both have full support but are heavily con-
centrated on regions that are not homeomorphic. Since
BiLip f is a natural measure of the “invertibility” of f
(Behrmann et al., 2020), this result shows that the goal of
designing neural networks with well-conditioned inverses
is fundamentally at odds with the goal of designing neural
networks that can approximate complicated densities.

Theorem 2.1 also has immediate implications for residual
flows (ResFlows) (Behrmann et al., 2019; Chen et al., 2019),
which have recently achieved state-of-the-art performance
on several large-scale density estimation tasks. Unlike mod-
els based on triangular maps (Jaini et al., 2019), ResFlows
have the attractive feature that the structure of their Jaco-
bians is unconstrained, which may explain their greater
expressiveness. However, as part of the construction, the
bi-Lipschitz constant of f is bounded, and so these models
must be composed many times in order to achieve overall
the large bi-Lipschitz constant required for a complex P ⋆X .1

To address this problem we introduce continuously indexed
flows (CIFs), which generalise (1) by replacing the single bi-
jection f with an indexed family of bijections {F (·;u)}u∈U ,
where the index set U is continuous. Intuitively, CIFs allow
mass that would be erroneously placed by a single bijection
to be rerouted into a more optimal location. We show that
CIFs can learn the support of a given P ⋆X exactly regardless
of the topology of the prior, and without the bi-Lipschitz
constant of any F (·;u) necessarily becoming infinite. CIFs
do not specify the form of F , and can be used in conjunction
with any standard normalising flow architecture directly.

Our use of a continuous index overcomes several limitations
associated with alternative approaches based on a discrete
index (Dinh et al., 2019; Duan, 2019), which suffer either
from a discontinuous loss landscape or an intractable com-
putational complexity. However, as a consequence, we
sacrifice the ability to compute the likelihood of our model
analytically. To address this, we propose a variational ap-
proximation that exploits the bijective structure of the model
and is suitable for training large-scale models in practice.
We empirically evaluate CIFs applied to ResFlows, neural

1Chen et al. (2019) report using 100-200 layers to learn even
simple 2D densities.

spline flows (NSFs) (Durkan et al., 2019), masked autore-
gressive flows (MAFs) (Papamakarios et al., 2017), and
RealNVPs (Dinh et al., 2017), obtaining improved perfor-
mance in all cases. We observe a particular benefit for
ResFlows: with a 10-layer CIF-ResFlow we surpass the
performance of a 100-layer baseline ResFlow and achieve
state-of-the-art results on several benchmark datasets.

2 Bi-Lipschitz Constraints on Pushforwards
Normalising flows fall into a larger class of density estima-
tors based on pushforwards. Given a prior measure PZ on
Z and a mapping f : Z → X , these models are defined as

PX := f#PZ ,

where the right-hand side denotes a distribution with
f#PZ(B) := PZ(f

−1(B)) for Borel B ⊆ X . Normal-
ising flows take f to be bijective, which under sufficient
regularity yields a closed-form expression for the density2

of PX (Billingsley, 2008, Theorem 17.2).

Intuitively, the pushforward map f transports the mass al-
located by PZ into X -space, thereby defining PX based on
where each unit of mass ends up. This imposes a global
constraint on f if PX is to match perfectly a given target P ⋆X .
In particular, denote by suppPZ the support of PZ . While
the precise definition of the support involves topological
formalities (see Section B.1 in the Supplement), intuitively
this set defines the region of Z to which PZ assigns mass.
It is then straightforward to show that PX = P ⋆X only if

suppP ⋆X = f(suppPZ), (3)

where A denotes the closure of A in X .3

The constraint (3) is especially onerous for normalising
flows because of their bijectivity. In practice, f and f−1 are
invariably both continuous, and so f is a homeomorphism.
Consequently, for these models (3) entails4

suppPX = suppP ⋆X only if suppPZ ∼= suppP ⋆X , (4)

where A ∼= B means that A and B are homeomorphic, i.e.
isomorphic as topological spaces (Runde, 2007, Definition
3.3.10). This means that suppPZ and suppP ⋆X must ex-
actly share all topological properties, including number of
connected components, number of “holes”, the way they
are “knotted”, etc., in order to learn the target perfectly.
Condition (4) therefore suggests that normalising flows are
not optimally suited to the task of learning complex real-
world densities, where such topological mismatch seems
inevitable.

2Throughout, by “density” we mean Lebesgue density. We will
write densities using lowercase, e.g. pX for the measure PX .

3See Proposition B.3 in the Supplement for a proof.
4Note that f(suppPZ) = f(suppPZ) here since suppPZ is

closed by Proposition B.2 in the Supplement.
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However, (4) only rules out the limiting case PX = P ⋆X .
In practice it is likely enough to have PX ≈ P ⋆X , and it
is therefore relevant to consider the implications of a topo-
logically misspecified prior in this case also. Intuitively,
this seems to require f become almost nonbijective as PX
approaches P ⋆X , but it is not immediately clear what this
means, or whether this must occur for all models. Likewise,
in practice it might be reasonable to assume the density of
P ⋆X is everywhere strictly positive. In this case, even if P ⋆X
is concentrated on some very complicated set, the constraint
(4) would trivially be met if PZ is Gaussian, for example.
Nevertheless, it seems that infinitesimal regions of mass
should not significantly change the behaviour required of f ,
and we would therefore like to extend (4) to apply here also.

The bi-Lipschitz constant (2) naturally quantifies the “in-
vertibility” of f . Behrmann et al. (2020) recently showed a
relationship between the bi-Lipschitz constant and the nu-
merical invertibility of f . If f is injective and differentiable,

BiLip f = max

(
sup
z∈Z
∥Df(z)∥op, sup

x∈f(Z)

∥Df−1(x)∥op
)
,

where Dg(y) is the Jacobian of g at y and ∥·∥op is the
operator norm. A large bi-Lipschitz constant thus means f
or f−1 “jumps” somewhere in its domain. More generally,
if f is not injective, then BiLip f =∞, while if BiLip f <
∞, then f is a homeomorphism from Z to f(Z).5

The following theorem shows that if the supports of PZ and
P ⋆X are not homeomorphic, then the bi-Lipschitz constant
of f must grow arbitrarily large in order to approximate P ⋆X .

Here D→ denotes weak convergence.

Theorem 2.1. Suppose PZ and P ⋆X are probability mea-
sures on RdZ and RdX respectively, and that suppPZ ̸∼=
suppP ⋆X . Then for any sequence of measurable fn :

RdZ → RdX , we can have fn#PZ
D→ P ⋆X only if

lim
n→∞

BiLip fn =∞.

Weak convergence is implied by the minimisation of all stan-
dard statistical divergences used to train generative models,
including the KL and Jensen-Shannon divergences and the
Wasserstein metric (Arjovsky et al., 2017, Theorem 2). Thus,
Theorem 2.1 states that these quantities can vanish only if
the bi-Lipschitz constant of the learned mapping becomes
arbitrarily large. Likewise, note that we do not assume
dZ = dX so that this result also applies to injective flow
models (Kumar et al., 2019), as well as other pushforward-
based models such as GANs (Goodfellow et al., 2014).6

5See Section B.2 in the Supplement for proofs.
6However, the implications for GANs seem less problematic

since a GAN generator is not usually assumed to be bijective.

Theorem 2.1 also applies when suppPZ is almost not home-
omorphic to suppP ⋆X , as is made precise by the following
corollary. Here ρ denotes any metric for the weak topology;
see Chapter 6 of Villani (2008) for standard examples.

Corollary 2.2. Suppose PZ and P 0
X are probability mea-

sures on RdZ and RdX respectively with suppPZ ̸∼=
suppP 0

X . Then there exists nonincreasing M : [0,∞) →
[1,∞] with M(ϵ) → ∞ as ϵ → 0 such that, for any prob-
ability measure P ⋆X on RdX , we have BiLip f ≥ M(ϵ)
whenever ρ(P ⋆X , P

0
X) ≤ ϵ and ρ(f#PZ , P ⋆X) ≤ ϵ.

In other words, if the target is close to a probability measure
with non-homeomorphic support to that of the prior (i.e.
ρ(P ⋆X , P

0
X) is small), and if the model is a good approxi-

mation of the target (i.e. ρ(f#PZ , P ⋆X) is small), then the
Bi-Lipschitz constant of f must be large.

Proofs of these results are in Section B.3 of the Supplement.

2.1 Practical Implications

The results of this section indicate a limitation of existing
flow-based density models. This is most direct for residual
flows (ResFlows) (Behrmann et al., 2019; Chen et al., 2019),
which take f = fL ◦ · · · ◦ f1 with each layer of the form

f−1
ℓ (x) = x+ gℓ(x), Lip gℓ ≤ κ < 1. (5)

Here Lip denotes the Lipschitz constant, which is bounded
by a fixed constant κ throughout training. The Lipschitz
constraint is enforced by spectral normalisation (Miyato
et al., 2018; Gouk et al., 2018) and ensures each fℓ is bi-
jective. However, it also follows (Behrmann et al., 2019,
Lemma 2) that

BiLip f ≤ max(1 + κ, (1− κ)−1)L <∞, (6)

and Theorem 2.1 thus restricts how well a ResFlow can
approximate P ⋆X with non-homeomorphic support to PZ .
Figure 1 illustrates this in practice for simple 2-D examples.

It is possible to relax (6) by taking κ → 1. However, this
can have a detrimental effect on the variance of the Russian
roulette estimator (Kahn, 1955) used by Chen et al. (2019) to
compute the Jacobian, and in Section B.4 of the Supplement
we give a simple example in which the variance is in fact
infinite. Alternatively, we can also loosen the bound (6) by
taking L → ∞, and Figure 1 shows that this does indeed
lead to better performance. However, greater depth means
greater computational cost. In the next section we describe
an alternative approach that allows relaxing the bi-Lipschitz
constraint of Theorem 2.1 without modifying either κ or L,
and thus avoids these potential issues.

Unlike ResFlows, most normalising flows used in practice
have an unconstrained bi-Lipschitz constant (Behrmann
et al., 2020). As as result, Theorem 2.1 does not prevent
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these models from approximating non-homeomorphic tar-
gets arbitrarily well, and indeed several architectures have
been proposed that can in principle do so (Huang et al.,
2018; Jaini et al., 2019). Nevertheless, the constraint (4)
shows that these models still face an underlying limitation in
practice, and suggests we may improve performance more
generally by relaxing the requirement of bijectivity. We
verify empirically in Section 5 that, in addition to ResFlows,
our proposed method also yields benefits for flows without
an explicit bi-Lipschitz constraint.

Finally, Theorem 2.1 has implications for the numerical
stability of normalising flows. It was recently pointed out
by Behrmann et al. (2020) that, while having a well-defined
mathematical inverse, many common flows can become
numerically noninvertible over the course of training, lead-
ing to low-quality reconstructions and calling into question
the accuracy of density values output by the change-of-
variables formula. Behrmann et al. (2020) suggest explicitly
constraining BiLip f in order to avoid this problem. The-
orem 2.1 shows that this involves a fundamental tradeoff
against expressivity: if greater numerical stability is required
of our normalising flow, then we must necessarily reduce
the set of targets we can represent arbitrarily well.

3 Continuously Indexed Flows
In this section we propose continuously indexed flows (CIFs)
for relaxing the bijectivity of standard normalising flows.
We begin by defining the model we consider, and then detail
our suggested training and inference procedures. In the next
section we discuss advantages over related approaches.

3.1 Model Specification

CIFs are obtained by replacing the single bijection f used
by normalising flows with an indexed family {F (·;u)}u∈U ,
where U ⊆ RdU is our index set and each F (·;u) : Z → X
is a bijection. We then define the model PX as the marginal
of X obtained from the following generative process:

Z ∼ PZ , U ∼ PU |Z(·|Z), X := F (Z;U). (7)

Like (1), we assume a prior PZ on Z , but now also require
conditional distributions PU |Z(·|z) on U for each z ∈ Z .

We can increase the complexity of (7) by taking PZ itself
to have the same form. This is directly analogous to the
standard practice of composing simple bijections to obtain
a richer class of normalising flows. In our context, stacking
L layers of (7) corresponds to the generative process

Z0∼PZ0
, Uℓ∼PUℓ|Zℓ−1

(·|Zℓ−1), Zℓ :=Fℓ(Zℓ−1;Uℓ), (8)

where ℓ ∈ {1, . . . , L}. We then take PX to be the
marginal of X := ZL. We have found this construction

to improve significantly the expressiveness of our mod-
els and make extensive use of it in our experiments be-
low. Note that this corresponds to an instance of (7) where,
defining F ℓ(·;u1, . . . , uℓ) := Fℓ(·;uℓ) ◦ · · · ◦ F1(·;u1),
we take Z = Z0, U = (U1, . . . , UL), PU |Z(du|z) =∏
ℓ PUℓ|Zℓ−1

(duℓ|F ℓ(z;u1, . . . , uℓ)), and F = FL. We
use this to streamline some of the discussion below.

Previous works, most notably RAD (Dinh et al., 2019), have
considered related models with a discrete index set U . We
instead consider a continuous index. In particular, our U
will be an open subset of RdU , with each PU |Z(·|z) having
a density pU |Z(·|z). A continuous index confers various
advantages that we describe in Section 4. The choice also
requires a distinct approach to training and inference that
we describe in Section 3.2.

We require choices of pU |Z and F for each layer of our
model. Straightforward possibilities are

F (z;u) = f
(
e−s(u) ⊙ z − t(u)

)
(9)

pU |Z(·|z) = Normal(µp(z),Σp(z)) (10)

for any bijection f (e.g. a ResFlow step) and appropriately
defined neural networks s, t, µp, and Σp.7 Here the expo-
nential of a vector is meant elementwise, and ⊙ denotes ele-
mentwise multiplication. Note that (9) may be used with all
existing normalising flow implementations out-of-the-box.
These choices yielded strong empirical results despite their
simplicity, but more sophisticated alternatives are certainly
possible and may bring improvements in some applications.

3.2 Training and Inference

Heuristically,8 (7) yields the joint “density”

pX,U,Z(x, u, z) := pZ(z) pU |Z(u|z) δ(x− F (z;u)),

where pZ is the density of PZ and δ is the Dirac delta. If F is
sufficiently regular, we can marginalise out the dependence
on z by making the change of variable x′ := F (z;u), which
means dz = |detDF−1(x′;u)|dx′.9 This yields a proper
density for (X,U) by integrating over x′:

pX,U (x, u) := pZ(F
−1(x;u))

× pU |Z(u|F−1(x;u)) |detDF−1(x;u)|. (11)

For an L-layered model, an extension of this argument also
gives the following joint density for each (Zℓ, U1:ℓ):

pZℓ,U1:ℓ
(zℓ, u1:ℓ) := pZℓ−1,U1:ℓ−1

(F−1
ℓ (zℓ;uℓ), u1:ℓ−1)

× pUℓ|Zℓ−1
(uℓ|F−1

ℓ (zℓ;uℓ))|detDF−1
ℓ (zℓ;uℓ)|. (12)

7Note this requires Z = X = Rd and U = RdU , i.e. these do-
mains are not strict subsets. We assume this in all our experiments.

8We make this rigorous in Section B.5 of the Supplement.
9Here DF (z;u) denotes the Jacobian with respect to z only.
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Taking X := ZL as before we obtain pX,U1:L
and hence a

density for PX via

pX(x) :=

∫
pX,U1:L

(x, u1:L) du1:L. (13)

Since U is continuous, this is not analytically tractable. To
facilitate likelihood-based training and inference, we make
use of a variational scheme that we describe now.

Assuming an L-layered model (8), we introduce an approxi-
mate posterior density qU1:L|X ≈ pU1:L|X and consider the
evidence lower bound (ELBO) of log pX(x):

L(x) := Eu1:L∼qU1:L|X(·|x)

[
log

pX,U1:L
(x, u1:L)

qU1:L|X(u1:L|x)

]
. (14)

It is a standard result that L(x) ≤ log pX(x) with equality
if and only if qU1:L|X is the exact posterior pU1:L|X . This
allows learning an approximation to P ⋆X by maximising∑n
i=1 L(xi) jointly in pX,U1:L

and qU1:L|X , where we as-
sume a dataset of n i.i.d. samples xi ∼ P ⋆X .

We now consider how to parametrise an effective qU1:L|X .
Standard approaches to designing inference networks for
variational autoencoders (VAEs) (Kingma & Welling, 2014;
Rezende et al., 2014; Rezende & Mohamed, 2015; Kingma
et al., 2016), while mathematically valid, would not exploit
the conditional independencies induced by the bijective
structure of (8). We therefore propose a novel inference net-
work that is specifically targeted towards our model, which
we compare with existing VAE approaches in Section 4.3.
In particular, our qU1:L|X has the following form:

qU1:L|X(u1:L|x) :=
L∏

ℓ=1

qUℓ|Zℓ
(uℓ|zℓ), (15)

with zL := x and zℓ := F−1
ℓ+1(zℓ+1;uℓ+1) for ℓ ∈

{1, . . . , L− 1}, and qUℓ|Zℓ
can be any parameterised condi-

tional density. We show in Section B.6 of the Supplement
that the posterior pU1:L|X factors in the same way as (15),
so that we do not lose any generality. Observe also that this
scheme shares parameters between qU1:L|X and pX,U1:L

in
a natural way, since the same Fℓ are used in both.

We assume each qUℓ|Zℓ
can be suitably reparametrised

(Kingma & Welling, 2014; Rezende et al., 2014) so that,
for some function Hℓ and some density ηℓ that does not
depend on the parameters of qU1:L|Zℓ

and pX,U1:L
, we have

Hℓ(ϵℓ, zℓ) ∼ qUℓ|Zℓ
(·|zℓ) when ϵℓ ∼ ηℓ. We can then ob-

tain unbiased estimates of L(x) using Algorithm 1, which
corresponds to a single-sample approximation to the expec-
tation in (14). It is straightforward to see that Algorithm 1
has Θ(L) complexity. Differentiating through this proce-
dure allows maximising

∑n
i=1 L(xi) via stochastic gradient

descent. At test time, we can also estimate log pX(x) di-
rectly using importance sampling as described by Rezende

et al. (2014, (40)). In particular, letting L̂(1), . . . , L̂(m) de-
note the result of separate calls to ELBO(x), we have

m−1 LogSumExp(L̂(1), . . . , L̂(m))→ log pX(x) (16)

almost surely as m→∞.

Algorithm 1 Unbiased estimation of L(x)
function ELBO(x)
zL ← x
∆← 0
for ℓ = L, . . . , 1 do
ϵ ∼ ηℓ
u← Hℓ(ϵ, zℓ)
zℓ−1 ← F−1

ℓ (zℓ;u)
∆← ∆+ log pUℓ|Zℓ−1

(u|zℓ−1)− log qUℓ|Zℓ
(u|zℓ)

+ log |detDF−1
ℓ (zℓ;u)|

end for
return ∆+ log pZ0

(z0)
end function

In all our experiments we used

qUℓ|Zℓ
(·|zℓ) = Normal(µqℓ(zℓ),Σ

q
ℓ(zℓ)) (17)

for appropriate neural networks µqℓ and Σqℓ , which is im-
mediately reparameterisable as described e.g. by Kingma
& Welling (2014). We found this gave good enough per-
formance that we did not require alternatives such as IAF
(Kingma et al., 2016), but such options may also be useful.

Finally, Algorithm 1 requires an expression for
log |detDF−1

ℓ (zℓ;uℓ)|. For (9) this is

log
∣∣∣detDf−1

ℓ

(
esℓ(uℓ) ⊙ (zℓ + tℓ(uℓ))

)∣∣∣+
d∑

i=1

[sℓ(uℓ)]i,

where [x]i denotes the ith dimension of x.

4 Comparison with Related Models

4.1 Comparison with Normalising Flows

We now compare CIFs with normalising flows, and in par-
ticular describe how CIFs relax the constraints of bijectivity
identified in Section 2.

4.1.1 ADVANTAGES

Observe that (7) generalises normalising flows: if F (·;u)
does not depend on u, then we obtain (1). Moreover, training
with the ELBO in this case does not reduce performance
compared with training a flow directly, as the following
result shows. Here the components of our model Fθ, pθU |Z ,
and qθU |X are parameterised by θ ∈ Θ, and for a given
choice of parameters θ we will denote by P θX and Lθ the
corresponding distribution and ELBO (14) respectively.



Continuously Indexed Flows

Proposition 4.1. Suppose there exists ϕ ∈ Θ such that, for
some bijection f : Z → X , Fϕ(·;u) = f(·) for all u ∈ U .
Likewise, suppose pϕU |Z and qϕU |X are such that, for some

density r on U , pϕU |Z(·|z) = qϕU |X(·|x) = r(·) for all z ∈ Z
and x ∈ X . If Ex∼P⋆

X
[Lθ(x)] ≥ Ex∼P⋆

X
[Lϕ(x)], then

DKL

(
P ⋆X

∥∥ P θX
)
≤ DKL(P

⋆
X ∥ f#PZ).

Simply stated, in the limit of infinite data, optimising the
ELBO will yield at least as performant a model (as mea-
sured by the KL) as any normalising flow our model family
can express. The proof is in Section B.7 of the Supplement.
In practice, our choices (9), (10), and (17) can easily re-
alise the conditions of Proposition 4.1 by zeroing out the
output weights of the neural networks (other than f ) in-
volved. Thus, for a given f , we have reason to expect a
comparative or better performing model (as measured by
average log-likelihood) when trained as a CIF rather than as
a normalising flow.

We expect this will in fact lead to improved performance
because, intuitively, PU |Z can reroute z that would other-
wise map outside of suppP ⋆X . To illustrate, fix f in (9)
and choose some z ∈ Z . If f(z) ∈ suppP ⋆X , then setting
F (z;u) = f(z) for all u ∈ U as described above ensures
F (z;U) ∈ suppP ⋆X when U ∼ PU |Z(·|z). If conversely
f(z) ̸∈ suppP ⋆X , then we still have F (z;U) ∈ suppP ⋆X
almost surely if PU |Z(·|z) is supported on {u ∈ U :
F (z;u) ∈ suppP ⋆X}. Of course, if f is too simple, then
PU |Z must heuristically become very complex in order to
obtain this behaviour. This would seem to make inference
harder, leading to a looser ELBO (14) and thus overall
worse performance after training. We therefore expect CIFs
to work well for f that, like the 10-layer ResFlow in Fig-
ure 1, can learn a close approximation to the support of
the target but “leak” some mass outside of it due to (4) or
Theorem 2.1. A CIF can then use PU |Z to “clean up” these
small extraneous regions of mass.

We provide empirical support for this argument in Section 5.
We also summarise our discussion above with the following
precise result. Here ∂A denotes the boundary of a set A.
Proposition 4.2. If P ⋆X(∂ suppP ⋆X) = 0 and (z, u) 7→
F (z;u) is jointly continuous with

F (suppPZ × U) ⊇ suppP ⋆X , (18)

then there exists PU |Z such that suppPX = suppP ⋆X if
and only if, for all z ∈ suppPZ , there exists u ∈ U with

F (z;u) ∈ suppP ⋆X . (19)

The assumptions here are fairly minimal: the boundary
condition ensures P ⋆X is not pathological, and if (18) does
not hold, then DKL(P

⋆
X ∥ PX) = ∞ for every PU |Z .10

10See Proposition B.1 and Proposition B.3 in the Supplement.

Additionally, the following result gives a sufficient condition
under which it is possible to learn the target exactly.

Proposition 4.3. If F (z; ·) : U → X is surjective for each
z ∈ Z , then there exists PU |Z such that PX = P ⋆X .

See Section B.8 of the Supplement for proofs. These results
do not require suppPZ ∼= suppP ⋆X , thereby showing CIFs
relax the constraint (4) for standard normalising flows.

Of course, in practice, our parameterisation (9) does not
necessarily ensure that F will satisfy these conditions, and
our parameterisation (10) may not be expressive enough to
instantiate the PU |Z that is required. However, these results
show that CIFs provide at least a mechanism for correcting
a topologically misspecified prior. When F and PU |Z are
sufficiently expressive, we can expect that they will learn to
approximate these conditions over the course of training if
doing so produces a better density estimate. We therefore
anticipate CIFs will improve performance for ResFlows,
where Theorem 2.1 applies, and may have benefits more
generally, since all flows are ultimately constrained by (4).

4.1.2 DISADVANTAGES

On the other hand, CIFs introduce additional overhead com-
pared with regular normalising flows. It therefore remains to
show we obtain better performance on a fixed computational
budget, which requires using a smaller model. Empirically
this holds for the models and datasets we consider in Sec-
tion 5, but there are likely cases where it does not, particu-
larly if the topologies of the target and prior are similar.

Likewise, CIFs sacrifice the exactness of normalising flows.
We do not see this as a significant problem for the task of
density estimation, since the importance sampling estimator
(16) means that at test time we can obtain arbitrary accuracy
by taking m to be large. However, the lack of a closed-
form density does limit the use of CIFs in some downstream
tasks. In particular, CIFs cannot immediately be plugged
in to a variational approximation in the manner of Rezende
& Mohamed (2015), since this requires exact likelihoods.
However, it may be possible to use CIFs in the context of
an extended-space variational framework along the lines of
Agakov & Barber (2004), and we leave this for future work.

4.2 Comparison with Discretely Indexed Models

Similar models to CIFs have been proposed that use a dis-
crete index space. In the context of Bayesian inference,
Duan (2019) proposes a single-layer (L = 1) model consist-
ing of (7) with U = {1, . . . , I} and F (·; i) = fi for separate
normalising flows f1, . . . , fI . A special case of this frame-
work is given by deep Gaussian mixture models (Van den
Oord & Schrauwen, 2014; van den Oord & Dambre, 2015),
which corresponds to using invertible linear transformations
for each fi. In this case, (13) becomes a summation that can
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Figure 2: Comparison of related generative models. Circular
nodes are random and diamond nodes are deterministic.
CIFs generalise both normalising flows and VAEs as shown.

be computed analytically. However, this quickly becomes
intractable as L grows larger, since the cost to compute this
is seen to be Θ(IL). Unlike for a continuous u, this cannot
easily be reduced to Θ(L) using a variational approximation
as in Section 3.2, since a discrete qU |X is not amenable to
the reparameterisation trick. In addition, the use of separate
bijections also means that the number of parameters of the
model grows as I increases. In contrast, a continuous index
allows a natural mechanism for sharing parameters across
different F (·;u) as in (9).

Prior to Duan (2019), Dinh et al. (2019) proposed RAD
as a means to mitigate the Θ(IL) cost of naı̈vely stacking
discrete layers. RAD partitions X into I disjoint subsets
B1, . . . , BI and defines bijections fi : Z → Bi for each i.
The model is then taken to be the marginal of X in

Z ∼ PZ , U ∼ PU |Z(·|Z), X := fU (Z),

where each PU |Z(·|z) is a discrete distribution on
{1, . . . , I}. Note that this is not an instance of our model
(7), since we require each F (·;u) to be surjective onto X .
The use of partitioning means that (13) is a summation with
only a single term, which reduces the cost for L layers to
Θ(L). However, partitioning also makes pX discontinuous.
This leads to a very difficult optimisation problem and Dinh
et al. (2019) only report results for simple 2-D densities. Ad-
ditionally, partitioning requires ad-hoc architectural changes
to existing normalising flows, and does not directly address
the increasing parameter cost as I grows large.

4.3 Comparison with Variational Autoencoders

CIFs also generalise a broad family of variational autoen-
coders (VAEs) (Kingma & Welling, 2014; Rezende et al.,
2014). Recall that VAEs take

pX(x) :=

∫
pU (u)pX|U (x|u) du (20)

for some choices of densities pU and pX|U .11 For instance,
a mean-field Gaussian observation density has

pX|U (·|u) := Normal
(
t(u),diag

(
es(u)

))
,

where t, s : U → X , and diag(v) denotes the matrix with
diagonal v ∈ Rd and zeros elsewhere. If PZ is a standard
Gaussian, if each PU |Z(·|z) has independent density pU ,
and if F is (9) with f the identity, then it follows that (7)
has marginal density (20) (modulo the signs of s and t).12

More generally, every VAE model (20) with each pX|U (·|u)
strictly positive corresponds to an instance of (7) where
U is sampled independently of Z. To see this, let pZ be
any strictly positive density on Z , and let each F (·;u) be
the Knothe-Rosenblatt coupling (Villani, 2008) of pZ and
pX|U (·|u). By construction each F (·;u) is invertible and
gives F (Z;u) ∼ pX|U (·|u) when Z ∼ pZ . As a result, (7)
again yieldsX with a marginal density defined by (20). Con-
sequently, CIFs generalise the VAE framework by adding an
additional edge in the graphical model as shown in Figure 2.

On the other hand, CIFs differ from VAEs in the way they
are composed. Whereas CIFs stack by taking pZ to be a
CIF, VAEs are typically stacked by taking pU to be a VAE
(Rezende et al., 2014; Kingma et al., 2014; Burda et al.,
2016; Sønderby et al., 2016). This has implications for the
design of the inference network qU1:L|X . In particular, a
hierarchical VAE obtained in this way is Markovian, so that

pU1:L|X(u1:L|X) = pUL|X(uL|x)
L∏

ℓ=1

pUℓ|Uℓ−1
(uℓ|uℓ−1)

where L is the number of layers. This directly allows spec-
ifying qU1:L|X to be of the same form without any loss
of generality (Kingma et al., 2014; Burda et al., 2016) –
i.e. using a “bottom-up approach” – although practically
(Sønderby et al., 2016) it has been shown that providing
some reverse “top-down” structure to the inference model
as well provides improved performance. Conversely, CIFs
do not factor in this way, which motivates our alternative
approach in Section 3.2 and allows for efficient inference
with a natural weight-sharing scheme between both the gen-
eration and inference direction.

Note finally that CIFs should not be conflated with the large
class of methods that use normalising flows to improve the
inference procedure in VAEs (Rezende & Mohamed, 2015;
Kingma et al., 2016; van den Berg et al., 2018). These
approaches are orthogonal to ours and indeed may be useful
for improving our own inference procedure by replacing
(17) with a more expressive model.

11Note that this notation is nonstandard for VAEs in order to
align with the rest of the paper. Here our U corresponds to z as
used by Kingma & Welling (2014).

12Here Z corresponds to ϵ as used by Kingma & Welling (2014).
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4.4 Other Related Work

Additional related methods have been proposed. Within a
classification context, Dupont et al. (2019) identify topolog-
ical problems related to ODE-based mappings (Chen et al.,
2018), which like normalising flows are homeomorphisms
and hence preserve the topology of their input. To avoid this,
Dupont et al. (2019) propose augmenting the data by ap-
pending auxiliary dimensions and learning a new mapping
on this space. In contrast, CIFs may be understood as aug-
menting not the data but instead the model by considering a
family of individual bijections on the original space.

In addition, Ho et al. (2019) use a variational scheme to
improve on the standard dequantisation method proposed
by Theis et al. (2016) for modelling image datasets with nor-
malising flows. This approach is potentially complementary
to CIFs, but we do not make use of it in our experiments.

5 Experiments
We evaluated the performance of CIFs on several problems
of varying difficulty, including synthetic 2-D data, several
tabular datasets, and three image datasets. In all cases we
took Z = X = Rd with d the dimension of the dataset.
We used the stacked architecture (8) with the prior PZ0

a
Gaussian. At each layer, F had form (9) with f a primitive
flow step from a baseline architecture (e.g. a single residual
block for ResFlow). Each pU |Z and qU |X had form (10) and
(17) respectively. We provide an overview of our results
for the tabular and image datasets here. Full experimental
details, including additional 2-D figures along the lines of
Figure 1, are in Section C of the Supplement. See github.
com/jrmcornish/cif for our code.

5.1 Tabular Datasets

We tested the performance of CIFs on the tabular datasets
used by Papamakarios et al. (2017). For each dataset,
we trained 10 and 100-layer baseline fully connected Res-
Flows, and corresponding 10-layer CIF-ResFlows. The
CIF-ResFlows had roughly 1.5-4.5% more parameters (de-
pending on the dimension of the dataset) than the otherwise
identical 10-layer ResFlows, and roughly 10% of the pa-
rameters of the 100-layer ResFlows. Table 1 reports the
average log-probability of the test set that we obtained for
each model. Observe that in all cases CIF-ResFlows signifi-
cantly outperform both baseline models. Moreover, for all
but GAS, the CIF-ResFlows achieve state-of-the-art perfor-
mance based on the results reported by Durkan et al. (2019,
Table 1). This is particularly noticeable for POWER and
BSDS300, where CIF-ResFlow improves on the best results
of Durkan et al. (2019) by 0.94 and 2.77 nats respectively.

We additionally tried using masked autoregressive flows
(MAFs) (Papamakarios et al., 2017) and neural spline flows

(NSFs) (Durkan et al., 2019) for f . In each case, we closely
match the experimental settings of the baselines and aug-
ment using CIFs, controlling for the number of parameters
used by the CIF extensions. Table 1 reports the average
log-probability across the test set for each experiment. Here,
CIF-NSF-1 is a CIF with the same number of parameters as
the baseline, and CIF-NSF-2 is a model using a baseline con-
figuration for f (but having more parameters overall). We
see that CIF-MAFs consistently outperform MAFs across
datasets; CIF-NSFs do not improve upon NSFs as dramat-
ically, although we still notice improvements and would
expect to improve further with more hyperparameter tuning.
Lastly it is important to notice that MAFs and NSFs do
not restrict the Lipschitz constant of f . These results show
that CIFs can yield benefits for normalising flows even if
Theorem 2.1 is not directly a limitation.

Finally, for ablation purposes we tried taking f to be the
identity. We obtained consistently worse performance than
for CIF-ResFlows and CIF-MAF in this case, which aligns
with our conjecture in Section 4.1.1 that a performant CIF
requires an expressive base flow f . Details and results are
given in Section C.1.4 of the Supplement.

5.2 Image Datasets

We also considered CIFs applied to the MNIST (LeCun,
1998), Fashion-MNIST (Xiao et al., 2017), and CIFAR-10
(Krizhevsky & Hinton, 2009) datasets. Following our tab-
ular experiments, we trained a multi-scale convolutional
ResFlow and a corresponding CIF-ResFlow, as well as a
larger baseline ResFlow to account for the additional param-
eters and depth introduced by our method. Note that these
models were significantly smaller than those used by Chen
et al. (2019): e.g. for CIFAR10, the ResFlow used by Chen
et al. (2019) had 25M parameters, while our two baseline
ResFlows and our CIF-ResFlow had 2.4M, 6.2M, and 5.6M
parameters respectively. We likewise considered RealNVPs
with the same multi-scale convolutional architecture used
by Dinh et al. (2017) for their CIFAR-10 experiments. For
these runs we trained baseline RealNVPs, corresponding
CIF-RealNVPs, and larger baseline RealNVPs with more
depth and parameters.

The results are given in Table 2 and Table 3. Observe CIFs
outperformed the baseline models for all datasets, which
shows that our approach can scale to high dimensions. For
the CIF-ResFlows, we also obtained better performance
than Chen et al. (2019) on MNIST and better performance
than Glow (Kingma & Dhariwal, 2018) on CIFAR10, de-
spite using a much smaller model. Samples from all models
are shown in Section C.2 of the Supplement. We note that
our samples are neither better nor worse than the baselines,
but also point out that our model is optimized for perfor-
mance on log-likelihood, and thus would not necessarily
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Table 1: Mean ± standard error (over 3 seeds) of average test set log-likelihood (in nats). Higher is better. Best performing
runs for each group are shown in bold. A ⋆ indicates state-of-the-art performance according to Durkan et al. (2019, Table 1).

POWER GAS HEPMASS MINIBOONE BSDS300

RESFLOW (L = 10) −2.73± 0.03 4.16± 0.08 −20.68± 0.02 −14.2± 0.10 123.51± 0.09
RESFLOW (L = 100) 0.48± 0.00 10.57± 0.17 −16.67± 0.05 −11.16± 0.04 148.05± 0.61
CIF-RESFLOW (L = 10) 1.60± 0.21⋆ 12.12± 0.10 −13.74± 0.03⋆ −8.10± 0.04⋆ 160.50± 0.08⋆

MAF 0.19± 0.02 9.23± 0.07 −18.33± 0.10 −10.98± 0.03 156.13± 0.00
CIF-MAF 0.48± 0.01 12.02± 0.10 −16.63± 0.09 −9.93± 0.04 156.67± 0.02

NSF 0.69± 0.00 13.01± 0.02 −14.30± 0.05 −10.68± 0.06 157.59± 0.02
CIF-NSF-1 0.68± 0.01 12.94± 0.01 −13.83± 0.10 −9.93± 0.06 157.60± 0.02
CIF-NSF-2 0.69± 0.00 13.08± 0.00 −14.18± 0.09 −10.80± 0.01 157.56± 0.02

Table 2: Average test bits per dimension.13 Lower is better.

MNIST CIFAR-10

RESFLOW (SMALL) 1.074 3.474
RESFLOW (BIG) 1.018 3.422
CIF-RESFLOW 0.922 3.334

Table 3: Mean ± standard error of average test set bits per
dimension over 3 random seeds. Lower is better.

FASHION-MNIST CIFAR-10

REALNVP (SMALL) 2.944± 0.003 3.565± 0.001
REALNVP (BIG) 2.946± 0.002 3.554± 0.001
CIF-REALNVP 2.823± 0.003 3.477± 0.019

be expected to produce better samples even with better log-
likelihood numbers (Theis et al., 2016). We leave producing
better samples with CIFs to future work.

6 Conclusion and Future Work
The constraint (4) shows that normalising flows are unable
to exactly model targets whose topology differs from that
of the prior. Moreover, in order to approximate such targets
closely, Theorem 2.1 shows that the bi-Lipschitz constant
of a flow must become arbitrarily large. To address these
problems, we have proposed CIFs, which can “clean up”
regions of mass that are placed outside the support of the
target by a standard flow. CIFs perform well in practice and
outperform baseline flows on several benchmark datasets.

While we have focussed on the use of CIFs for density
estimation in this paper, it would also be interesting to apply
CIFs in other contexts where normalising flows have been
used successfully. As CIFs do not have an analytically
available density, this would likely require the modification

13Only one seed was used per run due to computational limita-
tions. However, the results were not cherry-picked.

of existing numerical frameworks, but the expressiveness
benefits provided by CIFs might make this additional effort
worthwhile. We leave this direction for future work.
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Relaxing Bijectivity Constraints with Continuously Indexed Normalising Flows:
Supplementary Material

A Guide to Notation

(an) A sequence of elements a1, a2, . . .
a(n) = Θ(b(n)) a(n) differs from b(n) by at most a constant factor as n→∞
u⊙ v The elementwise product of tensors u and v
LogSumExp(a1, . . . , am) log (

∑m
i=1 exp(ai))

ev , where v ∈ Rd (ev1 , . . . , evd)
∥v∥ The norm of a vector v ∈ Rd (our results are agnostic to the specific choice of ∥·∥)
∥A∥op The operator norm of a matrix A ∈ Rd1×d2 induced by ∥·∥
Id The d× d identity matrix
detA The determinant of a square matrix A
Df(z) The Jacobian matrix of a function f evaluated at z
DF (z;u) The Jacobian matrix of a function DF (·;u) (i.e. with u fixed) evaluated at z
Lip f The Lipschitz constant of a function f
BiLip f The bi-Lipschitz constant of a function f
A ∼= B The topological spaces A and B are homeomorphic
B The topological closure of a set B
int(B) The interior of a set B
∂B The boundary of a set B
suppµ The support of a measure µ
f#µ The pushforward of a measure µ by a function f
µn

D→ µ Weak convergence of the measures µn to µ

B Proofs

B.1 Preliminaries

We require some basic results that we include here for completeness. We will make use of standard definitions and results
from topology and real analysis. A complete background to these topics can be found in Dudley (2002).

B.1.1 SUPPORTS OF MEASURES

Recall that for a Borel measure µ on a topological space Z , the support of µ, denoted suppµ, is the set of all z ∈ Z such
that µ(Nz) > 0 for every open set Nz containing z.

The following is an immediate consequence:

Proposition B.1. Suppose µ and ν are Borel measures with µ absolutely continuous with respect to ν. Then

suppµ ⊆ supp ν.

Proof. Suppose z ̸∈ supp ν. Then there exists an open set Nz containing z such that ν(Nz) = 0. By absolute continuity,
we have also that µ(Nz) = 0 and hence z ̸∈ suppµ.

In general the converse need not hold. For example, the Dirac measure on 0 has support contained within the Lebesgue
measure on R (which has full support), but is not absolutely continuous with respect to it.
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The following characterisation is useful:

Proposition B.2. For any Borel measure µ,

(suppµ)c =
⋃

A open:
µ(A)=0

A, (B.1)

and hence suppµ is closed.

Proof. This follows directly from the definitions, since z ̸∈ suppµ if and only if there exists open Nz with z ∈ Nz and
µ(Nz) = 0, which is just another way of saying that z is contained in the right-hand side of (B.1). It follows that (suppµ)c

is open, and hence suppµ is closed.

We mainly care about how the support of a measure is transformed by a pushforward function. The following proposition
characterises what occurs in this case.

Proposition B.3. Suppose Z and X are topological spaces. If µ is a Borel measure on Z such that µ((suppµ)c) = 0, and
if f : Z → X is continuous, then

supp f#µ = f(suppµ).

Proof. Suppose x ̸∈ f(suppµ). Then x must have an open neighbourhood Nx such that

Nx ∩ f(suppµ) = ∅.

This implies

f−1(Nx) ∩ suppµ ⊆ f−1(Nx) ∩ f−1(f(suppµ))

= f−1(Nx ∩ f(suppµ))
= f−1(∅)
= ∅.

We then have
f#µ(Nx) = µ(f−1(Nx)) = µ(f−1(Nx) ∩ suppµ) = 0,

where the second equality follows since we assumed µ((suppµ)c) = 0, and hence x ̸∈ supp f#µ. Consequently

supp f#µ ⊆ f(suppµ).

In the other direction, suppose x ∈ f(suppµ), so that x = f(z) for some z ∈ suppµ. Given an open neighbourhood Nx it
then follows from continuity that f−1(Nx) is an open neighbourhood of z, and so

f#µ(Nx) = µ(f−1(Nx)) > 0

since z ∈ suppµ. This entails supp f#µ ⊇ f(suppµ), which means

supp f#µ = supp f#µ ⊇ f(suppµ)

by Proposition B.2.

Note that in general we need not have supp f#µ = f(suppµ). For example, if µ is Gaussian and f = arctan, then

f(suppµ) = (−1, 1) ̸= [−1, 1] = supp f#µ.

Likewise, in general we do require the assumption µ((suppµ)c) = 0. This is because there exist examples of nontrivial
Borel measures µ such that suppµ = ∅. Taking f ≡ x0 to be any constant x0 ∈ X (in which case f is certainly continuous)
then gives

f(suppµ) = ∅ ≠ {x0} = supp f#µ.

However, for our purposes, the following proposition shows that this is not a restriction.
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Proposition B.4. Suppose µ is a Borel measure on a separable metric space Z . Then

µ((suppµ)c) = 0.

Proof. Throughout the proof, for each z and r > 0, we will denote by B(z, r) an open ball of radius r centered at z.
Likewise, for each z ̸∈ suppµ, let

r⋆(z) := sup{r > 0 | µ(B(z, r)) = 0}.
Observe that r⋆ is well-defined (but possibly infinite) since z ̸∈ suppµ means there must exist some r > 0 such that
µ(B(z, r)) = 0.

We first show that µ(B(z, r⋆(z))) = 0 for all z ̸∈ suppµ. To this end, fix z and choose a sequence rm ↑ r⋆(z) with
rm < r⋆(z). We then have

B(z, r⋆(z)) =
∞⋃

m=1

B(z, rm),

and so
µ(B(z, r⋆(z))) = lim

m→∞
µ(B(z, rm)) = 0

by continuity of measure.

Now, by separability, we can choose a countable sequence (zk) ⊆ (suppµ)c such that {zk} = (suppµ)c. We show that

(suppµ)c =
∞⋃

k=1

B(zk, r
⋆(zk)),

from which the result follows by countable subadditivity. It is clear from (B.1) that the left-hand side is a superset of the
right. In the other direction, let z ∈ (suppµ)c. By construction of (zk), there exists a subsequence (zk′) such that zk′ → z.
For all k′ large enough we then have zk′ ∈ B(z, r⋆(z)/2) and hence

B(zk′ , r
⋆(z)/2) ⊆ B(z, r⋆(z))

by triangle inequality. It follows that for such k′ we have

µ(B(zk′ , r
⋆(z)/2)) ≤ µ(B(z, r⋆(z))) = 0,

and so r⋆(zk′) ≥ r⋆(z)/2 since r⋆(zk′) is the supremum. But then we have

z ∈ B(zk′ , r
⋆(z)/2) ⊆ B(zk′ , r

⋆(zk′)),

so that

z ∈
∞⋃

k=1

B(zk, r
⋆(zk))

and we are done.

B.2 Lipschitz and Bi-Lipschitz Functions

We assume that Z ⊆ RdZ , X ⊆ RdX , and f : Z → X . Recall that the Lipschitz constant of f , denoted Lip f , is defined as
the infimum over M ∈ [0,∞] such that

∥f(z)− f(z′)∥ ≤M∥z − z′∥
for all z, z′ ∈ Z . Likewise the bi-Lipschitz constant BiLip f is defined as the infimum over M ∈ [1,∞] such that

M−1∥z − z′∥ ≤ ∥f(z)− f(z′)∥ ≤M∥z − z′∥

for all z, z′ ∈ Z . We prove some basic properties that follow from this definition.

Proposition B.5. BiLip f <∞ if and only if f is injective and max(Lip f,Lip f−1) <∞, where f−1 : f(Z)→ Z . For
all injective f , we then have BiLip f = max(Lip f,Lip f−1).
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Proof. For the first statement, suppose BiLip f <∞. It is immediate that BiLip f ≥ Lip f . To see that f is injective, note
that for z ̸= z′ we have

∥f(z)− f(z′)∥ ≥ (BiLip f)−1∥z − z′∥ > 0

and so f(z) ̸= f(z′). On the other hand, for x, x′ ∈ f(Z), we have

(BiLip f)−1∥f−1(x)− f−1(x′)∥ ≤ ∥f(f−1(x))− f(f−1(x′))∥ = ∥x− x′∥,

which gives that BiLip f ≥ Lip f−1. Altogether we have

max(Lip f,Lip f−1) ≤ BiLip f <∞, (B.2)

which gives the forward direction.

Next suppose f is injective and that
M := max(Lip f,Lip f−1) <∞.

For z, z′ ∈ Z , we certainly have
∥f(z)− f(z′)∥ ≤M∥z − z′∥.

Likewise, since f(z), f(z′) ∈ f(Z),

∥z − z′∥ = ∥f−1(f(z))− f−1(f(z′))∥ ≤M∥f(z)− f(z′)∥,

so that
M−1∥z − z′∥ ≤ ∥f(z)− f(z′)∥

because injectivity of f means that M > 0. From this it follows that

BiLip f ≤M <∞, (B.3)

which gives the reverse direction, proving the first statement.

For the second statement, suppose f is injective. Then if BiLip f <∞, (B.2) and (B.3) together give

BiLip f = max(Lip f,Lip f−1).

On the other hand, if BiLip f =∞ then max(Lip f,Lip f−1) =∞ since we would otherwise obtain a contradiction by the
first statement of the proposition. This completes the proof.

It follows directly that if BiLip f < ∞, then f is a homeomorphism from Z to f(Z).14 Moreover, in this case f maps
closed sets to closed sets, as the following result shows:
Proposition B.6. If BiLip f <∞ and Z is closed in RdZ , then f(Z) is closed in RdX .

Proof. It is a straightforward consequence of Proposition B.5 that if (xn) ⊆ f(Z) is Cauchy, then (f−1(xn)) is Cauchy.
Consequently (f−1(xn)) converges to some z∞ ∈ Z , since Z is a closed subset of a complete space and therefore complete.
But then

∥xn − f(z∞)∥ = ∥f(f−1(xn))− f(z∞)∥
≤M∥f−1(xn)− z∞∥
→ 0

as n→∞. Consequently f(Z) is complete, and so f(Z) is closed as desired since the ambient space RdX is complete.

The Lipschitz constant can be computed from the operator norm ∥·∥op of the Jacobian of f . Recall that ∥·∥op is defined as
for a matrix A ∈ RdX×dZ as

∥A∥op := sup
v∈RdZ :
∥v∥=1

∥Av∥

where we think of elements of RdZ as column vectors.
14Note however that the converse is not true in general: for example, exp is a homeomorphism from R to (0,∞), but BiLip exp = ∞.
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Proposition B.7. If Z = RdZ , X = RdX , and f is everywhere differentiable, then

Lip f = sup
z∈Z
∥Df(z)∥op.

Proof. If v ∈ Z with ∥v∥ = 1, then

∥[Df(z)]v∥ = lim
t→0

∥f(z + tv)− f(z)∥
|t|

≤ lim
t→0

(Lip f)∥(z + tv)− z∥
|t|

= Lip f.

It follows directly that
∥Df(z)∥op ≤ Lip f.

On the other hand, suppose Lip f > M . Then there exists z, z′ ∈ Z such that

∥f(z)− f(z′)∥ > M∥z − z′∥.

Since f is differentiable, so too is the map φ : [0, 1]→ X defined by

φ(t) := f(tz + (1− t)z′).

By Theorem 5.19 of Rudin (1964), there exists t0 ∈ (0, 1) such that the derivative φ′ satisfies

∥φ′(t0)∥ ≥ ∥f(z′)− f(z)∥ > M∥z − z′∥.

But, letting z0 := t0z + (1− t0)z′, observe that

φ′(t0) = lim
t→0

f(z0 + t(z − z′))− f(z0)
t

= [Df(z0)](z − z′),

where we think of z, z′ as column vectors. As such,

∥Df(z0)∥op∥z − z′∥ ≥ ∥[Df(z0)](z − z′)∥
= ∥φ′(t0)∥
> M∥z − z′∥

and so
sup
z∈Z
∥Df(z)∥op > M.

Since M was arbitrary this means that
Lip f ≤ sup

z∈Z
∥Df(z)∥op

which gives the result.

Proposition B.5 and Proposition B.7 then immediately entail the following:

Corollary B.8. Suppose Z = RdZ and X = RdX . If f is injective, and if f and f−1 : f(Z) → Z are everywhere
differentiable, then

BiLip f = max

(
sup
z∈Z
∥Df(z)∥op, sup

x∈f(Z)

∥Df−1(x)∥op
)
.
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B.2.1 ARZELÀ-ASCOLI

Our proof of Theorem 2.1 makes use of the Arzelà-Ascoli theorem. This is a standard and foundational result in analysis,
but we include a statement here for completeness. To this end, suppose we have a sequence of functions fn : Z ⊆ RdX →
X ⊆ RdX . We say that (fn) is pointwise bounded if, for all z ∈ Z ,

sup
n
∥fn(z)∥ <∞.

Likewise, (fn) is uniformly equicontinuous if for every ϵ > 0 there exists δ > 0 such that, for all n,

∥fn(z)− fn(z′)∥ < ϵ

whenever ∥z − z′∥ < δ.

Theorem B.9 (Arzelà-Ascoli). If a sequence of functions fn : Z ⊆ RdZ → X ⊆ RdX is pointwise bounded and uniformly
equicontinuous, then there exists a subsequence of (fn) that converges uniformly on every compact subset of Z .

Proof. The case d = 1 is proven for example by Rudin (2006, Theorem 11.28). This can be extended to the case d > 1 by a
standard argument. In particular, write

fn =: (fn,1, . . . , fn,d),

where fn,i : Z → R. Then extract a subsequence (fn1
) of (fn) such that fn,1 converges uniformly on every compact subset

of Z . Then extract a subsequence of (fn1
) such that the same holds for fn,2, and so on. The result is a subsequence (fn′)

such that each fn′,i converges uniformly on compact subsets of Z , from which the same holds for fn′ also by the triangle
inequality.

B.3 Pushforward Maps Require Unbounded Bi-Lipschitz Constants

Theorem 2.1. Suppose PZ and P ⋆X are probability measures on RdZ and RdX respectively, and that suppPZ ̸∼= suppP ⋆X .

Then for any sequence of measurable fn : RdZ → RdX , we can have fn#PZ
D→ P ⋆X only if

lim
n→∞

BiLip fn =∞.

Proof. We suppose that fn#PZ
D→ P ⋆X and prove the contrapositive. That is, without loss of generality (pass to a

subsequence if necessary) we assume

M := sup
n

BiLip fn <∞, (B.4)

and prove that suppPZ ∼= suppP ⋆X .

We first show that (fn) is pointwise bounded. To this end, observe that Prokhorov’s theorem (Dudley, 2002, Proposition
9.3.4) means that PZ is tight and that the sequence (fn#PZ) is uniformly tight. As such, there exists compact K ⊆ RdZ
such that PZ(K) > 0, and compact K ′ ⊆ RdX such that

inf
n
fn#PZ(K

′) > 1− PZ(K).

For each n, we must then have some zn ∈ K such that fn(zn) ∈ K ′; otherwise K ′ ⊆ fn(K)c and so

fn#PZ(K
′) ≤ fn#PZ(fn(K)c)

= 1− fn#PZ(fn(K))

= 1− PZ(f−1
n (fn(K)))

= 1− PZ(K)
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since fn is injective by Proposition B.5. But for any fixed z ∈ RdZ , this entails

sup
n
∥fn(z)∥ ≤ sup

n
∥fn(zn)∥+ ∥fn(z)− fn(zn)∥

≤ sup
x∈K′
∥x∥+ sup

z∈K
M∥z − zn∥

≤ sup
x∈K′
∥x∥+ 2M sup

z∈K
∥z∥

<∞

since K and K ′ are compact.

Next, observe that (B.4) easily means (fn) is uniformly equicontinuous. In particular, for ϵ > 0, choosing δ := ϵ/M gives

∥fn(z)− fn(z′)∥ ≤M∥z − z′∥ < ϵ

for all n whenever ∥z − z′∥ < δ

Theorem B.9 now entails the existence of a subsequence (fn′) that converges uniformly on every compact subset of RdZ . In
particular, (fn′) converges pointwise to a limit that we denote by f∞. Moreover, f∞ is bi-Lipschitz. To see this, recall that
for all n′ and z, z′ ∈ RdZ we have

1

M
∥z − z′∥ ≤ ∥fn′(z)− fn′(z′)∥ ≤M∥z − z′∥,

by our assumption (B.4). Taking n′ →∞ shows that BiLip f∞ ≤M <∞.

We also have that
fn′#PZ

D→ f∞#PZ . (B.5)

This follows from the Portmanteau theorem (Dudley, 2002, Theorem 11.3.3). In particular, suppose h is a bounded Lipschitz
function, and let Br ⊆ RdZ denote a ball of radius r > 0 at the origin. Then
∣∣∣∣
∫
h(x) fn′#PZ(dx)−

∫
h(x) f∞#PZ(dx)

∣∣∣∣ =
∣∣∣∣
∫
h(fn′(z))− h(f∞(z))PZ(dz)

∣∣∣∣

≤
∫

Br

|h(fn′(z))− h(f∞(z))|PZ(dz)

+

∫

Bc
r

|h(fn′(z))|+ |h(f∞(z))|PZ(dz)

≤ PZ(Br)(Liph) sup
z∈Br

∥fn(z)− f∞(z)∥+ 2PZ(B
c
r) sup
z∈RdZ

|h(z)| .

Hence

lim sup
n′→∞

∣∣∣∣
∫
h(x) fn′#PZ(dx)−

∫
h(x)f∞#PZ(dx)

∣∣∣∣ ≤ 2PZ(B
c
r) sup
z∈RdZ

|h(z)|

by the uniform convergence of fn′ to f∞ on compact subsets, and since Liph <∞. Taking r →∞, the right-hand side
vanishes since h is bounded, and we obtain (B.5).

We are now ready to complete the proof. Since f∞ is bi-Lipschitz, Proposition B.5 means that f∞ is a homeomorphism
from RdZ to f∞(RdZ ). This certainly gives

suppPZ ∼= f∞(suppPZ).

But now Proposition B.6 means
f∞(suppPZ) = f∞(suppPZ)

where the closure is taken in RdX . However, from (B.5) we have

P ⋆X = f∞#PZ ,



Continuously Indexed Flows

which by Proposition B.3 means that

suppP ⋆X = supp f∞#PZ = f∞(suppPZ).

Consequently
suppP ⋆X = f∞(suppPZ) ∼= suppPZ

as desired.

The following corollary extends the above result to the case where suppP ⋆X may be homeomorphic to suppPZ , but P ⋆X
is very close to a probability measure with non-homeomorphic support to PZ . Here ρ denotes any metric for the weak
topology. In other words, ρ must be a metric on the space of distributions that satisfies ρ(Pn, P ) → 0 as n → ∞ if and
only if Pn

D→ P . The Lévy-Prokhorov and bounded Lipschitz metrics provide standard examples of such ρ (Villani, 2008,
Definition 3.3.10).

Corollary 2.2. Suppose PZ and P 0
X are probability measures on RdZ and RdX respectively with suppPZ ̸∼= suppP 0

X .
Then there exists nonincreasing M : [0,∞)→ [1,∞] with M(ϵ)→∞ as ϵ→ 0 such that, for any probability measure P ⋆X
on RdX , we have BiLip f ≥M(ϵ) whenever ρ(P ⋆X , P

0
X) ≤ ϵ and ρ(f#PZ , P ⋆X) ≤ ϵ.

Proof. Define M : [0,∞)→ [1,∞] by

M(ϵ) := inf
{
BiLip f | f : RdZ → RdX , ρ(f#PZ , P 0

X) ≤ 2ϵ
}
,

with M(ϵ) :=∞ if the infimum is taken over the empty set. Certainly M is nonincreasing. If we have both ρ(P ⋆X , P
0
X) ≤ ϵ

and ρ(f#PZ , P ⋆X) ≤ ϵ, then the triangle inequality gives

ρ(f#PZ , P
0
X) ≤ ρ(f#PZ , P ⋆X) + ρ(P ⋆X , P

0
X) ≤ 2ϵ

and so BiLip f ≥ M(ϵ) since the right-hand side is an infimum. It remains only to show that M(ϵ)→∞ as ϵ→ 0. For
contradiction, suppose there exists ϵn → 0 such that supnM(ϵn) < ∞. From the definition of M , this means that for
each n there exists fn : RdZ → RdX such that ρ(fn#PZ , P 0

X) ≤ 2ϵn and BiLip fn ≤M(ϵn) + 1. It follows directly that

ρ(fn#PZ , P
0
X) → 0 as n → ∞, which in turn means fn#PZ

D→ P 0
X since ρ is a metric for the weak topology. At the

same time we have
sup
n

BiLip fn ≤ sup
n
M(ϵn) + 1 <∞,

which contradicts Theorem 2.1, since we assumed suppPZ ̸∼= suppP 0
X .

B.4 Variance of the Russian Roulette Estimator

In this section we briefly review the Russian roulette estimator used in Chen et al. (2019), and then discuss some scenarios
in which we expect the variance of this estimator to increase unboundedly.

B.4.1 RUSSIAN ROULETTE ESTIMATOR

Residual Flows (ResFlows, (Chen et al., 2019)), building off of Invertible Residual Networks (iResNets, (Behrmann et al.,
2019)), model the data by repeatedly stacking bijections of the form f−1

ℓ (x) = x + gℓ(x), where Lip gℓ =: κ < 1, as
mentioned in (5). The change-of-variable formula for one layer of flow reads as, for x ∈ Rd,

log pX(x) = log pZ(f
−1
ℓ (x)) + tr




∞∑

j=1

(−1)j+1

j
Dgℓ(x)

j


 . (B.6)

To deal with this infinite series, iResNets truncate after a fixed number of terms – this provides a biased estimate of the
log-likelihood of a point x under the model. ResFlows rely on an alternative method of estimating (B.6), first using a
Russian roulette procedure to rewrite the series as follows:

∞∑

j=1

(−1)j+1

j
tr
(
Dgℓ(x)

j
)
= EN



N∑

j=1

(−1)j+1

j

tr
(
Dgℓ(x)

j
)

pj


 =: S(x),
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where N ∼ Geom(p) is a geometric random variable, and pk := P(N ≥ k). Then, taking a single sample N ∼ Geom(p),
an unbiased estimator of S is given as SN , where Sn is defined for any n ∈ N and x ∈ R as

Sn(x) :=

N∑

j=1

(−1)j+1

j

tr
(
Dgℓ(x)

j
)

pj
(B.7)

for any x ∈ Rd. We will study the variance of SN in this section.15

First, however, define the quantity αj(x) for j ∈ N, x ∈ Rd as

αj(x) :=
(−1)j+1

j
tr
(
Dg(x)j

)
, (B.8)

where we now drop the dependence of g on ℓ. Then, S(x) =
∑∞
j=1 αj(x), and SN (x) =

∑N
j=1 αj(x)/pj .

B.4.2 WHAT MIGHT HAPPEN WHEN κ→ 1?

We begin with an informal discussion on the variance of SN as κ→ 1. First of all we know that, as κ→ 1, the mapping
f−1 gets arbitrarily close to a non-invertible mapping: consider e.g. g(x) = −κx, then f−1 = (1− κ)Id→ 0 as κ→ 1.
This near non-invertibility has implications for the speed of convergence of both S(x) and its gradient,16 as noted in these
two results from Behrmann et al. (2019):

1. Theorem 3:
∣∣∣
∑n
j=1 αj(x)− log det (I +Dg(x))

∣∣∣ ≤ −d
(
log(1− κ) +∑n

j=1
κj

j

)
,

2. Theorem 4: ∥∇θ (αj(x)− log det (I +Dg(x)))∥∞ = O (κn).

We can see that both bounds become very loose as κ → 1, implying we cannot guarantee the fast convergence of either
series. It then follows that we cannot invoke the results from Rhee & Glynn (2015) and Beatson & Adams (2019) to argue
that the variance of the Russian roulette estimator SN will be small. Indeed, in the next section, we will look at a specific
example where this variance becomes infinite.

B.4.3 A SPECIFIC EXAMPLE OF INFINITE VARIANCE

Now consider the case where d = 1. We will show that when κ2 > 1 − p, there is a set of x having positive Lebesgue
measure such that SN (x) from (B.7) has infinite variance.

We note that here we have tr
(
Dg(x)j

)
= (g′(x))j for any j ∈ N. We can thus rewrite αj from (B.8) as

αj(x) :=
(−1)j+1

j
(g′(x))j . (B.9)

Also recall that N ∼ Geom(p) and pj := P(N ≥ j) for all j ∈ N.

Proposition B.10. For any x ∈ R and random variable N satisfying suppN = N, SN (x) has finite expectation if κ < 1.

Proof. Refer to Lyne et al. (2015, Proposition A.1).

Proposition B.11. Under the same conditions as Proposition B.10,

VarSN (x) ≥ lim
n→∞

2
n∑

j=1

αj(x)Sj−1(x)− E[SN (x)]2.

15Chen et al. (2019) additionally approximate tr
(
Dgℓ(x)

j
)

by the Hutchinson’s trace estimator vTDgℓ(x)
jv for v ∼ N (0, I). Since

v is independent of N , their estimator has strictly higher variance than (B.7).
16With respect to the flow parameters θ
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Proof. This proof is taken from Lyne et al. (2015, Proposition A.2); we mostly rewrite the proof but adapt it to our specific
setting and notation. Note that we will drop the dependence of Sj and αj on x throughout the proof.

We know from Proposition B.10 that E[SN (x)] is finite. Thus we will simply lower-bound E[SN (x)2].

We will first use induction to show the following holds for any n ∈ N:

n∑

j=1

S2
j (pj − pj+1) = α2

1 +
n∑

j=2

α2
j

pj
+ 2

n∑

j=2

αjSj−1 − S2
npn+1. (B.10)

The base case is

S2
1(p1 − p2) =

α2
1

p21
p1 − S2

1p2 = α2
1 − S2

1p2

since p1 = 1. Now, assume (B.10) holds for some m ∈ N. Then, for n = m+ 1,

m+1∑

j=1

S2
j (pj − pj+1) =

m∑

j=1

S2
j (pj − pj+1) + S2

m+1(pm+1 − pm+2)

= α2
1 +

m∑

j=2

α2
j

pj
+ 2

m∑

j=2

αjSj−1 − S2
mpm+1 (B.11)

+ S2
m+1(pm+1 − pm+2)

by the inductive hypothesis. We also have

pm+1(S
2
m − S2

m+1) = pm+1(Sm − Sm+1)(Sm + Sm+1)

= pm+1
αm+1

pm+1

(
2Sm +

αm+1

pm+1

)

=
α2
m+1

pm+1
+ 2αm+1Sm.

Substituting this result into (B.11) completes the induction and proves (B.10) for all n ∈ N.

Now, by Jensen’s inequality,

S2
n =




n∑

j=1

pj
αj

pj

pj




2

≤
∑n
j=1

α2
j

pj∑n
j=1 pj

.

This implies

pn+1S
2
n ≤ pnS2

n ≤
pn∑n
j=1 pj

n∑

j=1

α2
j

pj
≤

n∑

j=1

α2
j

pj

since (pn) is a positive sequence.
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This finally implies the following lower bound for any n ∈ N:

n∑

j=1

S2
jP(N = j) =

n∑

j=1

S2
j (pj − pj+1)

= α2
1 +

n∑

j=2

α2
j

pj
+ 2

n∑

j=2

αjSj−1 − S2
npn+1

≥ α2
1 +

n∑

j=2

α2
j

pj
+ 2

n∑

j=2

αjSj−1 −
n∑

j=1

α2
j

pj

= α2
1(1− p−1

1 ) + 2

n∑

j=2

αjSj−1

= 2

n∑

j=2

αjSj−1,

where the final line follows because p1 = 1.

Since E[S2
N ] = limn→∞

∑n
j=1 S

2
jP(N = j), the proof is complete.

We are about ready to prove the main result but require one more auxiliary result first.

Proposition B.12. Suppose |b| > 1. Then,

lim
n→∞

n

bn

n−1∑

j=1

bj

j
=

1

b− 1
.

Proof. We will first show that the limit exists, and then show that it equals (b− 1)−1. Let

cn =
n

bn

n−1∑

j=1

bj

j
.

We can rewrite this as follows:

cn =
n−1∑

j=1

n

bn−jj
=
n−1∑

j=1

n

bj(n− j) =
n−1∑

j=1

1

bj
+
n−1∑

j=1

j

bj(n− j) .

Since b > 1, the first sum is a convergent geometric series as n→∞. We can decompose the second sum into its positive
and negative terms:

n−1∑

j=1

j

bj(n− j) =

n−1∑

j≥1:bj>0

j

bj(n− j) +
n−1∑

j≥1:bj<0

j

bj(n− j) ≡ 1⃝n + 2⃝n.

We can see, for all n ∈ N,

1⃝n ≥ −
n−1∑

j=1

j

|b|j(n− j) and 2⃝n ≤
n−1∑

j=1

j

|b|j(n− j) .

Furthermore, for all j ∈ {1, . . . , n− 1}, we have
j

n− j ≤ j.

Now notice that the series
∑∞
j=1

j
|b|j converges by the ratio test:

lim
j→∞

∣∣∣∣∣

j+1
|b|j+1

j
|b|j

∣∣∣∣∣ = lim
j→∞

j + 1

j|b| =
1

|b| < 1.



Continuously Indexed Flows

This implies the existence of limn→∞
∑n−1
j=1

j
|b|j(n−j) . Since the sequence ( 1⃝n) (resp. ( 2⃝n)) is negative, non-increasing,

and bounded below (resp. positive, non-decreasing, and bounded above), this implies the existence of limn→∞ 1⃝n (resp.
limn→∞ 2⃝n). Altogether, this implies the existence of

lim
n→∞



n−1∑

j=1

1

bj
+

n−1∑

j=1

j

bj(n− j)


 = lim

n→∞
cn =: c∞.

Now we will determine its precise value. Note the following recurrence for all n ∈ N:

cn+1 =
n+ 1

bn
(1 + cn) .

Taking the limit of both sides as n→∞ gives

c∞ =
1

b
(1 + c∞).

Solving this gives us c∞ = 1
b−1 , which completes the proof.

Proposition B.13. Suppose N ∼ Geom(p), g is continuously differentiable, and 1− p < κ2 < 1. Then

{x ∈ R | VarSN (x) =∞}
has positive Lebesgue measure.

Proof. From Proposition B.11, for a given x ∈ R, we can see that showing
∑∞
n=2 αn(x)Sn−1(x) diverges is sufficient to

prove VarSN (x) is infinite.

Consider using the ratio test to assess the convergence of the above series, with terms defined as an(x) := αn(x)Sn−1(x).
We have the following for any n ≥ 2:

∣∣∣∣
an+1(x)

an(x)

∣∣∣∣ =
∣∣∣∣
αn+1(x)Sn(x)

αn(x)Sn−1(x)

∣∣∣∣

=

|(g′(x))n+1|
n+1

|(g′(x))n|
n

·

∣∣∣∣∣∣

∑n
j=1

αj(x)
pj∑n−1

j=1
αj(x)
pj

∣∣∣∣∣∣

=
n|g′(x)|
n+ 1

·

∣∣∣∣∣∣∣
(−1)n+1 · (g′(x))n

npn



n−1∑

j=1

(−1)j+1 · (g′(x))j
jpj




−1

+ 1

∣∣∣∣∣∣∣
.

Recall pj = (1− p)j−1 ≡ qj−1. Then, writing b = − g
′(x)
q , we have

(−1)n+1 · (g′(x))n
npn



n−1∑

j=1

(−1)j+1 · (g′(x))j
jpj




−1

=
1

n
bn



n−1∑

j=1

1

j
bj




−1

.

Now let us assume that |g′(x)|2 > q. We can see that |g′(x)|2 > q =⇒ |g′(x)| > q since q ∈ (0, 1), which then entails
|b| > 1. Therefore, by Proposition B.12,

lim
n→∞

n

bn

n−1∑

j=1

bj

j
=

1

b− 1
.

This then implies

lim
n→∞

∣∣∣∣
an+1(x)

an(x)

∣∣∣∣ = lim
n→∞

n|g′(x)|
n+ 1

∣∣∣∣∣
1

n
bn

∑n−1
j=1

bj

j

+ 1

∣∣∣∣∣

= |g′(x)|
∣∣∣∣∣

1
1
b−1

+ 1

∣∣∣∣∣ =
|g′(x)|2

q
> 1
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since we have assumed that |g′(x)|2 > q. Thus, for all x in the set

Vg,q := {x ∈ R | |g′(x)|2 > q},

the series
∑∞
n=2 αn(x)Sn−1(x) diverges by the ratio test. This means that VarSN (x) =∞ for all x ∈ Vg,q .

Finally, we will prove the set {x ∈ R | VarSN (x) = ∞} has positive Lebesgue measure. Recall that Lip g = κ, which
directly implies supx∈R |g′(x)| = κ from Proposition B.7 and thus supx∈R |g′(x)|2 = κ2. Then, since κ2 > q, there exists
x0 ∈ R such that |g′(x0)|2 ∈ (q, κ2). By the continuity of |g′|, there is open ball of nonzero radius around x0, denoted
B(x0), such that |g′(x)| > q for all x ∈ B(x0). Since B(x0) is open and non-empty, it has positive Lebesgue measure. The
inclusions

B(x0) ⊆ Vg,q ⊆ {x ∈ R | VarSN (x) =∞}
thus conclude the proof.

B.4.4 DISCUSSION

Changing p as κ increases An obvious strategy to avoid satisfying the conditions of Proposition B.13 is to set p such
that 1− κ2 > p. However, lowering p in this way incurs additional computational cost: the average number of iterations
per training step is equal to p−1, or is lower-bounded by (1 − κ2)−1 if p < 1 − κ2. Thus, if we send κ → 1 to mitigate
the bi-Lipschitz constraint (6), we will either incur an infinite computational cost or run the risk of encountering infinite
variance.

Higher dimensions Although Proposition B.13 only applies for d = 1, it is conceivable that similar results can be derived
for d > 1, especially when considering the discussion in Section B.4.2. We leave a deeper investigation for future work.

B.5 Density of a CIF

We make precise our heuristic derivation of the density (11) via the following result.

Proposition B.14. Suppose Z,X ⊆ Rd are open, and that F (·;u) : Z → X is a continuously differentiable bijection with
everywhere invertible Jacobian for each u ∈ U . Under the generative model (8), (X,U) has joint density

pZ(F
−1(x;u)) pU |Z(u|F−1(x;u)) |detDF−1(x;u)|.

Proof. Suppose h : X × U → R is a bounded measurable test function. Then

E[h(X,U)] = E[h(F (Z;U), U)]

=

∫ [∫
h(F (z;u), u) pZ(z) pU |Z(u|z) dz

]
du

=

∫
h(x, u) pZ(F

−1(x;u)) pU |Z(u|F−1(x;u)) |detDF−1(x;u)|dz du,

where in the third line we substitute x := F (z;u) on the inner integral, which is valid by Theorem 17.2 of Billingsley (2008).
Now for A ⊆ X × U , let h := IA. It follows that

P((X,U) ∈ A) = E[IA(X,U)] =

∫

A

pZ(F
−1(x;u)) pU |Z(u|F−1(x;u)) |detDF−1(x;u)|dz du,

which gives the result since A was arbitrary.

B.6 Our Approximate Posterior Does Not Sacrifice Generality

The following result shows that our parameterisation of the approximate posterior qU1:L|X in (15) does not lose generality.
In particular, provided each qUℓ|Zℓ

is sufficiently expressive, we can always recover the exact posterior.
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Proposition B.15. Under the generative model (8), the posterior factors like

pU1:L|X(u1:L|x) =
L∏

ℓ=1

pUℓ|Zℓ
(uℓ|zℓ),

where zL := x and zℓ := F−1
ℓ+1(zℓ+1;uℓ+1) for ℓ ∈ {1, . . . , L− 1}.

Proof. Writing pU1:L|X autoregressively gives

pU1:L|X(u1:L|x) =
L∏

ℓ=1

pUℓ|Uℓ+1:L,X(uℓ|uℓ+1:L, x).

But now it is clear from the generative model (8) that Uℓ is conditionally independent of (Uℓ+1:L, X) given Zℓ, and as such

pUℓ|Uℓ+1:L,X(uℓ|uℓ+1:L, x) = pUℓ|Zℓ
(uℓ|zℓ).

Substituting this into the above expression then gives the result.

B.7 Conditions for a CIF to Outperform an Underlying Normalising Flow

For this result, the components of our model are assumed to be parameterised by θ ∈ Θ, which we will indicate by by
Fθ, pθU |Z , and qθU |X . We will also use θ to indicate quantities that result from the choice of parameters θ (e.g. P θX for the
distribution obtained), and will denote by Lθ the corresponding ELBO (14).
Proposition 4.1. Suppose there exists ϕ ∈ Θ such that, for some bijection f : Z → X , Fϕ(·;u) = f(·) for all u ∈ U .
Likewise, suppose pϕU |Z and qϕU |X are such that, for some density r on U , pϕU |Z(·|z) = qϕU |X(·|x) = r(·) for all z ∈ Z and
x ∈ X . If Ex∼P⋆

X
[Lθ(x)] ≥ Ex∼P⋆

X
[Lϕ(x)], then

DKL

(
P ⋆X

∥∥ P θX
)
≤ DKL(P

⋆
X ∥ f#PZ).

Proof. Observe from (11) that

pϕX,U (x, u) = pZ(f
−1(x)) |detDf−1(x)| pU |Z(u|f−1(x)).

It then follows from (13) that, under ϕ, the model has density

pϕX(x) = pZ(f
−1(x)) |detDf−1(x)|

∫
pU |Z(u|f−1(x)) du

︸ ︷︷ ︸
=1

which is exactly the density of the normalising flow f#PZ . We also obtain the posterior

pϕU |X(u|x) =
pϕX,U (x, u)

pϕX(x)

= pU |Z(u|f−1(x))

= r(u).

Since each qϕU |X(·|x) = r(·) also, it follows that Lϕ is tight, so that Lϕ(x) = log pϕX(x) for all x ∈ X .

Now suppose some θ ∈ Θ has
Ex∼P⋆

X
[Lθ(x)] ≥ Ex∼P⋆

X
[Lϕ(x)].

It follows that
Ex∼P⋆

X
[log pθX(x)] ≥ Ex∼P⋆

X
[Lϕ(x)] = Ex∼P⋆

X
[log pϕX(x)].

Subtracting Ex∼P⋆
X
[log p⋆X(x)] from both sides and negating gives

DKL

(
P ⋆X

∥∥ P θX
)
≤ DKL

(
P ⋆X

∥∥∥ PϕX
)
= DKL(P

⋆
X ∥ f#PZ).
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B.8 CIFs Can Learn Target Supports Exactly

In this section we give necessary and sufficient conditions for a CIF to learn the support of a target distribution exactly,
without needing changes to F . However, our argument applies more generally and does not make specific use of the bijective
structure of F . To make this clear, we formulate our result here in terms of a generalisation of the model (7). In particular,
we will take PX as the marginal in X of

Z ∼ PZ , U ∼ PU |Z(·|Z), X := G(Z,U), (B.12)

where G : Z × U → X . We will assume that

• Z ⊆ RdZ , U ⊆ RdU , and X ⊆ RdX are equipped with the subspace topology;

• PZ and each PU |Z(·|z) are Borel probability measures on Z and U respectively;

• G is continuous with respect to the product topology Z × U .

We then have the following formula for suppPX :

Lemma B.16. Under the model (B.12),

suppPX =
⋃

z∈suppPZ

G({z} × suppPU |Z(·|z)).

Proof. Denote the joint distribution of (Z,U) by PZ,U . Observe from Proposition B.3 that

suppPX = G(suppPZ,U ).

Let
B :=

⋃

z∈suppZ

{z} × suppPU |Z(·|z).

The result follows if we can show that
suppPZ,U = B,

since G(B) = G(B) because G is continuous.

We first show that suppPZ,U ⊇ B. Suppose (z, u) ∈ B, and let N(z,u) ⊆ Z × U be an open set containing (z, u). Then
there exists open Nz and Nu containing z and u respectively such that Nz ×Nu ⊆ N(z,u), since the open rectangles form a
base for the product topology. It follows that

PZ,U (N(z,u)) ≥ PZ,U (Nz ×Nu)

=

∫

Nz

PU |Z(Nu|z′)PZ(dz′)

> 0,

since by the definition of B we have PZ(Nz) > 0 and PU |Z(Nu|z) > 0 for each u ∈ Nz . From this we have suppPZ,U ⊇
B, and taking the closure of each side gives suppPZ,U ⊇ B.

In the other direction, suppose that (z, u) ̸∈ B. Then there exist open sets Nz and Nu containing z and u respectively such
that

(Nz ×Nu) ∩B = ∅.

By the definition of B, it follows that if (z′, u′) ∈ Nz × Nu and z′ ∈ suppPZ , then u′ ̸∈ suppPU |Z(·|z′). Otherwise
stated, if z′ ∈ Nz ∩ suppPZ , then

Nu ∩ suppPU |Z(·|z′) = ∅.
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Thus

PZ,U (Nz ×Nu) =
∫

Nz

[∫

Nu

PU |Z(du
′|z′)

]
PZ(dz

′)

=

∫

Nz∩suppPZ

[∫

Nu∩suppPU|Z(·|z′)
PU |Z(du

′|z′)
]
PZ(dz

′)

= 0,

where the second line follows from Proposition B.4. Consequently (z, u) ̸∈ suppPZ,U , which gives suppPZ,U ⊆ B.

We now give necessary and sufficient conditions for the model (B.12) to learn a given target support exactly.

Proposition B.17. Suppose P ⋆X(∂ suppP ⋆X) = 0 and that

G(suppPZ × U) ⊇ suppP ⋆X . (B.13)

Then there exists PU |Z such that suppPX = suppP ⋆X if and only if, for all z ∈ suppPZ , there exists u ∈ U with

G(z, u) ∈ suppP ⋆X .

Proof. (⇒) Choose PU |Z such that suppPX = suppP ⋆X . Lemma B.16 gives
⋃

z∈suppPZ

G({z} × suppPU |Z(·|z)) ⊆ suppP ⋆X .

Suppose z ∈ suppPZ . Then for indeed all u ∈ suppPU |Z(·|z) we must have G(z, u) ∈ suppP ⋆X , which proves this
direction since suppPU |Z(·|z) ̸= 0 by Proposition B.4.

(⇐) For z ∈ suppPZ , let
Az := {u ∈ U : G(z, u) ∈ int(suppP ⋆X)}, (B.14)

where int denotes the interior operator. If Az = ∅, define PU |Z(·|z) to be Dirac on some u such that G(z, u) ∈ suppP ⋆X ,
which exists by assumption. Otherwise, we let PU |Z(·|z) be a probability measure with support Az . To show that such a
measure exists, observe that Az is open since G is continuous. Since U is separable, we can therefore write

Az =
∞⋃

n=1

Bn

for a countable collection of open sets Bn ⊆ Az . We can then define a probability measure µ by

µ(C) :=

∞∑

n=1

2−n I(C ∩Bn ̸= ∅)

for measurable C ⊆ U . Since Az ̸= ∅, it is straightforward to see that this is a probability measure with µ(Az) = 1.
Consequently suppµ = Az by Proposition B.2, since Az is open and suppµ is the smallest closed set with µ-probability 1.

We show this construction gives suppPX ⊆ suppP ⋆X . To this end, we first prove that if z ∈ suppPZ and u ∈
suppPU |Z(·|z) then

G(z, u) ∈ suppP ⋆X .

If Az = ∅ this is immediate. Otherwise, since suppPU |Z(·|z) = Az , there exists (un) ⊆ Az such that un → u. By (B.14),
each G(z, un) ∈ suppP ⋆X . By continuity we then have

G(z, un)→ G(z, u) ∈ suppP ⋆X

since suppP ⋆X is closed. It follows that
⋃

z∈suppPZ

G({z} × suppPU |Z(·|z)) ⊆ suppP ⋆X ,
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which gives suppPX ⊆ suppP ⋆X from Lemma B.16 since suppP ⋆X is closed.

We now show suppPX ⊇ suppP ⋆X . Since P ⋆X(∂ suppP ⋆X) = 0 we have

suppP ⋆X = int(suppP ⋆X)

by Proposition B.2, so that suppPX ⊇ suppP ⋆X if suppPX ⊇ int(suppP ⋆X). Now suppose x ∈ int(suppP ⋆X). Then
there exists (zn) ⊆ suppPZ and (un) ⊆ U such that G(zn, un) → x by (B.13). But then we must have G(zn, un) ∈
int(suppP ⋆X) for n large enough because x lies in the interior. Consequently, for n large enough,

un ∈ Azn ⊆ suppPU |Z(·|zn)

and hence G(zn, un) ∈ suppPX by Lemma B.16. This means x ∈ suppPX since suppPX is closed.

The following proposition then gives a straightforward condition under which it is additionally possible to recover the target
exactly (i.e. not just its support). In our experiments we do not enforce this condition explicitly. However, since we learn
the parameters of G here, we can expect our model will approximate this behaviour if doing so produces a better density
estimator.

Proposition B.18. If G(z, ·) is surjective for each z ∈ Z , then there exists PU |Z such that PX = P ⋆X .

Proof. Fix z ∈ Z . Surjectivity of G(z, ·) means that, for x ∈ X , there exists u ∈ U such that G(z, u) = x. Thus we can
define Hz : X → U such that

G(z,Hz(x)) = x

for all x ∈ X . We then define each
PU |Z(·|z) := Hz#P

⋆
X .

From this it follows that PX = P ⋆X . For, letting B ⊆ X be measurable,

PX(B) =

∫

G−1(B)

PU |Z(du|z)PZ(dz)

=

∫ [∫
IB(G(z, u))Hz#P

⋆
X(du)

]
PZ(dz)

=

∫ [∫
IB(G(z,Hz(x)))P

⋆
X(dx)

]
PZ(dz)

=

∫ [∫
IB(x)P ⋆X(dx)

]
PZ(dz)

= P ⋆X(B),

which gives the result.

C Experimental Details
Our choices (10) and (17) required parameterising s, t, µp, Σp, µq, and Σq. Since these terms are naturally paired, at each
layer of our model we set

[s(u), t(u)] := NNF (u),

[µp(z), ςp(z)] := NNp(z),

Σp(z) := diag(eς
p(z)),

[µq(x), ςq(x)] := NNq(x),

Σq(x) := diag(eς
q(x)),

where NN denotes a separate neural network and ςp(z), ςq(x) ∈ Rd.
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In all experiments we trained our models to maximise either the log-likelihood (for the baseline flows) or the ELBO (for the
CIFs) using the ADAM optimiser (Kingma & Ba, 2015) with default hyperparameters and no weight decay. The ELBO
was estimated using a single sample per datapoint (i.e. a single call to Algorithm 1). We used a held-out validation set and
trained each model until its validation score stopped improving, except for the NSF tabular data experiments where we train
for a fixed number of epochs as specified in Durkan et al. (2019). After training, we used validation performance to select
the best parameters found during training for use at test time (again except for the NSF experiments, where we just test
with the final model). Both validation and test scores were computed using the exact log-likelihood for the baseline and the
importance sampling estimate (16) for the CIFs, with m = 5 samples for validation and m = 100 for testing.

C.1 Tabular Data Experiments

Following Papamakarios et al. (2017), we experimented with the POWER, GAS, HEPMASS, and MINIBOONE datasets
from the UCI repository (Bache & Lichman, 2013), as well as a dataset of 8× 8 image patches extracted from the BSDS300
dataset (Martin et al., 2001). We preprocessed these datasets identically to Papamakarios et al. (2017), and used the same
train/validation/test splits. For all CIF-ResFlow models, we used a batch size of 1000 and a learning rate of 10−3. For the
MAF experiments, we used a batch size of 1000 and a learning rate of 10−3, except for BSDS300 where we used a learning
rate of 10−4 to control the instability of the baseline. For the NSF experiments, we used batch sizes and learning rates as
dictated by Durkan et al. (2019, Table 5), along with their cosine learning rate annealing scheme.

Also, for all CIF models, each Uℓ had the same dimension dU , which we took to be roughly a quarter of the dimensionality
of the data (except in Section C.1.4 for which dU = dX ). In particular, we set dU := 2 for POWER and GAS, dU := 5 for
HEPMASS, dU := 10 for MINIBOONE, and dU := 15 for BSDS300.

C.1.1 RESIDUAL FLOWS

The residual blocks in all ResFlow models used multilayer perceptrons (MLPs) with 4 hidden layers of 128 hidden units
(denoted 4× 128), LipSwish nonlinearities (Chen et al., 2019, (10)) before each linear layer, and a residual connection from
the input to the output. We did not use any kind of normalisation (e.g. ActNorm or BatchNorm) for these experiments. For
all models we set κ = 0.9 in (5) to match the value for the 2-D experiments in the codebase of Chen et al. (2019). Other
design choices followed Chen et al. (2019). In particular:

• We always exactly computed several terms at the beginning of the series expansion of the log Jacobian, and then used
Russian Roulette sampling (Kahn, 1955) to estimate the sum of the remaining terms. In particular, at training time we
computed 2 exact terms, while at test time we computed 20 exact terms;

• We used a geometric distribution with parameter 0.5 for the number of terms to compute in our Russian Roulette
estimators;

• We used the Skilling-Hutchinson trace estimator (Skilling, 1989; Hutchinson, 1990) to estimate the trace in the log
Jacobian term;

• At both training and test time, we used a single Monte Carlo sample of (n, v) to estimate (6) of Chen et al. (2019);

However, note that for these experiments, for the sake of simplicity, we did not use the memory-saving techniques in (8) and
(9) of Chen et al. (2019), nor the adaptive power iteration scheme described in their Appendix E.

For NNF , NNp, and NNq we used 2× 10 MLPs with tanh nonlinearities These networks were much smaller than 4× 128,
and hence the CIF-ResFlows had only roughly 1.5-4.5% more parameters (depending on the dimension of the dataset) than
the otherwise identical 10-layer ResFlows, and roughly 10% of the parameters of the 100-layer ResFlows.

The 100-layer ResFlows were significantly slower to train than the 10-layer models, and for POWER, GAS, and BSDS300
we were forced to stop these before their validation loss had converged. However, to ensure a fair comparison, we allocated
more total computing power to these models than to the 10-layer models, which were terminated properly. In particular, we
trained each 100-layer ResFlow on POWER and GAS for a total of 10 days on a single NVIDIA GeForce GTX 1080 Ti, and
on BSDS300 for a total of 7 days. In contrast, the 10-layer ResFlows converged after around 1 day on POWER, 4.5 days on
GAS, and around 3 days on BSDS300. Likewise, the 10-layer CIF-ResFlows converged after around 1 day on POWER, 6
days on GAS, and 2 days on BSDS300.
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Table C.4: MAF and CIF-MAF parameter configurations for POWER and GAS.

LAYERS (L) AUTOREGRESSIVE NETWORK SIZE NNp SIZE NNq SIZE NNF SIZE

MAF 5, 10, 20 2× 100, 2× 200, 2× 400 - - -
CIF-MAF 5, 10 2× 128 2× 100, 2× 200 2× 100, 2× 200 2× 128

Table C.5: MAF and CIF-MAF parameter configurations for HEPMASS and MINIBOONE

LAYERS (L) AUTOREGRESSIVE NETWORK SIZE NNp SIZE NNq SIZE NNF SIZE

MAF 5, 10, 20 2× 128, 2× 512, 2× 1024 - - -
CIF-MAF 5, 10 2× 128 2× 128, 2× 512 2× 128, 2× 512 2× 128

C.1.2 MASKED AUTOREGRESSIVE FLOWS

The experiment comparing MAF baselines to CIF-MAFs was inspired by the experimental setup in Papamakarios et al.
(2017). For each dataset, we specified a set of hyperparameters over which to search for both the baselines and the CIFs;
these hyperparameters are provided in Table C.4, Table C.5, and Table C.6. Then, we trained each model until no validation
improvement had been observed for 50 epochs. We then evaluated the model with the best validation score among all
candidate models on the test dataset to obtain a log-likelihood score. We performed this procedure with three separate
random seeds, and report the average and standard error across the runs in Table 1.

We searched over all combinations of parameters listed in Table C.4, Table C.5, and Table C.6. For example, on HEPMASS
or MINIBOONE, our set of candidate MAF models included: for L = 5, an autoregressive network of size of either 2× 128,
2× 512, or 2× 1024; for L = 10, an autoregressive network size of either 2× 128, 2× 512, or 2× 1024; and for L = 20,
again an autoregressive network size of either 2× 128, 2× 512, or 2× 1024; this gave us a total of 9 candidate MAF models
for each seed. The set of candidate CIF-MAF models can similarly be determined via the table and gave us a total of 8
candidate models for each seed. We maintained this split of 9 candidates for MAF and 8 candidates for CIF-MAF across
datasets to fairly compare against the baseline by allowing them more configurations. We also considered deeper and wider
MAF models to compensate for the additional parameters introduced by NNF , NNp, and NNq in the CIF-MAFs. Finally, we
allowed the baseline MAF models to use batch normalization between MADE layers as recommended by Papamakarios
et al. (2017), but we do not use them within CIF-MAFs as the structure of our F generalises this transformation.

We should note that our evaluation of models is slightly different from Papamakarios et al. (2017). For the model which
scores best on the validation set, Papamakarios et al. (2017) report the average and standard deviation of log-likelihood
across the points in the test dataset. However, our error bars emerge as the error in average test-set log-likelihood across
multiple runs of the same experiment; this style of evaluation is often employed in other works as well (e.g. FFJORD
(Grathwohl et al., 2019), NAF (Huang et al., 2018), and SOS (Jaini et al., 2019) as noted in Durkan et al. (2019, Table 1)).

C.1.3 NEURAL SPLINE FLOWS

The experiment comparing NSF baselines to CIF-NSFs mirrors the experimental setup in Durkan et al. (2019). Specifically,
we constructed baseline NSFs that exactly copied the settings in Durkan et al. (2019, Table 5). We also built CIF-NSFs using
these baseline settings, although for the CIF-NSF-1 model we lowered the number of hidden channels in the autoregressive
networks so that the total number of trainable parameters matched that of the baseline. Our parameter settings are provided
in Table C.7; note that parameter settings are homogeneous across datasets, besides MINIBOONE for which we reduced

Table C.6: MAF and CIF-MAF parameter configurations for BSDS300

LAYERS (L) AUTOREGRESSIVE NETWORK SIZE NNp SIZE NNq SIZE NNF SIZE

MAF 5, 10, 20 2× 512, 2× 1024, 2× 2048 - - -
CIF-MAF 5, 10 2× 512 2× 128, 2× 512 2× 128, 2× 512 2× 128
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Table C.7: CIF-NSF configurations for all tabular datasets. The number of hidden features in the autoregressive network is
referred to as nh.

NNp SIZE NNq SIZE NNF SIZE nh VS. BASELINE

CIF-NSF-1 (MINIBOONE) 3× 50 2× 10 3× 25 FEWER
CIF-NSF-1 (NON-MINIBOONE) 3× 200 2× 10 3× 100 FEWER
CIF-NSF-2 3× 200 2× 10 3× 100 SAME

Table C.8: Mean ± standard error of average test set log-likelihood (higher is better). Best performing runs are shown in
bold. CIF-Id-1 had s ≡ 0 and t = Id. CIF-Id-2 had s ≡ 0 and t = NNF . CIF-Id-3 had (s, t) = NNF .

POWER GAS HEPMASS MINIBOONE

CIF-ID-1 (NNq = 10× 2) 0.43± 0.01 10.92± 0.10 −17.06± 0.05 −11.26± 0.03
CIF-ID-1 (NNq = 100× 4) 0.42± 0.01 10.86± 0.16 −17.44± 0.09 −10.91± 0.04

CIF-ID-2 (NNq = 10× 2) 0.45± 0.01 10.43± 0.08 −17.63± 0.10 −11.13± 0.08
CIF-ID-2 (NNq = 100× 4) 0.47± 0.01 10.89± 0.18 −17.51± 0.09 −10.75± 0.07

CIF-ID-3 (NNq = 10× 2) 0.50± 0.01 11.32± 0.14 −17.08± 0.02 −10.45± 0.04
CIF-ID-3 (NNq = 100× 4) 0.50± 0.01 11.58± 0.12 −16.68± 0.07 −10.01± 0.04

the size NNp and NNF by a factor of 4 as per Durkan et al. (2019)17. We trained both NSFs and CIF-NSFs for a number of
training epochs corresponding to the number of training steps divided by the number of batches in the training set, i.e.

ne = ⌈ns/ (nt/nb)⌉ ,

where ne is the number of epochs, ns is the number of training steps, nb is the batch size, and nt is the number of training
data points. Note that ns and nb are from Durkan et al. (2019, Table 5), and nt is fixed by the pre-processing steps from
Papamakarios et al. (2017). We then evaluated the test-set performance of each model after the pre-specified number of
epochs, averaging across three seeds, and put the results in Table 1. We again average randomness across seeds, rather than
across points in the test set, as discussed in the previous section.

We quickly note here that we selected our parameters after trying a few settings on various UCI datasets. There were
other settings which performed better for individual datasets that are not included here, as we would like the proposed
configurations to be as homogeneous as possible. It appeared as though the NSF models were already fairly good at
modelling the data, which allowed us to make NNq much smaller while still achieving good inference.

We also should note that we wrapped our code around the NSF bijection code from https://github.com/
bayesiains/nsf. We also disable weight decay in all of these experiments without observing any problems with
convergence.

C.1.4 ABLATING f

We ran ablation experiments to gain some insight into the relative importance of f in (9). In particular, we considered a 10
layer model (L = 10) where at each layer Uℓ had the same dimension as the data and f = Id was the identity. We refer to
this model as CIF-Id.

We considered three parameterisations of CIF-Id. The first had s ≡ 0 and t = Id, which from our choice (10) of pU |Z
corresponds to stacking the following generative process:

Z ∼ PZ
ϵ ∼ Normal(0, Id)

X := Z − µp(Z)− eςp(Z) ⊙ ϵ. (C.1)

17Indeed, there was no choice of nh which would allow us to achieve the same number of parameters as the baseline for the models
noted in row 2 of Table C.7.
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Observe this generalise ResFlows, since (5) can be realised by sending ςp → −∞ and having µp < 1. Accordingly, we
took NNp to be a 4× 128 MLP to match the size of the residual blocks used in our tabular ResFlow experiments.

The second CIF-Id parameterisation had s ≡ 0 and t = NNF , which amounts to replacing (C.1) with

X := Z − t
(
µp(Z) + eς

p(Z) ⊙ ϵ
)
.

To align with the first CIF-Id, we took NNF and NNp to be 2 × 128 MLPs, and zeroed out the s output of NNF to obtain
s ≡ 0. The third parameterisation had (s, t) = NNF , which replaces (C.1) with

X := exp
(
−s
(
µp(Z) + eς

p(Z) ⊙ ϵ
))
⊙ Z − t

(
µp(Z) + eς

p(Z) ⊙ ϵ
)
.

Again, we took NNF and NNp to be 2× 128 MLPs in this case.

We ran all configurations with two different choices of NNq: a 2 × 10 MLP as in our tabular ResFlow experiments, as
well as a 4× 100 MLP. The results are given in Table C.8.18 Observe that these models performed comparably or better
than the 100-layer ResFlows, but worse than the CIF-ResFlows and CIF-MAFs in Table 1. As discussed in Section 4.1.1,
we conjecture this occurs because a CIF-Id requires greater complexity from pU |Z to make up for its simple choice of f ,
which in turn makes inference harder and hence the ELBO (14) looser, resulting in a poorer model that is learned overall.
Likewise, note that the best performance in all cases was obtained when (s, t) = NNF . This provides some justification for
the generality of our choice of (9), as opposed to simpler alternatives that omit s or t.

C.2 Image Experiments

In all our image experiments we applied the same uniform dequantisation scheme as Theis et al. (2016), after which we
applied the logit transform of Dinh et al. (2017) with α = 10−5 for Fashion-MNIST and α = 0.05 for CIFAR10.

C.2.1 RESFLOW

For our baseline ResFlow experiments we used the same architecture as Chen et al. (2019). In particular, our convolutional
residual blocks (denoted Conv-ResBlock) had the form

LipSwish→ 3× 3 Conv→ LipSwish→ 1× 1 Conv→ LipSwish→ 3× 3 Conv,

while our fully connected residual blocks (denoted FC-ResBlock) had the form

LipSwish→ Linear→ LipSwish→ Linear,

with a residual connection from the input to the output in both cases. The overall architecture of the flow in all cases was:

Image→ LogitTransform(α)→ k× Conv-ResBlock→ [Squeeze→ k× Conv-ResBlock]× 2→ 4× FC-ResBlock,

where the Squeeze operation was as defined by Dinh et al. (2017). Like Chen et al. (2019), we used ActNorm layers
(Kingma & Dhariwal, 2018) before and after each residual block.

Due to computational constraints, the models we considered were smaller than those used by Chen et al. (2019). In particular,
our smaller ResFlow models used 128 hidden channels in their Conv-ResBlocks, 64 hidden channels in the linear layers of
their FC-ResBlocks, and had k = 4. Our larger ResFlow models used 256 hidden channels in their Conv-ResBlocks, 128
hidden channels in the linear layers of their FC-ResBlocks, and had k = 6. In contrast, Chen et al. (2019) used 512 hidden
channels in their Conv-ResBlocks, 128 hidden channels in their FC-ResBlocks, and had k = 16.

As described for our tabular experiments, we used the same estimation scheme as Chen et al. (2019). Additionally:

• We took κ = 0.98;

• We used the Neumann gradient series expression for the log Jacobian (Chen et al., 2019, (8)) and computed gradients
in the forward pass (Chen et al., 2019, (9)) to reduce memory overhead;

18Due to computational constraints we did not run these experiments on BSDS300.
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• We used an adaptive rather than a fixed number of power iterations for spectral normalisation (Gouk et al., 2018), with
a tolerance of 0.001;

For the CIF-ResFlows, we augmented the smaller baseline ResFlow by treating each composition of ActNorm→ ResBlock,
as well as the final ActNorm, as an instance of f in (9). Each NNF , NNp, and NNq was a ResNet (He et al., 2016a;b)
consisting of 2 residual blocks with 32 hidden channels (denoted 2 × 32). We gave each Uℓ the same shape as a single
channel of Zℓ, and upsampled to the dimension of Zℓ by adding channels at the output of each NNF . Note that we did not
experiment with using the larger baseline ResFlow model as the basis for a CIF.

For all models we used a learning rate of 10−3 and a batch size of 64.

Figure C.3 through to Figure C.8 show samples synthesised from the ResFlow and CIF-ResFlow density models trained on
MNIST and CIFAR-10.

C.2.2 REALNVP

For our RealNVP-based image experiments, we took the baseline to be a RealNVP with the same architecture used by
Dinh et al. (2017) for their CIFAR-10 experiments. In particular, we used 10 affine coupling layers with the corresponding
alternating channelwise and checkerboard masks. Each coupling layer used a ResNet (He et al., 2016a;b) consisting of 8
residual blocks of 64 channels (denoted 8× 64). We replicated the multi-scale architecture of Dinh et al. (2017), squeezing
the channel dimension after the first 3 coupling layers, and splitting off half the dimensions after the first 6. This model had
5.94M parameters for Fashion-MNIST and 6.01M parameters for CIFAR-10.

For the CIF-RealNVP, we considered each affine coupling layer to be an instance of f in (9). When choosing the size of
our networks, we sought to maintain roughly the same depth over which gradients were propagated as in the baseline. To
this end, our coupling networks were 4× 64 ResNets, each NNp and NNq were 2× 64 ResNets, and each NNF was a 2× 8
ResNet. We gave each Uℓ the same shape as a single channel of Zℓ, and upsampled to the dimension of Zℓ by adding
channels at the output of NNF . Our model had 5.99M parameters for Fashion-MNIST and 6.07M parameters for CIFAR-10.

For completeness, we also trained a RealNVP model with coupler networks of size 4 × 64 to match our CIF-RealNVP
configuration. This model had 2.99M parameters for Fashion-MNIST and 3.05M for CIFAR-10.

In all cases for these experiments we used a learning rate of 10−4 and a batch size of 100.

Figure C.9 through to Figure C.14 show samples synthesised from the RealNVP and CIF-RealNVP density models trained
on Fashion-MNIST and CIFAR-10.

C.3 2-D Experiments

To gain intuition about our model, we ran experiments on some simple 2-D datasets. For the datasets in Figure 1, we
used a 10-layer ResFlow, a 100-layer ResFlow, and 10-layer CIF-ResFlow. For the CIF-ResFlows we took dU = 1. Other
architectural and training details were the same as for the tabular experiments described in Section 5.1 and Section C.1.1.
The resulting average test set log-likelihoods for the top dataset were:

• -1.501 for the 10-layer ResFlow

• -1.419 for the 100-layer ResFlow

• -1.409 for the 10-layer CIF-ResFlow

The final average test set log likelihoods for the bottom dataset were:

• -2.357 for the 10-layer ResFlow

• -2.287 for the 100-layer ResFlow

• -2.275 for the 10-layer CIF-ResFlow

Note that in both cases the CIF-ResFlow slightly outperformed the 100-layer ResFlow.
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We additionally ran several experiments comparing a baseline MAF against a CIF-MAF on the 2-D datasets shown in
Figure C.15. The baseline MAFs had 20 autoregressive layers, while the CIF-MAFs had 5. The network used at each layer
had 4 hidden layers of 50 hidden units (denoted 4× 50). For the CIF-MAF, we took dU = 1, and used 2× 10 MLPs for
NNF and 4× 50 MLPs for NNp and NNq. In total the baseline MAF had 160160 parameters, while our model had 119910
parameters.

The results of these experiments are shown in Figure C.15. Observe that CIF-MAF consistently produces a more faithful
representation of the target distribution than the baseline, and in all cases achieved higher average test set log probability. A
failure mode of our approach is exhibited in the spiral dataset, where our model still lacks the power to fully capture the
topology of the target. However, we did not find it difficult to improve on this: by increasing the size of NNp to 8 × 50
(and keeping all other parameters fixed), we were able to obtain the result shown in Figure C.16. This model had a total of
221910 parameters. We also tried a larger MAF model with autoregressive networks of size 8 × 50, (obtaining 364160
parameters total). This model diverged after approximately 160 epochs. The result after 150 epochs is shown in Figure C.16.

Figure C.3: Synthetic MNIST samples generated by the small baseline ResFlow model
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Figure C.4: Synthetic MNIST samples generated by the large baseline ResFlow model

Figure C.5: Synthetic MNIST samples generated by the CIF-ResFlow model
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Figure C.6: Synthetic CIFAR-10 samples generated by the small baseline ResFlow model

Figure C.7: Synthetic CIFAR-10 samples generated by the large baseline ResFlow model
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Figure C.8: Synthetic CIFAR-10 samples generated by the CIF-ResFlow model

Figure C.9: Synthetic Fashion-MNIST samples generated by RealNVP with coupling networks of size 4× 64
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Figure C.10: Synthetic Fashion-MNIST samples generated by RealNVP with coupling networks of size 8× 64

Figure C.11: Synthetic Fashion-MNIST samples generated by CIF-RealNVP
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Figure C.12: Synthetic CIFAR-10 samples generated by RealNVP with coupling networks of size 4× 64

Figure C.13: Synthetic CIFAR-10 samples generated by RealNVP with coupling networks of size 8× 64
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Figure C.14: Synthetic CIFAR-10 samples generated by CIF-RealNVP
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Figure C.15: Density models learned by a standard 20 layer MAF (left) and by a 5 layer CIF-MAF (right) for a variety of
2-D target distributions. Samples from the target are shown in black.
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Figure C.16: Density models learned by a larger 20 layer MAF (left) and a larger 5 layer CIF-MAF (right) for the spirals
dataset.
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Abstract

Continuously-indexed flows (CIFs) have recently
achieved improvements over baseline normalizing
flows on a variety of density estimation tasks. CIFs
do not possess a closed-form marginal density, and
so, unlike standard flows, cannot be plugged in
directly to a variational inference (VI) scheme in
order to produce a more expressive family of ap-
proximate posteriors. However, we show here how
CIFs can be used as part of an auxiliary VI scheme
to formulate and train expressive posterior approx-
imations in a natural way. We exploit the condi-
tional independence structure of multi-layer CIFs
to build the required auxiliary inference models,
which we show empirically yield low-variance es-
timators of the model evidence. We then demon-
strate the advantages of CIFs over baseline flows in
VI problems when the posterior distribution of in-
terest possesses a complicated topology, obtaining
improved results in both the Bayesian inference
and surrogate maximum likelihood settings.

1 INTRODUCTION

Variational inference (VI) has emerged as a fast, albeit bi-
ased, alternative to Markov chain Monte Carlo for Bayesian
inference. VI methods attempt to minimize the KL diver-
gence from a parametrized family of distributions to a
true posterior over latent variables. The expressiveness of
this family is essential for good performance, with under-
expressive models leading to both increased bias and under-
estimation of posterior variance (Yin and Zhou, 2018).

If the density of the approximate posterior is available in
closed-form, then the variational family is said to be explicit.
Explicit models allow for straightforward estimation of the
VI objective, but can often lead to reduced expressiveness,
which limits their performance overall. Mean-field VI (Blei

et al., 2017), for example, imposes restrictive independence
assumptions between the latent variables of interest.

Normalizing flows (Tabak et al., 2010; Rezende and Mo-
hamed, 2015) provide an alternative family of explicit den-
sity models that yield improved expressiveness compared
with mean field alternatives. These methods push samples
from a simple base distribution (typically Gaussian) through
parametrized bijections to produce complex, yet still exact,
density models. Normalizing flows have performed well in
tasks requiring explicit density models (e.g. (Louizos and
Welling, 2017; Papamakarios et al., 2017; Ho et al., 2019)),
including VI, where flows have demonstrated the ability to
improve the quality of approximate posteriors (Rezende and
Mohamed, 2015; Durkan et al., 2019).

Although normalizing flows can directly improve the expres-
siveness of mean-field VI schemes, their inherent bijectivity
remains quite restrictive. We can overcome this limitation by
instead using continuously-indexed flows (CIFs) (Cornish
et al., 2020). CIFs relax the bijectivity constraint of standard
normalizing flows by augmenting them with continuous in-
dex variables, thus parametrizing an implicit density model
defined as the marginalization over these additional index-
ing variables. Beyond being well-grounded theoretically,
CIFs also have empirically demonstrated the ability to out-
perform relevant normalizing flow baselines in the context
of density estimation, and thus it is sensible to investigate
the performance of CIFs in VI.

A difficulty in applying CIFs to VI – and implicit models
more generally – is that their marginal distribution is in-
tractable, precluding evaluation of the standard VI objective.
However, conveniently, CIFs still admit a tractable joint
distribution over the variables of interest (latent variables in
VI) and the auxiliary indexing variables. We can therefore
appeal to the framework of auxiliary variational inference
(AVI) (Agakov and Barber, 2004), which facilitates the
training of implicit models with tractable joint densities as
variational inference models. CIFs also already prescribe a
model for inferring auxiliary variables – typically required
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in AVI schemes – suggesting that CIFs are a natural fit here.
AVI methods more generally have shown improved expres-
siveness over the explicit counterparts in several settings
(Burda et al., 2016; Yin and Zhou, 2018), and are becom-
ing more popular with the rise of implicit models overall
(Tran et al., 2017; Lawson et al., 2019; Kleinegesse et al.,
2020), suggesting that this framework is able to overcome
any supposed drawbacks associated with not having access
to explicit densities.

In this work, we show that these benefits are also realized
when CIFs are applied within the AVI framework. We first
describe how CIFs can be used as the variational family in
AVI, naturally incorporating the components of CIF models
designed for density estimation, and we explain how we can
also amortize these inference models. We then empirically
demonstrate the advantages of using CIFs over standard nor-
malizing flows for modelling posteriors with complicated
topologies, and additionally how CIFs can facilitate max-
imum likelihood estimation of the parameters of complex
latent-variable generative models.

2 CONTINUOUSLY-INDEXED FLOWS
FOR VARIATIONAL INFERENCE

In this section we first review necessary background on vari-
ational inference (VI) – including auxiliary variational in-
ference (AVI) – and continuously-indexed flows (CIFs). We
then describe how CIFs naturally fit in as a class of auxiliary
variational posteriors, and extend to include amortization.
We summarize the results of this section in Algorithm 1.

2.1 VARIATIONAL INFERENCE

Given a joint probability density pX,Z , with observed data
X ∈ X and latent variable Z ∈ Z , variational inference
(VI) provides us with a means to approximate the intractable
posterior pZ|X(· | x). This is accomplished by introducing
a parametrized approximate posterior1 qZ , and maximizing
the evidence lower bound (ELBO)

L1(x) := Ez∼qZ [log pX,Z(x, z)− log qZ(z)] (1)

with respect to the parameters of qZ . This is equivalent to
minimizing the KL divergence between qZ and the true
posterior pZ|X(· | x).
Explicit VI methods, such as mean-field approaches or nor-
malizing flow models, define qZ in such a way that it can
be evaluated pointwise. Although this approach is compu-
tationally convenient, the expressiveness of the resulting
methods can often be limited. To improve on this, implicit

1We may also amortize qZ and replace it with the conditional
qZ|X , especially when using VI to facilitate generative modelling.
Further discussion on amortization is deferred to Subsection 2.4.

methods define qZ typically through some type of sampling
process with intractable marginal distribution, such as the
pushforward of a simple distribution through an unrestricted
deep neural network. These methods can be quite powerful
but also challenging to optimize, especially in the context
of VI (Tran et al., 2017), as we lose the tractability of (1).

Auxiliary Variational Inference In contexts where qZ is
obtained as qZ(z) :=

∫
qZ,U (z, u) du for some joint den-

sity qZ,U that can be sampled from and evaluated pointwise,
its parameters can be learned via auxiliary variational in-
ference (AVI) (Agakov and Barber, 2004). We refer to U
here as an auxiliary variable. These approaches introduce
an auxiliary inference distribution rU |Z and optimize

L2(x) :=E(z,u)∼qZ,U

[
log

pX,Z(x, z) · rU |Z(u | z)
qZ,U (z, u)

]
. (2)

Key to this approach is the fact that L1(x)≥L2(x), and that
this bound is tight when rU |Z = qU |Z , which holds because

L1(x)=L2(x)+Ez∼qZ
[
DKL(qU |Z(·|z)||rU |Z(·|z))

]
. (3)

As such, optimizing the parameters of rU |Z jointly with
those of qZ,U will encourage learning better approximations
to the true posterior pZ|X . Note that, although we now are
optimizing a lower bound onL1, we are also optimizing over
a larger family of approximate posteriors which may end up
yielding a better optimum (cf. Proposition 3.1 below).

2.2 CONTINUOUSLY-INDEXED FLOWS

We now describe in detail the continuously-indexed flow
(CIF) model (Cornish et al., 2020), which we intend to
incorporate into an AVI scheme. CIFs define a density qZ
over Z as the Z-marginal of

W ∼ qW , U ∼ qU |W (· |W ), Z = G(W ;U), (4)

where qW is a noise distribution over Z , qU |W is a condi-
tional distribution over U describing an auxiliary indexing
variable, and G : Z × U → Z is a function such that
G(·;u) is a bijection for each u ∈ U . For all z ∈ Z , the
density model qZ is then given by the intractable integral
qZ(z) :=

∫
qZ,U (z, u) du over the tractable joint density

qZ,U given by

qZ,U (z, u) = qW
(
G−1(z;u)

)
(5)

× qU |W
(
u | G−1(z;u)

) ∣∣detDzG−1(z;u)
∣∣

for all z ∈ Z and u ∈ U , where G−1 denotes the inverse of
G (and DzG

−1 the Jacobian of G−1) with respect to its first
argument z (see Appendix A for a derivation). Typically,
qU |W is chosen to be conditionally Gaussian with mean
and covariance as the outputs of neural networks taking the
conditioning variables W and Z as input, and

G(w;u) := es(u) ⊙ (g(w) + t(u)) , (6)



where g : Z → Z is some base bijection, s, t : U → Z
are arbitrary neural networks, and ⊙ denotes elementwise
multiplication. Cornish et al. (2020) used the model (4) in
the context of density estimation to model the generative
process of a set of i.i.d. data.

Multi-layer CIFs Cornish et al. (2020) also propose to
improve the expressiveness of (4) by taking the noise dis-
tribution qW to be a CIF model itself. Applying this recur-
sively L times, we can take qZ to be the WL-marginal in
the following model:

W0 ∼ qW0
, Uℓ ∼ qUℓ|Wℓ−1

(· |Wℓ−1)

Wℓ = Gℓ(Wℓ−1;Uℓ), (7)

where ℓ ∈ {1, . . . , L}. Here qW0 is typically a mean-field
Gaussian and each Gℓ : Z × U → Z is bijective in its
first argument. Practically, multi-layer CIF models have
demonstrated far more representational power than single-
layer versions, although we note that we can still view this
multi-layer model as an instance of (4) for certain choices
of qU |W and G (as in Appendix B).

Auxiliary Inference Distribution The intractability of
qZ arising from both (4) and (7) precludes direct maxi-
mum likelihood estimation. Cornish et al. (2020) therefore
introduce an auxiliary backward distribution, either rU |Z
or rU1:L|Z respectively, to enable training of CIFs through
an amortized ELBO. Particularly noteworthy is the struc-
ture of this distribution in the multi-layer case. The optimal
choice for rU1:L|Z would be qU1:L|Z , which can be shown
to factorize as qU1:L|Z(u1:L | z) =

∏L
ℓ=1 qUℓ|Wℓ

(uℓ | wℓ),
where wL := z and wℓ := G−1

ℓ+1(wℓ+1;uℓ+1) recursively
for ℓ ∈ {1, . . . , L − 1}. Although this gives us the form
of qU1:L|Z , the backward distributions qUℓ|Wℓ

are not gen-
erally available in closed form. However this does at least
motivate defining rU1:L|Z to have the same form, which can
be done by introducing (reparametrizable) densities rUℓ|Wℓ

and setting

rU1:L|Z(u1:L | z) :=
L∏

ℓ=1

rUℓ|Wℓ
(uℓ | wℓ) (8)

with wℓ defined as above. The densities for rUℓ|Wℓ
are also

taken to be parametrized conditional Gaussians. This struc-
tured inference procedure induces a natural weight-sharing
scheme between the forward and backward directions of the
model, as both are defined using Gℓ.

2.3 CIF MODELS IN AVI

We can use CIFs as the family of approximate posteriors qZ
in VI by appealing to the framework of AVI. Starting with
the single-layer version, we see from (5) that CIFs admit
a tractable joint distribution qZ,U over latent and auxiliary

variables. We can then plug this distribution into (2), noting
also that CIFs already prescribe a form for rU |Z and thus are
a natural fit within an AVI scheme. However, we must take
one additional step to formulate an objective amenable to
optimization, as naïvely substituting qZ,U into (2) produces
an expectation over a distribution containing the parameters
of G itself. To address this, we show in Appendix A how
to rewrite this as an expectation over qW,U rather than qZ,U ,
obtaining the objective

E(w,u)∼qW,U

[
log

pX,Z(x, z)·rU |Z(u | z)
qW,U (w, u)·| detDwG(w;u)|−1

]
, (9)

where we write z := G(w;u) for readability. We always
select qW,U to be reparametrizable (Kingma and Welling,
2014), which makes the objective straightforward to op-
timize via stochastic gradient descent with respect to the
parameters of q, r, and G. Note however that rU |Z need
not necessarily be reparametrizable. This “direction” of
reparametrization contrasts with CIF models for density esti-
mation which require rU |Z – not qU |W – to be reparametriz-
able. Further discussion demonstrating that CIF models in
density estimation and VI can be viewed as “opposites” of
each other is provided in Subsection 3.3 and Appendix D.

Multi-layer CIFs in AVI We can also use multi-layer
CIFs as past of an AVI scheme. Now, each of the qUℓ|Wℓ−1

distributions in (7) is chosen to be reparametrizable, again
contrasting with (Cornish et al., 2020) which does not re-
quire reparametrizable distributions here. Figure 1a graph-
ically displays the joint model qZ,U1:L

. We also adopt the
form of rU1:L|Z from (8) and demonstrate this auxiliary in-
ference procedure in Figure 1b, although we do not require
the individual rUℓ|Wℓ

distributions to be reparametrizable.
Being able to have rU1:L|Z match the structure of the true
auxiliary posterior qU1:L|Z is likely useful in lowering the
variance of estimators of the ELBO and gradients thereof.

We can now substitute our definitions for qZ,U1:L
(implied by

(7)) and rU1:L|Z into (2) to derive an optimization objective
for training multi-layer CIFs as the approximate posterior in
VI. We again must be careful about reparametrization, as we
need to write the objective as an expectation over qW0,U1:L

instead of qZ,U1:L
to be able optimize all parameters of q,

analogously to (9). Further details on how to do this are
provided in Appendix B, with the full objective given in (1)
there. Algorithm 1 describes how to compute an unbiased
estimator of this objective, from which we can then obtain
unbiased gradients via automatic differentiation.

2.4 AMORTIZATION

VI methods can also be used to provide a surrogate
objective for maximum likelihood estimation of the pa-
rameters of latent-variable models, particularly for deep
generative models such as the variational auto-encoder



(a) Sampling Z ∼ qZ|X as defined in (4)

(b) Sampling U1:L ∼ rU1:L|Z,X as defined in (8)

Figure 1: Diagrams demonstrating how to sample from the CIF approximate posterior (left) and the auxiliary inference
model (right). The red highlighting corresponds to amortization – these can be ignored for models not requiring amortization.

(VAE) (Kingma and Welling, 2014; Rezende et al.,
2014). In these settings, the goal is to maximize the
marginal log-likelihood

∑
i log pX(xi) over the observed

data {xi}i, with respect to the parameters of p, where
log pX(x) := log

∫
pX,Z(x, z) dz is a density model con-

taining parametrized pX,Z(x, z). This integral is often in-
tractable, and thus we resort to maximizing the ELBO (1)
(or (2)) with respect to both the parameters of p and q as
it bounds the marginal log-likelihood from below. In this
case, we would like to amortize the cost of variational infer-
ence across an entire dataset, rather than compute a brand
new approximate posterior for each datapoint, and so we
parametrize our variational distribution as an explicit func-
tion of the data.

We can readily incorporate amortization into the single-
layer CIF by replacing qW with qW |X in (4), and rU |Z
with rU |Z,X in (9) since the true auxiliary posterior qU |Z,X
will now carry an explicit dependence on the data X . For
multi-layer CIFs, it is again straightforward to incorporate
amortization into the model for q by replacing qW0

with
qW0|X in (7). Additional care must be taken when construct-
ing the auxiliary inference model r, however, as the explicit
dependence on data will appear in each term of the factor-
ization of the true auxiliary posterior qU1:L|Z,X . We thus
structure rU1:L|Z,X similarly:

rU1:L|Z,X(u1:L | z, x) :=
L∏

ℓ=1

rUℓ|Wℓ,X(uℓ | wℓ, x),

where wℓ is as defined in (8). The full amortized objective
is given in (2) in the Appendix. Figure 1 graphically demon-
strates how to incorporate amortization into both q and r,
while Algorithm 1 includes a provision for this case as well.

3 COMPARISON TO RELATED WORK

In this section we first compare against methods using ex-
plicit normalizing flow models for variational inference,

Algorithm 1 Unbiased L-layer CIF ELBO estimator

function ELBO(x, amortized)
if amortized then
q0 ← qW0|X(· | x)

else
q0 ← qW0

w0 ∼ q0
∆← − log q0(w)
for ℓ = 1, . . . , L do
u ∼ qUℓ|Wℓ−1

(· | wℓ−1)
wℓ ← Gℓ(u;wℓ−1)
if amortized then
rℓ ← rUℓ|Wℓ,X(· | wℓ, x)

else
rℓ ← rUℓ|Wℓ

(· | wℓ)
∆← ∆+ log rℓ(u)− log qUℓ|Wℓ−1

(u | wℓ−1)
+ log | detDGℓ(wℓ−1;u)|

return ∆+ log pX,Z(x,wL)

then move on to a discussion of implicit VI methods, and
lastly compare the structure of CIFs in basic density estima-
tion to CIFs in VI.

3.1 NORMALIZING FLOWS FOR VI

Normalizing flows (NFs) originally became popular as a
method for increasing the expressiveness of explicit varia-
tional inference models (Rezende and Mohamed, 2015). NF
methods define qZ as the Z-marginal of

W ∼ qW , Z = g(W ), (10)

where g : Z → Z is a bijection. We can equivalently write
qZ as qZ := g#qW , where g#qW denotes the pushforward
of the distribution qW under the map g. Using the change
of variable formula, we can rewrite (1) here as

L1(x) = Ew∼qW

[
log

pX,Z(x, g(w))

qW (w) · | detDg(w)|−1

]
. (11)



This objective is a simplified version of the CIF VI objective
(9). The following proposition, which we adapt here to the
VI setting from Cornish et al. (2020, Proposition 4.1), shows
that generalizing from (11) to (9) is beneficial, as a CIF
model trained by this auxiliary bound will perform at least as
well in inference as its corresponding baseline flow trained
via maximization of (11).

Proposition 3.1. Assume a CIF inference model with com-
ponents qφU |W , rφU |Z , andGφ is parametrized by φ ∈ Φ, with

associated objective (9) denoted as Lφ2 . Suppose there exists
ψ ∈ Φ such that for some bijection g, Gψ(·;u) = g(·) for
all u ∈ U . Similarly, suppose qψU |W and rψU |Z are such that,

for some density ρ on U , qψU |W (· | w) = rψU |Z(· | z) = ρ(·)
for all w, z ∈ Z . For a given x ∈ X , if Lφ2 (x) ≥ Lψ2 (x),

DKL

(
qφZ || pZ|X(· | x)

)
≤ DKL

(
g#qW || pZ|X(· | x)

)
.

The proof of this result, from which we also see that
Lψ2 (x) = L1(x) (where L1(x) is as written in (11)) for
all x ∈ X , is provided in Appendix C. This shows that
optimizing a CIF using the auxiliary ELBO L2 will produce
at least as good of an inference model (as measured by the
KL divergence) as a baseline normalizing flow optimized
using the marginal ELBO (11), in the limit of infinite sam-
ples from the inference model. Note that our choices of G
from (6) and qU |W and rU |Z as conditionally Gaussian will
usually entail the conditions of Proposition 3.1, since for
example we have G(w;u) = g(w) in (6) if the final layer
weights in the s and t networks are zero. We also empirically
confirm that Proposition 3.1 holds in the experiments.

Beyond the discussion above, we also note that the bijec-
tivity constraint of baseline normalizing flows can lead to
problems when modelling a density that is concentrated on a
region with complicated topological structure (Cornish et al.,
2020, Corollary 2.2), and may cause flows to become nu-
merically non-invertible in this case (Behrmann et al., 2020).
Many models such as neural spline flows (NSFs) (Durkan
et al., 2019) and universal flows (Huang et al., 2018; Jaini
et al., 2019) have been proposed to improve expressiveness
within the standard framework based on a single bijection.
CIFs, on the other hand, use auxiliary variables to provide
a mechanism for circumventing the limitations of using a
single bijection, but lose analytical tractability as a result.

3.2 IMPLICIT VI METHODS

Several other AVI methods exist that, like our approach, also
require the specification of parametrized auxiliary inference
distribution rU |Z . Hierarchical variational models (HVMs)
(Ranganath et al., 2016) are one such example, which take
qZ,U (z, u) := qZ|U (z | u) · qU (u) for parametrized distri-
butions qZ|U and qU both analytically tractable. Although
both CIFs and HVMs specify tractable qZ,U , the CIF joint

distribution (5) does not admit such a simple factorization,
which may therefore increase expressiveness. Furthermore,
unlike CIFs, HVMs do not admit a natural mechanism for
matching the auxiliary inference model rU |Z to the struc-
ture of the true auxiliary posterior qU |Z when considering
multiple levels of hierarchy.

Related to these are approaches are Hamiltonian-based VI
methods (Salimans et al., 2015; Caterini et al., 2018), which
build qZ,U by numerically integrating Hamiltonian dynam-
ics, inducing a flow that is bijective now on the extended
space Z × U instead of just Z . In contrast, CIFs can be
used to augment any type of normalizing flow (not just
Hamiltonian dynamics), and are not restricted to a specific
family of bijections G. Hamiltonian methods also suffer
from greatly increasing computational requirements as the
number of parameters in pX,Z grows, since they require
Dz log pX,Z(x, z) at every flow step.

There also exist methods which that do not parametrize
rU |Z , but instead build an auxiliary inference distribution in
VI by drawing extra samples from the approximate poste-
rior qZ and re-weighting (as noted in Lawson et al. (2019)).
These methods, including the importance-weighted autoen-
coder (IWAE) (Burda et al., 2016) and semi-implicit varia-
tional inference (Yin and Zhou, 2018), effectively perform
inference over an extended space consisting of K copies of
the original latent space (Domke and Sheldon, 2018). These
approaches may thus require far more memory to train than
parametrized AVI methods, and often require care to ensure
the variance of estimators of the objective (and gradients
thereof) is controlled (Rainforth et al., 2018b; Tucker et al.,
2019). That being said, it may be possible to combine multi-
sample bounds with CIF models using a framework such as
the one in Sobolev and Vetrov (2019), which demonstrates
how to use IWAE-like approaches within HVMs.

A separate class of implicit VI models proposes expressive
but intractable joint densities requiring density ratio estima-
tion to train (Huszár, 2017; Tran et al., 2017). CIFs, along
with other AVI methods, avoid density ratio estimation by
instead constructing a tractable joint density qZ,U .

3.3 CIFS FOR DENSITY ESTIMATION

As mentioned earlier, CIFs were originally proposed as a
model for density estimation (DE), a setting in which we
have access to a set of observed data {xi}i over which we
would like to build a density model pX maximizing the
marginal likelihood. This constitutes the key distinction
between this work and Cornish et al. (2020): here, we only
use CIFs for parametrizing an inference model qZ , assuming
we already have access to a forward density model pX,Z .

However, the inference procedure required to train CIFs
for DE is actually very closely related to the model (4). In
particular, if we relabel the forward CIF model for DE as r



(instead of p used by Cornish et al. (2020)), the single-layer
CIF density estimation objective is equivalent to

E(x,u)∼qX,U

[
log

rZ(G(x;u)) · rU |Z(u | G(x;u))
q∗X(x)·qU |X(u | x)·| detDxG(x;u)|−1

]
,

(12)
where q∗X is the unknown data-generating distribution from
which we have i.i.d. samples, and qX,U (x, u) := q∗X(x) ·
qU |X(u | x). See Appendix D for a derivation. Compar-
ing this with (9), we see that CIFs for density estimation
may be interpreted as performing AVI targeting rZ with an
amortized inference model defined as the Z-marginal of

X ∼ q∗X , U ∼ qU |X(· | X), Z = G(X;U). (13)

Furthermore, despite the aesthetic similarities between (7)
of Cornish et al. (2020) defining p for DE, and (4) here
defining q for VI, it is actually the q models that share a
natural correspondence with each other. In both cases, q
refers to an inference model that must be reparametrized,
whereas neither p in DE nor r here require this. We might
even consider using a CIF as the inference distribution for
a CIF density model, which may yield additional benefits
from added compositionality, although we leave these con-
siderations as future work.

4 EXPERIMENTS

In this section, we investigate using CIFs to build more
expressive variational models in posterior sampling and
maximum likelihood estimation of generative models. We
compare inference models based on the Masked Autore-
gressive Flow (MAF) (Papamakarios et al., 2017) and the
autoregressive variant of the Neural Spline Flow (NSF)
(Durkan et al., 2019) to CIF-based extensions. Both of these
baseline models empirically provide good performance in
general-purpose density estimation. We use the ADAM
optimizer (Kingma and Ba, 2015) throughout. Hyperpa-
rameters for all experiments are available in Appendix E.
Code will be made available at https://github.com/
anthonycaterini/cif-vi.

4.1 TOY MIXTURE OF GAUSSIANS

Our first example looks at using VI to sample from a
toy mixture of Gaussians. Given component means {µk}k
and covariances {Σk}k, we directly define the “posterior”2

pZ|X(z | x) :=
∑K
k=1N (z;µk,Σk)/K, where K is the

total number of components, so that the joint target is
pX,Z(x, z) ∝ pZ|X(z | x). We work in two dimensions
with component means adequately spaced out in a square
lattice. Although the support of pZ|X is all of R2, it is con-
centrated on a subset of K disconnected components, which

2Note that there is no data x in this example – we define the
“posterior” directly. Details are in Appendix E.

is not homeomorphic to R2, and thus we anticipate diffi-
culties in using just a normalizing flow as the approximate
posterior. We compare baseline NSF models to CIF-based
extensions.

The initial distribution for both the NSF and CIF models is
given by qW := N (0, σ2

0I), with σ0 taken as either a fixed
hyperparameter or a trainable variational parameter. The
CIF extension includes an auxiliary variable u ∈ R at each
layer, conditional Gaussian distributions for qUℓ|Wℓ−1 and
rUℓ|Wℓ

parametrized by small neural networks, and a single
small two-headed neural network to output s and t in (6) at
each layer, adding only 8.5% more parameters on top of the
baseline NSF model.

Marginal ELBO Estimator For all experiments in this
section, we will measure the trained models on estimates of
the marginal ELBO (1). When using an explicit variational
method, such as an NSF, this is readily estimated by basic
Monte Carlo (MC) with N i.i.d. samples z(i) ∼ qZ for
i ∈ {1, . . . , N}:

L̂(x) := 1

N

N∑

i=1

log
pX,Z(x, z

(i))

qZ(z(i))
. (14)

However, recall that in implicit methods qZ is not avail-
able in closed form, which precludes direct evaluation of
(14). Thus, we first must build an estimator of qZ(z) for all
z ∈ Z to use within (14). We can do this via importance
sampling, taking M i.i.d. samples u(j) ∼ rU |Z(· | z) for
j ∈ {1, . . . ,M} from our trained auxiliary inference model:

qZ(z) ≈
1

M

M∑

j=1

qZ,U (z, u
(j))

rU |Z(u(j) | z)
=: q̂Z(z). (15)

The full estimator of the marginal ELBO for auxiliary mod-
els is then obtained by substituting (15) into (14); this is
written out in full in Appendix F. Although this estimator is
positively biased (because it includes the negative logarithm
of an unbiased MC estimator), it is still consistent, and its
bias is naturally controlled by the training procedure which
encourages rU |Z to match the intractable qU |Z . We can mit-
igate any further bias by increasing M (Rainforth et al.,
2018a). A table displaying estimates of the marginal ELBO
on a single trained model for various choices of N and M is
also available in Appendix F; we choose N = 10,000 and
M = 100 based on these results.

Results For our first experiment, we select K = 9 and
fix σ0 throughout training to either 0.1, 1, or 10. We train
both NSF baselines and CIF-NSF extensions with three
different random seeds for each setting of σ0. We show a
kernel density estimation of the approximate posterior of the
average case model on each configuration in Figure 2 and
report the average of the marginal ELBO estimates across
all three runs in the titles of the plots. We can clearly see
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Figure 2: Samples from the trained inference models visualized using a KDE plot for a range of σ0 values. We ran each
configuration 3 times, displaying the average case of the three runs in the image, with the average plus/minus standard
error of the marginal ELBO across the three runs shown in the title of the plot (higher is better). Models in the top row are
CIF-NSFs, and those in the bottom row are baseline NSFs. We can see that when σ0 = 0.1, the NSF does not have enough
initial noise to consistently cover the target, and when σ0 = 10, the NSF has too much noise and cannot locate the target.
The CIF-NSF at least locates each mode in all cases and provides higher-quality approximations across the board.

from both the ELBO values and the plots themselves that
the CIF extensions are more consistently producing higher-
quality variational approximations across the range of σ0,
as form of (6) allows the model to directly control the noise
of the outputted samples. The NSF baselines only produce
reliable models for σ0 = 1.

In this example it is quite clear how the parametrization
of the CIF model “cleans up” a major deficiency of the
baseline method by rescaling the initial noise. However,
we might also allow σ0 to be learned as part of the overall
variational inference procedure to further probe the effec-
tiveness of CIFs, and we experiment with this on a more
challenging problem (K = 16). We find that the trained
CIF models again outperform the baseline NSFs (estimated
marginal ELBO over 3 runs of −0.116± 0.021 for CIFs
vs. −0.562± 0.008 for basleine NSFs), thus demonstrating
the increased expressiveness of CIFs beyond just rescaling.

4.2 GENERATIVE MODELLING OF IMAGES

For our second example, we use amortized variational in-
ference to facilitate the training of a generative model of
image data in the style of the variational auto-encoder (VAE)
method (Kingma and Welling, 2014). We attempt to build
models of the MNIST (LeCun et al., 1998) and Fashion-
MNIST (Xiao et al., 2017) datasets, which both contain
256-bit greyscale images of size 28 × 28. We employ dy-
namic binarization of these greyscale images at each training

step. The likelihood function to describe an image relies on
a neural network “decoder” π : Z → [0, 1]d, such that

Z ∼ N (0, I), X ∼
d⊗

j=1

Ber(· | πj(Z))

is the generative process for an image X . In our experi-
ments, we consider two different types of decoders: a small
convolutional network with only one hidden layer, and a
larger convolutional network with several residual blocks as
in e.g. Durkan et al. (2019). For the experiments with the
smaller decoder, we use a 20-dimensional latent space Z ,
and for the larger decoder, we increase to 32 dimensions.

Inference Methods We consider several models of infer-
ence to aid in surrogate maximum likelihood estimation
of the parameters of π. First we consider a VAE inference
model, where

qZ|X(· | x) := N
(
µZ(x), diag σ2

Z(x)
)

with an “encoder” neural network taking in image data x
and outputting both µZ and log σZ . The encoder that we use
in all experiments is a single-hidden-layer convolutional net-
work which “matches” the structure of the small decoder;
we keep the encoder small since the VAE here is just a
base upon which we build more complicated inference mod-
els. We also consider an importance-weighted version of
this VAE model (IWAE) with K = 5 importance samples



Table 1: Test-set average marginal log-likelihood (plus/minus one standard error) over three runs. Runs that are within one
standard error of the best-performing model are shown in bold.

Model Small Target Large Target
MNIST Fashion-MNIST MNIST Fashion-MNIST

VAE −94.83± 0.05 −238.54± 0.11 −86.27± 0.04 −229.72± 0.03
IWAE (K = 5) −93.14± 0.10 −237.03± 0.05 −84.23± 0.09 −227.80± 0.02

Small MAF −91.98± 0.19 −237.09± 0.15 −83.41± 0.09 −228.74± 0.24
Large MAF −92.68± 0.26 −237.57± 0.03 −83.38± 0.12 −228.72± 0.27
CIF-MAF −90.87± 0.05 −236.31± 0.14 −82.70± 0.12 −227.64± 0.05

Small NSF −91.12± 0.15 −236.65± 0.17 −83.06± 0.05 −228.58± 0.18
Large NSF −90.79± 0.02 −236.48± 0.13 −83.12± 0.10 −228.46± 0.07
CIF-NSF −90.82± 0.09 −236.48± 0.20 −83.31± 0.17 −228.54± 0.12

(Burda et al., 2016), which we find roughly matches the
computation time per epoch of the flow-based inference
methods below.

The first flow-based model that we consider is a 5-layer
masked autoregressive flow (MAF) (Papamakarios et al.,
2017), which is equivalent to an inverse autoregressive flow
(IAF) (Kingma et al., 2016) when removing the hypernet-
works producing the flow parameters. We also run exper-
iments with a 10-layer neural spline flow (NSF) (Durkan
et al., 2019), for which we clip the norm of the gradients to a
maximum of 5 – as suggested for tabular density estimation
– for increased stability of training. Additional hyperparame-
ter settings for each flow are available in Appendix E. As
alluded to previously, for each of the flow-based methods
we will use the small VAE encoder as a base distribution
qW0|X to project the image data into the dimension of the
latent space; we do this rather than using a large VAE en-
coder as the base distribution in the large target experiments
(as is typically done) to force the flow models to handle
more of the inference. We also consider two baseline vari-
ants for each model, a larger and smaller version, which we
control by changing the number of hidden channels in the
autoregressive maps.

Finally, we consider amortized CIF-based extensions of the
smaller variants of the flow models mentioned above, so
that in the end our CIF models have approximately the
same total number of parameters as the larger baseline
flows. We use a 2-dimensional u at each flow step. We
include parametrized conditional Gaussian distributions for
qUℓ|Wℓ−1

and rUℓ|Wℓ,X at each layer ℓ ∈ {1, . . . , L}, with
additional care taken in the structure of the r network to
combine vector inputs Wℓ with image inputs X – details are
provided in Appendix E.3.3. We use a single neural network
at each layer to parametrize sℓ and tℓ appearing in Gℓ.

Results The results of the experiment are available in Ta-
ble 1. We use the standard importance-sampling based esti-
mator of the marginal likelihood from Rezende et al. (2014,
Appendix E) with 1,000 samples, which we find empirically
produces low-variance estimates for the small target model3

as noted in Appendix E.5. We see that, in each experiment,
CIF models are either producing the best average perfor-
mance as measured by test-set estimated average marginal
likelihood, or are within error bars of the best. Importantly,
we note that CIFs are outperforming the baseline models
which they are built directly on top of across the board: CIF-
MAF and CIF-NSF significantly improve upon Small MAF
and Small NSF, respectively. This justifies the claims of
Proposition 3.1, demonstrating that we are not penalized for
using the auxiliary objective instead of the standard ELBO.

We also can see that the CIF models produce better results
than the IWAE models, which can themselves be seen as a
method for auxiliary VI as previously mentioned. Despite
IWAE methods being more parameter-efficient, we found
that increasing K for IWAE significantly increased training
time per epoch over the CIF models.

5 CONCLUSION AND DISCUSSION

In this work, we have presented continuously-indexed flows
(CIFs) as a novel parametrization of an approximate poste-
rior for use within variational inference (VI). We did this by
naturally incorporating the CIF model into the framework
of AVI. We have shown that the theoretical and empirical
benefits of CIFs over baseline flow models extend to the VI
setting, as CIFs outperform baseline flows in both sampling
from complicated target distributions and facilitating maxi-
mum likelihood estimation of parametrized latent-variable
models. We now add a brief further discussion on CIFs in

3We expect the same low-variance behaviour to translate to the
larger target model, but did not run this for computational reasons.



VI and consider some directions for future work.

Modelling Discrete Distributions One issue with CIFs
for VI (indeed, CIFs more generally) is that they are cur-
rently only designed to model continuous distributions, un-
like e.g. HVMs. It may be possible however to alleviate
this constraint by using discrete flows (Hoogeboom et al.,
2019) as a component of the overall CIF model, although it
remains to be seen if the theoretical and empirical benefits
of CIFs over baseline flows would extend to this case.

CIFs in Other Applications This work can serve as a
template for applying CIFs more generally in applications
where NFs have proven effective, such as compression (Ho
et al., 2019) and approximate Bayesian computation (Papa-
makarios et al., 2019). These approaches may require the
formulation of appropriate, application-specific surrogate
objectives, but the expressiveness gains could overcome the
additional costs (as in VI and density estimation) and could
therefore be investigated.
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A SINGLE-LAYER DENSITY AND OBJECTIVE FUNCTION

Here we demonstrate how to obtain the single-layer CIF density and associated objective function.

Single-layer density We can derive the joint density qZ,U by first considering the density over (Z,U,W ) and integrating
out W :

qZ,U (z, u) =

∫
qZ,U,W (z, u, w) dw =

∫
qW (w) · qU |W (u | w) · δ(z −G(w;u)) dw.

Now if we perform the change of variable w = G−1(z′;u), we get dw = | detDzG−1(z′;u)| dz′, which then gives

qZ,U (z, u) =

∫
qW (G−1(z′;u)) · qU |W (u | G−1(z′;u)) · δ(z − z′) · | detDzG−1(z′;u)| dz′

= qW (G−1(z;u)) · qU |W (u | G−1(z;u)) · | detDzG−1(z;u)|.
Single-layer objective First, we substitute our model qZ,U into (3) to obtain

L(x) = E(z,u)∼qZ,U

[
pX,Z(x, z) · rU |Z(u | z)

qW (G−1(z;u)) · qU |W (u | G−1(z;u)) · | detDzG−1(z;u)|

]
.

Now, noting that z = G(w;u) for some w ∼ qW as per the sampling procedure (4), we can rewrite the above objective
instead as an expectation over qW,U (using LOTUS) to obtain

L(x) = E(w,u)∼qW,U

[
log

pX,Z(x,G(w;u)) · rU |Z(u | G(w;u))

qW (w) · qU |W (u | w) · | detDwG(w;u)|−1

]
,

since DzG
−1 (G(w;u);u) = DwG(w;u), which recovers (9).

B MULTI-LAYER DENSITY AND OBJECTIVE FUNCTION

This section is much like the previous section, except this time for the multi-layer model. We demonstrate how to recursively
calculate the density and provide the objective function for a multi-layer model in both the un-amortized and amortized
settings.

Recursive multi-layer density We can derive the full joint density qZ,U1:L
by first considering an intermediate density

qWℓ,U1:ℓ
for ℓ ∈ {1, . . . , L}, then integrating over the variable Wℓ−1:

qWℓ,U1:ℓ
(wℓ, u1:ℓ) =

∫
qWℓ,Uℓ,Wℓ−1,U1:ℓ−1

(wℓ, uℓ, wℓ−1, u1:ℓ−1) dwℓ−1

=

∫
qWℓ−1,U1:ℓ−1

(wℓ−1, u1:ℓ−1) · qUℓ|Wℓ−1
(uℓ | wℓ−1) · δ(wℓ −Gℓ(wℓ−1;uℓ)) dwℓ−1,
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where in the second line we use the fact that Uℓ is conditionally independent of U1:ℓ−1 given Wℓ−1 (note that this fact
is also used to derive the structure of the auxiliary posterior qU1:L|Z), and the base case of the recursion is given by
qW0,U1:0

(w0,−) := qW0
(w0). Now, as in the previous section, we use the change of variable wℓ−1 = G−1

ℓ (w′
ℓ;uℓ) to obtain

dwℓ−1 = | detDwℓ
G−1
ℓ (w′

ℓ;uℓ)| dw′
ℓ, and thus

qWℓ,U1:ℓ
(wℓ, u1:ℓ) = qWℓ−1,U1:ℓ−1

(
G−1
ℓ (wℓ;uℓ), u1:ℓ−1

)
· qUℓ|Wℓ−1

(
uℓ|G−1

ℓ (wℓ;uℓ)
)
· | detDwℓ

G−1
ℓ (wℓ;uℓ)|.

We obtain our full inference model as the Lth step of the recursion, i.e. qZ,U1:L
≡ qWL,U1:L

.

Multi-layer objective function Given our joint model qZ,U1:L
and the factorized auxiliary inference model rU1:L|Z from

(8), we can write the objective function from (2) as

L(x) = E(z,u1:L)∼qZ,U1:L

[
log

pX,Z(x, z) · rU1:L|Z(u1:L | z)
qZ,U1:L

(z, u1:L)

]
.

However, as in the single-layer case, it is difficult to calculate unbiased gradients of the objective – as written in this form
– with respect to the parameters of the bijections Gℓ, as these bijections are also appearing in the distribution over which
we take the expectation. Thus we write wℓ = Gℓ(wℓ−1;uℓ) recursively for ℓ ∈ {1, . . . , L}, with z := wL, to rewrite the
objective function instead as an expectation over qW0,U1:L

(u1:L, w0) := qW0(w0) ·
∏L
ℓ=1 qUℓ|Wℓ−1

(uℓ|wℓ−1) as below:

L(x) = E(w0,u1:L)∼qW0,U1:L

[
log

pX,Z(x, z) ·
∏L
ℓ=1 rUℓ|Wℓ

(uℓ | wℓ)
qW0

(w0) ·
∏L
ℓ=1

{
qUℓ|Wℓ−1

(uℓ | wℓ−1) · | detDwℓ−1
Gℓ(wℓ−1;uℓ)|−1

}
]

= E(w0,u1:L)∼qW0,U1:L

[
− log qW0

(w0) +
L∑

ℓ=1

log
rUℓ|Wℓ

(uℓ | wℓ) · | detDwℓ−1
Gℓ(wℓ−1;uℓ)|

qUℓ|Wℓ−1
(uℓ | wℓ−1)

+ log pX,Z(x, z)

]
.

(1)

The form of objective given in (1) demonstrates how Algorithm 1 works: initialize with − log qW0(w0), collect rℓ,DGℓ,
and qℓ terms at each step ℓ, and then finish by evaluating the joint target at the realized z value.

Amortization When using amortization, we can redefine the generative process (7) given X as follows:

W0 ∼ qW0|X(· | X), Uℓ ∼ qUℓ|Wℓ−1
(· | Wℓ−1), Wℓ = Gℓ(Wℓ−1;Uℓ),

where Z := WL. Now, additionally conditioning our auxiliary inference model rU1:L|Z,X on X , we can write the objective
(1) for the amortized case as

L(x) = E(w0,u1:L)∼qW0,U1:L|X

[
− log qW0|X(w0 | x) +

L∑

ℓ=1

log
rUℓ|Wℓ,X(uℓ | wℓ, x) · | detDwℓ−1

Gℓ(wℓ−1;uℓ)|
qUℓ|Wℓ−1

(uℓ | wℓ−1)
+ log pX,Z(x, z)

]
.

(2)

Multi-layer CIF as a single-layer CIF Lastly, we show here how the multi-layer model (7) corresponds to an instance of
(4) for an L-layered extended space and bijection (as per Cornish et al. (2020, Section 3.1)): first define Gℓ(·;u1, . . . , uℓ) :=
Gℓ(·;uℓ) ◦ · · · ◦G1(·;u1), and then take W := W0, U := U1, . . . , UL), qU |W (u | w) := ∏ℓ qUℓ|Wℓ−1

(
uℓ | Gℓ(w;u1:ℓ)

)
,

and G := GL in (4) to arrive at (7).

C CONTINUOUSLY-INDEXED FLOWS VERSUS BASELINE NORMALIZING FLOWS

Here, we provide a proof of Proposition 3.1. Throughout the proof, we consider x such that Lφ2 (x) ≥ Lψ2 (x) as per our
assumption.

Let us first denote the normalizing flow objective (11) as L1. It is not hard to show that Lψ2 reduces to L1:

Lψ2 (x) = E(w,u)∼qφW,U

[
log

pX,Z(x,Gψ(w;u)) · rU |Z(u | Gψ(w;u))

qW (w) · qψU |W (u | w) · | detDwGψ(w;u)|−1

]
,

= Ew∼qW Eu∼ρ
[
log

pX,Z(x, g(w)) · ρ(u)
qW (w) · ρ(u) · | detDg(w)|−1

]

= L1(x).



From (3), we also know that
Ez∼qφZ

[
log pX,Z(x, z)− log qφZ(z)

]
≥ Lφ2 (x),

as the left-hand-side is the intractable marginal ELBO obtained when using qφZ(z) :=
∫
qφZ,U (z, u) du as the variational

distribution.

We get the final result by exploiting the standard relationship between the ELBO and the KL divergence:

DKL

(
qφZ || pZ|X(·|x)

)
= log pX(x)− Ez∼qφZ

[
log pX,Z(x, z)− log qφZ(z)

]

≤ log pX(x)− Lφ2 (x)
≤ log pX(x)− L1(x)

= DKL
(
g#qW || pZ|X(·|x)

)
.

D RELATIONSHIP BETWEEN CONTINUOUSLY-INDEXED FLOWS FOR DENSITY
ESTIMATION AND VARIATIONAL INFERENCE

When we are using CIFs for density estimation, we can write the single-layer generative process as

Z ∼ rZ , U | Z ∼ rU |Z(· | Z), X = G−1(Z;U),

so that rX(x) =
∫
rX,U (x, u) du is the proposed density model of a dataset D = {xi}Ni=1, with

rX,U (x, u) = rZ(G(x;u)) · rU |Z(u | G(x;u)) · | detDG(x;u)|.

Our goal is to maximize the average likelihood of rX(x) over the dataset, i.e. max 1
N

∑N
i=1 log rX(xi). However, since rX

is intractable, we must introduce a reparametrizable inference distribution qU |X and instead maximize the ELBO, given here
for a datapoint x ∈ D:

L(x) = Eu∼qU|X(·|x)
[
log rX,U (x, u)− log qU |X(u | x)

]
. (3)

Note that instead of maximizing the average of (3) over the dataset, we could instead theoretically maximize the average of
(3) over the unknown “true” data-generating distribution – here denoted q∗X – which admits the objective maxEq∗X L(x).
Maximizing this objective is equivalent to maximizing

Ex∼q∗X [L(x)]− Ex∼q∗X [log q∗X(x)] (4)

since q∗X is independent of the parameters of the model. If we substitute (3) into this expression and expand the definition
for rX,U , we have

Ex∼q∗X [L(x)]− Ex∼q∗X [log q∗X(x)]

= Ex∼q∗X
[
Eu∼qU|X(·|x)

[
log rX,U (x, u)− log qU |X(u | x)

]
− log q∗X(x)

]

= Ex∼q∗X
[
Eu∼qU|X(·|x)

[
log rZ(G(x;u)) + log rU |Z(u | G(x;u)) + log | detDxG(x;u)| − log qU |X(u | x)

]
− log q∗X(x)

]

= E(x,u)∼qX,U

[
log

rZ(G(x;u)) · rU |Z(u | G(x;u))

q∗X(x) · qU |X(u | x) · | detDxG(x;u)|−1

]
,

which derives (12), where we define qX,U (x, u) := q∗X(x) · qU |X(u | x).
Note also that maximizing (4) is equivalent to minimizing an upper bound on DKL(q

∗
X || rX):

Ex∼q∗X [log q∗X(x)]− Ex∼q∗X [L(x)] = Ex∼q∗X
[
log q∗X(x)− Eu∼qU|X(·|x)

[
log rX,U (x, u)− log qU |X(u | x)

]]

≥ Ex∼q∗X [log q∗X(x)− log rX(x)] (Jensen)

= DKL(q
∗
X || rX) .

This is not surprising but at least motivates the use of (4) as a theoretical objective.
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Figure 1: All runs of the mixture of Gaussians experiment for σ0 = 0.1. CIF models are in the top row, NSF models in the
bottom row.

E FURTHER EXPERIMENT DETAILS

We have included all details about the experiments from the main text in this section. We first include the approximate
posterior plots from all runs of the K = 9 mixture of Gaussians experiment and not just the best of three random seeds. We
next discuss the setup of both the image and mixture of Gaussians problems, then the specific structures used to build the
baseline flow models, CIF extensions, and VAE models, then discuss the details of the optimization, and finally describe the
log-likelihood estimator used to generate the values in Table 1.

E.1 MORE 2D MIXTURE PLOTS

We have included visualizations of the trained approximate posteriors for all three runs of each setting of σ0 in Figure 1,
Figure 2, and Figure 3. We notice consistently better performance from the trained CIF models, with the CIFs learning to
cover the modes in all cases.

E.2 SETUP OF SPECIFIC PROBLEMS

E.2.1 Mixture of Gaussians Experiment

First of all, we note that the Mixture of Gaussians experiment may seem a bit unusual because we directly define the
posterior and have no actual “data” x in the problem. However, we can easily imagine a Bayesian generative process which
would essentially create such a posterior:

z ∼
∑

k

αk · N (µk,Σk), xi
i.i.d.∼ N (z,Σ).

Then, pZ|X1:n
(· | x1:n) =

∑
k ωk(x1:n) · N (µ̃k(x̄), Σ̃k) is another mixture of Gaussians for some weights ωk and modified

parameters µ̃k, Σ̃k. Instead of defining the model in this way, we just directly specify the posterior as a mixture of Gaussians
and perform inference.

For the K = 9 experiment, we evenly space the means out in a lattice within the [−2, 2]2 square, i.e. {µk}9k=1 :=
{−2, 0, 2} × {−2, 0, 2}, and we select Σk := 1

42 I for all k ∈ {1, . . . ,K} so that the components had enough separation.

For the K = 16 experiment, we again evenly space the means out in a lattice, but this time within the [−3, 3]2 square, i.e.
{µk}16k=1 := {−3,−1, 1, 3} × {−3,−1, 1, 3}, and again set Σk := 1

42 I for all k ∈ {1, . . . ,K}.
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Figure 2: All runs of the mixture of Gaussians experiment for σ0 = 1. CIF models are in the top row, NSF models in the
bottom row.
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Figure 3: All runs of the mixture of Gaussians experiment for σ0 = 10. CIF models are in the top row, NSF models in the
bottom row.



Table 1: Hyperparameters used in the MAF bijections throughout the paper.

Hyperparameter Value

Flow steps 5
Autoregressive networks 512× 2 for Large MAF, 420× 2 for all others (including CIF-MAF)
Batch normalization True for MAFs, False for CIF-MAFs

Table 2: Hyperparameters used in the NSF bijections throughout the paper. Parameters have the same meaning as those from
Durkan et al. (2019, Table 5), although we have additionally noted the tail bound used for the splines.

Hyperparameter Value

Flow steps 5 for Gaussian mixture, 10 for images
Residual blocks 2
Hidden features 44 for Large NSF, 32 for all others (including CIF-NSF)
Bins 8
Dropout 0.0
Tail bound (B) 3

E.2.2 Image Experiment

We first re-iterate that we set nZ := 20 for the small decoder, and nZ := 32 for the large one, so that Z := RnZ .

The small decoder is a single-hidden-layer transposed convolutional network. It applies a fully-connected layer with tanh
nonlinearity to transform the nZ-dimensional latent variables into 8 feature maps of size 14 × 14, and then applies a
zero-padded transposed convolution with a 4× 4 kernel and stride of 2 to project into size 1× 28× 28 (the same size as the
MNIST or Fashion-MNIST data). We use this output to directly parametrize the logits of a Bernoulli distribution.

The large decoder exactly matches the form from Durkan et al. (2019); indeed, we simply used the ConvDecoder directly
from their codebase (https://github.com/bayesiains/nsf).

We use the standard train/test split for both MNIST and Fashion-MNIST, with 60,000 training points and 10,000 test points
in each dataset. Of the 60,000 training points in each, we set aside 10% as validation points for early stopping.

E.3 MODEL DETAILS

Here we discuss the details of the models used. We note that all of the MAF, NSF, CIF-MAF, and CIF-NSF models use a
distribution specified by the VAE encoder (Subsubsection E.3.4) as the initial distribution qW |X for the image experiments.

E.3.1 Masked Autoregressive Flow Bijection Settings

We note the hyperparameter settings that we used for the masked autoregressive flow bijections throughout the paper in
Table 1. We insert batch normalization layers between flow steps in the MAF models as per the recomnmendation of
Papamakarios et al. (2017), but do not use them in CIFs as the form of Gℓ makes them unnecessary.

E.3.2 Neural Spline Flow Bijection Settings

We note the hyperparameter settings that we used for the neural spline flow bijections throughout the paper in Table 2. We
clip the gradients at a norm of 5 in all models using NSF bijections as recommended by Durkan et al. (2019).



E.3.3 Continuously-Indexed Flow Settings

In this section, we describe the network configurations and hyperparameter settings that we use for the CIF extensions to
the NSF bijections. Beyond what is required for the baseline flow, a multi-layer CIF additionally requires definitions of
qUℓ|Wℓ−1

, rUℓ|Wℓ
(rUℓ|Wℓ,X when amortized), and sℓ, tℓ (from (6)) for ℓ ∈ {1, . . . , L}, which we describe below.

For all experiments, we define the densities qUℓ|Wℓ−1
(· | w) := N

(
µuℓ (w), diag (σuℓ (w)

2)
)

for all ℓ ∈ {1, . . . , L} and
w ∈ Z , where µuℓ (w) and σuℓ (w) are outputs of the same neural network: a 2-hidden-layer MLP with 10 hidden units in
each layer. Similarly, sℓ and tℓ are two outputs of a 2-hidden-layer MLP with 10 hidden units in each layer.

The auxiliary inference model for the Gaussian mixture experiment is essentially the same as q above: rUℓ|Wℓ
(· | w) :=

N
(
µrℓ(w), diag (σrℓ (w)

2)
)

for all ℓ ∈ {1, . . . , L} and w ∈ Z , where µrℓ(w) and σrℓ (w) are outputs of a 2-hidden-layer
MLP with 10 hidden units in each layer.

For the image experiment, the auxiliary inference model is now amortized, with rUℓ|Wℓ,X(· | w, x) :=

N
(
µrℓ(w, x), diag (σrℓ (w, x)

2)
)

for all ℓ ∈ {1, . . . , L}, w ∈ Z , and x ∈ X , where µrℓ(w, x) and σrℓ (w, x) are again
two outputs of the same neural network. However, this network has a more complicated structure as it is taking in both
vector-valued and image-valued inputs; we describe the steps of the network in the list below:

1. Use a linear layer to project w into a shape amenable to upsampling into an image channel (here we selected 1× 7× 7
as this shape).

2. Bilinearly upsample by a factor of 4 to size 1× 28× 28 and append as an additional channel to the input x to get a new
input x̃ ∈ R2×28×28.

3. Feed x̃ into a network of the same form as the VAE encoder in Subsubsection E.3.4.

The encoder will output the parameters of the normal distribution as required. We note that the linear layer step could likely
be made more parameter-efficient (e.g. map to 1× 4× 4 and upsample by a factor of 7), and there are likely other ways to
combine vector-valued w and image-valued x more sensibly. Nevertheless, the design choices made here performed well in
practice.

We also need to specify the u dimension for a CIF: we add u ∈ R at each layer for the Gaussian mixture example, and
u ∈ R2 for the image datasets. This provides a total u dimension of 5 for the Gaussian mixture example, 10 for the CIF-MAF,
and 20 for the CIF-NSF.

E.3.4 VAE Encoder Settings

The structure of the encoder used in the VAE model essentially mirrors the structure of the small decoder network from
Subsubsection E.2.2. In particular, given a 1× 28× 28 image, a zero-padded convolution is performed using a 4× 4 filter
and stride length 2 with the tanh nonlinearity applied afterwards, outputting 8 feature maps each of size 14× 14. Then,
a fully-connected linear layer is applied to map the feature maps to an output which is two times the size of the latent
dimension, giving us the mean and (log) standard deviation of the approximate posterior.

E.4 OPTIMIZATION HYPERPARAMETERS

Table 3 notes the parameters used for optimizing the models across experiments. There are a few things to note:

1. An “epoch” for the mixture of Gaussians example is simple a single stochastic optimization step for a specified number
of samples from the approximate posterior since there is no “data” in this example.

2. None of the image experiments actually reached the maximum number of epochs.

3. The hyperparameter choices below were essentially default choices.

E.5 ESTIMATION OF MARGINAL LOG-LIKELIHOOD

To generate the log-likelihood outputs in Table 1, we use an importance-sampling-based estimate as in e.g. Rezende et al.
(2014, Appendix E) for each run, and then average the results of this estimator across three runs. Specifically, given the test



Table 3: Optimization hyperparameters used for each experiment. Note that an “epoch” for the mixture of Gaussians example
is simply a single optimization step for a specified number of samples, as there is no “data”.

Hyperparameter Mixture of Gaussians Images

Learning rate 10−3 10−3

Weight decay 0 0
Training batch size N/A 100
q samples per step 1,000 1
Early stopping No Yes
Early stopping epochs N/A 50
Maximum epochs 20,000 1,000

Table 4: Average variance in log-likelihood estimators across models and datasets for the small decoder experiment. For
each run of a particular model on a particular dataset, we calculate the estimator (either (5) or (6)) 3 separate times, and
calculate the empirical variance across the outputted estimates. Then we average this variance across the original 3 runs for
each model-dataset combination, arriving at the numbers in the table. For example, we have 3 Small VAE models trained
with different random seeds on the MNIST dataset. For each of these models, we first calculate (5) three separate times
obtaining the empirical variance of these estimates, and then we average the empirical variances across the 3 Small VAE
models trained with different random seeds.

Model MNIST Fashion-MNIST

Small VAE 2.60× 10−3 2.51× 10−3

Small MAF 2.85× 10−3 6.77× 10−3

Large MAF 2.59× 10−3 4.93× 10−3

CIF-MAF 2.38× 10−3 6.45× 10−4

Small NSF 2.78× 10−4 3.84× 10−3

Large NSF 1.84× 10−3 2, 27× 10−3

CIF-NSF 9.78× 10−4 4.47× 10−3

dataset Dtest = {xi}Ntest
i=1 and a number of samples S, the average log-likelihood for a single run is given by

1

Ntest

Ntest∑

i=1

log

(
1

S

S∑

s=1

pX,Z(xi, z
(s)
i )

qZ|X(z
(s)
i | x)

)
, where z

(s)
i ∼ qZ|X(· | xi), (5)

for explicit models qZ|X (e.g. VAEs and normalizing flows), and

1

Ntest

Ntest∑

i=1

log

(
1

S

S∑

s=1

pX,Z(xi, z
(s)
i ) · rU |Z,X(u

(s)
i | z(s)i , xi)

qZ,U |X(z
(s)
i , u

(s)
i | x)

)
, where z

(s)
i , u

(s)
i ∼ qZ,U |X(·, · | xi), (6)

for implicit models qZ,U |X (e.g. CIFs). We take S = 1000 in practice, finding that this provides adequately low-variance
estimators as noted in Table 4.

F FURTHER DETAILS ON THE MARGINAL ELBO ESTIMATOR

Here is the full version of the (positively) biased, but still consistent, estimator of (2) described in Subsection 4.1:

L̂(x) := 1

N

N∑

i=1


log pX,Z(x, zi)− log





1

M

M∑

j=1

qZ,U (zi, ui,j)

rU |Z(ui,j | zi)






 , (7)



Table 5: Average plus/minus standard deviation of 20 estimates of the marginal ELBO (7) from a single trained model of
the mixture of Gaussians experiment. We vary the values of N and select M as either a linear (M = N ) or square-root
(M =

√
N ) function of N . We include Monte Carlo estimates of the auxiliary ELBO from the sample of zi for reference.

N
M = N M =

√
N

Marginal Auxiliary Marginal Auxiliary

1 −0.213± 0.665 −0.237± 0.668 −0.302± 0.361 −0.317± 0.363
5 −0.165± 0.180 −0.166± 0.183 −0.178± 0.221 −0.186± 0.223
10 −0.189± 0.180 −0.190± 0.187 −0.156± 0.136 −0.160± 0.145
50 −0.190± 0.078 −0.198± 0.076 −0.162± 0.094 −0.167± 0.096
100 −0.177± 0.057 −0.182± 0.059 −0.181± 0.056 −0.185± 0.053
500 −0.176± 0.022 −0.180± 0.022 −0.172± 0.018 −0.177± 0.019
1,000 −0.160± 0.018 −0.165± 0.019 −0.169± 0.020 −0.174± 0.020
5,000 −0.169± 0.006 −0.174± 0.006 −0.174± 0.006 −0.179± 0.006
10,000 −0.171± 0.006 −0.175± 0.006 −0.170± 0.005 −0.175± 0.005
50,000 −0.169± 0.002 −0.174± 0.002 −0.170± 0.002 −0.175± 0.002

where (zi, u′
i)

i.i.d.∼ qZ,U for i ∈ {1, . . . , N}, and for each i, ui,j
i.i.d.∼ rU |Z(· | zi) for j ∈ {1, . . . ,M}. We need to be careful

to make M large enough so that our estimates are not too biased, and at the same time make N large enough so that our
estimates are not dominated by variance. We explore the relationship between values of the estimator (7) for a single trained
model, and the settings of M and N in Table 5. For N = 10,000 and M = 100, we have both acceptably low variance and
low bias as the estimator appears to not be significantly lowered by increasing M .
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Abstract

Normalizing flows are invertible neural networks with tractable change-of-volume
terms, which allow optimization of their parameters to be efficiently performed via
maximum likelihood. However, data of interest are typically assumed to live in
some (often unknown) low-dimensional manifold embedded in a high-dimensional
ambient space. The result is a modelling mismatch since – by construction – the
invertibility requirement implies high-dimensional support of the learned distri-
bution. Injective flows, mappings from low- to high-dimensional spaces, aim
to fix this discrepancy by learning distributions on manifolds, but the resulting
volume-change term becomes more challenging to evaluate. Current approaches
either avoid computing this term entirely using various heuristics, or assume the
manifold is known beforehand and therefore are not widely applicable. Instead, we
propose two methods to tractably calculate the gradient of this term with respect to
the parameters of the model, relying on careful use of automatic differentiation and
techniques from numerical linear algebra. Both approaches perform end-to-end
nonlinear manifold learning and density estimation for data projected onto this
manifold. We study the trade-offs between our proposed methods, empirically
verify that we outperform approaches ignoring the volume-change term by more
accurately learning manifolds and the corresponding distributions on them, and
show promising results on out-of-distribution detection. Our code is available at
https://github.com/layer6ai-labs/rectangular-flows.

1 Introduction

In recent years, Normalizing Flows (NFs) have become a staple of generative modelling, being
widely used for density estimation [14, 15, 45, 28, 16], variational inference [52, 30], maximum
entropy modelling [37], and more [46, 31]. In density estimation, we typically have access to a set
of points living in some high-dimensional space RD. NFs model the corresponding data-generating
distribution as the pushforward of a simple distribution on RD – often a Gaussian – through a smooth
bijective mapping. Clever construction of these bijections allows for tractable density evaluation and
thus maximum likelihood estimation of the parameters. However, as an immediate consequence of
this choice, the learned distribution has support homeomorphic to RD; in particular, the resulting
distribution is supported on a set of dimension D. This is not a realistic assumption in practice –
especially for density estimation – as it directly contradicts the manifold hypothesis [6] which states
that high-dimensional data lives on a lower-dimensional manifold embedded in ambient space.

∗Authors contributed equally.
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A natural idea to circumvent this misspecification is to consider injective instead of bijective flows,
which now push forward a random variable on Rd with d < D to obtain a distribution on some
d-dimensional manifold embedded in RD. These mappings admit a change-of-variable formula
bearing resemblance to that of bijective flows, but unfortunately the volume-change term becomes
computationally prohibitive, which then impacts the tractability of maximum likelihood. While there
have been recent efforts towards training flows where the resulting distribution is supported on a
low-dimensional manifold [18, 53, 8, 35, 40, 12], these approaches either assume that the manifold is
known beforehand or propose various heuristics to avoid the change-of-variable computation. Both
of these are undesirable, because, while we should expect most high-dimensional data of interest to
exhibit low-dimensional structure, this structure is almost always unknown. On the other hand, we
argue that avoiding the volume-change term may result in learning a manifold to which it is difficult
to properly assign density, and this approach further results in methods which do not take advantage
of density evaluation, undermining the main motivation for using NFs in the first place.

We show that density estimation for injective flows based on maximum likelihood can be made
tractable. By carefully leveraging forward- and backward-mode automatic differentiation [3], we
propose two methods that allow backpropagating through the volume term arising from the injective
change-of-variable formula. The first method involves exact evaluation of this term and its gradient
which incurs a higher memory cost; the second uses conjugate gradients [43] and Hutchinson’s trace
estimator [23] to obtain unbiased stochastic gradient estimates. Unlike previous work, our methods
do not need the data manifold to be specified beforehand, but instead simultaneously estimate this
manifold along with the distribution on it end-to-end, thus enabling maximum likelihood training
to occur. To the best of our knowledge, ours are the first methods to scale backpropagation through
the injective volume-change term to ambient dimensions D close to 3,000. We study the trade-off
between memory and variance introduced by our methods and show empirical improvements over
injective flow baselines for density estimation. We also show that injective flows obtain state-of-the-art
performance for likelihood-based Out-of-Distribution (OoD) detection, assigning higher likelihoods
to Fashion-MNIST (FMNIST) [57] than to MNIST [36] with a model trained on the former.

2 Background

2.1 Square Normalizing Flows

A normalizing flow [52, 15] is a diffeomorphism f̃θ : RD → RD parametrized by θ, that is, a
differentiable bijection with differentiable inverse. Starting with a random variable Z ∼ pZ for a
simple density pZ supported on RD, e.g. a standard Gaussian, the change-of-variable formula states
that the random variable X := f̃θ(Z) has density pX on RD given by:

pX(x) = pZ

(
f̃−1
θ (x)

) ∣∣∣detJ
[
f̃θ

] (
f̃−1
θ (x)

)∣∣∣
−1

, (1)

where J[·] is the differentiation operator, so that J[f̃θ](f̃−1
θ (x)) ∈ RD×D is the Jacobian of f̃θ (with

respect to the inputs and not θ) evaluated at f̃−1
θ (x). We refer to this now standard setup as square

flows since the Jacobian is a square matrix. The change-of-variable formula is often written in terms
of the Jacobian of f̃−1

θ , but we use the form of (1) as it is more applicable for the next section. NFs
are typically constructed in such a way that not only ensures bijectivity, but also so that the Jacobian
determinant in (1) can be efficiently evaluated. When provided with a dataset {xi}ni=1 ⊂ RD, an NF
models its generating distribution as the pushforward of pZ through f̃θ, and thus the parameters can
be estimated via maximum likelhood as θ∗ := argmaxθ

∑n
i=1 log pX(xi).

2.2 Rectangular Normalizing Flows

As previously mentioned, square NFs unrealistically result in the learned density pX having D-
dimensional support. We follow the injective flow construction of Brehmer and Cranmer [8], where a
smooth and injective mapping gϕ : Rd → RD with d < D is constructed. In this setting, Z ∈ Rd
is the low-dimensional variable used to model the data as X := gϕ(Z). A well-known result from
differential geometry [32] provides an applicable change-of-variable formula:

pX(x) = pZ

(
g−1
ϕ (x)

) ∣∣∣detJ[gϕ]⊤
(
g−1
ϕ (x)

)
J[gϕ]

(
g−1
ϕ (x)

)∣∣∣
−1/2

1(x ∈Mϕ), (2)
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whereMϕ := {gϕ(z) : z ∈ Rd}. The Jacobian-transpose-Jacobian determinant now characterizes
the change in volume from Z to X . We make several relevant observations: (i) The Jacobian matrix
J[gϕ](g

−1
ϕ (x)) ∈ RD×d is no longer a square matrix, and we thus refer to these flows as rectangular.

(ii) Note that g−1
ϕ :Mϕ → Rd is only properly defined onMϕ and not RD, and pX is now supported

on the d-dimensional manifoldMϕ. (iii) We write the indicator 1(x ∈Mϕ) explicitly to highlight
the fact that this density is not a density with respect to the Lebesgue measure; rather, the dominating
measure is a Riemannian measure on the manifoldMϕ [48]. (iv) One can clearly verify as a sanity
check that when d = D, equation (2) reduces to (1).

Since data points x will almost surely not lie exactly onMϕ, we use a left inverse g†ϕ : RD → Rd in
place of g−1

ϕ such that g†ϕ(gϕ(z)) = z for all z ∈ Rd, which exists because gϕ is injective. This is
properly defined on RD, unlike g−1

ϕ which only exists overMϕ. Equation (2) then becomes:

pX(x) = pZ

(
g†ϕ(x)

) ∣∣∣detJ[gϕ]⊤
(
g†ϕ(x)

)
J[gϕ]

(
g†ϕ(x)

)∣∣∣
−1/2

. (3)

Note that (3) is equivalent to projecting x onto Mϕ as x ← gϕ(g
†
ϕ(x)), and then evaluating the

density from (2) at the projected point.

Now, gϕ is injectively constructed as follows:

gϕ = f̃θ ◦ pad ◦ hη and g†ϕ = h−1
η ◦ pad† ◦ f̃−1

θ , (4)

where f̃θ : RD → RD and hη : Rd → Rd are both square flows, ϕ := (θ, η), and pad : Rd → RD
and pad† : RD → Rd are defined as pad(z) = (z,0) and pad†(z, z′) = z, where 0, z′ ∈ RD−d.
Now,Mϕ depends only on θ and not η, so we write it asMθ from now on. Applying (3) yields:

pX(x) = pZ

(
g†ϕ(x)

) ∣∣∣detJ[hη]
(
g†ϕ(x)

)∣∣∣
−1 ∣∣∣detJ[fθ]⊤

(
f†θ (x)

)
J[fθ]

(
f†θ (x)

)∣∣∣
−1/2

, (5)

where fθ = f̃θ ◦ pad and f†θ = pad† ◦ f̃−1
θ . We include a derivation of (5) in Appendix A, along

with a note on why injective transformations cannot be stacked as naturally as bijective ones.

Evaluating likelihoods is seemingly intractable since constructing flows with a closed-form volume-
change term is significantly more challenging than in the square case, even if the relevant matrix is
now d× d instead of D ×D. Brehmer and Cranmer [8] thus propose a two-step training procedure
to promote tractability wherein fθ and hη are trained separately. After observing that there is no term
encouraging x ∈Mθ, and that x ∈Mθ ⇐⇒ x = gϕ(g

†
ϕ(x)) ⇐⇒ x = fθ(f

†
θ (x)), they decide to

simply train fθ by minimizing the reconstruction error to encourage the observed data to lie onMθ:

θ∗ = argmin
θ

n∑

i=1

∣∣∣
∣∣∣xi − fθ

(
f†θ (xi)

)∣∣∣
∣∣∣
2

2
. (6)

Note that the above requires computing both fθ and f†θ , so that f̃θ should be chosen as a flow allowing
fast evaluation of both f̃θ and f̃−1

θ . Architectures such as the Real NVP [15] or follow-up work
[28, 16] are thus natural choices for f̃θ, while architectures with an autoregressive component [45, 30]
should be avoided. Then, since hη does not appear in the challenging determinant term in (5), hη can
be chosen as any normalizing flow, and optimization – for a fixed θ – can be tractably achieved by
maximum likelihood over the lower-dimensional space:

η∗ = argmax
η

n∑

i=1

{
log pZ

(
g†ϕ(xi)

)
− log

∣∣∣detJ[hη]
(
g†ϕ(xi)

)∣∣∣
}
. (7)

In practice, gradient steps in θ and η are alternated. This entire procedure circumvents evaluation of
the Jacobian-transpose-Jacobian determinant term in (5), but as we show in section 3, avoiding this
term by separately learning the manifold and the density on it comes with its downsides. We then
show how to tractably estimate this term in section 4.
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3 Related Work and Motivation

Low-dimensional and topological pathologies The mismatch between the dimension of the
modelled support and that of the data-generating distribution has been observed throughout the
literature in various ways. Dai and Wipf [13] show, in the context of variational autoencoders
[29], that using flexible distributional approximators supported on RD to model data living in a
low-dimensional manifold results in pathological behavior where the manifold itself is learned, but
not the distribution on it. Zhang et al. [58] demonstrate the issues with simply adding noise to the
model when attempting to account for support mismatch, and propose a new family of divergences to
handle this. Cornish et al. [11] demonstrate the drawbacks of normalizing flows for estimating the
density of topologically-complex data, and provide a new numerically stable method for learning
NFs when the support is not homeomorphic to RD. However, this approach still models the support
as being D-dimensional. Behrmann et al. [5] show instabilities associated with NFs – particularly a
lack of numerical invertibility, as also explained theoretically by Cornish et al. [11]. This is not too
surprising, as attempting to learn a smooth invertible function mapping RD to some low-dimensional
manifold is an intrinsically ill-posed problem. This body of work strongly motivates the development
of models whose support has matching topology – including dimension – to that of the true data
distribution.

Manifold flows A challenge to overcome for obtaining NFs on manifolds is the Jacobian-transpose-
Jacobian determinant computation. Current approaches for NFs on manifolds approach this challenge
in one of two ways. The first assumes the manifold is known beforehand [18, 53, 40], severely
limiting applicability to low-dimensional data where the true manifold can realistically be known.
The second group circumvents the computation of the Jacobian-transpose-Jacobian entirely through
various heuristics. Kumar et al. [35] use a potentially loose lower bound of the log-likelihood, and
do not explicitly enforce injectivity, resulting in a method for which the change-of-variables almost
surely does not hold. Cunningham et al. [12] propose to convolve the manifold distribution with
Gaussian noise, which results in the model having high-dimensional support. Finally, Brehmer and
Cranmer [8] propose the method we described in subsection 2.2, where manifold learning and density
estimation are done separately in order to avoid the log determinant computation. Concurrently to
our work, Ross and Cresswell [54] proposed a rectangular flow construction which sacrifices some
expressiveness but allows for exact likelihood evaluation.

Why optimize the volume-change term? Learning fθ and hη separately without the Jacobian
of fθ is concerning: even if fθ maps to the correct manifold, it might unnecessarily expand and
contract volume in such a way that makes correctly learning hη much more difficult than it needs
to be. Looking ahead to our experiments, Figure 1 exemplifies this issue: the top-middle panel
shows the ground truth density on a 1-dimensional circle in R2, and the top-right panel shows the
distribution recovered by the two-step method of Brehmer and Cranmer [8]. We can see that, while
the manifold is correctly recovered, the distribution on it is not. The bottom-right panel shows the
speed at which fθ∗ maps R toMθ∗ : the top of the circle, which should have large densities, also
has high speeds. Indeed, there is nothing in the objective discouraging fθ to learn this behaviour,
which implies that the corresponding low-dimensional distribution must be concentrated in a small
region and thus making it harder to learn. The bottom-middle panel confirms this explanation: the
learned low-dimensional distribution (dark red) does not match what it should (i.e. the distribution
of {f†θ∗(xi)}ni=1, in light red). This failure could have been avoided by learning the manifold in a
density-aware fashion by including the Jacobian-transpose-Jacobian determinant in the objective.

4 Maximum Likelihood for Rectangular Flows: Taming the Gradient

4.1 Our Optimization Objective

We have argued that including the Jacobian-transpose-Jacobian in the optimization objective is
sensible. However, as we previously mentioned, (5) corresponds to the density of the projection of x
ontoMθ. Thus, simply optimizing the likelihood would not result in learningMθ in such a way
that observed data lies on it, only encouraging projected data points to have high likelihood. We thus
maximize the log-likelihood subject to the constraint that the reconstruction error should be smaller
than some threshold, i.e. ϕ∗ = argmaxϕ

∑n
i=1 log pX(xi) subject to

∑n
i=1 ||xi−fθ(f

†
θ (xi))||22 ≤ κ.
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In practice, we use the KKT conditions [26, 34] and maximize the Lagrangian [7] instead:

ϕ∗= argmax
ϕ

n∑

i=1

{
log pZ

(
g†ϕ(xi)

)
− log

∣∣∣detJ[hη]
(
g†ϕ(xi)

)∣∣∣− 1

2
log detJ⊤

θ (xi)Jθ(xi) (8)

−β
∣∣∣
∣∣∣xi − fθ

(
f†θ (xi)

)∣∣∣
∣∣∣
2

2

}
,

where we treat β > 0 as a hyperparameter rather than κ, and denote J[fθ](f
†
θ (xi)) as Jθ(xi) for

simplicity. We have dropped the absolute value since J⊤
θ (xi)Jθ(xi) is always symmetric positive

definite, since Jθ(xi) has full rank by injectivity of fθ. We now make a technical but relevant
observation about our objective: since our likelihoods are Radon-Nikodym derivatives with respect to
a Riemannian measure onMθ, different values of θ will result in different supports and dominating
measures. One should thus be careful to compare likelihoods for models with different values of
θ. However, thanks to the smoothness of the objective over θ, we should expect likelihoods for
values of θ which are “close enough” to be comparable for practical purposes. In other words,
comparisons remain reasonable locally, and the gradient of the volume-change term should contain
relevant information to learnMθ in such a way that also facilitates learning hη on the pulled-back
dataset {f†θ (xi)}ni=1.

4.2 Optimizing our Objective: Stochastic Gradients

Note that all the terms in (8) are straightforward to evaluate and backpropagate through except for
the third one; in this section we show how to obtain unbiased stochastic estimates of its gradient. In
what follows we drop the dependence of the Jacobian on xi from our notation and write Jθ, with the
understanding that the end computation will be parallelized over a batch of xis. We assume access
to an efficient matrix-vector product routine, i.e. computing J⊤

θ Jθϵ can be quickly achieved for any
ϵ ∈ Rd. We elaborate on how we obtain these matrix-vector products in the next section. It is a well
known fact from matrix calculus [49] that:

∂

∂θj
log detJ⊤

θ Jθ = tr

(
(J⊤
θ Jθ)

−1 ∂

∂θj
J⊤
θ Jθ

)
, (9)

where tr denotes the trace operator and θj is the j-th element of θ. Next, we can use Hutchinson’s
trace estimator [23], which states that for any matrix M ∈ Rd×d, tr(M) = Eϵ[ϵ⊤Mϵ] for any
Rd-valued random variable ϵ with zero mean and identity covariance matrix. We can thus obtain an
unbiased stochastic estimate of our gradient as:

∂

∂θj
log detJ⊤

θ Jθ ≈
1

K

K∑

k=1

ϵ⊤k (J
⊤
θ Jθ)

−1 ∂

∂θj
J⊤
θ Jθϵk, (10)

where ϵ1, . . . , ϵK are typically sampled either from standard Gaussian or Rademacher distributions.
Naïve computation of the above estimate remains intractable without explicitly constructing J⊤

θ Jθ.
Fortunately, the J⊤

θ Jθϵ terms can be trivially obtained using the given matrix-vector product routine,
avoiding the construction of J⊤

θ Jθ, and then ∂/∂θjJ⊤
θ Jθϵ follows by taking the gradient w.r.t. θ.

There is however still the issue of computing ϵ⊤(J⊤
θ Jθ)

−1 = [(J⊤
θ Jθ)

−1ϵ]⊤. We use conjugate
gradients (CG) [43] in order to achieve this. CG is an iterative method to solve problems of the form
Au = ϵ for given A ∈ Rd×d (in our case A = J⊤

θ Jθ) and ϵ ∈ Rd; we include the CG algorithm in
Appendix B for completeness. CG has several important properties. First, it is known to recover the
solution (assuming exact arithmetic) after at most d steps, which means we can evaluate A−1ϵ. The
solution converges exponentially (in the number of iterations τ ) to the true value [55], so often τ ≪ d
iterations are sufficient for accuracy to many decimal places. In practice, if we can tolerate a certain
amount of bias, we can further increase computational speed by stopping iterations early. Second, CG
only requires a method to compute matrix-vector products against A, and does not require access to A
itself. One such product is performed at each iteration, and CG thus requires at most d matrix-vector
products, though again in practice τ ≪ d products usually suffice. This results in O(τd2) solve
complexity—less than the O(d3) required by direct inversion methods. We denote A−1ϵ computed
with conjugate gradients as CG(A; ϵ). We can then compute the estimator from (10) as:

∂

∂θj
log detJ⊤

θ Jθ ≈
1

K

K∑

k=1

CG
(
J⊤
θ Jθ; ϵk

)⊤ ∂

∂θj
J⊤
θ Jθϵk. (11)
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In practice, we implement this term by noting that CG(J⊤
θ Jθ; ϵ)

⊤∂/∂θjJ⊤
θ Jθϵ =

∂/∂θjstop_gradient(CG(J⊤
θ Jθ; ϵ)

⊤)J⊤
θ Jθϵ, thereby taking advantage of the stop_gradient

operation from Automatic Differentiation (AD) libraries and allowing us to avoid implementing a
custom backward pass. We thus compute the contribution of a point x to the training objective as:

log pZ

(
g†ϕ(x)

)
− log

∣∣∣detJ[hη]
(
g†ϕ(x)

)∣∣∣− β
∣∣∣
∣∣∣x− fθ

(
f†θ (x)

)∣∣∣
∣∣∣
2

2
(12)

− 1

2K

K∑

k=1

stop_gradient
(
CG
(
J⊤
θ Jθ; ϵk

)⊤)
J⊤
θ Jθϵk

which gives the correct gradient estimate when taking the derivative with respect to ϕ.

Linear solvers for Jacobian terms We note that linear solvers like CG have been used before
to backpropagate through log determinant computations in the context of Gaussian processes [17],
and more recently for square NFs with flexible architectures which do not allow for straightforward
Jacobian determinant computations [22, 39]. However, none of these methods require the Jacobian-
transpose-Jacobian-vector product routine that we derive in the next section, and to the best of our
knowledge, these techniques have not been previously applied for training rectangular NFs. We also
point out that recently Oktay et al. [44] proposed a method to efficiently obtain stochastic estimates
of Jθϵ. While their method cannot be used as a drop-in replacement within our framework as it would
result in a biased CG output, we believe this could be an interesting direction for future work. Finally,
we note that CG has recently been combined with the Russian roulette estimator [25] to avoid having
to always iterate d times while maintaining unbiasedness, again in the context of Gaussian processes
[50]. We also leave the exploration of this estimator within our method for future work.

4.3 AD Considerations: The Exact Method and the Forward-Backward AD Trick

In this section we derive the aforementioned routine for vector products against J⊤
θ Jθ, as well as an

exact method that avoids the need for stochastic gradients (for a given x) at the price of increased
memory requirements. But first, let us ask: why are these methods needed in the first place? There is
work using power series to obtain stochastic estimates of log determinants [20, 9], and one might
consider using them in our setting. However, these series require knowledge of the singular values of
J⊤
θ Jθ, to which we do not have access (constructing J⊤

θ Jθ to obtain its singular values would defeat
the purpose of using the power series in the first place), and we would thus not have a guarantee that
the series are valid. Additionally, they have to be truncated and thus result in biased estimators, and
using Russian roulette estimators to avoid bias [9] can result in infinite variance [11]. Finally, these
series compute and backpropagate (w.r.t. θ) through products of the form ϵ⊤(J⊤

θ Jθ)
mϵ for different

values of m, which can easily require more matrix-vector products than our methods. Behrmann et al.
[4] address some of the issues with power series approximations as the result of controlling Lipschitz
constants, although their estimates remain biased and potentially expensive.

Having motivated our approach, we now use commonly-known properties of AD to derive it; we
briefly review these properties in Appendix C, referring the reader to Baydin et al. [3] for more detail.
First, we consider the problem of explicitly constructing Jθ. This construction can then be used to
evaluate J⊤

θ Jθ and exactly compute its log determinant either for log density evaluation of a trained
model, or to backpropagate (with respect to θ) through both the log determinant computation and
the matrix construction, thus avoiding having to use stochastic gradients as in the previous section.
We refer to this procedure as the exact method. Naïvely, one might try to explicitly construct Jθ
using only backward-mode AD, which would require D vector-Jacobian products (vjps) of the form
v⊤Jθ – one per basis vector v ∈ RD (and then stacking the resulting row vectors vertically). A better
way to explicitly construct Jθ is with forward-mode AD, which only requires d Jacobian-vector
products (jvps) Jθϵ, again one per basis vector ϵ ∈ Rd (and then stacking the resulting column
vectors horizontally). We use a custom implementation of forward-mode AD in the popular PyTorch
[47] library2 for the exact method, as well as for the forward-backward AD trick described below.

We now explain how to combine forward- and backward-mode AD to obtain efficient matrix-vector
products against J⊤

θ Jθ in order to obtain the tractable gradient estimates from the previous section.
2PyTorch has a forward-mode AD implementation which relies on the “double backward” trick, which is

known to be memory-inefficient. See https://j-towns.github.io/2017/06/12/A-new-trick.html for
a description.
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Table 1: Number of jvps and vjps (with respect to inputs) needed for forward and backward passes
(with respect to θ), along with the corresponding variance of gradient entries.

Method FORWARD BACKWARD VARIANCE

Exact (naïve) D vjps D vjps 0
Exact d jvps d jvps 0
Stochastic K(τ + 1)jvps +K(τ + 1) vjps Kjvps +Kvjps ∝ 1/K

Note that v := Jθϵ can be computed with a single jvp call, and then J⊤
θ Jθϵ = [v⊤Jθ]⊤ can be

efficiently computed using only a vjp call. We refer to this way of computing matrix-vector products
against J⊤

θ Jθ as the forward-backward AD trick. We summarize both of our gradient estimators
in Appendix D. Note that (12) requires K(τ + 1) such matrix-vector products, which is seemingly
less efficient as it is potentially greater than the d jvps required by the exact method. However, the
stochastic method is much more memory-efficient than its exact counterpart when optimizing over
θ: of the K(τ + 1) matrix-vector products needed to evaluate (12), only K require gradients with
respect to θ. Thus only K jvps and K vjps, along with their intermediate steps, must be stored in
memory over a training step. In contrast, the exact method requires gradients (w.r.t. θ) for every one
of its d jvp computations, which requires storing these computations along with their intermediate
steps in memory.

Our proposed methods thus offer a memory vs. variance trade-off. Increasing K in the stochastic
method results in larger memory requirements which imply longer training times, as the batch size
must be set to a smaller value. On the other hand, the larger the memory cost, the smaller the variance
of the gradient. This still holds true for the exact method, which results in exact gradients, at the cost
of increased memory requirements (as long as K ≪ d; if K is large enough the stochastic method
should never be used over the exact one). Table 1 summarizes this trade-off.

5 Experiments

We now compare our methods against the two-step baseline of Brehmer and Cranmer [8], and also
study the memory vs. variance trade-off. We use the real NVP [15] architecture for all flows, except
we do not use batch normalization [24] as it causes issues with vjp computations. We point out that
all comparisons remain fair, and we include a detailed explanation of this phenomenon in Appendix E,
along with all experimental details in Appendix G. Throughout, we use the abbreviations RNFs-ML
for our maximum likelihood training method, RNFs-TS for the two-step method, and RNFs for
rectangular NFs in general. For most runs, we found it useful to anneal the likelihood term(s). That
is, at the beginning of training we optimize only the reconstruction term, and then slowly incorporate
the other terms. This likelihood annealing procedure helped avoid local optima where the manifold is
not recovered (large reconstruction error) but the likelihood of projected data is high.

5.1 Simulated Data

We consider a simulated dataset where we have access to ground truth, which allows us to empirically
verify the deficiencies of RNFs-TS. We use a von Mises distribution, which is supported on the
one-dimensional unit circle in R2. Figure 1 shows this distribution, along with its estimates from
RNFs-ML (exact) and RNFs-TS. As previously observed, RNFs-TS correctly approximate the
manifold, but fail to learn the right distribution on it. In contrast we can see that RNFs-ML, by
virtue of including the Jacobian-transpose-Jacobian term in the optimization, manage to recover both
the manifold and the distribution on it (top left panel), while also resulting in an easier-to-learn
low-dimensional distribution (bottom middle panel) thanks to fθ∗ mapping to Mθ∗ at a more
consistent speed (bottom left panel). We do point out that, while the results presented here are
representative of usual runs for both methods, we did have runs with different results which we
include in Appendix G for completeness. We finish with the observation that even though the line
and the circle are not homeomorphic and thus RNFs are not perfectly able to recover the support,
they manage to adequately approximate it.
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RNFs-ML (exact) density von Mises ground truth RNFs-TS density

RNFs-ML (exact) speed Distribution of f†
θ∗ (X) RNFs-TS speed

Figure 1: Top row: RNFs-ML (exact) (left), von Mises ground truth (middle), and RNF-TS (right).
Bottom row: Speed at which fθ∗ maps toMθ∗ (measured as l2 distance between uniformly spaced
consecutive points in R mapped through fθ∗) for RNFs-ML (exact) (left), RNFs-TS (right), and
distribution hη has to learn in order to recover the ground truth, fixing θ∗ (middle). See text for
discussion.

Table 2: FID-like metric for tabular data (lower is better). Bolded runs are the best or overlap with it.
Method POWER GAS HEPMASS MINIBOONE

RNFs-ML (exact) 0.067± 0.016 0.138± 0.023 0.486± 0.032 0.978± 0.082
RNFs-ML (K = 1) 0.083± 0.015 0.110± 0.021 0.779± 0.191 1.001± 0.051
RNFs-ML (K = 10) 0.113± 0.037 0.140± 0.013 0.495± 0.055 0.878± 0.083
RNFs-TS 0.178± 0.024 0.161± 0.016 0.649± 0.081 1.085± 0.062

5.2 Tabular Data

We now turn our attention to the tabular datasets used by Papamakarios et al. [45], now a common
benchmark for NFs as well. As previously mentioned, one should be careful when comparing models
with different supports, as we cannot rely on test likelihoods as a metric. We take inspiration from the
FID score [21], which is commonly used to evaluate quality of generated images when likelihoods
are not available. The FID score compares the first and second moments of a well-chosen statistic –
taken in practice to be the values of the last hidden layer of a pre-trained inception network [56] –
from the model and data distributions using the squared Wasserstein-2 metric (between Gaussians).
Here, we take the statistic to be the data itself instead of the final hidden units of a pre-trained
classifier: in other words, our metric compares the mean and covariance of generated data against
those of observed data with the same squared Wasserstein-2 metric. We include the mathematical
formulas for computing both FID and our modified version for tabular data in Appendix F. We use
early stopping with our FID-like score across all models. Our results are summarized in Table 2,
where we can see that RNFs-ML consistently do a better job at recovering the underlying distribution.
Once again, these results emphasize the benefits of including the Jacobian-transpose-Jacobian in the
objective. Interestingly, except for HEPMASS, the results from our stochastic version with K = 1
are not significantly exceeded by the exact version or using a larger value of K, suggesting that the
added variance does not result in decreased empirical performance. We highlight that no tuning
was done (except on GAS for which we changed d from 4 to 2), RNFs-ML outperformed RNFs-TS
out-of-the-box here (details are in Appendix G). We report training times in Appendix G, and observe
that RNFs-ML take a similar amount of time as RNFs-TS to train for datasets with lower values of D,
and while we do take longer to train for the other datasets, our training times remain reasonable and
we often require fewer epochs to converge.
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Table 3: FID scores (lower is better) and decision stump OoD accuracy (higher is better).

Method
FID OoD ACCURACY

CIFAR-10 MNIST FMNIST MNIST → FMNIST FMNIST → MNIST

RNFs-ML (exact) 643.31 36.09 296.01 92% 91%
RNFs-ML (K = 1) 830.94 33.98 288.39 97% 78%
RNFs-ML (K = 4) - 42.90 342.91 77% 89%
RNFs-TS 731.46 35.52 318.59 98% 96%

5.3 Image Data and Out-of-Distribution Detection

We also compare RNFs-ML to RNFs-TS for image modelling on MNIST and FMNIST. We point
out that these datasets have ambient dimension D = 784, and being able to fit RNFs-ML is in itself
noteworthy: to the best of our knowledge no previous method has scaled optimizing the Jacobian-
transpose-Jacobian term to these dimensions. We use FID scores both for comparing models and
for early stopping during training. We also used likelihood annealing, with all experimental details
again given in Appendix G. We report FID scores in Table 3, where we can see that we outperform
RNFs-TS. Our RNFs-ML (K = 1) variant also outperforms its decreased-variance counterparts.
This initially puzzling behaviour is partially explained by the fact that we used the K = 1 variant
to tune the model (being the cheapest one to train), and then used the tuned hyperparameters for a
single run of the other two variants. Nonetheless, once again these results suggest that the variance
induced by our stochastic method is not empirically harmful, and that while using the exact method
should be the default whenever feasible, using K = 1 otherwise is sensible. We also report training
times where we can see the computational benefits of our stochastic method, as well as visualizations
of samples, in Appendix G.

We also compare performance on the CIFAR-10 dataset [33], for which D = 3,072. Once again,
being able to fit RNFs-ML in this setting is in itself remarkable. We do not include RNFs-ML (K = 4)
results because of limited experimentation on CIFAR-10 due to computational cost (experimental
details, including hyperparameters which we tried, are given in Appendix G). We can see that, while
RNFs-TS outperformed RNFs-ML (K = 1) – which we hypothesize might be reversed given more
tuning – our RNFs-ML (exact) version is the best performing model, yet again highlighting the
importance of including the change-of-volume term in the objective.

Trained on FMNIST

Figure 2: OoD detection with
RNFs-ML (exact).

We further evaluate the performance of RNFs for OoD detection.
Nalisnick et al. [41] pointed out that square NFs trained on FMNIST
assign higher likelihoods to MNIST than they do to FMNIST. While
there has been research attempting to fix this puzzling behaviour
[1, 2, 10, 51], to the best of our knowledge no method has managed to
correct it using only likelihoods of trained models. Figure 2 shows
that RNFs remedy this phenomenon, and that models trained on
FMNIST assign higher test likelihoods to FMNIST than to MNIST.
This correction does not come at the cost of strange behaviour now
emerging in the opposite direction (i.e. when training on MNIST,
see Appendix G for a histogram). Table 3 quantifies these results
(arrows point from in-distribution datasets to OoD ones) with the
accuracy of a decision stump using only log-likelihood, and we
can see that the best-performing RNFs models essentially solve this
OoD task. While we leave a formal explanation of this result for
future work, we believe this discovery highlights the importance of
properly specifying models and of ensuring the use of appropriate inductive biases, in this case low
intrinsic dimensionality of the observed data. The strong performance of RNFs-TS here seems to
indicate that this is a property of RNFs rather than of our ML training method specifically, although
our exact approach is still used to compute these log-likelihoods at test time. We include additional
results on OoD detection using reconstruction errors – along with a discussion – in Appendix G,
where we found the opposite unexpected behaviour: FMNIST always has smaller reconstruction
errors, regardless of which dataset was used for training.
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6 Scope and Limitations

In this paper we address the dimensionality-based misspecification of square NFs while properly
using maximum likelihood as the training objective, thus providing an advancement in the training of
RNFs. Our methods however remain topologically misspecified: even though we can better address
dimensionality, we can currently only learn manifolds homeomorphic to Rd. For example, one could
conceive of the MNIST manifold as consisting of 10 connected components (one per digit), which
cannot be learned by fθ. It is nonetheless worth noting that this limitation is shared by other deep
generative modelling approaches, for example GANs [19] result in connected supports (since the
image of a connected set under a continuous function is connected). We observed during training in
image data that the residuals of CG were not close to 0 numerically, even after d steps, indicating poor
conditioning and thus possible numerical non-invertibility of the matrix J⊤

θ Jθ. We hypothesize that
this phenomenon is caused by topological mismatch, which we also conjecture affects us more than
the baseline as our CG-obtained (or from the exact method) gradients might point in an inaccurate
direction. We thus expect our methods in particular to benefit from improved research on making
flows match the target topology, for example via continuous indexing [11].

Additionally, while we have successfully scaled likelihood-based training of RNFs far beyond current
capabilities, our methods – even the stochastic one – remain computationally expensive for higher
dimensions, and further computational gains remain an open problem. We also attempted OoD
detection on CIFAR-10 against the SVHN dataset [42], and found that neither RNFs-ML nor RNFs-
TS has good performance, although anecdotally we may have at least improved on the situation
outlined by Nalisnick et al. [41]. We hypothesize these results might be either caused by topological
mismatch, or corrected given more tuning.

7 Conclusions and Broader Impact

In this paper we argue for the importance of likelihood-based training of rectangular flows, and
introduce two methods allowing to do so. We study the benefits of our methods, and empirically show
that they are preferable to current alternatives. Given the methodological nature of our contributions,
we do not foresee our work having any negative ethical implications or societal consequences.
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A Injective Change-of-Variable Formula and Stacking Injective Flows

We first derive (5) from (3). By the chain rule, we have:

J[gϕ]
(
g†ϕ(x)

)
= J[fθ]

(
f†θ (x)

)
J[hη]

(
g†ϕ(x)

)
. (13)

The Jacobian-transpose Jacobian term in (3) thus becomes:

∣∣∣detJ[gϕ]⊤
(
g†ϕ(x)

)
J[gϕ]

(
g†ϕ(x)

)∣∣∣
−1/2

(14)

=
∣∣∣detJ[hη]⊤

(
g†ϕ(x)

)
J[fθ]

⊤
(
f†θ (x)

)
J[fθ]

(
f†θ (x)

)
J[hη]

(
g†ϕ(x)

)∣∣∣
−1/2

=
∣∣∣detJ[hη]⊤

(
g†ϕ(x)

)∣∣∣
−1/2 ∣∣∣detJ[fθ]⊤

(
f†θ (x)

)
J[fθ]

(
f†θ (x)

)∣∣∣
−1/2 ∣∣∣detJ[hη]

(
g†ϕ(x)

)∣∣∣
−1/2

=
∣∣∣detJ[hη]

(
g†ϕ(x)

)∣∣∣
−1 ∣∣∣detJ[fθ]⊤

(
f†θ (x)

)
J[fθ]

(
f†θ (x)

)∣∣∣
−1/2

,

where the second equality follows from the fact that J[hη]⊤(g
†
ϕ(x)), J[fθ]

⊤(f†θ (x))J[fθ](f
†
θ (x)),

and J[hη](g
†
ϕ(x)) are all square d× d matrices; and the third equality follows because determinants

are invariant to transpositions. The observation that the three involved matrices are square is the
reason behind why we can decompose the change-of-variable formula for gϕ as applying first the
change-of-variable formula for hη , and then applying it for fθ.

This property, unlike in the case of square flows, does not always hold. That is, the change-of-variable
formula for a composition of injective transformations is not necessarily equivalent to applying the
injective change-of-variable formula twice. To see this, consider the case where g1 : Rd → Rd2
and g2 : Rd2 → RD are injective, where d < d2 < D and let g = g2 ◦ g1. Clearly g is injective by
construction, and thus the determinant from its change-of-variable formula at a point z ∈ Rd is given
by:

detJ[g]⊤(z)J[g](z) = detJ[g1]
⊤(z)J[g2]

⊤ (g1(z))J[g2] (g1(z))J[g1](z), (15)

where now J[g1](z) ∈ Rd2×d and J[g2](g1(z)) ∈ RD×d2 . Unlike the determinant from (14), this
determinant cannot be easily decomposed into a product of determinants since the involved matrices
are not all square. In particular, (15) need not match:

detJ[g1]
⊤(z)J[g1](z) · detJ[g2]⊤(g1(z))J[g2](g1(z)), (16)

which would be the determinant terms from applying the change-of-variable formula twice. Note
that this observation does not imply that a flow like g could not be trained with our method, it simply
implies that the detJ[g]⊤(z)J[g](z) term has to be considered as a whole, and not decomposed into
separate terms. It is easy to verify that in general, only an initial d-dimensional square flow can be
separated from the overall Jacobian-transpose-Jacobian determinant.

B Conjugate Gradients

We outline the CG algorithm in Algorithm 1, whose output we write as CG(A; ϵ) in the main
manuscript (we omit the dependance on the tolerance δ for notational simplicity). Note that CG
does not need access to A, just a matrix-vector product routine against A, mvp_A(·). If A is
symmetric positive definite, then CG converges in at most d steps, i.e. its output matches A−1ϵ
and the corresponding residual is 0, and CG uses thus at most d calls to mvp_A(·). This convergence
holds mathematically, but can be violated numerically if A is ill-conditioned, which is why the τ < d
condition is added in the while loop.
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Algorithm 1: CG

Input :mvp_A(·), function for matrix-vector products against A ∈ Rd×d
ϵ ∈ Rd
δ ≥ 0, tolerance

Output :A−1ϵ
u0 ← 0 ∈ Rd // current solution
r0 ← −ϵ // current residual
q0 ← r0
τ ← 0
while ||rτ ||2 > δ and τ < d do

vτ ← mvp_A(qτ )
ατ ← (r⊤τ rτ )/(q

⊤
τ vτ )

uτ+1 ← uτ + ατqτ
rτ+1 ← rτ − ατvτ
βτ ← (r⊤τ+1rτ+1)/(r

⊤
τ rτ )

qτ+1 ← rτ+1 + βτqτ
τ ← τ + 1

end
return uτ

C Automatic Differentiation

Here we summarize the relevant properties from forward- and backward-mode automatic differen-
tiation (AD) which we use in the main manuscript. Let f be the composition of smooth functions
f1, . . . , fL, i.e. f = fL ◦ fL−1 ◦ · · · ◦ f1. For example, in our setting this function could be fθ, so
that f1 = pad, and the rest of the functions could be coupling layers from a D-dimensional square
flow (or the functions whose compositions results in the coupling layers). By the chain rule, the
Jacobian of f is given by:

J[f ](z) = J[fL](f̄L−1(z)) · · ·J[f2](f̄1(z))J[f1](z), (17)

where f̄l := fl ◦ fl−1 ◦ · · · ◦ f1 for l = 1, 2, . . . , L − 1. Forward-mode AD computes products
from right to left, and is thus efficient for computing jvp operations. Computing J[f ](z)ϵ is thus
obtained by performing L matrix-vector multiplications, one against each of the Jacobians on the
right hand side of (17). Backward-mode AD computes products from left to right, and would thus
result in significantly more inefficient jvp evaluations involving L − 1 matrix-matrix products,
and a single matrix-vector product. Analogously, backward-mode AD computes vjps of the form
v⊤J[f ](z) efficiently, using L vector-matrix products, while forward-mode AD would require L− 1
matrix-matrix products and a single vector-matrix product.

Typically, the cost of evaluating a matrix-vector or vector-matrix product against J[fl+1](f̄l) (or
J[f1](z)) is the same as computing f̄l+1(z) from f̄l(z), i.e. the cost of evaluating fl+1 (or the cost of
evaluating f1 in the case of J[f1](z)) [3]. jvp and vjp computations thus not only have the same
computational cost, but this cost is also equivalent to a forward pass, i.e. computing f .

When computing f , obtaining a jvp with forward-mode AD adds the same memory cost as another
computation of f since intermediate results do not have to be stored. That is, in order to com-
pute J[fl](f̄l−1(z)) · · ·J[f1](z)ϵ, we only need to store J[fl−1](f̄l−2(z)) · · ·J[f1](z)ϵ and f̄l−1(z)
(which has to be stored anyway for computing f ) in memory. On the other hand, computing a
vjp with backward-mode AD has a higher memory cost: One has to first compute f and store all
the intermediate f̄l(z) (along with z), since computing v⊤J[fL](f̄L−1(z)) · · ·J[fl](f̄l−1(z)) from
v⊤J[fL](f̄L−1(z)) · · ·J[fl+1](f̄l(z)) requires having f̄l−1(z) in memory.

In practice, we use PyTorch’s implementation of backpropagation to compute vjps, and as mentioned
in the main manuscript, we use our own implementation of forward-mode AD for jvps. We achieve
this by having every layer and non-linearity fl in our networks not only take an input x, but also
a vector ϵ of the same length as x; and not just output the usual output fl(x), but also J[fl](x)ϵ
(for linear layers, this is equivalent to applying the layer without the bias to ϵ, and for element-wise
non-linearities J[fl](x) is a straightforward-to-compute diagonal matrix and so J[fl](x)ϵ can be
obtained though element-wise products).
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D Summary of our Proposed Methods

We summarize our methods for computing/estimating the gradient of the log determinant arising
in maximum likelihood training of rectangular flows. Algorithm 2 shows the exact method, where
jvp(f, z, ϵ) denotes computing J[f ](z)ϵ using forward-mode AD, and ϵi ∈ Rd is the i-th standard
basis vector, i.e. a one-hot vector with a 1 on its i-th coordinate. Note that ∂/∂θ log detAθ is
computed using backpropagation. The for loop is easily parallelized in practice. For density
evaluation, rather than returning ∂/∂θ log detAθ, the output of Algorithm 2 becomes log detAθ.

Algorithm 3 shows our stochastic method, where vjp(f, z, v) denotes v⊤J[f ](z) computed through
backward-mode AD. As mentioned in the main manuscript, the ϵk vectors can be sampled from any
zero-mean, identity-covariance distribution and not just a Gaussian. For added clarity, we change
the CG notation and use CG(mvp_A(·), ϵ, δ) to denote the output of the conjugate gradients method.
Backpropagation is once again used to compute ∂/∂θ(sθ/K), and the for loop is again parallelized.
Note that, unlike Algorithm 2, sθ/K is not a valid log determinant estimate, and Algorithm 3 should
only be used for gradient estimates during training, and not density evaluation at test time.

Algorithm 2: Exact method

Input :fθ : Rd → RD
x ∈ RD

Output :∂/∂θ log detJ⊤
θ Jθ

z ← f†θ (x)
for i = 1, . . . , d do

vi ← jvp(fθ, z, ϵi)
end
Jθ ← (v1| . . . |vd)
Aθ ← J⊤

θ Jθ
return ∂/∂θ log detAθ

Algorithm 3: Stochastic method

Input :fθ : Rd → RD
x ∈ RD
K ∈ N+

δ ≥ 0, CG tolerance
Output :Unbiased stochastic approximation of ∂/∂θ log detJ⊤

θ Jθ
z ← f†θ (x)
mvp_A(·)← vjp(fθ, z, jvp(fθ, z, ·))⊤
sθ ← 0
for k = 1, . . . ,K do

ϵk ∼ N (0, Id)
sθ ← sθ + stop_gradient(CG(mvp_A(·), ϵk, δ)⊤) · mvp_A(ϵk)

end
return ∂/∂θ(sθ/K)

E Batch Normalization

We now explain the issues that arise when combining batch normalization with vjps. These issues
arise not only in our setting, but every time backward-mode AD has to be called to compute or
approximate the gradient of the determinant term. We consider the case with a batch of size 2, x1 and
x2, as it exemplifies the issue and the notation becomes simpler. Consider applying fθ (without batch
normalization) to each element in the batch, which we denote with the batch function Fθ:

Fθ(x1, x2) := (fθ(x1), fθ(x2)) . (18)

The Jacobian of Fθ clearly has a block-diagonal structure:

J[Fθ](x1, x2) =

(
J[fθ](x1) 0

0 J[fθ](x2)

)
. (19)
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This structure implies that relevant computations such as vjps, jvps, and determinants parallelize
over the batch:

(v1, v2)
⊤J[Fθ](x1, x2) =

(
v⊤1 J[fθ](x1), v

⊤
2 J[fθ](x2)

)
(20)

J[Fθ](x1, x2)

(
ϵ1
ϵ2

)
=

(
J[fθ](x1)ϵ1
J[fθ](x2)ϵ2

)

detJ[Fθ]
⊤(x1, x2)J[Fθ](x1, x2) = detJ[fθ]

⊤(x1)J[fθ](x1) detJ[fθ]
⊤(x2)J[fθ](x2).

In contrast, when using batch normalization, the resulting computation FBNθ (x1, x2) does not have a
block-diagonal Jacobian, and thus this parallelism over the batch breaks down, in other words:

(v1, v2)
⊤J
[
F

(BN)
θ

]
(x1, x2) ̸=

(
v⊤1 J[fθ](x1), v

⊤
2 J[fθ](x2)

)
(21)

J
[
FBNθ

]
(x1, x2)

(
ϵ1
ϵ2

)
̸=
(
J[fθ](x1)ϵ1
J[fθ](x2)ϵ2

)

detJ
[
FBNθ

]⊤
(x1, x2)J

[
FBNθ

]
(x1, x2) ̸= detJ[fθ]

⊤(x1)J[fθ](x1) detJ[fθ]
⊤(x2)J[fθ](x2),

where the above ̸= signs should be interpreted as “not generally equal to” rather than always not
equal to, as equalities could hold coincidentally in rare cases.

In square flow implementations, AD is never used to obtain any of these quantities, and the Jacobian
log determinants are explicitly computed for each element in the batch. In other words, this batch
dependence is ignored in square flows, both in the log determinant computation, and when back-
propagating through it. Elaborating on this point, AD is only used to backpropagate (with respect
to θ) over this explicit computation. If AD was used on FBNθ to construct the matrices and we
then computed the corresponding log determinants, the results would not match with the explicitly
computed log determinants: The latter would be equivalent to using batch normalization with a
stop_gradient operation with respect to (x1, x2) but not with respect to θ, while the former would
use no stop_gradient whatsoever. Unfortunately, this partial stop_gradient operation only with
respect to inputs but not parameters is not available in commonly used AD libraries. While our
custom implementation of jvps can be easily “hard-coded” to have this behaviour, doing so for vjps
would require significant modifications to PyTorch. We note that this is not a fundamental limitation
and that these modifications could be done to obtain vjps that behave as expected with a low-level
re-implementation of batch normalization, but these fall outside of the scope of our paper. Thus, in
the interest of performing computations in a manner that remains consistent with what is commonly
done for square flows and that allows fair comparisons of our exact and stochastic methods, we avoid
using batch normalization.

F FID and FID-like Scores

For a given dataset {x1, . . . , xn} ⊂ RD and a set of samples generated by a model {x(g)1 , . . . , x
(g)
m } ⊂

RD, along with a statistic T : RD → Rr, the empirical means and covariances are given by:

µ̂ :=
1

n

n∑

i=1

T (xi), Σ̂ :=
1

n− 1

n∑

i=1

(T (xi)− µ̂) (T (xi)− µ̂)⊤ (22)

µ̂(g) :=
1

m

m∑

i=1

T
(
x
(g)
i

)
, Σ̂(g) :=

1

m− 1

m∑

i=1

(
T
(
x
(g)
i

)
− µ̂(g)

)(
T
(
x
(g)
i

)
− µ̂(g)

)⊤
. (23)

The FID score takes T as the last hidden layer of a pre-trained inception network, and evaluates
generated sample quality by comparing generated moments against data moments. This comparison
is done with the squared Wasserstein-2 distance between Gaussians with corresponding moments,
which is given by: ∣∣∣

∣∣∣µ̂− µ̂(g)
∣∣∣
∣∣∣
2

2
+ tr

(
Σ̂ + Σ̂(g) − 2

(
Σ̂Σ̂(g)

)1/2)
, (24)

which is 0 if and only if the moments match. Our proposed FID-like score for tabular data is computed
the exact same way, except no inception network is used. Instead, we simply take T to be the identity,
T (x) = x.
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Table 4: Training times in seconds, “K > 1” means K = 10 for tabular data and K = 4 for images.

Dataset
RNFs-ML (exact) RNFs-ML (K = 1) RNFs-ML (K > 1) RNFs-TS

EPOCH TOTAL EPOCH TOTAL EPOCH TOTAL EPOCH TOTAL

POWER 53.8 4.13e3 67.4 6.76e3 136 1.14e4 45.1 3.83e3
GAS 37.3 2.51e3 62.7 4.51e3 80.1 5.24e3 43.2 3.49e3
HEPMASS 143 1.01e4 146 8.28e3 159 1.20e4 29.1 2.42e3
MINIBOONE 49.3 4.16e3 26.3 2.01e3 29.8 2.94e3 4.61 481
MNIST 2.40e3 2.59e5 1.71e3 1.57e5 3.03e3 3.20e5 2.13e2 3.90e4
FMNIST 2.34e3 2.59e5 1.72e3 1.50e5 3.15e3 2.10e5 1.04e2 1.11e4

G Experimental Details

First we will comment on hyperparameters/architectural choices shared across experiments. The
D-dimensional square flow that we use, as mentioned in the main manuscript, is a RealNVP network
[15]. In all cases, we use the ADAM [27] optimizer and train with early stopping against some
validation criterion specified for each experiment separately and discussed further in each of the
relevant subsections below. We use no weight decay. We also do not use batch normalization in
any experiments for the reasons mentioned above in Appendix E. We use a standard Gaussian on d
dimensions as pZ in all experiments.

Compute We ran our two-dimensional experiments on a Lenovo T530 laptop with an Intel i5
processor, with negligible training time per epoch. We ran the tabular data experiments on a variety
of NVIDIA GeForce GTX GPUs on a shared cluster: we had, at varying times, access to 1080, 1080
Ti, and 2080 Ti models, but never access to more than six cards in total at once. For the image
experiments, we had access to a 32GB-configuration NVIDIA Tesla v100 GPU. We ran each of the
tabular and image experiments on a single card at a time, except for the image experiments for the
RNFs-ML (exact) and (K = 10) models which we parallelized over four cards.

Table 4 includes training times for all of our experiments. Since we used FID-like and FID scores
for ealy stopping, we include both per-epoch and total times. Per epoch times of RNFs-ML exclude
epochs where the Jacobian-transpose-Jacobian log determinant is annealed with a 0 weight, although
we include time added from this portion of training into the total time cost. Note throughout this
section we also consider one epoch of the two-step baseline procedure to be one full pass through the
data training the likelihood term, and then one full pass through the data training the reconstruction
term.

G.1 Simulated Data

The data for this experiment is simulated from a von Mises distribution centred at π2 projected onto
a circle of radius 1. We randomly generate 10,000 training data points and train with batch sizes
of 1,000. We use 1,000 points for validation, performing early stopping using the value of the full
objective and halting training when we do not see any validation improvement for 50 epochs. We
create visualizations in Figure 1 by taking 1,000 grid points equally-spaced between −3 and 3 as the
low-dimensional space, project these into higher dimensions by applying the flow gϕ, and then assign
density to these points using the injective change-of-variable formula (2). In this low-dimensional
example, we use the full Jacobian-transpose-Jacobian which ends up just being a scalar as d = 1. We
commence likelihood annealing (when active) on the 500-th training epoch and end up with a full
likelihood term by the 1000-th.

For the D-dimensional square flow fθ, we used a 5-layer RealNVP model, with each layer having a
fully-connected coupler network of size 2× 10, i.e. 2 hidden layers each of size 10, outputting the
shift and (log) scale values. The baseline additionally uses a simple shift-and-scale transformation in
d-dimensional space as hη; we simply use the identity map for hη in this simple example.

We perform slightly different parameter sweeps for the two methods based on preliminary exploration.
For the baseline two-step procedure, we perform runs over the following grid:

• Learning rate: 10−3, 10−4.
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• Regularization parameter (β): 10, 50, 100, 200, 1,000, 10,000 (which for this method is
equivalent to having a separate learning rate for the regularization objective).

• Likelihood annealing: True or False.

For our method, we search over the following, although noting that our method was stable at the
higher learning rate of 10−3:

• Learning rate: 10−3, 10−4.
• Regularization parameter (β): 10, 50, 200.
• Likelihood annealing: True or False.

Empirically we found the two-step baseline performed better with the higher regularization, which
also agrees with the hyperparameter settings from their paper. Note that we have searched over 2
times as many runs for the baseline and still obtain better runs with our approach.

Divergences on RNFs-TS between our codebase and the implementation of Brehmer and
Cranmer [8] Although we were able to replicate the baseline RNF-TS method, there were some
different choices made in the codebase of the baseline method (available here: https://github.
com/johannbrehmer/manifold-flow), which we outline below:

• The baseline was trained for 120 epochs and then selects the model with best validation
score, whereas we use early stopping over an (essentially) unlimited number of epochs.

• The baseline weights the reconstruction term with a factor of 100 and the likelihood term
with a factor of 0.1. This is equivalent in our codebase to setting β = 1,000, and lowering
the learning rate by a factor of 10.

• The baseline uses cosine annealing of the learning rate, which we do not use.
• The baseline includes a sharp Normal base distribution on the pulled-back padded coordi-

nates. We neglected to include this as it isn’t mentioned in the paper and can end up resulting
in essentially a square flow construction.

• The baseline uses the ADAMW optimizer [38] to fix issues with weight decay within ADAM
(which they also use). We stick with standard ADAM as we do not use weight decay.

• The baseline flow reparametrizes the scale s of the RealNVP network as s = σ(s̃+2)+10−3,
where s̃ is the unconstrained scale and σ is the sigmoid function, but this constrains the
scale to be less than 1 + 10−3. This appears to be done for stability of the transformation
(cf. the ResNets below). We instead use the standard parametrization of s = exp(s̃) as the
fully-connected networks appear to be adequately stable.

• The Baseline uses ResNets with ReLU activation of size 2 × 100 as the affine coupling
networks. We use MLPs with tanh activation function instead.

• The baseline uses a dataset which is not strictly on a manifold. The radius of a point on the
circle is sampled from N (1, 0.012). We use a strictly one-dimensional distribution instead
with a von Mises distribution on the angle as noted above.

In general, we favoured more standard and simpler choices for modelling the circle, outside of the
likelihood annealing which is non-standard.

Densities of all runs We note that, while the results reported in the main manuscript are representa-
tive of common runs, both for RNFs-ML (exact) and RNFs-TS; not every single run of RNFs-ML
(exact) obtained results as good as the ones from the main manuscript. Similarly, some runs of RNFs-
TS recovered better likelihoods than the one from the main manuscript. We emphasize again that the
results reported on the main manuscript are the most common ones: most RNFs-ML (exact) runs
correctly recovered both the manifold and the distribution on it, and most RNFs-TS runs recovered
only the manifold correctly. For completeness, we include in Figures 3, 4, and 5 all the runs we
obtained, where it becomes evident that RNFs-ML consistently outperforms RNFs-TS across runs
and hyperparameter values. However we do note in Figure 3b that we get the perpendicular effect
that Brehmer and Cranmer [8] predicted might happen if optimizing the full objective, although this
is far from typical of our results.
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(a) LW = F, β = 50, η = 10−3 (b) LW = F, β = 200, η = 10−4 (c) LW = F, β = 10, η = 10−4

(d) LW = T, β = 10, η = 10−3 (e) LW = F, β = 50, η = 10−4 (f) LW = F, β = 200, η = 10−3

(g) LW = T, β = 10, η = 10−4 (h) LW = T, β = 200, η = 10−4 (i) LW = T, β = 50, η = 10−4

(j) LW = T, β = 50, η = 10−3 (k) LW = T, β = 200, η = 10−3 (l) LW = F, β = 10, η = 10−3

Figure 3: Runs of RNFs-ML (exact), swept over the hyperparameter combinations
{Likelihood Warmup ∈ {True, False}} × {β ∈ {10, 50, 200}} × {η ∈ {10−3, 10−4}}
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(a) LW = T, β = 1000, η = 10−3 (b) LW = T, β = 100, η = 10−4 (c) LW = F, β = 10000, η = 10−3

(d) LW = T, β = 10000, η = 10−3 (e) LW = T, β = 100, η = 10−3 (f) LW = F, β = 100, η = 10−4

(g) LW = F, β = 100, η = 10−3 (h) LW = F, β = 1000, η = 10−3 (i) LW = T, β = 10000, η = 10−4

(j) LW = F, β = 1000, η = 10−4 (k) LW = T, β = 1000, η = 10−4 (l) LW = F, β = 10000, η = 10−4

Figure 4: Runs of RNFs-TS, swept over the hyperparameter combinations {Likelihood Warmup ∈
{True, False}} × {β ∈ {100, 1000, 10000}} × {η ∈ {10−3, 10−4}}
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(a) LW = F, β = 200, η = 10−4 (b) LW = F, β = 10, η = 10−4 (c) LW = T, β = 200, η = 10−4

(d) LW = T, β = 50, η = 10−3 (e) LW = F, β = 50, η = 10−4 (f) LW = F, β = 10, η = 10−3

(g) LW = F, β = 200, η = 10−3 (h) LW = T, β = 50, η = 10−4 (i) LW = T, β = 10, η = 10−4

(j) LW = F, β = 50, η = 10−3 (k) LW = T, β = 200, η = 10−3 (l) LW = T, β = 10, η = 10−3

Figure 5: Runs of RNFs-TS, swept over the hyperparameter combinations {Likelihood Warmup ∈
{True, False}} × {β ∈ {10, 50, 200}} × {η ∈ {10−3, 10−4}}

G.2 Tabular Data

For the tabular data, we use the GAS, POWER, HEPMASS, and MINIBOONE datasets, preprocessed
as in Papamakarios et al. [45]. We did not observe problems with overfitting in practice for any of
the methods. We use the FID-like metric with the first and second moments of the generated and
observed data as described in Appendix F for early stopping, halting training after 20 epochs of no
improvement.
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We again use a RealNVP flow in D dimensions but now with 10 layers, with each layer having a
fully-connected coupler network of hidden dimension 4× 128. The d-dimensional flow here is also a
RealNVP, but just a 5-layer network with couplers of size 2× 32.

In all methods, we use a regularization parameter of β = 50. We introduce the likelihood term with
low weight after 25 epochs, linearly increasing its contribution to the objective until it is set to its
full weight after 50 epochs. We select d as ⌊D2 ⌋, except for ML methods on D = 8 GAS which use
d = 2 (noted below). We use a learning rate of 10−4. For the methods involving the Hutchinson
estimator, we use a standard Gaussian as the estimating distribution. We also experimented with a
Rademacher distribution here but found the Gaussian to be superior.

Results reported on the main manuscript are the mean of 5 runs (with different seeds) plus/minus
standard error. Occasionally, both RNFs-ML and RNFs-TS resulted in failed runs with FID-like
scores at least an order of magnitude larger than other runs. In these rare instances, we did another
run and ignored the outlier. We did this for both methods, and we do point out that RNFs-ML did not
have a higher number of failed runs.

As mentioned in the main manuscript, GAS required slightly more tuning as RNFs-ML did not
outperform RNFs-TS when using d = 4. We instead use latent dimension d = 2, where this time
RNFs-ML did outperform. Since RNFs-TS did better with d = 4, we report those numbers in the
main manuscript. Otherwise, our methods outperformed the baseline out-of-the-box, using parameter
configurations gleaned from the image and circle experiments.

We also include the batch sizes here for completeness, which were set to be reasonably large for the
purposes of speeding up the runs:

• POWER - 5,000

• GAS - 2,500

• HEPMASS - 750

• MINIBOONE - 400

G.3 Image Data and Out-of-Distribution Detection

In this set of experiments, we mostly tuned the RNFs-ML methods on MNIST for K = 1 – applying
any applicable settings to RNFs-TS on MNIST as well – which is likely one of the main reasons that
RNFs-ML perform so well for K = 1 vs. the exact method or K = 4. The reason why we spent so
much time on K = 1 is that it was the fastest experiment to run and thus the easiest to iterate on. Our
general strategy for tuning was to stick to a base set of parameters that performed reasonably well
and then try various things to improve performance. A full grid search of all the parameters we might
have wanted to try was quite prohibitive on the compute that we had available. Some specific details
on settings follow below.

For the D-dimensional square flow, we mainly used the 10-layer RealNVP model which exactly
mirrors the setup that Dinh et al. [15] used on image data, except we neglect to include batch
normalization (as discussed in Appendix E) and we also tried reducing the size of the ResNet
coupling networks from 8 × 64 to 4 × 64 for computational purposes. For further computational
savings, we additionally attempted to use a RealNVP with fewer layers as the D-dimensional square
flow, but this performed extremely poorly and we did not revisit it. For the d-dimensional square
component, we used another RealNVP with either 5 or 10 layers, and fully-connected coupler
networks of size 4 × 32. We also looked into modifying the flow here to be a neural spline flow
[16], but this, like the smaller D-dimensional RealNVP, performed very poorly as well. This may be
because we did not constrain the norm of the gradients, although further investigation is required. We
also looked into using no d-dimensional flow for our methods as in the circle experiment, but this did
not work well at all.

For padding, we first randomly (although this is fixed once the run begins) permute the d-dimensional
input, pad to get to the appropriate length of vector, and then reshape to put into image dimension.
We also pad with zeros when performing the inverse of the density split operation (cf. the z to x
direction of Dinh et al. [15, Figure 4(b)]), so that the input is actually padded twice at various steps
of the flow.
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When we used likelihood annealing, we did the same thing as for the tabular data: optimize only the
reconstruction term for 25 epochs, then slowly and linearly introduce the likelihood term up until it
has a weight of 1 in the objective function after epoch 50.

We summarize our attempted parameters in Table 5. For some choices of parameters, such as
likelihood annealing set to False, d = 15, 30, β = 10,000, and CG tolerance set to 1, we had very
few runs because of computational reasons. However, we note that the run with low CG tolerance
ends up being the most successful run on MNIST. We have included “SHORT NAMES” in the table
for ease of listing hyperparameter values for the runs in Table 3, which we now provide for MNIST
and FMNIST in Table 6 and Table 7 respectively. We also include batch sizes in the table. Note that
∗ indicates that the run was launched on 2 GPU cards simultaneously, whereas ∗∗ indicates that the
run was launched on 4 GPU cards. For the CIFAR-10 parameters, we attempt several runs of the best
configurations below: we sent 1 run for RNFs-ML (exact), 2 runs for RNFs-ML (K = 1), and 4 runs
for RNFs-TS.

Table 5: Parameter combinations investigated for MNIST runs. Note that the final two rows are
irrelevant for RNF-ML (exact) and RNF-TS. We include "short names" for ease of listing parameters
for the runs in Table 3.

PARAMETER SHORT NAME MAIN VALUE ALTERNATIVES

Likelihood Annealing LA True False
Reconstruction parameter β 50 5, 500, 10000
Low dimension d 20 10, 15, 30
D-dim flow coupler D NET 8× 64 4× 64
d-dim flow layers d LAYERS 5 10
Hutchinson distribution HUTCH Gaussian Rademacher
CG tolerance (normalized) tol 1 0.001

Table 6: Parameter choices for the MNIST runs reported in Table 3.
METHOD LA β d D NET d LAYERS HUTCH tol BATCH

RNFs-ML (exact) True 5 20 8× 64 10 N/A N/A 100∗∗

RNFs-ML (K = 1) True 5 20 8× 64 10 Gaussian 0.001 200
RNFs-ML (K = 4) True 50 20 8× 64 5 Gaussian 1 100∗

RNFs-TS True 50 20 8× 64 5 N/A N/A 200

Table 7: Parameter choices for the FMNIST runs reported in Table 3.
METHOD LA β d D NET d LAYERS HUTCH tol BATCH

RNFs-ML (exact) True 50 20 8× 64 10 N/A N/A 100∗∗

RNFs-ML (K = 1) True 50 20 8× 64 5 Rademacher 1 200
RNFs-ML (K = 4) True 50 20 8× 64 10 Rademacher 1 200∗∗

RNFs-TS False 5 20 4× 64 10 N/A N/A 200

Visualizations As an attempt to visualize the learned manifold, we also trained our model with
d = 2, and show the samples obtained for different values of z ∈ R2 in Figure 6, where the spatial
location of each sample is given by the Cartesian coordinates of the corresponding z value. While
there are some abrupt changes, which we believe are to be expected since the true manifold likely
consists of several connected components, we can see that for the most part similar-looking images
have nearby latent representations.
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Figure 6: MNIST (left) and FMNIST (right) samples from RNFs-ML (exact) with d = 2. The
subindices in z1 and z2 index coordinates, not datapoint number.

Further Out-of-Distribution Detection Results Figure 7 shows RNFs-ML log-likelihoods for
models trained on MNIST (left panel), and we can see that indeed MNIST is assigned higher
likelihoods than FMNIST. We also include OoD detection results when using reconstruction error
instead of log-likelihoods, for models trained on FMNIST (middle panel) and MNIST (right panel).
We observed similar results with RNFs-TS. Surprisingly, it is now the reconstruction error which
exhibits puzzling behaviour: it is always lower on FMNIST, regardless of whether the model was
trained on FMNIST or MNIST. Once again, this behaviour also happens for RNFs-TS, where the
reconstruction error is optimized separately. We thus hypothesize that this behaviour is not due to
maximum likelihood training, and rather is a consequence of inductive biases of the architecture.

Trained on MNIST Trained on FMNIST Trained on MNIST

Figure 7: OoD log-likelihood histograms trained on MNIST (left), and OoD reconstruction error
histograms trained on FMNIST (middle) and MNIST (right). Log-likelihood results (left) are RNFs-
ML (exact), and reconstruction results (middle and right) are RNFs-ML (K = 1). Note that green
denotes in-distribution data, and blue OoD data; and colors do not correspond to datasets.
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6
Conclusion

This thesis has analyzed some shortcomings of normalizing flows and proposed

various remedies, all of which involve modifying the assumption of strict bijectivity

over the ambient space of interest. We focused on the settings of variational inference

and deep generative modelling, two places where normalizing flows research has been

quite active in the past several years. In this section we reflect on the contributions

made in this thesis and provide directions for future work.

6.1 Contributions

The first contribution, in chapter 2, centres around improving the inference procedure

in a variational auto-encoder, which can alternatively be seen as building a normaliz-

ing flow guided by the target distribution for general variational Bayesian inference.

We use discretized Hamiltonian dynamics to augment a baseline approximate

posterior, which can be viewed as parametrizing a normalizing flow on a higher-

dimensional position-momentum space. We include tempering in the model – learned

via variational parameters – to add time-inhomogeneity to the flow and thus increase

expressiveness. We then demonstrate the viability of our method, entitled the

Hamiltonian Variational Auto-Encoder (HVAE), for modelling large-scale datasets,

achieving improvements over the baselines while adding very few parameters.
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Next, in chapter 3, we show that normalizing flows for density estimation must

become non-invertible to exactly model topologically non-trivial distributions. We

propose a solution – namely, the continuously indexed flow (CIF) model – which

relaxes the bijectivity assumption and indexes each flow step with additional train-

able randomness, sacrificing exactness of the density computation for expressiveness

of the model. By introducing a distribution to infer the indexing variables, we

can train the model using the ELBO as a surrogate for the likelihood, obtaining

improved results over baseline flows in a variety of density estimation benchmarks.

The work in chapter 4 then builds off this by considering how to apply CIFs

to the setting of variational inference. CIFs admit intractable marginal densities

over the latent variables of interest, but admit a tractable joint density over those

and the additional indexing variables, and thus can be trained for use in variational

inference using auxiliary methods. We can now use the inference distribution over

indexing variables from the context of density estimation as the auxiliary inference

distribution required in such a scheme, making it natural to apply CIFs to this

setting. Theoretically, we show that CIF models trained using the auxiliary bound

outperform baseline normalizing flows trained with the standard ELBO, and then

demonstrate this outperformance empirically on two standard, but challenging,

variational inference problems.

Then, in chapter 5 – the final body chapter of this thesis – we return to density

estimation but now with injective flows mapping from low- to high-dimensional

space. This approach, which we call Rectangular Normalizing Flows (RNFs),

is motivated by the manifold hypothesis, directly embedding a low-dimensional

manifold in high-dimensional space. This injective construction diverges from the

typical bijective structure of flow-based models. As far as we know, our approach is

the first method which learns a generic manifold while also including the injective

volume-change term in optimization, thus not losing important information about

the flow while still scaling to high-dimensional settings. We show that our method

improves over relevant baselines in density estimation tasks.
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6.2 Challenges and Future Work

In this section we briefly explore some of the challenges and drawbacks of the works

in this thesis, with an eye on possible directions for future work stemming from these.

6.2.1 Hamiltonian Variational Auto-Encoder

We have already noted that Hamiltonian methods for variational inference, such

as the HVAE, are guided by the true posterior. This presents an interesting trade-

off: since the flow is guided by the target, we require fewer parameters to get a

comparable improvement in inference versus a standard normalizing flow, but we also

incur greatly increasing memory costs as the likelihood model increases in size since

its gradient is required in forward steps of the flow. With the decoder architectures

in variational auto-encoders continuing to grow larger (e.g. [Vahdat and Kautz,

2020]), devising methods to somehow limit the cost of evaluating steps of the flow –

and gradients thereof – presents an interesting direction for future work. One way to

approach this may be to consider more efficient automatic differentiation methods

for evaluating the required “gradient of the gradient” either exactly or approximately,

much like the analysis provided in chapter 5 for RNFs. Alternatively, it may be best

to only consider Hamiltonian-based approaches for likelihood models which are either

more modestly-sized or admit particularly tractable gradients; pinpointing these

settings will provide guidance on when we would expect Hamiltonian methods

to outperform other flows.

Another issue with the HVAE may be its expressiveness. Notably, without

momentum refreshes or Metropolis accept-reject steps, Hamiltonian dynamics may

not be powerful enough to represent the true posterior. Even with additional

time-inhomogeneity from the learned tempering scheme and variationally-estimated

leapfrog step sizes, the method has far fewer parameters than standard normalizing

flows. Although parameter efficiency is an advantage of this method, there may

be some middle ground where we achieve sufficient expressiveness through richer

parametrizations while maintaining a low overall number of parameters and keeping

log-determinant evaluations tractable. Recent work extending the HVAE has
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included the mass matrix as a variational parameter [Chadebec et al., 2020]; another

direction would be using a more complicated volume-preserving dynamics such

as the Nosé-Hoover thermostat [Evans and Holian, 1985]. However, it remains to

be seen if such methods would substantially improve empirical performance. A

final thought on improving expressiveness is replacing the standard normal target

for the terminal momentum distribution of the HVAE with one that explicitly

depends on the terminal position variable, and possibly the data too, if amortized.

Originally, the standard normal distribution was motivated as the maximum-entropy

distribution at the target temperature of 1, but in the view of HVAE as an auxiliary

variational scheme we can reduce the bias of the objective (cf. (1.4)) by instead

making the parametrized replacement. This is perhaps the most natural and

impactful way to increase the representational power of the HVAE.

6.2.2 Continuously-Indexed Normalizing Flows

We have shown that continuously indexed flows (CIFs) have the ability to outperform

standard normalizing flows in the settings of density estimation and variational

inference, despite parametrizing an intractable marginal distribution. In both cases,

we were required to optimize surrogate objectives instead of the more standard

objectives used by the baselines, but this ultimately did not limit the performance

of our methods. The most obvious next step for CIFs then is to see which other

applications of normalizing flows can be improved by continuous indexing. We can

look at specific examples of flow-based models, such as those used in approximate

Bayesian computation [Papamakarios et al., 2019b] or reinforcement learning [Singh

et al., 2020], and consider if it is possible to formulate a surrogate objective which

allows training of CIFs while not introducing too much bias. As one example,

Golinski and Caterini [2021] have recently applied this idea to augment a pre-

existing flow-based lossless compression algorithm [Ho et al., 2019], but it remains

unclear whether or not this approach truly provides practical benefits. Nevertheless,

this general line of research – wherein CIFs are used as stand-in replacements for
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normalizing flow models in various applications – remains a promising direction

and ought to be further pursued.

Now, specific to the setting of variational inference, we have previously noted

that standard normalizing flow models do not incorporate information about the

true posterior when parametrizing the variational model. Unfortunately CIF models

in VI are not immune from this drawback, and overcoming this is an important

direction for future research. One way to accomplish this is to continuously index

Hamiltonian flows – which, as we know, are themselves guided by the true posterior

– but it is not entirely clear if the benefits of relaxing bijectivity constraints translate

to bijectivity on an extended space. Another approach might be to somehow

incorporate the true posterior into the indexing step of CIFs, but this is even less

clear and would require much more development to become effective.

Finally, although CIFs generalize and outperform normalizing flows in the

applications studied here, they introduce additional hyperparameters and design

choices that could be better understood. Empiricially, we tried a variety of

hyperparameters defining, for example, the structure of the indexing distribution

and the shift-and-scale networks. Although we eventually found some defaults

which worked well across applications, further understanding of the functions of

each of the added components may be able to provide additional performance

improvements in specific applications. Our choice of indexed bijection as well is

fairly simple; surely there exists a more expressive function that could be used.

More generally, it may be worthwhile to do a thorough empirical study of all the

hyperparameters and design choices to gain further understanding on the best

possible performance of the method, including arguably the most important choice:

which baseline flow to continuously index.

6.2.3 Rectangular Normalizing Flows

Rectangular normalizing flows (RNFs) are more compatible with the manifold hy-

pothesis than their standard counterparts. However, despite providing a framework

for overcoming misspecification based on incorrect dimensionality, RNFs may still
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suffer from topological misspecification as the resulting embedded manifold is still

homeomorphic to low-dimensional Euclidean space. The pitfalls of topological

misspecification in normalizing flows are well-documented in chapter 3; this chapter

also fortunately presents CIFs as a remedy. Thus, we can break the topological

restrictions here by using CIFs as the low-dimensional base distribution of an RNF

model, encouraging improved regularity of the injective flow. This idea is closely

related to recent work on parametrizing an embedded manifold with multiple charts

[Kalatzis et al., 2021], and it would be interesting to draw connections between these

two approaches especially since this method uses CIFs as a reverse inference model.

Another issue with RNFs is that the high-dimensional flow component is required

to be easily computable in both the forward and inverse directions, thus limiting the

expressiveness of the high-dimensional flow component. This property is often not

satisfied by flow architectures, as only one direction generally needs to be computed

during training time in most applications. We were thus restricted to using a

RealNVP-style architecture [Dinh et al., 2017] here, and not a more expressive

network such as an autoregressive [Papamakarios et al., 2019a] or residual flow

[Chen et al., 2019] since neither of these have quickly-computable inverses. Future

research then to improve RNFs might focus on devising more powerful flow-based

architectures with fast forward and inverse maps. A complementary idea to improve

expressiveness here is to replace the padding step with a parametrized injective

step, such as those used in the very recent works Kothari et al. [2021] or Ross and

Cresswell [2021] which were not available when chapter 5 was written.

Lastly, we note that the empirical results in the images section of the RNFs paper

are quite counter-intuitive: we obtain the best performance with the approximate

objective, and the number of samples in Hutchinson’s estimator K set to just 1.

The reason for this is simply that we focused most of our tuning efforts on this case

since it was the fastest model to train, importing our optimal settings from K = 1

into both the exact objective and the K = 4 case. Future work comparing all three

methods across the same swathe of hyperparameters would be illuminating. In

this same vein, somehow controlling the memory cost – perhaps through smaller
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networks with more expressiveness on a per-layer basis – would allow for more rapid

comparisons between the competing models. A more thorough hyperparameter

sweep across architecture choices may also provide further insight into the crucial

components of RNFs, much like CIFs in the previous section.

6.3 Final Thoughts and Broader Context

Although this thesis has concentrated on the challenges and opportunities in

using normalizing flows to model high-dimensional data probabilistically, we are

more generally interested in rethinking the default assumptions made to formulate

certain classes of machine learning models, especially in settings of high dimension.

Normalizing flows, for example, are an attractive framework for density modelling,

but can struggle to stably learn distributions supported on complicated topologies

and therefore are likely to become increasingly brittle when faced with data of

increasing complexity. Flow models are also incompatible with the manifold

hypothesis, which characterizes long-standing and intuitive views about how high-

dimensional data behaves. Indeed, this problem is not unique to normalizing flows,

as any full-support deep generative model – such as a variational auto-encoder or an

energy-based model – is plagued by this same pathology. Thus, further work towards

encoding more expressive topological or manifold structure in deep generative models,

and, more broadly, carefully considering the implications of the particular modelling

assumptions made to construct the model, is an important direction to continue

expanding the practical capabilities of deep probabilistic models.
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