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Abstract

The study of how cell populations grow and spread is integral to understanding

and predicting the invasion of cancer, the speed of wound repair and the ro-

bustness of embryonic development [20, 81, 96]. However, the extent to which

cell populations grow and spread is governed by multiple processes, including

motility, proliferation, adhesion and death, making it difficult to elucidate the

relative contributions of these processes to the growth and invasion of a cell

colony [106]. As such, in vitro cell biology assays are routinely used to probe

the mechanisms by which cells interact, and the key processes involved in the

growth and expansion of cell colonies. These in vitro assays generally involve

seeding a population of cells on a two-dimensional substrate, and observing the

population as the individual cells move and proliferate and the density of the

monolayer increases towards confluence. A useful approach to interpret the

results of these assays involves using a mathematical model that incorporates

mechanistic descriptions of processes such as cell motility and proliferation. By

parameterizing and validating the models using quantitative data from in vitro

assays it is possible to provide quantitative insights into the mechanisms driv-

ing the growth and spreading of a cell population, and make experimentally

testable predictions. However, it is not always clear how best to choose the ex-

perimental design, nor which summary statistics of the data to collect, in order

to accurately and efficiently parameterize and validate models. The importance

of various experimental design choices in arriving at testable predictions and

outcomes are evaluated in this thesis, for a variety of models, cell types and cur-



rently employed experimental protocols. The use of inference is demonstrated

for the first time in a previously developed force-based mathematical model,

extended to account for proliferation.

7



Contents

1 Introduction 1

1.1 Experimental methods . . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.2 Computational methods . . . . . . . . . . . . . . . . . . . . . . . . . 5

1.3 Inference methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

1.4 Aims . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 11

1.5 Chronology of Thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2 The impact of experimental design on parameter inference 16

2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16

2.1.1 Aims and outline . . . . . . . . . . . . . . . . . . . . . . . . . 19

2.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2.2.1 Mechanistic model . . . . . . . . . . . . . . . . . . . . . . . . 20

2.2.2 In silico data . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

2.2.3 Inference of model parameters . . . . . . . . . . . . . . . . . . 22

2.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

2.3.1 Can we infer model parameters using a single summary statistic? 33

2.3.2 What is the impact of the initial number of cells on the poste-

riors? . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 37

2.3.3 Are trajectory statistics necessary for maximal information gain? 38

2.3.4 Can data-cloning ABC provides an efficient means to estimate

model parameters? . . . . . . . . . . . . . . . . . . . . . . . . 41



2.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

2.4.1 Predictions for experimental data . . . . . . . . . . . . . . . . 44

2.4.2 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

3 The influence of motility bias on parameter inference 48

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48

3.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

3.2.1 In silico data . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

3.2.2 Mechanistic model . . . . . . . . . . . . . . . . . . . . . . . . 52

3.2.3 Inference of model parameters . . . . . . . . . . . . . . . . . . 54

3.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60

3.3.1 Is it possible to infer the bias parameter? . . . . . . . . . . . . 60

3.3.2 What bias direction leads to more informative statistics? . . . 61

3.3.3 What initial configuration maximises information gain? . . . . 63

3.3.4 Inference using experimental data . . . . . . . . . . . . . . . . 68

3.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

4 Bayesian inference applied to a force-based off-lattice model 72

4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

4.2 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

4.2.1 Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75

4.2.2 Experimental data . . . . . . . . . . . . . . . . . . . . . . . . 78

4.2.3 Statistics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

4.2.4 Inference - ABC-SMC . . . . . . . . . . . . . . . . . . . . . . 82

4.3 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88

4.3.1 Inference using synthetic data: experimental design . . . . . . 88

4.3.2 Inference using experimental data . . . . . . . . . . . . . . . . 100

4.4 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

ii



5 Coarse graining of an off-lattice model with proliferation 107

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 107

5.2 Linear force law model . . . . . . . . . . . . . . . . . . . . . . . . . . 108

5.2.1 Numerical solution of node positions model . . . . . . . . . . . 110

5.2.2 Continuum approximation . . . . . . . . . . . . . . . . . . . . 110

5.2.3 Derivation of cell density model . . . . . . . . . . . . . . . . . 112

5.2.4 Comparing the accuracy of the continuum model with different

boundary conditions. . . . . . . . . . . . . . . . . . . . . . . . 116

5.3 General force law model . . . . . . . . . . . . . . . . . . . . . . . . . 118

5.3.1 Continuum approximation . . . . . . . . . . . . . . . . . . . . 120

5.3.2 Derivation of cell density model . . . . . . . . . . . . . . . . . 122

5.3.3 Comparing the accuracy of the continuum model with different

force laws. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 124

5.4 Introducing a proliferation mechanism . . . . . . . . . . . . . . . . . 124

5.4.1 Proliferation mechanism . . . . . . . . . . . . . . . . . . . . . 126

5.4.2 Derivation of cell density model with proliferation . . . . . . . 128

5.4.3 Continuum approximation . . . . . . . . . . . . . . . . . . . . 132

5.4.4 Derivation of the corresponding cell density model . . . . . . . 135

5.4.5 Evolution of cell number . . . . . . . . . . . . . . . . . . . . . 136

5.4.6 Numerical solution . . . . . . . . . . . . . . . . . . . . . . . . 137

5.4.7 Comparing the cell density model with the discrete model . . 139

5.5 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 142

6 Conclusions and discussion 144

6.1 Conclusions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 145

6.2 Extensions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 146

6.2.1 Final remarks . . . . . . . . . . . . . . . . . . . . . . . . . . . 147

iii



Appendix A Consistency of results from Chapter 2 149

A.1 Results incorporating a larger spatial domain . . . . . . . . . . . . . . 149

A.2 Results for longer experiments . . . . . . . . . . . . . . . . . . . . . . 150

A.3 Results for different parameter regimes . . . . . . . . . . . . . . . . . 150

A.4 Extracting statistics from experimental images . . . . . . . . . . . . . 153

A.4.1 Manual extraction . . . . . . . . . . . . . . . . . . . . . . . . 153

A.4.2 Automated extraction . . . . . . . . . . . . . . . . . . . . . . 158

Appendix B Additional methods and results for Chapter 3 163

B.1 Replication of initial domains . . . . . . . . . . . . . . . . . . . . . . 163

B.2 Regression adjustment . . . . . . . . . . . . . . . . . . . . . . . . . . 165

B.2.1 Inference without regression adjustment on synthetic data . . 165

B.2.2 Inference with regression adjustment on experimental data . . 165

B.3 Different experimental domains or parameter regimes . . . . . . . . . 169

B.3.1 Are parameters inferable with less or no bias? . . . . . . . . . 169

B.3.2 If proliferation is included how do results change? . . . . . . . 169

Appendix C Extraction of experimental data and further results

from Chapter 4 173

C.1 Extracting data from experiments or simulations . . . . . . . . . . . . 173

C.1.1 Conversion from positions to density . . . . . . . . . . . . . . 174

C.1.2 Conversion from density to positions . . . . . . . . . . . . . . 174

C.1.3 Extracting statistics from experimental data . . . . . . . . . . 175

C.2 Other inference experiments . . . . . . . . . . . . . . . . . . . . . . . 176

C.2.1 Combining statistics . . . . . . . . . . . . . . . . . . . . . . . 176

C.2.2 Results using a hyperbolic proliferation law . . . . . . . . . . 176

Appendix D Numerical solution of the model in Chapter 5 180

D.1 Investigating the higher order term . . . . . . . . . . . . . . . . . . . 180

iv



D.2 Numerical solution of the full system . . . . . . . . . . . . . . . . . . 182

Bibliography 185

v



List of Figures

1.1 Examples of cell spreading experimental data. . . . . . . . . . . . . . 4

2.1 Experimental images from the two experimental designs considered

and their replication in the lattice model. . . . . . . . . . . . . . . . . 18

2.2 Two examples of the binning variance summary statistic. . . . . . . . 27

2.3 Several examples of the gyration tensor summary statistic. . . . . . . 28

2.4 A schematic showing how regression adjustment works. Left: Exclude

parameters that lead to statistics outside a tolerance (grey circles),

δ = 0.25, then (optionally) weight those within this tolerance according

to some weighting function (e.g. an Epachnikov kernel [59]), and find

the line of best fit (red-dashed line). Right, a larger version of the box

on the left: Adjust parameter sets falling within the tolerance so it

were as if those parameter sets produced a statistic exactly matching

the experimental statistic (black circles are adjusted to red dots). . . 31

2.5 A selection of single summary statistic posteriors distributions the ex-

perimental designs considered, and their information gains. . . . . . . 36

2.6 Posterior distributions and information gains demonstrating the im-

pact of varying the initial cell number. . . . . . . . . . . . . . . . . . 39

2.7 Posterior distributions and information gains demonstrating the im-

pact of using multiple summary statistics. . . . . . . . . . . . . . . . 40

2.8 Posterior distributions and parameter trajectories when using ABC-DC. 42

vi



2.9 Posterior distributions and results of posterior predictive checks for the

two cell types considered. . . . . . . . . . . . . . . . . . . . . . . . . . 45

3.1 Experimental data at various times and its replication in the lattice

model. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 51

3.2 The impact of varying the bias parameter or initial cell number on the

final positions of cells for a triangular shape. . . . . . . . . . . . . . . 53

3.3 The various initial tissue shapes that are considered of varying size and

initial degree of confluence. . . . . . . . . . . . . . . . . . . . . . . . . 55

3.4 Posterior distributions and information gains for synthetically created

data initialised in a large square. . . . . . . . . . . . . . . . . . . . . 62

3.5 Posterior distributions and information gains for synthetically created

data initialised in a triangle with upwards or downwards bias. . . . . 63

3.6 The two-dimensional information gains for each initial density and ini-

tial shape, varying the shape radius. . . . . . . . . . . . . . . . . . . . 65

3.7 The two-dimensional information gains for each initial shape and initial

shape radius, varying the initial density. . . . . . . . . . . . . . . . . 66

3.8 The two-dimensional information gains for each initial density and ini-

tial shape radius, varying the initial shape. . . . . . . . . . . . . . . . 67

3.9 Posterior distributions and information gains for experimental data

initialised in a large square. . . . . . . . . . . . . . . . . . . . . . . . 69

3.10 Delay in onset of bias in experimental data. . . . . . . . . . . . . . . 71

4.1 The method used by Jin et al. [36] to extract cell densities from images. 73

4.2 Schematic of the off-lattice model of Murray et al. [57]. . . . . . . . . 74

4.3 Schematic detailing proliferation in the off-lattice model. . . . . . . . 74

4.4 Schematic detailing relabelling after a proliferation event in the off-

lattice model. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77

vii



4.5 The resulting cell density data obtained by Jin et al. [36]. . . . . . . . 79

4.6 The method used to convert experimental cell densities into node po-

sitions. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 81

4.7 Posterior distributions and information gains from ABC-SMC investi-

gations with synthetic data computed using Z = 2, T = 24 hr. . . . . 90

4.8 Posterior distributions and information gains from ABC-SMC investi-

gations with synthetic data computed using Z = 4, T = 24 hr. . . . . 91

4.9 Posterior distributions and information gains from ABC-SMC investi-

gations with synthetic data computed using Z = 2, T = 48 hr. . . . . 93

4.10 Information gains from ABC-SMC investigations with synthetic data

computed using Z = 2, T = 24 hr, varying the initial number of cells. 94

4.11 Information gains from ABC-SMC investigations with synthetic data

computed using Z = 2, T = 24 hr, varying the initial density of cells. 96

4.12 Posterior distributions and information gains from ABC-SMC investi-

gations with synthetic data, using a combination of experiments. . . . 97

4.13 Information gains of the various ABC-SMC investigations, compared

with the synthetic experiment with Z = 2, T = 24 hr. . . . . . . . . . 99

4.14 One-dimensional posterior distributions and information gains from

ABC-SMC investigations with experimental data. . . . . . . . . . . . 102

4.15 Two-dimensional posterior distributions and information gains from

ABC-SMC investigations with experimental data. . . . . . . . . . . . 103

4.16 Posterior predictive checks for each experiment, using the posterior

distribution computed from the cell density statistic. . . . . . . . . . 106

5.1 Comparison of leading edge positions and cell densities between the

ODE and the PDE solutions with different boundary conditions. . . . 117

5.2 The force laws considered. . . . . . . . . . . . . . . . . . . . . . . . . 120

viii



5.3 Comparisons of the leading edge positions and cell densities between

ODE and PDE solutions when varying the force law. . . . . . . . . . 125

5.4 A schematic of the proliferation mechanism introduced into the off-

lattice model. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 126

5.5 The proliferation laws considered. . . . . . . . . . . . . . . . . . . . . 127

5.6 Comparisons of the leading edge positions between stochastic simula-

tions and PDE solutions for different force and proliferation laws. . . 140

5.7 Comparisons of the number of cells between stochastic simulations and

PDE solutions for different force and proliferation laws. . . . . . . . . 141

A.1 Information gains for each summary statistic and initial scratch density

in a larger domain, varying the size of scratch. . . . . . . . . . . . . . 151

A.2 Information gains for each summary statistic and initial scratch den-

sity, initialising with 24 cells, varying the length of the simulation. . . 152

A.3 Information gains for each summary statistic and each initial number

of cells, when initialising over six rows, varying the parameter ratio. . 154

A.4 Information gains for each summary statistic and each initial number

of cells, when initialising over 24 rows, varying the parameter ratio. . 155

A.5 Information gains for each summary statistic and each initial scratch

density, when initialising with 24 cells, varying the parameter ratio. . 156

A.6 Information gains for each summary statistic and each initial scratch

density, when initialising with 48 cells, varying the parameter ratio. . 157

A.7 Method for manual segmentation of cell positions. . . . . . . . . . . . 158

A.8 Method for automated segmentation of cell positions. . . . . . . . . . 161

A.9 Method for automated tracking of cell positions. . . . . . . . . . . . . 162

A.10 Determining the ideal search radius for tracking cells through time. . 162

ix



B.1 Posterior distributions and information gains for synthetically created

data initialised in a large square. . . . . . . . . . . . . . . . . . . . . 166

B.2 Posterior distributions and information gains for experimental data

initialised in a large square, when using regression adjustment. . . . . 167

B.3 Distances between experimental and synthetic experimental data and

simulations from the model. . . . . . . . . . . . . . . . . . . . . . . . 168

B.4 Posterior distributions resulting from synthetic experiments with vary-

ing bias parameters. . . . . . . . . . . . . . . . . . . . . . . . . . . . 170

B.5 Posterior distributions and information gains from synthetic experi-

ments when including both bias and proliferation in the model. . . . . 172

C.1 Posterior distributions and information gains when using either a one-

or two- statistics, for synthetic data generated with Z = 2, T = 24. . 177

C.2 Posterior distributions and information gains from ABC-SMC investi-

gations with synthetic data computed with hyperbolic proliferation. . 179

D.1 The difference between leading edges, number of cells and cell densities

when using the higher order proliferation terms in the PDE model. . 181

x



Chapter 1

Introduction

Understanding cell spreading is fundamental to understanding cell biology. The in-

vasion of cancer, the development of the embryo, and the healing of wounds are all

controlled by the spread of cells, and gaining insight into these processes can only be

achieved through an understanding of the mechanisms by which cells spread, namely

motility, proliferation and interaction [20, 81, 96].

Cell spreading at its lowest level comprises of a complex series of regulations

of proteins in the cell: signalling kinases, cytoskeleton adaptations and membrane

receptors to name a few. In a simplified view of cell migration, a cell will probe

its local environment using protrusions, and the cues it experiences will guide its

movement toward a particular direction. Cell polarisation ensures the cell aligns itself

along its chosen direction, before a complex rearrangement and realignment of the

actin cytoskeleton ensures the front extends forward, and the rear retracts inwards,

according to the adhesions the cell makes with its extracellular matrix [23, 49, 67, 94].

These intricate details of the motion of a single cell are often simplified and applied

to a population of cells, as the phenomena we are interested in generally involve a

collection of cells spreading together. Multi-cell spreading is further simplified by first

considering the biological processes in a more controlled environment, for example
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through in vitro experiments rather than in vivo experiments. By considering cells

outside of an in vivo environment, it is generally possible to extract more details from

experiments through the capturing of more detailed images, for example, or by the

placement of cells into a plethora of situations that would be difficult or impossible

in an in vivo setting, however, even in an in vitro setting, mechanisms driving the

cell biology are still complex [24, 60, 106].

Teasing apart the behaviour that gives rise to observations collected from in vitro

experiments is generally achieved by making assumptions about the underlying biol-

ogy to allow further investigation. One such method to aid with this investigation is

to establish computational or mathematical models that capture the phenomena un-

der investigation. The development of these models is usually an iterative task, where

complexity is slowly added, and existing models are adapted, rather than establish-

ing a completely novel model, so that existing analysis can be utilised in the scope

of the experimental data. Notably the models used vary greatly depending on the

experiments being conducted and the processes of interest. In multicellular tissues,

the focus of the model may be to understand the cell shape, the interactions between

cells, or the rearrangements of touching cells. For a collection of cells that are not

in direct contact, models instead may focus on the individual cell processes, such as

movement and proliferation, or hows cells interact with each other [75, 103, 104, 109].

The choice of a particular computational or mathematical model should be ap-

proached through reference to both the underlying biology and the data that can

be obtained from experiments, so that a model is chosen that is appropriate to the

phenomena under consideration. Interdisciplinary discussions play a large role in the

development of a model, as connecting models with experimental data is benefited

from different perspectives; both in order to obtain relevant data, and in ensuring the

model can capture the required effects [18]. It is this interdisciplinary approach that

is perhaps strongest in systems biology, and particularly in the area of cell spreading
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processes.

From the seminal works of Turing and Fisher through to the modern age, the ad-

vancements in understanding cell spreading have been a direct result of close collabo-

rations between mathematicians, computational scientists and experimental biologists

[28, 105]. Further, with the progression of technology, the availability of data from

experiments has increased; in quality, quantity or through new measurement tech-

niques [41]. Advances in imaging methods and in computational power mean we are

gifted with more quantitative biological data, however it is still not well understood

how best to utilise this additional data for beneficial usage.

In this thesis I establish methods connecting experimental data with computa-

tional models. The methods developed and the processes followed herein will help

guide future experimental designs, demonstrate the mathematical approaches that al-

low us to gain insight into cell behaviours exhibited in experiments, and hence allow

us all to gain a deeper understanding of cell spreading processes.

1.1 Experimental methods

In order to understand cell spreading processes, experiments are generally devised to

observe cells moving either individually or as part of a larger population. Observations

at a population-level consider a group of cells moving collectively or expanding into

an empty region, and reveal the average behaviours of cells [22, 52]. Observations of

individual cells, however, allow us to observe the interaction between these processes,

for example the effect of crowding on proliferation and motility events [71, 110]. Only

through linking individual-level processes with population-level behaviour can one

account for effects that occur on these different spatial scales and arrive at predictions

that are a good representation of cell behaviour [102].

Typically there are three types of in vitro experiments that are considered, and
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(a) Growth-to-confluence (b) Scratch assay (c) Barrier assay

Figure 1.1: Examples of cell spreading experiments. Images shown are from the start of
experiments. (a) A growth-to-confluence assay, (b) A scratch assay, (c) A barrier assay.

these are demonstrated in Figure 1.1. The first type is a growth-to-confluence assay,

where a number of cells are initially seeded uniformly, and their spread is observed

over a period of time, until they grow in number to occupy the two-dimensional

domain under observation. These experiments allow quantification of how cell num-

bers increase over time, and how long the initially low density culture takes to reach

confluence [10, 17].

A second experiment, a scratch assay, involves perturbing an assay of cells at

confluence by “scratching off”, or removing, a region of the cell population, and ob-

serving the resulting spread of the remaining cells into this, now empty, region. These

experiments reveal how quickly a population of cells can reach confluence from a new

configuration, and how they adapt to a dramatic change in their local environment

[55, 112]. The third type of experiment is a barrier assay, which involves keeping cells

confined behind a barrier, before removing the barrier and capturing images of their

resulting spread into the external region [91, 101, 107].

Unfortunately, each of these experiments have limitations as to the reproducibility

of the initial domain - in a growth-to-confluence assay two assays are likely to be

seeded differently, in a scratch assay two assays may be scratched differently by
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different people, and in a barrier assay cells may cling to the barrier as it is extracted.

Fortunately these problems can be alleviated to a large extent by using automated

procedures, such as those involved in IncuCyte ZOOM® assays [41]. Consistency in

these experiments is important so as to ensure that the predictions made from them

are robust to differences in the initial conditions.

Though images of cell spreading experiments provide a means of quantifying cell

spreading, they cannot be used alone to make predictions of how a group of cells will

spread in unfamiliar circumstances, such as in a different experimental geometry. In

experiments, there are many non-linear interacting processes being exhibited by cells,

that could manifest at different temporal or spatial scales, depending on their local

environments. Verbal models are therefore insufficient at describing the behaviours

seen in experiments. To make accurate predictions of cell movements, the behaviour

of cells in the cell spreading experiments above are used to inform our development of

a computational or mathematical model, which can then be used to reliably predict

cell behaviour.

1.2 Computational methods

Various modelling approaches have been used to capture the behaviour of cells in

experiments. By systematically recreating complex biological processes in a tractable

mathematical or computational framework, one can simplify the driving mechanisms

into interpretable functional forms or model parameters, allowing us to gain insight

into mechanisms driving cell spreading. In general, the processes that contribute most

to cell spreading are motility and proliferation, so being able to accurately quantify

these processes from experiments is vitally important in order to make meaningful

predictions [5, 9, 90].

The behaviour of cells can be considered either individually or collectively. Many
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experiments focus on observations of collections of cells, and so one can easily ob-

tain information about how cell numbers change through time, or about the average

motile behaviour of a cell population [17]. However, models are often formulated

by considering cells at the level of the individual, where individual rules for pro-

cesses can be prescribed, and observations are made for how these individual rules

lead to population-level behaviours [86, 87]. Understanding cell processes in individ-

ual cells is therefore integral to formulating realistic population-level representations

[66, 97, 110].

Individual-level models of motile cell populations generally speaking fall into two

types, on- and off-lattice. On-lattice models consider cell positions located on a pre-

defined lattice, whereas cell positions in off-lattice models are unrestricted. There

are differences in these two approaches when it comes to the computational com-

plexity of model simulations and how well they are perceived to represent biological

experiments.

In on-lattice models, the cell diameter typically defines the lattice spacing, and

volume exclusion is accounted for by allowing no two cells to occupy to same site

[86]. In many such models, movement events and proliferation events into nearby

lattice sites are specified to occur with certain probabilities at each discrete time-

step, and adhesion can be accounted for by supposing, for example, a cell is less likely

to move out of a site with more occupied neighbour sites [44, 76, 89]. In other models,

cell movement events and proliferation events can be attempted into neighbour sites

that are occupied through pushing mechanisms, or further away by using non-local

jumping mechanisms [95, 110].

Although simple on-lattice models can display similar wave-front speeds to off-

lattice models, crowding due to volume exclusion is often not well captured [65].

Cellular Potts models mitigate these issues by increasing the resolution of the model

so a cell occupies multiple lattice sites simultaneously, allowing crowding and cell
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deformations to be more realistically captured, though this approach can still lead

to artefacts from the use of a lattice [25, 68]. To escape lattice-based artefacts, off-

lattice models with volume exclusion can be implemented by allowing cells to occupy

any space provided it does not impede on the space occupied by any other cell [26].

Spread of cells in these models are sometimes accounted for by allowing each cell

to move or proliferate in discrete time-intervals in directions chosen randomly, and

aggregation may be taken into account similarly to the on-lattice case [38, 44]. In

off-lattice models, long-range interactions between cells are more difficult to account

for, however long-range interactions are natural to introduce in force-based models.

Force-based models allow each cell to move according to the gradient of a force

potential, representing repulsion (to prevent overlap) or attraction (for aggregation)

between cells. These force laws can be chosen so that, for example, repulsion becomes

stronger as cells move very close together, in order to maintain separation of cells

[57]. There are many examples of potentials that can be used, for example the Morse

potential or the Lennard-Jones potential [35, 56, 58]. However, choice of potential is

usually made in an ad-hoc fashion and models are not rigorously validated against

experimental data. A further issue with all models discussed is that the impact on

model predictions of the particular model choices (rules for movement, proliferation,

interactions e.t.c.) are not well understood, and choices are rarely validated against

quantitative data. In order to overcome problems regarding validity, models at both

the individual- and population-level should be tested, validated and refined using a

range of quantitative experimental data that encompasses behaviours from both the

individual and the population.

On- and off-lattice models help us gain understanding of cell-level processes but,

in general, both suffer from a lack of analytical tractability. To mitigate this issue,

coarse graining methods have been developed to elucidate population-level representa-

tions of these individual-level models. Comparison of population- and individual-level
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behaviours is achieved by deriving population-level equations from individual-based

models (IBMs), by considering changes in average cell densities (on-lattice) or prob-

ability density functions for the locations of each individual cell (off-lattice) [26, 88].

Comparisons between simulation and experiments can typically then be achieved at

lower computational cost, as it is no longer necessary to run a computationally ex-

pensive simulation to determine the behaviour of a population of cells.

Establishing a population-level description of cell densities from an IBM is typi-

cally done through a mean-field approximation (MFA), which assumes that the posi-

tions of any two cells are independent of one another. This independence is known to

fail in many cases, for example when significant proliferation takes place, or cellular

movements are strongly biased in a particular direction [88]. To overcome issues with

the MFA, it is possible to derive a series of moment dynamics equations describing

the probabilities of positions of pairs, triplets or larger multiples of cells, accounting

for more of the spatial information available. This system of equations must then

be closed through a closure assumption, for example, the Kirkwood superposition

approximation (KSA), which asserts that the positions of a triplet of cells can be

written in terms of their pairwise positions [54]. The KSA has been used in coarse-

graining both on- and off-lattice models, and it results in a marked increase in ability

to accurately replicate the average behaviour of the IBM [56, 90].

Although these coarse graining methods provide an analytical representation of a

model, in order to link models to experimental data it is necessary to be able replicate

experimental data in the model, and this is achieved through parameter inference.

Inference of model parameters allows predictions from derived models to resemble

experiments, and further allows quantitative determination of the change in model

parameters under different experimental conditions. Parameter inference also allows

measurements of how the relative contributions of mechanisms accounted for in a

model are impacted when there is a change in the experimental design.
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1.3 Inference methods

Linking experiments and models has previously been achieved by minimising the

distance between the data and an observable across parameter space. This method

allows one to find a single likely estimate for each model parameter, for example, one

can consider the wave-speed in a model and compare this to a recorded wave-speed in

an experiment [14, 52]. However, when statistics are averaged in this way and a point

estimate is obtained, information is lost about the variability of these observations,

and what other parameter estimates may have led to similar observations. Further,

understanding how parameters of the system depend on one-another, and hence some

insight about the underlying mechanisms, is lost.

Integrating a model and experimental data is an effective means of achieving good

model predictions; the inference of model parameters, therefore, is crucial to much of

systems biology. Inference is approached generally in one of two ways, either through

a frequentist approach or a Bayesian approach [2, 12]. In frequentist inference, one

often seeks a point estimate of a parameter through maximum likelihood estimation,

and captures uncertainty through confidence intervals for that estimate. A Bayesian

approach instead derives a predictive posterior distribution based on the observed

data. The predictive posterior distribution describes the probability distribution

of model parameters, θ, giving rise to observed data, D. Obtaining the posterior

distribution can be tackled by considering the model parameters themselves as ran-

dom variables, and using Bayes rule to rewrite the posterior distribution, p(θ|D), as

p(θ|D)∝ p(D|θ)p(θ), where p(D|θ) is the likelihood of obtaining the data from given

model parameters, and p(θ) captures the prior knowledge of the parameters. Arriving

at a posterior distribution therefore relies on obtaining the likelihood function. A pos-

terior distribution can be obtained in a simple closed form if the likelihood function

and prior are conjugate distributions, resulting in a posterior whose distribution can

be easily calculated from data [32].
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In general, however, posterior distributions will depend on many parameters, and

a simple closed form for the joint posterior distribution will not exist. In these cases, it

is sometimes possible to consider univariate conditional posterior distributions, which

are the joint posterior distribution conditioned on all but one variable [31]. Bayes the-

orem allows sampling from these univariate conditional posterior distributions, as they

are proportional to the joint posterior distribution: for example, let p(θ1, . . . , θK |x)

be a K-dimensional posterior distribution, then if each univariate conditional pos-

terior distribution, p(θj|{θi, i6=j}, x) has a closed form, one can sample from these

conditional posterior distributions and explore parameter space proportionally to the

posterior probability, using Markov chain Monte Carlo (MCMC) according to Gibbs

sampling [83, 98].

In cases where either there is no efficient mechanism for simulating from the

conditional posteriors, or these conditionals are not available in a closed form, one

can instead use Metropolis-Hastings sampling. In Metropolis-Hastings sampling, the

likelihood is approximated using a general MCMC method that performs a random

walk in parameter space, and again accept samples proportionally to the posterior

probability [7, 34].

These likelihood-based algorithms rely on establishing a Markov chain that con-

verges to the posterior distribution, however requiring a likelihood to form a poste-

rior can be bypassed by using approximate Bayesian computation (ABC). Simulating

the model many times with parameters sampled from a prior distribution allows

an approximate posterior distribution to be obtained by retaining those parameters

that result in summary statistics closely matching experimental summary statistics.

Although computationally more demanding than previous methods, ABC bypasses

disadvantages associated with the use of a Markov chain, namely assessing chain con-

vergence, and correlations between samples from the posterior distribution [92]. The

use of ABC relies on several important user choices, most importantly the means of
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comparison between simulation and experiment, typically through summary statistics

obtained from experimental data [93, 100].

ABC has been used previously in the biological sciences, particularly to target

complex problems in systems biology [45, 51], population genetics [8], and ecology [99].

There is also growing popularity in the use of ABC, specifically in the investigation

of cell spreading processes [40, 77, 107]. There are many ABC variants that have

arisen, mainly to try and alleviate the computational burden of the standard rejection

ABC approach, from sequential Monte Carlo ABC (ABC-SMC), to approximate ABC

(aABC) to name a few [16, 92].

Another important consideration when linking experimental data with compu-

tational models is that of identifiability of parameters. A parameter is identifiable

if the confidence interval of its estimate is finite. Identifiability is separated into

two types, either structural identifiability or practical identifiability. Structural non-

identifiability arises from a redundancy of the model parameterization, whereas prac-

tical non-identifiability implies the amount or quality of experimental data is inad-

equate. Understanding practical identifiability is important to understand whether

the experimental data acquired in experiments is appropriate for the models adopted

[21, 72].

1.4 Aims

Throughout the thesis I consider how to apply mathematical and computational ap-

proaches to help strengthen the link between experiments and quantitative models.

It is through the application of inference methods to parameterize models that fur-

ther insights into biological processes can be gained. I will tackle the question of

optimal experimental design: how should an experiment be designed to maximise the

usefulness of a quantitative model, for a variety of data and models.
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In Chapter 2 I explore how experimental design impacts our ability to infer pa-

rameters for simple models of the growth of proliferative and motile cell populations.

A Bayesian approach is adopted, which allows characterisation of the uncertainty as-

sociated with estimates of the model parameters. A lattice-based volume-exclusion

model is parameterized in a variety of experimental geometries, with cell types that

span a range of possible model parameters. A multitude of summary statistics are

considered, in order to establish how sensitive parameter inference is to the choice of

summary statistics. I also investigate an alternative Bayesian method for performing

parameter inference, namely approximate Bayesian computation data-cloning (ABC-

DC), that iteratively converges onto maximum likelihood estimates (MLEs).

In Chapter 3, previously introduced inference methods are applied to novel exper-

imental investigations that employ an electric field to influence the direction of the

spread of cells. For these experimental data, it is important to quantify the effect of

the electric field on the migration of cells, specifically to understand the changes in

directing the motility of cells for applications in wound repair. I aim to the determine

the summary statistics and the experimental geometries that maximise the insights

one can obtain from experiments, in order to direct future experimental choices to

provide the most value.

In Chapter 4, I investigate the identifiability of parameters in a stochastic, off-

lattice, one-dimensional model of cell spreading incorporating mechanisms of growth,

contact and proliferation. I adapt the IBM from Murray et al. [57] to include a

stochastic mechanism for proliferation, and infer model parameters in light of both

synthetic data and experimental data. By considering a range of different potential

experimental protocols, I find the experimental design choices that could be employed

to maximise information gained. After inferring model parameters in light of experi-

mental data, the model is also used to predict behaviour in experiments with different

initial conditions through posterior predictive checks.
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In Chapter 5, the previously established off-lattice one-dimensional model de-

rived by Murray et al. [57] is extended to incorporate a mechanism for proliferation.

Through the derivation of an equation for the cell density with a proliferation mech-

anism, further realism is added to the coarse grained model, and therefore makes it

applicable to a wider range of experimental data. The equation established for the

density of cells in the domain can be solved to determine average behaviours of cells

that proliferate and interact with one another in a general length-dependent manner.

Extending the coarse graining approach of Murray et al. [58], the accuracy of pre-

dictions from the density model are also improved, quantified by comparison to the

individual-based model.

The thesis concludes with an overview of the results from each chapter, followed

by a discussion of the potential future avenues that can be considered.

1.5 Chronology of Thesis

This section gives an overview of the chronological progression of the thesis, to give a

better understanding to the reader of how the thesis came to be in its current form.

At the outset, the aim of the thesis was to apply inference methods to a range of

computational and mathematical models of cell spreading, with various experimen-

tal data. The first project considered was that of the two-dimensional lattice-based

model, seen in Chapter 2, which is a commonly applied cell spreading model, and

to which ABC inference had already been attempted elsewhere [40]. Verifying those

results would give a good platform to jump from with new experimental data and

different computational models. In the course of that study, there were various av-

enues for improvement of the methodology, e.g. considering different experimental

geometries or considering novel summary statistics.

After initial investigations, it became clear that extracting quantitative informa-
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tion from experimental images quickly would allow for more data to apply these data

intensive approaches on, so several months were spent developing automated proce-

dures using image processing algorithms. After these algorithms were established,

more focus was given to the development of the inference procedures (as uniform

prior distributions were leading to long simulation times) and the speeding up of sim-

ulations (through parallelisation). This led to an investigation into different inference

methods and practices, such as ABC-SMC, data cloning ABC (ABC-DC) and re-

gression adjustment. After implementing these alternative inference techniques, the

work in Chapter 2 was written up with particular attention paid to the results using

synthetic data, as the automated extraction of quantitative data from experimental

images was still underdeveloped.

The next avenue considered was a different computational model with new exper-

imental data, and I had a preference for an off-lattice model, as I believed it would

provide a more realistic view of the cells interaction with its local neighbourhood

and neighbours. A straightforward off-lattice model would enable more analytical

tractability, so the spring-based model of Murray et al. [57] was chosen, with the

intention to extend the model to include a stochastic proliferation mechanism. Un-

fortunately, reproducing the results from the original paper were difficult because of

failed attempts at adequately capturing the boundary condition on the free bound-

ary. Approaches attempted include using a NAG (numerical algorithms group) PDE

solver and MATLAB in-built PDE solvers before a custom method was adopted. The

mathematical formulation of a proliferation mechanism in this model was attempted,

and the details of this work are in Chapter 5. Only after many iterations of these

formulations was it deemed necessary to reformulate the problem as one PDE for

the density of cells through time (on a moving domain), and one PDE for the mov-

ing domain through time. The numerical solver for these PDEs took a long time to

implement, and solving these PDEs on a fine enough spatial and temporal mesh for
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convergence also required a long time, so only after this was completed was it deemed

that the PDE formulation was unsuitable for parameter inference.

After the details of the works in Chapters 2 and 5 were finalised, and further clarity

was added to the first inference project, there was little time left to further develop

and validate the automated image extraction methods, so additional experimental

data (such as in Chapter 3) was manually extracted. With the computational models

and inference methods already established, the focus of the final pieces of research

were to apply each model to new and relevant experiment data as a proof of principle.

The work in Chapter 3 involved applying inference methods to an extension of the

model in Chapter 2 to experimental data where electric fields are used to bias cell

movements. The work in Chapter 4 was an inference application of the model in

Chapter 5, using scratch assay experiments that could be assumed one-dimensional,

without motility bias, and where proliferation drove the expansion of cells.

The application of inference to a variety of experimental data and computational

models, the original intent of the thesis, makes up the works in Chapters 2 to 4,

whereas the work in Chapter 5, that appears to be quite a large deviation from the

rest of the thesis, has been left until last.
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Chapter 2

The impact of experimental design

on parameter inference

The work in this chapter has been published [63]: Andrew Parker, Matthew J. Simp-

son, Ruth E. Baker, The impact of experimental design choices on parameter infer-

ence for models of growing cell colonies, Royal Society Open Science, doi: 10.1098/r-

sos.180384. Figures in this chapter are reproduced from this publication with kind

permission.

2.1 Introduction

In this chapter we utilise a two-dimensional lattice-based exclusion process model

that incorporates both motility and proliferation mechanisms. Our goal is to assess

how our ability to accurately infer model parameters is affected by changes in the

experimental design. Parameter inference is performed in a Bayesian framework us-

ing approximate Bayesian computation (ABC), which arrives at model parameters by

simulating the model many times to find parameter values that lead to simulations

that closely match experiments. ABC allows quantification of the uncertainty of the

parameter estimates and bypasses the need to compute a likelihood function for the
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mechanistic model. By quantifying the information gained of the model parameters

using the different experimental protocols, we are able to provide guidelines for exper-

imental design in terms of the selection of experimental geometry and the collection

of relevant quantitative summary statistics from imaging data.

The experimental data we consider in this chapter are two of the main types

of two-dimensional in vitro experiments, considered at the level of the population.

The first experiment, shown in Figure 2.1(a), is a growth-to-confluence assay. These

experiments observe a population of cells seeded approximately uniformly. The second

experiment considered is shown in Figure 2.1(b), and is a scratch assay. It involves

perturbing a population of cells at, or near, confluence by scraping away a region of

the population. In this chapter we will explore the extent to which models of these

two types of assays can be parameterized using various summary statistics of these

experimental data.

For the mechanistic model used in this chapter, the likelihood is intractable and

so we use ABC to generate an approximate posterior distribution. When using ABC

in practice there are several important user choices, most importantly the means of

comparison between simulated and experimental data, typically through summary

statistics and a suitable distance metric, and the threshold used for accepting or

rejecting parameter sets [93, 100]. In particular, the summary statistics represent

lower dimensional descriptions of the data and their choice is vitally important as

they impact the amount of information gained about model parameters through the

use of ABC [6].

The major new insights provided in this chapter are a quantitative understanding

of how both the choices of experimental geometry and summary statistics impact

the quality of the posteriors generated using ABC. The use of ABC rejection allows

comparing the posteriors resulting from a wide range of possible summary statistics

in a computationally efficient way, and we quantify the information gain using the
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Figure 2.1: Two experimental designs considered in this chapter. (a) Images from a
growth-to-confluence using MDA MB 231 breast cancer cells. See [90] for more informa-
tion. (b) Images from a scratch assay with PC3 prostate cancer cells. See [41] for more
information. (c) Schematics of the model. We use an on-lattice model, and vary the initial
condition to replicate the experiments in (a),(b): we seed cells uniformly at random over
24 rows (left), 12 rows (middle) or six rows (right). The images in (a) are reproduced from
Simpson et al. [90] with kind permission, whereas the images in (b) are reproduced from
Johnston et al. [41] with kind permission.
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Kullback-Leibler divergence [46]. We also demonstrate how ABC-DC [64] can po-

tentially be used to obtain MLEs of model parameters more efficiently than ABC

rejection. Instead of targeting the likelihood of the observed data, the data cloning

approach targets the likelihood corresponding to a large number of copies (also known

as clones) of the data, where each data clone is assumed independent of the others.

Data cloning results in a posterior distribution that has the MLE as its mean, and the

variance can be related to the asymptotic variance of the MLE [48]. ABC-DC uses

ABC Markov chain Monte Carlo with data cloning to facilitate convergence towards

a MLE [64].

2.1.1 Aims and outline

The aim of this chapter is to demonstrate the use of Bayesian inference methods to

characterise the motile and proliferative behaviour of individual cells within growing

cell colonies. In particular, we aim to estimate parameters of a lattice-based volume

exclusion model for cell colony growth in a variety of experimental geometries. In

addition, we demonstrate the use of ABC-DC for more efficient maximum likelihood

estimation. In Section 2.2 we introduce the model, and the various ABC algorithms

and summary statistics employed in this chapter. In Section 2.3 we assess how exper-

imental design choices impact the quality of estimated posterior distributions, using

both ABC rejection and ABC-DC, and we conclude with a discussion of the main

results in Section 2.4. To confirm the accuracy of the inference process, and the rel-

evance of the mechanistic model to the experimental data, we also sample from the

posterior distributions and exploring whether key summary statistics predicted by the

parameterized model, such as the size of the population and the displacement of indi-

vidual cells, reflect the experimental observations within some reasonable confidence

interval.
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2.2 Methods

2.2.1 Mechanistic model

We employ a simple two-dimensional lattice-based exclusion process model akin to

that of Simpson et al. [86], whereby N(t) cells occupy a square lattice with R rows

and C columns at time t. During each time step of duration τ , we choose N(t) cells

at random with replacement to attempt a movement or proliferation event into or-

thogonally adjacent lattice sites with probabilities Pm and Pp, respectively. For each

cell we draw a uniform random number, r ∼ U(0, 1). If r ≤ Pm the cell attempts

a movement event into one of the four orthogonally adjacent lattice sites with equal

probability, and if Pm < r ≤ Pm +Pp the cell attempts a proliferation event, whereby

a daughter cell is placed into one of these lattice sites, each with equal probability.

If Pm + Pp < r ≤ 1 no movement or proliferation event is attempted. If a cell at-

tempts to move or to place a daughter cell into an occupied lattice site, or outside

of the domain, the attempted movement or proliferation event is aborted. To repli-

cate experimental images, we use R = 24, C = 32, where lattice sites have length

∆ = 18.75µm (corresponding to the approximate cell diameter of the cells consid-

ered in typical experiments). Simulations are initialised with cell positions randomly

distributed in the first R̂ rows of the domain, where R̂ is chosen to mimic potential

experimental conditions. To interpolate between the growth-to-confluence and scratch

assay designs, we choose three initial conditions (see Figure 2.1(c)) initialising cells

uniformly at random across either 24, 12 or six rows of the domain. Initialisation

over a smaller number of rows is intended to emulate a scratch assay where cells are

initialised into a dense area of cells and will expand into an empty region of domain.

Note that, in reality, the size of the experimental domain is much larger than that

captured in the experimental images [41]. To confirm that these results are insensitive

to this choice of domain size, we repeated investigations with simulations carried out
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on a larger domain and data collected on a subset of this domain that corresponds to

the experimental image size. Results are shown in Appendix A.1.

2.2.2 In silico data

Since our aim in this chapter is to better understand how experimental design impacts

upon our ability to infer model parameters, we first use the mechanistic model to gen-

erate in silico (observed) data that closely replicates that available from experiments

(see Figure 2.1(a),(b)) and attempt to infer the parameters used to generate these in

silico data. We use a time step of τ = 1/24 hr, and model parameters Pm = 0.25

and Pp = 0.0025 (motivated by estimates for the diffusivity and proliferation rates

from similar experiments [41], and applying the formula linking population-level dif-

fusion and proliferation rates with individual-level parameters from Simpson et al.

[88]). We record the final positions of cells in the in silico experiments after T = 12

hr, equating to 288 time steps. We also record trajectory data for five randomly

chosen cells by recording their positions every eight time steps (corresponding to ev-

ery 20 minutes [90]). As experiments are typically repeated several times to ensure

reproducibility of results [90], we repeat simulations M = 10 times and average the

resulting statistics. To confirm consistency of our results for larger values of of the

final simulation time, T , we repeat our methodology for longer periods of time, either

T = 24 hr or T = 36 hr. Results are shown in Appendix A.2.

2.2.2.1 Model implementation

The mechanistic model is implemented with self-written code using mex functionality

in MATLAB 2019a, where simulations are sped up using Armadillo 9.600.6 [80], and

the parfor function when performing inference.

Using a desktop Windows 10 PC with an Intel Core i5-3570 processor (3.40 GHz)

and 16GB RAM, a simulation with N(0) = 24 cells initially, Pm = 0.25, Pp = 0.0025,
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takes 0.0030 seconds to run. An set of simulations used in ABC rejection inference

with prior distributions as in section 2.2.3, with K = 10, 000 samples, and M = 10

replicates took 110.1 seconds to complete.

2.2.3 Inference of model parameters

We use ABC to estimate posterior distributions for the model parameters, θ =

(Pm, Pp). ABC rejection is performed by repeatedly sampling from the prior distribu-

tion, π(θ), simulating the model, and accepting parameters that result in simulation

output sufficiently close to the observed data. The accepted parameters are used to

compute the approximate posterior distribution, P(θ|Dobs). In order to assess how

close the simulation and observed data are, we consider a range of summary statis-

tics (detailed in Section 2.2.3.2) and an appropriate distance function (described in

Section 2.2.3.3).

In order to quantify the performance of different summary statistics in inferring

model parameters, we choose a uniform (uninformative) prior,

π(Pm) = U(0, 0.99);

π(Pp) = U(0, 0.01),

to ensure Pm + Pp ≤ 1.

2.2.3.1 ABC rejection

Algorithm 1 describes the ABC rejection algorithm we use in this chapter. In Algo-

rithm 1 we define the acceptance threshold, ε, as the 1st percentile of the distances, dk,

between the simulated and observed data, where the number of samples, K = 20, 000,

is sufficiently large to allow the 1st percentile of data to be a reasonable approxima-

tion to the true posterior. The accepted samples are used to estimate a posterior
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distribution using bivariate kernel density estimation with a Gaussian kernel [13].

Algorithm 1 ABC rejection sampler.
1: for k = 1 to K do
2: sample θk from π(θ)
3: simulate Dk from the model with parameter θk
4: compute summary statistics, skj (l), for j = 1, . . . , 13 and l = 1, . . . , Lj (see

Section 2.2.3.3)
5: calculate distance dk (equations (2.15) and (2.16))
6: end for
7: calculate the acceptance threshold, ε (see Section 2.2.3.1).
8: for k = 1 to K do
9: if dk < ε then

10: accept θk
11: else
12: reject θk
13: end if
14: end for

2.2.3.2 Summary statistics

In order to compare observed and simulated data, we reduce the dimension of the

data using summary statistics. How best to choose summary statistics for parameter

inference is an ongoing research question, and some automated procedures have been

developed for this choice, typically involving minimising a loss of information func-

tion [1], or maximising the gain of information [6, 43], through a measure such as the

Kullback-Leibler divergence [46].

The Kullback-Leibler divergence is a measure of the relative difference in two

continuous probability distributions, F and G, and defined as

IKL(F‖G) =
∫
θ
F (θ) ln

(
F (θ)
G(θ)

)
dθ. (2.1)

In this chapter, we generate bivariate posteriors and prior distributions which are

each functions of θ = (Pm, Pp). We discretise these distributions onto a fine mesh,

512× 512 in size, for plotting, and compute the Kullback-Leibler divergence, IKL, by
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numerically integrating over both dimensions.

The observed data consists of the positions of all cells at the terminal time of the

assay together with the tracks of five randomly chosen cells, i = 1, . . . , 5. Let N(tn)

be the number of cells at time tn = τ × n, i.e. at the nth iteration of a simulation,

so that n = 288 corresponds to the final simulation time, T = 12 h. We also let

X i(tn) = (Xi(tn), Yi(tn)) be the (x, y) lattice coordinates of cell i at time tn, and

define,

δXij(tn) = Xi(tn)−Xj(tn), (2.2)

as the horizontal displacement between cell i and cell j at time tn. We similarly

define δYij. We summarise these data using statistics motivated by random walk

models [6, 40, 90], considering thirteen statistics in total, labelled as in Table 2.1.

• The first summary statistic we consider is the final cell number, N(T ).

• In order to assess whether cells are forming clusters, the second and third sum-

mary statistics we consider relate to the size of the largest cluster of cells, com-

puted using the MATLAB function bwconncomp. We consider either 4-connected

clusters (cells orthogonally adjacent are part of a single cluster), κ4(T ), or 8-

connected clusters (cells diagonally adjacent are also part of a single cluster),

κ8(T ).

• Summary statistics four to six correspond to the binning variance [90], which

quantifies the deviation from the average number of cells expected in quadrats

of the domain, and is computed as

Qw(T ) =
Bw∑
b=1

(
n(b, T )− N(T )

Bw

)2

for Bw = RC

w2 and w = 2, 4, 8, (2.3)

where n(b, T ) is the number of cells in bin b at time T , and Bw the number of

bins when the bin width is w. See Figure 2.2.
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• As summary statistics seven and eight we consider trajectory statistics from the

five tracked cells (labelled i = 1, . . . , 5): firstly, the total Manhattan displace-

ment (the sum of horizontal and vertical distances travelled) of the cells, ‖x‖,

where

‖x‖ = 1
5

5∑
i=1
‖xi‖ and ‖xi‖ =

288/8∑
n=1

∥∥∥X i(t8n)−X i(t8(n−1))
∥∥∥

1
, (2.4)

recalling that there are 288 iterations, and cell positions are recorded every 8th

iteration. Or, secondly, the tortuosity of the trajectory, Γ, where

Γ = 1
5

5∑
i=1

‖xi‖
‖X i(T )−X i(0)‖1

. (2.5)

• Summary statistic nine is the smallest eigenvalue, λ, of the gyration tensor [79],

G =

G11 G12

G21 G22

 , (2.6)

where

G11 = 1
N(T )2

N(T )∑
i=1

N(T )∑
j=i+1

δXij(T )δXij(T ),

G12 = 1
N(T )2

N(T )∑
i=1

N(T )∑
j=i+1

δXij(T )δYij(T ),

G21 = 1
N(T )2

N(T )∑
i=1

N(T )∑
j=i+1

δXij(T )δYij(T ),

G22 = 1
N(T )2

N(T )∑
i=1

N(T )∑
j=i+1

δYij(T )δYij(T ),

(2.7)

with δX and δY defined as in equation (2.2). The smallest eigenvalue of G

quantifies the spread of cells along the lesser of the two principal axes. See

Figure 2.3.

25



• Summary statistics ten and eleven consider the distribution of pairs of cells,

using the pairwise correlation functions, where the argument l indicates the

number of pairs of cells separated by distance l. We consider pairwise correla-

tions that measure only the vertical separation between cells, CY (due to the

heterogeneity of initial condition in the y direction), or the total separation of

cells, CXY , where

CY (l) = 1
2

N(T )∑
i=1

N(T )∑
j=1

1{l}
[
‖δYij(T )‖

]
, (2.8)

CXY (l) = 1
2

N(T )∑
i=1

N(T )∑
j=1

1{l}
[
‖δXij(T )‖+ ‖δYij(T )‖

]
, (2.9)

and 1{l} is the indicator function which, in this case, counts pairs of cells sepa-

rated by lattice distance l.

• Finally, we consider the correlation functions normalised by the expected num-

ber of pairs at each distance l = 1, . . . , L, which accounts for the density of cells

in the domain,

ĈY (l) = CY (l)
qY (l) , ĈXY (l) = CXY (l)

qXY (l) , (2.10)

where

qY (l) = C2(R− l)ρρ̄, (2.11)

qXY (l) =
C(R− l) + 2

l−1∑
j=1

(C − j)(R− (l − j)) + (C − l)R
 ρρ̄, (2.12)

ρ = N

CR
, ρ̄ = N − 1

CR− 1 , (2.13)

and C and R are the numbers of columns and rows in the lattice, respectively.
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Figure 2.2: Two example distributions of twenty four cells in a domain with twelve bins.
The binning variance statistic, Qw quantifies the deviation from the average number of cells
in each bin.

Summary statistic Notation

Number of cells N

Size of largest cluster, k-connected κk, k = 4, 8

Binning variance, bin width = w Qw, w = 2, 4, 8

Manhattan displacement of cell i ‖x‖

Manhattan tortuosity of cell i Γ

Smallest gyration tensor eigenvalue λ

Correlation function CXY (l)

Normalised two-dimensional correlation function ĈXY (l)

One-dimensional correlation function CY (l)

Normalised one-dimensional correlation function ĈY (l)

Table 2.1: A list of the summary statistics and the corresponding notation adopted. Note,
apart from cell trajectory statistics, all summary statistics are evaluated at the final time,
T .
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Figure 2.3: Three example distributions of four cells. The smallest eigenvalue of the
gyration tensor quantifies the spread along the lesser of the two principal axes.
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2.2.3.3 Computing distances

Experiments are typically performed multiple times under similar conditions, so we

simulate multiple data sets, and call each set a replicate. The observed data, Dobs,

consists of M replicates, Dobs = {Dobsm : m = 1, . . . ,M}. The simulated data, D, con-

sists of M replicates and K samples, D = {Dkm : m = 1, . . . ,M ; k = 1, . . . , K}. From

the simulated data we compute each summary statistic, sj(l), where j = 1, . . . , 13

denotes the thirteen different summary statistics, and l = 1, . . . , Lj is the lth element

of statistic (Lj = 24 for the pairwise correlation function statistics because there are

24 rows in the lattice, and Lj = 1 otherwise).

To calculate the distance, we firstly average each statistic over all replicates,

s̄ kj (l) = 1
M

M∑
m=1

skj,m(l) and s̄ obsj (l) = 1
M

M∑
m=1

s obsj,m(l), (2.14)

then we compute the median absolute deviation (MAD) for each statistic, σj(l). This

is defined for a univariate data set,X = {Xi}, as MAD = median (|Xi −median(X)|) .

Then we compute the distances for each statistic, j = 1, . . . , 13, as

dkj =

√√√√√ 1
Lj

Lj∑
l=1

(
s̄ kj (l)− s̄ obsj (l)

σj(l)

)2

. (2.15)

Note that this choice of distance function weights vectors of summary statistics of

different lengths equally. This is of particular importance when performing parameter

inference utilising combinations of summary statistics, as in this chapter. We consider

combinations of A = 1, 2 or 3 summary statistics from the thirteen statistics listed

in Table 2.1 to give

dk =

√√√√ A∑
a=1

(dka)
2, (2.16)

where the subscript a indexes the specific summary statistics used.
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2.2.3.4 Regression adjustment

ABC rejection is an approximate method to arrive at the posterior distribution, ac-

cepting parameters that lead to simulations that closely match, but are not necessarily

identical to, observed data. To account for distances that are non-zero, regression ad-

justment may be employed. Regression adjustment assumes that the relationship

between parameter values and distances is linear near to d = 0. Any parameters

that lead to non-zero distances can be adjusted using the regression line of best fit,

to shift parameters according to where they would fall if they resulted in dk = 0.

Regression adjustment has particular benefit to ABC methods due to the inherent

approximations involved in establishing a posterior distribution. It can both reduce

the size of the confidence limits, and by adjusting parameters, one is more likely to

obtain accurate parameter estimates [8, 11, 59, 64]. The method is not flawless how-

ever, as if any of the user choices for kernel width or threshold width for example are

too large, parameters may be adjusted too far or too little. Any issues arising from

using regression adjustment are seen clearly when comparing posteriors made with

and without using the method.

The process is outlined mathematically below, or graphically in Figure 2.4. As-

sume that the vector of parameters, θ, satisfy the following regression model,

θk = α+ (sk − sobs)Tβ + ξk, k = I(1), . . . , I(B), (2.17)

where the samples considered are all those within a given tolerance, δ, namely I =

{k : dk < δ}, and B is the size of this set, B = |I|. In the above equation, s denotes

the vector of summary statistics considered in the distance function (2.16) and the

ξk are uncorrelated Gaussian random variables with zero mean and common variance

σ2. The regression model is solved to find the least-squares estimates, (α̂, β̂). Once
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Figure 2.4: A schematic showing how regression adjustment works. Left: Exclude param-
eters that lead to statistics outside a tolerance (grey circles), δ = 0.25, then (optionally)
weight those within this tolerance according to some weighting function (e.g. an Epach-
nikov kernel [59]), and find the line of best fit (red-dashed line). Right, a larger version
of the box on the left: Adjust parameter sets falling within the tolerance so it were as if
those parameter sets produced a statistic exactly matching the experimental statistic (black
circles are adjusted to red dots).

these are found, the accepted parameter sets are adjusted according to

θ∗k = θk − (sk − sobs)T β̂, k = I(1), . . . , I(B). (2.18)

2.2.3.5 Data-cloning ABC

Data-cloning ABC involves considering a data-set, DobsKDC , containing KDC clones

of the experimental data, Dobs, that is, DobsKDC = (Dobs,Dobs, . . . ,Dobs), where each

clone is assumed independent of the others. The likelihood of the cloned data is

then [48, 64],

L
(
DobsKDC |θ

)
=
(
L
(
Dobs|θ

))KDC

. (2.19)

Hence the posterior distribution resulting from cloned data satisfies

P
(
θ|DobsKDC

)
∝ L

(
DobsKDC |θ

)
π(θ) =

(
L
(
Dobs|θ

))KDC

π(θ), (2.20)
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and the MLE of θ is equivalent to the mean of P(θ|DobsKDC ) as KDC → ∞ [48]. Intu-

itively, it can be reasoned that if all of the independent model-generated data-sets are

close to the experimental data, we are KDC times as likely to have selected a sensible

candidate parameter.

The ABC-DC algorithm was proposed by Picchini et al. [64], and it uses ABC

Markov chain Monte Carlo [53]. The algorithm works in two stages, first the accep-

tance threshold, ε, is decreased according to a tolerance scheme {ε1, ε2, . . . , εP}, and

then the number of clones, KDC , is increased according to a clones scheme

{KDC
P+1, K

DC
P+2, . . . , K

DC
P+Q}, where subscripts index the population number.

The MLE is approximated by averaging the final parameter population.

For each sample, a proposal θ# is accepted or rejected according to the acceptance

probability [64]

J ε
j (D#,Dobs) = exp

− 1
2ε2

 1
Lj

Lj∑
l=1

 s̄#
j (l)− s̄ obsj (l)

σj(l)

2

 = exp

−
(
d#
j

)2

2ε2

 ,
(2.21)

which approximates a Gaussian centred on the experimental observation with vari-

ance ε, weighted according to the MAD, σj(l), of the summary statistic j under

consideration, where the MAD is estimated using ABC rejection.

The ABC-DC method is described in full in Algorithm 2. The number of samples

in the decreasing tolerance stage is denoted by {r1, . . . , rP}, and {rP+1, . . . , rP+Q}

denotes the number of samples for the increasing clones stage. The algorithm is

implemented using self-written code in MATLAB. The scheme we use has P = 5 and

Q = 4, and other variables are as follows:

Number of samples, r = (1000, 1000, 1000, 1000, 1000, 1000, 1000, 1000, 2000);

Number of clones, KDC = (1, 1, 1, 1, 1, 1, 2, 3, 4);

Value of tolerance, ε = (5, 2, 1, 0.5, 0.25, 0.25, 0.25, 0.25, 0.25).
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2.3 Results

My aim in this chapter is to provide insights into how both the choices of experimental

geometry and summary statistics impact the quality of the posteriors generated using

ABC for experiments that are typically used to characterise growing and spreading

cell populations. We generate in silico (observed) data using the model outlined in

Section 2.2.1 and Section 2.2.2 for the range of experimental designs illustrated in

Figure 2.1(c), and quantify the quality of the posteriors resulting from the use of

ABC rejection with various summary statistics using the Kullback-Leibler divergence

between the prior and posterior distributions (details of the methods used can be

found in Section 2.2.3). In Section 2.3.1 and Section 2.3.2, we ask whether it is

possible to quantify, using only a single summary statistic of the data, the relative

contributions of proliferation and motility in a number of cell spreading experiments.

In Section 2.3.3 we explore the extent to which parameter estimates can be improved

using multiple summary statistics. Finally, in Section 2.3.4 we demonstrate the use

of ABC-DC to efficiently find MLEs, and compare these estimates to those generated

using ABC rejection.

2.3.1 Can we infer model parameters using a single summary

statistic?

We first consider whether it is possible to infer model parameters, Pm and Pp, using a

single summary statistic in the distance function (2.16). To do this, we perform ABC

rejection on in silico (observed) data gathered from simulations with Pm = 0.25 and

Pp = 0.0025, where we replicate different experimental designs by varying the model

initial conditions: we initialise the model with 24 cells either in all 24 rows, in 12 rows,

or in six rows, of the domain, as shown in Figure 2.1(c). Note that this means we

change the average density within the region into which cells are initialised, but that
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Algorithm 2 ABC-DC algorithm.
1: initialise θ∗ = (0.5, 0.005)
2: for p = 1 to P do
3: set θ1 = θ∗, and fix ε = εp, KDC = 1
4: simulateD∗ from the model with parameter θ∗, and compute q∗ = J ε

j (D∗,Dobs)
5: for k = 1 to rp − 1 do
6: sample a new θ# ∼ N(θ∗, (2.38)2Σp/2), where Σp is the covariance of the

previous θ population (or the prior if p = 1)a.
7: simulate D# from the model with parameter θ#, and compute q# =
J ε
j (D#,Dobs)

8: compute α = min
[
1, q#

q∗

]
and generate ω ∼ U(0, 1)

9: if ω > α then
10: set θk+1 := θk
11: else
12: set θk+1 := θ#, θ∗ = θ# and q∗ := q#.
13: end if
14: if p = P and max πP < q#π(θ#) then
15: update current maximum likelihood estimate: set max πεp = q#π(θ#)

and θMLE = θ#.
16: end if
17: end for
18: end for
19: perform regression adjustment on the final θ population, set ΣP as the covariance

of the adjusted θ.
20: for q = 1 to Q do
21: set θ1 = θ∗, and fix ε = εP , KDC = KDC

P+q

22: simulate KDC independent data sets from the model, D∗(1), . . . ,D∗(KDC), with
parameter θ∗, and compute q∗ = ∏KDC

κ=1 J ε
j (D∗(κ),Dobs)

23: for k = 1 to rP+q − 1 do
24: sample a new θ# ∼ N(θMLE,ΣP+q−1)
25: simulate KDC independent data sets from the model, D#(1), . . . ,D#(KDC),

with parameter θ#, and compute q# = ∏KDC

κ=1 J ε
j (D#(κ),Dobs)

26: compute α = min
[
1, q#

q∗

]
and generate ω ∼ U(0, 1)

27: if ω > α then
28: set θk+1 := θk
29: else
30: set θk+1 := θ#, θ∗ = θ# and q∗ := q#.
31: end if
32: end for
33: update ΣP+q as the covariance of the current θ population
34: end for

aThe factor 2.382/d is optimal for MCMC chain exploration [32].
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the overall cell number, and hence the average total density, is constant. Figure 2.5(a)-

(f) shows the posteriors generated for selected summary statistics of the data. The

average information gain, and its deviation, for each of the three experimental designs

and all summary statistics, is summarised in Figure 2.5(g).

Figure 2.5(a)-(b) shows that for a growth-to-confluence assay design (where cells

are initialised across all 24 rows of the domain), an accurate estimate of Pp can

be obtained using the number of cells, N , as a summary statistic, and an accurate

estimate of Pm can be obtained using the Manhattan displacement, ‖x‖, as a summary

statistic.

Note that single-valued summary statistics such as the number of cells, N , will

be unable to jointly infer Pm and Pp as a single constraint (in this case, that the

simulated value is equal to the experimental value) applied to a two-dimensional

parameter space leads to a one-dimensional manifold of solutions (and is a form of

practical non-identifiability, as the extracted experimental data is insufficient) [72].

Figure 2.5(c)-(d), demonstrates that, in contrast to a growth-to-confluence assay

design, using a scratch assay design (where cells are initialised only in six rows of the

domain) enables both Pm and Pp to be accurately estimated using the one-dimensional

correlation function summary statistic, CY (this is possible as CY is a vector with

23 values). Finally, Figure 2.5(e)-(f) demonstrates how the predicted posterior can

vary for a single summary statistic as the experimental design is changed. We use as

an example the binning variance statistic, Q8, which is the deviation in cell numbers

from the mean when the domain is divided into 8×8 bins. Increasing the rate of

movement, Pm, means clusters are broken up more rapidly, whilst increasing the rate

of proliferation, Pp, makes clusters larger. As a result, in silico (observed) data gen-

erated using small Pm and Pp results in the same binning variance as data generated

with large Pm and Pp. The effect is more pronounced for a scratch assay design due

to the initial confinement of cells.
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Figure 2.5: Posteriors generated using a single summary statistic as the experimental de-
sign is varied. The parameters used to generated the in silico (observed) data are indicated
using dashed white lines. (a),(b) The posterior distributions corresponding to the most
informative summary statistic for inferring Pp ((a), N) or Pm ((b), ‖x‖) for the growth-to-
confluence assay (cells initialised uniformly at random over 24 rows). (c),(d) The posterior
distributions generated using the summary statistic CY for the growth-to-confluence assay
(c) and the scratch assay (d) (cells initialised uniformly at random over six rows). (e),(f)
The posterior distributions for summary statistic Q8 for the growth-to-confluence assay (e),
and the scratch assay, (f). (g) The information gain in moving from the prior to the pos-
terior for each summary statistic and for each experimental design, where the error bars
denote the standard deviation.
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Figure 2.5(g) summarises the quality of the predicted posteriors resulting from

the use of each of the summary statistics listed in Table 2.1 for each experimental

design considered in Figure 2.1(c). Our results demonstrate that statistics based on

cell numbers provide the same or less information as cells are increasingly confined

initially, whereas the opposite is true for the summary statistics that relate to corre-

lations in cell positions. Both model parameters, Pm and Pp, can be inferred using a

single multi-valued summary statistic, without the need for cell trajectory informa-

tion, but only when cells are initially confined to a scratch-assay-like geometry. For

growth-to-confluence assays, cell trajectory data is necessary to accurately infer both

model parameters.

2.3.2 What is the impact of the initial number of cells on the

posteriors?

Next we consider how changing the initial number of cells in the assay (24, 48 or 72

cells) affects the quality of the predicted posterior distribution. We consider either a

growth-to-confluence assay (cells initialised uniformly at random across the domain,

Figure 2.6(a)-(c)) or a scratch assay design (cells initialised uniformly into six rows of

the domain, Figure 2.6(d)-(f)). Figure 2.6(a)-(c) demonstrates that, for the growth-

to-confluence assay, increasing the initial cell number does not facilitate accurate

inference of both model parameters using a single summary statistic. In line with the

results presented in Figure 2.5, Figure 2.6(d)-(f) indicates that both model parameters

can be accurately estimated using a single summary statistic when the scratch assay

is used; however, increasing the initial cell number does not significantly increase the

quality of the posterior. We quantify the quality of the estimated posterior for each

summary statistic and each experimental design in the bar plots in Figure 2.6(c),(f).

For almost every summary statistic the quality of the posterior increases as the initial

cell number increases, likely due to a reduction in the variance of each summary
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statistic.

2.3.3 Are trajectory statistics necessary for maximal infor-

mation gain?

It is natural to ask whether multiple summary statistics can be combined to increase

the quality of the estimated posteriors and, further, whether combining different sum-

mary statistics can avoid the need to collect cell trajectory data to accurately infer

parameters of a growth-to-confluence assay. To answer this question, we considered

all combinations of two or three summary statistics from the 13 under consideration,

computing the resulting posteriors and information gain for each combination. Fig-

ure 2.7 demonstrates that, for a growth-to-confluence assay, cell trajectory data are

necessary to generate a posterior that allows for accurate estimation of both parame-

ters Pm and Pp (Figure 2.7(a),(b)). In particular, trajectory information is necessary

to estimate the motility parameter, Pm. It is interesting to note that, in both cases

(with and without trajectory information), the number of cells summary statistic, N ,

is included in the best-performing two-summary-statistic combinations, likely because

it facilitates accurate estimation of the proliferation parameter, Pp. For a scratch

assay, cell trajectory information is not necessary to accurately infer both model pa-

rameters, however, as expected, including cell trajectory data enables more accurate

inference of the cell motility parameter, Pm. Figure 2.7(e) quantities the quality of

the estimated posteriors for a range of experimental designs, initial cell densities and

for combinations of one, two or three summary statistics. Results demonstrate that

little extra information is gained by considering more than two summary statistics

and that, as expected, accurate parameter inference for growth-to-confluence assays

requires cell trajectory data.

38



Figure 2.6: Posteriors generated using a single summary statistic as the initial cell number
is varied. The parameters used to generated the in silico (observed) data are indicated using
dashed white lines. (a)-(c) Results for a growth-to-confluence assay generated using 24 cells
(a) and 72 cells. (d)-(f) Results for a scratch assay generated using 24 cells (d) and 72
cells (e). The posterior distributions in (a),(b) and (d),(e) are generated using the pairwise
correlations summary statistic CY . (c),(f) The information gained in moving from the prior
to the posterior for each summary statistic for each experimental design, where the error
bars denote the standard deviation.
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Figure 2.7: Posterior distributions and information gain when considering combinations
of summary statistics (SS). (a)-(d) show posteriors resulting from the most informative
two-summary-statistic combination when considering either a growth-to-confluence assay
(a),(b), or a scratch assay, (c),(d), excluding trajectory information (a),(c), or including
trajectory information (b),(d). (e) The information gain in moving from the prior to the
posterior for each of the best performing summary statistic combinations, varying the exper-
imental design, and excluding trajectory information (dark shading) or including trajectory
information (light shading), where the error bars denote the standard deviation.
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2.3.4 Can data-cloning ABC provides an efficient means to

estimate model parameters?

Finally, we investigate whether the ABC-DC algorithm proposed by Picchini et al. [64]

can provide an efficient means to estimate model parameters. Figure 2.8 shows the re-

sults of using ABC-DC with the two-dimensional pairwise correlation function, CXY ,

to estimate posterior distributions for both Pm and Pp. Figure 2.8(a),(c) shows how

the posterior changes as the number of clones is increased, relative to ABC rejection,

whilst Figure 2.8(b),(d) shows the Markov chains of both Pm and Pp. Our results indi-

cate that, as expected, the ABC-DC algorithm results in a tighter posterior focussed

approximately about the MLEs found using ABC-DC with a single instance of the

data, KDC = 1. To understand how the MLEs generated using ABC-DC differ from

those generated using ABC rejection we look at the posteriors generated using each

algorithm together with three summary statistics: the number of cells, N ; the two-

dimensional pairwise correlation statistic, CXY ; and the Manhattan displacement,

‖x‖. We calculate MLEs and the 5% and 95% empirical percentiles of the accepted

parameters. Results in Table 2.2 indicate that the MLEs are similar for both ABC

rejection and ABC-DC, though the credible intervals for ABC-DC are much smaller,

and not a good representation of the true uncertainty in each parameter. However,

ABC-DC can provide significant computational savings in estimation of the MLE,

with maximal efficiency displayed with summary statistics that are relatively compu-

tationally demanding to compute, such as the two-dimensional pairwise correlations,

CXY .

2.4 Discussion

Mechanistic models together with experimental data from cell biology assays provide

an excellent opportunity to characterise the extent to which cell proliferation and cell
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Figure 2.8: Example results from the ABC-DC algorithm for a scratch assay using the two-
dimensional pairwise correlations statistic, CXY . (a),(c) show estimates of the posteriors
for Pm and Pp generated using kernel density estimation. We compare the posteriors for
Pm and Pp generated using ABC-DC (yellow), ABC-DC (before the clones numbers are
increased) (red) and ABC rejection (blue). (b),(d) show the trajectories of parameters
accepted during the Markov chain Monte Carlo step.

Statistic: Parameter ABC rejection
MLE (5%-95% CI)

ABC-DC
MLE (5%-95% CI)

Speed up

‖x‖: Pm 0.250 (0.231, 0.300) 0.247 (0.239, 0.255) 1.65
CXY : Pm 0.239 (0.174, 0.310) 0.236 (0.186, 0.280) 4.50
CXY : Pp(×10−2) 0.241 (0.215, 0.270) 0.228 (0.219, 0.236) 4.50
N : Pp(×10−2) 0.243 (0.220, 0.282) 0.246 (0.235, 0.257) 1.72

Table 2.2: ABC-DC for a scratch assay experiment. The MLEs and the 5%-95% empir-
ical percentiles are shown for parameters accepted using ABC rejection and ABC-DC, for
different summary statistics. The speed up of the ABC-DC method over ABC rejection is
also given.
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motility can drive the growth and expansion of a cell colony. To be able to draw

quantitative distinctions between the relative contributions of cell proliferation and

motility for different cell types and biological scenarios requires the accurate infer-

ence of model parameters using quantitative summaries of experimental data. In

this chapter we have applied ABC to explore the extent to which different experi-

mental designs and quantitative summary statistics impact our ability to accurately

infer parameters of a simple mechanistic model of cell growth and spreading. Our re-

sults suggest that, for growth-to-confluence experiments, cell trajectory information,

in addition to summary statistics such as cell numbers and spatial correlations, are

required for accurate parameter inference. On the other hand, for a scratch assay

geometry, it is possible to accurately infer both motility and proliferation parameters

without recourse to tracking individual cells over multiple frames of a microscopy

video. Since cell tracking provides the bottleneck in the analysis of many experimen-

tal studies, this renders experimental geometry an important aspect to consider the

design of experiments.

In addition, our results demonstrate that increases in the initial cell number in

cell biology assays can increase the quality of estimated posterior distributions by

decreasing noise in the summary statistics, a result also found for a similar model by

Ross et al. [77]. We also demonstrated that posteriors of significantly increased quality

can be generated using a combination of two summary statistics, but that further

increases in the number of summary statistics provided little increase in the quality

of the posteriors. In Appendix A.3, we demonstrate that our results are consistent

across a range of parameter values and a range of experimental durations. However,

it should be noted that, because we collected data from only the final time point of

the experiment, some summary statistics lose efficacy if experiments are run over a

sufficiently long time period that the population grows to confluence. For example, in

this case, the number of cells, N , at the final time point provides little information on
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the model parameters. Finally, we have shown that the ABC-DC approach provides

an efficient means to approximate the MLEs of model parameters, with significant

improvements in computational efficiency provided where the summary statistics are

time-consuming to calculate.

2.4.1 Predictions for experimental data

It is possible to use the established model to infer parameter distributions for dif-

ferent cell types in a growth-to-confluence assay, and subsequently make predictions

about long-time behaviours, such as the time taken to reach confluence. In Appendix

A.4 we consider both an automated means of extracting quantitative data from ex-

perimental images and a manual method. The following results use experimental

data extracted manually. In Figure 2.9 we use data from the growth-to-confluence

experiments detailed in [90] to infer motility and proliferation rates for two different

cell types: 3T3 fibroblast cells and MDA MB 231 breast cancer cells. In particu-

lar, for each cell type we use ten experimental replicates to estimate the bivariate

posterior distribution for Pm and Pp, with data collected 12 hr into the experiment.

Figure 2.9(a),(b) shows the posteriors generated using ABC rejection with the cell

number, N , and Manhattan displacement, ‖x‖, as summary statistics, and the prior

distributions π3T3 = π231 = πexp

πexp(Pm) = U(0, 0.1);

πexp(Pp) = U(0, 0.01).

For the 3T3 fibroblast cell line we obtain Pm = 0.0465 ± 0.00341 and Pp =

0.00163± 0.000403, whilst for the MDA MB 231 breast cancer cells we obtain Pm =

0.0227 ± 0.00254 and Pp = 0.000931 ± 0.000427. In each case we give the posterior

mean and the standard error. In real terms, for the 3T3 cells this gives a diffusivity
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Figure 2.9: Posterior distributions and results of posterior predictive checks. (a),(b) Pos-
terior distributions for 231 breast cancer and 3T3 fibroblast cell lines, respectively. (c),(d)
Posterior predictive check using data collected 24 hr into the experiment, for the 231 breast
cancer and 3T3 fibroblast cell lines, respectively, and the cell number, N as a summary
statistic. The ten experimental replicates are ordered according to increasing cell number
at 24 hr. For each replicate we plot the experimental data (blue cross), the mean cell
number (red line) and the 95% confidence interval (shaded region). (e)-(f) Posterior pre-
dictive check using data collected 24 hr into the experiment, for the 231 breast cancer and
3T3 fibroblast cell lines, respectively, and the Manhattan displacement, ‖x‖, as a summary
statistic. Details are as for (c),(d).
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of D = 97.986±7.196µm2 hr−1 and a proliferation rate of λ = 0.0392±0.00968 hr−1,

whilst for the 231 cells this gives D = 47.850±5.347µm2 hr−1 and λ = 0.0223±0.0102

hr−1.

To check the validity of the model and inferred posterior distributions, we collected

further data from the same experimental replicates at 24 hr and used these to perform

a posterior predictive check. In Figure 2.9(c)-(f) we present the results of performing

the posterior predictive check using both the cell number, N , and the Manhattan

displacement, ‖x‖, as summary statistics. We produce results using, for each data

set, 1000 samples from the estimated posteriors, and visually compare the statistics

for each experimental replicate with the average of the predicted statistics and their

95% confidence intervals. These plots show strong support for the model for each

cell type. It can be seen that for the number of cells statistic, all of the experimental

statistics fall within the 95% confidence intervals. For the Manhattan displacement

statistic, two of the ten replicates for the 231 cells have an experimental statistic that

falls outside the 95% confidence interval of the simulated statistic. In this case, we

suspect translation of the positions of slow-moving cells (as in the case of the 231

cells) onto a lattice has introduced artefacts, causing discrepancy between simulation

displacement and experimental displacement.

2.4.2 Conclusions

In summary, our results suggest that experimental design choices that incorporate

initial spatial heterogeneities in cell positions facilitate parameter inference without

the requirement of cell tracking, whilst those that seed cells uniformly initially require

cell tracking for accurate parameter inference. As cell tracking is often a major

technical limitation in many experimental studies of this type, our recommendations

for experimental design choice could lead to significant potential time and cost savings

in the analysis of these kinds of commonly-used experiments.
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In the next chapter, we consider the use of these methodologies on different exper-

imental data, where cell motility is influenced by an electric field. Understanding the

impact of this new mechanism, and the different experimental domains considered,

will help to demonstrate the applicability of these methods to investigate experimental

design in a new context.

47



Chapter 3

The influence of motility bias on

parameter inference

3.1 Introduction

In this chapter the inference methods of Chapter 2 are used to determine an appropri-

ate experimental design for cell spreading experiments that influence the movement of

cells using electric fields. This work forms the initial investigations from collaboration

with Min Zhao (University of California San Diego), who is interested in quantifying

the impact of electric fields on the spread of cells, to understand wound healing. I

thank them for providing the experimental data for this chapter.

Movement of cells due to an electric field is termed electrotaxis (or galvanotaxis),

and has been observed in a variety of cell types, including cells that would not typically

experience electric fields in their usual environments. Understanding wound healing

requires an understanding of electrotaxis, because it has been suggested that the

polarisation of cells directs cell migration in tissues towards a more negatively charged

wound centre [30].

Electrotaxis is recreated in-vitro by subjecting cells initialised on membranes to
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electric fields of various strengths for a duration of time, and collecting time-lapse

images of the domain. These images can be used to determine the positions of cells

over several consecutive time points, and various statistics can be calculated; for

example the trajectory speeds (trajectory distance moved divided by time), displace-

ment speeds (displacement from the origin divided by time) or tortuosity of cell paths

(trajectory distance moved divided by displacement from the origin) [73, 114].

These statistics can be compared for different cell types and a range of field

strengths, to understand how field strength affects motility. However, to make pre-

dictions of motility bias in an unfamiliar context it is useful to quantify the change

of parameters of a mathematical or computational model. By quantifying the un-

certainty in parameter estimates using Bayesian inference, it is possible to capture

different trajectories that cells may undergo when being exposed to an electric field,

in the scope of the computational or mathematical model considered.

Notably, it is possible to build upon the investigations into appropriate experi-

mental design from Chapter 2 for maximising information gain in electrotaxis exper-

iments, to determine the optimal initialisation of cells. Though investigations into

wound healing typically use scratch assays to investigate the expansion of a region of

cells into an empty domain [17], barrier assays can also be used to initially confine

cells [113]. Similar experiments can be performed where a specific shape of cells is

removed from the domain, for example through either a stamp assay (used in Lee

et al. [47] to investigate clearance of cell debris) or a sticker assay [37], (where various

shaped regions of cells are removed from a confluent domain before observing the

growth of the surrounding cells into this empty space). The experiments considered

by Min Zhao consider cells initialised in various shapes (confined with barriers into

either a square, circle or triangle), before being subjected to electric fields, though it

is not currently known which initialisation shape is most useful to adopt to determine

the parameters of a mathematical model with best accuracy.
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The novelty of this work is twofold; firstly in determination of the most informative

experimental design (the number of cells to initialise, the shape of assays to consider,

and the statistics that should be captured) to infer the model parameters in the

two-dimensional model adopted. Secondly, a demonstration of the inference of these

parameters when using experimental data, outlining some of the potential pit-falls

that a future user may experience, and how these can be addressed.

3.2 Methods

In order to quantify the impact of the introduction of a motility bias, it is impor-

tant to link experimental data with a computational or mathematical model. Only

through this link is it possible to understand the impact of the various experimental

choices on the inference of model parameters. Determining the identifiability of a

bias parameter is tantamount to knowing whether these experiments can effectively

determine differences in cell spreading with the mathematical or computational tools

available.

In this section, we outline the methods used to perform Bayesian inference investi-

gations for either a synthetically created data or experimental data. we demonstrate

the experimental data under consideration and how these data can be replicated in a

computational model, before giving details of the inference algorithm. ABC-SMC is

applied in the following section to synthetic data first, to understand the impact of

experimental design choices, before applying the same methods to experimental data,

allowing comparison between synthetic examples and experimental examples.

3.2.1 In silico data

The experimental data provided by Min Zhao investigates the electrotaxis of cells,

under varying electric field strengths, electric field protocols, and initial tissue shapes.
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Control,
t = 0hr

Control,
t = 7hr

Experiment,
t = 1hr

Experiment,
t = 3hr

Experiment,
t = 5hr

Figure 3.1: The top row displays experimental images at various times. In control exper-
iments, there is no electric field, and cells spread freely for the duration of the experiment
(seven hours). In the right-most three images, an electric field biasing cell motility down-
wards is introduced at t = 1 hr and lasts for two hours, until at t = 3 hr the direction of
the electric field is reversed for a further two hours. In the bottom row, the cell positions
in the experimental images from the top row are manually selected, and are approximated
into the two-dimensional lattice model such that every cell occupies a unique lattice site as
close as possible to its position.

In brief, experiments are performed by initialising a culture of human corneal epithe-

lium cells onto a commonly used hydrogel material. Electric fields are applied along

the vertical axis for a duration of two hours at a time through agar salt bridges, and

images are captured at five minute intervals [30].

In total, 85 images are captured over a duration of seven hours. After one hour

the electric field is turned on for two hours, before the polarity of the field is reversed

for a further two hours. The electric field is then turned off for the final two hours of

the experiment. Experimental images are shown in Figure 3.1.

In these initial investigations, only a subset of the available data are considered,

because the manual tracking of cell positions is a time-consuming process. The data

considered is the two hour time period when the electric field, and hence the motility

bias, is first introduced. Cell positions are marked manually at the start and end of

this two hour period.
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3.2.2 Mechanistic model

Replicating experiments involves both accounting for the bias of cells, which can be

achieved by using a bias parameter (such as those similarly adopted in previous cell

spreading investigations [61]), and replicating the shape of the initial domain.

3.2.2.1 Introduction of bias parameter

The model adopted is the two-dimensional lattice-based model introduced in Chapter

2, whereby N0 cells are initialised in a lattice with R rows and C columns. In each

time-step, τ = 1/24 hr, N(t) cells are chosen at random with replacement and a

random number is sampled for each to determine if it moves, r ∼ U(0, 1). The model

consists of a motility parameter, Pm ≤ 1, and bias parameter, Pb ∈ (−1, 1), such that

a movement event is attempted if r < Pm, and movement upwards is attempted with

probability Pm(1 − Pb)/4, and movement downwards is attempted with probability

Pm(1 + Pb)/4 (movement left or right is attempted with probability Pm/4). There is

no bias in the left-right direction to replicate the experiments under consideration.

A movement event attempted into an already occupied site, or outside the domain,

is aborted (no flux boundary condition). However, as cells generally do not reach the

boundary, this choice of boundary condition does not impact results herein. The

model is iterated until a final time, T = 2 hr, is reached. Proliferation is neglected in

the model as, during the short time period of experiments, and with a densely packed

initial domain, there are very few proliferation events, (for example, in experimental

data, the number of cells increased by less than 5% over the seven hour period).

To demonstrate the impact of the introduction of bias on the model, in Figure 3.2

different final domains are shown after two hours with fixed motility parameter, Pm

and varying bias parameter, Pb, for domains of cells initialised in a triangular shape.

When initialising in a triangle shape, it can be observed that for a strong downwards

bias, the bottom of the triangle separates from the bulk, whereas for a strong upwards
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Initial conditions Pb = −0.75 Pb = 0.0 Pb = 0.75

Figure 3.2: The impact of varying the bias parameter, Pb, on the final domain when
initialising in the shape of a triangle with radii, r = 5 (top row), 10 (middle row) and 15
(bottom row). As a positive Pb represents a preference for movements downwards, different
values of Pb correspond to different degrees of drift. The ratio of the expected number of
upwards movements to downwards movements is 7:1, 1:1, or 1:7 for Pb = −0.75, 0.0, and
0.75 respectively. These images demonstrate the subtle variability of the final domain under
large changes in the bias parameter, Pb.

bias, the cells on the left/right sides of the triangle disperse. Understanding whether

an upwards or downwards pointing triangle is more informative for obtaining accurate

parameter estimates is evaluated in Section 3.3.2.

3.2.2.2 Replication of experimental domain

Cell positions are extracted from experimental data by manually marking cell po-

sitions in images using the imageJ software [70], before importing cell positions (in

pixels) into MATLAB where they are overlaid onto the R × C lattice, and the routine

demonstrated in Appendix A.4 is used to place each cell into the nearest possible
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unique lattice site. Images are 1350px × 1344px, and the scale of the image is such

that there are 1/0.61 microns per pixel. Cell diameters are approximately 20px ≈

33µm, estimated using imageJ. Using this estimate for cell diameter, the experimen-

tal domain is approximated to a lattice with 1350/20 ≈ 67 lattice sites, therefore

R = 67 and C = 67 matches experimental data.

These procedures are demonstrated in Figure 3.1. Note that if a cell cannot be

placed into its closest site, or the four orthogonally adjacent sites, it is not placed.

Non-placement occurs very few times (less than 1% of cells are unable to be placed,

results not shown) as we chose the size of lattice sites to approximately match the

size of a typical cell. Conversion onto a lattice allows simulation and experimental

statistics to be computed in the same manner, and hence they are easily comparable.

3.2.2.3 Synthetic replication of experimental domain

To investigate all possible experimental geometries, we generate in-silico data using

the model. In order to replicate experiments where cells are initialised into a square,

circle or (equilateral) triangle, the simple MATLAB codes in B.1 are used. The initial

domains used are shown in Figure 3.3. We vary the shape (circle, triangle or square),

the size of the shape (r = 5, 10 or 15) and the degree of confluence of the shape (75% or

100%). The cell number is not kept constant when creating different synthetic initial

domains, which means later work on determining the most informative experimental

domain is flawed, so should be addressed in future work.

3.2.3 Inference of model parameters

To infer parameters of the two-dimensional computational model introduced, we

adopt the Bayesian methodologies introduced in Chapter 2, allowing estimation of un-

certainty in parameter estimates. ABC rejection is used, as it is easy to implement,

and it is straightforward to estimate posterior distributions for model parameters,
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Square, r = 5, 100% Circle, r = 5, 100% Triangle, r = 5, 100%

Square, r = 10, 100% Circle, r = 10, 100% Triangle, r = 10, 100%

Square, r = 15, 100% Circle, r = 15, 100% Triangle, r = 15, 100%

Square, r = 15, 75% Circle, r = 15, 75% Triangle, r = 15, 75%

Figure 3.3: Cells are initialised into either a square, circle or triangle shape with various
radii, r, and initial degrees of confluence, either 100% or 75% (bottom row). These are
potential experimental domains at the beginning of experiments considered by Min Zhao.
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Pm and Pb. The algorithm is presented in Chapter 2, so only a short description is

provided here.

To perform ABC rejection, sample θ = (Pm, Pb) 20,000 times from uniform (un-

informative) prior distributions,

π(Pm) = U(0, 1);

π(Pb) = U(−1, 1).

Simulate the model with the sampled parameters, to obtain data that is used to

compute statistics, from which a distance, d, between simulated and experimental

statistics is calculated. The parameters that result in the smallest 1% of distances

are retained to approximate a posterior distribution (these posterior distributions are

visualised with the aid of a two-dimensional kernel density estimation). The Kullback-

Leibler information gain is computed to quantify the information gain in parameters

Pm and Pb when moving from the prior distribution to the posterior distribution.

3.2.3.1 Summary statistics

Without a proliferation mechanism and with the inclusion of bias, some of the statis-

tics used in Chapter 2 are no longer informative, and it is therefore important to

consider new statistics that can account for bias in movements upwards or down-

wards. In particular, we no longer consider the number of cells statistic, N , and

further, with an initially dense domain, tracking of randomly chosen cells is less effec-

tive as a randomly chosen cell is likely confined in the centre of the cluster of cells, and

so would move very little. We could instead investigate the trajectories of cells near

the edges of the group of cells, but with the introduction of bias it is hoped that other

statistics will be informative. We therefore opt not to consider the tracking statistics;

Manhattan displacement, ‖x‖, and tortuosity, Γ. The following twelve statistics are
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considered:

• The leading edge position is approximated by considering the average vertical

position of the five top-most, or bottom-most cells, for the top leading edge,

LE or bottom leading edge LE, respectively.

• The vertical position of the centre of mass of cells is given by the average of

all the vertical positions of cells in the domain, ρY (accounting for cell drift),

or the standard deviation of those vertical positions, σρY
(accounting for cell

separation).

• The gyration tensor is again considered, but instead of the smallest eigenvalue,

the largest gyration tensor eigenvalue is considered, as this accounts for the

spread of cells across their longest axes. The smallest gyration tensor eigenvalue

was appropriate in Chapter 2 for scratch assays where cells are initially confined

to a small number of rows but here it is more appropriate to consider the largest

gyration tensor eigenvalue, as larger bias in motility leads to larger separation

of cells in the vertical direction.

• The binning variance statistic, Q2, is computed as the sum of differences of

number of cells in quadrats (of size 2× 2) from the average number of cells ex-

pected in a quadrat, and exclude the 67th row and column from its computation

(which makes little difference as cells rarely reach the boundary). Previously,

Q2, Q4, and Q8 were considered, but they performed similarly, and so we con-

sider only Q2 in the following results to minimise the number of similar statistics

considered.

• The vertical one-dimensional pairwise correlation function, CY , or two-dimensional

pairwise correlation function, CXY , along with their normalised counterparts

(ĈY and ˆCXY ), as defined in Chapter 2. As cells are initialised with a high
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Summary statistic Notation

Position of upper leading edge LE

Position of lower leading edge LE

Vertical position of centre of mass ρY

Vertical standard deviation of cell positions σρY

Size of largest cluster, k-connected κk, k = 4, 8

Binning variance, bin size = 2 Q2

Largest gyration tensor eigenvalue λl

Correlation function CXY (l)

Normalised two-dimensional correlation function ĈXY (l)

One-dimensional correlation function CY (l)

Normalised one-dimensional correlation function ĈY (l)

Table 3.1: A list of the summary statistics and the corresponding notation adopted. All
summary statistics are evaluated at the final time, T .

degree of correlation (i.e. there are many cell pairs at low distances), these

statistics should distinguish between different Pm and Pb values.

• The largest contiguous area of cells is used to determine the overall connectivity

of the cells. This is defined as either the size of the largest connected cluster

of cells allowing only orthogonal connections (κ4), or also allowing diagonal

connections (κ8).

The notation adopted when referring to these statistics in figures is shown in Table

3.1.
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3.2.3.2 Computing distances

The distance between simulated data and experimental data is computed using the

same distance function as introduced previously, however the process is slightly sim-

pler because only one replicate is considered (due to the sparsity of available data).

Labelling each statistic as skj (l), where j = 1, . . . , 12 differentiates the statistic used,

k = 1, . . . , 20000 refers to the sample considered, and l = 1, . . . , Lj are the values of

the statistic (Lj = 132 for CXY or ˆCXY ; Lj = 66 for CY or ĈY ; Lj = 1 for all others).

First compute the median absolute deviation (MAD) for each statistic, σj(l). The

MAD is defined for a univariate data set,X = {Xi}, as MAD = median (|Xi −median(X)|) .

Then compute the distances for each statistic, j = 1, . . . , 12, as

dkj =

√√√√√ 1
Lj

Lj∑
l=1

(
s kj (l)− s obsj (l)

σj(l)

)2

. (3.1)

In this work, combinations of A = 2 summary statistics are sometimes considered from

the twelve statistics listed in Table 3.1, and in that case, the distance is calculated as

dk =

√√√√ A∑
a=1

(
dkja

)2
, (3.2)

where ja is the index the ath statistic.

We use regression adjustment using the methods in Section 2.2.3.4. Without

using regression adjustment, the posterior distributions provide much less information

about model parameters, as demonstrated in Appendix B.2.1.

To quantify the information gained in moving from the prior distributions to each

posterior distribution, the Kullback-Leibler, divergence, IKL, is computed in exactly

the same manner as outlined in Section 2.2.3.2. IKL can be computed either from the

full two-dimensional posterior distributions or the marginal one-dimensional posterior

distributions (obtained by integrating the two-dimensional posterior distributions over
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one of the parameters).

3.3 Results

3.3.1 Is it possible to infer the bias parameter?

We investigate whether the bias parameter is identifiable in the model using the

statistics outlined. Initially, consider the inference of model parameters using syn-

thetic data with an initial cluster of cells forming a square in the centre of the domain

with radius r = 15. The experimental data considered in the next section is most sim-

ilar to this initialisation. The synthetic cell initialisation is simulated with Pm = 0.25

and Pb = −0.5 for T = 2 hr, and the final domain is used to generate synthetic

experimental statistics, which are compared to simulation statistics.

In Figure 3.4 we show the posterior distributions resulting from the 12 statistics

under consideration, as well as four posteriors generated by combining statistics.

Statistics leading to posterior distributions that are shaped differently are chosen for

combination, and the posteriors for some combinations are shown. It is expected that

differently shaped posteriors complement each other when combined, so are likely to

increase the Kullback-Leibler information gain. The information gains in moving

from the prior to the posterior distribution for each of the 16 posterior distributions

are shown in the bar plots.

The two-dimensional information gains are much larger when combining statis-

tics. In particular, combining statistics is necessary in order to maximise the one-

dimensional information gain in parameter Pb. The combination of statistics that

maximises the information gained about Pm and Pb is ρY , the vertical position of

centre of mass, and Q2, the binning variance. This combination of statistics results

in the following maximum likelihood parameter estimates:

• Pm = 0.2201± 0.0225,
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• Pb = −0.5522± 0.0746,

which are close to the values that the synthetic data are generated with of Pm = 0.25

and Pb = −0.5.

These results demonstrate the identifiability of both bias and motility parameters

in experiments, without requiring a trajectory-based statistic such as the Manhattan

displacement or the tortuosity (that were previously considered necessary to establish

an estimate for the motility parameter, Pm). We believe this is due to the larger initial

cell number, and the densely packed nature of the initial domain, which have allowed

correlation-based statistics to demonstrate high sensitivity to changes in parameter

Pm.

3.3.2 What bias direction leads to more informative statis-

tics?

We investigate the impact of changing bias direction on the information obtained

about the model parameters, Pm and Pb. For the shapes considered, only triangle

shapes are asymmetric, so for these it is important to question whether one particular

bias direction is more informative than another. In Figure 3.5 we show posterior

distributions for a subset of statistics or statistic combinations for both an upwards

bias and a downwards bias, the information gained for each statistic, and some of the

most informative statistic combinations.

It can be seen that combining statistics is necessary to maximise the informa-

tion gain and, that for the most informative statistics combinations, an upwards bias

yields more information than the downwards bias, with a triangle oriented point-

ing upwards. For some statistic combinations, using an upwards bias is not more

informative than a downwards bias, however, an upwards bias results in posterior

distributions that overlap orthogonally from the bottom leading edge statistic, LE,
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Figure 3.4: Posterior distributions and information gains resulting from various summary
statistics (and combinations) are shown for synthetically created data initialised in a square
with r = 15 and at 100% confluence. In the first three rows, posterior distributions for single
summary statistics are shown. Each posterior distribution corresponds to the statistic titled,
where the statistic shorthand is used (see Table 3.1). The fourth row posterior distributions
correspond to those generated when using a combination of statistics. Posterior distributions
are generated using kernel density estimation on the samples from prior distributions that
resulted in the lowest distance between simulated and (synthetic) experimental data. In
each posterior distribution, larger posterior densities are more yellow (according to the
colourbar), the parameters used to generate the posterior distribution are shown as white
dots, and the parameters used to generate the synthetic experimental data are shown as grey
dashed lines. The bar plots show the corresponding two-dimensional (or one-dimensional)
information gains in moving from the prior to the posterior distributions (or marginal one-
dimensional posterior distributions).
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Pb = −0.5

Pb = +0.5

Figure 3.5: Posterior distributions for inference investigations when initialising in a trian-
gle with radius r = 15 and at 100% initial confluence, with either an upwards or downwards
bias. The posterior distributions are estimated from the parameters resulting in the small-
est (1% of) distances between simulated statistics and experimental statistics (regression
adjustment is applied to these parameters). We also display the information gain when
moving from the prior to the posterior distributions generated by each statistic considered,
and for a selection of two-statistic combinations, with experimental data generated with
either an upwards bias or downwards bias.

and the vertical position of the centre of mass, ρY , i.e. these posterior distributions

are approximately right-angled to one-another, so they complement each other when

multiplied or otherwise combined. Therefore, an upwards facing triangle with an

upwards bias provides more informative statistics.

3.3.3 What initial configuration maximises information gain?

In order to determine the optimal initial configuration of cells to maximise the in-

formation gained in the bias and motility parameters, further synthetic data are

generated for different potential experiments. The following experimental choices are
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varied: different radius, r = 5, 10 or 15; different initial densities of cells, so the shape

is 75% confluent or 100% confluent; or different initial shapes, either square, circle or

triangular.

In Figures 3.6, 3.7, and 3.8, the information gain when varying different initial

radii, initial densities, or initial shapes is shown. In each case, the information gain

is only shown for the posteriors generated by the statistics combinations investigated

earlier (LE&LE, LE& ρY , ρY &Q2, or CXY & ρY ) as these statistics consistently

present themselves as the most informative statistics for any of the initial configura-

tions considered (results not shown).

Clear trends appear in the information gain plots, in Figure 3.6 it can be seen that

increasing the initial radius of the shape generally leads to a larger information gain; in

Figure 3.7 initialising at 100% confluence provides more information than initialising

at 75% confluence; and finally in Figure 3.8 a square shape is more informative than

either a circular or triangular shape. It is surprising that these trends (larger, more

confluent domains are more informative) are not true for all statistic combinations.

Overall, the most informative configuration is a square initial domain at 100%

confluence initialised at the largest radius, r = 15. The corresponding posterior dis-

tributions have been shown previously in Figure 3.4. Note that this domain contains

the largest number of cells initially, so it is possible that this result is due to the

increase in the number of cells; the stochasticity of cell migrations are less prominent

with more cells, so there is less variation in statistics. However, information gains

from initialising in circles or triangles are similar, despite having different numbers of

cells initially.
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Figure 3.6: For each initial density, initial shape and initial shape radius considered, the
two-dimensional information gain is computed in moving from the prior to the posterior
distributions, for two-statistic combinations that are consistently more informative. The
information gains when r is varied are shown, in order to see any trends that emerge.
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Figure 3.7: For each initial density, initial shape and initial shape radius considered, the
two-dimensional information gain is computed in moving from the prior to the posterior
distributions, for two-statistic combinations that are consistently more informative. The
information gains when the degree of initial confluence is varied are shown, in order to see
any trends that emerge.
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Figure 3.8: For each initial density, initial shape and initial shape radius considered, the
two-dimensional information gain is computed in moving from the prior to the posterior
distributions, for two-statistic combinations that are consistently more informative. The
information gains when the shape of the domain is varied are shown, in order to see any
trends that emerge.
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3.3.4 Inference using experimental data

Now we investigate the identifiability of model parameters when using experimental

data instead of synthetic data simulated from the model. The positions of cells at

the start of the two-hour period when an electric field is applied are used to initialise

simulations, and the positions of cells at the end of the two-hour period are used to

compute experimental statistics. The experiment considered experiences a downwards

bias, and the initial and final domains are the 1 hr and 3 hr domains in Figure 3.1.

Without using regression adjustment, the resulting posterior distributions are shown

in Figure 3.9.

Single-statistic posterior distributions when using experimental data are not cen-

tred on the same Pm and Pb values (see for example posteriors for ρY and κ8), sug-

gesting that the model is not able to accurately capture the experimental data, or

that posteriors are being calculated inappropriately (for example, if the distances

between experiments and simulations are large). When considering combinations of

statistics, it is possible to observe posterior distributions that overlap; for example

the posterior from the statistic combination ρY and Q2 results in estimates of Pm

and Pb of Pm = 0.2511 ± 0.0500 and Pb = 0.8774 ± 0.0947 for experiments with an

upwards bias. These issues are discussed in the following section.

3.4 Discussion

Overall, synthetic data investigations have shown that information gain is maximised

in experiments initialised with a large, square, fully confluent group of cells. However

these results are potentially tainted through not keeping the number of cells fixed.

It would be informative in a future investigation to consider different shapes that

encompass either the same initial area, or the same initial number of cells. The new

summary statistics introduced have been essential to estimate the bias parameter and
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Figure 3.9: Posterior distributions resulting from various summary statistics (and combi-
nations) are shown for experimental data. Simulations are initialised using the experimental
domain at t = 1 hr, and experimental statistics are computed from the experimental domain
at t = 3 hr, after two hours of being subjected to an electric field, as shown in Figure 3.1. In
the first three rows, posterior distributions for single summary statistics are shown. Each
posterior distribution corresponds to the statistic titled, where the statistic shorthand is
used (see Table 3.1). The fourth row posterior distributions correspond to those generated
when using a combination of statistics.
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in general, the leading edge statistics and the position of the centre of mass prove

very informative. The two-statistic combinations: the lower shape edge position, LE

and the vertical position of the centre of mass, ρY ; and ρY and the binning variance,

Q2, have been found to consistently lead to the highest amounts of two-dimensional

information gain.

Investigations with experimental data have demonstrated that different statistics

can lead to posteriors centred on different Pm and Pb values. To investigate this

further, the distances, dkj , computed for each statistic, j, are ordered and plotted in

Figure B.3. This reveals that some simulation statistics never match the correspond-

ing experimental statistics. Note that this impacts the applicability of regression

adjustment when using experimental data, and this is discussed further in Appendix

B.2.1 and Appendix B.2.2.

It is possible that the model has been misspecified, so is unable to account for

some aspect of the experimental data that is vital to ensure statistics of both are

comparable. In this work, realism may be introduced by adding proliferation, however

as there are only very few proliferation events, it is unclear if the addition of a

proliferation mechanism will help or hinder inference attempts, as inference becomes

more computationally demanding as the number of model parameters increases.

By reconsidering the experimental data, it is clear that we are not capturing a

delay in the onset of a motility bias. From experimental images of a higher temporal

resolution, a 10 to 15 minute delay can be seen before the mass migration of cells in

the vertical direction, as shown in Figure 3.10.

As experiments are only considered for two hours, this onset delay could be im-

portant to capture, and we recommend that future work focus on addressing this,

potentially estimating the length of delay using images of sufficiently high temporal

resolution, or attempting to infer it as an additional model parameter. It may also

be the case that the model cannot accurately capture the behaviour of cells in highly
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t = 1 hr t = 1 hr 15 mins t = 1 hr 30 mins t = 1 hr 45 mins t = 2 hr

Figure 3.10: Example of experimental data demonstrating delay in onset of motility bias.
Approximate leading edges in each image are overlayed. Approximately 15 minutes after
the electric field is introduced (at t = 1 hr), cells begin to move upwards.

packed environments, i.e. the volume exclusion mechanism used to restrict movement

in the model may be inappropriate to fully capture contact inhibition of locomotion

[115].

In this chapter we have applied Bayesian inference methods to examine experimen-

tal data of cell spreading under the influence of an electric field. In the next chapter,

we continue these investigations in a model that has not been previously used for

inference purposes, that accounts for the mechanics of cell growth and contact with

neighbouring cells.
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Chapter 4

Bayesian inference applied to a

force-based off-lattice model

4.1 Introduction

In the previous chapters we have parameterized simple on-lattice models accounting

for mechanisms of motility, proliferation and motility bias. In general, however, mod-

els used to understand cell spreading processes will vary in complexity, and so it is

important to understand how successful the inference methods are when applied to

more complex models. By increasing the complexity of a model in a gradual way, it is

possible to understand when difficulties arise, and develop ways to address concerns

before further model development.

In this chapter, we consider the data gathered by Jin et al. [36], shown in Figure

4.1, where time-lapse images are taken from scratch assays of PC-3 prostate cancer

cells. In that work, one-dimensional cell density data is extracted from these im-

ages by manually counting cells in 50 µm columns, before linking these data to a

one-dimensional Fisher-Kolmogorov model [28]. The model parameters inferred are

sensitive to the initial degree of confluence, however this sensitivity decreases when
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adopting a Porous-Fisher model [82]. The most appropriate model for these exper-

imental data is therefore unclear, however it is possible that for a different model,

parameterization is not as sensitive to the initial conditions.

Figure 4.1: The method to analyse images from experiments in Jin et al. [36]. Scale bars
in each image are 300µm. PC-3 prostate cancer cells are imaged growing to confluence
after a scratch, and cells are counted in those images to arrive at a cell density . (a)
Focus on subregions of the domain for purposes of manual cell counting. (b) Each cell is
labelled with a red marker in the subregion. (c) Repeat manual cell counting for the whole
image, to obtain a cell density estimate at 38 uniformly distributed positions between 0µm
and 1900µm. This is repeated for three experimental replicates, and for six time-points.
(d) The region behind the scratch is used to estimate the carrying capacity density, qmax,
the maximum density for a monolayer of cells. Reproduced from Jin et al. [36] with kind
permission.

The main mechanisms driving cell spreading in scratch assay experiments are

motility and proliferation, however in the experimental data considered, PC-3 cells

remain in close proximity for the entire duration, suggesting that an appropriate
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model should include a mechanism for adhesion. Although it is relatively simple

to account for proliferation and adhesion effects in crowded on-lattice cell spreading

models, it is potentially more realistic to consider a model derived from the underlying

mechanics involved in these experimental data.

We consider the one-dimensional model of Murray et al. [57], where a series of

springs are attached to one another at node points. Cells move according to the forces

they are subjected to by their surrounding cells, as shown in Figure 4.2. Using this

formulation, cells can be thought of as springs [29], or cell centres can be seen as node

points [57]. We adopt the former approach, as the proliferation mechanism adopted

lends itself more naturally to springs describing cells.

r0 = 0 r1 r2 rN−1 rN

cell 1 cell 2 cell N

Figure 4.2: Schematic of the cell-based model, where springs represent cells, and nodes
represent the point where two cells touch. There are N cells, and node positions are denoted
by ri, for i ∈ {0, . . . , N}, with the left boundary of the first cell fixed at r0 = 0.

A stochastic proliferation mechanism is introduced into this model to account for

the proliferation that occurs in the experimental data. In Figure 4.3, we show the

proliferation mechanism adopted, and a proliferating cell splits in two from its centre.

Statistics traditionally extracted from scratch assay experiments are cell densities,

leading edge positions or number of cells over time [36, 39]. We have used the ex-

perimental cell density data shown in Figure 4.1 from Jin et al. [36] in this Chapter.

Proliferation

Figure 4.3: We introduce a proliferation mechanism into the off-lattice one-dimensional
line of cells model (see Figure 4.2), such that when a cell proliferates, it divides into two
equally sized cells, creating a new node point (nodes denote the join of two cells) at the
previous cell centre.

74



From the cell density, it is possible to extract the leading edge position and number

of cells statistics.

The method used in this Chapter to perform inference is slightly different that

used previously. In previous chapters, ABC rejection or ABC-DC were the inference

methods adopted, but here the model introduced is more computationally expen-

sive to simulate than those used previously, so we adopt the more efficient inference

method, approximate Bayesian computation - sequential Monte-Carlo (ABC-SMC)

[92, 100]. ABC-SMC works by iteratively converging to a posterior distribution by

accepting parameters leading to areas of higher posterior density, and has been used

effectively in applications including dynamical systems, cell migration and in model

selection [42, 51]. ABC-SMC is faster than ABC rejection but harder to customise,

however, there are software packages available that implement ABC-SMC, for exam-

ple through ABC-Sysbio [50].

4.2 Methods

Here we outline the one-dimensional model we explore in this chapter, the experimen-

tal data under consideration, and the inference procedure used to compute posterior

distributions of model parameters.

4.2.1 Model

We adopt the one-dimensional cell spreading model first introduced by Murray et al.

[57], where a series of springs are attached to one another at node points. Cells

are represented in this model as the springs, so that the relaxation of each spring

describes a cell returning to its natural resting length, a, and node positions are the

points where two cells meet. We assume that cells never detach from one another,

either due to a tissue-level compression of the cells or because the cells adhere to each

75



other.

A model can be formulated using the positions of each node via the indexing

variable, i, describing the index of node i, as in Figure 4.2 where subscripts denote

indices. In the case where there are N cells, there are N + 1 nodes; the left-most

node has index i = 0 (the left-hand edge of the first cell), and the right-most node

has index i = N . The positions of node i is given by ri, for i = 0, . . . , N . Accounting

for the forces on each node using Newton’s second law allows arrival at the equation

mi
d2ri
dt2 =

∑
j 6=i

F int
i,j + F visc

i , for i = 1, . . . , N, (4.1)

where the interaction force between cells i and j is F int
i,j , and the viscous force acting

on the ith node is F visc
i .

Assume that the viscous force is composed of drag proportional to velocity with

constant η, and that cells move in an over-damped regime, so the acceleration term

of the left-hand side of equation (4.1) can be neglected. Further assume that as cells

are in a one-dimensional line, they only interact with their adjacent neighbours and

they never swap positions, so they necessarily remain in sequential order, r0 < r1 <

. . . < rN−1(t) < rN(t), so that,

r0 = 0,

η
dri
dt = F int

i,i−1 + F int
i,i+1, for i = 1, . . . , N − 1, (4.2)

η
drN
dt = F int

N,N−1,

where η is a drag parameter between the cells and their substrate. Only adjacent

cells interact, therefore the right-hand node is free to move into the unbounded space

to its right. The force law is chosen so that cells move toward a resting cell length, a.

A proliferation mechanism can be introduced whereby a proliferating cell splits
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in two from its centre, as in Figure 4.3. To align this mechanism with the model

introduced above, we re-index nodes whenever a cell proliferates, ensuring r0 < r1 <

. . . < rN(t)−1(t) < rN(t)(t). The full model and the re-indexing that occurs at a

proliferation event is demonstrated in Figure 4.4

r0 = 0 r1 rj−1 rj rj+1 rN−1 rN

r0 = 0 r1 rj−1 rj rj+1 rj+2 rN rN+1

cell 1 cell j cell j + 1 cell N

cell 1 cell j cell j + 1 cell j + 2 cell N + 1

Figure 4.4: Proliferation of cell j causes a new node to be introduced at its centre, and
cells are then relabelled to maintain their order (ri < ri+1 for i ∈ {0, . . . , N}).

We elect to adopt the simplest force law possible, a linear force law. Other po-

tential force laws are considered in Chapter 5, however there is no consensus for the

force law appropriate to cell spreading data. The force exerted by node i due to cell

j is therefore,

F int
i,j = k(a− (ri − rj)),

where k is the relaxation constant. If we define α = k/η, we simplify the resulting

model, and avoid potential structural non-identifiability of model parameters [21].

Now α represents the ratio of relaxation to drag in the domain, and describes relatively

how quickly cells relax to equilibrium. It is therefore simply coined as a motility

parameter.

It is possible to extend the equations (4.2) following the introduction of a prolif-

eration mechanism to derive an equation describing the evolution of the cell density,

and this analysis is shown in Chapter 5. In this Chapter, node positions are simulated
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by solving equations (4.2) in increments of a small discrete time-step dt=0.001, using

a forward Euler method.

The forward Euler method is implemented with self-written code using MATLAB

2019a. Using a desktop Windows 10 PC with an Intel Core i5-3570 processor (3.40

GHz) and 16GB RAM. A simulation with N = 45 cells initially, a = 1 and α = 15,

until final time T = 100, took 0.829 seconds to run.

We adopt a proliferation scheme where each cell proliferates at a constant rate,

β, per unit time. The implicit assumption with this stochastic proliferation is there

is no tracking of cell age, and that age plays no part in the likelihood of a cell

to proliferate, different proliferation laws are considered in the next chapter. The

proliferation mechanism is implemented by checking after each time interval, [t, t+dt),

whether a random number, r ∼ U(0, 1), satisfies r < N(t)βdt. If this condition is

met, a randomly chosen cell is chosen to undergo a proliferation event: the chosen cell

splits in two from its centre, creating a new cell edge (node point) at this position,

as shown in Figure 4.4, and causing all nodes to the right of the proliferating node

to be relabelled. This proliferation scheme only allows one proliferation to occur per

time-step, introducing an error of order O(dt2) in the model, however β, dt and N

are chosen such that Nβdt� 1.

4.2.2 Experimental data

Here we outline how to extract data from experimental images and how that data can

be input into the IBM or compared with synthetic data obtained from the IBM. We

consider a subset of the experimental scratch assay density data from Jin et al. [36].

In the scratch assay experiments, a vertical strip of cells is scraped off the central

portion of a confluent layer of PC-3 prostate cancer cells. Images of the experimental

domain of size 1.9 mm × 1.43 mm are captured at five different time points, between

0 hr and 48 hr. The number of cells in the dimension perpendicular to the scratch is
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recorded by counting cells within columns of width 50 µm, between 0 µm and 1900

µm, as shown in Figure 4.1. The number of cells are manipulated to give the average

cell density from three repeated experiments, for six different initial cell numbers,

between 10,000 cells and 20,000 cells. The resulting average cell densities are shown

in Figure 4.5.

Figure 4.5: The scratch assay cell density data, reproduced from Jin et al. [36] with kind
permission. Cells are counted in images by dividing the domain into 50 µm columns, as
shown in Figure 4.1. The resulting average cell density profiles are shown here with error
bars (the standard deviation over three experimental repeats), at five times, 0 hr, 12 hr, 24
hr, 36 hr and 48 hr, and for six different initial number of cells, (a) 10,000, (b) 12,000, (c)
14,000, (d) 16,000, (e) 18,000 or (f) 20,000.

4.2.3 Statistics

Comparison of the output of the computational model and experimental data is done

by computing statistics from both sources. The statistics computed are the number

of cells, N , the position of the leading edge, LE, and the average cell density, q.

The computational model records positions of node points, whereas the data from
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Jin et al. [36] provides the average density of cells at the points 0 µm, 25 µm, 75

µm, . . ., 1825 µm, 1875 µm, 1900 µm, therefore it is necessary to establish algorithms

to convert from node positions to cell densities and vice versa, so these data can be

compared. These algorithms are outlined in Appendix C.1, are visualised in Figure

4.6, and ensure that features are extracted from experimental data for only one-half

of a scratch assay, and only while the cell density is high enough so the assumption

of cell-cell contact is reasonable.

4.2.3.1 Comparing cell densities

Henceforth we use subscripts exp and sim to differentiate between experimental and

simulation statistics. Using the methods in Appendix C.1.1 we can estimate the cell

density, qsim, at any position x ∈ [0, LEsim]. Further, using the methods in Appendix

C.1.3 we can estimate the cell density, qexp at any position in x ∈ [0, LEexp].

In order to compare qexp and qsim we must interpolate both cell densities onto the

same domain. It is most logical to interpolate onto the x ∈ [0, LEexp] domain, as

the x positions at which experimental data are recorded is fixed. When computing

the deviation between qexp and qsim, we must also consider how many positions to

interpolate the cell densities at.

For simplicity, we interpolate using the MATLAB interp1 function on a mesh with

eleven space points evenly distributed in x ∈ [0, LEexp]. If the cell density, qsim, is not

defined at any of the eleven space points, it is given a value equal to the equilibrium

value there, 1/asim, where asim is the resting spring length used in the simulation

generating cell density qsim.

Finally, we note that in the case where multiple replicates are used, the experimen-

tal leading edge is the average of all experimental leading edges, LEexp = LEexp,rep

and so all subsequent computations of the cell density, q, are interpolated onto

r ∈ [0, LEexp] before averaging, qexp = qexp,rep
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Figure 4.6: The experimental data (top-left) is converted to node positions via the algo-
rithm in Appendix C.1 (top-middle). A subset of the resulting node positions are considered
to give a single advancing wave-front. The resulting positions are used to compute exper-
imental data in the form of a density, (bottom-left, crosses, shown with comparison to
original densities) a leading edge position (top-right), or a number of cells (bottom-right).
We only consider data where the two sides of the scratch assay have not met, and where
the cell density is at least half the carrying capacity, qmax = 1.7× 10−3 cells / µm2.
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4.2.4 Inference - ABC-SMC

In this section we outline the algorithm we use for inference, ABC-SMC, which has

been applied in many areas of systems biology [92]. The algorithm iteratively con-

verges to the posterior distribution, by gradually reducing the tolerance between

experimental and simulation statistics. By sampling parameters from previously ac-

cepted population parameters, the algorithm retains parameters resulting in simula-

tions that most closely match experiments.

4.2.4.1 Algorithm

Starting with a prior distribution of parameters, θ, we seek to compute the posterior

distribution of parameters of the model given experimental data, D. Bayes theorem

provides a means of doing this, namely the relationship, π(θ|D) = π(D|θ)π(θ), where

π(θ) is the prior distribution, π(θ|D) is the posterior distribution, and π(D|θ) is the

likelihood of observing experimental data given model parameters.

Approximate Bayesian inference methods utilise Bayes theorem by converging

on the likelihood function rather than the posterior distribution, as it is simpler to

estimate computationally. We use ABC-SMC with summary statistics, S, so that

instead of attempting to find the likelihood of the full experimental data, D, we can

instead reduce the dimensionality of D and deal with a more tractable set of data,

S(D).

We therefore make the assumption that π(θ|D) ≈ π(θ|S(D)), which is acceptable

when the statistics under consideration are sufficient. Determining sufficiency of

statistics is an ongoing area of research [6, 69], but not further considered here.

We demonstrate the ABC-SMC algorithm in Algorithm 3, with the following

definitions:

• M is the number of populations;
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• L is the number of parameters accepted in each population;

• K is a perturbation kernel for adjusting sampled parameters;

• γ is the percentile value used to determine the distance threshold for subsequent

populations 1;

• d is the distance function defined in Section 4.2.4.2.

In all that follows, K is a multivariate normal distribution with zero mean and stan-

dard deviation based on the previous accepted population of parameters and an op-

timised acceptance rate [27, 84].

The ABC-SMC algorithm results in a sequence of populations of θ and weights

w for each population m. The final population m = M corresponds to accepted

parameters with the smallest distance between simulation and experiment, which

are used to generate a posterior distribution. The algorithm is implemented using

self-written code in MATLAB.

4.2.4.2 Distance calculation and information gain

We record the following statistics at multiple times during simulations, t1, . . . , tZ ,

where Z is the number of time points considered. For experimental data, we choose

Z = 2, with t1 = 12 hr, t2 = 24 hr. Denote the duration of the simulation by T ≡ tZ .

The statistics considered are as follows:

1. cell density interpolated at 11 points, qj,z = q(r̃j, tz), for j = 0, 1, . . . , 10, r̃j =

LEexp × j/10;

2. leading edge position, LEz = rN(tz)(tz);

3. number of cells, Nz = N(tz).
1We use a percentile value rather than pre-defining a sequence of decreasing tolerances, ε =

ε1, . . . , εM for simplicity.
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Algorithm 3 Approximate Bayesian computation - sequential Monte Carlo algo-
rithm
repeat

Sample parameters from the prior distribution, θ∗. These samples are known
as particles.

Simulate a data set, D∗, from the model with parameters, θ∗.
Compute the distance between summary statistics obtained from simulated

data, S(D∗), and those obtained from experimental data, S(D), using distance
function d.

if d(S(D∗), S(D)) < ε1 then
Accept particle θ∗ into population 1.

end if
until L particles have been accepted.
Particles accepted in population 1 have uniform weights, w1 = 1.
for m = 2, . . . ,M do

Set εm to be the γ percentile of the previous distances of accepted parameters.
repeat

Simulate a data set, D∗, from the model with parameters sampled from
population m− 1 with weights wm−1 and perturbed with perturbation kernel K;

Compute the distance between summary statistics obtained from simulated
data, S(D∗), and those obtained from experimental data, S(D), using distance
function d;

if d(S(D∗), S(D)) < εm then
Accept particle θ∗ into population m;
Compute the weight for the accepted particle as w = π(θ∗)/∑L

l=1(wlm−1∗
K(θ∗|θlm−1));

end if
until L particles have been accepted.
Normalise the weights wm so they sum to unity.

end for
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The experimental statistics are computed at each time point and used to calculate

median absolute deviation statistics, σ(Sz,exp), and are utilised in the distance function

to weight different statistics equally, therefore allowing for combining of statistics

without bias. The distance function is computed for each statistic as follows,

dqz = qj,z − qj,z,exp
σ(qj,z,exp)

√
Z × 11

,

dLEz = LEz − LEz,exp
σ(LEz,exp)

√
Z
,

dNz = Nz −Nz,exp

σ(Nz,exp)
√
Z
.

After computing the distance for each time point, compute the overall distance for

the simulated statistic, S ∈ {q, LE,N}, via,

dS =
√∑

z

(dSz )2. (4.3)

When combining statistics, simply compute the normed distance, for example,

dq&LE =
√∑

z

(
(dqz)2 + (dLEz )2

)
. (4.4)

These distance functions are used in the ABC-SMC algorithm 3. The final population

corresponds to the parameters, θ, resulting in the smallest distances between experi-

ment and simulation statistics, are used to approximate a posterior distribution. The

posterior distribution is approximated via kernel density estimation, which computes

the sum of multivariate Gaussian kernels centred on each accepted parameter, to form

a smoothed distribution. As θ consists of three parameters (a, α, β), the bandwidth

(standard deviation) for the multivariate Gaussian kernel is calculated via Silverman’s
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rule,

hi = σ̂i
5
( 4

5× L

) 1
7
, for i = 1, 2, 3,

where L is the number of samples and σ̂i is the standard deviation of the ith variate.

[85]

Using this bandwidth and the MATLAB function mvksdensity (for multi-dimensional

kernel density estimation), we arrive at a three-dimensional posterior approximated on

a fine mesh with 50 grid points in each dimension, which can be integrated numerically

to obtain two- and one-dimensional posterior distributions, along with the approx-

imate information gain of each posterior, when moving from the prior distribution

to the posterior distribution. Information gain is computed via the Kullback-Leibler

divergence,

IKL =
∫
θ
p(θ|D) log

(
p(θ|D)
p(θ)

)
dθ,

akin to computations when performing inference on the two-dimensional on-lattice

model in Chapter 3. Note that IKL can be computed for the full posterior distribution,

or marginal posterior distributions, to quantify how informative a statistic is of a

specific parameter or a pair of parameters.

4.2.4.3 Inference particulars

The experimental data used is of cell densities at two times, t1 = 12 hr and t2 = 24

hr, so we consider synthetic experiments with Z = 2 and T = 24 hr initially, before

considering a series of experimental protocols that may help improve inference. The

initial inference protocols are shown in Table 4.1, and describe cells with a cell width,

motility rate, and proliferation rate analogous to the experimental data considered

later.
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Table 4.1: The parameter choices adopted in initial inference procedures, influenced by
the experimental data considered. Any deviation from these values in Section 4.3 are clearly
outlined.

Description Symbol Value
Number of populations of ABC-SMC M 6
Number of particles in each population L 200
Tolerance scheme quantile γ 0.5
Prior a π(a) U(15µm, 50µm)
Prior α π(α) U(0.01µm2/hr, 10µm2/hr)
Prior β π(β) U(0hr−1, 0.04hr−1)
Experimental a aexp 25 µm
Experimental α αexp 5 hr−1

Experimental β βexp 0.02 hr−1

Force law Fi Linear, see Table 5.3
Proliferation law Gi Constant, see Table 5.4
Length of experiment T 24 hr
Number of time points Z 2
Number of replicates - 10
Initial number of cells N0 30
Initial length of domain R 750 µm

To estimate typical values that αmay take in order to estimate a prior distribution,

we consider the equation from Murray et al. [58], that determines a relationship

between a population-level diffusion coefficient, D, and the motility parameter, α.

For a linear force law, this relationship is D = α/q2, where q is the density of cells in

the domain, which (at equilibrium) is equal to 1/a. Therefore, α ≈ D/a2, hence, we

can estimate α using previously obtained values of D from the work of Jin et al. [36]

on prostate cancer PC-3 cells, as D ≈ 625 µm2/hr, a ≈ 25 µm, hence α ≈ 1.
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4.3 Results

In this section parameter inference investigations are carried out on both synthetically

created data, and experimental data from Jin et al. [36]. Inference of model param-

eters using synthetic data establishes the identifiability of parameters of the model.

Further, considering a variety of synthetic experiments allows us to determine the

most informative experimental design to determine each model parameter. Following

on from these synthetic experiments, inference methods are applied on experimental

data to find model parameters for a fixed force and proliferation law.

4.3.1 Inference using synthetic data: experimental design

In this section we consider how experimental design can be improved to increase

the accuracy of parameter estimates obtained from ABC-SMC, quantified using the

Kullback-Leibler divergence. There are numerous experimental adjustments that can

be made, from the simple, such as changing the duration of experiment, to the com-

plex, such as manipulating the experimental domain. To understand the effectiveness

of each design choice, synthetic experimental data is computed, and ABC-SMC is

applied to estimate model parameters in each design, and the Kullback-Leibler diver-

gence values are compared with those from a ‘control’ experimental design.

The ‘control’ experimental design is of synthetic data generated according to the

parameters in Table 4.1, where we investigate if we can recover model parameters

using either cell density data, q, leading edge data, LE, or number of cells data, N .

We try to infer the spring constant, α, resting spring length, a, and proliferation

parameter, β, from an initially uniformly distributed line of cells.

We display the experimental data, the one- and two-dimensional posterior dis-

tributions, and the information gained in moving from the prior distribution to the

posterior distribution in Figure 4.7. We consider the simple case with final time
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T = 24 hr, and number of time points Z = 2, matching conditions in experimental

data. We find one-dimensional posterior distributions are centred around true values

for the resting spring length, a, using either statistic q or LE, and the proliferation pa-

rameter, β, using statistic N . In Appendix C.2.1 we determine that using a distance

function that is a combination of statistics does not considerably increase the infor-

mation gained about each parameter. Therefore we opt not to consider combinations

of statistics for the other inference experiments considered.

4.3.1.1 More time points

We now perform the same investigation with data recorded for Z = 4 time points

instead of Z = 2, so we record the positions of nodes at times t = 6 hr, 12 hr, 18

hr, 24 hr. We expect this experimental modification to be relatively straight-forward

to implement in practice. In Figure 4.8 we can see that the information gain has

increased marginally over the base experiment for all parameters and every statistic

considered, meaning better estimates of the parameters are likely to be gained from

an experiment with more time points. A simple recommendation from this result is

to measure each statistic with a higher temporal resolution where possible. However,

one should take care not to increase the temporal resolution too greatly, else the data

becomes highly dimensional, and as data from each time point is equally weighted,

we may be introducing excess data, and instead decrease the information gain.

4.3.1.2 A longer experiment

We now investigate the extent to which conducting a longer experiment changes

the information obtained. We keep all experimental parameters consistent except

now measure statistics at times t = 24 hr and t = 48 hr. Results shown in Figure

4.9 demonstrate that when considering a longer experiment, significantly more in-

formation is obtained about the proliferation parameter, β, seemingly at the cost of
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Symbol Value
Z 2
T 24 hr
N0 30
R0 750 µm
aexp 25 µm
αexp 5 µm2/hr
βexp 0.02 hr−1

Fi Linear
Gi Constant

Figure 4.7: We perform ABC-SMC with synthetic data computed using the experimen-
tal parameters shown. Prior distributions used and other inference choices are outlined
in Table 4.1. We display the synthetic experimental data in the left-most plots, for ei-
ther the cell density, the leading edge or the number of cells. The central plots show the
marginal one-dimensional posterior distributions for parameters a, α and β computed using
statistics q, LE or N , which generally provide the most one-dimensional information gain.
The right-most plots show marginal two-dimensional posterior distributions for some two-
dimensional parameter combinations. The information gains computed from each marginal
one-dimensional posterior distributions or marginal two-dimensional posterior distributions
are shown for each statistic in the bar plots, where each information gain is shown with
error-bars computed from three independent runs of ABC-SMC.
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Symbol Value
Z 4
T 24 hr
N0 30
R0 750 µm
aexp 25 µm
αexp 5 µm2/hr
βexp 0.02 hr−1

Fi Linear
Gi Constant

Figure 4.8: We perform ABC-SMC with synthetic data computed using the experimen-
tal parameters shown. Prior distributions used and other inference choices are outlined
in Table 4.1. We display the synthetic experimental data in the left-most plots, for ei-
ther the cell density, the leading edge or the number of cells. The central plots show the
marginal one-dimensional posterior distributions for parameters a, α and β computed using
statistics q, LE or N , which generally provide the most one-dimensional information gain.
The right-most plots show marginal two-dimensional posterior distributions for some two-
dimensional parameter combinations. The information gains computed from each marginal
one-dimensional posterior distributions or marginal two-dimensional posterior distributions
are shown for each statistic in the bar plots, where each information gain is shown with
error-bars computed from three independent runs of ABC-SMC. Comparison to Figure 4.7
clearly shows the changes in information gain when using Z = 4 time points instead of
Z = 2 time points.
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information about the spring length, a, (and to a lesser extent the motility parameter,

α).

Over a long time scale, proliferation dominates the evolution of the tissue, so

it is unsurprising that a more precise β estimate can be obtained using a longer

experiment. A recommendation from these results is that in order to obtain precise

estimates for both a and β, a longer duration experiment should be considered, with

images captured more frequently initially (to estimate a), and less frequently later

(to estimate β). For example we could consider an experiment with time points t = 6

hr, 12 hr, 18 hr, 24 hr and 48 hr.

4.3.1.3 Different initial cell numbers

By keeping the initial cell density consistent, we can investigate how increasing or

decreasing the number of cells initially impacts the inference of model parameters. In

Figure 4.10 it is clear that for lower cell numbers, more information is obtained about

the spring length, a, from the cell density statistic, q. We expect this is due to the

fact that, for smaller cell numbers (and hence a smaller domain), deviations in q are

more easily captured than when there are larger cell numbers. We also note that for

higher cell numbers we obtain more confidence in the proliferation parameter, β, from

the number of cells statistic, N , which is unsurprising as for larger initial numbers of

cells we see more proliferation events.

Comparing this investigation with those already considered suggests that the in-

formation gained from model parameters is maximised when considering a range of

time-steps and experiment durations, rather than a variety of initial cell numbers.

4.3.1.4 Initially confined cells

Instead of initialising with cells initially at their resting lengths, we could consider an

experiment that stretches or compresses a line of cells at confluence. Although simple
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Symbol Value
Z 2
T 48 hr
N0 30
R0 750 µm
aexp 25 µm
αexp 5 µm2/hr
βexp 0.02 hr−1

Fi Linear
Gi Constant

Figure 4.9: We perform ABC-SMC with synthetic data computed using the experimen-
tal parameters shown. Prior distributions used and other inference choices are outlined
in Table 4.1. We display the synthetic experimental data in the left-most plots, for ei-
ther the cell density, the leading edge or the number of cells. The central plots show the
marginal one-dimensional posterior distributions for parameters a, α and β computed using
statistics q, LE or N , which generally provide the most one-dimensional information gain.
The right-most plots show marginal two-dimensional posterior distributions for some two-
dimensional parameter combinations. The information gains computed from each marginal
one-dimensional posterior distributions or marginal two-dimensional posterior distributions
are shown for each statistic in the bar plots, where each information gain is shown with
error-bars computed from three independent runs of ABC-SMC. Comparison to Figure 4.7
clearly shows the changes in information gain when using T = 48 hr instead of T = 24 hr.
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Symbol Value
Z 2
T 24 hr
N0 20
R0 500 µm
aexp 25 µm
αexp 5 µm2/hr
βexp 0.02 hr−1

Fi Linear
Gi Constant
Symbol Value
Z 2
T 24 hr
N0 30
R0 750 µm
aexp 25 µm
αexp 5 µm2/hr
βexp 0.02 hr−1

Fi Linear
Gi Constant
Symbol Value
Z 2
T 24 hr
N0 40
R0 1000 µm
aexp 25 µm
αexp 5 µm2/hr
βexp 0.02 hr−1

Fi Linear
Gi Constant

Figure 4.10: We perform three runs of ABC-SMC with synthetic data computed using
the experimental parameters shown in the left-most tables, where we change the number
of cells initially and the domain size those cells occupy (to ensure they are initially at their
resting length). Prior distributions used and other inference choices are outlined in Table
4.1. The central plots show the information gain in the marginal one-dimensional posterior
distributions for each parameter and each statistic, q, LE or N . The right-most plots show
the information gain from the marginal two-dimensional posterior distributions for each
parameter combination and each statistic. Each information gain is shown with error-bars
computed from three independent runs of ABC-SMC. Note that the middle row of plots are
the same as those in Figure 4.7, for ease of comparing the information gain when starting
with more or less cells.
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to implement in the computational model, this is harder to achieve in practice, and

requires materials and experimental equipment such as those described in Gudipaty

et al. [33]. These experiments seed cells onto a stretchable membrane, before uni-

formly stretching that membrane. Replicating these methods in the computational

model (and creating the appropriate synthetic data), we are able to quantify the po-

tential information gain from these types of experiment and compare to the ‘control’

experiment.

In Figure 4.11 the information gain when initialising N0 = 20, 30 or 40 cells on

a fixed domain of size 750µm is shown. The cells are either uniformly strecthed

(N0 = 20), or uniformly compressed (N0 = 40) with the aid of experimental aparatus

[33]. Disappointingly, we find that there is only a slight increase in the information ob-

tained in spring length parameter a, when using the cell density statistic q. However,

when initialising cells compressed or stretched the two-dimensional (a, α) posterior

distributions are shaped differently (overlap at right angles to each other), so com-

bining them may allow us to obtain the previously unidentifiable motility parameter,

α. This is investigated further in following section.

4.3.1.5 Combining experiments

By combining the statistics of the stretched and compressed experiments on a fixed

domain (R = 750µm), we hope to identify the motility parameter α. In Figure 4.12

the information gain from these combined experiments, and the two-dimensional (a,

α) posterior distributions using the leading edge statistic LE, are shown from the

compressed, stretched and combined experimental protocols. The information gain

for α is much larger than the previously considered experiments, suggesting it may

be possible to identify α with these experiments.
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Symbol Value
Z 2
T 24 hr
N0 20
R0 750 µm
aexp 25 µm
αexp 5 µm2/hr
βexp 0.02 hr−1

Fi Linear
Gi Constant
Symbol Value
Z 2
T 24 hr
N0 30
R0 750 µm
aexp 25 µm
αexp 5 µm2/hr
βexp 0.02 hr−1

Fi Linear
Gi Constant
Symbol Value
Z 2
T 24 hr
N0 40
R0 750 µm
aexp 25 µm
αexp 5 µm2/hr
βexp 0.02 hr−1

Fi Linear
Gi Constant

Figure 4.11: We perform three runs of ABC-SMC with synthetic data computed using the
experimental parameters shown in the left-most tables, where we change the number of cells
initially, keeping the size of domain fixed, so cells are either stretched (top-row), at their
resting length (middle-row), or compressed (bottom-row) initially. Prior distributions used
and other inference choices are outlined in Table 4.1. The central plots show the information
gain in the marginal one-dimensional posterior distributions for each parameter and each
statistic, q, LE or N . The right-most plots show the information gain from the marginal
two-dimensional posterior distributions for each parameter combination and each statistic.
Each information gain is shown with error-bars computed from three independent runs of
ABC-SMC. Note that the middle row of plots are the same as those in Figure 4.7, for ease
of comparing the information gain when starting with stretched or compressed cells.
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Symbol Value
Z 2
T 24 hr
N0 20 and 40
R0 750 µm
aexp 25 µm
αexp 5 µm2/hr
βexp 0.02 hr−1

Fi Linear
Gi Constant

Figure 4.12: We perform ABC-SMC with combined synthetic data computed using the
experimental parameters shown from an experiment with N0 = 20 and with N0 = 40, where
we fix the domain size, so we have data from both stretched cells and compressed cells.
Prior distributions used and other inference choices are outlined in Table 4.1. The bar plots
show the information gain in the marginal one-dimensional or two-dimensional posterior
distributions for each parameter combination and each statistic, q, LE or N . The bottom-
row displays the marginal two-dimensional posterior distribution in a, α when using the
leading edge statistic, from the initially stretched experiment (left, N0 = 20), the initially
compressed experiment (middle, N0 = 40), or the combination of both of these experiments,
(right). We can clearly see that the opposing shapes of the posterior distributions from the
two experiments causes their combination to yield a larger information gain in parameter
α.
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4.3.1.6 Summary

To summarise investigations, Figure 4.13 shows the difference between the three-

dimensional information gain in each experimental design considered and the ‘control’

experimental design shown in Figure 4.7. The simplest means to increase the infor-

mation gain from the leading edge statistic, LE, and the number of cells statistic,

N , is to use an experiment that captures images at a high frequency initially, and

a slow frequency later, for example by observing at times t = 0 hr, 6 hr, 12 hr and

24 hr. Further, the information from the leading edge, LE, is substantially increased

when combining the fixed-domain N0 = 20 and N0 = 40 experiments. In order to

obtain an estimate for α, we determined that a combination of stretch/compressed

experiments should be performed. In practice, however, such experiments are difficult

to perform without the requisite experimental apparatus, so it may not routinely be

possible to estimate the motility parameter, α. The motility parameter α is hard

to interpret physically, as it is a combination parameters, one of which is the drag

coefficient of the underlying substrate, and is therefore difficult to quantify. In order

to understand the impact of the lack of confidence in α has on future experimental

predictions, posterior predictive checks are considered in the next section for a range

of experimental data.

98



co
nt
ro
l

-

Figure 4.13: The ABC-SMC experiments performed lead to three-dimensional posterior
distributions for each statistic, from which we compute the (three-dimensional) information
gains, and display here the difference in the information gain from the experiment considered
and the “control" experiment we started with in Figure 4.7, denoted IcontrolKL (T = 24 hr,
Z = 2). The error-bars are computed from three independent runs of ABC-SMC in each
case. We observe that some experiments lead to less information gain for some statistics,
whereas some lead to marginal or considerable increases in the information gained. This is
discussed further in Section 4.3.1.6
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4.3.2 Inference using experimental data

The data from Jin et al. [36] describes the evolution of the density of cells in a scratch

assay over time. This cell density data is converted to node positions using the

methods in Appendix C.1, allowing us to initialise the model with non-uniform initial

cell densities, replicating experimental data that is captured with Z = 2 time points

over a period of T = 24 hr. We consider data taken from an experiment initialised

with 14,000, 16,000 and 18,000 cells. We infer parameters of each set of experimental

data before choosing one of the resulting posterior distributions to attempt posterior

predictive checks, to ascertain the predictive potential of the model.

4.3.2.1 Choice of inference particulars

We choose the following prior distributions:

π(a) = U(25, 75)µm;

π(α) = U(0.001, 10)h−1;

π(β) = U(0, 0.08)h−1.

We use ten replicates, as this results in statistics with a variation similar to experi-

mental data.

4.3.2.2 Varying initial cell density

ABC-SMC is applied to each experimental data set (with either 14,000, 16,000, or

18,000 cells initialised), and a subset of the resulting one-dimensional posterior dis-

tributions and the resulting Kullback-Leibler information gains in moving from the

prior to the posterior are shown in Figure 4.14. For the spring length a, the posterior

distribution resulting from the use of the cell density statistic, q, is used; for the

motility parameter, α, the leading edge statistic, LE, is used; and for the prolifera-
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tion parameter, β, the number of cells statistic, N , is used to generate the posterior

distribution. The analogous plots for two-dimensional posterior distributions and in-

formation gains are shown in Figure 4.15, and display the (a, α) distributions for q

and LE, or the (a, β) distribution for N . For each parameter (or parameter com-

bination), the posterior distribution displayed generally corresponds to the posterior

distribution with a maximal information gain out of the three statistics considered.

We note that for each experimental data set, the one- and two-dimensional poste-

rior distributions are slightly different to one another when using the same statistic.

Looking down columns of Figure 4.14, for example, clearly shows varying widths of

posterior distributions for the spring length, a and the motility parameter, α, and ap-

pears to show a shifting of the posterior distribution for the proliferation parameter,

β depending on the initial number of cells.

However, in either one- or two-dimensions, there is overlap in these posterior

distributions. Similarly to the results in the previous section, the cell density statistic,

q provides the most information about the spring length parameter, a, the leading

edge statistic, LE, provides the most information about the motility parameter α,

and the number of cells statistic is most informative with the proliferation parameter,

β. Using the one-dimensional posterior distributions for a, α and β for each statistic,

we can obtain estimates for a, α and β from the experimental data sets considered,

and these are given in Table 4.2 for ease of comparison.

The Kullback-Leibler information gains of the full posterior distributions from

each statistic are given in Table 4.3. In particular, we note that the cell density

statistic, q, is the most informative statistic in three dimensions on average, though

consideration of one- and two-dimensional information gains is also vital in making

this conclusion, as the number of cells statistic is also very informative, but one- and

two-dimensional posterior distributions make it clear that it provides no information

about the model parameters a and α.
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Figure 4.14: We perform ABC-SMC using the experimental data from Jin et al. [36]
extracted using the methods in Appendix C.1.2. The inference particulars we use are
described in Section 4.3.2.1. Experimental data is initialised with either 18000 cells (top
row), 16000 cells (second row) or 14000 cells (third row). Experimental data consists of
two time points, and has a duration of 24 hours. We find that each initialisation results in
slightly different marginal one-dimensional posterior distributions, suggesting a sensitivity
of the parameters on the initial number of cells, and is discussed further in Section 4.3.2.2.
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Figure 4.15: We perform ABC-SMC using the experimental data from Jin et al. [36]
extracted using the methods in Appendix C.1.2. The inference particulars we use are
described in Section 4.3.2.1. Experimental data is initialised with either 18,000 cells (top
row), 16,000 cells (second row) or 14,000 cells (third row). Experimental data consists of
two time points, and has a duration of 24 hours. We find that each initialisation results in
slightly different marginal two-dimensional posterior distributions, suggesting a sensitivity
of the parameters on the initial number of cells, and is discussed further in Section 4.3.2.2.
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Table 4.2: We compute the means and standard deviations of the model parameters from
the experimental data inference (see Figure 4.14), using the statistic that most commonly
leads to maximum one-dimensional information gain in each case.

Parameter / Statistic 18,000 cells 16,000 cells 14,000 cells
a / q 45.44±5.47 50.80±8.04 50.37±8.03
α / LE 4.55±2.09 2.26±1.51 4.18±2.11
β / N 0.0278±0.0027 0.0198±0.00244 0.0246±0.00237

Table 4.3: Three-dimensional Kullback-Leibler information gain from each experimental
data set and statistic combination.

Experiment/Statistic q LE N
IKL (18000 cells) 2.3917 1.6823 2.0125
IKL (16000 cells) 1.9259 1.5069 2.1379
IKL (14000 cells) 2.0417 1.6169 2.1148

Average IKL 2.1198 1.6020 2.0884

4.3.2.3 Posterior predictive checks

The posterior distribution from one of experimental data sets can be used to pre-

dict experimental statistics from a different experimental data set using a posterior

predictive check. A check is performed by repeatedly sampling from one posterior dis-

tribution and running the model to obtain a distribution of statistics. Comparing the

resulting distribution of statistics with the true statistics determines the predictive

ability of the model in an unfamiliar context.

In Figure 4.16 parameters are sampled from the posterior distribution using the

cell density statistic, q, established from the experimental data initialised with 16,000

cells. Predictions are made of the statistics of the experimental data sets initialised

with 14,000 cells, 16,000 cells, or 18,000 cells initially. We find that we are able

to predict the statistics from each of the experimental data sets. We note that the

error bars displayed are one standard deviation, so experimental data (blue lines)

are well within confidence intervals for each statistic. Similar results are seen if we

use the posterior distributions from other initial numbers of cells to predict (e.g.

using the posterior distributions from the experiment with 14000 cells initially to
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predict the statistics from the experiment with 18000 cells initially). These results give

us confidence that the one-dimensional stochastic model incorporating proliferation

can reasonably be used in an experimental context to infer parameters and make

predictions on the behaviour of cells under different initial data.

4.4 Discussion

In this chapter we have applied ABC to explore experimental design in a one-dimensional

off-lattice model that accounts for cell mechanics and where cells proliferate stochas-

tically. When using synthetically created data, we have demonstrate a series of ex-

periments that can increase the information gained in moving from an uninformative

prior distribution to a posterior distribution for the model parameters.

We have also considered the inference of model parameters when using experi-

mental data, and found that despite obtaining information gains that are generally

lower than in synthetic experiments, we are able to predict statistics from experiments

with different initial distributions of cells. This contrasts slightly with the conclusion

reached in Jin et al. [36], where different experimental data sets resulted in inferred

model parameters that depended on the initial density of cells.

Note that in this work we have used a simple linear force law and a proliferation

law with a constant proliferation rate. It is uncertain what force or proliferation law

would best capture the behaviour of cells. One future direction of this work would

be to try and utilise model selection techniques [51] to infer between different force

laws and proliferation laws.

To further investigate the model established in this Chapter and its behaviour

under different force and proliferation laws, we attempt to establish a continuum

model in the next Chapter. This will allow us to compare statistics resulting from

the model under different initial conditions and parameter combinations.
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Figure 4.16: We perform posterior predictive checks by sampling from the three-
dimensional posterior distribution for cell density, q, from the experiment with 16,000 cells
initially (Figure 4.14 shows the corresponding marginal one-dimensional posterior distri-
butions). In the top row, we attempt to predict the statistics of the 18,000 cells initially
experiment (blue) - we show the average and standard deviation of the statistics computed
from 1000 independent runs of the model (red). In the middle row, we attempt to predict
the statistics of the 16,000 cells initially experiment (blue) from 1000 independent runs of
the model (red). In the bottom row, we attempt to predict the statistics of the 14,000 cells
initially experiment (blue) from 1000 independent runs of the model (red). In the case of
the leading edge and number of cells, standard deviations are shown as error bars, whereas
for the cell density, we show the statistics at t = 12 hr (dashed) and t = 24 hr (solid), and
demonstrate the errorbars on the data via the pink lines at either time point.
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Chapter 5

Coarse graining of an off-lattice

model with proliferation

The work in this chapter has been submitted for publication in Journal of Theoretical

Biology, under the title A free boundary model of epithelial dynamics.

5.1 Introduction

Understanding cell spreading in biological systems is achieved by establishing com-

putational or mathematical models formulated through the guidance of experiments.

Models are usually established at the level of an individual cell, but in order to link

them with experimental data it is beneficial to coarse grain individual-based models in

order to yield a density formulation that can be compared directly with experiments.

Coarse graining of cell-spreading models usually entails deriving a partial differ-

ential equation (PDE) for the cell density that incorporates the cell-level mechanisms

specified in the IBM. On-lattice models of cell spreading allow for less computation-

ally demanding simulations and analytical tractability. However, the introduction of

lattice-based artefacts in these models can render them less realistic than off-lattice

models. In particular, off-lattice models allow more realistic force laws to be accounted
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for [56, 58].

The difficulty in coarse graining off-lattice models means that most coarse-graining

attempts are performed on one-dimensional models [26], and there are few coarse-

grained models that account for both mechanisms of cell proliferation and cell-cell

interaction. Coarse graining of proliferation mechanisms in off-lattice models, to our

knowledge, has only previously been attempted at low densities [65], though one could

postulate proliferation laws that recapitulate individual behaviours (e.g. according

to a cell cycle, [57]).

The work in this chapter extends the work of Murray et al. [58], using the model

established in Chapter 4, by deriving continuum models for the evolution of the

density of cells for a general interaction force law and a general proliferation law.

Through the careful coarse-graining and solving of a cell-density PDE on a growing

domain, we demonstrate the ability to accurately describe population-level behaviours

with individual processes in a wide variety of potential cell phenotypes.

5.2 Linear force law model

The model considered here has been previously established in Chapter 4. In brief, we

consider the one-dimensional cell spreading model first introduced by Murray et al.

[57], where a series of springs are attached to one another at node points. Springs

in this model formulation can be thought of as cells, and node points represent the

boundary of cells.

Cells move according to the forces they are subjected to by their surrounding cells,

and cells are assumed to be in contact with their neighbours at their boundaries. The

left-hand edge of the first cell is fixed at the origin, and the right-hand edge of the final

cell is free to move. The full model is visualised during a proliferation event in Figure

4.4, however, in this section the model is considered in the absence of proliferation.
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Deriving a model from a balance of forces argument results in equation (4.1) in

Chapter 4. After simplifying assumptions (outlined in the previous paragraph) are

taken into consideration, the resulting model is

r0 = 0,

η
dri
dt = F int

i,i−1 + F int
i,i+1, for i = 1, . . . , N − 1, (5.1)

η
drN
dt = F int

N,N−1,

where i is the node indexing variable, the interaction force between cells i and j is

given by F int
i,j , N is the number of cells, t is the current time, and η is the drag constant.

To progress with the coarse graining of this model, assume that the interaction force

is a linear force law with spring constant k.

F int
i,j = k(a− |ri − rj|)

ri − rj
|ri − rj|

.

Note that i is integer valued, and ranges between 0 and N , the number of cells. ri is

a continuous variable that represents position, has dimensions of length, and ranges

between 0 and N×a when cells are at equilibrium. By writing α = k/η, the equation

of motion of node i ∈ {1, . . . , N − 1} is given by

dri(t)
dt = α [ri−1(t)− 2ri(t) + ri+1(t)] , i = 1, . . . , N − 1, (5.2)

The position of the final node, rN , is only influenced by the relaxation of the N th cell,

so the equation of motion is

drN
dt = α [rN−1(t)− rN(t) + a] . (5.3)

The equation of motion for i = 0 is still r0 = 0, as it is fixed at the origin. We assume
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that the initial positions of nodes are given by a strictly increasing function of the

index variable.

5.2.1 Numerical solution of node positions model

The initial system of ODEs model, as described in equations (5.2) and (5.3), can

be solved analytically, but for simplicity we solve for the position of each node, ri,

numerically using a simple forward Euler method with time-step dt = 0.001, and

node positions initially uniformly distributed in [0, R].

The forward Euler method is implemented with self-written code using MATLAB

2019a. Using a desktop Windows 10 PC with an Intel Core i5-3570 processor (3.40

GHz) and 16GB RAM. A simulation with N = 45 cells initially, a = 1 and α = 15,

until final time T = 100, takes 0.829 seconds to run.

5.2.2 Continuum approximation

To make progress in deriving an equivalent continuum, coarse-grained model, with a

slight abuse of notation we extend the node positions, ri(t), which is only defined for

discrete i ∈ {0, . . . , N}, to a smooth function, r(i, t), which is defined for i ∈ [0, N ].

The function r(i, t) will approximate ri when i is an integer:

ri(t)≈ r(i, t), for i = 0, . . . , N, and t ≥ 0

To facilitate coarse graining, we first non-dimensionalise the model in equation (5.2)

using the scalings

ĩ = i

N
, r̃ = r

aN
, t̃ = αt

N2 = kt

ηN2 ,
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so that ĩ ∈ {0, 1/N, 2/N, . . . , 1} and r̃ = O(1). The model equations are then

r̃(0, t̃) = 0,

∂r̃(̃i, t̃)
∂t̃

= N2
[
r̃(̃i− 1/N, t̃)− 2r̃(̃i, t̃) + r̃(̃i+ 1/N, t̃)

]
, (5.4)

∂r̃(1, t̃)
∂t̃

= N2
[
r̃(1− 1/N, t̃)− 2r̃(1, t̃) + 1/N

]
,

where equation (5.4) holds for ĩ = 1/N, . . . , 1− 1/N .

Now we are able to consider the Taylor expansion about ĩ, after substitution of

the scalings in equations (5.2) and (5.3), to arrive at

r̃(0, t̃) = 0,

∂r̃(̃i, t̃)
∂t̃

= N2

r̃(̃i, t̃)− 1
N

∂r̃

∂ĩ
+ 1

2N2
∂2r̃

∂ĩ2
− 1

6N3
∂3r̃

∂ĩ3
+ 1

24N4
∂4r̃

∂ĩ4
+ . . .

+ r̃(̃i, t̃) + 1
N

∂r̃

∂ĩ
+ 1

2N2
∂2r̃

∂ĩ2
+ 1

6N3
∂3r̃

∂ĩ3
+ 1

24N4
∂4r̃

∂ĩ4
+ . . .

− 2r̃(̃i, t̃)


= ∂2r̃

∂ĩ2
+O

( 1
N2

)
, ĩ ∈ (0, 1)

1
N

∂r̃(1, t̃)
∂t̃

= N

r̃(1, t̃)− 1
N

∂r̃

∂ĩ
+ 1

2N2
∂2r̃

∂ĩ2
+ . . .

− r̃(1, t̃) + 1
N

,
= 1− ∂r̃

∂ĩ
+ 1

2N
∂2r̃

∂ĩ2
+O

( 1
N2

)
.

Neglecting terms which are O (1/N2), in the limit when N is large, we obtain a PDE

for the scaled positions of nodes, r̃, in terms of the continuous index variable ĩ. In

terms of the original variables, (using the above continuum approximation for i ) we
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obtain the diffusion equation,

∂r

∂t
= α

∂2r

∂i2
, for i ∈ (0, N), (5.5)

along with the boundary conditions

r = 0, for i = 0 and ∂r

∂t
= α

a− ∂r

∂i
+ 1

2
∂2r

∂i2

, for i = N. (5.6)

Initial conditions are specified by extending the discrete initial conditions, ri(0) =

r0
i for i = 1, . . . , N , to a continuous function r(i, 0) such that r(i, 0) = r0

i for i =

1, . . . , N . For simplicity, throughout this work extend the discrete initial condition to

a piecewise linear continuous function.

5.2.3 Derivation of cell density model

We convert equations (5.5) and (5.6) to be in terms of cell density by performing a

change of variables from (i, t) to (r, τ), and we define the cell density, q(r, τ), using

the node index, i = i(r, τ), as follows,

i(r, τ) =
∫ r

0
q(r′, τ)dr′, t = τ, (5.7)

which is more intuitively expressed as q(r, τ) = ∂i(r, τ)/∂r. Note that this definition

ensures i = 0 at the boundary r = 0. We perform the change of variables from (i, t)

to (r, τ) by noting that,


∂r

∂i

∣∣∣∣∣
t

∂r

∂t

∣∣∣∣∣
i

∂τ

∂i

∣∣∣∣∣
t

∂τ

∂t

∣∣∣∣∣
i

 =


∂i

∂r

∣∣∣∣∣
τ

∂i

∂τ

∣∣∣∣∣
r

∂t

∂r

∣∣∣∣∣
τ

∂t

∂τ

∣∣∣∣∣
r



−1

= 1
∂i

∂r

∣∣∣∣∣
τ

∂t

∂τ

∣∣∣∣∣
r

− ∂i

∂τ

∣∣∣∣∣
r

∂t

∂r

∣∣∣∣∣
τ


∂t

∂τ

∣∣∣∣∣
r

− ∂i
∂τ

∣∣∣∣∣
r

− ∂t
∂r

∣∣∣∣∣
τ

∂i

∂r

∣∣∣∣∣
τ

 ,
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and therefore, t = τ yields,

∂r

∂i
= 1

∂i

∂r

= 1
q

and ∂r

∂t
= − 1

∂i

∂r

∂i

∂τ
= −1

q

∂i

∂τ
. (5.8)

Another interpretation of the second equation in (5.8) is that as we follow the frame

of reference of node i while it moves, we know that i does not change, and hence the

material derivative of i is zero, so that we must have

Di
Dt = ∂i

∂t
+ ∂i

∂r

∂r

∂t
= 0.

If we now substitute equation (5.8) into the right-hand side of equation (5.5), we

obtain

α
∂2r

∂i2
= α

1
∂i

∂r

∂

∂r

 1
∂i

∂r

= α
1
q

∂

∂r

(
1
q

)
= − α

q3
∂q

∂r
. (5.9)

Therefore equation (5.5) can be rewritten as

∂r

∂t
= − α

q3
∂q

∂r
, for i ∈ (0, N), (5.10)

which represents how the domain, r, evolves along characteristics with constant index,

i. After a simple rearrangement using equation (5.8), by multiplying by −q and

differentiating with respect to r, we obtain a PDE for the cell density,

∂q

∂τ
= ∂

∂r

[
α

q2
∂q

∂r

]
, for r ∈ (0, L(τ)), (5.11)

which is a free boundary problem where the position of the boundary is given by

L(τ) = r(N, t).

The same change of variables applied to the boundary conditions in equation (5.6)
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yields

∂q

∂r
= 0, for r = 0 and α

a− 1
q
− 1

2q3
∂q

∂r

 = 0, for r = L(τ). (5.12)

To check the validity of the established boundary conditions, we consider whether

these conditions conserve mass. The mass is given by the integral of the cell density,

q, so consider the differentiation of the mass with respect to τ ,

d
dt

∫ L(τ)

0
q(r′, τ) dr′ = dL(τ)

dτ q(L(τ), τ) +
∫ L(τ)

0

∂q

∂τ
(r′, τ) dr′,

= dL(τ)
dτ q(L(τ), τ) +

∫ L(τ)

0

∂

∂r

[
α

q2
∂q

∂r

]
dr′,

=
[
αq

(
a− 1

q
− 1

2q3
∂q

∂r

)
+ α

q2
∂q

∂r

] ∣∣∣∣∣
r=L(τ)

− α

q2
∂q

∂r

∣∣∣∣∣
r=0

,

= 0,

where the final line comes from using equations (5.14). Therefore mass is conserved

under these boundary conditions. Note that the boundary condition applied at the

right-hand boundary r = L(τ), is slightly different to that derived in [57], where the

boundary condition was derived by neglecting terms that are O(1/N) and is of the

form q = 1/a for r = L(τ).

To establish an initial density, q(r, 0) ≡ q0(r), for initial node positions, r0
i , equa-

tion (5.7) is used with a finite difference approximation to write,

2 = (i+ 1)− (i− 1) =
∫ r0

i+1

r0
i−1

q(r, 0)dr ≈ (r0
i+1 − r0

i−1)q0(r0
i ), i = 1, . . . , N − 1

which can be rearranged to give

q0(r0
i ) = 2

(r0
i+1 − r0

i−1) , for i = 1, . . . , N − 1.
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A similar finite difference approximation on the left- and right-hand boundaries gives,

q0(0) = 1
r0

1
, and q0(r0

N) = 1
r0
N − r0

N−1
,

and we take q0(r) to be piecewise linear between node positions.

5.2.3.1 Numerical solution

In summary we obtain a PDE for the cell density in the domain,

∂q

∂τ
= ∂

∂r

[
α

q2
∂q

∂r

]
, for r ∈ (0, L(τ)), (5.13)

along with the boundary conditions

∂q

∂r

∣∣∣∣∣
r=0

= 0 and
[

1
2q2

∂q

∂r
+ aq − 1

] ∣∣∣∣∣
r=L(τ)

= 0. (5.14)

and an initial condition that is computed from initial node positions as described

previously,

q(r, 0) = q0(r) for r ∈ (0, L(0)). (5.15)

We are therefore left with an equation for the density on an evolving domain. We

numerically solve these equations by using a Lagrangian transformation to convert

this to a PDE for the density on a fixed domain, and a PDE for the evolving domain.

We outline the full method for the more general model with proliferation in Appendix

D.2, where an implicit finite difference scheme is used, with Picard iteration.
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5.2.4 Comparing the accuracy of the continuum model with

different boundary conditions.

To arrive at the boundary conditions, we neglected quadratically small terms, O
(
1/N2

)
,

however if we neglected the O
(
1/N

)
terms in the derivation of equation (5.6), we

could instead arrive at the boundary condition derived in Murray et al. [57], q = 1/a

on r = L(τ). Intuitively, we expect the approximation that maintains the higher

order terms to be more accurate, so to examine the importance of keeping these

higher order terms, we consider an example problem where we have N cells with

equal lengths initialised in R ∈ (0, 30), and we systematically vary N . We alter the

parameters, α = 15(N/45)2 and a = 45/N , so that the scalings for r and t do not

change with increasing N . This means that we consider aN = 45 and N2/α = 135

as being constants. In each case, cells are initially compressed but will expand to fill

the domain r ∈ (0, 45).

In Figure 5.1 we compare predictions of the PDE model, equation (5.11) and the

forward Euler numerical solution of the ODE model, equation (5.2), for both the time

evolution of the position of the leading edge, L(τ), and the density profile, q(r, τ).

This comparison reveals that the continuum limit description with the new boundary

condition is considerably more accurate than the simpler boundary condition. The

improved accuracy of this boundary condition can also be observed for different force

laws, different initial conditions and different parameter values (results not shown).

It is also worth noting that the continuum approximation appears to approximate the

discrete model even with low cell numbers (N = 15 is used in the left-most plots),

this may be aided by the simple nature of the initial condition. The deviation in the

discrete and continuum models are clearly seen in plot of the leading edge deviation,

where increasing cell number has a large impact on the accuracy of the q = 1/a

boundary condition, but relatively little effect on solutions with the new boundary

condition.
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Figure 5.1: Comparison of the leading edge positions, L, and cell density, q, in the solutions
of the cell density PDE, equation (5.11), varying the number of cells, N , and the boundary
condition at L(τ). We initialise N = 15 (blue), N = 45 (red) or N = 135 (yellow) cells
uniformly in R ∈ (0, 30), while keeping aN = 45 and N2/α = 135 fixed. PDE solutions
with the boundary condition q = 1/a are solid lines, PDE solutions with the new boundary
condition ∂q/∂r = 2q2(1− aq) are dashed lines, and the ODE solution is given as discrete
stars. In the left plots, we display the PDE and ODE solutions for N = 15, and in the right
plots we compute the difference in the PDE solutions, LPDE and qPDE , and the discrete
ODE solutions, LODE and qODE over time. The details of the numerical discretisation for
the cell density model is given in Appendix D.2.
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dx/dt 0.01 0.005 0.004 0.002 0.001

0.01 19.7644 28.9119 34.8034 67.1836 132.9991

0.005 42.2553 - - - -

0.004 54.9275 - - - -

0.002 136.9538 - - - -

0.001 382.3898 - - - 1174.966357

Table 5.1: The time taken in seconds to solve the PDE system in Section 5.4.6, using
the algorithms outlined in Appendix D.2, for varying space (dx) and time (dt) resolutions.
The solver uses N = 45 cells with node positions uniformly distributed in [0, 30], with
a = 1, α = 15, a linear force model, and no proliferation. Dashes indicate spatial/temporal
discretisations not considered.

The bottom right plot of Figure 5.1 implies a less accurate density in the case of

N = 45 than N = 135, and this suggests a potential issue with the convergence of

the PDE solver. To investigate this further, parameters are fixed as N = 45, a = 1,

α = 15, and the spatial discretisation and temporal discretisations of the numerical

solver are varied. Table 5.1 shows the run times and Table 5.2 shows the leading edge

position at τ = 100 for each discretisation. It appears that the solver is converging,

but the solving times increase prohibitively if spatial or temporal resolutions are

decreased further. As the leading edge position varies by as much as 0.02 depending

on the discretisation, it is likely that the deviation seen in the bottom right plot

of Figure 5.1 arises due to the solver not having converged, however this could be

addressed in future work by using a smaller time step, for example.

5.3 General force law model

In this section we generalise the mechanistic one-dimensional cell-based model to

account for a more general force law, Fi,i±1, between neighbouring nodes i and i± 1.

118



dx/dt 0.01 0.005 0.004 0.002 0.001

0.01 42.9669 42.9580 42.9561 42.9522 42.9501

0.005 42.9629 - - -

0.004 42.9618 - - - -

0.002 42.9596 - - - -

0.001 42.9594 - - - 42.9462

Table 5.2: The leading edge position of the solved PDE system in Section 5.4.6 at τ =
100, using the algorithms outlined in Appendix D.2, for varying space (dx) and time (dt)
resolutions. The ODE solution has a leading edge position of 42.9429. The solver uses
N = 45 cells with node positions uniformly distributed in [0, 30], with a = 1, α = 15, a
linear force model, and no proliferation. Dashes indicate spatial/temporal discretisations
not considered.

Force model Force law (Fi) Diffusion term (D(q))
Linear k(a− L) α

q2

Cubic k(a− L)3 3α
q2 (a− 1

q
)2

Hertz k(a− L)3/2 3α
2q2 (a− 1

q
)1/2

Table 5.3: The force laws we consider and the corresponding diffusion term in the cell
density model. These force laws, scaled appropriately, are shown in Figure 5.2, and cover
a wide range of potential interaction phenotypes. Diffusion terms relate to discussions in
Chapter 5.

In our examples, we will work with a force law of the form

F int
i,j = F (ri − rj) = k(a− |ri − rj|)n

ri − rj
|ri − rj|

,

for some real valued exponent, n. The force laws considered have n =1 (for a linear

force law), n = 3 (for a cubic force law) or n = 3/2 (for a Hertz force law). These are

shown in Table 5.3 and visualised in Figure 5.2 and are chosen to cover a wide range

of potential cell interactions.

We maintain generality in the force law in the derivation following equation (5.1),

where node positions, ri are allowed to move according to the forces on them from
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Figure 5.2: The force laws we consider, whose formulas are given in Table 5.3. They are
shown with appropriate scaling to allow ease of comparison. These force laws cover a wide
range of potential interaction phenotypes.

neighbouring cells, as shown in Figure 4.2, to give,

r0 = 0, (5.16)

η
dri
dt = F (ri − ri−1)− F (ri+1 − ri), i = 1, . . . , N − 1, (5.17)

η
drN
dt = F (rN − rN−1). (5.18)

where F = k(a − r)n. The initial conditions are ri(0) = r0
i for i = 1, . . . , N . As for

the linear force law, we solve for the position of each node numerically using a simple

forward Euler method with time step dt = 0.001.

5.3.1 Continuum approximation

We again extend the positions, ri(t), to a smooth function r(i, t), for i ∈ [0, N ], before

non-dimensionalising equations (5.16)-(5.18) using similar scalings to the simple linear

case,

ĩ = i

N
, r̃ = r

aN
, t̃ = αan−1t

N2 = kan−1t

ηN2 ,
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so that ĩ = O(1) and r̃ = O(1). We also non-dimensionalise the force law to be

F̃ (·) = (1− ·)n. (5.19)

To derive an equivalent coarse-grained approximation we proceed as the derivation

in the previous section, performing a Taylor expansion about ĩ to give, on neglecting

terms that are O(1/N2),

r̃(0, t̃) = 0, (5.20)

∂r̃(̃i, t̃)
∂t̃

= −∂
2r̃

∂ĩ2
F̃ ′

∂r̃
∂ĩ

, ĩ ∈ (0, 1). (5.21)

1
N

∂r̃(1, t̃)
∂t̃

= F̃

∂r̃
∂ĩ

− 1
2N

∂2r̃

∂ĩ2
F̃ ′

∂r̃
∂ĩ

. (5.22)

Rewriting in terms of dimensional variables (where again we use î as a continuum

approximation of i and drop the hat), gives the following diffusion equation,

η
∂r(i, t)
∂t

= −∂
2r

∂i2
F ′

∂r
∂i

, i ∈ (0, N). (5.23)

along with the boundary conditions,

r = 0, for i = 0 and η
∂r

∂t
= F

∂r
∂i

− 1
2
∂2r

∂i2
F ′

∂r
∂i

, for i = N.

(5.24)

As a consistency check, note that when n = 1, as for a linear force law, equations

(5.23) and (5.24) reduce to equations (5.5) and (5.11).
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5.3.2 Derivation of cell density model

Using the change of variables from equation (5.8), along with the methodology intro-

duced in Section 5.2.3, we can similarly establish a cell density formulation with a

general force law. Following a simple substitution of terms from equations (5.8) and

(5.9) into equation (5.23) we obtain the PDE,

η
∂r

∂t
=
F ′
(

1
q

)
q3

∂q

∂r
, for i ∈ (0, N), (5.25)

which represents how the domain, r, evolves along characteristics with constant in-

dex. Substitution of equation (5.8), and a simply rearrangement and differentiation,

identically to earlier arguments, results in a PDE for the cell density,

∂q

∂τ
= ∂

∂r

D(q)∂q
∂r

, for r ∈ (0, L(τ)), (5.26)

where we have defined the diffusion term, D(q),

D(q) =
−F ′

(
1
q

)
ηq2 . (5.27)

The characteristic equation (5.25) can then be written as

∂r

∂τ
= 1
q
D(q)∂q

∂r
, r ∈ [0, L(τ)].

Upon similar substitution into equation (5.24) we obtain boundary conditions,

∂q

∂r
= 0, for i = 0 and

F
(

1
q

)
η

+ D(q)
2q

∂q

∂r
= 0, for r = L(τ).

(5.28)

Note that this model also leads to conservation of mass. The mass is given by the
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integral of the cell density, q. Considering the differentiation of the mass with respect

to τ ,

d
dt

∫ L(τ)

0
q(r′, τ) dr′ = dL(τ)

dτ q(L(τ), τ) +
∫ L(τ)

0

∂q

∂τ
(r′, τ) dr′,

= dL(τ)
dτ q(L(τ), τ) +

∫ L(τ)

0

∂

∂r

[
D(q)∂q

∂r

]
dr′,

=

qF
(

1
q

)
η

− D(q)
2

∂q

∂r
+D(q)∂q

∂r


∣∣∣∣∣
r=L(τ)

−D(q)∂q
∂r

∣∣∣∣∣
r=0

,

= 0,

where the final line comes from using equation (5.28). Therefore mass is conserved

under these boundary conditions.

5.3.2.1 Numerical solution

In summary we obtain a PDE for the cell density in the domain,

∂q

∂τ
= ∂

∂r

D(q)∂q
∂r

, for r ∈ (0, L(τ)), (5.29)

along with the boundary conditions

∂q

∂r

∣∣∣∣∣
r=0

= 0 and

F
(

1
q

)
η

+ D(q)
2q

∂q

∂r


∣∣∣∣∣
r=L(τ)

= 0. (5.30)

and an initial condition that is computed from initial node positions as described

previously,

q(r, 0) = q0(r) for r ∈ (0, L(0)). (5.31)
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We numerically solve these equations by using a Lagrangian transformation to convert

this to a PDE for the density on a fixed domain, and a PDE for the evolving domain.

We outline the full method for the more general model with proliferation in Appendix

D.2, where an implicit finite difference scheme is used, with Picard iteration.

5.3.3 Comparing the accuracy of the continuum model with

different force laws.

In Figure 5.3 we compare predictions of the cell densities and the leading edge given

by the cell density model and the node positions model, considering each of the force

laws from Table 5.3.

We find that across all force laws tests, the coarse grained PDE is very accurate in

the prediction of both the evolution of the cell density, q(r, τ), and the free boundary,

r = L(τ). The only minor deviation in the predictions of the models is found at the

leading edge position, where the gradient in the cell density is largest. Note that in

this region the approximation of the density in the cell-based model is a lower order

in N , so this deviation could perhaps be expected.

5.4 Introducing a proliferation mechanism

To apply this model to cell spreading data, it is important to account for cell prolif-

eration events. We introduce a proliferation mechanism that assumes a proliferation

event introduces a new node mid-way between two nodes (proliferation from spring

centre). After this mechanism is established we derive the corresponding continuum

formulation followed by the cell density model, by using techniques similar to those

used in the previous section.
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Figure 5.3: Comparison of the leading edge positions (left) and the cell density (right) in
the solutions of the cell density PDE in equation (5.29) and the system of ODEs for node
positions in equations (5.16) - (5.18). We consider how varying the force law affects the
agreement of the models, the top row uses the linear force law, the middle row uses the
cubic force law, and the bottom row uses the Hertz force law (see Table 5.3). In each case
we N = 15 cells uniformly in R ∈ (0, 30) and keep aN = 45 and α/a1−nN2 = 135 fixed (i.e.
the time-scale, and length-scale respectively). PDE solutions with the boundary condition
D(q)/2∂q/∂r + F (1/q) = 0 are solid blue lines, and the ODE model solution is shown as
purple stars.
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5.4.1 Proliferation mechanism

We begin by recalling the proliferation mechanism we adopt. Each cell will proliferate

according to a function of its length, i.e. cell i proliferates with rate Gi = G(ri −

ri−1). This mechanism is intended to account for the fact that older cells may have

grown larger, or that the compression of surrounding cells discourages a cell from

proliferating [19].

When a cell proliferates, a new node is introduced at its centre, and we relabel

the node indices to ensure their order, that is, ri(t) < ri+1(t) for i = 0, . . . , N(t)− 1,

and t ≥ 0. Subsequently, when a new node is introduced due to the proliferation of

the jth cell, we relabel the nodes with index j + 1, . . . , N to indices j + 2, . . . , N + 1,

respectively, as shown in Figure 5.4.

r0 = 0 r1 rj−1 rj rj+1 rN−1 rN

r0 = 0 r1 rj−1 rj rj+1 rj+2 rN rN+1

cell 1 cell j cell j + 1 cell N

cell 1 cell j cell j + 1 cell j + 2 cell N + 1

Figure 5.4: A proliferation of cell j causes a new node to be introduced at its centre, and
cells are then relabelled to maintain their order (ri < ri+1 for i ∈ {0, . . . , N}).

In this work we explore the dynamics introduced by three types of proliferation

mechanism: (i) cells proliferate at a constant rate; (ii) cells proliferate at a rate

proportional to their length; and (iii) cells proliferate once they have reached a target

length. Functional forms of the growth rates are shown in Table 5.4 and visualised

in Figure 5.5.

To simulate from the stochastic discrete model, we solve the system of equations

(5.16) - (5.18) using a simple forward Euler method, where each time-step dt = 0.001,

126



Proliferation Proliferation law (Gi)
Constant β
Linear β(ri − ri−1)/a
Hyperbolic β(tanh(8((ri − ri−1)− 3a/4))/2 + 1/2)

Table 5.4: Definitions of the proliferation laws we consider. A constant proliferation law
is considered in the main text, but one could easily apply a law that is a function of the
cell lengths. The hyperbolic proliferation law is adopted in supplementary Section C.2.2.
These laws are visualised in Figure 5.5.

0.0 0.5 1.0 1.5
0.0

0.5

1.0

1.5

Constant

Linear

Hyperbolic

0.0 0.5 1.0 1.5
-0.5

 0.0

 0.5

 1.0

Linear

Cubic

Hertz

Figure 5.5: The proliferation laws we consider, whose formulas are given in Table 5.4. Here
they are shown with appropriate scaling. We use proliferation laws that are representative
of cells that either proliferate: independently of cell size; linearly dependent on their size;
or only proliferate after reaching a fraction of their resting size (we use 3/4), approximated
using the tanh function.
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a proliferation will occur with probability Ppdt, where Pp = ∑N
i=1 Gi. If a proliferation

occurs, a new node is introduced at the centre of the proliferating cell, and N is

updated ready for the following time-step. Note that this algorithm enforces the

condition that at most one cell can proliferate per time-step; which is a reasonable

assumption for the parameters used in this work.

5.4.2 Derivation of cell density model with proliferation

As the proliferation mechanism we have introduced is stochastic, we now consider

the evolution of the possible locations of the nodes over time. We make progress by

considering an infinitesimally small time interval [t, t+dt) and condition on whether

cell proliferation takes place during that time interval. The position of each node

after a small time interval will depend on if and where cell proliferation occurs and

the resulting forces exerted by neighbouring cells. We write, for i ∈ {1, . . . , N − 1},
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rNi (t+ dt) =
(
rNi (t) + dt

FN
i,i−1 − FN

i,i+1

η

)

× 1 {no proliferation in [t, t+ dt)}(
rN−1
i (t) + dt

FN−1
i,i−1 − FN−1

i,i+1

η

)

× 1 {proliferation to the right of cell i in [t, t+ dt)}

+ 1
2

[(
rN−1
i (t) + dt

FN−1
i,i−1 − FN−1

i,i+1

η

)
+
(
rN−1
i−1 (t) + dt

FN−1
i−1,i−2 − FN−1

i−1,i

η

)]

× 1 {proliferation of cell i in [t, t+ dt)}

+
(
rN−1
i−1 (t) + dt

FN−1
i−1,i−2 − FN−1

i−1,i

η

)

× 1 {proliferation to the left of cell i in [t, t+ dt)}

+ (position of cell i if more than one proliferation event in [t, t+ dt))

× 1 {more than one cell proliferation event in [t, t+ dt)} , (5.32)

and
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rNN (t+ dt) =
(
rNN (t) + dt

FN
N,N−1

η

)

× 1 {no proliferation in [t, t+ dt)}(
rN−1
N (t) + dt

FN−1
N,N−1

η

)

× 1 {proliferation to the right of cell N in [t, t+ dt)}

+ 1
2

[(
rN−1
N (t) + dt

FN−1
N,N−1

η

)
+
(
rN−1
N−1(t) + dt

FN−1
N−1,N−2 − FN−1

N−1,N

η

)]

× 1 {proliferation of cell N in [t, t+ dt)}

+
(
rN−1
N−1(t) + dt

FN−1
N−1,N−2 − FN−1

N−1,N

η

)

× 1 {proliferation to the left of cell N in [t, t+ dt)}

+ (position of cell N if more than one proliferation event in [t, t+ dt))

× 1 {more than one cell proliferation event in [t, t+ dt)} . (5.33)

In equations (5.32) and (5.33) and 1 is the indicator function and rNi (t) is the position

of cell i at time t when there are N cells. The superscript N on the force terms, Fi,j,

indicate that they are evaluated using the positions of cells i and j when there are N

cells.

The required probabilities to specify the indicator functions are

P (no proliferation in [t, t+ dt)) = 1− dt
N∑
j=1

G (rj − rj−1) , (5.34)

P (proliferation to the right of cell i in [t, t+ dt)) =


dt

N∑
j=i+1

G (rj − rj−1) j 6= N,

0 j = N,

(5.35)

(5.36)
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P (proliferation of cell i in [t, t+ dt)) = dtG (ri − ri−1) , (5.37)

P (proliferation to the left of cell i in [t, t+ dt)) =


dt

i−1∑
j=1
G (rj − rj−1) j 6= 1,

0 j = 1,

(5.38)

(5.39)

and

P (more than one cell proliferation event in [t, t+ dt)) = O
(
dt2
)
. (5.40)

We now take expectations on both sides of equations (5.32) and (5.33), denoting

by
〈
rNi (t)

〉
the expected position of node i at time t when there are N nodes. We

then make two simplifying assumptions: (i) that
〈
rNi (t)

〉
is a continuous function

of time; and (ii) that
〈
F
(
rNi (t)

)〉
= F

(〈
rNi (t)

〉 )
and

〈
G
(
rNi (t)

)〉
= G

(〈
rNi (t)

〉 )
.

The former assumes that the cell size is small relative to the tissue, and allows us to

rearrange and take the limit as dt → 0 and, together with the latter (the standard
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mean-field approximation), we have

〈
rN0 (t)

〉
= 0, (5.41)

η
d
dt
〈
rNi (t)

〉
= F

(〈
rNi (t)

〉
−
〈
rNi−1(t)

〉 )
− F

(〈
rNi+1(t)

〉
−
〈
rNi (t)

〉 )

− η
〈
rN−1
i (t)

〉 i∑
j=1

G
(〈
rN−1
j (t)

〉
−
〈
rN−1
j−1 (t)

〉 )

+ η

2
(〈
rN−1
i (t)

〉
+
〈
rN−1
i−1 (t)

〉 )
G
(〈
rN−1
i (t)

〉
−
〈
rN−1
i−1 (t)

〉 )
(5.42)

+ η
〈
rN−1
i−1 (t)

〉 i−1∑
j=1

G
(〈
rN−1
j (t)

〉
−
〈
rN−1
j−1 (t)

〉 )
, i = 1, . . . , N − 1,

η
d
dt
〈
rNN (t)

〉
= F

(〈
rNN (t)

〉
−
〈
rNN−1(t)

〉 )
− η

〈
rN−1
N (t)

〉 N∑
j=1

G
(〈
rN−1
j (t)

〉
−
〈
rN−1
j−1 (t)

〉 )

+ η

2
(〈
rN−1
N (t)

〉
+
〈
rN−1
N−1(t)

〉 )
G
(〈
rN−1
N (t)

〉
−
〈
rN−1
N−1(t)

〉 )

+ η
〈
rN−1
N−1(t)

〉 N−1∑
j=1

G
(〈
rN−1
j (t)

〉
−
〈
rN−1
j−1 (t)

〉 )
. (5.43)

5.4.3 Continuum approximation

To enable a continuum approximation to be formulated we make the further approx-

imation
〈
rNi (t)

〉
=
〈
rN−1
i (t)

〉
, and to simplify exposition going forward, we will drop
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use of the angle brackets. After algebraic simplification, we have

r0(t) = 0, (5.44)

η
dri
dt = F (ri − ri−1)− F (ri+1 − ri) (5.45)

− η (ri − ri−1)
i−1∑
j=1

G (rj − rj−1) + 1
2G (ri − ri−1)

 , i = 1, . . . , N − 1,

η
drN
dt = F (rN − rN−1)

− η (rN − rN−1)
N−1∑
j=1

G (rj − rj−1) + 1
2G (rN − rN−1)

 . (5.46)

To make progress in deriving an equivalent continuum, coarse-grained model, we

proceed as before: we extend node position, ri(t), to a smooth function r(i, t) for

i ∈ [0, N(t)], and non-dimensionalise using the scalings

ĩ = i

N0
, r̃ = r

aN0
, Ñ = N

N0
, t̃ = tkan−1

ηN2
0
,

where N0 = N(0), the number of nodes at t = 0. We also define the non-dimensional

proliferation function such that

G̃(·) = ηN0

kan−1G(a ·), (5.47)

and the non-dimensional force function is as specified in equation (5.19).

We then work in the same manner as before, using Taylor expansion together with

quadrature approximations of the form

i−1∑
j=1

G (rj − rj−1) + 1
2G (ri − ri−1) ≈

∫ i

j=0
G (rj − rj−1) dj, (5.48)
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to give, upon neglecting terms that are O(1/N2
0 ),

∂r̃

∂t̃
+ ∂r̃

∂ĩ

∫ ĩ

0
G̃

(
∂r̃

∂j̃

)
dj̃ = −F̃ ′

(
∂r̃

∂ĩ

)
∂2r̃

∂ĩ2
+ 1

2N0

∂2r̃

∂ĩ2

∫ ĩ

0
G̃

(
∂r̃

∂j̃

)
dj̃, ĩ ∈ [0, Ñ(t̃)].

(5.49)

The left-hand boundary condition remains as r̃(0, t̃) = 0 and, once again, we derive

the right-hand boundary condition by Taylor expanding and neglecting terms that

are O(1/N2) to give, at ĩ = Ñ(t̃),

1
N0

∂r̃

∂t̃
= F̃

(
∂r̃

∂ĩ

)
− 1

2N0
F̃ ′
(
∂r̃

∂ĩ

)
∂2r̃

∂ĩ2
− 1
N0

∂r̃

∂ĩ

∫ Ñ

0
G̃

(
∂r̃

∂j̃

)
dj̃. (5.50)

Rewriting equation (5.49) in terms of the dimensional variables we have the following

PDE for r(i, t):

η
∂r

∂t
+ η

∂r

∂i

∫ i

0
G

(
∂r

∂j

)
dj = −F ′

(
∂r

∂i

)
∂2r

∂i2
+ η

2
∂2r

∂i2

∫ i

0
G

(
∂r

∂i

)
dj i ∈ (0, N(t)).

(5.51)

The boundary conditions are

r(0, t) = 0 and η
∂r

∂t

∣∣∣∣∣
i=N(t)

=
[
F

(
∂r

∂i

)
− 1

2
∂2r

∂i2
F ′
(
∂r

∂i

)
− η∂r

∂i

∫ i

0
G

(
∂r

∂j

)
dj
]∣∣∣∣∣
i=N(t)

.

(5.52)

As before, the initial conditions can be specified by extending the discrete initial

conditions, ri(0) = r0
i for i = 1, . . . , N(0), to a continuous function r(i, 0) such that

r(i, 0) = r0
i for i = 1, . . . , N(0).
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5.4.4 Derivation of the corresponding cell density model

We now establish a PDE describing the evolution of cell density with position, r, and

time, t, for a proliferative cell population with general force and proliferation laws.

Changing variables from (i, t) to (r, τ), as before, with a simple substitution of terms

from equations (5.8) into equation (5.51) we obtain the PDE

η
∂r

∂τ
+ η

q

∫ r

0
q G

(
1
q

)
dy = 1

q3F
′
(

1
q

)
∂q

∂r
− η

2q3
∂q

∂r

∫ r

0
q G

(
1
q

)
dy, r ∈ [0, L(τ)],

(5.53)

which represents how the domain evolves along the characteristics. Note that, due to

proliferation, this is no longer equivalent to following constant cell index, i.

After further rearrangement, as before, we have

∂q

∂τ
= ∂

∂r

([
D(q) + E(q)

] ∂q
∂r

)
+ q G

(
1
q

)
, r ∈ (0, L(τ)), (5.54)

where

D(q) = − 1
ηq2F

′
(

1
q

)
and E(q) = 1

2q2

∫ r

0
q G

(
1
q

)
dy. (5.55)

Under the same change of variables, the boundary conditions become

∂q

∂r

∣∣∣∣∣
r=0

= 0 and
[

1
η
F

(
1
q

)
+
(
D(q)

2q + E(q)
q

)
∂q

∂r

]∣∣∣∣∣
r=L(τ)

= 0, (5.56)

and the initial conditions, computed as in Section 5.2.2, are

q(r, 0) = q0(r), r ∈ (0, L(0)). (5.57)
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Using equation (5.55), characteristic equation (5.53) can be re-written as

Dr
Dτ = ∂r

∂τ
+ 1
q

∫ r

0
q G

(
1
q

)
dy = −1

q

[
D(q) + E(q)

] ∂q
∂r
, r ∈ [0, L(τ)], (5.58)

That the left-hand side of equation (5.58) constitutes a material derivative can be

seen by following a small “tissue element” as the cell population grows and divides.

We have r = r(i(t), t) with

Dr
Dτ = ∂r

∂τ
+ ∂r

∂i

∂i

∂τ
= ∂r

∂τ
+ 1
q

∫ r

0
q G

(
1
q

)
dy, (5.59)

where we have used the fact that the rate of change of cell index is equal to the rate

of cell proliferation in the region to the left of the cell i.e.

∂i

∂τ
=
∫ r

0
q G

(
1
q

)
dy. (5.60)

Finally, using equation (5.58) we can specify the rate of growth of the domain over

time as

dL(τ)
dτ =

(
−1
q

[
D(q) + E(q)

] ∂q
∂r

)∣∣∣∣∣
L(τ)

. (5.61)

5.4.5 Evolution of cell number

Note that, since cell proliferation is now present in the model, the cell number changes

over time and the system does not conserve mass. The cell number at time τ is

specified by equation (5.7) as

N(τ) =
∫ L(τ)

0
q(r, τ) dr. (5.62)
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Differentiating with respect to τ and using the left-hand boundary condition (5.66)

gives

dN
dτ = dL

dτ q(L(τ), τ) +
∫ L(τ)

0

∂q

∂τ
(r, τ) dr,

= dL
dτ q(L(τ), τ) +

∫ L(τ)

0

{
∂

∂r

([
D(q) + E(q)

] ∂q
∂r

)
+ q G

(
1
q

)}
dr,

=
[
dL
dτ q +

[
D(q) + E(q)

] ∂q
∂r

]∣∣∣∣∣
r=L(τ)

+
∫ L(τ)

0
q G

(
1
q

)
dr, (5.63)

Substituting equation (5.61) into equation (5.63) gives the rate of change of cell

number over time as

dN
dτ =

∫ L(τ)

0
q G

(
1
q

)
dy. (5.64)

This equation states simply and intuitively that the rate of change of cell number is

simply equal to the sum of the proliferation rates of each cell.

5.4.6 Numerical solution

In summary, the coarse-grained model consists of a PDE for the evolution of cell

density

∂q

∂τ
= ∂

∂r

([
D(q) + E(q)

] ∂q
∂r

)
+ q G

(
1
q

)
, r ∈ (0, L(τ)), (5.65)

together with boundary conditions

∂q

∂r

∣∣∣∣∣
r=0

= 0 and
[

1
η
F

(
1
q

)
+
(
D(q)

2q + E(q)
q

)
∂q

∂r

]∣∣∣∣∣
r=L(τ)

= 0, (5.66)
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and initial condition

q(r, 0) = q0(r), r ∈ (0, L(0)). (5.67)

The characteristic equation is

Dr
Dτ = ∂r

∂τ
+ 1
q

∫ r

0
q G

(
1
q

)
dy = −1

q

[
D(q) + E(q)

] ∂q
∂r
, r ∈ [0, L(τ)], (5.68)

and we have

dL(τ)
dτ =

(
−1
q

[
D(q) + E(q)

] ∂q
∂r

)∣∣∣∣∣
L(τ)

. (5.69)

As in Section 5.2.3.1 and Section 5.3.2.1, in order to solve the coarse-grained

model numerically, we employ a Lagrangian transformation to map the free boundary

problem to a fixed domain: we let τ = T and

r = Γ(R, T ) with R = Γ(R, 0), 0 = Γ(0, T ), L(T ) = Γ(L(0), T ),

(5.70)

to give

∂Γ
∂T

= −D(q) + E(q)
qΓR

∂q

∂R
, R ∈ (0, L(0)), (5.71)

∂q

∂T
− 1

ΓR
∂Γ
∂T

∂q

∂R
= 1

ΓR
∂

∂R

(
D(q) + E(q)

ΓR
∂q

∂R

)
+ q G

(
1
q

)
, R ∈ (0, L(0)).

(5.72)

The initial and boundary conditions for Γ(R, T ) are specified in equation (5.70), and
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for q(R, T ) we have

∂q

∂R

∣∣∣∣∣
R=0

= 0 and
[

1
η
F

(
1
q

)
+ 1
qΓR

(
D(q)

2 + E(q)
)
∂q

∂R

]∣∣∣∣∣
R=L(0)

= 0, (5.73)

together with

q(R, 0) = q0(R) R ∈ (0, L(0)). (5.74)

We solve the model numerically using an implicit finite difference method with Picard

iteration. Full details are given in D.2.

Note that the second boundary condition is equivalent to requiring the domain

PDE holds on the boundary.

A table of force laws, F , diffusion terms, D and proliferation laws, G, along with

their visualisation can be seen in Figure 5.2 and Figure 5.5.

5.4.7 Comparing the cell density model with the discrete

model

We compare the PDE solution and the average of 100 realisations of the stochastic

discrete model, with each force law and proliferation law in Figure 5.2, and although

we could keep track of the positions of all cells or the cell density in the domain, we

instead track the simpler statistics, leading edge positions (Figure 5.6) and the number

of cells over time (Figure 5.7). We initialise with N = 30 cells spaced uniformly in

R ∈ (0, 30), with a = 1, α = 15, and β = 0.001, so that in the absence of proliferation

there would be no change.

By visual inspection, there very good agreement between the two models for the

leading edge and number of cells for each force law and proliferation law. The different

laws result in varying behaviours in both cases, in particular how quickly the leading
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Figure 5.6: The position of the leading edge over time for varying force and proliferation
laws. Each row represents a different force law, whereas each column represents a different
proliferation law. Each law is visualised in Figures 5.2 and 5.5. The red dashed line is the
average of 100 realisations of the stochastic discrete model (and their error bars), whereas
the solid blue line is the solution of the full system from Section 5.4.6.

edge expands or how rapidly the number of cells grows. In all circumstances we

are left with relatively large error-bars on the data, suggesting that the introduction

of the stochastic proliferation has a relatively large impact on the cell density, even

though the proliferation parameter is small relative to the motility parameter in these

examples. The agreement of the models for varying α/β (doubled and halved) is also

very good (results not shown).
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Figure 5.7: Figure of the number of cells over time for varying force and proliferation
laws. Each row represents a different force law, whereas each column represents a different
proliferation law. Each law is visualised in Figures 5.2 and 5.5. The red dashed line is the
average of 100 realisations of the stochastic discrete model (and their error bars), whereas
the solid blue line is the solution of the full system from Section 5.4.6.

141



5.5 Discussion

In this chapter we have derived a continuum model from the discrete off-lattice model

introduced by Murray et al. [57], using non-dimensionalisation and an expansion

for large N similar to Fozard et al. [29]. With this we have derived a boundary

condition that is more accurate than has been previously established by keeping

higher order terms from the Taylor expansions. We have also introduced a general

proliferation scheme akin to the general force model from Murray et al. [58], and

derived a continuum model from this with similar boundary conditions. The accuracy

of the continuum model is tested against the stochastic discrete model for a variety

of force laws and proliferation laws, and shows very good agreement well within the

standard errors.

We note that the continuum model is unfortunately non-trivial to solve numer-

ically, requiring a small time and space step in the numerical solver. In particular,

averaging simulations from the IBM, such as in Chapter 4 is quicker than solving the

PDE model. As there is a large computational cost in some inference methods such

as ABC or particle Markov Chain Monte Carlo [4, 8], it would be useful for future

applications of this model with experimental data to be preceded by improving the

speed of the PDE solver (for example with an adaptive time-stepping), or solving the

discrete model more efficiently with parallelisation of the simulation, for example.

In Chapter 4 we applied ABC-SMC to estimate model parameters of experimental

data, however we restricted our attention to a simple linear force law and constant

proliferation law. We have seen in Figure 5.7 that different proliferation laws lead to

very different profiles of the number of cells in time, so it is possible that different pro-

liferation laws could be inferred using a number of cells statistic. Motivation in using

a more complex proliferation law stems from the constant rate proliferation failing

to account for cell age or suppression of proliferation due to surrounding mechanical

stresses [19].
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Similarly for the leading edge statistic, we see in Figure 5.6 that different force

laws result in different leading edge trajectories, so is may be possible to infer an

appropriate force law for this model framework. Through model selection methods

[99, 100], we could hope to understand how different cells choose when to proliferate

and what force law best describes cell-cell interactions.

In the following section we recap the results shown in this thesis, and discuss

future extensions that are possible.
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Chapter 6

Conclusions and discussion

In this thesis we have utilised various ABC approaches in order to understand how

user choices impact our ability to accurately infer parameters in different cells spread-

ing models. We have seen that experimental geometry, summary statistics, and the

initial cell density all have an impact on the information one can obtain from ex-

perimental data. We have considered a multitude of cell spreading models in our

investigations, accounting for mechanisms of motility, proliferation, biased motility

and cell-cell interaction, and in each case, we have inferred model parameters us-

ing both synthetically generated data and experimental data. The experimental data

considered has varied from growth-to-confluence assays, scratch assays and barrier as-

says. The inference methods we have adopted use the ABC methodology, subverting

the need to evaluate a likelihood function, with the specific method in each chapter

chosen depending on the computational demand of the model under consideration.

In addition, we have considered coarse graining of an off-lattice model that includes

mechanisms of cell-cell feedback, cell growth and proliferation.

In this final chapter, we review the conclusions from each chapter, before discussing

potential future avenues of investigation to consider.
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6.1 Conclusions

In Chapter 2 we used a volume excluding lattice-based model, along with both syn-

thetic and experimental data, to determine what experimental geometries help facil-

itate accurate parameter inference. We found that in growth-to-confluence experi-

ments, cell trajectory information is necessary to accurately determine the motility

parameter, whereas for scratch assays, it is possible to infer both model parameters

with spatial correlations statistics. Therefore, time-consuming manual cell tracking

procedures are not necessary to infer both model parameters, accounting for prolifer-

ation and motility, in these experiments. We also described procedures for combining

statistics to increase the accuracy of parameter estimates. Finally, we determined

that the ABC-DC inference approach is an effective means of approximating MLEs

of model parameters with greater efficiency.

In Chapter 3 we considered a similar model, but now accounting for motility bias

due to the influence of an electric field. We considered experimental assays in various

shapes, and found a large square highly confluent group of cells provided the most

informative posterior distributions out of those considered, however, as these results

did not keep the cell number fixed that may not be the case in general. Further

the position of the leading edge or position of centre of mass statistics, though not

previously usable with the growth-to-confluence assays of Chapter 2, significantly

improved the accuracy of parameter estimates.

In Chapter 4, we applied ABC-SMC to an off-lattice model that accounted for cell

growth and cell contact. We used synthetic experiments in this model to consider a

plethora of experimental changes that could improve parameter inference, and hence

be used to guide future experimental designs. We determined that a combination of

experiments, whereby cells lie on a membrane that is uniformly stretched or com-

pressed, is necessary to determine all model parameters. We also inferred parameters

of the model for experimental data, and found that the posterior distribution from
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one experiment can be used to predict statistics of different initial configurations.

In Chapter 5, we coarse grained the model introduced in Chapter 4, to derive

a continuum formulation for the cell density for a general force law and a general

proliferation law. Through non-dimensionalisation of the model equations, and Taylor

expansions in the limit of large N , we establish cell density equations that can provide

accurate estimates of the average behaviour of the discrete model for every force and

proliferation law considered.

6.2 Extensions

The work in this thesis goes some way towards investigating how parameter inference

can be applied to gain a deeper understanding of cell biology, by considering methods

that establish whether a model is appropriate to capture and predict experimental

data. However, in each chapter, there are still multiple avenues that can be considered

to extend our work.

The two-dimensional lattice-based model from Chapter 2 was adopted for its sim-

plicity and its each of application to the relatively computationally intensive ABC

rejection. Future work could consider a more complex model, however more efficient

Bayesian methodologies should also be adopted if the model becomes computationally

intensive, for example ABC-SMC or ABC-DC. The simplicity of this model allows the

extension to include mechanisms such as the interaction of different cell populations,

which is particularly relevant in the invasion of cancer cells, for example [3].

In Chapter 3, we demonstrated how parameter inference can be attempted with an

extension of the two-dimensional lattice-based model. We incorporated a mechanism

to account for motility bias in experiments with an electric field. Similarly, Ross et al.

[77] consider an adhesion mechanism in this model. One could also consider including

mechanisms of cell pushing [110], interacting cell populations, or cell cycle dynamics.
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When adding complexity to a model, however, care must be taken to ensure model

parameters are still (structurally) identifiable. We have shown in Chapter 3, and

Chapter 4, that through the addition of certain statistics, different experimental data

or different experimental protocols, it is possible to obtain more information about

model parameters.

In Chapter 4 and 5, we have established a one-dimensional off-lattice model that

assumes cells are in constant contact, so that cell growth and cell-cell interactions are

influencing cell spreading. To apply this model more generally to consider epithelial

dynamics, it will be important to account for cells moving in two dimensions, and to

allow the freedom for cells to move away from each other. Another potential extension

of the off-lattice model is to account for cells being in particular phases of a cell

cycle, and adjusting their motility or proliferation accordingly [111]. The adjustment

of proliferation rates according to lengths can be seen as a means of limiting their

proliferation when being compressed by neighbours, but extending these methods to

cell age is a logical next step. Another way to account for cell cycle dynamics is

to include a transition between a motile state or a proliferating state, potentially

resulting in variations in resting lengths or spring constants of individual cells due to

variations in their position in the cell cycle.

6.2.1 Final remarks

In this thesis we have considered a wide variety of experimental data, computational

models, and analysis methods. Along with standard methodologies, such as ABC

rejection and regression adjustment, we have also demonstrated novel approaches,

for example through ABC-DC and in the coarse graining in Chapter 5. Throughout

this work, we have strived to demonstrate the applicability of inference methods to

help investigate the best way to link between experimental data and computational

and mathematical models. Our inference investigations into optimal experimental
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design have shown without doubt the potential of applying these methods to help

guide experimental choices in the future, to help further our understanding of cell

spreading processes.
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Appendix A

Consistency of results from

Chapter 2

In this Appendix, we present additional evidence that demonstrate consistency of

the results in Chapter 2 across different parameter regimes, different experimental

conditions, and an extended simulation domain.

A.1 Results incorporating a larger spatial domain

Instead of simulating our model on a domain corresponding to that of the experimen-

tal image, we can more accurately replicate the experimental domain by initialising

cells and simulating in a larger R = 72×C = 96 grid, and compute statistics only by

considering cells in the central portion of that domain, of size R = 24 × C = 32, as

performed previously. By considering a snapshot of a larger domain, we are account-

ing for situations when cells may move into or out of the part of the domain under

observation, which may influence the resulting statistics. The domain configurations

are demonstrated in Figure A.1 (a), and the difference in information obtained from

ABC parameter inference for each statistic when initialising cells over different num-

ber of rows in the domain are shown in Figure A.1 (b). The information gain from
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each statistic is very much consistent with the information gains shown in Chapter 2.

A.2 Results for longer experiments

In the Chapter 2, simulations were performed over 12 h, as most experimental data

of cell spreading is observed for at least this amount of time. Here we investigate

how our results change if we have data from a longer experiment. In Figure A.2 we

consider the change in the information obtained from ABC parameter inference in

the case where simulations and experiments are performed over 24 or 36 h, using

the same parameter values as in Chapter 2 (Pm = 0.25, Pp = 0.0025). For each

statistic considered, the information gained is either the same or slightly higher when

simulating for 24 h rather than 12 h. For some statistics, more information still is

gained when simulating for 36 h instead of 12 h (e.g. the connectivity statistics, κ4

and κ8), however for others there is a drop in the information gained (e.g. the quadrat

statistics, Q2 and Q4).

A.3 Results for different parameter regimes

In Chapter 2, synthetic data are generated with Pm = 0.25 and Pp = 0.0025, giving

Ratio := Pm/Pp = 100. To test the consistency of our results across a range of cell

types, we present additional results here from identical simulations as in Chapter 2

with Ratio = 10 or Ratio = 1. As the 3T3 fibroblast and MDA MB 231 cell lines

we consider in Chapter 2 have similar proliferation rates we keep Pp fixed and vary

Pm to Pm = 0.025 or Pm = 0.25, corresponding to Ratio = 10 or Ratio = 1. Our

results for these new parameter regimes are shown in Supplementary Figures A.3,

A.4, A.5 and A.6. The trends in these results are consistent with those in Chapter

2. Note that, as the parameter ratio, Ratio, decreases (through decreasing Pm), less

information in obtained from the trajectory-based statistics, ‖x‖ and Γ, as we might
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(a) Examples initialising into 24 rows, 12 rows or six rows of the central domain

0 32 64 96
0 

24

48

72

0 32 64 96
0 

24

48

72

0 32 64 96
0 

24

48

72

(b) Initialisation in a larger domain, parameter ratio Ratio = 100

(c) Initialisation in the domain used in Chapter 2, parameter ratio Ratio = 100

Figure A.1: Information gain in moving from the prior to the posterior for each summary
statistic when initialised with a larger domain (R = 72, C = 96), and computing statistics
using only the central portion of the domain. (a) Example experimental domains, corre-
sponding to a growth-to-confluence assays (24 rows) or scratch assays over either half the
central domain (12 rows) or one quarter of the central domain (6 rows). (b) Experimental
statistics are computed with Ratio = 100, corresponding to Pm = 0.25, Pp = 0.0025. (c)
The version of (b) from Chapter 2.
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(a) Initialisation with 24 cells, simulated for 36 hours, parameter ratio Ratio = 100

(b) Initialisation with 24 cells, simulated for 24 hours, parameter ratio Ratio = 100

(c) Initialisation with 24 cells, simulated for 12 hours, parameter ratio Ratio = 100

Figure A.2: Information gain in moving from the prior to the posterior for each summary
statistic and when initialised with 24 cells and the length of the simulations are varied.
Experimental statistics are computed with Ratio = 100, corresponding to Pm = 0.25,
Pp = 0.0025. (a) Simulations are run for 36 hours, corresponding to three times the length
of the simulations in Chapter 2. (b) Simulations are run for 24 hours. (c) Simulations are
run for 12 hours.
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anticipate. Further, the information gained from the pairwise correlations statistics,

CXY and CY , also decreases as Ratio is reduced, but only when cell are initialises

over six rows.

A.4 Extracting statistics from experimental im-

ages

Experimental images are quantified either through the manual or automated extrac-

tion of cell positions. In this section these two approaches are outlined. In the

manual extraction, the software imageJ is used to select cell centres, whereas in the

automated extraction, an image segmentation algorithm using the MATLAB image pro-

cessing functions is adopted that automatically finds cell centres.

A.4.1 Manual extraction

In the manual extraction of cell positions, cell centres are manually tracked using the

MtrackJ plugin for imageJ [70] at the start and end of an experiment, and these cell

positions (in pixels) are converted to lattice-site positions. With the lattice-based

model used in Chapter 2, experimental images are taken at a resolution of 696px ×

520px, and the lattice has dimensions R × C. The following transformation is used

to convert between pixels and lattice site position,

X =
⌈
C × x
696

⌉
, (A.1)

Y =
⌈
R× y
520

⌉
, (A.2)

where (x, y) are the coordinates of the cell centroids in pixels, (X, Y ) are the coordi-

nates on the lattice, and de is the ceiling function. If two or more cells are placed in

the same lattice site, the excess cells are redistributed into free adjacent lattice sites
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(a) Initialisation over six rows, parameter ratio Ratio = 1

(b) Initialisation over six rows, parameter ratio Ratio = 10

(c) Initialisation over six rows, parameter ratio Ratio = 100

Figure A.3: Information gain in moving from the prior to the posterior for each summary
statistic when initialising a scratch assay with 24, 48, or 72 cells. (a) Experimental statistics
are computed with Ratio = 1 corresponding to Pm = 0.0025, Pp = 0.0025. (b) Experimental
statistics are computed with Ratio = 10, corresponding to Pm = 0.025, Pp = 0.0025. (c)
Experimental statistics are computed with Ratio = 100, corresponding to Pm = 0.25,
Pp = 0.0025.
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(a) Initialisation over 24 rows, parameter ratio Ratio = 1

(b) Initialisation over 24 rows, parameter ratio Ratio = 10

(c) Initialisation over 24 rows, parameter ratio Ratio = 100

Figure A.4: Information gain in moving from the prior to the posterior for each summary
statistic when initialising a growth-to-confluence assay with 24, 48, or 72 cells. (a) Experi-
mental statistics are computed with Ratio = 1 corresponding to Pm = 0.0025, Pp = 0.0025.
(b) Experimental statistics are computed with Ratio = 10, corresponding to Pm = 0.025,
Pp = 0.0025. (c) Experimental statistics are computed with Ratio = 100, corresponding to
Pm = 0.25, Pp = 0.0025.
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(a) Initialisation with 24 cells, parameter ratio Ratio = 1

(b) Initialisation with 24 cells, parameter ratio Ratio = 10

(c) Initialisation with 24 cells, parameter ratio Ratio = 100

Figure A.5: Information gain in moving from the prior to the posterior for each summary
statistic and for each experimental design when initialised with 24 cells. (a) Experimental
statistics are computed with Ratio = 1 corresponding to Pm = 0.0025, Pp = 0.0025. (b)
Experimental statistics are computed with Ratio = 10, corresponding to Pm = 0.025,
Pp = 0.0025. (c) Experimental statistics are computed with Ratio = 100, corresponding to
Pm = 0.25, Pp = 0.0025.
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(a) Initialisation with 48 cells, parameter ratio Ratio = 1

(b) Initialisation with 48 cells, parameter ratio Ratio = 10

(c) Initialisation with 48 cells, parameter ratio Ratio = 100

Figure A.6: Information gain in moving from the prior to the posterior for each summary
statistic and for each experimental design when initialised with 48 cells. (a) Experimental
statistics are computed with Ratio = 1 corresponding to Pm = 0.0025, Pp = 0.0025. (b)
Experimental statistics are computed with Ratio = 10, corresponding to Pm = 0.025,
Pp = 0.0025. (c) Experimental statistics are computed with Ratio = 100, corresponding to
Pm = 0.25, Pp = 0.0025.
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3T3 fibroblast cells

Figure A.7: Cell positions are manually tracked using the MtrackJ plugin for imageJ
[70]. Cell positions are approximated to an R× C lattice using the simple transformations
in equations (A.1) and (A.2). In red are cell centroid positions, in blue is the lattice
approximation of cell centre positions. Any cells that cannot be placed into their nearest
lattice site are randomly placed into the next closest available lattice site.

until no two cells occupy the same site. This process is illustrated in Figure A.7.

In order to extract cell trajectories, cells are manually tracked using the MtrackJ

plugin for imageJ for every frame of an experiment, and these cell positions (in pixels)

are converted to lattice-site positions using the equations (A.1) and (A.2).

A.4.2 Automated extraction

To quantify experimental images automatically, a cell segmentation algorithm is de-

veloped that identifies “objects" in experimental images. These “objects" connected

over multiple frames using a cell tracking algorithm allows cell tracks to be obtained.

The segmentation approach is shown schematically in Figure A.8, and the full proce-

dure is reasoned below.

1. Perform a 2-level Haar wavelet decomposition with the MATLAB functionwdencmp.

This leads to a smoother image, which reduces the amount of small objects we
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expect in step 5.

2. Erode the image from step 1 with a disk structural element of radius 20 px,

then reconstruct in order to remove bright spots around cells.

3. Dilate the image from step 2 with a disk structural element of radius 20 px,

then reconstruct the image from the images from step 2 and 3. This image is

the background gradient without any cells.

4. Take the absolute difference of the image from step 2 and the background from

step 3, and remove any pixels of intensity value 5 or lower, to remove noise.

5. Convert the image into a binary image and remove further noise by removing

connected regions containing 30 pixels or less.

6. Find the distance between each pixel in a connected region and the background.

Compute the regional maxima of this distance to locate cell centres.

7. Morphologically close the image using a disk structural element of radius 3 px,

and then dilate the image using a disk structural element of radius 1 px.

8. Watershed the image from step 7 based on the centres found in the image from

step 6.

These steps were motivated from previous work in [62, 70, 74] along with trial and

error using the experimental images.

Cell tracking is attempted in an intuitive way, by connecting cells between frames

which are within a radius, rad, of each another. Although more complicated methods

exist, (for example PHD filtering [78, 108], or transformation into an assignment

problem [15, 62]), this method is intuitive and quick to implement. The following

procedure is applied, and is illustrated in Figure A.9.

1. Find all the object locations in two consecutive frames, i and i+ 1;
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2. For each object in frame i+ 1, list the objects in frame i that are within radius

rad;

3. For each object in frame i, list the objects in frame i+ 1 that are within radius

rad;

4. If any two objects in consecutive frames have only each other in their lists,

create a track between these two objects.

To find the optimal search radius, rad, four independent (randomly chosen) sets

of experimental images are considered. In each case, rad is varied between one and

fifteen pixels (inclusive), to find the value of rad resulting in the largest number of

tracks with a length of 36 frames or longer. This method finds rad = 7 to be optimal

for all four data sets. The number of tracks and length of tracks against rad is shown

for one set of experimental images in Figure A.10.
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Figure A.8: Overview of the cell segmentation procedure used on MDA MB 231 cells to
identify centroids of cells. The original image is shown in the top-left, which is denoised,
eroded and dilated using disk structural elements of radius 20 px to obtain the background
image. The background is subtracted from the smoothed original image and converted into
binary to obtain the image in the top-right. The small objects in the top-right image are
removed, and the centres of objects remaining are obtained by finding the regional maxima
of the distance between each pixel and the nearest empty pixel, to obtain the image in
the bottom-left. A closure and dilation is applied to the image in the bottom-left with
disk structural elements, then the resulting image is watershedded based on the cell centres
found previously, to obtain the segmented image in the bottom-right.
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Figure A.9: Overview of the cell tracking procedure used on MDA MB 231 cells. Cells
centres in frame i are shown in light blue, whereas those in frame i + 1 are shown in dark
blue. Cells in consecutive frames continue a track if they are within each others radius
of connection, however if two or more possible tracks could occur, no connection will be
created.

Figure A.10: Finding the search radius which results in the largest number of long (36
frames or longer) tracks. Blue: total number of tracks found; green: total number of long
tracks found for a given search radius, rad, in pixels. The minimum total number of tracks
and maximum total number of long tracks occurs at rad = 7 pixels.
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Appendix B

Additional methods and results for

Chapter 3

In this Appendix, we present the algorithms used to emulate initial experimental

domains, along with additional results from the coarse graining in Chapter 3. We

consider how regression adjustment affects the posterior distributions for synthetic or

experimental data, and how different experimental domains or data generative from

different parameter regimes affects inference investigations.

B.1 Replication of initial domains

In order to create each shape; square, circle or triangle; in MATLAB, first create a

matrix of zeroes, Mtemp, of size (2r+ 1)× (2r+ 1), where r is the radius of the shape,

and occupy sites of the matrix with the code below1.

1 %% Compute c i r c l e :

2 f o r x = 0:2∗ r

3 f o r y = 0:2∗ r

1Initialisation as a square is a straightforward usage of the ones function, and therefore not
shown.
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4 i f ( ( x−r )^2+(y−r ) ^2) <= r^2

5 Mtemp(x+1, y+1) = 1 ;

6 end

7 end

8 end

1 %% Compute t r i a n g l e :

2 f o r x = 0 : r

3 f o r y = 0:2∗ r

4 i f y <= sq r t (3 ) ∗x

5 Mtemp(x+1, y+1) = 1 ;

6 end

7 end

8 end

9 f o r x = r :2∗ r

10 f o r y = 0:2∗ r

11 i f y <= sq r t (3 ) ∗( r−x )

12 Mtemp(x+1, y+1) = 1 ;

13 end

14 end

15 end

These small matrices are inserted into the centre of the R× C lattice, as demon-

strated in Figure 3.3 in Chapter 3. To emulate different degrees of initial confluence,

we randomly choose occupied sites to retain in the initial lattice (using the rand and

find MATLAB functions).
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B.2 Regression adjustment

In this section we investigate how regression adjustment affects the posterior distri-

butions resulting from the ABC-rejection inference procedure in Chapter 3. Regres-

sion adjustment accounts for non-zero distances between simulation and experimental

statistics by fitting a regression line of best fit through the statistics, and adjusting

parameters to fall on this line of best fit.

B.2.1 Inference without regression adjustment on synthetic

data

In Chapter 3 we used regression adjustment to account for non-zero distances be-

tween simulated statistics and experimental statistics (that are typical when using

ABC-rejection due to the approximate nature of the procedure). We expect that

if regression adjustment is not used, the information gain in moving from prior to

posterior, particularly when considering more statistics, is lower. To demonstrate

this, no regression adjustment is used to generate the plots in Figure B.1, and these

can be directly compared with plots in Figure 3.4. We observe a marked decrease in

the one-dimensional information gain for the pairwise correlation statistics, and for

combinations of statistics.

B.2.2 Inference with regression adjustment on experimental

data

In Figure B.2 regression adjustment is used on the accepted parameters from the

inference procedure applied to experimental data. These plots are analogous to those

in Figure 3.9, except parameter values are shifted via regression adjustment to account

for non-zero distances between simulation statistics and experimental statistics.

When inferring model parameters with regression adjustment on experimental
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Figure B.1: The details of this figure are identical to Figure 3.4, except here regression
adjustment is not used to adjust parameters. Comparison to Figure 3.4 clearly shows a
decrease in information gain without the use of regression adjustment.
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Figure B.2: Displayed in the first three rows are the posterior distributions generated
by the samples from the prior distributions that resulted in the lowest distance between
simulated and experimental statistics. The posterior distributions correspond to the statistic
titled, where the statistic shorthand is used (see Table 3.1). The fourth row posterior
distributions correspond to those generated when using a combination of statistics. In
each posterior distribution, larger posterior densities are more yellow (according to the
colourbar), the parameters used to generate the posterior distribution are shown as white
dots. The initial domain is taken from experiments before the introduction of an upwards
bias, and the final domain is taken from the experiment after two hours of the bias, these
domains are shown in Figure 3.1. Regression adjustment is used, so some parameters used
to approximate a posterior distribution fall outside the prior domain.

167



Experimental data Synthetic data

Figure B.3: The resulting distances (the smallest 10% are sorted for each statistic) result-
ing from experimental data inference investigations (left, posteriors shown in Figure 3.9) or
the synthetic data inference investigations (right, posteriors shown in Figure 3.4). When
using experimental data, even the smallest distances for CXY , CY and κ4 fall outside the
axis limit (dk < 1), whereas when using synthetic data this is not the case (the line for CXY
lies underneath ˆCXY ).

data some statistics result in parameters that fall outside the range of the prior

distributions, Pm ∈ (0, 1) or Pb ∈ (−1, 1). To understand why this is the case, in

Figure B.3 we plot the distances, dkj , between simulation statistics and experimental

statistics, for each sample, k, and each statistic, j. For each statistic distances are

sorted from smallest to largest, and the smallest 2000 (10%) distances are displayed

(note that posterior distributions are generated using the smallest 200 distances) for

both the experimental data or the synthetic data from the investigations in Section

3.3.1. This figure demonstrates that distances resulting from the experimental data

are much larger than those when using synthetic data, suggesting that the model

and statistics considered do not fully capturing the behaviour of cells in experiments.

Using regression adjustment on parameters inferred from experimental data therefore

alters parameters considerably more than in the case of synthetic data, so regression

adjustment is not recommended when using experimental data.

For reference, when using regression adjustment on parameters inferred using ex-

perimental data, the estimates of Pm and Pb from the posterior distribution generated
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with statistic combination ρY &Q2 are:

• Pm = 0.0976± 0.0341 and Pb = 1.1032± 0.1014.

B.3 Different experimental domains or parameter

regimes

In this section, different parameter regimes for synthetic data inference investigations

are considered using the model in Chapter 3, in order to demonstrate consistency of

results. We consider whether the bias parameter is still identifiable in experiments

with different degrees of bias, or with the inclusion of a proliferation mechanism akin

to the model in Chapter 2.

B.3.1 Are parameters inferable with less or no bias?

We investigate whether synthetic data generated with different values of Pb (different

from the Pb = 0.5 used in Chapter 3) also result in inferable parameters. In Figure

B.4 we show the posteriors generated from the combinations of statistics used in the

main text for experimental Pb = 0.00, 0.25, 0.50 and 0.75.

B.3.2 If proliferation is included how do results change?

We investigate how results change if we introduce a proliferation mechanism in the

model. Define Pp as the probability of a proliferation event occurring in time-step τ .

The proliferation mechanism is the same as in Chapter 2.

Note that the corneal epithelium cells considered in Chapter 3 only proliferate a

small amount over the seven hour period of the experiment. Estimating Pp for these

cells can be attempted using the number of cells statistic, running ABC-rejection

with the model from Chapter 2, using data from the first and last frame of the
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Figure B.4: Posterior distributions for the most informative two-statistic combinations
established in Chapter 3. The bias parameter used to generate synthetic experimental data
are varied, Pb = 0.0 (first row), 0.25 (second row), 0.5 (third row), or 0.75 (bottom row).
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7 hour control experiment (shown in Figure 3.1), and specifying Pm as the mean

value determined from the inference in section 3.3.4. Averaging accepted Pp values

results in Pp = 0.0025 (results not shown), therefore a prior distribution for Pp of

π(Pp) = U(0, 0.01) is suitable.

Now consider inference of the three model parameters simultaneously, Pm, Pb and

Pp, using the statistics outlined in Chapter 3 along with the number of cells statistic,

N . Note that the prior for Pp is the same as used in Chapter 2 for MDA MB 231 cells

or 231 fibroblast cells, and in that case, in order to satisfy Pm + Pp < 1, the prior for

Pm is restricted to π(Pm) = U(0, 0.99).

Synthetic data is generated using Pm = 0.25, Pb = −0.5 and Pp = 0.0025 and

results in the two-dimensional posterior distributions and information gains shown

in Figure B.5. We display only a small number of statistic combinations considered;

N and CXY , CXY and Q2, and LE and ρY . When proliferation is introduced we

observe that certain summary statistic combinations still provide enough information

to infer the three model parameters. For example, N and CXY can be used to infer

Pm and Pp; while LE and ρY can be used to infer Pm and Pb. Information gains are

comparable with those in Figure B.1.
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Figure B.5: The posterior distributions and corresponding marginal two-dimensional and
one-dimensional information gains from three chosen combinations of statistics are shown.
The combinations are; N and CXY (left), CXY and Q2 (centre), or LE and ρY (right).
In each posterior distribution, larger posterior densities are more yellow (according to the
colourbar), the parameters used to generate the posterior distribution are shown as white
dots. Grey dashed lines represent the parameter values used to generate the synthetic exper-
imental data (Pm = 0.25, Pp = 0.0025, Pb = −0.5). Note that these posterior distributions
and information gains are generated without using regression adjustment.
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Appendix C

Extraction of experimental data

and further results from Chapter 4

In this Appendix, we present additional methods and results from the inference of

the off-lattice model in Chapter 4. The method used to extract experimental data

is presented, along with other inference investigations considering combinations of

statistics or a different proliferation law.

C.1 Extracting data from experiments or simula-

tions

In order to compare the model introduced in Chapter 4 with experimental data, we

outline a means of comparison between node positions and experimental cell densities.

Algorithms are developed that convert from simulated node positions to cell densities,

and from experimental cell densities to node positions, allowing us to use experimental

data to establish initial conditions in the model.
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C.1.1 Conversion from positions to density

Firstly consider computing statistics from the model. It is simple to extract the

number of cells at the final time, N = N(T ), as this is continually updated when

solving. The leading edge, LE, is simply the position of the N(T )th node, or LE =

rN(T ). To convert cell positions into cell density, we use the formula established in

Murray et al. [57],

q(r, t) = ∂i

∂r
, (C.1)

where q(r, t) is the cell density at position r and time t, and i and r are continuous

versions of the discrete positions ri and discrete indices i. (See Chapter 5 or [57]

for clarification). Using equation (C.1), estimating the cell density, q, at the node

positions, ri(t), is done using,

q(r0, t) = 1
r1(t) ,

q(ri, t) = 2
ri+1 − ri−1

for i = 1, . . . , N(t)− 1, (C.2)

q(rN(t), t) = 1
rN(t) − rN(t)−1

.

The value of q at any intermediary position between nodes can be computed by

interpolation.

C.1.2 Conversion from density to positions

As the IBM simulates positions of cells, and experimental data are recordings of the

cell density, we require a method of converting from density data to position data.

By simply rearranging equation (C.2), the following equations for node positions are
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established,

r1(t) = 1
q(r0, t)

,

ri+1(t) = 2
q(ri, t)

− ri−1(t) for i = 1, . . . , N(t)− 1, (C.3)

rN(t)(t) = 1
q(rN(t), t)

+ rN(t)−1(t).

C.1.3 Extracting statistics from experimental data

In order to satisfy the model assumption that cells are in contact at their edges, we

perform the following steps; for each of the average cell density data sets considered,

first compute node positions using the algorithm in Section C.1.2, then restrict at-

tention to positions where there is a large cell density. As the experimental data has

a two separate expanding cell populations (from the left and right), consider only

the portion of the domain between 0 and LE, where LE denotes the position when

the distance between node points is larger than two cell widths. For the data con-

sidered, Jin et al. [36] computes the expected carrying capacity as qmax = 1.7× 10−3

cells/µm2, which can be converted to an expected cell diameter at confluence of

a = 1/
√

1.7× 10−3 = 24.25µm.

The IBM is simply a single line of cells, so the density of cells/µm2 must be

converted to cells/µm as follows:

1. convert densities to one-dimensional (per column) densities by multiplying by

1430µm

2. divide the resulting one-dimensional cell density with the expected number of

cells that would fit in 1430µm, computed as 59. 1

These methods are shown in Figure 4.6.
1Using the expected cell diameter at confluence, calculate 1430/24.25 ≈ 59 as the expected

number of cell-width rows at confluence.
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C.2 Other inference experiments

In this section we describe the results of other experimental design investigations.

C.2.1 Combining statistics

In much the same way as experiments are combined in the investigation from Section

4.3.1.5, statistics can be combined using the distance formula in Section 4.2.4.2. The

hope is that combinations of statistics may provide more information gain than from

considering a single statistic. However, when considering more than two time points,

note that the increase in data may result in a decrease in information gain, as we

are adding ‘non-useful’ data and trying to match all statistics with equal weight

(increasing dimensionality).

Results are shown in Figure C.1. Through comparison to Figure 4.7, it is ob-

served that combinations of statistics, while able to pick up more information about

the spring length and proliferation parameters a and β simultaneously (in the two-

dimensional posteriors), the combination of statistics provide only slightly more in-

formation about the spring length a than the cell density statistic q provides on its

own. Further, less information is obtained about the proliferation parameter β with

a statistic combination than the number of cells statistic N , provides on its own. In

summary, it is not necessary to combine statistics in order to maximise information

gain about each parameter.

C.2.2 Results using a hyperbolic proliferation law

Here we consider the effect on the information gain of the model parameters if we

instead used a hyperbolic proliferation law instead of a constant proliferation law.

Proliferation laws are outlined in Table 5.4, and a hyperbolic proliferation law, though

slightly harder to implement, provides a more realistic representation of cells, which
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Symbol Value
Z 2
T 24
N0 30
R0 750
aexp 25
αexp 5
βexp 0.02
Fi Linear
Gi Constant

Figure C.1: We perform ABC-SMC with synthetic data computed using the experimental
parameters shown. Prior distributions used and other inference choices are outlined in Table
4.1. The experiments performed here use the same inference choices as in Figure 4.7, but
we combine the statistics used, according to the distance computations outlined in Section
4.2.4.2. The marginal two-dimensional posterior distributions shown in the top row show
that each combination of statistics is able to provide information of parameters a and β
simultaneously. The information gain from the marginal one-dimensional posteriors for each
parameter and each statistic combination are shown in the bottom row. We have included
the information gains from the one-statistic inference in Figure 4.7 for ease of comparison.
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generally reach a particular size before proliferating. A hyperbolic law limits the

amount of proliferation in the domain until individual cells reach a particular size,

and so in this case the proliferation parameter β is more closely tied to the motility

parameter, α and the resting spring length, a.

In Figure C.2, we can see that posteriors for the number of cells statistic, N ,

have a strong correlation with a and α, a relationship that was not previously seen

in the case of constant proliferation. We can also note that the information gain

for the proliferation parameter is much lower here than in the constant proliferation

case, therefore by adopting a more realistic proliferation law, we obtain less precise

estimates for the proliferation parameter β.
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Symbol Value
Z 2
T 24
N0 30
R0 750
aexp 25
αexp 5
βexp 0.02
Fi Linear
Gi Hyperbolic

Figure C.2: We perform ABC-SMC with synthetic data computed using the experimen-
tal parameters shown. Prior distributions used and other inference choices are outlined in
Table 4.1. The experiments performed here use the same inference choices as in Figure 4.7,
but we use a proliferation law that is hyperbolic, as defined in Table 5.4. The synthetic
experimental data is displayed in the left-most plots, for either the cell density, the leading
edge, or the number of cells. The central plots show the marginal one-dimensional poste-
rior distributions for parameters, a, α and β computed using statistics q, LE or N , which
generally provide the most one-dimensional information gain. The right-most plots show
marginal two-dimensional posteriors for a subset of the two-dimensional parameter combi-
nations. The information gains computed from each marginal one-dimensional posteriors
of marginal two-dimensional posteriors are shown for each statistic in the bar plots, where
each information gain is shown with error-bars computed from three independent runs of
ABC-SMC.
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Appendix D

Numerical solution of the model in

Chapter 5

In this Appendix, we present additional results from the coarse graining in Chapter

2, investigating higher order terms in the coarse graining, the method employed to

numerically solve the full PDE system.

D.1 Investigating the higher order term

In this section we consider the impact of neglecting the O(1/N) term in equation

(5.49). In practice, to ignore higher order terms in the numerical solver, set E ≡ 0 in

the discretisations outlined in Appendix D.2.

Results are shown in Figure D.1, where the leading edge, the number of cells over

time, and the cell density resulting from the model are compared with and without

higher order terms. Plots show that these statistics are very similar with and without

higher order terms, therefore it is advised that future extensions of this work should

neglect these higher order terms to allow for ease of solving.
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Constant proliferation Linear proliferation Hyperbolic proliferation
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Figure D.1: Figure demonstrating the impact of neglecting the higher order proliferation
terms in the continuum derivation leading to equation (5.51). Each column displays a
different proliferation law, which are described in Table 5.4. Each row represents a different
output of the system, either the leading edge position over time, the number of cells over
time, or cell density recorded τ = 100. A linear force law is used in all cases, initial node
positions and parameters are as in Figure 5.3.
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D.2 Numerical solution of the full system

The system of equations (5.71) - (5.74) in Section 5.4.6 is solved using a finite differ-

ence scheme with Picard iteration, which iteratively refines the solution of the PDE

system at the next time-step, until two consecutive iterations are within a tolerance,

ε, of each other.

In the following algorithm, k denotes the iteration number, j is the space-step

being considered, q(prev) or Γ(prev) is the solution for q or Γ at the previous time-step,

and qkj is the solution at iteration, k and space-step j. We solve for (Γkj , qkj ) at every

iteration. We proceed to the next time-step when d(qk, qk+1) < ε, where d is the sum

of squared Euclidean distances function.

The space and time resolutions used are, dx = 0.01, dt = 0.001, with a tolerance

ε = 10−4. The time taken for the PDE solver to complete for varying dx and dt are

shown in Table D.1.

Algorithm 4 Numerical solution of the next iterate of the PDE system in Section
5.4.6.
t = 0
while t < T do

for j = 1 to j = R do
if k = 1 then

qkj = q
(prev)
j , Γkj = Γ(prev)

j

end if
Solve for Γk+1

j using qkj−1, qkj , qkj+1 and Γkj−1, Γkj , Γkj+1
Solve for qk+1

j using qkj−1, qkj , qkj+1 and Γk+1
j , Γk+1

j−1 , Γk+1
j+1

end for
if d(qk, qk+1) < ε then

q(prev) = qk+1, Γ(prev) = Γk+1

k = 1
t = t+ dt

else
k = k + 1

end if
end while
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Equation (5.71) can be discretised:

Γk+1
j = Γ(prev)

j − dt
D(qkj ) + E(qkj )

qkj

qkj+1 − qkj−1

Γkj+1 − Γkj−1
.
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Equation (5.72) can be discretised:

qk+1
j = q

(prev)
j + dt

Γk+1
j − Γ(prev)

j

dt
(qk+1
j+1 − qk+1

j−1 )
(Γk+1

j+1 − Γk+1
j−1)2

+ 2dR
Γk+1
j+1 − Γk+1

j−1

∂

∂R

(D(qkj+1/2) +D(qkj−1/2))
2

(E(qkj+1/2) + E(qkj−1/2))
2

 qk+1
j+1/2 − q

k+1
j−1/2

Γk+1
j+1/2 − Γk+1

j−1/2


+ qkjG(qkj )


= q

(prev)
j + dt

Γk+1
j − Γ(prev)

j

dt
(qk+1
j+1 − qk+1

j−1 )
(Γk+1

j+1 − Γk+1
j−1)2

+ 2dR
Γk+1
j+1 − Γk+1

j−1

1
dR

(D(qkj+1) +D(qkj ))
2

+
(E(qkj+1) + E(qkj ))

2

 qk+1
j+1 − qk+1

j

Γk+1
j+1 − Γk+1

j


− 2dR

Γk+1
j+1 − Γk+1

j−1

1
dR

(D(qkj ) +D(qkj−1))
2

+
(E(qkj ) + E(qkj−1))

2

 qk+1
j − qk+1

j−1

Γk+1
j − Γk+1

j−1


+ qkjG(qkj )


= qkj + dt qkjG(qkj )

+dt
− Γk+1

j − Γ(prev)
j

dt(Γk+1
j+1 − Γk+1

j−1)2 +
D(qkj ) +D(qkj−1) + E(qkj ) + E(qkj−1)

(Γk+1
j − Γk+1

j−1)(Γk+1
j+1 − Γk+1

j−1)

qk+1
j−1

+dt
− D(qkj+1) +D(qkj ) + E(qkj+1) + E(qkj )

(Γk+1
j+1 − Γk+1

j )(Γk+1
j+1 − Γk+1

j−1)

−
D(qkj ) +D(qkj−1) + E(qkj ) + E(qkj−1)

(Γk+1
j − Γk+1

j−1)(Γk+1
j+1 − Γk+1

j−1)

qk+1
j

+dt
 Γk+1

j − Γ(prev)
j

dt(Γk+1
j+1 − Γk+1

j−1)2 +
D(qkj+1) +D(qkj ) + E(qkj+1) + E(qkj )

(Γk+1
j+1 − Γk+1

j )(Γk+1
j+1 − Γk+1

j−1)

qk+1
j+1

184



dx/dt 0.1 0.01 0.001

0.1 1.58 3.95 38.21

0.01 10.80 16.28 158.38

0.001 169.17 176.67 2378.36

Table D.1: The time taken in seconds to solve the PDE system in Section 5.4.6, using the
algorithms outlined in this section, for varying space (dx) and time (dt) resolutions. The
solver uses N = 45 cells with node positions uniformly distributed in [0, 30], with a = 1,
α = 15, a linear force model, and no proliferation.

Defining the coefficients of qk+1
j−1 , qk+1

j , and qk+1
j+1 in the above as −a(qk), −b(qk)+1,

and −c(qk), respectively, allows us to write

a = −dt
− Γk+1

j − Γ(prev)
j

dt(Γk+1
j+1 − Γk+1

j−1)2 +
D(qkj ) +D(qkj−1) + E(qkj ) + E(qkj−1)

(Γk+1
j − Γk+1

j−1)(Γk+1
j+1 − Γk+1

j−1)

,
b = 1− dt

− D(qkj+1) +D(qkj ) + E(qkj+1) + E(qkj )
(Γk+1

j+1 − Γk+1
j )(Γk+1

j+1 − Γk+1
j−1)

−
D(qkj ) +D(qkj−1) + E(qkj ) + E(qkj−1)

(Γk+1
j − Γk+1

j−1)(Γk+1
j+1 − Γk+1

j−1)

,
c = −dt

 Γk+1
j − Γ(prev)

j

dt(Γk+1
j+1 − Γk+1

j−1)2 +
D(qkj+1) +D(qkj ) + E(qkj+1) + E(qkj )

(Γk+1
j+1 − Γk+1

j )(Γk+1
j+1 − Γk+1

j−1)

,
hence,

a(qk)qk+1
j−1 + b(qk)qk+1

j + c(qk)qk+1
j+1 = qkj + dt qkjG(qkj ),

which we can solve for qk+1 using the tridiagonal matrix algorithm and Picard itera-

tion. At the end points, we discretise the boundary conditions from equation (5.74)

in Section 5.4.6.
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