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Abstract

Decisions made by individuals planning for retirement may be myopic. One way of
capturing this myopia is with quasi-hyperbolic discounting. It is well known that such
preferences may explain why individuals fail to provide an adequate retirement income
for themselves. In this thesis, the quasi-hyperbolic discounting model is applied to a
number of other decisions and outcomes related to planning for retirement. There
are three main focuses. Firstly, the thesis considers a model where individuals are
quasi-hyperbolic discounters over both retirement and saving, and extends the results
of Diamond and Koszegi (2003). It argues that mechanisms designed to overcome
myopic saving decisions may lead to unplanned early retirement. This may depend
on the form of income in retirement — regular income options such as annuities offer
commitment over overconsuming early in retirement, which makes early retirement
less desirable to myopic retirees.

Secondly, it tests these predictions using a new laboratory experiment. Over a
two-month period, participants were asked to attend weekly sessions, and could leave
the experiment (or “retire”) in any week of their choosing. Part of their payment for
attending these sessions was put aside and paid only after they had left. The results
indicated that more impulsive individuals left the experiment earlier, both overall and
relative to plans made in the first week of the experiment.

Finally, this thesis presents a model of rising wages as a forced saving mecha-
nism. Assuming individuals face some borrowing constraints, deferred wages implic-
itly place some earnings aside until much closer to retirement, when quasi-hyperbolic
discounters save a greater fraction of their income, increasing total retirement wealth.
It also shows that demand for rising wages should disappear for people with access to
more direct saving commitment mechanisms, although when these schemes offer less
commitment (due to early withdrawal or early retirement options), a combination of

both mechanisms is preferred.
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Chapter 1

| ntroduction

This thesis considers the decisions individuals make whilst planning for retirement.
In particular, it is concerned with situations where an individual’s preferences over
different retirement outcomes change as they approach and enter retirement. Kirby

(1997) states that

Behavior that is influenced by such preference reversals may exhibit sys-
tematic, “dynamic inconsistencies” over time ... leading to both wasteful
planning and impulsive, suboptimal choices. For example, a planner who
makes decisions based on preferences at early stages of planning may later

reverse preferences and make decisions that undo earlier plans (pg. 55)

There are many ways of capturing and explaining time-inconsistent choices. My-
opia is one of them. The term ‘myopia’ is used both within and outside of the economic
literature to refer to a range of behaviours or preferences which suggest that the value
placed on the future is low. For example, it could be used to reflect a high degree of
impatience, or to describe individuals who have short planning horizons and simply do
not think beyond a certain future point. In this thesis, the term is given a specific mean-
ing. The theory and empirical work presented here are based around a series of models
which have one major feature in common — the agents in the models place a relatively

higher weighting on the utility of their current consumption of goods and leisure than



they did in the past. Such preferences are described as present-biased. This bias shifts
over time, so that the individual continually changes their relative valuation of different
periods by overvaluing utility in the current period. Individuals who overvalue their im-
mediate wellbeing at the expense of later utility because of present-biased preferences
are referred to as myopic. They are also described as being impulsive, acting on a pref-
erence for higher immediate payoffs than was previously anticipated. * That individuals
may have these preferences is supported by evidence from the psychology literature,
and the application of these preferences is one of the largest areas of research within
the field of behavioral economics. The disparity in weighting of periods between two
different points in time leads myopic individuals to experience regret about previous
choices. Indeed, the existence of regret is often taken as indicative of prior myopic or
impulsive decisions, although there are other psychological biases which could prompt
individuals to wish that have behaved differently in the past (such as aversion to loss
when making risky choices).

The central research questions of this thesis are: how does myopic decision making
affect plans for retirement, and how may individuals and policymakers overcome the
problemsit causes? As a starting point, | establish a theoretical framework of myopic
decision making, which can be applied to models of retirement planning. In many
standard economic models, exponential discount functions are used to analyse lifecy-
cle choices. Strotz (1956) showed that only preferences with exponential discounting
lead to dynamically consistent choices and plans. Capturing myopia and present-bias
in preferences therefore requires finding an alternative discount function. Throughout
this thesis, this is achieved by use of the hyperbolic discounting model and its more
simplistic variant, the quasi-hyperbolic discounting model. This thesis does not claim
that this is the definitive way of capturing myopia, nor is it the only plausible explana-
tion for time-inconsistency. My contention is that hyperbolic discounting is the most
analytically convenient way of capturing the types of cognitive biases in decision mak-

ing observed in the psychology literature and can explain a wide range of observable

LImpatience differs from impulsiveness in that it is not present-biased. The valuation of two periods may
heavily favour the earlier one in the case of an individual who is very impatient, but this relative weighting
does not depend on those periods’ distance from the present



outcomes. This thesis takes hyperbolic discounting as a theoretical lens through which
to analyse a number of economic decisions related to planning for retirement.

Out of all the decisions made whilst planning for retirement, how much to save and
when to retire are two of the most important. The first has been studied extensively —
traditional models of life-cycle consumption predict that individuals will smooth their
income over their lifetime, but such predictions are found to have empirical weak-
nesses. Individuals’ consumption follows income more than models would suggest,
and there appears to be a one-off drop in consumption at retirement. Such observations
have provoked economists to revisit the assumptions underlying these traditional mod-
els, leading to a widespread use of non-exponential discount functions in this context.
Such models can explain observable patterns of consumption and undersaving (in the
sense that individuals regret past saving decisions and wish they have saved more).

The decision about when to retire is also of significant interest to both academics
and policymakers. In developed countries like the UK, retirement ages have been
steadily decreasing over the twentieth century and the historical trend of declining
labour force participation rates (LFPRs) for older male workers is well documented
(e.g. Lazear, 1986). However, the approach to modeling retirement has rarely been set
in any framework other than that of dynamic consistency. This assumes that the same
impulsive urges which may impact consumption and saving decisions do not affect
leisure decisions in an equivalent way. In general, this is in keeping with the relative
slowness in which labour economists have adopted behavioural assumptions into their
analysis, although there are some exceptions (such as job search during unemploy-
ment). In addition, evidence that individuals regret their retirement timing decisions
in the same way that many report regretting their savings decisions is rarely investi-
gated, although there is some evidence that suggests individuals retire earlier than they
planned to. Moreover, returning to work after retirement is a growing trend. This is
consistent with, amongst other explanations, individuals rectifying earlier mistakes.

Patterns of undersaving and earlier retirement at first glance present a somewhat
confusing story. If individuals are regretting their low saving behaviour, we may ques-

tion why it is that they do not delay retirement. Within both academic work and pol-



icy making, the emphasis is often placed on saving decisions. This thesis contributes
to the literature on lifecycle planning for retirement and myopic decision-making by
considering both retirement and saving together. It makes little sense to consider one
without the other — adequate retirement saving can only be defined relative to the ex-
pected length of retirement, whilst the extent to which retirement is taken early must
be considered in reference to accumulated resources. Hence, incorporating both de-
cisions into a model with non-exponential discounting may help to better understand
retirement and saving behaviour. This model is the subject of chapter 4.

When individuals are able to perceive the time-inconsistent nature of their prefer-
ences, they may take actions to constrain their future behaviour in such a way that their
eventual choices more closely resemble the ones that would have been made if the in-
dividual could enact her earlier preferences. Anything which constrains future choices
in this way is referred to as a commitment mechanism. A perfect commitment mech-
anism would be one which restricted all future choices so that they exactly coincided
with the ideal plans of the individual prior to any choices being made. Perfect mech-
anisms generally do not exist, so individuals with time-inconsistent preferences often
need to find ways to constrain future choices. In this thesis, several different forms of
commitment mechanism are considered. Firstly, there are mechanisms which require
individuals to save more than they otherwise would have (such as company pension
schemes where the contribution is deducted by the employer from each payslip). How-
ever, as the model developed in chapter 4 will show, when individuals make decisions
that are interconnected, such as those involving consumption and retirement, a commit-
ment mechanism which helps with the time-inconsistency problem for one may create
greater issues for the other. The model shows that individuals who are forced to save
more than they would have in the absence of a commitment mechanism are more likely
to take unplanned early retirement.

A second form of commitment discussed in this thesis is the purchase of annu-
ities. Saving mechanisms reduce overconsumption during the working phase of the
lifecycle. Annuities, along with their other advantages related to longevity risk mit-

igation, reduce overconsumption post-retirement by spreading accumulated resources



equally over periods. The model set out in chapter 4 suggests that the form of pension
payments matters for the retirement decision of quasi-hyperbolic discounters, with in-
dividuals receiving annuities delaying retirement relative to individuals receiving their
retirement savings in a single lump-sum payment.

These two predictions about the effect of forced saving and annuities should be
tested if they are to have any implications for public policy on saving for retirement.
Models of choices over time have often been tested using experimental data collected in
a laboratory. The advantage of this approach is that it allows the experimenter to elicit
rich data on participants’ preferences for immediate and delayed payoffs, which can
then be used to derive discount functions. In contrast, studies that use larger conven-
tional datasets tend to require the use of imprecise proxies for myopia. Moreover, the
laboratory setting allows the experimenter to control for unobservable factors which
might affect these lifecycle decisions. For example, individual perceptions of future
health is an important factor in deciding when to retire and how much to save for re-
tirement, however data on these perceptions is usually not available. By reducing the
time horizon of an activity (from many years to many weeks), it also can elicit mean-
ingful plans, which actual outcomes can be compared against. Even if data panels on
retirement did collect data on planned retirement age, this plan is subject to updating
following certain life events (such as family pressures, news affecting expectations over
life expectancy, or an unexpected career move with different compensation arrange-
ments) This might mean that time-consistent plans updated to include new information
or circumstances could be confused with time-inconsistent retirement plans.

Given the decision to use experimentally-derived data to look at saving commit-
ment, pension payments and the timing of retirement, a review of experimental studies
of time-inconsistent choices proved useful, and is presented in chapter 5. This survey
is also timely, as there has not been an equivalent literature overview since Frederick
et al. (2002).

Chapter 6 presents the results of a new laboratory experiment, which tests a model
of retirement when individuals use a savings commitment mechanism. Participants

in the experiment return to the laboratory for a number of weeks, simulating work,



and leave the experiment when they prefer to stop accumulating savings and receive
what they have put aside up to that point. The experimental design is novel in that it
uses the actual attendance of the participants as the explanatory variable. The results
look to explain the importance of individual discounting and pension payments for
inconsistencies between planned and actual leaving weeks.

The final commitment mechanism this thesis discusses is wage profiles. Upward
sloping wage profiles have been explained by labour economists as the result of the
accumulation of human capital during the working life, firms’ desire to create an en-
vironment to invest in specific skills, and as a solution to problems of asymmetric
information. A limited amount of attention has been given to the possible role of wage
profiles as a forced saving mechanism — by delaying the receipt of wages until later in
the working life, overconsumption earlier in the working life can be avoided. However,
existing work has not developed a formal model of optimal wages to motivate this de-
mand for rising wage profiles. Again, this may be a consequence of the limited use of
behavioural ideas in labour economics. Chapter 7 sets out such a model, where workers
have quasi-hyperbolic discount functions and realistic borrowing constraints. It con-
siders a number of extensions, including the interaction between rising wage profiles
and alternative saving mechanisms. Finally, bringing the thesis full circle, it shows that
rising wage profiles offer a commitment over the timing of retirement as well as over
saving.

Before turning to the main contributions of this thesis, the next two chapters pro-
vide a contextual and a theoretical background. The next chapter discusses retirement
trends and systems of retirement provision across different countries, including the na-
ture of saving, the extent to which certain saving levels are mandated by the state, the
provisions for early retirement and the form of pension payments. This thesis touches
upon all of these themes at various points, and discusses their implications for retire-
ment planning. This chapter will therefore indicate where these findings are potentially
most relevant. Chapter 3 sets out the quasi-hyperbolic discounting model and discusses

its uses, its strengths and its limitations.
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Chapter 2

Retirement behaviour in the
developed world: timing, saving

and income

This chapter describes observable trends in patterns of retirement and saving across a
number of countries. In the first section, the demographics and labour supply trends of
older workers and retirees are described. The second section gives an overview of dif-
ferences in the accumulation of resources for retirement, including individual saving as
well as state-mandated saving and pensions. This highlights the differing roles the state
can play in encouraging, or even forcing, individuals to save. An argument made later
in this thesis is that forced saving, whilst being one way that a paternalistic government
may try to alleviate the tendency to overconsume and undersave, may give rise to time-
inconsistent plans over timing of retirement. The final section discusses the literature
on retirement payments, with a particular focus on the use of annuities. In this thesis,
the role of annuity payments is that of a commitment mechanism, by reducing over-
consumption in retirement and limiting unplanned early retirement. However, annuity
markets across many countries are underdeveloped. In the existing literature, the costs

of this market thinness is usually expressed in terms of over-exposure to longevity risk.
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This thesis adds to these potential costs those arising from not being able to mitigate

future time-inconsistent choices via commitment.

2.1 Retirement

The length of time spent in retirement has increased over the course of the twentieth
century. This has been caused by two factors: increased life expectancy and increas-
ingly early retirement ages. Data on life expectancy, and its future projections, have
been one of the key motivations for recent policy discussion over pension reform in
many parts of the developed world. In the UK, life expectancy in old age has greatly
increased in the past 25 years. Data from the Government Actuary Department on pe-
riod life expectancies demonstrates these trends (e.g. Goverment Actuary Department,
2009). For example, in 1981 a 60-year-old male could expect to live another 16.1
years. In 2007, this figure had risen to 21.3 years. Women, with historically higher life
expectancies than men, have seen an slightly smaller rise in this period — 20.8 years to
24.4 years for a 60-year-old female. These trends are typical of all developed countries.
Table 2.1.1 shows the rise in life expectancy at 65 for males and females, across OECD
countries.

At the other end of the retirement period, workers decide when to leave the work-
force. The labour force participation of older male workers is much lower today than
for most of the twentieth century. The historical trend of declining labour force partic-
ipation rates (LFPRs) for older male workers is well documented (see Lazear, 1986).
Blundell and Tanner (1999) report that, based on Family Expenditure Survey data, the
percentage of older men in employment has fallen since the 1960s. The main cause of
this has been a fall in full-time employment from 75.7% of all 50-64 year old men in
1978 to 45.5% of the same age range in 1996. While some have moved to part-time
work or self-employment, a greater proportion are no longer in employment. This in-
crease reflects a move towards inactivity — unemployment has remained fairly constant
as a percentage of the total number of older people while there has been an increase

in those claiming sickness benefits and those who consider themselves retired. Female
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Table 2.1.1: International comparison of increasing life expectancy

Female Male
Country 1994 2007 1994 2007
Australia 194 216 157 186
Austria 187 211 150 17.7
Belgium 193 210 148 173
Canada 200 213 159 181
Czech Republic  16.1 188 127 153
Denmark 179 195 143 16.6
Estonia 155 186 114 136
Finland 188 214 147 175
France 207 220 162 177
Germany 18.6 207 147 176
Greece 184 199 161 17.7
Hungary 156 175 120 136
Iceland 197 205 168 182
Ireland 174 204 138 17.2
Israel 18.1 207 160 185
Italy 19.7 218 157 18.0
Japan 21.0 236 16.7 186
Korea 169 210 131 16.6
Luxembourg 19.0 210 147 174
Mexico 179 183 16.1 16.8
Netherlands 190 205 148 170
New Zealand 189 208 153 183
Norway 19.2 208 152 175
Poland 164 190 128 147
Portugal 182 203 148 16.9
Slovak Republic 165 175 129 1338
Slovenia 168 20.2 133 16.3
Spain 201 219 16.2 18.0
Sweden 19.7 208 160 179
Switzerland 206 223 16.2 189
Turkey 146 158 130 140
United Kingdom 184 20.2 147 176
United States 19.0 198 155 17.1

Source: OECD
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participation has not seen the same trends, as the twentieth century has also seen a
huge increase in female participation generally, meaning that LFPRs for older women
combine two trends that are not easy to disaggregate.

More recently, this fall in older male participation has been partially reversed.
There is growing evidence that many older men have been staying longer in the labour
market over the past 15 years across a number of countries (Schirle, 2008). The UK,
United States and Canada, as well as a number of European countries, have seen an
increase in the participation rates of men aged 55-64 over this time period — the point
that this reversal of trends took place varies across countries, but most experienced their
low point between 1994 and 1999.

Another way of judging patterns of retirement behaviour is to look at average re-
tirement ages. Three measures are commonly used: static means, dynamic means and
median retirement ages. Data from the UK Labour Force Survey reveals that the static
mean retirement ages have stabilized in the past two decades, and have even risen
slightly (ONS, 2011). For men, the average age of exit from the labour market in 1984
is almost identical to that in 2009 (63.7 years to 64.7 years), with the minimum occur-
ring between 1994 and 1998 (63.0 years). For women, the average age of exit has been
gradually increasing, from 60.7 years in 1984 to 62.4 years in 2009.

Mean retirement ages based on cross-sectional labour force data may be biased by
the changing participation of different cohorts (see Scherer, 2002, for a discussion). A
dynamic measure — labelled here as effective age of retirement — which accounts for
these changes is now adopted by OECD countries. Figures 2.1.1 and 2.1.2 show how
average retirement has changed over the past three decades in a select number of OECD
countries, for both men and women. Again, the general pattern appears to be falling
mean retirement ages until 2000, then a rise throughout the past decade. These patterns
are most obvious in Anglo-Saxon and Scandinavian economies — in continental Europe,
the reversal in the 2000s is less marked, whilst Asian and South American countries

did not experience as much of a decline leading up to that point.
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Median retirement ages tend to differ from mean retirement ages — they are gener-
ally, but not always, lower. Across 19 EU countries, the median retirement age in 2005
was 7 months less than the mean retirement age, with 13 of those countries having
lower median retirement ages than the mean value (Romans, 2007). These data also
showed that median retirement has similarly increased since the mid-1990s across most
European countries — aggregating across all countries, median retirement increased by
10 months between 1998 and 2005.

Whether these patterns of labour market exit could be considered early retirement
requires establishing a normal retirement age to compare actual behaviour against. In
theory, this should be defined as the age of retirement chosen freely by retirees, in the
absence of distortions or constraints imposed by public policy or employer pension
schemes. However, as this is generally unobservable, alternative benchmarks have to
be used. Figures 2.1.3 and 2.1.4 compare mean and median retirement ages across a
number of OECD countries with the state pension age (SPA). These figures show that
in many countries, average retirement occurs earlier than the official state age. This is
one measure by which retirement can be considered early.

Early retirement may also be observed through comparisons of behaviour across
time or between countries. Table 2.1.2 gives the difference between life expectancy
at 65 and the effective retirement age, across a number of OECD countries. It can be
interpreted as the expected total length of retirement, conditional on the retiree reaching
65 years old. The data show the overall effect of changes in life expectancy and timing
of retirement over the past two decades has been to increase the length of retirement —
therefore, if some historical average retirement age is used as a benchmark, retirement
today is earlier. Moreover, comparing across different countries reveals a great deal of
variation in the average length of retirement. Although some of this could be driven by
different preferences across countries, this also suggests that people in some countries

are more prone to early retirement.
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Table 2.1.2: International comparison of expected total length of retirement

Male Female
Country 1994 2007 1994 2007
Australia 18.2 188 219 218
Canada 187 19.7 228 229
France 215 236 260 279
Ireland 148 189 184 221
Italy 199 219 239 257
Japan 106 139 149 189
Poland 128 180 164 223
Spain 201 212 240 251
Sweden 176 169 213 1938
Switzerland 142 182 186 216
United Kingdom 17.2 183 209 20.9
United States 164 166 199 193

The decision about when to retire is driven by a wide range of factors. Some fac-
tors force individuals to retire, for example, ill health, redundancy and problems with
finding new employment, or legislative restrictions on work (such as mandatory re-
tirement ages). Heywood and Siebert (2008) argues that “abrupt” retirement in some
countries like the UK, France and the United States is due to a combination of pension
rules (such as the inability to draw a pension whilst remaining at the same employer)
and employment protection legislation which makes employers less keen to hire older
workers.

These factors can be seen as a constraint to the labour supply decision of older
workers. Other factors may distort this decision rather than constrain it, such as gener-
ous pre-SPA retirement provisions and the high rates of implicit tax on continued work
beyond the age of 55 (Conde-Ruiz and Galasso, 2004; Gruber and Wise, 1998). For
individuals that rely heavily on public rather than private pensions, the state retirement
age should be an important determinant of labour market exit. In recent years, a num-
ber of countries (such as the UK in 2006 and France in 2010) have begun to increase the
age at which state pensions can be drawn. However, there may be alternative routes out
of work when official retirement is not an option — Heywood and Siebert (2008) argue
that disability benefits are a form of early retirement in the UK, as medical assessment

is not rigorous and there is no obligation to search for a job to claim benefits.
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Finally, for some individuals, the decision is voluntary and is not primarily driven
by policy or pension rules. Factors that affect this include retirement assets, within-
household effects through the participation decisions of a spouse and personal prefer-
ences over leisure. Bltler et al. (2004) argues that the Swiss pension system does not
have the same high implicit taxes on continued work that beset many countries, yet
still features significant early retirement. One of the key determinants is the notion of
affordability — individuals require a certain level of accumulated wealth to finance re-
tirement. Hence, higher income individuals tend to retire earlier in Switzerland, whilst
increased incidence of early retirement since the early 1990s could be attributed to a
maturing second-tier pension scheme, which has given retirees higher incomes. They
also find that marital status has a delaying effect on retirement, potentially due to larger
financial obligations (thus increasing the threshold for affordability). In a similar vein,
Gustman and Steinmeier (2000) develop a model which shows that a couple whose
leisure choices are complementary to each other tend to co-ordinate the timing of their
retirement. Schirle (2008) finds evidence that the recent increase in older males’ labour
market participation is, in part, due to these complementarities — as female worker par-
ticipation rates increase (as they have done across all age groups), men have delayed
retirement.

The final point in this section, which is an important issue for this thesis, but for
which there is little existing evidence, is whether early retirement is planned or un-
planned. So far, this section has surveyed the literature on early retirement in general,
rather than retirement that took place earlier than a prior plan. The limited evidence that
does exist suggests that many individuals retire earlier than their plans. Bassi (2008)
discusses a UK Department of Work and Pensions study which found that while 25%
of older workers in the study reported they would retire prior to reaching 65, 59% of the
sample would already be retired by that point. Jackson and Walter (2009) conducted
a survey of older Australian workers and found that while expected retirement is later
than preferred retirement, suggesting some delaying of exit from the labour market,

actual retirement is somewhere between the two — meaning that these workers retired
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earlier than they had planned to.*

2.2 Systemsof retirement saving and pensions

As indicated above, one of the key issues for retirees is the adequacy of retirement
saving, both in terms of labour market exit as well as individual welfare in old age.
This section presents an overview of current pension systems across the world, both
during the accumulation and decumulation phases of the lifecycle. On the former,
the dimensions along which retirement saving varies across different economies are
discussed, particularly the elements of those systems which either encourage or directly
mandate saving. On the latter issue, the focus is on the payment options provided
by different pension systems, so provides some sense of the importance of lump-sum
payments to individual retirement incomes. In the main chapters of this thesis, both
mandatory or forced saving and different pension payment systems are shown to be a
potential cause of unplanned early retirement. Therefore, this section indicates which

countries may experience the most significant problems.

2.2.1 Adequacy of retirement savings

The prevailing attitude within policy discussions is that many individuals are not saving
adequately for retirement. Simple survey evidence over attitudes and saving activities
indicates the potential size of this problem. In the UK, for example, The Association
of British Insurers regularly reports on survey evidence on saving behaviour in the UK.
They identify three groups: non-savers, under-savers and adequate savers, in relation
to contributions made to a pension scheme. Ignoring their criteria for adequacy, Asso-
ciation of British Insurers (2010) found 27% of respondents had made no contributions
to their retirement saving. This figure has changed little over recent years — Associ-
ation of British Insurers (2006) reported 29% of the population currently do not save

anything towards a pension, which included 2.6 million individuals over the age of 50.

1The model presented in chapter 4 is able to reconcile the distinction between preferred, planned and
actual retirement
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Disney et al. (2001) provide a calculation using retirement replacement rates to
give a benchmark measure of adequacy of retirement savings using a simple lifecycle
model. Saving at a rate of 20% of earnings for forty years could give enough resources
to convert into an income stream worth 65% of final earnings during retirement. In-
cluding a basic pension and a reduction in necessary work-related expenditures during
retirement suggest a rule of thumb rate of 15% as a minimum requirement. By this
benchmark, around half of UK savers have adequate resources for retirement, with a
greater proportion of undersavers being in the lowest income group. However, this
may be an overstatement. Banks et al. (2002) report that inequality in pension wealth
holdings is partly driven by age. Banks et al. (2005) use data from the English Longitu-
dinal Study of Ageing (ELSA) to assess pension wealth. They argue that a reasonable
distribution of retirement ages, current pension holdings, non-pension wealth 2, and ex-
pected future earnings would imply 7.7% of those between 50 and the State Pension
Age would have a retirement income below the minimum Pension Credit Guarantee.
If the threshold of adequacy is taken to be % of working-life income, this proportion
increases to 11.3%. 2

The idea that workers undersave is not unique to the UK. Bernheim (1994; 1995)
argued that many US households are similarly not saving enough for retirement — he
reported that the mean actual saving rate of US households is 8.1%, which is far lower
than the mean target rate of those households (19.2%). The modal actual saving rate is
0%, while the modal target rate is 10%. The latter also indicates the way individuals
use simple rules of thumb for saving planning. Venti (2006) surveys evidence from a
range of US studies on attitudes to past saving decisions by retirees. Between 60% and
80% of these survey respondents express a belief that they could or should have saved
more. Venti suggests the evidence on undersaving points to a worse situation in the
United States than in the Europe. He cites a Eurobarometer survey of retirees attitudes
towards their past saving choices. In Spain and Portugal, only 10% of the respondents

believed their savings were inadequate. The figure was higher in Ireland and France, at

2The largest entry in this is housing wealth. The calculations assume that individuals are willing and able
to use housing wealth to finance retirement.

3These figures were updated in Banks et al. (2007) to 7.3% and 10.3% respectively. Assumptions about
income and asset wealth growth rates were found to be overly conservative in the initial study.
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30% of the respondents.

Clearly, the definition of adequacy of savings is crucial. From a theoretical per-
spective, adequacy means saving enough to smooth consumption over the lifecycle in
an optimal, utility-maximizing way, given the individual or household’s preferences
and constraints. Fornero et al. (2009) survey the literature which has attempted to test
directly the lifecycle consumption model and argue that undersaving is exhibited by
a minority of households, generally from the bottom of the income or education dis-
tribution, although the size of this minority varies from study to study. Consumption
paths (and hence, accumulated retirement wealth) will vary depending on a number of
individual-level factors, including preferences of time and risk, exposure to uncertainty,
health and perceived life expectancy, taste for age-complementary goods, work-related
expenses, earnings and replacement ratios (through pension systems). Bernheim et al.
(2001) contend that these factors should lead to testable predictions for the lifecycle
model, and that evidence that violates these predictions would suggest that individuals
are not saving optimally. One prediction made by the model is that consumption growth
rates depend on risk and time preferences. Individuals are happy to forgo consumption
today if the cost of doing so outweighs the benefits — specifically, higher consumption
in the future through interest earned on savings. Individuals that are more patient and
discount the future less heavily than the market interest rate will have upward slop-
ing consumption paths, while less patient individuals will have flatter or downward
sloping consumption profiles. Moreover, more patient individuals should accumulate
more retirement savings. Hence, the lifecycle model predicts a correlation between
consumption growth rates and accumulated wealth. Bernheim et al. (2001) do not find
such a correlation in US data, suggesting that individuals are not behaving like rational
lifecycle utility-maximizers.

Another prediction of the lifecycle model is that individual heterogeneity should
lead to predicable drops in consumption at retirement. For example, the removal of
work-related expenditures, changing family composition, health and ageing factors all
predict a discontinuity in consumption pre- and post-work. However, a number of

studies have found that the size of this drop in consumption is not predictable purely
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by observable differences between retirees. Banks et al. (1998) refer to evidence of
this in the UK as the “retirement-savings puzzle”. One possibility is that individuals do
not make optimal saving choices during working life, leaving themselves with too few
resources in retirement. Bernheim et al. (2001) find a similar drop in consumption for
US households. They argue that work-expenses and leisure substitutes play too small
a role to explain this, suggesting that it is low wealth leading to the drop-off. Bernheim
et al. suggest that available retirement resources may act like a shock if retirees only
learn about the size of their savings after starting retirement, forcing them to reduce
their consumption. Fornero et al. (2009) find similar evidence of this in Germany and
Italy as well.

The evidence of undersaving through the retirement-saving puzzle is not conclu-
sive, however. One criticism made in the literature is that while the size of this drop is
correlated to retirement wealth, causality in this relationship can flow in both directions.
Rational decision makers anticipating lower expenses in retirement will obviously ac-
cumulate less wealth. To support this argument, there is evidence from US surveys
that drops in expenditure at retirement are anticipated, and that these expected declines
are not simply acknowledgements of overconsumption which individuals are unable to
control (Hurd and Rohwedder, 2003, 2006; Ameriks et al., 2007). Hurd and Rohwed-
der find an anticipated decline in consumption for the majority of household — median
and mean anticipated declines are both 20%, whilst Ameriks et al. present evidence to
suggest that realized drop-offs were less than those anticipated.

Other reasons have been suggested for the drop-off which are more in keeping with
the life-cycle model. For example, health and employment shocks may cause a discrete
drop-off in consumption and are entirely consistent with the life-cycle model. How-
ever, Blau (2008) finds that the drop-off in the consumption function from a calibrated
lifecycle model with shocks (where retirement status is an independent variable) can
not adequately explain the gap. The model predicts a 1-2% mean decline in consump-
tion at retirement, rather than the 12% mean drop found in the data. Moreover, using
instrumental variables for predicted retirement age (rather than the actual retirement

age) to eliminate the endogeneity caused by shocks to planned retirement removes the
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decline in the simulated data but not in the real data, implying that there are other
factors causing the drop-off.

Finally, Hurd and Rohwedder (2006) and Aguiar and Hurst (2005) suggest that
substitution with home production, given the lower price of leisure in retirement, may
further explain this gap. Aguiar and Hurst argue that expenditures are a misleading
measure of the true variable of interest, consumption, as the substitution towards home
production may lower expenditures but maintain consumption. To illustrate, they find
that retirees spend, on average, an additional 18 minutes on food production per day,
which they value at $81 per month (assuming retirement leisure time is worth half the
average hourly wage), whilst food expenditure decreases by the comparable figure of
$70. They investigate the effect of retirement using food consumption data. When
permanent income decreases, individuals alter their food consumption — for example,
they have a higher cholesterol and lower vitamin intake. Aguiar and Hurst regress pre-
retirement permanent income on food consumption prior to retirement, which allows
them to estimate permanent income post-retirement based on food consumption pat-
terns after leaving work. They find no drop-off in this measure of permanent income at

retirement, suggesting that while expenditures are decreasing, consumption does not.

2.2.2 Retirement saving policies

Pension systems have developed to enable individuals to save more for retirement. *
Some pension saving is voluntary, although it may increase incentives to save, but
other saving is mandatory to force individuals to contribute a certain amount towards
their retirement income. Pension systems can be broadly categorized into a series of
tiers, which vary in the specifics of their intended roles, but have certain things in
common. The first tier of retirement saving is usually state-run and mandatory, and is
designed to provide a basic level of income in retirement. It is also usually redistribu-

tive with a zero or negative correlation between contribution rates and payments. This

4There are a number of other reasons for the participation of the state in providing for retirement, set
out in Diamond (1977) such as market failures in certain insurance markets, redistribution within and across
generations and administrative cost efficiencies. However, the paternalism argument is a key feature of any
policy discussion (see DWP, 2006, on reforms for encouraging individuals to save more)
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may be supplemented by a second tier state pension, which is mandatory above a cer-
tain income threshold, and which makes payments that are typically earnings-related.
Alternatively, some countries have a second tier of mandatory private pensions. Bate-
man et al. (2001) point to Chile as the first country to mandate private saving, followed
by Switzerland and Australia. Mandatory private saving systems are now also found in
a number of former Soviet bloc countries (e.g. Poland, Estonia and the Slovak Repub-
lic) and Latin American countries (e.g. Mexico, Bolivia, Columbia and Peru). There
are also a group of European countries, such as Denmark, the Netherlands and Sweden,
which have near-universal coverage of private saving schemes, but which are organized
through collective bargaining rather than though a legal mandate. Finally, the third tier
is comprised of voluntary saving schemes — voluntary company, occupational and per-
sonal pensions have tended to dominate retirement income provision in the UK, USA,
Canada and Ireland.

The relative sizes of these tiers, and the extent to which the state forces individuals
to save, reveals the way in which a particular country has dealt with the trade-off be-
tween commitment and flexibility. Commitment, through higher forced saving levels,
is valuable when individuals would fail to adequately provide for retirement and later
regret their saving choices. Flexibility, on the other hand, is valued when individuals
have differing preferences or income schedules or face uncertainties. For example, an
individual may have a rational preference for low saving due to complementarities be-
tween consumption and health and private knowledge about health prospects. Without
knowing these preferences and this information, the behaviour of such an individual
would be indistinguishable from a myopic undersaver. Amador et al. (2006) present a
theoretical treatment for the optimal pension scheme when a policymaker is faced with
this tradeoff — the solution is a mandated minimum saving level that, unsurprisingly, is
higher when the policymaker believes a larger proportion of the population are myopic
undersavers.

Table 2.2.3 present a comparison of pension and retirement saving systems in
OECD countries — it highlights the extent to which governments mandate saving to pro-

vide a retirement income. First tier provision is categorized as either Basic (a flat rate
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benefit, potentially linked to years of contributions), Min (a minimum pension guaran-
tee) or RT (resource-tested benefits, which provide larger payments to those with low
wealth). All three are redistributive, although the latter two are to a greater extent, by
explicitly giving larger payments to poorer retirees. It should be noted that most coun-
tries have some form of resource-tested benefits or safety net — countries indicated in
the table below have particularly high levels of protection.® Second tier provision is
either a mandatory private saving scheme, or a public earnings-related pension. The
last three columns report explicitly stated contribution rates towards pensions. In terms
of public pensions, these rates may not correlate exactly with the level of forced saving
being targeted by the respective government. For example, the zero contribution rate in
the UK reflects the fact that public pensions are currently paid from general taxation,
without there being a separate pension tax. In Iceland and the Netherlands,the second
tier is a private defined benefit scheme with no explicit contribution rate — instead there
is an accrual rate, where one year of participation buildings up pension rights.

The replacement ratio measures the income of a retiree relative to his or her pre-
retirement earnings. Focusing purely on the replacement ratios attained through the
mandatory component gives a measure of how a particular system forces individuals
to divert their resources towards their retirement. Differences in the redistributive ele-
ments of a pension scheme mean that it is best to treat this as a useful approximation.
Figure 2.2.5 shows replacement ratios for a large number of countries, broken down
into public, mandatory private and voluntary private schemes, for the median earner
in that country. Countries are ranked by their mandatory replacement ratio. The dia-
gram shows that countries like Iceland, Netherlands and Denmark achieve very high
replacement rates predominantly through mandatory private schemes, whilst Greece,
Luxembourg, Spain and Austria have similarly high provision through public pensions.
A number of countries, particularly the US, UK, Canada and Ireland rely more heavily

on voluntary saving, and personal and occupational pension.

SOECD (2011) use, as a benchmark, whether these payments would be available to a worker who has a
worked the full number of contribution years with an income 30% below the average
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Table 2.2.3: International comparison of pension systems

Country First tier Second tier Private  Public (employee) Public (employer)
Australia RT Private 9.0 0.0 0.0
Austria Public ER 0.0 10.3 12.6
Belgium Min Public ER 0.0 75 8.9
Canada RT + Basic Public ER 0.0 5.0 5.0
Chile RT Private 10.0 0.0 0.0
Czech Republic Basic Public ER 0.0 6.5 215
Denmark RT + Basic Private 10.8 0.0 0.0
Estonia Basic Public ER 6.0 2.0 20.0
Finland Min Public ER 0.0 45 17.1
France Min Public ER 0.0 6.8 9.9
Germany RT Public ER 0.0 10.0 10.0
Greece Min Public ER 0.0 6.7 13.3
Hungary Public ER 8.0 9.5 24.0
Iceland RT + Basic Private 0.0 0.0 0.0
Ireland Basic 0.0 0.0 0.0
Israel Basic Private 15.0 3.9 3.1
Italy RT Public ER 0.0 9.2 23.8
Japan Basic Public ER 0.0 7.7 7.7
Korea Basic Public ER 0.0 45 45
Luxembourg Basic + Min Public ER 0.0 8.0 8.0
Mexico Basic + Min Private 6.5 0.0 0.0
Netherlands Basic Private 0.0 17.9 0.0
New Zealand Basic 0.0 0.0 0.0
Norway Min Public ER 2.0 0.0 0.0
Poland Min Public ER 7.3 9.8 9.8
Portugal Min Public ER 0.0 0.0 0.0
Slovak Republic Min Public ER 9.0 4.0 14.0
Slovenia RT+Min Public ER 0.0 155 8.9
Spain Min Public ER 0.0 4.7 23.6
Sweden Min Public ER 7.0 7.0 11.9
Switzerland RT Public ER 0.0 4.9 49
Turkey Min Public ER 0.0 9.0 11.0
United Kingdom  RT + Basic + Min  Public ER 0.0 0.0 0.0
United States Public ER 0.0 6.2 6.2
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Figure 2.2.5: Gross replacement ratios for median earners, by pension income type

120.0 -

(O]
]
o
=
=
o
=
s 2
(¢}
T
E'g.g
S =
_ o)
c & S
S = &
[ ] |
——
T T T T T T
o o o o o o
o o o o o o
S o o < ~

30

Ireland
Mexico
United Kingdom
Japan

New Zealand
Canada
United States
Germany
Belgium
Korea

Chile
Australia
Estonia
France

Czech Republic
Norway
Sweden
Portugal
Slovak Republic
Finland
Switzerland
Poland
Slovenia
Turkey

Italy

Israel
Hungary
Austria
Denmark
Spain
Luxembourg
Netherlands
Greece
Iceland

Sources:OECD (2011).



2.2.3 Retirement income payments

Accumulated resources for retirement are paid to retirees in a number of ways. The
clearest distinction is between lump-sum distributions and annuities. Annuities pay a
stream of income from the purchase date until a predetermined date, which is often
until death. They act as insurance against longevity risk: individuals face uncertainty
over the length of their retirement, and so there is a risk that they may not have adequate
resources to fund consumption if they prove to be longer-lived than expected. Different
systems vary in the way that payments to retirees are made.

Payments from basic state pensions are always in the form of an annuity as they act
to create a minimum income level during retirement. Company pensions, particularly
defined benefit or final salary schemes usually pay a stream of annuitized income, but
many schemes are closing down. On the other hand, mandatory second tier pensions
and additional saving through voluntary schemes offer a range of income options. Per-
sonal savings accounts and defined contribution occupational schemes may offer the
ability to annuitize, but also offer lump-sum distribution options. Brown (2007) re-
ports that nearly all of the over 500 US schemes offer a lump-sum payment, and most
defined contribution schemes like 401(K) plans do not even offer participants an annuity
option - only 17% still did in 2003 (Brown, 2007, pg. 8). The UK, on the other hand,
has a “long history” of mandatory annuitization (Murthi et al., 1999, pg. 2) Under
current rules, 25% of a money purchase scheme (including occupational defined con-
tribution schemes, individual and group personal pensions and stakeholder pensions)
can be taken as a lump-sum upon retirement - the remainder can be annuitized immedi-
ately or drawn down in an unsecured pension, but must be secured in a lifetime annuity
by the age of 75.

The UK is an unusual case due to these rules, it has a annuity market that is “larger
and more developed than the comparable markets in most other developed nations”
(Finkelstein and Poterba, 2002, pg. 29). Bateman et al. (2001) summarize the arrange-
ments of a number of other countries, but focus on the countries which they identify as
leaders in developing mandatory private savings. Australian retirement saving, for ex-

ample, is predominantly paid as a lump-sum, whilst the take-up of annuities and phased

31



withdrawals in encouraged through tax benefits. Chile has much stricter restrictions on
the use of lump sum distributions, which are only allowed if the retirement accounts
retains a sufficiently high level of capital (enough to fund a 70% replacement ratio
which equals at least 120% of the minimum income guarantee). Consequently, 60%
of Chilean retirees receive annuities, whilst only 25% take up the lump-sum option.
Switzerland’s mandatory occupational pensions allow for money to be withdrawn as
either a lump-sum, a monthly annuity or a combination of the two (see Biitler et al.,
2007).

If the pension scheme provider is not offering an option to annuitize or make regular
small payments from the fund, or if individuals have significant private wealth put aside
for retirement (for example, through the sale of assets), then the retiree will have to
purchase annuity products themselves. The theory of annuities suggests that expected
utility-maximizing exponential discounters with no bequest motive should annuitize all
their saving (Yaari, 1965). Davidoff et al. (2005) show that this result does not require
expected utility maximization or actuarially fair annuities to be available. It is perhaps
surprising that so few retirees do annuitize their available wealth upon retirement. Only
3% of US retirees hold annuities issued by a private insurance company (Sheshinski,
2007) whilst data from the English Longitudinal Study on Ageing shows that only 5.9%
of UK retirees receive income from a voluntary annuity (Inkmann et al., 2011).

A number of reasons have been proposed for the limited demand for annuities. A
commonly cited issue relates to the price, with many studies indicating that the price
of annuity products may be high relative to the income stream it generates. A common
measure for this is the money’s worth ratio, which divides the net present value of
the stream of annuities by the purchase price. Annuities may be sold to different risk-
classes, based on known variation in life expectancies of groups with certain observable
characteristics (such as age or gender). Estimates vary depending on the product being
examined based on size and structure of payments. The net present value calculation
depends on assumed mortality rates, which vary over different groups. Using general
population survival rates, many studies find financial costs of annuities at around 10-

15% of the premium (that is, a money’s worth ratio of 0.85-0.90)
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For example, Murthi et al. (1999) estimate a moneys worth ratio of 0.88-0.90 using
UK data for 15-20 major annuity providers, where products differ by gender and age
of annuitant, using the mortality rates of the general population matching the product.
This indicates that the financial costs of purchasing the income stream are between 10
and 12%. This is consistent with the findings in Finkelstein and Poterba (2002) who
find a money’s worth ratio of 0.865 for a 65-year old male in the UK purchasing a life
annuity from the voluntary portion of the market. Similar results are found elsewhere
— Brown (2007) reports a money’s worth ratio of 0.85 for a 65-year old US male.

Several reasons are put forward for this financial cost. Part of it is due to adminis-
trative and marketing costs. Markets for annuities are also affected by adverse selec-
tion - potential annuitants within a certain group have private knowledge about their
survival probabilities and how they vary from the group as a whole, whilst insurance
companies know only the average survival probabilities for the overall population of
that group. However pricing insurance for the average of the group may discourage
the participation of those with the lowest expectations of longevity, as the annuities
stream of payments will be too low relative to their shorter life expectancy, implying
a higher expected cost of annuitizing. The annuity provider would realize that their
non-participation in the market increases the group’s average life expectancy. THis
reduces the regular payment, which, in turn, discourages the participation of the next
lowest life expectancy members of that group. This line of argument can be repeated
until the market reaches an equilibrium where only the highest life expectancy individ-
ual purchase annuities at a high price. To support this, there is evidence of annuitants
having higher life expectancy and lower mortality rates than the overall population
(Murthi et al., 1999; Brown, 2007). Moreover, money’s worth ratios usually signifi-
cantly increase when calculating them using mortality rates of the annuity-purchasing
population only — calculated in this way Murthi et al. (1999) find a 3-5% financial cost,
whilst Finkelstein and Poterba (2002) find just a 1.2% financial cost for 65-year old
male annuitants.

The value of the decision to annuitize to an individual can be derived from a mea-

sure called the annuity equivalent wealth ratio (AEW). This is a ratio of the level of
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completely unannuitized wealth to the level of completely annuitized wealth agents re-
quire to have the same expected lifetime utility. Thus, if this ratio exceeds one, then the
individual would be better of annuitizing. Brown (2001) regresses the planned decision
to purchase an annuity on the estimated AEW and a number of other variables from
US Health and Retirement Survey data, and finds that it is not the only significant ex-
planatory variable. Firstly, family status is important, with married couples less likely
to annuitize. This supports the theory that couples are able to provide some insurance
to each other through their pooled resources, reducing the need for annuities. However,
having children or reporting a strong bequest motive did not have a significant effect on
this decision. Indicators of poor health of also important (although measures of individ-
uals’ subjective survival probability are not). Related to this, Kifmann (2010) proposes
a model where the individual is uncertain about their health status and life expectancy,
and shows that annuities may be welfare reducing, rather than welfare enhancing, if
they limit expenditures for those who anticipate a shorter retirement. Finally individu-
als that have financial planning horizons less than one year long are significantly less
likely to annuitize their wealth.

This final sort of extreme short-sightedness in financial planning violates the stan-
dard assumptions of the rational lifecycle model used by Yaari (1965) and Davidoff
et al. (2005). Brown (2007) offers a number of other possible behavioural explanations
for the low take-up of annuities, including loss aversion and mental accounting (where
the decision to annuitize is framed as the question: “will I live long enough to make
my investment back”), regret aversion (where individuals have a preference for avoid-
ing disappointment if they later learn they have a lower-than-average life expectancy)
and misleading heuristics or rules-of-thumb, related to the idea that people need to buy

insurance against bad events (whilst longevity is considered a good event).

2.3 Summary

Patterns of retirement, retirement saving and post-retirement income vary across the

developed world. However, a number of broad trends can be identified. Firstly, the
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length of retirement is increasing. This has in the past been driven by increasingly
early retirement, coupled with higher life expectancy. The former pattern appears to be
stabilizing or even reversing, however, longevity continues to improve. Secondly, there
is a concern that individuals do not save adequately for retirement, leading to govern-
ment intervention. All developed countries have in place systems of state pensions, and
many take other policy steps to mandate or encourage saving. A lot of the evidence on
the inadequacy of private saving for retirement has been generated in the US and UK,
and offers a mixed picture about the extent of undersaving. Two results that do seem
consistent is that individual frequently fail to save as much as they had planned, and
that inadequacy of retirement wealth is particularly found in lower eduction or income
households. Thirdly, governments may force individuals to put resources aside for re-
tirement through both public or mandatory private savings schemes. There is a great
deal of country-level variation in the level of retirement income being generated in
these schemes. Fourthly, retirees in countries that rely more heavily on private saving,
whether it is mandatory (as in Australia or Switzerland) or voluntary (as in the UK and
the US), may face a wider range of retirement income options than those in public sys-
tems. Finally, where the decision to annuitize can be made by the retiree, the take-up
of annuities is far lower than is considered efficient — prices tend to be higher than is
actuarially fair, reflecting informational costs, and consumers may be non-rational and
hence demand these products less than predicted.

In later chapters, this thesis presents an analysis of inconsistent retirement timing
planning connected to voluntary saving, forced saving and the take up commitment
mechanisms, and types of retirement income. The above data indicate where some
of these issues are particularly relevant. In particular, countries with high levels of
forced saving through pension systems or individual mandates, couple with systems
that do not offer sufficient commitment over retirement income through annuitization

may experience the greatest propensity for unplanned early retirement.
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Chapter 3

Myopia and the
guasi-hyperbolic discounting

model

In the previous chapter, it was argued that there is a body of evidence which suggests
that many households are undersaving for retirement relative to the amount predicted
by the lifecycle model. One way of accounting for this is by introducing alternatives
to the standard exponential discount functions, based on the idea that individuals may
be myopic, impulsive and struggle with self-control. The literature on myopia and
dynamic inconsistency in intertemporal choice began with the seminal contribution by
Strotz (1956), which was extended by Pollak (1968). The key implication of this work
was to show that there is no a priori reason to suppose that individuals discount future
utility in such a way as to lead to time-consistent plans. Specifically, discount functions
have to be exponential for plans to have dynamic consistency.

These earlier contributions returned to prominence following a series of experimen-
tal studies about the way individuals may discount (e.g. Ainslie and Haendel, 1983;
Thaler, 1981; Loewenstein, 1987; Kirby and Herrnstein, 1995). These studies found

support for non-exponential discounting with higher discount rates for shorter time
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horizons. They imply a myopic bias towards immediate utility, and gave evidence that
many individuals will change their preference between two or more choices at different
in points in time. In particular, many participants in these studies chose a more delayed
reward (or a less delayed cost) if the receipt of the payoff was for some point in the
future, but switched to the less delayed reward (or more delayed cost) when the payoff
was more imminent. Preference reversals are consistent with non-exponential discount
functions (see chapter 5 for a more detailed overview of this literature).

Myopia and preference reversal offer an explanation for retirement undersaving as
individuals’ preferences change over time to favour more immediate payoffs. So, an
individual who plans to save a certain amount next year may find that when next year
comes, they prefer to consume more in that year and save less. Repeated overconsump-
tion, relative to plans, leads to inadequate savings once retirement begins. Faced with
repeated observations of undersaving, individuals may look for commitment mecha-
nisms to combat their myopia and self-control problems. Therefore, reported under-
saving corresponds more to individuals who are either unable to commit, or do not
appreciate their self-control problems. Other savers may be non-exponential discoun-
ters, but have found ways to mitigate the problems they would create. Chapters 4 7
consider the role of commitment mechanisms in greater detail.

There are a number of different approaches to capturing myopic choice and these
sorts of preference reversals. Of those approaches, this thesis focuses on models where
individuals have quasi-hyperbolic discount functions. In this chapter, this form of dis-
counting is introduced. This is followed by a brief survey of the use of hyperbolic
and quasi-hyperbolic discounting in studies of consumption and saving decisions. The
chapter concludes by arguing that this discount function offers a useful theoretical per-
spective for modelling issues related to retirement planning. It captures, with relative
simplicity, a feature that is potentially important about human behaviour — the psycho-
logical bias towards immediate payoffs. Moreover, this chapter argues that alternative
models of myopic choice, which are briefly summarized below, may offer more com-
plexity and realism in terms of the actual process through which these decisions over

time are made, but these models often come at the expense of analytical convenience,
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with little added in terms of predictive power.

3.1 Thequasi-hyperbolic discounting model

Most models of decision making over time assume exponential discounting, where
the rate of discounting between two periods does not depend on those periods timing
relative to the present. If D¢(¢) is the exponential discount function, with ¢ being the
time until receiving utility, it is generally given the functional form D €(t) = (Fld)t,
where d is the discount rate. Alternatively, if ¢ is the known discount factor, defined as
§ = 117 then De(t) = 6.

The hyperbolic discount function, proposed as an alternative by Ainslie (1975),
has the property of discounting utility more heavily in between two periods near to
the present than between two identically-spaced periods further away in the future. If
D"(t) is the hyperbolic discount function, then D¢(t) = ﬁ is a common specifi-
cation, where ~ is a constant that describes the shape of the hyperbola. Figure 3.1.1
shows the difference between the two discount functions, for different values of ¢ or .

In this thesis, the models considered are in discrete time, rather than continuous
time. Following Laibson (1997), | use the analytically convenient variant of the hy-

perbolic discounting model: quasi-hyperbolic discounting. If D 4" (¢) is the quasi-

hyperbolic discount function, then:

Lt=1
D(t) = (3.1.1)
Bt > 1

In this formulation, ¢ is the conventional exponential discount factor, while 3 cap-
tures the extent to which individuals have a bias for utility today and are impulsive
in their choices. A non-myopic individual is defined as one with 8 = 1, whilst a
myopic quasi-hyperbolic discounter has 8 < 1. Like hyperbolic discounting, quasi-
hyperbolic discounting has the property that delaying immediate consumption is more

costly than delaying later consumption. The model is a simplification in the sense that
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Figure 3.1.1: Exponential and hyperbolic discount functions
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these declining discount factors are found only following the present period, whereas
the more complex hyperbolic function has continually decreasing discount rates across
all periods. However, this simplification tends to leads to results where decisions and
outcomes are easily calculable functions of the parameter 3, rather than much more
complex functions of the parameter ~.

Quasi-hyperbolic discounting also creates time inconsistent preference which lead
to preference reversals. When g < 1, it is simple to see how preferences may not be
time consistent. Consider a decision between two utility payoffs, x and y, where the
former is received in ¢ periods time and the latter is received in s+ ¢ periods time. Sup-
pose the more delayed payoff, y, is the larger of the two. A quasi-hyperbolic discounter

will prefer the more delayed reward if 365%ty > Bétz, or if 5%y > x. Now consider
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the individual’s preferences in ¢ periods time. They will prefer the delayed reward if
B6%y > x. It is always possible to find a low enough g such that §°y > x > [6%y,
which would lead to a reversal of preferences once the choice becomes immediate.
An important consideration in this model is the extent to which individuals anticipate
this divergence — those that do can be called sophisticated, whilst those that do not are
called naive (O’Donoghue and Rabin, 1999). Individuals who are able to appreciate
their future impulsiveness and self control problems may take immediate actions to
mitigate them. Their actual plans are never time-inconsistent, as they anticipate their
future decisions and the deviations from their optimal plan correctly. However, from
the perspective of the present period, they would like to be able to commit to an alter-

native plan.

3.2 Quasi-hyperbolic discounting, consumption and sav-
ings

Much of the seminal work on quasi-hyperbolic discounting as applied to saving and
consumption decisions is attributed to David Laibson (e.g. Laibson, 1996) and various
co-authors. Laibson (1997) models consumption and saving choices over a lifecy-
cle with quasi-hyperbolic discounters, and introduces two forms of assets which sav-
ings can be placed into. Liquid assets are immediately available to fund consumption,
whereas illiquid assets require a delay of one period of time before they can be used
as they take time to sell. These illiquid assets can therefore act as commitment mech-
anism for individuals with time-inconsistent preferences — although not referred to as
such, individuals are sophisticated as they correctly perceive their own propensity to
overconsume in the future, relative to their current plan, and seek ways of limiting the
extent to which this happens. Illiquid assets provide such a mechanism, because an
individual impulsively looking to consume from savings is unable to do so. Individuals
only save in liquid assets if their expected consumption would otherwise be too low in
the following period.

This model has been calibrated using US data in a series of papers (e.g Laibson
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et al., 1998; Angeletos et al., 2001). The model predicts a number of patterns of ob-
servable consumption behaviour which can not be accounted for using exponential dis-
counting. Firstly, it offers a explanation for the “excess sensitivity” puzzle, where con-
sumption tends to follow income rather than being smoothed over the lifecycle. Sec-
ondly, as has already been suggested, the model explains why actual saving falls below
target saving rates. Thirdly, it explains why the propensity to consume out of wealth
differs from that out of income or liquid assets, whereas an exponential discounter ex-
periencing a shock to their total assets will alter their consumption in a way that is
invariant to the type of asset that experienced the shock. Laibson argues that it offers
an explanation as to why saving rates declined in the 1980s (focusing here on the US),
as this period of time coincided with significant financial innovation which increased
the liquidity of many assets. Finally, hyperbolic discounting explains why observed
elasticities of intertemporal substitution are not equal to the inverse of the coefficient
of risk aversion (a result derived in models with standard exponential discounting) and
why consumption drops at retirement (as discussed in the previous chapter). It can also
help to explain why individuals hold a disproportionate amount of wealth in illiquid
assets. Laibson et al. (2007) estimate quasi-hyperbolic discount functions from life cy-
cle consumption data and finds parameters values of 5 = 0.699 and § = 0.958. Their
data rejects the hypothesis of a equal short-term and long-term discount rate. Simiarly,
van de Ven and Weale (2010) estimate this discount function using UK data on both
saving and labour supply. They find parameter values of 5 = 0.846 and 6 = 0.976,
and hence reject exponential discounting. Their study is of particular relevance to this
thesis for two reasons. Firstly, it includes myopic time preferences over leisure and
labour supply, much as the model in chapter 4 does. Secondly, part of the identification
process exploits the implicit commitment to higher retirement savings that labour sup-
ply creates through the experience effect on wages. Sophisticated myopic individuals
value such commitment mechanisms, whilst non-myopic individuals find them costly.
Chapter 7 presents a model of rising wage profiles driven by workers’ preferences for
this sort of commitment.

The quasi-hyperbolic consumption model has been used to explain a number of
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other behaviours linked to consumption and saving. Laibson et al. (2000) use it to
explain why high interest rate credit card borrowing is so high in the US. One way to
explain this would be with households that had high discount rates. However, these dis-
count rates are inconsistent with observed patterns of wealth accumulation that would
be accounted for by much lower discount rates. Moreover, a calibrated model with
exponential discounting, even one with features that make credit card borrowing more
appealing (rising wages, illiquid assets that can not smooth transitory income shock,
the possibility of declaring bankruptcy and high family costs early in the lifecycle) is
not able to account for the high rate of take-up. The paper argues that the introduction
of quasi-hyperbolic discounting is partially able to explain this, leading to patient de-
cision over long-term decisions (the accumulation of illiquid assets for retirement) and
impatience over short term decisions (high levels of credit card debt). Similarly, Skiba
and Tobacman (2008) use the model to explain the high take up of pay-day loans, a
form of short-term borrowing with extremely high interest rates.

While a number of these points are touched upon later in this thesis, the most
important conclusion for present purposes is that quasi-hyperbolic discounters tend to
undersave, and hence seek saving commitment. However, this may not be the case for
all quasi-hyperbolic discounters. Salanié and Treich (2006) argue that quasi-hyperbolic
discounting may lead to oversaving, rather than undersaving. In a simple three period
model of consumption and saving, the paper distinguishes between two effects of the
(8 parameter: discounting and self control. The former is observed in the first period,
where quasi-hyperbolic discounting increases the discount factor applied to all future
periods, leading to lower saving and higher consumption in that period. The latter is
observed in the second period, where the relative discounting between the second and
third period changes, leading to a different allocation of resources over the final two
periods than is optimal from the point of view of period 1. Salanié and Treich show
that for some utility functions, it is optimal to save more immediately as a response
to future self-control issues. Moreover, it is also possible that the self-control effect
may exceed the discounting effect, leading to higher immediate saving than is optimal,

rather than lower saving.
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This is recognized by Harris and Laibson (2001) and Harris and Laibson (2003),
who derive the Euler equation which defines the consumption function for hyper-
bolic discounters. The Euler equation approach finds optimality conditions for the
marginal utility of consumption across different periods. Specifically, the ratio of any
two marginal utilities must equal the corresponding discount factor (or the stochastic
discount factor in models with uncertainty). The stochastic discount factor is a func-
tion of individual time and risk preferences, and interest rates. Moreover, as Harris and
Laibson (2003) show, in the case of the hyperbolic discounting consumption function,
the stochastic discount factor also depends on the marginal propensity to consume from
cash on hand in the following period. Hence, consumption choice today depends not
only on current discounting, but also the way individuals perceive their future selves
will save and consume. They also show that this may lead to non-monotonic con-
sumption functions. They derive regularity conditions on individual preferences which
ensure that this is not the case. In this thesis, these issues are sidestepped by using log-
arithmic utility functions over consumption, which have the property that immediate
choices are invariant to future allocations of consumption between periods?®. Hence,

the quasi-hyperbolic discounters modelled in this thesis are always undersavers.

3.3 Alternativesand criticism

As indicated at the beginning of this chapter, approaches to myopic choice are not
restricted to the hyperbolic and quasi-hyperbolic discounting models. One alternative
approach is the dual-self model. Thaler and Shefrin (1981) posit that individuals may
have both long-term goals and short-term impulses, and that these can be modelled as if
there were actually two individuals receiving different utility from the same outcomes.
To an extent, these models attempt to more accurately reflect actual cognitive processes.
In dual-self (or multiple-self) models, it is common to distinguish between the long-run
planner and a series of short-run doers, who only receive utility from choices in their

period. The long-run planner-self receives utility from the choices and utility of all the

LIn Harris and Laibson’s terms, the stochastic discount factor reduces to an exogenous function of pref-
erence parameters alone, while in Salanié and Treich (2006)’s terms, the self-control effect becomes zero.
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short-run doer-selves.

In the hyperbolic discounting model, the only way to overcome impulsiveness is
through the use of commitment mechanisms. These mechanisms could be termed ex-
ternal, in the sense that constraints were placed on individuals by third-parties. Dual-
self models introduce an alternative way of overcoming impulsiveness through self-
control. This can be thought of as internal commitment. In many dual-self models,
the form of self control is left relatively abstract. Long run planner-self impose con-
straints on impulsive short run doers-selves through a preference modification param-
eter (Thaler and Shefrin, 1981) or self-control action (Fudenberg and Levine, 2006),
which alters the short-run utility maximizing level of consumption. Greater values of
this parameter impose higher utility costs on the short-run self as self-control is costly.
The model has a similar form to a social planner regulating an externality, where the
optimal amount of regulation (costly self-control) equates the marginal benefits (e.g.
higher consumption in retirement, better health later in life) to the marginal costs. Fu-
denberg and Levine (2006) show that, for a simple functional form of the self-control
cost function, the dual-self model reduces to quasi-hyperbolic discounting.

An alternative way to think about this model is to see self control being exercised
through a series of interpersonal bargains. This also has parallels with the literature
on externalities. For example, Whitman (2006) uses the Coase theorem framework to
model intrapersonal bargaining between selves. In Coasean framework, two or more
parties bargain over one party’s actions that impose external costs on the other party or
parties. Similarly, today’s self may impose costs (internalities) on future selves by their
choices and actions (for example, by choosing to smoke, or by choosing not to save
sufficiently). Whitman posits that a solution similar to the Coasean equilibrium can be
reached via intrapersonal bargaining, where later selves trade off their own consump-
tion utility for reduction in the internality-causing action. Xue (2008) has extended this
approach and, like Fudenberg and Levine (2006), finds that quasi-hyperbolic discount
functions can arise as the reduced form of a series of intrapersonal bargains. Hence,
hyperbolic discounting and dual self models of myopic choice can be seen as comple-

mentary.
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It is important to remember that dynamic inconsistency is just one breakdown of
the standard model of discounting over time. Three other anomalies were identified
by Loewenstein and Prelec (1992): the magnitude effect (where individuals are more
patient for large rewards); the asymmetry between gains and losses (where gains are
discounted more heavily than losses), and framing effects, where individuals would
sacrifice more to avoid a delay for a reward than they would pay to speed up that re-
ward by the same duration at the same point in time. Loewenstein and Prelec present
a general hyperbolic discounting model to explain all four anomalies. The model is
separable between time discounting and value of reward. The generalized hyperbolic
discount function explains dynamic inconsistency, by allowing for declining rates of
discounting. The other anomalies are explained by the shape of the utility function.
However, the magnitude effect could also be explained by an alternative class of mod-
els where discounting directly depends on the size of rewards. Noor (2010) defines two
classes of utility discounting models. The first, separable discounted utility (SDU), is
magnitude independent — both exponential discounting and hyperbolic discounting are
special cases of this model. The second class, magnitude effect (ME) models, allows
discounting to depend on the magnitude of the rewards. Specifically, discount rates
decrease with rewards. Hence, the ME model gives an explanation of the magnitude
effect discussed by Loewenstein and Prelec (1992) that does not depend on the curva-
ture of the utility function.

Moreover, the ME model can explain experimental evidence on preference rever-
sal and dynamic inconsistency. Preference reversal, as discussed before, is often seen
through a switch in preference from a smaller earlier reward to a larger later reward
as the delay for receiving the smaller reward shrinks (and the gap between the two
rewards stays the same). This is the justification for delay-dependent discount rates
such as hyperbolic discounting. However, if larger rewards are discounted less heavily
than smaller rewards, increasing the delay on both imposes less of a penalty on the
larger reward. Therefore, these preference reversal may reflect magnitude dependent
discounting rather than hyperbolic discounting. Noor (2010) shows formally that any

behaviour predicted by a model with both time and magnitude dependent discount rates
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can be just as well represented by an ME model that does not have time-dependent im-
patience. Hence, as the hyperbolic discount function is a special case of the former, ex-
perimental evidence which has justified their use must also be explained by ME models
with no time-dependent effects. One important conclusion of this is the prediction that
if preference reversal occurs because of delay-dependent impatience then large stakes
experiments will lead to the same predicted outcome as small stakes experiments. Con-
versely, if the explanation of preference reversal is due to magnitude-dependent impa-
tience, then large stakes experiments may not exhibit preference reversal in the same
way as small stakes do.

Experimental studies which show the presence of hyperbolic discounting have been
rejected by a number of authors on a variety of other grounds. In some instances, the
critique is methodological. For example, Besharov and Coffey (2003) argue that ex-
periments which offer financial rewards may not give reliable results about preferences
over consumption when individuals have access to credit or can transfer earnings be-
tween periods of time. The individual’s reported preferences in these experiments may
not represent discounting behaviour and instead reflect individuals selecting the choice
which maximizes wealth. The allocation of that wealth over time in terms of consump-
tion choices would not be captured by such experiments.

Andreoni and Sprenger (2009a) argue that the standard approach to deriving dis-
count functions from experimental choices often assumes linear utility. They propose
an alternative to the multiple price list approach (where participants choose between
pairs of earlier and delayed rewards) where participants allocate 100 tokens between
two future dates, given an interest rate. Hence, instead of being constrained by having
to choose either the earlier or the delayed reward, participants can choose any allocation
on the budget set. These results were used to fit a more general utility function where
time preference and risk preference (or curvature) was estimated separately. Moreover,
the experiment attempted to equalize the transactions costs associated with delayed
rewards, by having both immediate payments and delayed payments left at the same
location. Andreoni and Sprenger argue that in most laboratory experiments, immediate

payments are made in the lab, whilst delayed payments are made elsewhere. Hence,
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the two rewards may not be identically valued, with delayed payments being viewed
as less certain or potentially requiring more effort to collect than immediate rewards.
The results of their experiment rejected hyperbolic and quasi-hyperbolic discounting
at the aggregate level. They also find that, compared to the price list approach (which
was also conducted at the same time as the budget set approach), estimates of discount
rates are lower. As the only substantive difference between the two was the necessary
assumption of linear utility in the price list approach, this result implies that high dis-
count rates elicited in laboratory experiment may have resulted from experiment design
rather than true preferences.

Several authors have alternative explanations for the driving force behind decision
making. One concern is that delayed payments are viewed as less certain in many
experimental studies, so estimated discount functions may attribute a present-bias to
a choice that is actually based on perceptions of risk. Evidence in support of this is
found in Andreoni and Sprenger (2009b), in a follow-up experiment to the one dis-
cussed above. Using the budget set approach with certain and uncertain payments,
they show that the two are valued differently and that utility functions estimated from
the latter exhibit more curvature, indicating greater aversion to risk. Similar arguments
are also made by Fernandez-Villaverde and Mukherji (2002). They offer two reward
schedules (in the form of 180 minutes of access to video games over a three day period)
where one is more desirable to exponential discounters (free choice of time allocation
over the three days) and the other is more desirable to hyperbolic discounters (fixed
access of 60 minutes each week). As all rewards were in the future, the authors ar-
gued the uncertainty effect of future rewards would not be present. 87% of participants
reported a preference for the first schedule, which the authors conclude is evidence
against hyperbolic discounting. This approach omits two factors. First, as they ac-
knowledge, the second schedule would only be desirable to hyperbolic discounters if
they were sophisticated enough to seek a commitment mechanism. Secondly, high de-
grees of time-consistent impatience — the § in the discount function — might make the
offer commitment mechanism less desirable than the free choice.

Dohmen et al. (2012) argue that some experimental approaches routinely support
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declining impatience and hyperbolic discounting while other approaches generally do
not do so. They look to resolve this conflict by conducting a series of experiments
which offer choices between earlier and later rewards, but compare three different de-
signs: overlapping (for example, where choices are between immediate rewards and
rewards with six month and 12 month delays), shifted (where a choice is made be-
tween an immediate reward and a reward delayed by six months, and a second choice
is made between a reward delayed by six months and a reward delayed by 12 months)
and overlapping shifted (where choices are made between a reward by 12 months and
either an immediate reward or a reward delayed by six months). Their main results
show that both constant impatience and declining impatience models of discounting do
not explain the data — comparing the distribution of estimated discount rates, individu-
als were more patient over twelve month choices than six month choices, but this did
not depend on when the earlier reward was received. So, for example, individuals were
more patient over 0-12 month choice than they were over either the 0-6 month or the
6-12 month choices. Distributions of estimated discount rates for the latter two choices
were identical. This intransitivity in time preferences can not be explained purely by
hyperbolic preferences (which implies more impatience in the 0-6 month choice, and
more patience in the 6-12 month choice, compared to the 0-12 month choice), but
could be explained with a discount function that features the declining impatience of
hyperbolic discounting for longer delays but without any referencing to the current
time and date.

Similarly, Rubinstein (2003) presents experimental results that reject hyperbolic
discounting as well as the more standard exponential discounting. He suggests an
alternative procedural approach based on a notion of similarity, where decision makers
frame any choice by focusing on the details that are not similar. For example, if the
choice was between two sums of money on two different dates, they will tend to place
greater weight on the part of the choice which is more strikingly different (so, £100 is
more similar to £101, than one day is to two days; £100 is less similar to £101 pounds
than one year is to one year and a day). This approach is suggested by Dohmen et al.

as one possible solution to their empirical findings, although there are other “radical
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departures” from discounting models that also are consistent with their findings.
Finally, Besharov and Coffey (2003) add a number of other explanations for why

experimental evidence may generate behaviour that appears similar to hyperbolic dis-

counting, including complementarities between different time rewards and other exter-

nal sources of utility and individuals’ learning about their true preferences over time.

3.4 Summary

The hyperbolic discounting model, and the analytically more convenient quasi-hyperbolic
discounting model, offer a framework for considering decisions over time in a way that
reflects known behavioural anomalies first observed in experimental work, and later
applied to lifecycle decisions over saving and consumption. In the following chapters,
the quasi-hyperbolic discounting model is applied to lifecycle decisions outside of sav-
ing and consumption. In particular, the models developed suggest a substantial role for
such preferences in driving the timing of retirement, the demand for different types of
pension payments and the shape of optimal wage profiles. These models break from
the traditional reliance on exponential discounting and time-consistent preferences.
Whilst establishing the basics of quasi-hyperbolic discounting in this chapter, care
has been taken not to overstate the model’s ability to capture myopic decision making.
Alternative approaches to modelling impulsiveness and other interpretations of exper-
iment evidence are an important part of this literature. Despite this, the view taken in
this thesis is that the quasi-hyperbolic discounting model captures a significant part of
the behavioral patterns and cognitive processes that drive actual behaviour. In terms
of other models of myopic choice, there seems to be substantial overlap between the
theories. In two cases noted above, hyperbolic discounting is seen as a special case of
more general models of time preferences. Some of the criticisms of the experimental
evidence have merit, particularly to the extent that experiment design may have biased
estimated discount functions in favour of the hyperbolic version. However, given the
large number of experimental studies which do reject exponential discounting across

a range of different approaches, samples and decisions (see chapter 5 of this thesis
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for a more detailed survey), the most likely conclusion at this stage is that experimen-
tal design issues are only partially responsible for the empirical support given to the
hyperbolic model from laboratory evidence.

Moreover, it is not immediately clear how a rejection of hyperbolic discounting in
a laboratory setting helps us to understand wider evidence on lifecycle decision mak-
ing. The work of Laibson and numerous collaborators has shown that a lifecycle model
that replaces exponential discounting with hyperbolic or quasi-hyperbolic discounting
better explains a wide range of observed patterns of behaviour, from undersaving, im-
perfect consumption smoothing, consumption drop-off at retirement and the excessive
take-up of both illiquid assets and high interest credit card debt. Individuals seem to
experience self-control issues and preference reversals, and often seek out commitment
mechanisms. Quasi-hyperbolic discounting offers a powerful and analytically simple
way of confronting these issues, even if the underlying reason for these sorts of be-
haviors is significantly more complicated. This is also true of more recent studies that
reject both functions and support incorporating factors other than discounting into the
analysis of choices over time. These approaches may be, in some way, more true-to-
life, but they are far less tractable when looking at lifecycle models.

This is essentially the view set out in Angeletos et al. (2001), which concludes:

“[T]he model of consumption based on a hyperbolic discount function will
prove useful because it provides a parsimonious framework that makes
sharp empirical predictions. Naturally, we expect such empirical predic-
tions to identify both the strengths and the failings of the hyperbolic ap-
proach. We predict that the failings will reflect the fact that the hyperbolic
model is a reduced form that captures a more complicated underlying pref-
erence structure. For now, the hyperbolic model represents an empirically

useful parsimonious representation of our self-control problems.”

As a result, it is worthwhile to extend existing models of other decisions, such as

retirement, to derive testable predictions about behaviour.
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Chapter 4

Modeling retirement with

myopicC savers

4.1 Introduction

This chapter presents a model of retirement planning with myopic individuals. The
aims of this chapter are two-fold. Firstly, the model will be used to look at how the
interaction between saving and retirement decisions manifests itself for myopic indi-
viduals. The results are not immediately intuitive and reveal several different patterns
of behaviour. The model highlights the importance of individual factors — such as
the degree of myopia, the level of sophistication and the relative utility received from
leisure and consumption — in determining these patterns. It extends an existing model in
Diamond and Kgszegi (2003) in several important directions, and provides additional
applicable insights. Much of the literature on myopic choice distinguishes between
individuals who are naive, who make choices they later regret, and sophisticated in-
dividuals, who appreciate their own future time-inconsistencies, and adopt strategies
to maximize their utility given the constraints that imposes. In Diamond and Kdszegi
(2003), a sophisticated retirement saver may either permit early retirement by saving

more, or force himself to retire later, by strategically undersaving. The model devel-
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oped in this chapter introduces a third possibility — that neither of these strategies may
be available to the individual, and so alternative strategies are needed.

Secondly, it models commitment mechanisms in the context of individuals who
have time-inconsistent preferences over consumption and retirement timing. The use
of commitment mechanisms to overcome problems such as undersaving, which arise
from these kinds of preferences, is well discussed in the existing literature. This chap-
ter will show the potential problem that mechanisms which raise saving may have
when individuals also make myopic decisions over retirement. Specifically, mecha-
nisms which raise saving may increase the possibility of impulsive early retirement.
Hence the results raise several issues related to mechanism design, both in the accu-
mulation and decumulation phases. Prior studies have explored mechanism design as
a way to encourage people to save more — this model suggests that there are limits to
this, if unplanned early retirement is a possibility. It also predicts which mechanisms
may be more likely to cause unplanned early retirement. The decumulation or payout
phase, on the other hand, is much less studied area of mechanism design, both in aca-
demic work and amongst policymakers. What does exist has generally focused on the
distinction between lump-sum and annuity pensions from a risk mitigation perspective.
The main result of this literature is that the thinness of annuity markets may reduce in-
dividual’s lifetime utility due to the failure to provide optimal insurance. The model
presented here introduces a different issue — that lump-sum pensions may encourage
unplanned early retirement, relative to identical savers in annuity schemes.

The chapter is set out as follows. The next section discusses existing models of re-
tirement, which have generally only considered time-consistent preferences, and shows
how the model developed in this chapter relates to the literature. Section 4.3 presents
the model and the solution concept. Section 4.4 presents results — as a general solution
is particularly complicated given the number of parameters that can be varied (number
of time periods, leisure utility, and of course, degree of myopia) and the complex nature
of the constraints on time consistent solutions, the chapter instead presents a number
of scenarios to show the different sorts of outcomes that are possible in this model. It

provides a three-period model that is similar to that presented in Diamond and Koszegi
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(2003) and then extends this special case result into a more general many-period model
where individuals are free to retire at any time. Section 4.6 introduces a specific saving
commitment device and demonstrates the effects of forced saving on retirement plan-
ning, and the differential effects on this of alternative payout arrangements. Section
4.7 concludes and indicates further directions for research, two of which are taken up

in the following chapters of this thesis.

4.2 Quasi-hyperbolic discounting and retirement

The model presented in the following section examines the decisions made by quasi-
hyperbolic discounters over saving for retirement and the timing of retirement. While
saving behaviour has been modelled extensively in a dynamically inconsistent set-
ting, the decision over when to retire has rarely been set in any framework other than
of dynamic consistency (e.g. Gustman and Steinmeier, 1986; Stock and Wise, 1990;
Kingston, 2000). One notable exception to this in the theoretical retirement literature
is Diamond and Koszegi (2003). They add a retirement timing choice into a discrete
time model with quasi-hyperbolic preferences. As leisure is a good, plans over the
decision to work now and in the future behave similar to consumption — individu-
als overconsume in the present period relative to earlier plans. Unlike consumption,
working hours and leisure may be less of a free choice — options over hours may be
constrained by employers requiring a certain number to be supplied for the job. If the
leisure choice reduces down to a binary decision between working and not working, it
is possible for the dynamic inconsistency over leisure to cause the individual to with-
draw entirely from the workforce, even though the individual had previous planned to
retire at a later date. Diamond and Kdszegi’s model focuses on the final three periods
of the lifecycle. Individuals can retire in either of the final two periods. They show
that the decision to retire depends on having a certain level of wealth or savings in the
second period. From the perspective of the first period, early retirement would only be
taken if wealth or savings exceeded a higher level. Hence, there is a range of personal

wealth or savings (for each type of person, defined by their degree of impulsiveness
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and leisure utility) where the retirement decision becomes dynamically inconsistent.

Diamond and Készegi describe two strategies that might be employed by a sophis-
ticated individual who fears that they may take unplanned early retirement and come
to regret this later. They label these strategies “strategic undersaving” and “resigned
oversaving”. Strategic undersaving is where the individual saves less than she would
otherwise have in period 1, in order to remove the temptation to retire in period 2 and
to encourage retirement in period 3 (assuming this is optimal from the point of view
of period 1). Resigned oversavers, on the other hand, accept that they will retire early,
and so save more to accommodate it. Hence, all sophisticated individuals follow one
of four behaviour patterns. They may prefer to retire in period two or three (from the
point of the view of period 1) and actually do so without any further action, or they
may prefer to retire in period three, but face time-inconsistency problems and have to
alter saving to make plans time-consistent. High leisure utility individuals (relative to
consumption utility) will be resigned oversavers, while lower leisure utility individuals
will be strategic undersavers.

There have been two more recent papers which have extended Diamond and Kdszegi’s
model and included a retirement timing choice into a quasi-hyperbolic discounting
model. Bassi (2008) uses a three period model where the second period of work
(and consequently the retirement period) have a variable length. In the model, quasi-
hyperbolic discounters retire earlier than non-myopic individuals. The public pension
system is defined by its generosity and its redistributiveness. Reducing pension pro-
visions acts as a commitment mechanism over unplanned early retirement. This is
similar to Diamond and Kdszegi’s strategic undersaving strategy, where smaller pen-
sions reduce the earliness of retirement — in this case, by making the second period
longer. However, there is a difference between the social planner’s and the quasi-
hyperbolic discounters’ preferred way of doing this. The social planner finds it more
efficient (and more socially optimal) to reduce redistributiveness and increase the link
between contributions and pension income, so early retirement becomes less financially
viable. However, sophisticated quasi-hyperbolic discounters prefer lower taxes (lead-

ing to smaller pensions) as a commitment mechanism, but with more redistribution.
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This is because quasi-hyperbolic workers realize they will have undersaved and will
not work as much as non-myopic individuals, thus the desire to limit the link between
contribution and retirement income. The paper derives a voting equilibrium over the
pension system and shows that the outcome is more redistributive (from non-myopics
to quasi-hyperbolic discounters) than the social optimum.

Frogneux (2009) presents a similar three-period model to Bassi (2008) where labour
supply in the second period, -, is flexible, so unplanned early retirement is where [,
is larger in plans than actuality. However, he focuses on individual saving decisions,
rather than the socially optimal level of public pension provision. He follows Salanié
and Treich (2006) and distinguishes between the two effects of the quasi-hyperbolic
discount function — the discounting effect and the self-control effect (or, more specifi-
cally, the lack of self-control effect). Frogneux observes that in a model with endoge-
nous retirement timing, the latter effect causes early retirement, but the former effect
leads to lower saving and produces later retirement. The overall effect is therefore am-
biguous. Frogneux (2009)’s model identifies similar results to those presented later in
this chapter. However, the model in this chapter goes beyond the three periods setup,
allowing for a greater range of outcomes (for naive individuals) and optimal strategies
(for sophisticated individuals). Moreover, the model in this chapter does away with the
need for variable length periods. Quasi-hyperbolic discounting gives a bias towards
utility received in the present period — it is not clear what real-world interpretation can
be made from a model where the present period can vary in length, based on one of the

choice variables.

43 Modd

An individual lives for T" periods, with a typical period labelled ¢. She retires in period
R, from which point onwards she can not return to work and consume what remains
of her resources. There is no uncertainty about 7" and no bequests. In the first R — 1
periods, the individual supplies one unit of labour inelastically. This focuses the model

on the decision to work or be retired. It also captures the more realistic assumption that
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workers can not easily choose hours of work.* They receive a wage in each period that
they work, w;.

Workers value consumption and leisure. In each period, they choose how much to
consume. Let ¢; be the consumption chosen in period ¢ and [ ; be the leisure chosen in
period ¢, where I, € {0, 1}. We assume retirement is irreversible, and that individuals
only stop working to retire. Hence, R = min (¢|l; = 1), and l; = 1if ¢t > R. Thus,
individuals are retired for 7'+ 1 — R periods.

As labour is a binary choice, the utility from not working is defined as e > 0.
Per-period utility functions are assumed to be separable in consumption and leisure.
Individuals in the model are quasi-hyperbolic discounters, as discussed in chapter 3.
For the baseline model presented below, individuals discount leisure and consumption
utility in the same way. This assumption is for simplicity in the main results. This
assumption will be revisited later in the chapter.

Hence, the utility function of an individual at time ¢ is:

T
Ur=ulc) +eli+8 Y 6" (uler)+ely) (43.1)
T=t+1

4.3.1 Theoptimization problem

An individual has a lifetime budget constraint where consumption is funded by labour

income. Her lifetime budget constraint is:

Individuals are assumed to receive only labour income. As individuals have time-
inconsistent preferences, they may re-optimize each period. Hence, each period ¢ they

face a choice problem over present and future consumption for which the budget con-

1The model could be extended to include a small, discrete number of employment options — for example,
full-time work, part-time or retired. However, this extension does not add anything to the main insights of
the model, which is that workers face time-inconsistent work plans
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straint reflects both income still to be received and current levels of saving or borrow-
ing, reflecting the result of past consumption choices. Hence, the budget set at time ¢

is:

T T 1_[

—— =05 (I+7r)+ 4.3.2
T = S g (432)

T=t

where S;_; is the savings accumulated by the end of the previous period. Individ-
uals at time ¢ maximize utility over the set {c¢,...,cr, R}. As plans will vary due to
time-inconsistent preferences, a consumption and retirement plan at time ¢ is labelled:
{ct,...,ck, R'}. The utility-maximising set of these variables from the perspective of
time ¢ is labelled: {c}x, ..., chx*, R'x}.

Quasi-hyperbolic discounters individuals may be naive or sophisticated. A naive
individual will continually reoptimize every period, generally by increasing her con-
sumption (and hence decreasing her saving) relative to that which was planned in the
previous period. Sophisticated individuals incorporate all their future choices into their
immediate optimization problem. This can be modelled by optimizing over only imme-
diate choices, with future plans constrained by later optimizations and today’s choices.
Hence, sophisticated individuals are additionally constrained so that c%x = c2* (where
s > t,Vt, s) and similarly for future leisure choices. Thus, the sophisticated individ-
ual’s lifecycle choices form a sequential game, where the time-consistent plan in the
initial period is the sub-game perfect Nash equilibrium (see Laibson, 1997)

Lastly, it is convenient to make a number of simplifications. These do not affect
the main conclusions. Firstly the utility function over consumption is assumed to be
logarithmic. Logarithmic utility serves a useful analytical purpose — providing planned
and actual retirement ages coincide, naive and sophisticated consumption and saving
decisions are identical (this is shown formally below). Secondly, some parameters can
be fixedso 6 = 1, r = 0 and w; = 1. Different wage profiles may have interesting
effects on these results (as rising wages may act as a forced saving mechanism), and

will be considered separately in chapter 7. Finally, individual begin their lifecycle
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without any initial wealth, meaning S = 0.

44 Reaults

441 Optimal plans

The full maximization problem for a naive individual at time ¢ is set out below:

R-1
max L, =In(c}) +elf + Z In(ct)+2 Z (In(ct) +e)

& ot Rt
{ct,...,ct.,R*} i1 —r

— )\t <ZC$_ — St—l — (R—t))

where )\, is the Lagrange multiplier, [} = 1if¢ > R* and I} = 0 if ¢t < R’. As util-
ity is separable between consumption and leisure, the solution can be broken down into
first finding the optimal consumption plan, dependent on the retirement age, then find-
ing the utility maximizing retirement age, given the optimal consumption plan. This
leads to the following first order conditions for optimal consumption choices (given

R), as well as the complementary slackness condition on the Lagrange multiplier:

!

k=8 1+R —te M\ #£0

T
T=t

This set of conditions can be solved to give the optimal consumption plan for a

naive individual at time ¢, given a planned retirement period, R*.
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(4.4.3)

Si_1+ R —
¢ty % (R) ...:c}*zﬁ(lig_tmt) (4.4.9)

Equations 4.4.3 and 4.4.4 can be used to show how plans and realized outcomes
tend to differ for a naive individual. Consider ¢! ,* and c{T{*. Substituting in fu-

. . . t+1_ 4
ture values of consumption and saving gives that ¢! = St ==l Ag ot ix =

Si+RFL—t—1

[ERg g then actual consumption will tend to exceed optimal planned consump-

tion by a factor of %. Hence, only 5 = 1 individuals have no time-consistency
problems. This is consistent with Strotz (1956), who showed discounting must be ex-
ponential for time consistent plans. Introducing quasi-hyperbolic preferences, where
B < 1, generates time inconsistent behaviour.

A sophisticated individual knows she can not commit to her optimal future con-
sumption plan, so she treats the allocation of the remaining lifetime resources as ex-
ogenous. However, her immediate consumption choice can affect future consumption
by increasing or decreasing remaining lifetime resources. Therefore, the individual’s

problem at ¢ reduces to a choice of ¢; to maximizing lifetime utility. For a general

utility function (omitting the leisure choice for the time being):

mc?xu(ct) + 4 < Z U (aT (ST,l +R —t— ct))>

T=t+1
where «.- is the exogenous fraction of remaining lifecycle resources which will be

consumed in period 7. The first order condition is:

o (chs) = B ( XT: W (0 (Spo1 + R —t —clx)) a7>

T=t+1
Take a specific form of the utility function, u(z) = % = u/(z) = 2P~ The a’s
cancel out in the above equation for p = 0 or where u(z) = In(z). The solution for ¢ !x
reduces down to the equation (4.4.3), meaning that in the current period, they behave

like a naive individual, for a given planned retirement age:
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1 T—-1

Cltf_*:ﬁST_l—f—R—f,—Ct
ety — Sr—1+R—t
T+ (T -1)B

Thus, a sophisticated individual’s consumption plan at time ¢, for a given R ¢, is:

Si1+ R —t
it + _ t—1
cy * (R ) 1T -03 T—15 (4.45)
‘ .
, i Rt — ¢t —
i * (RY) = ciﬂ * (R") = Siric1 ‘ (4.4.6)

1+(T—1t)p

Therefore, while the choice of logarithmic utility does not affect the nature of the
solution (as a special case of a general set of utility functions), it does simplify the con-
sumption path of sophisticated individuals so that their consumption plan is identical
to a naive individual with the same planned retirement age. The role of sophistication
is therefore only evident in retirement timing plans.

The remainder of the optimization problem is to find the maximum lifetime utility,
given a consumption plan, by choice of R?. Retirement plans and realized outcomes
may also differ in the same way that consumption plans and outcomes can. Let planned

retirement age for a naive individual in period ¢ be labelled R, leading to:

T
R'x = arglglax{ln (ci (RY)+Zpe—e(1-P)+53 Z In (¢t (R"))+(T+1—R")Be}
T (4.4.7)
A sophisticated individual will recognize when an optimal planned retirement age
is time-inconsistent. In those situations, she will alter her consumption and/or retire-
ment plan to ensure time-consistency. However, when this happens there is not a sim-
ple analytical expression for these plans. Section 4.4.3 discusses these results in greater

detail.

In this remainder of this section, two separate cases are presented. The first is
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a three-period model, so R is limited to either R = 2 or R = 3. Optimal retirement
plans then reduce to a comparison of utilities from these two possibilities. In the second
case, the model has a larger number of periods, and retirement is not restricted. The

solution method describes the large number of constraints over the optimal R.

4.4.2 Three-period model

This section derives the retirement outcomes of a simple three-period model.? This
case is similar to Diamond and Kdszegi (2003) in that the retirement choice was lim-
ited so R € {2,3}. In the final period, individuals are retired, and consume what
remains of their resources. In the first period, the individual supplies one unit of labour
inelastically. In period 2 the individual decides at the beginning of the period whether
or not they want to supply labour. If the individual decides to work in period 2, this
will be referred to as “normal retirement”, otherwise the individual is considered to
have taken “early retirement”.

Given a set of consumption choices, which depend on a planned retirement age, the
retirement decision can be solved. In period 1, an individual would optimally choose

normal retirement if:

1n<SO+1> +2B1n (M) + Be <

1+283 1+283
So +2 B (So +2)

This gives the following condition (4.4.9) which is satisfied if, from the point of

view of period 1, the individual prefers normal retirement:

2These results have been presented in Holmes (2010)

61



So +2
(1+28)In (So+1>>ﬁ
s o ()
SQ—I-l 1—}—2,8

So+2>exp( % (So+1)

so(1-ew (1555) ) 2o (1155 ) -

exp (57) =2
= Sy < (1 - (mﬁ)) (4.4.9)

In period 2, the individual would retire early iff:

S1 B (51) S1+1 B(S1+1)
ln(l_’_ﬁ)—i—ﬁln(l_’_ﬁ)+e>ln(1+6>+ﬁln(W) (4.4.10)

This leads to the following condition:

1
=8 > (exp (m)) - (4.4.11)

Suppose condition (4.4.9) does hold — that is, in period 1, the individual would plan

to take normal retirement. The question is whether it then follows in every case that

condition (4.4.11) does not hold. S is linked to Sy by the consumption choices and
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income earned in period 1: S;1 = So+ 1 — ¢1.

This means that for an individual who plans to take normal retirement:

. So +2
51—50+1—1+2ﬁ
288, 28 1
TN T T T8 128
(14288 1
ﬁSo— 725 1+ 2ﬁ (4-4-12)

This value for Sy can be substituted into condition (4.4.9). This restatement of
condition (4.4.9) always holds given the individual plans to take normal retirement and

makes consumption choices in period 1 to suit.

b (25) -2 (1428)s 1
(Con()) ¥ D
= (1 26— exp (ﬁ—gﬂ)) > S (4.4.13)
(1+28) (eXp (15—35) - 1)
Combining equations (4.4.11) and (4.4.13) gives:
(1 +2B —exp (15%)) S5 > 1 (4.4.14)

Gren (oo (25) 1) (o0 () -1)

As in Diamond and Kdszegi (2003), it is shown in equation (4.4.14) that there is a
range of saving S, that resulted froma plan R' = 3 which, when 3 < 1, ledto R? = 2.
This is called unplanned early retirement. Individuals are defined by two individual
preference parameters, e and 3. It will be useful to see which individuals may be
subject to this inconsistent plan. To do this actual saving behaviour to remove S in the
above equation. For an individual who plans to take normal retirement, savings after

the first period are:
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28 — 1

Sl:1+25

(4.4.15)

If this level of savings causes early retirement then it must be the case that:

26 —1 1
> (4.4.16)
(e (w5) -1)
=e< (1+p)In (2546 1) (4.4.17)

Furthermore, if this level of saving is consistent with a plan to take normal retire-

ment, then:

TR
1+2,8 (1+28) (exp<1+2 ) ) (4.4.18)
—e>(148)In <2,@4€ 1) (4.4.19)

This means that the level of savings accumulated before the retirement choice pe-

riod will cause inconsistent retirement plans when:

(14+58)In ( ) <e < (1 _;2ﬁ> In2 (4.4.20)

45
28 — 1

Let the lower bound constraint on e be called L () and the upper bound constraint

on e be called U (). This leads to the following proposition:

Proposition: Non-existenceof inconsistent retirement planners Condition (4.4.20)

is never satisfied, as U (8) < L (B) V3

Proof: First note that when 5 < 0.5, the lower bound can not be found.
This corresponds to the case where S; < 0, so the individual would never

retire in period 2. Therefore, the only range of interest is where 3 > 0.5.
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Secondly, both functions are decreasing in 3 for 0.5 < g < 1:

U (8) = (3 _ ﬂ) 2

R
1
:—@ln2<0
/ _ 43 26 -1 4 84
L(ﬁ)_m(w—l)”l”) 15 (2[3—1_(26—1)2)

—ln<2/84[_31> +(1+8) 1;525 <(254_1)2)
_ln<2,84[—31> B (B(;;flo ="

Hence, for both functions, in the domain 0.5 < g < 1 the maximum

value occurs at 5 = 0.5 and the minimum at 3 = 1. Finally, it is simple
to show that U/ (0.5) = L (1), which follows from simple computation:
L(l) = 2ln4 = In16 = 4In2 = U (0.5). The maximum value of
U (B) is equal to the minimum value of L (3), and hence, the upper bound

always lies below the lower bound.

The easiest way to see this conclusion is graphically, as in Figure 4.4.1. There
are no combinations of parameters in this model where time-inconsistent retirement
occurs.

As the upper bound is always below the lower bound, there is no combination of
e and 8 which satisfy condition (4.4.20). The intuition behind this is that the quasi-
hyperbolic preferences that drive the possibility of unplanned early retirement are the
same preferences that reduce savings below the level where this would be triggered.

Of course, this is by no means a general result, but acts as a demonstration that the
simple three-period model of Diamond and Koszegi (2003) needs to be reconsidered.
One interpretation could be that the Diamond and Kdszegi model represents the final
three periods of a longer life, meaning that there is a possibility that S, > 0. However,

extending the model in this way is restrictive because it arbitrarily raises the number
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Figure 4.4.1: Upper and lower bounds on leisure utility for inconsistent retirement
planning

40

2 +—Lower Bound

e—eUpper Bound

of modelled periods, without raising the number of potential periods for retirement.
Hence, the next section investigates a 7'-period model where retirement is not restricted
to the final two periods, but can take place at any time.

This three-period model also highlights the potential role of commitment mech-
anisms. Such mechanisms can be used to overcome the possibility of undersaving
resulting from myopic or time-inconsistent preferences; however, this increased saving
may cause unplanned early retirement if the individual had access to her savings at an
earlier retirement date. The final section of this chapter looks at this issue.

In addition, relaxing the assumption that wage profiles are flat may have interesting

implications. The use of rising wage profiles as commitment mechanisms is an under-
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developed area of the literature®, and will be looked at in the chapter 7 of this thesis.
Rising wage profiles created implicit savings, which are only realized via higher wages
in later periods. Unlike other forms of explicit saving, the size of these savings are
contingent on not retiring early. In the context of this model, such arrangements may
provide a commitment mechanism over saving as well as retirement, in a way that

conventional pension plans can not.

4.4.3 T-period model

In this section, simulated examples are given to illustrate different sorts of behaviour
that might exist in the extended model. More general solutions across the entire domain

of e and §3 are discussed afterwards.

Naive savers

It is useful to see first of all what path of consumption and leisure choices (both planned
and realized) naive individuals make. As noted above, due to separable logarithmic
utility function in consumption, a sophisticated individual will only differ from a naive
individual if planned and actual retirement ages differ. In this case, a sophisticated
individual will alter her current saving choices to mitigate the effects of this on her
utility. In Diamond and Kodszegi (2003), two strategies were presented — these were
“resigned oversaving”, where a sophisticated individual saves more now to accommo-
date early retirement, and “strategic undersaving”, where the individual saves less now
to avoid unplanned early retirement. In this section, a wider range of strategies will be
introduced.

The examples used in this section look at a 7" = 10 model where R € {2, ..., 10}.
Four examples are presented below, relating to individuals with different preferences
captured by the e and 3 parameters.

In the first example, shown in figure 4.4.2, the individual has a low leisure utility (e

= 1.5) and is only mildly myopic (5 = 0.9). The line marked R represents the planned

3see Loewenstein and Sicherman (1991) and Frank and Hutchens (1993) for a theoretical background, or
Neumark (1995) for an empirical stud
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Figure 4.4.2: Example: 5 =0.9,e =15
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retirement age of a naive individual in each period. The dashed 45 degree line indi-
cated when retirement will take place — if planned retirement equals the current period,
then the individual retires. The other two lines represent consumption paths. The line
marked c_t(period 1) gives the consumption path that would occur if the period 1 retire-
ment plan could have been committed to. The line marked ¢ £(actual) gives the actual
realized consumption path. In this example, there is no retirement timing inconsistency
—the period 1 plan to retire in period 8 is also optimal for the naive individual in each
subsequent period, hence, she retires in period 8. As a result, consumption plans are
not affected, so there is no resulting utility loss caused by time-inconsistent retirement.

In the second example, shown in figure 4.4.3, a naive more myopic individual de-
lays retirement relative to her initial plan, ultimately retiring in period 10 rather than

period 8. The figure shows that, when the individual revises upwards her planned
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Figure 4.4.3: Example: 5 =0.6,e =15
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retirement age, her consumption also increases, as would be expected with a higher an-
ticipated lifetime income. The deviations from the initial plan causes a utility loss. As-
sessed from the perspective on the first-period myopic individual, this utility loss equals
0.132. which is equivalent to a 2.0% loss of lifecycle income. Assessed from the per-
spective of an equivalent non-myopic individual (an individual with 3 = 1, much like
Thaler and Shefrin (1981)’s long-run planner self), the utility loss from these consump-
tion and saving outcomes compared to the first period plan 0.220. This is equivalent
to a 2.2% fall in lifecycle income under the initial plan. Moreover, compared to a non-
myopic individual’s own first period optimal plan (which involves retiring in period 8),
the total utility loss of the myopic choices are equivalent to an income loss of 11.7%.
The third example in figure 4.4.4, considers an individual who has a relatively

higher utility from leisure (e = 2). The individual’s retirement plan shows two patterns.
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Figure 4.4.4: Example: 5 =0.6,e =2
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Firstly, it increases over time, from planning to retire in period 6 to planning to retire
in period 8. However, in period 7 the individual revises her plan downwards, and
takes immediate retirement. This is earlier than planned the previous period (so from
the perspective of period 6, is unplanned early retirement), but later than the initial
optimal retirement age. There is a utility loss here equivalent to 9.2% drop in income
under the initial plan, assessed from the perspective of the individual in the first period.
Moreover, this is equivalent to a 9.8% drop in income, as assessed from the perspective
of an equivalent non-myopic individual. Compared to the first best optimal plan (which
involves retiring in period 6), this is equivalent to a income loss of 18.6%.

In the final example, the individual places a particularly high utility value on leisure
(e = 3). In this case, retirement is earlier than planned, with the individual taking un-

planned early retirement in period 4, one period earlier than planned in all other periods.
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Figure 4.4.5: Example: 5 =0.6,e =3
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This case is purely the Diamond and Koszegi result. The utility loss is equivalent to an
income loss of 9.8%, from the perspective of the myopic individual in period 1. For an
equivalent non-myopic individual, the deviation from the first period plan is equivalent
to an income loss of 10.7%. Moreover, compared to the first-best optimal plan (with
retirement taking place in period 4), the actual outcome is equivalent to an income loss
of 20.1%.

The simulations presented here use a wide range of preference parameters. One
issue here is whether these preference parameters are realistic, in the sense that they
could represent observed behaviour. A simple calibration of the model would suggest
that, given the assumed logarithmic consumption utility functions, leisure utility of
around 1.5-2 leads to retirement between period 6 and 10 (depending on the degree of

myopic discounting). If the ten period model is seen as representing the adult working
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life, then each period would represent around 67 years, which means that retirement
in period 8 is closest to average retirement ages in developed world countries. Higher
leisure utility values would seem to be lead to very early retirement, regardless of the
degree of myopia.

There are two patterns that can be identified from these simulations relating to dif-
ferent preference parameters. Firstly, some naive individuals choose to revise their
retirement plan upwards when they realize they have not saved sufficiently. Such in-
dividuals must have a value of leisure utility below a certain level, where the extra
consumption from working longer compensates for the lost leisure utility. For high
enough values of e, the individual does not do this, and instead accepts the lower
consumption from low saving in the past and maintains their initial retirement plan.
Secondly, the tendency to take unplanned early retirement — the downwards revision
of retirement plans shown above leading to immediate retirement — requires, as would
be expected, high values of leisure utility and levels of myopia, so that either the pay-
off to early retirement exceeds the loss of utility from lower consumption, the future
lower consumption be discounted heavily enough, or a combination of the two. As
has been shown, in some cases this reverses, possibly only partially, earlier increases
in the planned retirement age, whilst in other cases it leads to early retirement. These
results show similarities to those analyzed in a three-period model by Frogneux (2009),
which showed that the two effects from quasi-hyperbolic discounting — lower saving
and impulsiveness — creates competing forces on retirement timing, meaning it could
be either earlier or later than initially planned. The second example and forth example
show these results in a many-period model. The results presented here adds to the con-
clusions of Frogneux’s three period model, and allow for the possibility of retirement
plans that go up (due to inadequate saving) and then down (due to impulsive preference

for leisure).

Time-consistent plans

Sophisticated savers make time-consistent plans. For a planned retirement age R? to

be time consistent given a saving plan {So,...,Sr—1} then there are three types of
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constraints which must be met. Firstly, the individual must prefer to delay retirement
until R to immediate retirement at ¢. This constraint must hold in all periods up to

R —1:

R—t

1+(R—t—1)B)e
exp () — 1

t=1,...,R—1

Si—1 <

(4.4.21)

Secondly, the individual in each period t < R must prefer retirement in period R

over an alternative delayed retirement R’:

R—R')Be
R—R’)Be
€Xp (§+(T7)t)6) -1

t=1,...,R—1,R' =t+1,...,R—-1,R+1,...,T

Sy_q < (4.4.22)

Finally, the individual must prefer immediate retirement at R over delayed retire-

ment at R’:
R - R
Sp-1> (4.4.23)
(L @—R—D@e) _;
P\ TirT-R)p
t=R+1,...,T
This imposes (7'—1)+Z=2CT=F=2) constraints on any saving plan {So, . . ., Sr—1}

for time-consistent retirement. As discussed before, sophisticated individuals’ saving
plans takes into account all future choices, so there is no deviation between plan and
reality. Finally, the sophisticated individual chooses the utility-maximizing plan from
all those plans where saving and retirement are time consistent. In the remainder of

this section, time consistent solutions for the examples used above will be sought. It
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Figure 4.4.6: Optimal saving and time consistent retirement, (3 = 0.9,e = 1.5, R =
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will show that an important issue in the solution is which time consistent retirement
plans actually exist.

Firstly, consider the individual with 5 = 0.9 and e = 1.5. In the previous section,
this individual was shown to have time-consistent retirement timing plans. As would
therefore be expected, given the lack of time-consistency problems, the optimal time
consistent saving plan for the preferred retirement age satisfies all the constraints — see
figure 4.4.6, which shows the most restrictive upper constraint and lower constraints
on saving in each period. In each of these types of diagram, the first-best saving plan
from the perspective of period 1 is shown, given the initial optimal retirement age.

In the other examples, the initial optimal saving plan does not satisfy all the con-
straints, leading to time-inconsistent retirement plans, compared to first period prefer-
ences. Inthe 8 = 0.6 and e = 1.5 example shown in figure 4.4.7, the initial opti-
mal saving plan drops below the constraints for retirement in period 2, which causes

planned retirement to be delayed (as noted in the previous section). In the same way
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that Diamond and K8szegi discuss a “strategic undersaving” plan to force the individual
to retire at a certain time and avoid unplanned early retirement, a “strategic oversav-
ing” plan could be considered here to avoid unplanned delayed retirement. However,
as the figure shows, there is no constrained saving plan retirement leading to retirement
in period 8, as the two constraints overlap in period 7. Therefore, in that period, the
individual will never prefer retirement the following period — they will either take im-
mediate retirement (if saving exceeds the upper limit) or be delayed until period 9 (if

saving falls below the lower limit).

2.5 4
Savings
2.0 -
i —Max
15 | \ : Min
; —S_t-1
1.0 - :
05 | i
| <« Planned
! retirement
0.0 y . r T T T ! ! :
1 2 3 4 5 6 7 8 9 10
05 - : Period

A time-consistent retirement plan does exist for retirement in period 9, however —
see figure 4.4.8. Again, maintaining the parallel with the terminology in Diamond and
Kdszegi, this strategic could be termed “resigned undersaving”, as it accommodates
delayed retirement (relative to the initial optimal period) by undersaving in period 1 to
remain within the constraints. However, given a planned retirement age in period 9, the

optimal saving path would again lead to delayed retirement in period 4, as in this period
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it drops below the minimum constraint on saving. Therefore, to achieve retirement in
period 9 , consumption and savings would have to be adjusted away from this optimal
path to remain within the upper and lower bounds.

The other interesting example is for the myopic individual who places the highest
value on leisure (3 = 0.6,e = 3), and who, if naive, experiences unplanned early
retirement and retires in period 4, rather than the planned period 5. Figure 4.4.9 shows
that the optimal saving plan for planned retirement in period 5 goes above the maximum
constraint in period 4, leading to impulsive early retirement. The figure also shows that
there is no possibility of using the “strategic undersaving” strategy here, because the
minimum and maximum constraints cross, meaning that there is no saving path that
leads to retirement in period 5. Figure 4.4.10 shows the “resigned oversaving” strategy,
which accommodates retirement in the earlier period. It shows that there is once again
no saving path which leads to time-consistent retirement in period 4, as the constraints

once again cross over in period 3. The “resigned oversaving” strategy breaks down
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because the higher level of saving needed to accommodate retirement in period 4 leads

to even earlier unplanned retirement in period 3.

Hence, neither of the two Diamond and Kdszegi strategies are possible. Instead,
time consistency in this example requires delaying retirement — see figure 4.4.11. This
strategy could be labelled “reluctant undersaving”, to contrast it from the strategy of
“strategic undersaving”. The latter suggests undersaving to achieve the optimal retire-
ment period and to avoid impulsive early retirement. In this example, the individual

has to save even less than that to accommodate a later retirement; paradoxically, this is

to avoid an unplanned early retirement.
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Finding a general solution

The simulated solutions illustrate the different types of retirement outcome for different
types of individuals (defined by their leisure and time preference). Identifying these
separate cases represent the most important contribution of this chapter and provide a
more wide-ranging typology of behaviour patterns than has previously been discussed
in the context of a retirement and saving model with quasi-hyperbolic discounters.

Closed form solutions for the above 10-period model are beyond the scope of this
chapter. Finding these is significantly complicated by the nature of time-inconsistency
— as shown in the examples above, the naive quasi-hyperbolic discounter updates his
optimal plan each period. If previous savings exceed or fall below certain thresholds
(as shown in Figures 4.4.6 to 4.4.11), the optimal retirement period changes, which
then affects the optimal consumption and saving plan, which then affects the retire-
ment decision in the future. These introduce discontinuities into the solution for given
parameters e and 3. The number of potential discontinuities would lead to a large
number of conditional solutions for a fraction of the parameter space.

Given this, a more productive way of characterizing a general solution would be
to use computational methods. For the naive individual, this would require running
simulations like those performed in Figures 4.4.2 to 4.4.5. There are four patterns
of retirement planning: time-consistent retirement, unplanned delayed retirement, un-
planned early retirement, and the hybrid case where retirement plans are first delayed
then taken earlier. For each combination of e and 3, the solution would find an optimal
initial retirement plan, a final retirement period (which may be earlier, identical or later
than initially planned) and an indicator of which of the patterns of retirement plan-
ning would occur. Areas in the parameter space which have the same solution could
then be identified and grouped together, allowing for a mapping of solutions across the
parameter space. These simulations would start with discrete parameter values (e.g.
e =0,0.1,0.2,...; 8 = 1,0.95,0.9,...). and would then be made increasingly pre-
cise to define the all sets of parameters that have the same outcomes.

A computational approach would also be necessary to find the optimal R and sav-

ing plan for sophisticated individuals. For each each combination of e and 8 where
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retirement is time-inconsistent (established above) an algorithm would find all the po-
tential time consistent retirement plans (which correspond to cases where the sets of
constraints shown in Figures 4.4.6 to 4.4.11 do not cross over). When these have been
identified, the optimal saving plan for each would be calculated — this would be the
utility maximising level of saving, given a particular retirement period, subject to the
constraint that the level of saving carried forward to the next period makes the same
retirement plan optimal. This saving plan would remain within (or on) the constraints
shown in those diagrams. Given the optimal saving plan for each potential retirement
period, utility would be compared to find the overall optimal retirement solution. This
would be compared to the initial optimal retirement period and the naive outcome to
distinguish between the five potential strategies discussed above — resigned oversaving,
resigned undersaving, strategic oversaving, strategic undersaving and reluctant under-
saving. Again, the search algorithm would start with discrete parameter values and
would then narrow them down to identify sets of parameter values which adopt the
different strategies. This would then allow a mapping between naive strategies and the

equivalent sophisticated solution.

4.5 Alternative preferences

So far in this chapter, the assumption has been that utility from leisure and consump-
tion is discounted in an identical way. However, this may not be particularly realistic.
Firstly, the previous chapter discussed the hyperbolic discounting as being the observed
time-preferences once individuals had exhausted their own internal commitment mech-
anism of self-control. As self-control over different choices may vary, so too might time
preferences over these choices. Secondly, individuals may learn about the consequence
of their myopic time preferences over their working lives. In particular, an individual
may become better at curbing their impulsiveness when they more fully appreciate the
long-run effects of it. In the model presented in this chapter, individuals decide how
much to save each period, and make or update plans about future saving. In reality,

individuals may make saving decisions on a yearly, monthly or even weekly basis. In
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contrast, retirement tends to be a one-off decision and not one that individuals may, in
some sense, get better at making. This reasoning suggests that retirement choices are
subject to either greater myopia or more naive decision making. Thirdly, willingness to
delay something may reflect perceptions about available resources, so that individuals
are more willing to delay a cost if they think that doing so conflicts with relatively less
pressures on their time or money resources in the future. This is known as resource
slackness. Zauberman and Lynch (2005) present results from a series of experiments
which look at discounting over both time and money investments.* They found that
participants discounted time more heavily than money costs and that their preferences
over their time were more present-biased. Consistent with the theory, their experiment
participants generally had expectations of greater future resource slackness for their
time than their money. In an regression analysis, they found expectations of future
resource slackness correlated with differences in discount rates for money and time.
Participants with expectations that time resources would be more slack in the future
than money resources discounted time more heavily than money, and vice versa for
those with expectations that money resources would be more slack in the future than
time resources.

In this section, the assumption that individuals discount over leisure and consump-
tion in a symmetric way is revisited to extend the results of the model presented before.
This extensions are shown through a three-period model, although they could be ex-

tended to more general models.

451 Multiple degreesof myopia

Consider an individual who lives for three periods, as in the first model presented in

this chapter. She has the following utility function in each period, ¢:

4They were investments in the sense that they involved up front costs and delayed benefits. The two used
in the experiment were an Internet cost-comparison services (which varied in initial set up price or time and
per-use set-up time or price) and charities asking for help with either a money donation or by volunteering
time
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3 3
Ur=In(ce)+el+ 8 <1n (cr)+eB Y zT> (4.5.24)

T=t+1 T=t+1

where I; = 01l3 = 1and i, € {0,1}, as before. There are now two quasi-
hyperbolic discounting parameters, 3. and ;. Individuals maximize utility over con-

sumption and retirement, R € {2, 3}. The individual’s consumption path is the same

as before:

__50+R—1

T T8,
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From the point of view of period 1 the individual prefers R = 3 if:
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As before, using S1 = Sp + 1 — ¢4, this condition is equivalent to:
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From the point of view of period 2, early retirement is preferred if:

(1+Bc)1n<51+1) <e

S
1

S > ————
exp (—1+eﬁc) -1

Therefore, if the quasi-hyperbolic discounting parameter is different over consump-
tion and leisure, then the following condition suggests time-inconsistent retirement

plans:

exp(lflz%c)—l—Qﬁc . 1
S
(1+28.) (1-exp (15 ) ) exp (t5) ~ 1

(4.5.25)

Unlike the three-period model with one 3 for both leisure and consumption, this
condition can be satisfied, meaning that it is possible for some individuals to experience
unplanned early retirement. To illustrate, consider the case where 5. = 1 and 5; < 1.
Period 1 savings, with a plan of retiring in period 3, are S; = % From condition
(4.5.25), this level of saving will result from an optimal plan to retire in period 3 if
Bie < 3In2 ~ 2.08. This level of savings leads to early retirement in period 2 if
e > 2In4d = 4In2 =~ 2.77. Therefore, if 5; = 1, then there could never be time-
inconsistent retirement — either e < 31n2 or else the individual would have planned
to retire in period 2 anyway. However, if the individual is sufficiently myopic over
their retirement decision, then they may potentially be time-inconsistent retirement.

Specifically, if 5; < 0.75 then both constraints are satisfied.

4.6 Commitment mechanisms

The previous sections showed that in this model, a wide range of different saving and
retirement results are found, depending on the individual’s relative utility from leisure

and consumption, the degree of myopia and their level of sophistication. This final
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section introduces an additional element: saving commitment mechanisms. The litera-
ture on myopic decision making and dynamic inconsistency has discussed commitment
mechanisms since its inception — in his original paper, Strotz argued decision makers
“are often willing to pay a price to precommit future actions (and avoid temptation)”
(Strotz, 1956, pg. 174). Individuals who are aware of their future self-control prob-
lems when making lifecycle plans will look for devices or instruments that allow them
to commit to future outcomes. In the absence of a “perfect commitment mechanism”
(Laibson, 1997), which constrains future behaviour to be precisely what individuals
would optimally plan, decision makers may value instruments like illiquid assets such
as pension plans or housing. Saving in such assets imposes costs on any future de-
cision to consume from this wealth in the short run. For example, selling a house
has significant transaction costs, and many savings plans impose penalties on early
withdrawal. Another example that has had some practical success is the “Save More
Tomorrow” saving scheme. Benartzi and Thaler (2004) discuss how a commitment
made by employees (and enforced by their employer) to increase the contribution rate
to a company pension upon receiving a pay increase may overcome behavioural issues
of self-control, procrastination and inertia. The authors report an huge increase in the
average savings rates of the voluntary participants in the scheme — going from 3.5% of
earnings per year to 13.6%.

Such vehicles generally increase saving. As has been shown in the above section,
unplanned early retirement depends on the level of available savings in each retirement
period. Hence, this section begins with the hypothesis that the introduction of a sav-
ings commitment mechanism may increase unplanned early retirement which, far from
increasing lifetime utility, may well reduce it. Of course, access to savings is essen-
tial. A commitment mechanism that not only increases savings, but prohibits access to
these savings until a certain date will not encounter the issues discussed in this section.
In practice, saving schemes tend not to completely prohibit access, but may impose

penalties on early withdrawal.
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4.6.1 A simplesavingsscheme

This section illustrates the issue with a numerical example, where a simple saving
scheme is incorporated into the existing model. This saving scheme forces individuals
to save at a rate s in each period that they are working. The rate of saving s is chosen in
the first period. Individuals can retire at any time, R, and receive their pension. There
are two sorts of scheme, which differ at the payout phase. Saving schemes pay-outs

may be either lump-sum (receive s (R — 1) in period R) or annuities (receive ;(f:}%

each period of retirementt = R, R+ 1,...,T.) Aside from this, the model is identical
to the 10-period case discussed in an earlier section.

As before, naive individuals choose s based an ideal retirement age in period 1,
(labelled R', to distinguish it from actual retirement R). Sophisticated individuals
choose s appreciating the resulting R. To demonstrate the results, simulations are run
for individuals who experience varying degrees of myopia, setting e = 1.5 . Tables
4.6.1 and 4.6.2 present the results. The first column gives the degree of myopia, which
is increasing in each row. The next five columns give the plans and outcomes for a naive
individual over saving rates, retirement timing, and realized utility (assessed from the
perspective of the individual in period 1). The final three columns gives the time-
consistent plan for retirement, the optimum (albeit constrained) saving rate to achieve
this, and the resultant utility (again assessed from the perspective of the individual in
period 1)

As the individual becomes more myopic, the ideal (planned) retirement age in-
creases. This occurs for two reasons. Firstly, the fact that myopic individuals prefer
current over future consumption means that they save less, which makes earlier retire-
ment less affordable. This is coupled with greater discounting of retirement leisure
utility, which lowers the attractiveness of retirement. In the numerical example given,
the effect is more noticeable for the lump-sum scheme — in similar examples, latter
planned retirement occurs at higher values of 5 for those receiving a lump-sum pen-
sion. This is because there are lower savings rates under the lump sum scheme than
under the annuity scheme, as annuities help to ensure that these higher savings will not

be over consumed early in retirement (providing their are same borrowing constraints
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Table 4.6.1: Saving and retirement outcomes and plans for myopic individuals in an
annuity saving scheme

Naive Sophisticated
g R' R s U(R'Ys) U(R,s) | Rx sx  U(Rx*,sx)
090 | 8 8 0.297 0.804 0.804 8 0.297 0.804
086 | 8 8 0.295 0.753 0.753 8 0.295 0.753
082 | 8 8 0.29% 0.702 0.702 8 0.294 0.702
078 8 8 0.292 0.651 0.651 8 0.292 0.651
074 8 7 0.290 0.600 0.366 8 0284 0.599
070 | 8 7 0.288 0.549 0.320 8 0273 0.545
066 | 8 7 0.285 0.498 0.275 8 0.262 0.489
062 8 7 0.283 0.448 0.230 8 0.252 0.432
058 | 8 7 0.280 0.398 0.185 8 0.242 0.374
054 8 7 0.276 0.348 0.141 8 0.233 0.318
050 8 7 0.273 0.298 0.098 8 0.223 0.261

Table 4.6.2: Saving and retirement outcomes and plans for myopic individuals in a
lump-sum saving scheme

Naive Sophisticated
Jé] R' R s U(RYs) U(R,s) | Rx  sx  U(Rx,s%)
090 8 8 0.297 0.799 0.799 8 0.297 0.799
086 | 8 8 0.295 0.742 0.742 8 0.295 0.742
082 8 8 0.29% 0.683 0.683 8 0294 0.683
078 8 7 0.292 0.622 0.364 8 0.290 0.622
074 8 7 0.290 0.560 0.300 8 0.277 0.557
070 | 8 7 0.288 0.496 0.232 8 0.265 0.487
066 | 8 7 0.285 0.430 0.162 8 0.252 0.411
062 8 7 0.283 0.363 0.088 8 0.239 0.330
058 9 8 0.186 0.313 0.135 9 0141 0.264
054 9 8 0.184 0.267 0.077 9 0134 0.208
050 9 8 0.182 0.220 0.017 10 0.071 0.158
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present). Those in the lump sum scheme choose a lower saving rate and plan for later
retirement, to mitigate the problem that lump sums payouts lead to undesirably low
consumption towards the end of retirement period.

In general, lump-sum schemes create more time-inconsistency in the retirement
decision. Comparing tables 4.6.1 and 4.6.2 shows that time-inconsistency for naive
individuals begins at a much lower degree of myopia for those in the lump-sum scheme.
Sophisticated individuals are able to adjust their chosen saving rate or their planned
retirement age (or both) to ensure they retire in the (constrained) utility-maximizing
period. Comparing the two tables reveals different patterns of behaviour. In the annuity
case, individuals lower their saving rate and maintain the same planned retirement age,
whereas the more myopic sophisticated saver in the lump sum scheme may find it
optimal to increase their retirement age above the ideal age and lower their saving rate
accordingly.

In terms of lifecycle utility, the lump-sum scheme imposes significant costs on the
individual. This occurs through two channels. Firstly, the drop off in consumption
during retirement under the lump-sum scheme lowers utility. If lifecycle utility of all
consumption and retirement decisions are assessed from the perspective of an identical,
non-myopic (8 = 1) individual, a flat consumption path in retirement is optimal. This
consumption path would result under the annuity scheme (if retirees are credit con-
strained). The second channel for utility loss is through the greater deviations from the
optimal plan that the sophisticated individual in the lump-sum scheme needs to take to
avoid time-inconsistency problems. Lower saving or later retirement decrease lifecycle

utility, relative to the annuity case.

4.7 Conclusion

This chapter has presented a model of retirement and saving with quasi-hyperbolic
individuals. The focus is on two cases. Firstly, the chapter has showed that in the
three-period case, it was not possible to observe both unplanned early retirement and

undersaving, as the preferences that drive the possibility of unplanned early retire-
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ment are the same preferences that reduce savings below the level where this would
be triggered. This suggests that the analysis of Diamond and Kdszegi (2003) requires
further consideration. A more general T-period model produced a range of possible
results. For some cases — where myopia and leisure utility are sufficiently high — un-
planned early retirement is observed for naive individuals. For other naive individuals,
however, there are two other cases: low leisure utility individuals tend to delay retire-
ment when they come to realize the extent of their undersaving, whereas those with a
stronger preference for leisure may experience both a delaying of planned retirement,
and a period of unplanned early retirement.

Sophisticated individuals do not experience time-inconsistency, as the plans they
make take into account all future choices. This chapter has presented examples of
sophisticated individuals’ solutions. Two interesting cases were revealed. Firstly, for
the individual whose naive equivalent would have experience unplanned delayed re-
tirement, the option of saving more to induce earlier retirement (called “strategic over-
saving”, to parallel the “strategic undersaving” described in Diamond and Koszegi’s
paper) may not exist if there is no saving plan which satisfies all the necessary con-
straints. Sophisticated individuals are constrained to follow “resigned undersaving”
strategies.

Secondly, and most surprisingly, there are cases where the individual whose naive
equivalent would experience unplanned early retirement is unable to find a time-consistent
saving plan which leads to either the earlier retirement date (the “resigned oversaving”
strategy) or the preferred retirement date (the aforementioned “strategic undersaving”
option). This leads to individuals delaying retirement, relative to their optimal retire-
ment age, even though, if they were naive, they would have ended up with unplanned
early retirement. This sophisticated strategy has been labelled as “reluctant undersav-
ing”. The results from the model suggest that more care is needed when interpreting
observed lifecycle choices, as the degree of sophistication matters just as much as the
underlying discounting. To take one example, delayed retirement in this model has
been shown to result from two very different individuals: a low leisure utility naive

individual, and a high leisure utility sophisticated individual.
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This chapter also modelled a simple saving commitment mechanism. Such mech-
anisms may be used to counter one time-consistency problem, but may create another,
as increased savings raise the possibility that a myopic individual will take unplanned
early retirement. This insight should draw further attention to the issue of mechanism
design, particularly in the payout phase. It is a well-known result in the literature that
annuities lead to utility gains over lump-sum pensions based on risk-mitigation. This
chapter has shown a different source of potential utility loss when annuities are not
offered or provision is unattractive from an actuarial perspective.

One issue that is not tackled here, but to which attention should be drawn, is the
need to understand better the nature of reported regrets over saving and retirement.
It is impossible to separate out the two choices, as a plan over retirement is made
based on an intended level of saving and consumption, and a plan over saving is based
on the length of retirement it will be expected to finance. Furthermore, in available
evidence on regrets, an individual may express a regret over one (for example, not
having enough savings now they are retired) but the actual inconsistent choice was
made for the other (by taking unplanned early retirement). Policies designed to improve
the well-being of retirees needs to appreciate the difference between the two sources
of bad decision-making. If unplanned early retirement is the reason for reported regret
regarding insufficient savings, a policy designed to increase savings may instead cause
even earlier retirement, and hence prove entirely ineffective.

The following chapters of this thesis investigate, via a laboratory experiment, how
the role of myopia and discounting actually influences choices over retirement. Chap-
ter 5 introduces this approach by surveying laboratory experiments which have been
used in the past to test for time inconsistency and preference reversal. After that, chap-
ter 6 presents a new experiment with a novel design which is used to test a series of
hypotheses relating to the role of myopia and pension payments on the decision to

retire.
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Chapter 5

Experimentsin

time-inconsistency

5.1 Introduction

This chapter surveys the literature on experimental approaches to time-inconsistencies
in individual preferences. Experiments have frequently been used to test various aspect
of behavioural economics. In some cases, this is because the phenomena of interest is
difficult to isolate outside of a laboratory setting. This is certainly true for many time-
inconsistency experiments, for instance, those looking to estimate directly individual
discount functions. Many of the initial studies of time-inconsistent preferences, from
which the hyperbolic discounting model and its variants derived, were interested in
the way individuals valued differently timed rewards. Later studies, as discussed in
this chapter, have looked for systematic differences in these valuations across different
groups, for example, between smokers and non-smokers.

In other cases, the phenomenon of interest is a real-world choice that is made out-
side of a laboratory setting. The decision to use an experimental approach in these
cases is often motivated by the shortcomings of other data sources, such as surveys. In

some cases, reliable data on the actual outcomes of interest may not be available — for
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example, Barr and Serra (2009) investigate corruption and bribery with an laboratory
experiment, as official data on such phenomena obviously do not exist. These exper-
iments attempt to recreate the real-world behaviour of interest, but control for all the
factors which survey data is unable to.

Myopic choice models have been used to explain a range of real-world phenomena,
from procrastination and suboptimal personal investments to undersaving in planning
for retirement. Testing predictions made by models of myopic choice presents a num-
ber of problems to the researcher, the most significant of which is the inability to di-
rectly observe an individual’s preferences and discounting. One way around this issue
is to use a proxy for impulsiveness or time-inconsistent preferences, such as the pres-
ence of a particular behaviour. Examples include being a smoker or gambler (Sourdin,
2008) or the use of a costly commitment device (Neumark, 1995). These proxies are
useful; however, there are situations where they capture more than one relevant fac-
tor. For example, in the specific case of retirement planning, smokers may realize they
have shorter life expectancies than non-smokers, so observing a relationship between
smoking and early retirement may reflect health factors as well as time preferences.
Moreover, in data generated from surveys, there is usually only information on actual
decisions, not earlier plans. Therefore, we may observe individuals in saving schemes
retiring earlier than those who are not. One interpretation of this is that myopic indi-
viduals — who are more likely to take-up such commitment mechanisms — take earlier
unplanned retirement. A second interpretation is that individuals are not myopic over
their retirement timing decision at all, but that their membership of a saving scheme
allows them to retire at their preferred planned date, rather than delay retirement when
they realize they have undersaved.

Chapter 6 presents the results of an experiment designed to test a model of retire-
ment where individuals may be myopic. In designing this experiment, it proved useful
to assess the existing literature, both as guidance in the experimental design and also
as a way of identifying the contribution to the field such an experiment could make.
This chapter presents a review of previous experimental studies related to decisions

over time. Frederick et al. (2002) have already presented a comprehensive review of
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the wider literature on time discounting. This chapter makes a number of additional
contributions. Firstly, it updates that earlier survey with an overview of more recent
studies from the past decade. Secondly, it focuses on the evolution of experimental
methodologies. In particular, it discusses the various issues and critiques of different
experimental designs that have been made in the past, and looks at the attempts that
have been made to solve them. It concludes that many studies find evidence of non-
exponential discounting, although recent studies have shown that this is sometimes
limited to a subset of an experiment’s participants. Following on from this conclusion,
the more recent move to estimate individual discount functions, rather than group dis-
count functions, provides a potentially useful explanatory variable which can be used
in other experiments to investigate the causes of a wider range of time-inconsistent

behaviour.

5.2 Literature Review

Experiments on time inconsistent choices follow a variety of different methods. There
have generally been two main types of study — those which look to identify an element
of preference reversal, and those which look to identify the discount function of par-
ticipants. There are a few recent studies which use estimates of discount functions as
an explanatory variable for other behaviour recorded both inside and outside the labo-
ratory, to show that observed time-inconsistent behaviour is related to time preferences
and discounting, and not other factors. Each of these types of study is considered in

turn in this section.

5.2.1 Preferencereversal

One set of experiments highlights preference reversal and shows directly the sort of
time-inconsistency that non-exponential discounting would predict. A common format
for these sorts of experiment is as follows: participants are asked to choose between a
smaller reward, x, today and a larger reward, y, which is delayed by ¢. Then, the same

individuals are asked to choose between the same rewards, but the delay in receiving
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them has changed; specifically, the reward « is received after a period of time, 7', and
the reward y would be received after 7' + ¢. Although there were obviously individual
variations, a common finding was that many individuals preferred = to y in the first
choice, but y to = in the second choice. Such choices are not time-consistent — an
individual who planned to take reward y in the choice delayed by 7', would change
her mind and take the immediate payment = when he reached that date. Preference
reversals of this kind were generally considered to be indicative of a discount rate
which was much higher for more immediate payoffs than it was for delayed payoffs.
An early example of this type of experiment was conducted by Solnick et al. (1980)
and replicated to clarify some ambiguous results in Navarick (1982). Participants in
these studies listened to 3 minute tracks of silence and white noise — given that the
noise was unpleasant to listen to, the spell of silence acted as a reward. For example,
in the Solnick et al. experiment, the participant could choose between 60 seconds of
silence and 120 seconds of noise or 90 seconds of noise followed by 90 seconds of
silence (so z = 60, y = 90 and ¢ = 90). Some participants faced an additional delay
of white noise at the beginning of the track (e.g. 7" = 15). The study found that
significantly more participants preferred y to « if they faced this additional delay.
Christensen-Szalanski (1984) surveyed prospective mothers about their preference
for anaesthesia during labour. They found a shift in preference from *“avoid anaesthe-
sia” a month before giving birth to “avoid pain” during active labour, back to “avoid
anaesthesia” one month after giving birth. This result has been taken as evidence of a
preference reversal caused by non-constant discounting, so that the costs of avoiding
anaesthesia are discounted more heavily at all times apart from when they are being
incurred. Besharov and Coffey (2003) notes that this behaviour could also be caused
by learning — that early in the pregnancy, expectant mothers were unable to fully appre-
ciate the pain of childbirth, but as they progressed through their pregnancy, they gained
more information. Read et al. (2008) points out this that result is mostly observed in
first-time mothers only, which would support the conclusion that the preference rever-
sal was caused by learning. However, it should be noted that the shift back to “avoid

anaesthesia” after giving birth is not consistent with a pure learning explanation and
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suggests there is a difference between short and long term time preferences. Moreover,
experienced mothers also reported a smaller shift towards “avoid pain” during active
labour.

Despite these early examples focusing on non-financial rewards, it is more com-
mon to see experiments using financial rewards. Ainslie and Haendel (1983) asked
participants to choose between an earlier reward of $50 and a later reward of $100 paid
six months later. They found that many participants would choose the smaller reward
if it was available immediately, but the larger payment if both rewards were delayed by
twelve months. Kirby and Herrnstein (1995) used pairs of money rewards. They first
established a delay where the smaller, earlier reward was preferred by the participant,
then delayed both rewards until preferences reversed (or an upper limit of ten years
was reached). Nineteen out of twenty participants systematically reversed their prefer-
ences for the earlier reward to the later reward as they were both delayed. Similarly,
for a choice between two goods, all participants reversed their preference from the less
preferred good to the delayed receipt of the more preferred good as both prizes were
delayed. Sayman and Onciiler (2009) present evidence which suggests that over short
time horizons (up to a week), preference reversals may happen in the opposite direc-
tion to those generally found in these experiments, with individuals going from later
to earlier monetary rewards as the wait until the time of the earlier reward is extended.
Longer delays tended to lead to time inconsistent choices in the usual direction.

Other studies explore other types of rewards. For example, Read et al. (1999)
look at how choices to watch high-brow or low-brow movies may be subject to time
inconsistency. High brow films have higher immediate costs (for example, because the
subject matter is more difficult or because they are subtitled) and more delayed benefits
(through educational or cultural enrichment). Participants choose movies to watch over
three nights, either sequentially (a choice of film is made each night) or simultaneously
(all the choices are made on the first night). Individuals with present bias will choose
the same film on the first night in either group. They will more heavily discount the
costs of watching a highbrow film in the future, relative to the benefits, so they would

be expected to plan to watch more high brow films on day two or three. However, if
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they can make a choice each day, the immediate costs become relatively larger again,
so they are more likely to opt for the low brow film. The experiment did indeed find
that first day choices were statistically similar across both groups, but that second and
third day choices were statistically different, with far fewer high brow films watched in
day two or three for the sequential group.

The next step after establishing that individuals may experience preference rever-
sals was to explain its causes. There is often a presumption that preference reversal
can be explained through the way individuals discount the future. However, this is
just one of a number of psychological biases which may affect choices over time and
cause a switch in preferences between two choices. Experiments are able to show that
whether apparent time inconsistent discounting is actually the result of other biases, by
controlling the influence of other biases. For example, Read and van Leeuwen (1998)
designed an experiment to compare the effects of time inconsistency with biases arising
from what they term “intrapersonal empathy gaps” (that is, where individuals are poor
at appreciating their feelings at a future date and tend to project their current state of
mind onto that decision). Participants were offered a choice between receiving either
a healthy or unhealthy snacks on a future date — they were asked again on that date to
make the choice again. Half of the sample made the immediate and future choices at the
same time of day (either after lunch, when subjects are not hungry, or mid-afternoon,
when they are), whilst the other half made the immediate choice at one of those times
and the future choice at the alternative time. Read and van Leeuwen argued that pref-
erence reversal recorded between the choices made by the first group reflected time
inconsistency alone, whilst preference reversals of the second group included empathy
gaps. Both biases were found to have significant effects.

A potential important issue in these sorts of experiments is what Read et al. (2008)
term as the distinction between cross sectional inconsistencies and longitudinal incon-
sistencies. The latter is true inconsistent planning — participants are asked about their
preferences over payoffs at a future date, and then observes what payoffs are chosen at
that future date. The former also asks participants about preferences over payoffs at a

future date, and then asks them to choose between these outcomes as if it were now
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that future date. Changing preferences over these outcomes is often taken as evidence
of time-inconsistent planning but may reflect some other motivating factor. For exam-
ple, respondents may believe that all delayed rewards are riskier than an immediate
reward (as they are being asked to trust that the experimenter will pay them). Thus the
preference reversal between two cross-sectional choices (say, $100 today or $110 next
week, and $100 in a year or $110 in a year and a week) may generate time inconsistent
preferences, but only because individuals believe there is a chance that any promised
future payment (regardless of its timing) may not be paid. Similarly, there may be
complementarities between the timing of a reward — the choice between a reward two
weeks before Christmas and two weeks afterwards may be evaluated by the partici-
pant differently to a choice between a reward two weeks after Christmas and six weeks
afterwards, as the participant may appreciate the extra money to spend on presents.
The issue is particularly important for the experiment presented in chapter 6, where
it is preferences over time use and leisure that are of interest. Utility from leisure is
particularly likely to fluctuate over a period of weeks, as there will be times when in-
dividuals value more free time. For example, a participant would be willing to give
up some free time in six weeks if the money rewards for doing so exceeded the cost
of giving up that time. If that participant was then asked to imagine that it was now
six weeks into the future, and asked to make the same decision, then an increase in
the value of free time for that coming week (for example, because of an urgent work
deadline) could lead to reported inconsistencies. However, these are not the sort of
inconsistencies related to impulsiveness and present-bias. Consequently, the experi-
mental design presented in the next chapter is such as to only capture longitudinal time

inconsistencies.

5.2.2 Discount functions

Given evidence of preference reversal in choices over time, many of the earlier ex-
perimental studies on decisions over time were designed to elicit discount functions
in an attempt to explain these choices. For example, Thaler (1981) found that annual

discount rates varied between 585% for a month delay to 19% for a 10 year delay.
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Similarly, Loewenstein (1987) found that the discount factors on valuations of mone-
tary rewards or penalties are significantly higher for short delays compared to longer
ones. The mean daily discount factor for a prize of $4 was calculated as 0.82, imply-
ing that the yearly discount factor is essentially zero (if discounting was exponential)
whilst the actual mean yearly discount factor was reported as 0.46. Benzion et al.
(1989) conducted an experiment using finance and economics students at an Israeli
university where the participants were asked about four scenarios relating to the mone-
tary value they would place on the opportunity to delay an immediate payment or debt,
or bring forward a delayed payment or debt. The size of the delay and the size of the
payment or debt across all four scenarios varied from $40 and 6 months to $5000 and
4 years. They found that discount rates declined with time and size of payment, as in
the Thaler experiment, although these discount rates were smaller. This was attributed
to the sophistication of the students being investigated. *

These earlier studies derived discount factors or rates for a single period of delay,
and showed that these individuals became more patient as delays increased. Kirby
(1997) notes than these studies had a number of limitations. One issue is that many of
the earlier studies use hypothetical rewards rather than real rewards (see Table 6.1 in
Frederick et al., 2002). It seems reasonable to question whether hypothetical rewards
give valid results — individuals may be susceptible, when there is no actual reward, to
giving answers that they believe the experimenter wants to hear (for instance, in the
Christensen-Szalanski (1984) study on anaesthesia during labour, participants’ initial
responses may be motivated by the desire to appear tough). Harrison and Rutstrom
(2008) surveyed a number of studies where individuals made valuations over real and
hypothetical rewards and concluded that it was “invalid” to presume that hypotheti-
cal rewards produced no biased results (pg. 765). However, these studies were not
about choices over time. In experiments which look specifically at time preferences,
the evidence is mixed. Coller and Williams (1999) find a significant difference be-
tween estimated discount function based on real and hypothetical returns. They also

found that the unexplained variance of a regression of discount rates on observed char-

1A summary of other studies which have, as either a primary or secondary finding, calculated discount
rates is provided in Table 6.1 of Frederick et al. (2002).
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acteristics was lower when rewards were real, implying responses were less random.
However, a number of other studies, such as Johnson and Bickel (2002) and Madden
et al. (2003), find no systematic difference between estimated discount functions using
real and hypothetical rewards at all.

It seems sensible to argue that, where possible, choices should be incentivised using
real rewards. However, there are situations where hypothetical choices can be helpful.
There are situations where the phenomenon of interest is not easy to transport to the
laboratory. For example, if the variable of interest is lifecycle consumption choices,
the use of small reward experiments may be questioned as not accurately represent-
ing those choices. Findings could be strengthened by using more larger hypothetical
choices. Coller et al. (2003) add that “when the research question necessitates the use
of unaffordably large prizes, or runs counter to ethical constraints which prohibit the
imposition of losses . . . hypothetical responses are reasonable substitutes for real ones.”
(pg. 10)

A second issue with earlier studies identified by Kirby (1997) was the estimation
of mean discount rates across all respondents, which bias results towards finding de-
creasing discount rates as delays increase.? Consequently, more recent studies have
tried to measure individual differences in discounting behaviour. Studies which do so
using real rewards that reflect actual choices made in the experiment appear to follow
one of three main approaches: the multiple price list, sealed second bid auctions, and
the Becker-Degroot-Marschak procedure.

The multiple price list approach in time-discounting experiments is generally at-
tributed to Coller and Williams (1999). It is widely used in experimental economics
research to estimate time preferences — Dohmen et al. (2012) refer to this approach
as the “industry standard for economists”. The basic approach is similar to the ex-
periments which first examined preference reversals — individuals are presented with

a choice between an immediate reward and a delayed reward. The size of the de-

2Suppose there are two exponential discounters where one has a daily discount rate of 10% and the other
has a daily discount rate of 50%. A reward of $100 is valued at $90 by the first person and $50 by the second
person if received tomorrow. It is valued at $81 by the first person and $25 by the second person if received
the day after. Mean discount factors across both individuals are 70% and 72.8% for one-day and two-day
delays respectively. Hence, even though both participants have constant rates of impatience, treating them as
a group and taking averages biases estimates in favour of finding declining impatience.
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layed reward is increased until it is preferred to the immediate reward — the value at
which preferences shift from the immediate to the delayed reward is the indifference
point, and gives an estimated value for the discount factor for that delay. The same
procedure is repeated for different delays, giving sufficient indifference points to es-
timate a discount function. This approach will lead to truthful reports of preferences
(or, are incentive compatible) if at least one of the pairs is chosen at random to receive
a payment based on actual choices. Coller and Williams (1999) use this approach to
investigate the effects of specifying either the implied interest rate on delayed rewards
or providing information about interest rates outside the laboratory. They use a sample
of around 210 business school student, split into six treatment groups. Their hypoth-
esis is that when offered large money rewards, estimated discounting rates reflect not
just patience, but also attempt to arbitrage between implicit borrowing and saving in
the laboratory and explicit borrowing and saving outside (using savings accounts and
credit cards, for example). So, for instance, an individual with a 30% discount rate
would be happy to accept a delayed reward with an implied saving rate of 20% if they
could borrow externally at a rate less than that (for example, on a credit card). They
then argue that participants may incorrectly assess either their external borrowing and
saving options or the implied interest rates on laboratory rewards. Hence, it is dif-
ficult to infer anything about their estimated discount rates, as the experimenter may
not know what trade-offs the participant is actually making. They find that providing
information about either external borrowing and saving rates or the rates implied for
each choice on the multiple price list decreases both estimated discount rates and unex-
plained variance in discount rates, suggesting that participants did attempt to arbitrage,
but did so imperfectly.

Harrison et al. (2002) look at two questions using this method (with explicit inter-
est rates) in an field experiment with Danish adults. Firstly, they investigate whether
discount rates decline with delay. They find that discount rates after six months are
significantly higher than discount rates over 1, 2 and 3 years. However, there is not sig-
nificant difference between the discount rates for those longer periods. Secondly, they

investigate whether discount rates vary with sociodemographic characteristics (such as

99



age, education, work status and gender). Of the many groups, both those who have un-
dertaken some form of higher education and the unemployed have significantly lower
discount rates, whilst the retired and those who believe they would be deemed uncredit
worthy have higher discount rates. Their estimated annual discount rate for the entire
sample was 28.1%, although is approximately 6% higher for six-month delays.

Coller and Williams (1999) and Coller et al. (2003) investigate the role of front-
end delays on discount rates using the multiple price list approach, again using US
undergraduate participants. Often, discount rates are estimated using earlier and later
rewards where the earlier reward is paid immediately. Front end delays are when both
choices are delayed — for example, an earlier reward after 30 days or a later reward
after 90 days. Hyperbolic discounting predicts that discount rates will continue to de-
cline for all delays, regardless of the timing of the earlier reward. Coller et al. show
that only discount rates estimated using immediate earlier rewards exhibit declining
discount rates — for the treatment group with front-end delays, mean discount rates
were all below 50% and did not significantly decline, whereas the control group with
no front-end delays had mean discount rates which ranged from over 100% (for one
day) to around 60% (for forty days) This points towards two possible conclusions. One
possibility is that participants view all delayed payments as potentially uncertain (in
the sense that the experiment may not actually pay) compared to payments made at
the end of the laboratory session. The second explanation is that the quasi-hyperbolic
discount function is a better fit than pure hyperbolic discounting — individuals have
constant discount rates between all rewards except for immediate ones. Andersen et al.
(2006) use a multiple price list approach to derive both time and risk preferences —
the latter replaces earlier and later rewards with different lotteries. They investigate the
possibility that the price list approach is subject to framing effects (particularly through
a psychological bias towards options in the middle of a list rather than at the beginning
or end) and estimation errors caused by interval estimates of indifference points. Their
time preference experiment had a one-month front-end delay. They find mean dis-
counting rates across all subjects of 25.3%, which were not significantly affected by

two treatments: a skewing of intervals in the price list (to detect framing effects) and a
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refined price list approach which allowed for a more precise estimate of the switching
point (to identify interval effects).® They also found that, even with the front-end delay,
one month discount rates were smaller than four or six month discount rates by around
7 — 9%. This suggests some degree of non-exponential discounting.

The multiple price list studies mentioned above calculate discounted valuations of
a small number of specific delayed rewards. This has been taken further by a number of
studies, which have tried to fit these valuations of earlier and later rewards from the en-
tire sample of participants to a single underlying discount function. Coller et al. (2011)
tested the hypothesis that the discount function of their group of participants was either
exponential or quasi-hyperbolic, but could not reject either. They then use a mixing
model which estimates a probability that an individual’s discount function came from
either the exponential or quasi-hyperbolic specification. They find that approximately
half of the participants discounting behaviour was best predicted by an exponential
function, and the remaining 50% of participants could be classified as present biased
quasi-hyperbolic discounters. The underlying quasi-hyperbolic model that was esti-
mated had a 3 parameter equal to 0.94. However, Andersen et al. (2011) finds little
support for any form of discounting other than the time-consistent exponential model —
in particular, those whose data was best described by a quasi-hyperbolic discount func-
tion had a 8 was 1.001. Bearing in mind that an exponential discount function is the
special case of a quasi-hyperbolic discount function where 5 = 1, their data appears
instead to split between two exponential models.

Instead of looking at aggregate behaviour on the assumption that all observed time-
preferences come from a single data-generating process with individual heterogeneity,
a number of other studies have instead looked to estimate individual discount functions
for each experiment participant. As is noted in the next section, individual level dis-
counting information is a potentially useful explanatory variable in itself. Estimating

individual discount functions requires a larger number of observed indifference points

3The approach is called the Iterated Multiple Price List and works as follows. Firstly, a conventional
price list is presented, where participants report a switching point. A new price list is then presented based
on the interval starting with the last price the earlier reward was preferred and ending with the first price
where the delayed reward was preferred. A new, more precise switching point is then found. This process
can be repeated a number of times
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between earlier and later rewards — studies have tended to use either auctions or the
Becker-Degroot-Marschak procedure to do this. They have the advantage that only
one question needs to be asked to participants to establish an indifference point, com-
pared to the multiple price list approach which requires a series of questions for each
delay.

Kirby (1997) used sealed, second-bid auctions to elicit valuations for a number of
delayed real money rewards, noting that in such an auction, the optimal strategy is to
report actual valuations. The paper fits bids to both a hyperbolic and an exponential
discount function, and finds that in the majority of cases — 59 out of 67 participants —
the hyperbolic discounting model better describes the reported valuations, in the sense
that the reported R? of the hyperbolic discounting model is higher than that of an
exponential model. Kirby and Santiesteban (2003) follow a similar process to test for
the effects of concave utility functions and front-end delays.

More recent studies have allowed a wider range of discount functions to be esti-
mated, at the individual level, by the data. Both Benhabib et al. (2010) and Akin and
Yavas (2008) conducted an experiment that use the Becker-Degroot-Marschak mech-
anism to elicit truthful valuations of delayed rewards, which works as follows. Indi-
viduals were asked to report a dollar amount z received today that would make them
indifferent to a given dollar amount, y, received after a certain time period, ¢. The par-
ticipant receives $x today with probability 1 — % and receives $y in ¢ days time with
probability v Thus, the higher the valuation is, the lower the probability of receiving
that amount today. The optimal strategy, given this reward structure, is to report the
true valuation of y. There were thirty money-time period pairs used, giving thirty indif-
ference answers. The approach used in both papers jointly estimates a general discount
function which allowed for exponential, hyperbolic, quasi-hyperbolic and fixed costs
representations.*

When the estimated discount functions were restricted to only allow exponential

“4Hyperbolic discounting is captured through a parameter that changes the curvature of the discount func-
tion. The fixed costs of delay introduces a utility cost, b, for any delayed choice, regardless of the length of
delay. The quasi-hyperbolic discounting parameter, 3, is a variable cost, in the sense that it is proportional
to the size of the delayed reward. The fixed cost specification would explain the magnitude effect also found
in studies such as Thaler (1981) and Benzion et al. (1989)
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discounting, both Benhabib et al. (2010) and Akin and Yavas (2008) similarly found
very high discount rates in almost all cases. Benhabib et al. (2010)’s estimations re-
jected the exponential discount function for 23 out of the 27 participants. Unrestricting
the model to allow for non-exponential discounting, their results found support for the
presence of fixed costs of delay across almost all participants, with an average absolute
value of $4.> At the same time, only five of the 27 fitted discount functions estimated
a quasi-hyperbolic discount parameter (5) which was significantly below one, imply-
ing that individuals were not quasi-hyperbolic discounters. Moreover, their estimations
were not able to distinguish clearly between the exponential or hyperbolic discounting
models in terms of the curvature of the discount function — in some cases, the hy-
potheses that the model was hyperbolic or exponential were both unable to be rejected.
Therefore, they conclude that present bias in preference is best captured by a fixed cost
specification, rather than through hyperbolic or quasi-hyperbolic discount functions. In
comparison, Akin and Yavas (2008)’s data was also not able to distinguish between the
exponential and hyperbolic curve shape in most cases. However, they did not find the
same support for the fixed cost parameter. Instead, they proposed that the best fit of the
data is the quasi-hyperbolic discounting, as a far larger number of participants had 5’s
significantly less than one than was found in the Benhabib et al. (2010) study.

A third approach has been presented by Andreoni and Sprenger (2009a). They
express a concern that the multiple price list approach often makes the restrictive as-
sumptions of linear utility function when estimating discount functions. One alternative
would be to run a second multiple price list over risky choices to establish the curvature
of utility functions. Andreoni and Sprenger propose what they term a convex budget
set approach where, instead of choosing either an earlier reward or a delayed reward
(with an implied interest rate for waiting), participants allocate a budget between an
earlier and later date, given an interest rate. This allows for much richer data about
the individual’s utility function, using the optimality condition that the marginal rate of
substitution is equal to the gross interest rate. They jointly estimate parameters for dif-

ferent functional forms of time and risk preferences. At the aggregate level, they reject

5That is, all delayed rewards imposed an average utility cost of $4 on participants
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all forms of present bias, including hyperbolic and quasi-hyperbolic discount functions.
At the individual level, just 17% of participants could be classified as present-biased.
One explanation for the aggregate rejection of time inconsistent preferences is that their
method take steps to equalize the transactions costs of both earlier and later payments,
by paying earlier rewards (on the day of the experiment) to the same address as the
later rewards, rather than immediately after the laboratory session. In their follow-up
work, they show that artificially adding uncertainty about future payments generates
more present-bias in time-preferences, if it is not correctly controlled for. Hence, as
with Coller et al. (2003), it may be that all delayed payments are viewed as being more
uncertain than immediate payments made in the laboratory.

To summarize this section, laboratory experiments designed to evaluate time prefer-
ences began by rejecting exponential discounting at an aggregate level, using hypothet-
ical rewards, but later moved on to identify individual differences in discount functions
using real rewards to incentivize truthful responses. The multiple price list approach
has been able to explain differences in particular discount rates within a study sam-
ple, however, deriving individual discount functions has required generating more data
points. In the small number of studies that have done this, it would appear that many
participants do not have exponential discount factors, although experimental design

may be responsible for some of these observations.

5.2.3 Methodological issuesfor deriving discount functions

The choice of method for eliciting discount functions is important. Each method has its
advantages and disadvantages. For example, the multiple price list approach is simpler
for participants, requiring they only consider preferences over two outcomes at any one
time. The other two methods require individuals to produce their own valuation, which
may be more difficult. However, the multiple price list approach is time-consuming, re-
quiring a larger number of decisions to be made for each indifference point. Moreover,
it may be imprecise — the indifference point is taken to be the point where preferences
change from the immediate option to the delayed option (or vice versa). As the price

list has discrete increments, assumptions have to be made for the true indifference
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point to be inferred from this measure. Multiple price lists may also lead to incon-
sistent discounting behaviour (as participant could, in theory, switch back-and-forth
between earlier and delayed rewards), and may also cause framing effects (Andersen
et al., 2006). Manzini et al. (2007) compare the three methods in a single study. They
find the multiple price list method tends to lead to higher discount rates than the two
valuation methods.

A second issue is that most experiments to elicit discount rates use money rewards.
As discussed in chapter 3, Besharov and Coffey (2003) argue that experiments which
offer financial rewards may not give reliable results about preferences over consump-
tion when individuals have initial wealth or have access to credit allowing them to
transfer earnings between periods of time. Experiments with financial rewards often
implicitly assume that individuals will consume their financial reward in the period
when it was paid. However, an individual’s reported preferences in these experiments
may not represent discounting behaviour and may instead reflect the individual select-
ing the choice which maximizes wealth — as both exponential and non-exponential
discounters maximize wealth identically, choices in these experiments can not iden-
tify different discount function. Besharov and Coffey (2003) suggest that evidence of
declining discount rates could be explained by lessening liquidity or credit constraints
over time, or uncertainty in future interest rates.

Besharov and Coffey (2003)’s argument amounts to a rejection of all data generated
from financial-reward experiments. In contrast, Coller and Williams (1999) recognize
that money rewards are not the same as consumption rewards, but also that borrowing
and saving rates are not identical, meaning that those whose discount rates fell between
the two would be accurately observed as they had no arbitrage opportunities (while
those whose did meet this criteria were assumed to give censored data). Censored data
statistical techniques were then used explain individual variation in discounting rates
for all observations. In Besharov and Coffey (2003)’s model, there is one interest rate
on all borrowing and saving, meaning that all discounters would be able to arbitrage.
This would mean that there was no range of true observations to employ statistical

techniques on.
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Cubitt and Read (2007)’s theoretical analysis suggests that Coller and Williams
(1999)’s argument is not correct and that censored data techniques will not solve the
problem. They show that even those individuals switching between earlier and later
rewards at an implied interest rate between external saving and borrowing rates are
maximizing budget sets and not consumption choices — therefore, while their experi-
mental choices do reflect time-preferences, they do not necessarily accurately measure
them. However, there is a danger that this problem has been over-theorized. Mc-
Clure et al. (2007) argues that there is a neurological reason to believe that the "utility
jolt’ received by an individual when receiving an immediate financial reward is sim-
ilar to that enjoyed from immediate consumption, and hence experimental evidence
using financial rewards has relevance for assessing impulsivity in consumption prefer-
ences. Reuben et al. (2010) similarly find a statistically significant correlation between
estimated short-term discount rates for money and short-term discount rates for a con-
sumption good, chocolate.

That said, a number of experiments have derived discount functions or rates using
non-monetary rewards. Raineri and Rachlin (1993) use the hypothetical reward of a
new car or a vacation, and find individuals are more impatient over consumption goods
than they are over money. Chapman and Elstein (1995) look at hypothetical choices
between a period of perfect health in the middle of an illness that was described to par-
ticipants as having begun two years previously and was expected to continue for life.
They found that individuals had high discount rates that declined over time over these
health payoffs. These discount rates were higher and declined faster than those found
from a second experiment which offered monetary payoffs. As well as individual de-
cisions, the way society collectively discounts future costs and benefits is important
for public policymakers. Environmental policies, where immediate costs have delayed
benefits are an important example of this. It is particular important to establish whether
high apparent discounting of these benefits reflects long-run exponential discounting,
or shorter-term impulsiveness and myopia that may lead to future regret. Viscusi et al.
(2008) studied the effect of discounting on individual preferences over environmen-

tal policy alternatives. In their study, participants chose between three hypothetical
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water quality improvement policies that differed by cost, size of benefit and start of
programme. From these responses, they estimated a quasi-hyperbolic discount func-
tion where the S-parameter was in the range 0.48-0.61. Zauberman and Lynch (2005)
look at discounting over situations with either time or money costs incurred. The two
used in the experiment were an Internet cost-comparison services (which varied in ini-
tial set up price or time and per-use set-up time or price) and charities asking for help
with either a money donation or by volunteering time. They found that participants
discounted time more heavily than money costs and that their preferences over their
time were more present-biased.

In addition, some studies that have focused on non-financial rewards find valuations
of future rewards and costs that are not consistent with either exponential or hyperbolic
discounting. For example, Loewenstein (1987) finds that experiment participants were
willing to pay a lot more today to avoid an electric shock a year in advance that they
would pay to avoid a shock now. A kiss from a movie star was valued more highly
if it came after three days than if it happened now. For some non-financial rewards,
it seems that individuals also benefit at the present time from the anticipation of the
reward in the near future, and that they experience significant disutility from the antic-
ipation of non-financial penalty such that they would rather experience it immediately
than delay it. The implication of this is that estimating discounting behaviour from
experimental evidence may be mis-measured because misspecified discount functions
will not account for this anticipatory element separately. This point is also made by
Sayman and Onciiler (2009), who find that some people have S-shaped discount func-
tions, with low rates for very short delays, then higher rates for moderate delays which
decline as the delay gets longer. Further evidence of these effects was found in Re-
delmeier and Heller (1993), who designed an experiment to look at preferences over
medical conditions. Participants were asked to report probabilities that a medical event
happened immediately such that they were indifferent between this gamble and it the
condition happening for sure at a specified future date. Participants also reported, on a
100 point scale, the undesirability of each condition with different delays in the onset

of condition. The results showed that discount rates did appear to depend on the delay
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and the condition, contradicting the exponential model. There was also evidence that
individuals would rather get an unpleasant episode over immediately than in the future:
10% of respondents reported preferences that corresponded to a negative discount rate

when comparing potential four-month long medical conditions.

5.2.4 Discount functions as explanatory variables

Many of the earlier studies fitted a single model of preferences across the whole sam-
ple, which would then reject exponential discounting. Subsequent research has em-
phasized heterogeneity in discounting behaviour amongst experimental participants.
Many individuals exhibit some form of present-bias. However others may be time con-
sistent or even, as shown in a small number of studies, future-biased. This variety is
not an obstacle — it offers a way to explain a wider range of behaviour. For example,
a number of studies from the applied psychology literature have shown that different
distinguishable groups of individuals have significantly different discount functions,
which explains why some people engage in behaviour that has short term benefits and
long term costs, while others do not. For example, smokers are generally found to
have significantly different discount functions when compared to non-smokers, and the
same is found for drug users, substance abusers and gamblers.

Table 5.2.1 summarizes a number of results from this literature. In these stud-
ies, a hyperbolic discount function is estimated, which takes the form D(t) = ﬁ
where k is the parameter that determines the curvature of the discount function and
t is measured in days. Higher values of k& imply more hyperbolic, present-biased or
myopic individuals. Choices in all the studies surveyed are hypothetical, and were
usually over monetary rewards. The results show that gamblers are by far the most
myopic of the groups studied. Substance abusers, on the other hand, are also found to
be more present-biased compared to the control groups, but to a much more limited
degree. The gap between smokers or heavy drinkers and non-users falls somewhere in
between. Overall, however, it appears that engaging in these sorts of high long-run cost
behaviours is driven in part by significant differences in short-term impulsiveness and

myopia, rather than just impatience and high discount rates.
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Table 5.2.1: Comparative discounting studies

Study Rewards Groups n  Average k
Vuchinich and Simpson (1998) | Money heavy drinkers 16 0.193
light drinkers 15 0.034
Mitchell (1999) Money smokers 20 0.12
non-smokers 20 0.06
Petry and Casarella (1999) Money and  substance abusers (gambler) 29 0.26
cigarettes substance abusers (non-gambler) 34 0.05
non-abuser 18 0.02
Bickel et al. (1999) Money and  smokers, 23 0.054
cigarettes ex-smokers 21 0.007
non-smokers 22 0.007
Petry (2001) Money and  substance abusers (gambler) 21 0.30
cigarettes substance abusers (non-gambler) 39 0.07
non-abuser 26 0.02
Dixon et al. (2006) Money in gambling environment 20 0.358
outside gambling environment 20 0.017

A second important use of estimated discount functions is to use the calculated
parameters to explain behaviour also generated within the laboratory. For example, the
Akin and Yavas (2008) experiment discussed above had a second stage which tested
the predictive power of individual discounting in decisions made over investments in
a “long-term project”. This investment took the form of filling out surveys for up to
90 minutes per session. If, over the course of three sessions (each one week apart),
total time invested exceeded two hours, a reward was paid. Otherwise, the participants
received no return on their investment. So, for example, a successful investment could
involve 40 minutes investment each week. Hence, participants needed to choose how to
allocate their time over the three sessions. The experiment essentially tests the model
of procrastination of O’Donoghue and Rabin (1999). The estimated (quasi-hyperbolic)
discount function in the first stage of the experiment was used to predict behaviour in
the investment stage. The estimated discount function predicted outcomes reasonably
successfully in the investment phase, with those with a lower S-parameter and greater

degree of present-bias leaving more of their required investment to the final week.
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Reuben et al. (2009)’s experiment derived discount rates through choices between
immediate and delayed rewards. The reward was then paid in a cheque which could
be cashed (and the experimenters would know when it had been cashed). The cashing
of the cheque was a costly task, in terms of time and effort. Hence, the requirement to
complete this task collected data on the tendency to procrastinate, as in O’Donoghue
and Rabin (1999)’s model. A regression analysis found a significant effect of the dis-
count rate and the size of reward on one of their measures of procrastination.

As a final example, Meier and Sprenger (2010) look at credit card borrowing and
time preferences. Using a field experiment with US low- to medium-income workers,
they identified time preferences using two multiple price lists, the first for money re-
ward choices paid either immediately or after one month, and the second with rewards
paid either after six or seven months. Present-biased individuals give higher discount
rates in their responses to the first price list. Truthful responses were incentivised with
randomly selected payments, and all payments (including immediate rewards) were
sent by mail to equalize transactions costs. They find that while discount rates them-
selves are not correlated with credit card borrowing, present-biased individuals had

significantly larger outstanding credit card balances.

5.3 Conclusion

This chapter has presented a review of experimental studies looking at time inconsis-
tency. It seems apparent that individuals routinely demonstrate a reversal in prefer-
ences or make plans which are not time-consistent. This has been shown in a variety
of settings involving both monetary and non-monetary decisions, many of which were
surveyed in Frederick et al. (2002). Since that contribution, however, this literature has
developed significantly. This chapter has discussed these developments. One major
development has been the move from sample-level to sub-sample or participant-level
estimates of time preferences and discount function. It is clear from the studies sur-
veyed in this chapter that even with a small experimental study, participants can vary

hugely in their degrees of impatience and impulsiveness.
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Secondly, there has been some concern that earlier evidence of non-exponential
discounting has resulted from aspects of experimental design, rather than because par-
ticipants had present-biased preferences. There are important methodological issues
unresolved in the literature, such as whether it is acceptable to use of monetary rewards
and what sort of choices are best to give to subjects to find their valuations of future
rewards. There have also be concerns that non-exponential discount functions may be
estimated due to inadequately accounting for the concavity of utility functions and the
inability to equalize transactions costs between immediate and later payments. Percoco
and Nijkamp (2009) conduct a meta-analysis of 44 laboratory and field studies taken
from the Frederick et al. (2002) survey, to construct a sample of 513 estimated (ex-
ponential) discount rates. The analysis identifies systematic differences in estimated
discount rates based on differences in experimental methods. The conclusion of this
analysis is that estimated discount rates across all the studies tend to have diminishing
impatience —even when controlling for differences in experiment design, estimated dis-
count rates with shorter delays are generally higher. However, experimental design is
clearly also an important issue. The analysis found significant differences between es-
timated discount rates based on whether a reward was hypothetical or real and whether
or not it was monetary or non-monetary. As the number of different studies expands
it will be possible to draw conclusions about the other issues of design discussed pre-
viously (for example, whether Andreoni and Sprenger (2009a)’s approach to reducing
the transactions costs of delayed payments has an impact on discount rates).

The third conclusion is that, at the individual level, many participants seemed to
have some form of non-exponential discount functions, even taking into account biases
arising from experimental design. This heterogeneity in individuals’ time preferences
is a potentially useful explanatory variable for other behaviour. For example, there
has been some success in bringing together research on discount functions with studies
that look at preference reversal. Observing time inconsistency or preference reversal
reveals interesting features of human decision making. However, to the extent that such
behaviour is not optimal or desirable, there is also a need to identify the cause. The

small number of studies which have done this find evidence to support the conclusion
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that preference reversals can be explained by time preferences.
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Chapter 6

Myopia, pension payouts and
retirement: an experimental

approach

Chapter 4 of this thesis discussed a model of retirement and saving where individu-
als had time-inconsistent preferences through quasi-hyperbolic discount functions. In
the final section it models a saving commitment mechanism and shows how quasi-
hyperbolic discounters who commit to a saving rate in their first working period are
likely to retire a number of periods before their planned retirement age. This unplanned
early retirement occurs because the immediate payoff of additional periods of leisure
utility is greater than they anticipated it to be in past periods. Moreover, it predicted
that individuals who receive their pensions lump-sum experience much greater incen-
tives to take unplanned early retirement. A lump-sum pension payment reduces the
costs of earlier retirement (lower retirement consumption) by allowing the retiree the
possibility of much larger consumption in the immediate period, whereas an annuity
receiver is limited to just the fraction of total wealth he or she receives in that period.
The purpose of this chapter is to test such a model of retirement and saving using

data collected through a new experiment. This experiment stretched over a two-month
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period, with sessions each week. Each session was the equivalent of a period of work
in the model. Individuals could leave the experiment any week, at which point they
could not return in future weeks — this simulated retirement. Individuals received a
small payment each week they came to the laboratory, some of which was put aside
until they left the experiment, simulating a mandatory saving scheme. These savings
were paid either as a one-off sum, or as a weekly payment, to simulate either lump-sum
or annuity pension incomes. A novel feature of this experiment is that the decision to
return to the laboratory (or to leave the experiment) became in itself the main variable
of interest. The experiment therefore exploited the effort it takes for participants to
come to the laboratory to capture preferences over time-use and leisure.

The design of the experiment is such that it looks at two issues. Firstly, it looks
at how individuals may be time-inconsistent in making choices about leisure. Indi-
viduals were asked at the beginning of the experiment which future week they would
like to leave the experiment in. The participants were not held to this choice, and
were free to leave in whichever week they wanted. Within experimental approaches to
time-inconsistency, the overwhelming focus is on choices over money or consumption,
although there are a few other novel examples — for example, time-inconsistent prefer-
ences over long-run projects (Akin and Yavas, 2008) or environmental policies (Viscusi
et al., 2008). This experiment is, to my knowledge, the first designed specifically to
capture time inconsistency in leisure choices.

Secondly, the experiment provides evidence to test a number of hypotheses relating
to the role of annuity pension payment in the context of the retirement decision. Gen-
erally speaking, very little attention has been placed on the decumulation phase of the
saving process in either academic or policy work, aside from papers which emphasize
the utility costs of increased exposure to longevity risk arising from a shortage of actu-
arially fairly priced annuities. Evidence that annuities reduce incentives for unplanned
early retirement would demonstrate another potential cost of thin annuity markets both
to the individual — early retirement that was not adequately planned for will lower some
measure of overall lifecycle utility relative to time-consistent plans — and the state and

taxpayers, due to increased incidence of inadequate saving and the need for additional
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financial support to retirees.

This chapter is set out as follows. The next section sets out the motivation for con-
ducting this experiment and identifies a number of testable hypotheses. Section 6.2
describes the experiment and the methodology that will be used to test these hypothe-
ses. Section 6.3 discusses the study and the data collected. Section 6.4 presents the
results and section 6.5 concludes. As with all experimental approaches, it is important
to distinguish between what has been shown in a laboratory setting, and what can be
inferred in the real world. The conclusion emphasizes what lessons can be learned

from this work in policy terms.

6.1 Hypotheses

The model developed in chapter 4 leads to a number of hypotheses about both planned
and actual retirement timing decisions. This section discusses those which are tested

in the experiment, which are as follows:
Hypothesis1: Individuals with a higher utility of leisure should plan to retire earlier.

Hypothesis 2:  Lump sum payment saving schemes are more likely to lead to later

planned retirement than annuity payment schemes.

Hypothesis 3:  Impulsiveness — the bias towards immediate utility captured by the
quasi-hyperbolic discount function and measured by (1 — 3) — reduces the planned

retirement timing of the annuity group, relative to the lump-sum group.
Hypothesis4: Individuals with higher utility of leisure will retire earlier.
Hypothesis5:  More impulsive individuals will retire earlier.

Hypothesis6:  Lump sum payment saving schemes are likely to lead to early retire-

ment than annuity payment schemes.
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Hypothesis 7:  Impulsiveness drives unplanned early retirement.

Hypothesis 8 Lump sum payment saving schemes are more likely to lead to un-
planned early retirement than annuity payment schemes

Hypotheses 1 and 4 are relatively obvious — individuals are trading off higher con-
sumption (through higher earnings) with the disutility of working. The optimal retire-
ment period occurs where the benefits of another period’s wages no longer outweigh
the utility cost of work. Therefore, whether in terms of plans or actual decisions, those
with higher disutility from work will be happy to do so for less periods than those who
do not experience significant utility costs from doing so.

Hypotheses 5 and 7 relate to the role of myopic time preferences (which captures
impulsiveness) in the retirement decision. Myopic individuals place less value on fu-
ture utility than immediately utility — they may therefore be more willing to trade off
the immediate benefits of additional leisure utility for the delayed costs of lower con-
sumption. However, myopic time preferences do not affect planned retirement ages, as
they relate to trade-offs between future periods, so present-bias does not feature in the
decision. Therefore, it follows that gaps between planned and actual retirement ages
can also be explained by the presence of impulsiveness.

Finally, hypotheses 2, 3, 6 and 8 relate to the role of the form of retirement income.
For a sophisticated myopic individual, an annuity payment provides some commitment
in retirement against consuming retirement resources too quickly, leaving little for the
end of retirement. Therefore, from the point of view of someone planning for retire-
ment with a lump-sum pension, they would prefer to stay in work longer to reduce the
effect of lower consumption near the end of the retirement phase. Those with annuity
pensions do not have the same concerns. Moreover, the more impulsive and myopic the
individual is, the more those with a lump-sum pension would prefer to delay retirement
and avoid very low consumption at the end of that phase, relative to a situation where
they had an annuity pension.

In contrast to these plans, the model predicts those in lump-sum pensions will retire

earlier than those in annuity pensions. This result only holds if there is no longevity risk
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(which was omitted in the model and is not included in the experiment). Otherwise,
the lack of insurance against living for a long time and having few resources for re-
tirement may encourage those in the lump-sum group to retire later and mitigate those
risk. However, in the special case where annuities are acting solely as a consumption
commitment mechanism, those in lump-sum schemes may be encouraged to retire ear-
lier and benefit from the immediate leisure utility and the high immediate consumption
paid from the lump sum. Those in annuity schemes do not receive this higher immedi-

ate consumption as their pension commits them to a certain path of expenditures.

6.1.1 An existing approach

The only existing experiment which has looked at retirement and pension payouts is
by Fatas et al. (2007). This paper looked at ways to encourage later retirement through
the design on pension payouts, which would help ease the financing pressures currently
faced on pension schemes worldwide by reducing the retirement dependency ratio (the
ratio of retirees to employees in an economy). The paper argues that whilst much of the
existing literature has focused on the way that some pension schemes may encourage
earlier retirement because after a certain age the accumulation of further pension rights
is not actuarially fair (leading to an implicit tax on labour force participation), there
may be distortions even within an actuarially fair system arising through the timing of
pension payments. In particular, and in contrast to the theory developed in this thesis,
they argue that lump-sum payments may lead to delays in starting retirement.* They
propose a number of behaviorial reasons for this. Firstly, discount rates may be related
to the magnitude of the utility payoff discounted, where individuals are more patient if
they are receiving a larger reward (like a lump-sum payment) and more impatient over
smaller rewards (such as annuity payments). Secondly, discount rates may decline
over time (e.g. they may have hyperbolic or quasi-hyperbolic discount functions). This
drives a wedge between the discount rate implicit in the pension entitlements formula
and subjective discount rates. Thirdly, individuals may not be able to assess their pen-

sion entitlements correctly — they may, for example, struggle to comprehend the true

1This argument is also made in Orzag (2001)
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Table 6.1.1: Payouts in Fatas et al. (2007)
Period,t  Pr(survival, t— survival, t-1)  Pr(survival,t) Lump-sum Annuity

1 1.000 1.000 100 13
2 0.933 0.933 107 14
3 0.929 0.867 115 16
4 0.923 0.800 125 19
5 0.917 0.733 136 23
6 0.909 0.667 150 27
7 0.900 0.600 167 33
8 0.889 0.533 188 42
9 0.875 0.467 214 54
10 0.857 0.400 250 71
11 0.833 0.333 300 100
12 0.800 0.267 375 150
13 0.750 0.200 500 250
14 0.667 0.133 750 500
15 0.500 0.067 1500 1500

value of a series of delayed payments or underestimate their life expectancies. The
result is that an annuity-based pension system, even an actuarially fair one, may distort
retirement decisions, as the perception of the individual is that additional entitlements
from delaying retirement are not high enough. 2

They tested this hypothesis using a laboratory experiment. The experiment had
fifteen rounds, and participants were asked to choose a round to determine their payoffs.
This is equivalent to a retirement age, where individuals receive their pension once they
reach their chosen round. Table 6.1.1 presents the options faced by the participants,
who were allocated to a specific income stream (either lump sum or annuity). The
conditional probabilities of survival to a certain period, given that the individual is
alive in the previous period, are given in the second column. They are devised so that
the unconditional probability of being alive in any period ¢t = % — see the third

column. Hence, no-one lives beyond fifteen periods. The two schemes are actuarially

fair — regardless of retirement timing, the expected payment is equal to 100.

2As will be discussed later in this section, the explanation relating to hyperbolic discounting is not con-
vincing for two reasons. Firstly, it fails to take into account the potential time inconsistency in the leisure
choice — providing the individual faces some borrowing constraints, annuities limit immediate consumption,
which make unplanned early retirement less affordable. Secondly, hyperbolic discounting causes impulsive-
ness. It implies high discount rates for immediate payoffs, which would have a larger negative effect on
delaying lump-sum payments, rather than annuities. Part of an annuity’s value is received much later on,
when discount rates are much lower and individuals are more patient, implying they would, in part, be more
willing to delay retirement to receive higher payments.
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The authors found that the retirement age was significantly higher for those in the
lump-sum group than in the annuity group. The median and mean round chosen by the
participants was 9 for the former, and 5 for the latter. A third group, who received a
combination of a lump-sum and an annuity reported a mean and median round between
the two — a mean of 6.42 and a median of 7. They run a number of regression analyses
on their sample responses (N = 82), where the dependent variable is the chosen period
and the explanatory variables are dummies for the annuity and part-annuity group and
two preference measures: one for risk aversion and one for discount factor. In the
full specification with all variables included, belonging to the annuity group lowers
predicted final round by 3.25. The discount factor and risk aversion measures were
strongly significant, although the size of the effect was much smaller (Fatas et al.,
2007, Table 6).

Their conclusion is that lump-sum pension payments can help delay retirement.
However, there are several significant problems with their approach that cast doubt over
this conclusion. First of all, this experiment does not consider time — the experiment
is played within a single session, so regardless of the choice of round, payment was
made at essentially the same time. Essentially, then, this experiment offered a choice
between lotteries, rather than choices over time. Given that, it is no great surprise that
individuals prefer the later lump-sum to an earlier annuity — at any point in time, the
annuity has the same expected value as the lump-sum payment, but is riskier (because
there is a probability of not surviving). Hence, the utility costs of delaying the receipt
of the endowment are greater for the annuity group than for the lump-sum group for
any given period. This sort of calculation has little to do with the mentality behind
planning for retirement, where annuities mitigate longevity risk to ensure they have
enough resources should they live a particularly long time in retirement. It is not clear
what role the measure of the subjective discount rate plays in the analysis as there is no
time element to the payments, and risk preferences are controlled for separately. It may
be acting as a proxy for some other factor, such as comprehension of the true value of

the annuities.?

3There is a well-established correlation between cognitive and non-cognitive skills, where the latter cap-
tures characteristics like patience and self-control. Cunha and Heckman estimate a production function for
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Secondly, as a consequence of not looking at the time dimension, the experiment
has no role for the utility of leisure (or the disutility of work) and the effect this may
have on the retirement decision. Individuals are maximizing their monetary payoff
alone, given their attitudes towards risk and their perception about rewards (the ex-
periment does not explain how actuarially fair pensions work, so participants are left
to make their own evaluation about their expected payments). Thirdly, as work is not
involved in this experiment, there is no contribution or saving process and no pre-
retirement income. In reality, the trade-off between continued work and the rewards
for work (both immediate and delayed) are likely to drive behaviour. Fourthly, the
pensions in the Fatas et al. experiment corresponded most closely to a defined benefit
style pension, where additional benefits from delayed retirement were linked to sur-
vival probabilities. Increasingly, however, retirement saving has moved towards either
defined contribution schemes or personal saving accounts, where retirement benefits
are linked to the level of saving from earnings and the rate of return on the account.
Finally, and most importantly, the reported retirement ages are planned, rather than ac-
tual. By the design of this experiment, there is no scope for changing plans, whereas
the contention of this chapter is that lump-sum pensions are more likely to lead to un-
planned earlier retirement. Indeed it showed that planned retirement would be later for
those in the lump-sum scheme, but that this would be reversed when it came to actual

retirement.

6.1.2 Summary

The introduction of time and leisure and the implications of preference reversal can not
be assessed in the Fatas et al. experiment. The experiment presented in this chapter
makes a contribution to the literature by introducing the time element and allows for
such preference reversal. This experiment is the first, to my knowledge, to look at time
inconsistency in choices made, essentially, over the consumption of leisure, particularly

in the context of a retirement decision.

both skills and conclude that individuals with higher levels of non-cognitive skills are more able to produce
cognitive skills in future periods. In this case, one possibility is that individuals with lower discount rates are
also the experiment participants who are better at assessing the value of the annuity.
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6.2 Experimental design

This section sets out the design of the experiment. Participants were allocated to ei-
ther the single-payment or the multiple-payment group upon arrival in the first week.
They were informed of their group, and given a reminder card to take away. In the
first experimental session, they completed three games: two to identify time and risk

preferences, and the Retirement game.

6.2.1 Time preferences

All participants, regardless of their group, completed the exercise. This is a standard
multiple price list experiment, as first introduced by Coller and Williams (1999). Data
from this experiment is used to estimate time preferences by fitting a quasi-hyperbolic

discount function. Each question in this exercise had the same form:

e Respondents were asked to state their preference between £2 today and £y after
adelay of t, wherex = {1,...,15},y = 15and ¢t = {1 week, 2 weeks, 3 weeks,

1 month, 2 months, six months}

e The choice pairs started with the smallest delay (¢ = 1 week) and the smallest

immediate reward (z =£1)

e x was increased by £1 increments. At some point, the individual should shift to
preferring the immediate reward. The indifference point lies between those two

reward-pairs.

e Once x reached its maximum value, the delay moved to the next smallest (¢t = 2

days). This process was repeated for all ¢.

e Three choices were chosen at random to receive payment based on reported pref-

erence.

6.2.2 Risk preferences

Secondly, the individuals completed an exercise to measure their risk preferences. This

game again asks participants to choose between two possible rewards, however instead
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of an immediate and a delayed reward, the choices are between a certain payment and
a lottery, which only pays out a certain amount with a given probability (otherwise it

pays nothing). The procedure is as follows:

e Respondents were asked to report preference between £x for certain and £y paid

with a probability of z, where z = 0.50,...,10,y = 10and z = {0.2,0.5,0.8}

¢ Probability was explained as a random draw from a bag of ten balls, where 10z
of the balls are red, and the remainder are black. The lottery pays out if the

participant draws a red ball.

e The choice pairs started with smallest certain payment (# = 0.50) and the sim-

plest lottery (z = 0.5).

e  was increased until the individual preferred the certain payment. This is the

certainty equivalent of the lottery.
e This was repeated for the other two lotteries.

e Two choices were chosen at random to receive payment based on reported pref-

erence.

6.2.3 Retirement game

Finally, the individuals were shown the Retirement game, which is the main part of the
experiment, as it collects the dependent variables in this analysis: planned and actual
weeks for leaving the game, and hence the inconsistencies between the two. The rules,

which were explained to the participants, were as follows:

e This game was conducted over eight weeks. Every week participants were asked
to come back to the laboratory. These sessions lasted approximately ten minutes.

The sessions were at the same time each week.

e The experiment paid participants based on their choices, as follows. Each week

that a participant came to the laboratory, they received a wage of £4. Half of that
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wage — £2 — was taken away at the end of the session. The remaining half was

saved.

e Participants were told that they could stop coming to the laboratory any week.
When they did they began to receive their savings. Depending on which group
they had been allocated to, they either received a one-off payment on the week
when they stopped coming to the laboratory, or they received a number of smaller,

equal payments over the remaining weeks of the experiment.
e The saving pot earned a 0% interest rate.

e Participants were told that they would not have to come to the laboratory to
receive their remaining payments. These were paid directly to the participants at

their postal address.*

e Participants were told that as they only got the savings after they left the game
and that the game only lasts for eight weeks, then no-one was expected to come

to the laboratory in week eight.
The retirement payments are summarized in Table 6.2.2.

Table 6.2.2: Retirement game payouts

Period,t Lump-sum  Annuity

1 _ _
2 2.00 0.29
3 4.00 0.67
4 6.00 1.20
5 8.00 2.00
6 10.00 3.33
7 12.00 6.00
8 14.00 14.00

Participants were then shown a card which describes the payments they will receive
in each week given a leaving week — see Appendix A for all the instructions presented
to participants. They are only shown the payments for the group they are in — either

annuity or lump sum. In the first column is the week of leaving the game. The next

4As all the participants were students, payments were made to their university pigeon holes
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eight columns give the exact amount that would be paid to the participant in each
week, starting from week 1 (today) until week 8. The shaded cells are for payments
made after leaving the experiment i.e. payments from savings made directly to the
participant, without coming to the laboratory.

There was an opportunity for all participants to ask questions about the instructions,
after which, participants are asked to report in which week they would most prefer to

leave the game and not return to the laboratory.

6.2.4 Individual information

At the end of the experiment, individuals completed a short questionnaire to collect ba-
sic data on age, gender and status (as all participants were students, this distinguishes
between undergraduates and postgraduates). It also included two measures of how
arduous participating in the experiment was. Firstly, it asked how much time the indi-
vidual had to give up to come to the laboratory, excluding time spent in the laboratory
—essentially, this captured traveling time to the laboratory from the participants’ home
or place of work. Secondly, it asked whether any monetary costs were incurred by the
individual in coming to the laboratory. Examples include bus fare (or similar) and any

lost earnings.

6.2.5 Follow-up experiments

Participants could come to as many of the sessions after the first week as they liked.
Once they did not return, they were not allowed to come back in any subsequent weeks.
In all these sessions, participants completed some variation of one of the games played
in the first week. The table 6.2.3 below summarizes the games played.

The week where the participant did not return to the laboratory was recorded. All
the data collected in these sessions was only of secondary importance to the main
retirement experiment. The main purpose of these tasks was to give participants a
mundane and predictable task to complete whilst in the laboratory. The results section

presents some supplementary results from these data.
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Table 6.2.3: Follow-up experiments
Week Game Variation
2 Delayed Reward  Larger rewards
3 Delayed Reward  Rewards were a "holiday’ from
a hypothetical time commitment

4 Delayed Reward  Larger rewards
5 Retirement Game  Hypothetical, fewer periods
6 Delayed Reward  None
7 No game Individuals were told they had
no tasks upon arrival
6.2.6 Dataset

From the first week experiment, each participant gave the key raw data found in Table

6.2.4.
Table 6.2.4: Key raw data
Variable Notes
Money pair indifference values 6 observations (x ascending for each t) +
6 observations (x descending for t)
Certainty equivalents of lotteries 3 observations
Planned retirement age Week number
Gender Male or female
Student status Undergraduate or postgraduate
Age Years
Time given up to come to laboratory Reported in minutes

(excluding time spent in laboratory)
Cost of coming to laboratory (excluding costs  Reported in pounds.
that would have been occurred regardless)

These data was used to derive the variables in Table 6.2.5.

Table 6.2.5: Derived variables

Variable Notes of calculation
Actual retirement age Week number, derived from
first week of no return
Retirement inconsistency gap Planned retirement age —
Actual retirement age
Quasi-hyperbolic discount OLS estimation using
function parameters (5 and ¢) Delayed Reward indifference values

Coefficient of relative risk aversion OLS estimation using
certainty equivalence of lotteries
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6.3 Data

The experiment was conducted using 30 University of Oxford student volunteers, both
undergraduate and postgraduate, who were contacted to participate by the Centre of
Experimental Social Sciences at Nuffield College, University of Oxford. As the exper-
iment was conducted over eight weeks, a judgement was made that non-student volun-
teers would be less likely to be able to commit to a certain time and more likely to ex-
perience unexpected changes in their schedule that would prevent them from returning.
Moreover, focusing on student volunteers allowed payment of their post-retirement
earnings to be completed without the individual needing to give up any more of their
time, which was important in distinguishing between the ‘work’ phase and the ‘re-
tirement’ phase of the experiment, but without having to use the postal service. All
post-retirement savings were left at the students’ pigeon holes in their respective col-
leges.

The experiment was conducted in two waves. The first group of 15 students partic-
ipated between January and March 2010 and the second group of 15 students partici-
pated between April and June 2010. Each participant was informed in advance of the
time requirements that the experiment could potentially cover, and asked to volunteer
only if they believed the time of each session was available. The first session lasted 90
minutes, and participants were paid £8 for showing up, comprising a £6 participation
payment and a further £2 which was their weekly wage for the first week. In addition £2
was placed in each individual’s saving account. In the first session, individuals played
the Delayed Rewards Game, the Retirement Game and the Preferred Lottery Game. In
addition to their show-up fee, five of the choices from the Delayed Rewards Game and
the Preferred Lottery Game were selected at random and payment was made based on
those choices. Individuals were randomly allocated into one of the two groups (Annu-
ity and Lump-Sum) by drawing a number which corresponded to a computer terminal
in the laboratory. The first half of the terminals were in the Lump-Sum group and the
remainder in the Annuity group.

Each follow-up session last approximately fifteen minutes. Remaining participants
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were emailed two days before the experiment to remind them of the time of the next
session, and were told how much they had currently accumulated, how much they
would receive if they left the game that week (dependent on which group they were
in) and how much they would receive if they instead came to the laboratory. At the
same time, they were asked to email the CESS laboratory if they could not attend a
session for some reason that they could not control (such as illness or an appointment),
rather than because they did not want to return anymore. Three participants did this
over the course of the experiment. These individuals were treated as if they had retired
from the game (so began to receive their final payment) and did not return in future
weeks. Of course, | can not exclude the possibility that some other leavers also had
unexpected clashes (but did not report them). | can also not exclude the possibility
that those reporting unexpected clashes weren’t actually revealing their impulsive time
preferences — a reported clash may in fact be a shift in preference for doing a less ar-
duous task, even though they knew they were “supposed” to be going to the laboratory
at that time. In the results analysis below, I compare results including and excluding
these participants’ data. | refer to the subsample without these three observations as
“intentional leavers”, while the three who left due to schedule clashes are referred to as
“unintentional leavers”.

The experiment was programmed and conducted using the software z-Tree (Fis-

chbacher, 2007).

6.3.1 Discount functions

Discount functions were identified for each individual from the indifference points be-
tween immediate and delayed choices in the first experiment. The aim was to produce
a measure of an individual’s impulsiveness. For a quasi-hyperbolic discounter, this is

the variable § in the discount function:

D(t) = B (6.3.1)

To do this, a number of assumptions were made. Firstly, utility is assumed to be
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linear in the reward, and rewards are assumed to equate to consumption. Hence, there

are a series of equations which define the discount function:

ui(xr) = Bidjui(15) (6.3.2)

where z; is the immediate reward that makes individual ¢ indifferent to the £15

reward, delayed by ¢, and where w;(x) = x. This can be expressed as a linear function:

Inz; = In(156;) + t1Ind; (6.3.3)

The true indifference point x; is taken to be the immediate reward where individuals
switch from delayed reward to immediate reward (when the immediate reward option is
ascending) and the final immediate reward prior to the point where individuals switch
from delayed reward to immediate reward (when the immediate reward is descending).
This point was chosen rather than the mid-point of the two rewards where preferences
change from delayed reward to immediate reward because a number of the participants
always chose the delayed reward of £15 except when the immediate reward was also
£15. If the midpoint between the switching pairs was used, this would be at 14.5 for
all values, implying 5 < 1 and § = 1. Although these preference would lead to the
same observed choices, it seems much more probable that these participants’ discount
functions have 8 = 1 and § = 1, meaning they just care about maximizing the size of
their reward, regardless of timing.

Let X; be the observed indifference points. These are given in Table 6.3.6 for
each of the thirty participants. The table shows only the indifference points for each
delay when immediate rewards were ascending. Between the first and second waves,
the Delayed Reward game was changed slightly. Participants numbered one to fifteen
were asked questions over one, two and five day delays and they were not asked a
question for a three week delay. As few participants in the first wave discounted very

short delays in a measurable way, | decided to take the time period as a week, rather
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than a day. Hence, the questions over the one, two and five day delay were dropped in

the interest of time, and questions about a three week delay were added.

Table 6.3.6: Reported indifference points by delay

Subjectno. | Iw 2w 3w 4w 8w 24w
1 15 15 15 15 15
2 15 15 15 15 15
3 15 15 15 15 2
4 15 15 15 11 6
5 13 13 13 12 9
6 15 13 12 12 11
7 13 12 9 6 5
8 15 15 11 8 5
9 15 15 15 11 9
10 15 15 15 15 15
11 13 12 11 8 2
12 3 2 1 1 1
13 13 13 11 11 5
14 15 15 15 13 11
15 13 13 11 9 5
16 15 15 15 15 14 10
17 14 15 15 14 14 13
18 13 13 13 13 13 7
19 10 10 13 14 15 11
20 14 14 14 14 14 10
21 15 14 12 14 11 11
22 12 12 11 10 9 1
23 14 14 14 14 14 13
24 15 15 15 15 15 1
25 14 13 15 14 13 12
26 15 15 15 15 15 15
27 15 15 15 14 14 11
28 15 15 15 15 15 15
29 15 15 15 15 10 10
30 15 15 15 15 15 12

For simplicity, it is possible to get a reasonable first approximation of the discount
function, and crucially the measure of impulsiveness, by estimating the two preference

parameters via an ordinary least squares (OLS) estimation of the following:
X
In 1—5 =Ing; +tnd; +e; (6.3.4)
where e, is distributed normally with a mean of zero. Of course, the true error
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term is much more complicated. Participants report X, based on a latent variable,
Xyx, where X; < Xyx < Xy — 1. If X;x = x4, the true indifference point, then the

distribution X; could be expressed:

Xt = Xt * —Ut (635)

where u, is distributed uniformly on [0, 1]. Moreover, individuals may miscalculate

their indifference point:

Xt* =T + v (636)

where the error term v, however distributed, is bounded above and below so
15 — z; > vy > —x;. Hence the relationship between X; and z; is subject to more
complicated errors than those suggested by equation (6.3.4). The effect of this simpli-
fication is assumed to be small.

By doing both ascending and descending rounds for each delay, some errors in
reporting are mitigated. In one case, a participant’s response to a descending set of
choices was replaced with their response from the equivalent ascending round, as in the
descending round, they reported preferring delayed rewards to all immediate rewards,
even when they were the same value.

Table 6.3.7 below summarizes the estimation of the discount functions for partic-
ipants. The estimates of 3 were tested for being significantly different to one — those
indicated with a single or double asterisk rejected the null hypothesis that they were
exponential discounters at the 10% and 5% levels respectively.

Fifteen out of thirty participants’ estimated discount function rejected exponential
discounting and had estimated /3’s below 1. In addition, participant 12 had a very low
estimated 3, but did not reject the null. This participant’s reported time preferences

seemed to be far outside of the quasi-hyperbolic discounting framework. ° Seven

Sthey reported a preference for the immediate reward only if it was £15 in all cases, except for the longest
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Table 6.3.7: Estimates of time preference parameters for experiment participants

Subjectno | BETA  DELTA
1 1.000 1.000
2 0.979**  0.998
3 1.129 0.921
4 1.078**  0.960
5 0.900**  0.978
6 0.874**  0.988
7 0.770*  0.961
8 0.861*  0.959
9 0.877*  0.978
10 1.000 1.000
11 1.052 0.897
12 0.145 0.962
13 0.856**  0.963
14 1.010 0.982
15 0.821**  0.962
16 1.046 0.982
17 0.986**  0.994
18 0.936**  0.981
19 0.860*  0.996
20 0.986**  0.984
21 0.919*  0.984
22 1.119 0.893
23 0.944**  0.997
24 1.500 0.885
25 0.960**  0.992
26 1.000 1.000
27 1.021 0.986
28 1.000 1.000
29 1.001 0.981
30 1.034 0.990

participants’s data rejected exponential discounting with estimated 3’s greater than one.
One interpretation of this is that these participants had a time-inconsistent preference
for delayed gratification, and may make choices that exhibit excessive self-control. If
this preference influenced their decision-making over when to leave this experiment,
they might be expected to delay when they left the experiment beyond their planned
leaving week. This is briefly considered in the analysis below.

As there may be some error in estimating the preference parameter 53, | create a

dummy variable for being impulsive (or being a quasi-hyperbolic discounter rather

delay, when they preferred any immediate payoff to the delayed £15.
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than an exponential discounter), which takes a value of 1 if 5 is less than 1 and if the
estimated discount function rejects the null hypothesis of exponential discounting. In
the results below, | use both the raw estimated beta and the impulsive dummy to capture

the effect of time-inconsistent preferences.

6.3.2 Risk preferences

Risk preferences were identified using the reported certainty equivalents. | assume a
constant absolute risk aversion functional form for the individuals preferences, because
estimating this did not require knowledge of the participants total wealth. Hence, we

have a series of observations:

wi(ay) = pui(10) + (1 - p) u;(10) (6.3.7)

where z,, is the amount the individual receive for certain that make him or her
indifferent to a lottery which paid £10 with probability p and zero with probability
1 —p, and u;(z) = —exp(—~z). Following a similar method to the estimation of
the discount function, | derive a second order approximation of the utility function:

1 —exp(—yx) ~ ya — ng. Hence:

2 2
T2 27
— —x = 10y — 10—
yx 237 p( Y 2)
2

= (z — 10p) — = (2% — 100p) = 0

2
(z® — 100p)

:(m—lOp):%

To get a measure of risk, the following equation is estimated using ordinary least

squares and the indifference points {X ,},=0.2.0.5,0.5-

= (X, — 10p) = 3 (X2~ 100p) +e,
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where e,, is the error term which is assumed to be normally distributed with a zero
mean. Again, this method does not derive very precise risk preferences, particularly as
there is only three observations. However, it does give a measure of the risk preferences
and the curvature of the individual’s utility function. As with the time preferences, |
add a variable for the individual being risk averse (over small rewards) which takes the
value of 1 if v > 0.03. This cut-off point was suggested by the data, as almost all the
observations fall into one of two groups: v > 0.03 (risk averse) and v < 0.00 (risk-
neutral and risk-loving) individuals. Two participants did not give indifference points
for one or more of the lotteries (stating that they preferred all lotteries to the for-certain

amount), so their risk preference parameter is missing.

6.3.3 Leisureutility

The final preference parameter captured by the experiment is the value the individual
places on the time they give up to participate each week. After each week’s experiment,
participants were asked how much time and money they had given up to participate in
the experiment. Only two participants reported a monetary cost of participating, so the
measure of leisure utility will focus on the time cost. For consistency, they were asked
not to include time actually spent in the laboratory.

There are three measures of leisure utility. The first is the first week’s response to
the question about how much time was given up, which everyone gave answers to. One
problem with this measure is that some people may have misunderstood the question,
despite the instructions. One respondent reported giving up 105 minutes to come to
the laboratory on the first week, and 5 minutes in the subsequent week, before leaving
the experiment. A second participant reported giving up 120 minutes for the first week
experiment, and did not return in following weeks to validate this. One explanation of
this is that they had included the length of the experiment in their answer for the first
week. Including such high value outliers, especially for early leavers, might bias the
results.

To deal with this problem, a second measures of time cost were derived using the

mean reported amount of time given up to participate across all weeks where individu-
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als returned to the laboratory, up to the fifth week. This has the advantage of smooth-
ing out any erroneous responses to this question over the course of the experiment.
However, it has a number of disadvantages as well. Firstly, participants may learn to
incorporate the trip to the laboratory into their schedule is less costly ways. This infor-
mation is not useful for planned retirement, which should be based on anticipated costs
of coming to the laboratory in week 1, not any subsequent adaptation. Secondly, this
is a methodologically inconsistent measure, because for some participants it takes just
one observation, whereas for others it takes five. These observations are noisy mea-
sures of time cost. For example, participants may conveniently find themselves nearer
the laboratory one week, or have further to travel to their next appointment the follow-
ing week. This may mean that the measurement errors of this variable are correlated
with the actual retirement decision.

The quickest walking time between the laboratory and the college was calculated
using Google Maps™ to add a third measure of the time cost. This measure had the
advantage of being entirely objective, but it omits any information about individual
student’s work habits or living arrangements. For example, some students do not live
at their college, or may work elsewhere during the day.

All three measures are tested in the statistical analysis as they each have potential
problems. It is worth noting that using these measures to capture the disutility of com-
ing to the laboratory assumes that all participants give an equal value for their time.
This is not controlled for in this experiment. That said, we may suppose that under-
graduate and postgraduate students at Oxford University are a relatively homogeneous
group in a number of respects, including age, their work pressures and their social
lives. There may be some variation between postgraduate and undergraduate valua-
tions of time due to different workloads, responsibilities and employment, which can

be controlled for in the below analysis.

6.3.4 Estimated parametersand groups

Table 6.3.8 gives the estimated preference parameters for the 30 participants.
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Table 6.3.8: Estimates of preference parameter for experiment participants

Subjectno | IMPULSIVE RISK AVERSE | TIME1 TIME2 TIME3
1 No Yes 20.0 13.0 9.0
2 Yes Yes 20.0 5.0 9.0
3 No No 20.0 13.3 7.0
4 No No 5.0 2.0 9.0
5 Yes No 20.0 15.0 9.0
6 Yes Yes 40.0 27.0 4.0
7 Yes Yes 30.0 30.0 4.0
8 Yes No 20.0 20.0 8.0
9 Yes No 20.0 20.0 15.0
10 No No 30.0 30.0 9.0
11 No No 1.0 4.2 5.0
12 No Yes 2.0 2.0 14.0
13 Yes No 20.0 175 15.0
14 No Yes 30.0 33.0 7.0
15 Yes No 105.0 55.0 8.0
16 No Yes 0.0 23.0 16.0
17 Yes No 10.0 75 7.0
18 Yes No 120.0 120.0 11.0
19 Yes No 5.0 6.3 5.0
20 Yes Yes 0.0 0.0 11.0
21 Yes No 60.0 60.0 23.0
22 No Yes 40.0 41.3 17.0
23 Yes No 60.0 60.0 14.0
24 No Yes 60.0 43.3 9.0
25 Yes No 2.0 21.4 19.0
26 No Yes 0.0 0.0 14.0
27 No Yes 2.0 35 5.0
28 No Yes 20.0 20.0 9.0
29 No Yes 10.0 10.0 9.0
30 No No 10.0 10.0 5.0
6.4 Results

Figure 6.4.1 shows the actual retirement decisions of participants in each group, and

the gap between this and their planned retirement. The three participants who left due

to unexpected schedule clashes are identified on the charts.

The statistical analysis looks at planned and actual retirement and the retirement

gap in turn.
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Figure 6.4.1: Leaving weeks and gaps between planned and actual weeks
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6.4.1 Planned retirement

Firstly, consider the planned leaving week reported in the first week experiment. The
most striking observation is that a large majority — 70% of participants — reported that
they would remain in the experiment until the final week. There is much more variation
in the actual week of leaving. Moreover, there is very limited correlation between plans
and actual leaving week — the two variables have a correlation coefficient » = 0.28
(r = 0.32 if the three unintentional leavers are excluded). In both cases it is not
possible to reject the hypothesis that the two measures are independent of each other.
This suggests that many participants did not necessarily make their decision in the
way that reflected their actual preferences. One possibility is that some participants
fixated on the eighth week because they were told in advance that this was an eight-
week experiment and that to participate, they needed to be available at the same time
over that period. Alternatively, they may have fixated on the largest total payoff, and
disregarded other information (for example, how costly it was, in terms of time and
effort, to come to the laboratory).

In the remainder of this analysis, | will refer to those who reported that they would
not stay until week 8 as “planners”, and the other participants as “non-planners” . This
is purely convenient shorthand — there may be a number in the latter group who did
decide that staying to week 8 was optimal for them. However, the unexpectedly high
number of participants responding that they would stay to week 8 suggests many in
this group did not make very careful plans.

Table 6.4.9 compares the characteristics of the “planner” and “non-planner” groups.
Differences are tested using a two-sided Student’s t-test of the means and the Mann-
Whitney U-test. These data shows that the two groups were statistically identical in
terms of any measure of leisure utility, impulsiveness (either the raw measure 3, or the
dummy variable), impatience (from the estimated parameter §), risk aversion (either
the raw measure ~ or the dummy variable) or payment group.

However, there does appear to be differences between the two groups of individuals
in terms of the time consistency of the plans they made, captured by the gap between

planned and actual leaving weeks. This is true for both the raw gap, and for a dummy
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Table 6.4.9: Average characteristics of planners and non-planners

Mean p-values on test
Non-planner  Planner Difference | Student’s t-test Mann-Whitney U-test

FEMALE 0.714 0.778 -0.063 0.730 0.723
UNDERGRAD 0.762 0.667 0.095 0.604 0.595
DELTA 0.972 0.968 0.0045 0.737 0.634
BETA 0.945 0.980 -0.035 0.669 0.602
IMPULSIVE 0.476 0.556 0.079 0.703 0.695
CARA 0.024 0.019 0.005 0.672 0.629
RISK AVERSE 0.524 0.375 0.149 0.491 0.481
TIME COST1 21.95 35.67 -13.71 0.251 0.192
TIME COST2 19.30 34.22 -14.91 0.139 0.330
TIME COST3 10.71 9.00 1.714 0.372 0.397
LUMPSUM 0.476 0.556 -0.079 0.703 0.695
GAP 3.381 1.222 2.159 0.008*** 0.011**
INCONSISTENT 0.762 0.333 0.429 0.025** 0.028**
N 21 9

Significance: * = 10% level or less, **= 5% level or less, ***= 1% level or less

variable (called INCONSISTENT) which takes a value of one if the magnitude of the
gap is more than one. It shows the individuals who planned to leave the experiment
earlier than week eight actually left the experiment more than two weeks closer to
their plan than the other group. To an extent, this supports the interpretation of some
of this latter group as non-planners in the sense that their response did not represent
their actual preferences over these choices over time but instead reflected some other
motivation.

Next we look to test the hypotheses 1, 2 and 3. We look at differences in planned
leaving week by payment type and impulsiveness. Given the concerns noted above
about some participants not making informed plans, | perform the same tests for the
sub-sample of participants who reported a planned leaving week earlier than week 8.
The results are shown in Table 6.4.10.

The form in which payments are received has no effect on the planned retirement
age for either the full sample or the smaller subsample of planners. There is also no
evidence that impulsiveness or risk aversion mattered in this decision. More impul-
sive and less risk averse individuals plan to leave the experiment earlier on average;
however, these differences are not significant (at the 10% level) when evaluated using

the non-parametric Mann-Whitney test. Note, however, that impulsiveness and risk
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Table 6.4.10: Planned leaving week tests

Mean planned leaving week p-values

Annuity Lump-sum  Difference | Student’s t-test Mann-Whitney U-test

All 7.20 7.20 0.00 1.00 0.72

Planners 5.00 5.60 -0.60 0.639 0.90
Non-impulsive  Impulsive  Difference | Student’s t-test  Mann-Whitney U-test

All 7.47 6.93 0.53 0.35 0.56

Planners 6.00 4.00 2.00 0.34 0.31
Risk neutral Risk averse  Difference | Student’s t-test Mann-Whitney U-test

All 6.80 7.64 -0.84 0.15 0.33

Planners 4.40 6.33 -2.23 0.132 0.129

Significance: * = 10% level or less, **= 5% level or less, ***= 1% level or less

Table 6.4.11: Correlation tests between time cost and planned leaving week

Pearson’s r Spearman’s p
TIME COST1 -0.360* -0.277
(0.051) (0.139)
TIME COST2  -0.458** -0.229
(0.010) (0.224)
TIME COST3 0.051 0.131
(0.789) (0.489)

Significance: * = 10% level or less, **= 5% level or less, ***= 1% level or less

aversion are not predicted to have a standalone effect on planned retirement from the
model, but through their interaction with the form in which payment is received. Inves-
tigating this interaction further is not possible, given the lack of variation in the planned
leaving week decision. Moreover, as form of payment is not an important factor in ei-
ther planned or, as shown in the next section, actual retirement choices, then it seems
unlikely such interaction effects would be found.

The other variable predicted to influence planned leaving week is the cost of time.
Table 6.4.11 shows estimates of correlations between planned leaving week and both
of the time cost variables, using both Pearson’s correlation coefficient and the non-
parametric Spearman correlation. The table shows p-values for the test that time cost
and planned leaving week are independent.

These tests were also replicated for the sub-sample of participants who reported a
planned leaving week before the final week 8. The second time measure was corre-
lated with planned leaving week under the Spearman test, with a coefficient of -0.614

(p-value of 0.079). | also replicated this tests omitting the two participants who reported
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very large first week time costs. The correlations were less strong with these two ob-
servations omitted, although the Pearson coefficient was still significant for the second
time cost measure. Both of these participants planned to leave in week 8, and left in
weeks two and three respectively. Hence, they do not affect the planner sub-sample.

The conclusion in this section is that participants did not make plans over their
leaving that reflected preferences over discounting, risk or their payment group. Par-
ticipants may have treated week 8 as a focal point, having been told in advance that the
experiment was to run for up to eight weeks and that only people who had this time
free to potentially come to the laboratory should apply. It is also possible that they were
not able to appreciate the costs involved in making their decision. For example, they
may not have had an understanding of how arduous the act of routinely coming back
to the laboratory may have been, and, disregarding this aspect of the choice, focused
purely on the potentially monetary reward, which is maximized by stating a preference
for leaving in the final week 8. There is a limited amount of evidence to support the
hypothesis that planned leaving weeks reflected the cost of leisure utility — those who
said they gave up more of their time to participate planned to leave to experiment ear-
lier, on average. However, with so many participants planning to remain until the final
week, this does not have much explanatory power.

Two additional conclusions can be made about the experimental design. Firstly,
future experiments should attempt to incentivize individuals to better think about their
preferences over future leisure time choices. One way of achieving this could be by
tying an accurate report of preferences to some form of a reward. Selecting one partic-
ipant at random to receive a large prize if their plans matched up with their first week
preferences would achieve this. In this case, it may be that individuals did not really
appreciate how costly or inconvenient coming to the laboratory would be for them. Ex-
plicitly directing individuals to think about this aspect of the decision might be useful.
For example, they could be asked about what they would have been doing had they not
participated in the experiment, to encourage them to think about the actual sacrifice

involved in participating over the full eight weeks.
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6.4.2 Actual retirement

Unlike the reported planned leaving week, actual leaving week should reflect their
true preferences — they would only leave the experiment in a certain week if, in that
week, they were better off in doing so. Figure 6.4.1 shows that there is significantly
more variation in actual leaving weeks compared to planned leaving weeks. The theory
predicts that impulsiveness, payment group and time costs should all influence actual
leaving week. To test the first two, | compare retirement ages across the two groups,
as shown in Table 6.4.12 below. Table 6.4.13 gives the results of the same tests for the

intentional leavers only.

Table 6.4.12: Actual leaving week tests, all respondents

Mean retirement p-values
Non-impulsive  Impulsive  Difference | Student’s t-test Mann-Whitney U-test
5.07 3.87 1.20 0.091* 0.108
N 15 15
Annuity Lump-sum Difference | Student’s t-test Mann-Whitney U-test
4.60 4.33 -0.27 0.714 0.589
N 15 15

Significance: * = 10% level or less, **= 5% level or less, ***= 1% level or less

Table 6.4.13: Actual leaving week tests, intentional leavers

Mean retirement p-values
Non-impulsive  Impulsive  Difference | Student’s t-test Mann-Whitney U-test
5.38 3.78 1.59 0.038** 0.037**
N 13 14
Annuity Lump-sum Difference | Student’s t-test Mann-Whitney U-test
454 457 -0.03 0.966 0.881
N 13 14

Significance: * = 10% level or less, **=5% level or less, ***= 1% level or less

Impulsive participants leave the experiment approximately two weeks earlier than
non-impulsive participants. The form of payments, however, had no significant effect.
Whether the degree of predicted impulsiveness, measured by the 3 parameter for each
participant, is important can first be further tested by using a more restricted measure
of impulsiveness, where those with a 5 near one (8 > 0.98) are not counted as being
non-impulsive, whereas the remainder (5 < 0.96) are considered to be impulsive. The

results are shown in Table 6.4.14. The gap between the two groups has grown and
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become more significantly different.

Table 6.4.14: Actual leaving week tests, intentional leavers, alternative grouping for

impulsive
Mean retirement p-values
Non-impulsive  Impulsive Difference | Student’s t-test Mann-Whitney U-test
5.25 3.54 1.70 0.025** 0.023**
N 16 11

Significance: * = 10% level or less, **=5% level or less, ***= 1% level or less

Given that the degree of impulsiveness seems to matter, | also conduct a simple

OLS regression analysis of the week of actual leaving week, using the raw measure of

[ and the different measures of time cost as the key explanatory variables. The results

of this are shown in Table 6.4.15. They show a consistent estimator for the effect of the

(5 parameter on actual leaving week. The first two (self-reported) time cost measures

are also strongly significant, and predict that participants left one week earlier for each

additional 40 minutes they had to give up to participate. The third measure, based on

the distance from the participant’s college to the laboratory, does not have any effect.

Table 6.4.15: Actual leaving week regression analysis

1 2 3 7
BETA 36707 3.708%* 3311* 3.699%*
(0.030)  (0.029) (0.070)  (0.040)
DELTA 0.465
(0.965)
TIMECOST1 -0.025%*
(0.030)
TIME COST 2 -0.020%* -0.020%*
(0.035) (0.039)
TIME COST 3 -0.028
(0.713)
LUMPSUM 0.315
(0.636)
CONSTANT 1.611 1606 1585  1.016
(0.313)  (0.317) (0.422) (0.924)
R? 0.265 0258 0126  0.264
F-test 0.015 0018 0162  0.092

In conclusion, unlike planned leaving week, actual retirement seems to reflect as-

pects of individuals® preferences. Individuals with higher discount factors (through

their impulsiveness) and higher costs of participation (through the time taken to come
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to the lab) leave the experiment earlier. This is consistent with the model of retirement

used in this thesis, and specifically, supports Hypothesis 4 and 5.

6.4.3 Inconsistency

The gap between planned and actual leaving week is caused by either genuine time-
inconsistencies (potentially driven by impulsiveness) or because participants formed
poorly determined initial plans. Table 6.4.16 compares the proportion of participants
who left the experiment no more than one period away from their planned leaving
week between those that are impulsive and those that are not. So, for example, it shows
that in the group which planned to leave prior to week 8, 40% of those who were
impulsive had time inconsistent plans, whilst only one-quarter of the non-impulsive
participants in this group were time inconsistent when reporting leaving week. | test
that this proportions are statistically different using a two-sided Student’s t-test and the

Mann Whitney U test. The p-values for these test are given in the last two rows of the

table.
Table 6.4.16: Inconsistent plans, all respondents

Proportion with inconsistent plans p-values

Non-impulsive Impulsive Difference | Student’s t-test Mann-Whitney U-test
All 0.53 0.73 -0.20 0.271 0.263
Non-planners 0.64 0.90 -0.36 0.173 0.167
Planners 0.25 0.40 -0.15 0.684 0.654
N 15 15

Significance: * = 10% level or less, **=5% level or less, ***= 1% level or less

These data give little support to the hypothesis that time inconsistent leaving plans
are driven by time preference — all groups, in particular the planner group, have higher
incidences of inconsistent planning if they are impulsive, but these differences are not
statistically significant. | look at two extension — firstly, with the reduced sample of
“intentional” leavers, and secondly with the more restrictive definition of impulsive
used above. The results are shown in Tables 6.4.17 and 6.4.18.

The removal of the three unintentional leavers from the sample, by itself, makes lit-

tle difference — although the gap in inconsistency between impulsive and non-impulsive
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Table 6.4.17: Inconsistent plans, intentional leavers

Proportion with inconsistent plans p-values

Non-impulsive Impulsive Difference | Student’s t-test Mann-Whitney U-test
All 0.46 0.71 -0.25 0.196 0.190
Non-planners 0.55 0.88 -0.33 0.128 0.125
Planners 0.25 0.40 -0.15 0.684 0.654
N 13 14

Significance: * = 10% level or less, **= 5% level or less, ***= 1% level or less

Table 6.4.18: Inconsistent plans, intentional leavers, alternative grouping for impulsive

Proportion with inconsistent plans p-values

Non-impulsive Impulsive Difference | Student’s t-test  Mann-Whitney U-test
All 0.43 0.82 -0.38 0.050* 0.052*
Non-planners 0.60 0.86 -0.28 0.218 0.208
Planners 0.16 0.67 -0.50 0.171 0.157
N 16 11

Significance: * = 10% level or less, **=5% level or less, ***= 1% level or less

participants widens when those three observations are removed (as would be expected
if “unintentional” leavers were not making a decision based on time preferences), this
is still not significant with a two sided test. On the other hand, changing the definition
of impulsiveness to omit those with a value of 3 near to one, does make some differ-
ence to the results. Those with 8’s low enough to qualify for the new impulsive group
are significantly more likely to make time-inconsistent plans than non-impulsive indi-
viduals. This is consistent with Hypothesis 6. However, with concerns over the way
initial plans were made in the first place and the fact that this result seems sensitive to
the way impulsiveness is measured, this should be considered as a tentative conclusion.
Further work is clearly needed. That said, an argument could be made for the more re-
strictive measure of impulsiveness as individuals with a 5 near to one are potentially
closer in behaviour to exponential discounters than the more myopic individuals with
8 =~ 0.9. Moreover, the result seems to be driven by a widening of the gap between
the two types in the planners group. This gap would be significantly different (at the
10% level) if a one-sided test was used to test the hypothesis that one proportion was
strictly less than the other. This is important because these are the participants who |
have argued made more careful plans in the first place. In contrast, any difference in

the incidence of inconsistent plans for the non-planner group is likely to be much more
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about earlier leaving (identified in the above section) than a time-inconsistent decision

to leave the experiment.

6.4.4 Discussion

The fact that payment type lacks any real explanatory power in this experiment is in
contrast to both to theory and the existing experimental evidence. One explanation
for this is due to the design of the experiment compared to the theory it was testing.
In particular, as payments to participants are likely only a small part of their wealth,
individuals are not credit-constrained in the way imagined by the theoretical model and
can transfer later weekly payments into immediate consumption. Payment type would
therefore not have an effect on consumption patterns. Therefore, finding a positive
relationship between payment type, week of leaving, and any inconsistency in prior
plans over when this might occur may not be possible with the current design, as these
particular payments do not affect consumption patterns in any meaningful way.

A second explanation is that the theory is wrong, and that payment type does not
actually matter, regardless of the design of the experiment. The model which motivates
the hypotheses tested in this chapter is driven by time preference. It shows that impul-
sive individuals prefer to retire earlier if they can consume more immediately, which is
possible with a larger initial retirement payment. Fatas et al. (2007) argued that there
are a number of other behavioural biases which might be relevant to the type of pay-
ment made, including magnitude dependent preferences and an inability to compare
complicated streams of payments. These latter two may delay retirement for those
receiving a lump-sum. Therefore, it is possible that these results could be the result
on an incomplete theory. However, this experiment has taken care to mitigate these
other effects. Payments are small, suggesting that magnitude dependent discounting
should not be a huge factor. Payment streams were kept simple - there were no annuity
survival probabilities and no interest rates to be accounted for — and participants were
informed of the equivalence of the two payment options (those in the annuity group
knew the size of their accumulated pot, and then told how it would be split up).

Therefore, | would argue that the disappointing results for the effect of payment
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type are a problem of experimental design, rather than a challenge to the theory at
this stage. Aside from this issue, the experiment, in its current form, makes two main
contributions which are discussed below. Firstly, although these results do not sup-
port the hypothesis that lump-sum payments lead to earlier retirement, they also do not
support the idea that individuals will plan for later retirement if they receive a lump-
sum payment, as proposed by Orzag (2001) and demonstrated by Fatas et al. (2007).
Their results may have been related to the specific design of their experiment, which is
essentially a choice between lotteries with identical expected values, and which does
not allow for changing plans and time-inconsistency because there is no time element
included. This is not to say that these conclusions do not reveal anything useful about
the decision-making process of individuals which could be exploited by a policymaker
looking to encourage later retirement; however, it omits important elements of the re-
tirement choice. This experiment has replaced their lottery with a set of choices over
time and rejects the hypothesis that the form of payment leads to a delay in leaving the
experiment.

Clearly, there is need for further research here to determine whether the effect |
proposed in the initial hypotheses could be detected with a different experimental de-
sign. One way to do this might be to run a similar experiment where the payments are
non-transferable over time. There are ways to achieve this, but it would require moving
away from money payments and, in some way, limiting consumption choices. If there
is such an effect, it is also important to understand how it interacts with the delaying
effects identified in the Fatas et al. (2007) experiment.

Secondly, and more positively, the results of the experiment find a significant role
of impulsive or myopic discounting in the leaving decision. This gives supports the
conclusion of chapter 4, which argued that mechanisms designed to reduce time in-
consistencies in one choice (saving) may create a new time inconsistency problem for
another choice (retirement), when individuals have myopic discount functions. In this
experiment, individuals do not decide their saving contribution rate and are forced to
save half of their weekly payment for attending a session.

A more tentative conclusion that could be drawn from these results is that the way

146



impulsiveness is having an effect. In the model, unplanned early retirement occurred
for two reasons — because immediate leisure utility became relatively more desirable,
and because it permitted higher immediate consumption through the receipt of the
pension. The lack of significance of type of payment suggests that over such small
rewards, individuals are not sufficiently credit-constrained that the timing of these pay-
ments matter. If the theory is correct, then it must be through the impulsive preference
towards more immediate leisure utility that is driving these results. These results there-
fore support a model of intertemporal choice where individuals are quasi-hyperbolic
discounters over both consumption and leisure.

An alternative explanation for these time-inconsistencies is that individuals’ valu-
ations change as time progresses, rather than the relative discounting of stable current
and future valuations. Individuals learn about their utility functions over time, partic-
ularly if they are being asked to make a choice they have not made previously. For
example, an individual may underestimate how much effort is required for them to
return to the laboratory each week, and may learn about this over time. One indica-
tion of this is would be if those who planned to stay in longer were more likely to
make inconsistent choices even after controlling for other factors, such as impulsivity.
Within those who reported a planned leaving week before week 8, | test whether there
is an relationship between planned retirement and making inconsistent choices. This is

rejected by the data (Spearman’s p = 0.094, p-value = 0.811).

6.4.5 Additional results

In the follow-up weeks where participants returned to the laboratory, the participants
completed a number of shorter experiments. In this section, | highlight some supple-
mentary results from three of these follow-up experiments. First, choices were made
between pairs of immediate and delayed hypothetical rewards that are much larger than
in the first week’s experiment. Second, choices were made between immediate and de-
layed holiday allocations (instead of money payments). Third, choices were made in

alternative versions of the Retirement Game.
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M agnitude effects

In week 2, returning participants (N = 18) were asked to choose between a series of
sixty choices on a multiple price list, where the rewards were hypothetical and much
larger than those used in the first week (the delayed reward was £100, the immediate
rewards increased from £5 to £100, the delays were eight, sixteen and twenty four
weeks). As with the week one version of this task, the indifference point was recorded
as the immediate reward where participants stopped preferring the delayed reward. |
constructed a simple measure of whether individuals discount functions depended on
the size of the reward being offered by estimating the eight week and twenty four week
discount factor for this larger rewards experiment and comparing it to the discount
factors for the first weeks experiment. Sixteen of the participants discounted the larger
reward less heavily over at least one of the delays. The ratio of the discount factors was
then estimated, as a measure of the magnitude dependence the participants.

The discount factor ratios were not correlated with the estimate of 5 (8-week: p
= 0.241, p-value = 0.336; 24-week: p = 0.140, p-value = 0.605). Moreover, actual
leaving week was correlated with the 24 week discount factor ratio (p = 0.658, p-
value = 0.006). This suggests that, in addition to present bias, participants whose time
discounting depends on the size of the reward were more likely to leave the experiment
early. This is consistent with the idea, discussed in chapter 3, that decreased impatience
for larger rewards could also explain preference reversals in a way that would look very

similar to quasi-hyperbolic discounting.

Holiday reward

In week 3, returning participants (N = 15) were given a variant of the multiple price
list task. However, the aim here was to derive some form of discount function directly
over leisure choices, rather than having to infer one from using financial rewards. The
participants were asked to imagine that they were about to begin a different experiment.
In this experiment, they were asked to return to the laboratory every week day for a
session which would last one hour, in which they would complete multiple price list-

type exercises. This hypothetical experiment would lasts eight weeks, and participation
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would lead to a payment of £300. Participants were told they were to choose between
different holiday allowances. In each case, there was a delayed holiday which was
two full weeks, where the delay ranged from two weeks to six weeks. The choice was
between this and an holiday which started immediately and lasted from between 1 and
10 days.

Although this task is similar in design to the multiple price list experiment with
money rewards, and although other experiments have used hypothetical leisure-related
rewards to elicit discount rates, it did not produce much usable data. Most participants
preferred the delayed holiday to all immediate holidays (even one of two full weeks).
This is consistent with the idea that the delayed holiday has some anticipatory value
(Loewenstein, 1987). It is also possible that participants do not know their true pref-
erences over this more complicated choice, which required a degree of imagination to
make accurately. They may have focused on part of the decision, such as the breaking
up of an unpleasant task into two periods and been unable to place a value on the differ-
ences in the length of these breaks. Ultimately, this issue requires more investigation as

a stand-alone experiment — as a small follow-up exercise, it provided no useful insight.

Alternative ver sions of the Retirement Game

The follow-up experiment in the fourth week of the experiment looked at time-inconsistencies
in plans to leave the experiment in a different way. Remaining participants (N = 11)
were placed in the middle of the Retirement Game — in the first two decisions, they
were placed in week 3 (the first decision with a single payment upon leaving, the sec-
ond decision with a series of weekly payments), while the second two decisions they
were placed in week 5. Participants already had some money accumulated in their pot
at the beginning of the game — £6 in the first pair of decision, and £10 in the second
pair In each of these two weeks, they were asked when they would like to leave the
experiment. They were then asked in which of the remaining weeks (including the
current week) they would leave the experiment.
The decisions generated four planned retirement ages. Two of these choices amounted

to an update of plans (i.e. they had the same form of payment group as the participant
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would receive when they left the main experiment). Comparing updated plans with
actual leaving week still revealed some inconsistency. However, as by this stage in the
experiment all but one of the impulsive participants had left, this inconsistency could
not be explained by time preferences. One participant reported that they would leave in
week 4 — this decision was curious because they had actually chosen to attend the ex-
periment in week 4. Overall, however, there was some suggestion that individual plans
matched actual leaving weeks more closely than those made in week 1. Correlations
between plans and actual retirement strengthened if week 4 plans were used in place of
week 1 plans (week 1: Spearman’s p = 0.539, p-value = 0.087; week 4: Spearman’s p
= 0.688, p-value = 0.019). These results suggests that there is some value in pursuing

this form of complementary analysis is future experimental work on retirement timing.

6.5 Conclusion

This chapter began by setting out a number of hypotheses about planned and actual
retirement behaviour and time-inconsistency. An experiment was designed to test these

hypotheses. The results of this experiment lead to three main conclusions.

1. Impulsiveness is associated with the decision to leave the experiment, but has no
relationship with planned retirement. Consequently, impulsiveness may explain

inconsistency in the leaving decision (Hypothesis 5 and 7).

2. Individuals value their time, which is associated with their decision to leave the

experiment (Hypothesis 4).

3. Contrary to the theory and existing evidence, the form of payment has no signif-

icant effect on any part of the leaving decision (Hypothesis 2, 3 6 and 8).

The lack of any effect from the payment type could be due to the small rewards na-
ture of the experiment. Individuals are not credit-constrained in the way imagined by
the theoretical model and can transfer later annuity payments into immediate consump-

tion. Essentially the two payments would be seen as identical. This suggests that there
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is scope to improve on the experiment’s existing design to test more comprehensively
the hypothesis that payment type will affect the retirement decision.

This experiment has contributed to the experimental literature on intertemporal de-
cision making in a number of broader ways. It extends experimental approaches look-
ing at time inconsistency to consider leisure choices. Moreover, it adds to the small
number of studies combining behavioral and labour economics. To do this, it has de-
veloped an experimental design whereby the task of coming to the laboratory on suc-
cessive occasions becomes to decision variable of interest. The design of this feature
of the experiment is novel. | would argue that it is something that could be exploited
further, and in a particular, by labour economists with an interest in testing behavioural
traits. By making the decision to come to the laboratory a variable we seek to explain,
we can potentially investigate choices related to participation, search and exit, all of
which are potentially of interest but none of which have, as yet, been investigated in a
laboratory setting.

Finally, there are some interesting policy implications. These results suggest that
solutions to one time-consistency problem (forced saving through pensions) may cause
other time-consistency problems over other choices where commitment is not possible
(retirement). Secondly, there remains an open issue about the role of pension payments

in retirement timing.
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Chapter 7

A theory of rising wage profiles

as commitment mechanisms

The utility costs arising from time-inconsistency in decision-making leads individuals
to seek out commitment mechanisms. Commitment mechanisms vary in their form,
but they all share the property that they induce the individual to alter future behaviour
by limiting the choices he or she can subsequently make. So far in this thesis, two
commitment mechanisms have been discussed: direct forced saving schemes and an-
nuities. Chapter 4 introduced a savings commitment scheme into a model of lifecycle
consumption and retirement, which forced individuals to put aside a fraction of their
income each period for old age. Many real-world examples of commitment mecha-
nisms are not generally as restrictive. For example, a company pension scheme where
a certain percentage of income is taken directly from salaries is similar to the sim-
ple mechanism, however, individuals may also be able to borrow at the same time
(usually at a higher interest rate than they can save at). This means that net savings,
although higher than they would be in the absence of a pension scheme, are not as high
as might be considered optimal. Individuals may also join personal saving schemes
— some schemes may impose penalties for early withdrawal (such as reduced interest

rates). Myopic individuals will trade off the costs of lower immediate consumption
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from contributing to this scheme with the benefits arising from lower overconsumption
in the future and high consumption in retirement. A second example of a commitment
mechanism discussed in this thesis is an annuity. Annuities provide commitment over
consumption after retirement — providing that retirees face some borrowing constraints
(and can not borrow excessively against future annuity payments), receiving a pension
as regular payments reduces the tendency to overconsume early in retirement, to the
detriment of utility later on.

Individuals may also commit themselves through less obvious mechanisms. One
type of commitment mechanism which has received some attention in the literature
are rising wage profiles. Frank and Hutchens (1993) and Loewenstein and Sicherman
(1991) both suggest a theory of rising wage profiles driven by individuals with prefer-
ences for rising consumption over the lifecycle, but who are undisciplined savers — that
is, they are myopic and have present-biased preferences. They overconsume early in
life, and consequently do not achieve rising consumption. Rising wage profiles (when
individuals face borrowing constraints) can act as a commitment mechanism to achieve
their desired consumption path. There is some evidence that individuals do indeed pre-
fer rising consumption and wage profiles and that the latter may result from a desire
for commitment over future consumption. Section 7.1 surveys this evidence.

However, at first glance these two assumptions about preferences seem contradic-
tory. On the one hand, the authors suggest that individuals want to see consumption
rise over time, possibly indicating they place a higher value on later periods than im-
mediate ones. However, these preferences do not imply the individual will be an undis-
ciplined saver. Undersaving suggests an individual with more present-biased prefer-
ences. Section 7.2 presents a model of lifecycle employment, saving and retirement
with sophisticated quasi-hyperbolic discounters. Individuals in this model face bor-
rowing constraints. This is necessary if wage profiles are to be effective in restricting
overconsumption early in the lifecycle — otherwise, these individuals would simply
borrow against delayed wages. To add greater realism to the model, these borrowing
constraints are not assumed to be so high as to make all borrowing impossible. Typi-

cally in models of intertemporal choice with borrowing constraints, wages are exoge-
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nous, creating a kink in the budget set at the point where consumption in each period
equals income. Depending on time preferences, individuals may consume above, at,
or below the kink. However, in the model presented in this chapter, individuals have
preferences over wages themselves, making the budget set, and hence the position of
the kink, endogenous. Hence, the optimal wage profile has to take this endogeneity
into account.

The precise form of the optimal wage contract balances the preference for forced
saving with the preference for immediate consumption. Assuming that firms are only
interested in minimizing the present value of wage costs, then they should, in the pro-
cess of competing for labour, offer wage contracts that best match these preferences.
The model shows that individuals may prefer rising wage profiles even if they do not
have a preference for rising consumption — it is the inability to save, regardless of
optimal consumption paths, which make wages upward sloping.

Of course, individuals may use a number of commitment mechanisms. The model
is extended in section 7.3 to derive the optimal wage profile when individuals also have
a direct saving commitment mechanism available to them (such as a company pension).
By solving this extended model, a number of other results about the optimal wage
profile can be derived. Firstly, there is an optimal saving scheme which substitutes
for the indirect savings caused by rising wage profiles. If savings are inaccessible
until retirement, the demand for rising wage profiles may disappear entirely. However,
if savings are partially accessible (for example, if they can be borrowed against, or
withdrawn at a penalty rate, or can be accessed via early retirement provisions) then a
rising wage profile (or a combination of both mechanisms) may be preferable. Section

7.5 concludes.

7.1 Background

Rising wage profiles are predicted by several different types of models. This section
provides an overview of the two most often cited — human capital and informational

asymmetries — before going into more detail of the literature on rising wage profiles as

154



a commitment mechanism for undisciplined savers.

Theories of human capital (e.g. Becker, 1993) explain rising wages as a conse-
quence of the investment in skills and training. As workers develop more skills, either
through formal training courses or through informal on-the-job training, they increase
their productivity. If these skills are transferable across a number of potential employ-
ers, then competitive labour market pressures should increases wages to that worker.
If skills are specific to a particular employer, then the employer should pay for this
investment and recoup the costs in the future from the workers higher output. To en-
sure that the worker remains within the firm for these costs to be recouped (and for the
firm’s investment to pay off in terms of higher output), higher wages may be offered.
Therefore, the firm and employee have mutual gains to be made from the continuation
of the employment relationship. As workers develop more skills over the course of
their working life, this will lead to steadily increasing wages. Indeed, the literature
on internal labour markets (e.g. Doeringer and Piore, 1971) sees the creation of pay
scales and promotion ladders as a result of firms seeking to retain labour and permit
the continual development of valuable firm-specific skills.

Other researchers have argued that rising wage profiles emerged from optimal con-
tracts designed to overcome informational asymmetries in the employment relation-
ship. Problems may arise because of moral hazard — the inability of the employer to
monitor the work effort of the employee. In these models, in contrast to the human cap-
ital model, wages rise faster the marginal product. Younger workers essentially post a
bond on their performance, which pays out in the future in the form of higher wages. In
the event that they perform badly in the job, they are dismissed and lose this bond. This
form of deferred payment may encourage workers to supply high effort levels in their
job, in order to avoid being fired and hence lose the higher future rewards. Similarly,
if employees have imperfect information about their own productivity, they may seek
insurance against the possibility of having low productivity (and hence, low earning
potential). This may be achieved by pooling wages. However, when high productivity
workers learn about their ability, they may break the agreement and seek higher wages.

To stop this from happening, firms could offer a wage contract which specifies a flat
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wage early in the career and a wage conditional on revealed productivity later in the
career. To ensure that high productivity workers do not defect, their wages must be
sufficiently high. Moreover, efficient risk sharing between risk-neutral firms firm and
risk-averse employee leads to lower initial wages than average productivity, and higher
wages for low productivity workers in later periods. This leads to rising wage profiles.
(see Freeman, 1977, for a complete model).

In contrast to these theories, which are driven by firm profit maximization (either
through investment in skills or lowest cost solution to informational asymmetries), this
chapter focuses on rising wage profiles as a result of worker preferences for saving
commitment. This idea has received a limited amount of attention. Frank and Hutchens
(1993) argue that for two specific occupational examples — commercial airline pilots
and intercity bus driver — explanations of rising wages connected to human capital or
informational asymmetries are not adequate. In both cases, they claim there is lit-
tle evidence that productivity increased with age or experience. Training is generally
completed prior to starting work, shirking in these jobs seems to be naturally against
the best interests of the employees (who are easy to monitor anyway), whilst low abil-
ity workers tended to be eliminated prior to joining a commercial airline or intercity
bus company. As a result, the authors propose that workers may have preferences over
consumption growth as well as its absolute level, but may also be unable to commit to
rising consumption paths due to self-control issues. Therefore, rising wage profiles (in
the presence of borrowing constraints) may be attractive to workers by allowing them
to achieve optimal consumption growth over the lifecycle.

There have been several attempt to validate this theory empirically. Frank and
Hutchens find evidence from a survey of Cornell undergraduates that many individuals
do indeed state a preference for rising wages — participants were asked to choose be-
tween two hypothetical jobs, one of which earned $30,000 in each of the three periods,
the other of which earned that amount on average, but had a rising profile. Similar sur-
vey evidence was found by Loewenstein and Sicherman (1991), who also found that
the participants did not change their preference for the rising wage, even after the dif-

ferences in present value were explained, suggesting it was not purely the result of mis-

156



calculation. However, mitigating self-control issues is only one way to explain these
reported preference for rising wages. Follow-up interviews with participants in the
Loewenstein and Sicherman study revealed many preferred the rising wage option be-
cause the increase in their earnings gave pleasure, or for reasons to do with inflation or
meeting future spending needs.! Read and Powell (2002) investigate this issue further
— they analyse the verbal reasonings given by experiment participants whilst choosing
between different patterns of money sequences (over both a year and a lifetime). Some
participants did note self control reasons — these individuals avoided money sequences
that declined over time. A more commonly stated explanation was to do with matching
ideal consumption plans with money — those who wanted rising consumption opted
for rising wages, regardless of self control issues. These participants most commonly
explained these choices in terms of appropriateness — having money when it was most
useful to them. This sort of preference is not the main focus of this chapter — the model
presented below is more concerned with the self-control issue.

Showing a relationship between rising wages and a preference for commitment us-
ing wage regressions offers more convincing evidence of the forced saving hypothesis.
Neumark (1995) takes overwitholding of income tax, where individuals overpay tax
contributions during the year and receive a rebate at the end, as a proxy for saving
commitment. He argues that this acts as a forced saving mechanism, because it is a
costly way of saving (given forgone interest), but is completely inaccessible during the
year. Therefore, if rising wages act similarly as a forced saving mechanism, then we
would expect overwitholders to have steeper profiles. He estimates a wage equation of
wages on education, experience, personal characteristics and overwitholding, and finds
that wage profiles are steeper for overwithholders. In a similar analysis, Frank and
Hutchens exploit the prediction that workers who regularly interact with co-workers
find it more difficult to exercise self-control if they see peers spending money. As well
as the usual predictors of wages, they find a significant effect in a wage regression of

1977 US data from a variable which interacted tenure with an index of co-worker inter-

1This later explanation is related to self-control issues, although the participants seemed not to have
noticed. In particular, they prefer higher wages when they anticipate higher future expenditures, rather than
be allowed the opportunity to save in the present
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action, suggesting that tenure returns are steeper in occupations where demonstration

effects are more pronounced.

7.2 A model of myopic individuals and wage profiles

Overall, the evidence indicates that individuals may prefer rising wages, and that those
who value commitment and who face greater self-control problems appear to have
steeper wage profiles. This has been explained by a combination of individual prefer-
ences for rising consumption and a lack of self-control. However, this work has omitted

a formal lifecycle model of wages, consumption and saving.

7.21 Worker preferences

Suppose that a worker lives for four periods, with compulsory retirement in period 4.
Assume there are no pension schemes, only private saving. Individuals produce output
in each period they are employed. An individual working for three periods produces
one unit over the course of their lifetime. Their productivity is constant over these
periods. At the start of a period of employment, workers receive wage offers from
firms. These wage offers may be for a single period, or for a number of periods (this is
called a wage profile). They are contractable and binding.

As in previous chapters, individuals are myopic and have quasi-hyperbolic discount
functions. Therefore, they will maximize the following utility function in each period

t =1,...,4 subject to that period’s budget constraint:

4
U =ul(c)+p Z 8t (cr)

T=t+1

Individuals are also assumed to be sophisticated — they are fully aware of their fu-
ture time-inconsistency problems and take them into account when deciding on their
immediate choices. Unlike naive individuals, they know their actual future consump-

tion path will diverge from the one they would prefer to have — hence, they take future
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choices as a given when making plans. Their only decision is what to consume today
(which alters the available resources in future periods). Moreover, they may look to
use commitment mechanisms. In this model, the available commitment mechanism is
the shape of the wage profile.

Take up of commitment mechanisms occurs when the individual becomes aware
that their future choices will not be consistent with their current optimal plans. In this
case, the present bias in quasi-hyperbolic discounting leads to overconsumption and
undersaving in each period relative to earlier optimal plans. Models which introduce
commitment mechanisms where individuals have time-varying preferences need to be
careful to specify the timing of these choices. For example, in the quasi-hyperbolic
discounting consumption model of Laibson (1997), the individual has a choice each
period over how much of her income to place into an illiquid asset, which constrains
future overconsumption through impulsiveness because an illiquid asset requires an
additional period to be converted into spendable resources. However, when doing so,
the preferences being maximized are that period’s, which includes their present bias.

Alternatively, when deciding on commitment mechanisms, individuals could be
seen as maximizing some longer-term preferences which are not present biased. For
a quasi-hyperbolic discounting model, adding a period 0 (where there are no payoffs
or costs, but decisions are made over the take-up of commitment mechanisms) would
essentially make the individual an exponential discounter of lifetime utility for the pur-
pose of choosing the commitment strategy. More conceptually, individuals may have
competing responses when analysing any problem or decision — the more intuitive re-
sponse (often labelled System 1) and the more rational or reasoned response (or System
2) (see, for example Kahneman and Frederick, 2002) —and it is the ability to access one
or the other of these modes of thought that may determine what decisions are made.
Dual-self models of myopic choice (Thaler, 1981; Fudenberg and Levine, 2006) are
one example of this general framework, where individuals face a conflict between the
long-run planning self (who evaluates utility from all periods) and a short-term doer
self (who is myopic and cares only about his immediate utility). The ability to make

choices based on the long-run planning self’s preferences depends on the individual’s
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ability to exercise self-control. When offered a commitment mechanism, individuals
may be pushed into thinking about choices more rationally (or into accessing their
System 2 modes of thought). Any commitment mechanism which does this would
therefore be best modelled by maximising non present-biased preferences.

One example which models the up-take of commitment mechanisms in this way
are where myopic individuals are voting over the design of a state pension and saving
scheme. The model assumes that being asked to vote forces individuals to consider the
long-term implications moreso than impulsive day-to-day consumption choices. Voting
takes place prior to lifecycle outcomes and individuals are modelled as hon-myopic in
this phase (see Cremer et al., 2005; 2006).

This is the approach followed below. In the model presented in this section, indi-
viduals are offered contracts prior to beginning work. Hence, it is explicitly assumed
that the decision to agree an employment contract with a firm is sufficiently important
and infrequent that individuals are encouraged to make rational, long-term decisions.
Crucially, they do not receive any immediate payoffs when deciding between possible
wage contracts. They work in the first period, receive a wage, then make a consumption
(and saving) choice. Hence, their preferences over consumption exhibit present-bias,
but their preferences over the wage commitment mechanism discount the future ex-
ponentially. Evidence from Read and Powell (2002) suggests that some individuals
do consider their self-control problems when considering income streams, and conse-
quently had preferences for flat or even rising sequences of payments (even when this
diminished the stream’s present value). This suggests that the offer of multiple options
encourages long-term thinking in some people (in a way consistent with exponential
discounting), even whilst they acknowledging that they are likely to overconsume (in a
way consistent with present-biased preferences) in the future.

Finally, it is assumed that workers are not at risk of exogenous firm separations, and

that once a contract has been agreed on, neither the firm nor the employee can defect.

160



7.2.2 Borrowing constraints

In a consumption model with myopic savers, a commitment mechanism is one that
makes the individual save more than they would have if allowed a free choice each
period. The only way such saving mechanism can be effective is if the individual faces
some form of borrowing constraint. If they did not, then any resources put aside for
retirement could be used as collateral to borrow against with no penalty, with the result
being that final consumption profiles would be identical to the no-commitment case.
Borrowing constraints are introduced into this model by assuming that the interest
rate on borrowing (for example, through credit cards or loans) is higher than the interest
rate on saving. Many models implicitly assume that the interest rate on borrowing is
very high, so that borrowing is impossible. For greater realism, that assumption is
relaxed in this model to allow for the possibility of borrowing, even if it is costly.
Assume that the interest rate on borrowing is r, and zero on all saving. It is perfectly
possible that an individual could borrow early in life and save later in life, or vice versa,
which means they would face a different interest rate at different points in the lifecycle.
Denote the interest rate on net assets in period ¢ (which are negative if the individual is
borrowing at ¢) as r;, where r, = 0if S;_; > 0 but r; = r otherwise. Sy is assumed
to be zero - the individual begins life with no resources — and S'3 must exceed zero,
assuming zero consumption is never optimal. Therefore »y = r4 = 0, while 5 and r3

may be either the borrowing or saving rate. The budget constraint is:

Co + C3 + Cy + Wa w3
= w
L4+ry  (I+ra)(L47r3)  (1+7r2)(1+7s) YTl (L) (1 + 1)

= c1 +

where ro, 73 € {0,r}. This gives a kinked budget constraint comprising of four

sections:
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c1 Lwi,crt+eeLw +Hwy=>ry=r3=0

> C2o < Wa O
C w1, C +— w +— =1 =71 -
1 1,C1 1 = 1 1 2 » '3

ca <wi,cr+c>w Fwr=>ry=0,r3=r

> b2 w2 o
C1 w1, C1 — S w1 P Tog =T3 =T
’ 1+7r 1+7r 3

So, for example, when ¢; < w; and ¢; + ¢c2 < w;y + we, the individual is not

borrowing at all — all choices along this part of the budget set face zero interest rates.

7.2.3 Preferencefor rising wages

The final assumption is that utility functions are logarithmic. This make the solution
of the optimal contract later in this chapter analytically simpler. The maximization

problem at time 1 yields the following first order conditions at time 1:

S
C1
B A
o 1+
153 A

s ¢ (L+r2)(1+73)

where ) is the Lagrange multiplier on the constrained maximization problem. Equiv-
alent first-order conditions can be derived for second and third period re-optimization.

The consumption path is defined by:
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wi+ o+ Tt
1438

wy + 17+ S1(1+72)
1+283

ws+ S2(1+73)

B 1+5

B (ws + Sz (14 13))
1+

Cqk =

As an illustrative example, consider four types of individuals. Individuals can be
myopic (8 = 0.8) or non-myopic (3 = 1). They can also prefer rising consumption
profiles (6 = 1.2) or flat consumption profiles (6 = 1). Moreover, suppose that each
type faces a simple choice between a flat wage or a rising wage. The flat wage pays
3 each period, while the rising wage profile pays 5, 75 and . Interest rates are
sufficiently high that borrowing is never optimal, so consumption in any period is de-
fined: ¢; = min (¢;*,w; + Si—1). The table below shows the consumption path of

each individual type under each wage profile.

Table 7.2.1: Preferences for rising wages

B ) Wage profile c1 ca c3 Cyq U

1.0 1.0 Flat 0.250 0.250 0.250 0.250 -5.545
0.8 1.0 Flat 0.294 0.271 0.241 0.193 -5.594
1.0 1.2 Flat 0.186 0.224 0.268 0.322 -7.332
08 1.2 Flat 0.222 0.250 0.269 0.258 -7.395
1.0 1.0 Rising 0.250 0.250 0.250 0.250 -5.545
0.8 1.0 Rising 0.250 0.288 0.256 0.205 -5.575
1.0 12 Rising 0.186 0.224 0.268 0.322 -7.332
0.8 1.2 Rising 0.222 0.250 0.269 0.258 -7.395

In this simple example, the effect of the rising wage profile is to limit consumption
in period 1 for the myopic individual who prefers flat consumption over the lifecy-
cle. This increases the utility of this individual — hence, they prefer rising wages to
flat wages. Meanwhile, neither the non-myopic individuals nor the myopic type who
prefers consumption growth experiences any change in their consumption path. They
are indifferent between either profile.

This example illustrates one of the key points of this chapter. Although Frank and
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Hutchens (1993) and Loewenstein and Sicherman (1991) argued that rising wages are
preferred to flat wages when individuals both prefer rising consumption and have self-
control issues, this chapter shows that individuals can have no preferences over rising
consumption, and still prefer rising wages. Myopic individuals overconsume earlier
in life — as individuals approach retirement, they overconsume less. Therefore, lower
wages early in life limit this overconsumption. Meanwhile, individuals who prefer
rising consumption are already better savers — even if they have short-run self control

issues, they still value the future more highly, and consume less in earlier periods.

7.2.4 The optimal wage problem

The above example shows that, when faced with a choice between a flat wage and a
rising wage, myopic individuals may prefer the rising wage. Firms may offer rising
wages for a number of reasons, as discussed earlier in this chapter, and myopic indi-
viduals may then self-select into those jobs. However, there is a wage profile which
maximizes utility to the worker by providing an optimal amount of commitment. If
labour markets are competitive, this is the wage profile that should be offered. This
section solves the model for the utility maximizing wage profile, given an individual
with time preference § = 1 and 8 < 1. It can be easily shown that the optimal wage
in the first two period leads to zero saving. Firstly, any consumption path that requires
borrowing transfers income from the future to the present period, at a cost of r per
unit of income. However, the long-run planner self is able to transfer this income be-
tween periods costlessly. Therefore, it would always raise utility to increase wages
so that borrowing would not occur. Hence, the optimal wage profile does not lead to
borrowing. Secondly, individuals will generally be indifferent between saving and de-
layed wages in the first two periods, as both transfer income to the final work period.
Moreover, saving in period 1 may be spent in period 2 rather than delayed to period
3, whereas delayed wages can only be spent in period 3. Therefore, in some cases,
delaying wages rather than saving is preferable.

The individual is unable to directly choose consumption, but does choose the wage

profile (or, more realistically, chooses to accept certain wage offers from firms, which,
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in a perfectly competitive labour market, should lead to the same result). The long-run

utility function is:

U =1n(w1) + In (wy) + In <12‘U“—36) +1n (51213/8) (7.2.1)

Wages are constrained so that w, + wy + w3 = 1. The first-order conditions are:

1
- =\
w1
1
- =
w2
2
= =\
w3

where \ is the Lagrange multiplier on the output constraint. This is solved to give
the wage profile: w1 = wyx = 1 and ws* = 1. For reference, this shall be called the
first-best wage profile. This wage profile is heavily backloaded, with a sharp increase in
wages before the final period as quasi-hyperbolic individuals save a greater proportion
of their income as they get closer to retirement.

However, this wage profile is only optimal if it leads to S; = S3 = 0. The solution
must therefore satisfy the condition that wages are neither high enough to create saving

nor low enough the create borrowing. Savings are defined as follows:

w1 + 13-)?"2 + (1+T21§(31+7"3)
1+33

_ 3611)1 - 11?’2 - (1+T21§(31+T’3)

1438

Si=w1 —c1 =w1 —

(7.2.2)
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w2+1qf_—is+51(1+7“2)
1+283
_ 28(S1(L+12) + we) — 13"3
1+283

Sy =51 (1+7r2) +we —c2=51(1+r2) +wy—

(7.2.3)

To ensure that the wage profile leads to no saving or borrowing in period 1 or period
2, it must not be the case that the resulting consumption choices are found at any part
of the budget set other than the point where ¢; = wy and co = wo. So, for example, if
we just consider the case where o = r3 = 0, the value of S; calculated above must be

less than zero, implying that:

wa + w3
36
Substituting the expression for S into equation (7.2.3) and then setting that less

than zero implies:

ws (]. =+ 55)
6,32

w1 + wa <

Therefore, a necessary condition for S; = 0 is that the wage contract can not
violate both of these conditions simultaneously. If it did, this wage profile would lead
to saving, which above was shown to be sub-optimal. The same is true for the other
possible combinations of r5 and r3. Therefore, when ro = 0 and r3 = r, the wage
profile can not lead to consumption choices where S; > 0 and Sy < 0. Similarly,
when ro = r and r3 = 0, the wage profile can not lead to consumption choices where
S1 < 0and Sy > 0 and when ro = r3 = r, the wage profile can not lead to borrowing
in both periods. This leads to four pairs of conditions which can not be jointly violated

by the optimal wage profile to ensure that S; = 0.

166



w w2 + W3
1= 36 9
w1 > w2+1113’l“7
30
w2 + w3
w > —
Y3801 +7)
ErRCTL
w2 —— e,
30

wy + wy < 652
w3(1+56)
WL 2 S T

Wa < ws (1+56)

ws (]. =+ 56)

w1+1—|—r* 662 (1+r

)
Wi+ Wo >w3(1+5,6’l

TR Tl

(7.2.4)
(7.2.5)

(7.2.6)

(7.2.7)

In addition, assuming that the wage profile does constrain consumption so that

S1 = 0, then equation (7.2.3) can be rearranged to give a pair of conditions that ensures

SQZOZ

w3
’LU2<—

<25

w3

vV

w2

1+r

2

(7.2.8)

(7.2.9)

The problem for the planner self is to maximize their utility function — equation

(7.2.1) — with respect to the wage profile w1, ws and ws, subject to the above con-

straints.

Simplifying the constraints

Fortunately, the number of constraints can be reduced. Firstly, conditions (7.2.4) and

(7.2.8) are always satisfied. They bind when consumption equals the quasi-hyperbolic

discounter’s unconstrained consumption choices. Providing 5 < 1 and » > 0, the

optimal wage profile can always do better than this.

Secondly, it can be shown that violating the first part of condition (7.2.6) implies

satisfying the second part of the constraint, providing wo < 2:
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wo + w3

P38+

Wy wa (14 35) + ws

1+r 36(1+r)

wa (1+36) + ws

=2 (1+7)

~ 2Bwa (14 38) + (1 +58)ws — (1 + 38) ws
65%(1+7)

(1+58)ws + (1 +36) (28w — w3)
662 (1+r)

w

=wp +

(1+58)ws
682(1+r)

Similarly, for condition (7.2.5), it can be shown that violating the second part of the

The last term is less than providing 25wy < ws.

constraint implies satisfying the first part, providing wo > OJ:“W:

w3(1+55)
<7
w1 + w2 662(1—1—7“)
ws (14 50) wy + 17 w2+ 1
Sw < —— L — —
B 2 P B R Y 38
Wt 355 ws (1436) = 28wy (1438) (1+7)
38 652 (1 +7)
w2+%

This last part is less than

33 providing 25ws (1 4+ r) > ws.

Therefore, any profile which satisfies conditions (7.2.8) and (7.2.9) will automat-
ically satisfy the pairs of conditions (7.2.5) and (7.2.6). As a result, the constrained
solution found below only needs to be concerned with satisfying conditions (7.2.7) and
(7.2.9). Moreover, condition (7.2.9) is identical to the second part of condition (7.2.7)
for the special case where S; = 0. Satisfying the first part of conditions (7.2.7) and
the condition (7.2.8) collectively imply that the second part of condition (7.2.7) is also

satisfied. Hence, the solution only needs to be concerned with two constraints:
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wa + w3

T+r " (1+7)?
> T LA 7.2.10
wy =2 3ﬁ ( )
w3
> 14r 7.2.11
w2 = 2[3 ( )

7.2.5 Optimal wages

As the wedge between borrowing and saving decreases, equations (7.2.10) and (7.2.11)
might bind if the interest rates are sufficiently low (and therefore not enough incentive
for the myopic individual to avoid borrowing). The no-borrowing conditions on interest
rates are found by substituting the above wage profile into the condition (7.2.10) and

(7.2.11). This yields:

1-68+ 1+ 248
r >
65
1-p 6 — 64

r>—=

B 65

It can be shown that the latter constraint binds at a higher value of .2 Hence, there
are three types of solution. If r > %, then the first best solution can be implemented.
Secondly, there is a solution where condition (7.2.11) binds. Finally, there is a solution
where both constraints bind.

In the first instance where only condition (7.2.11) binds, the optimal wage profile
still entails w, = i, and the remainder of the optimal contract is solved using the new
constraint 25 (1 + r) we = ws:

21f B < 1, then /T + 243 < 5 implies that 1 + /T F 248 < 6. Therefore, 1 + /1 + 248 — 63 <
6 — 60.
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This is the optimal wage contract for r+ < r < % where rx is the borrowing

interest rate which makes constraint (7.2.10) binds for the above values for w 1, wo and

w3

38 3 38

L T U +m@+88+m) Ut @+aB(1+r)

Hence, for r < rx, the wage contract is constrained by both conditions 238 (1 + r) wq =

u

oo w3
i T

wsz and wy = 37;3“)2 Solving first for w; in the output constraint gives:
38(1+7) 652 (1+7)7
w1 + w1 1+28 w1 1+28 =3
1423
=W, = 3
1428433 (1+7)+682(1+7)
e — 38(1L+1)
g =
1+28+38(1+7)+682(1+7)
6% (1 +1)

1+28+38(1+7)+682(1+7)

7.26 Examples

Table 7.2.2 shows some examples of the optimal wage profiles found in the previous
period. Optimal wage profiles depend on r and 3, and, as the table shows, they exhibit
two key patterns. Firstly, the higher r is, the more myopic an individual needs to be
before the first-best profile is not possible as, for very high borrowing interest rates,

only a very myopic individual would ever be interested in borrowing. Secondly, if the
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first best option is not possible then, for a given value of r, increased degrees of myopia
(decreasing values of j3) at first increases wo relative to w; and w3z — leading to a more
gradual increase wage contract that the first best — and then, above a certain level of
myopia, increases w1 relative to wo. At the extreme, the most myopic individual’s
optimal contract would be U-shaped. The final two columns compare utility between

the optimal contract and the flat wage profile (w, = we = w3 = %).

Table 7.2.2: Optimal contracts

r 8 w1y wWo w3 Utility  Ultility, no contract
0.1 1.0 0.250 0.250 0.500 -5.545 -5.545
0.1 09 0250 0252 0.498 -5548 -5.556
0.1 0.8 0.263 0.267 0.470 -5.565 -5.594
0.1 0.7 0.290 0279 0.430 -5.616 -5.671
0.1 06 0324 0291 0.385 -5722 -5.767
0.2 10 0.250 0.250 0.500 -5.545 -5.545
0.2 09 0250 0250 0.500 -5.548 -5.556
0.2 0.8 0.250 0.257 0.493 -5.558 -5.594
0.2 0.7 0.262 0275 0.463 -5.589 -5.671
0.2 0.6 0.294 0289 0.416 -5.667 -5.767
03 10 0.250 0.250 0.500 -5.545 -5.545
0.3 09 0250 0250 0.500 -5548 -5.556
0.3 0.8 0.250 0.250 0.500 -5.558 -5.594
0.3 0.7 0.250 0.266 0.484 -5.580 -5.671
03 0.6 0.269 0286 0.446 -5.634 -5.767

7.2.7 Value of commitment

It should be noted that the optimal contract for a non-myopic individual is also heavily
backloaded. However, such an individual is actually indifferent between such a profile
and a flat one, as they have no self control problems. They have a smooth consumption

profile of ¢; = =, which will be achieved for all wage profiles where period 1 and

L
period 2 wages are at least i. Sophisticated myopic individuals will value their opti-
mal wage contract over a flat wage contract as it provides a forced saving commitment
mechanism. The value of this commitment depends on the long-run planner’s assess-
ment of utility from the consumption path dictated by the wage contract and from the
counterfactual consumption path under the flat wage profile.

Firms, on the other hand, are indifferent between the shape of wage profiles, assum-
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ing that workers have a fixed productivity over their working lives and can be monitored
costlessly for effort so that employers do not need to worry about moral hazard type
issues. They earn greater profits if the total wages paid to an individual is lower than
their total product. Hence, there are economic rents available to be divided between the
employee (through the utility received by offering a non-flat wage profile that increases
consumption in retirement) and the firm (through higher profits).

The actual wage profile offered in this model depends on competition in the labour
market. First consider the situation where employing firms are assumed to hire employ-
ees in a perfectly competitive labour market. As a result, the equilibrium wage profile
to a particular employee will be identical to that individual’s optimal wage profile, as
firms compete any of their share of these rents away.

However, labour markets may not be perfectly competitive. If contracts over wage
profiles were not available, equilibrium wages would be below output in each period.
When contracts are available, firms will be able to extract some of the rents from offer-
ing a non-flat wage profile. There will be an equilibrium wage profile which is non-flat
S0 as to increase the employee’s utility, but which pays less in total that the sum of the
workers’” wages if they were employed in a spot market, which themselves are already
lower than the worker’s total product.

To compare the effect of competition in the labour market, assume that the em-
ployer is a monopsonist purchaser of labour, and that the monopsonist hon-contract
wage is standardized to  each period. When the firm is a monopsonist, the wage pro-
file offered will make the employee indifferent between it and earning the flat monop-
sony wage in all periods. Consider the following example, which assumes the interest
rate on short-term borrowing is high enough that individuals never borrow. The table
below shows the life-time utility of the optimal contract (if workers receive total life-
time earnings equal to their non-contract wages). The next column shows the life-time
utility they would achieve if no contracts were offered and the individual received a
flat wage. The monopsonist is able to discount wages further below the workers out-
put by discounting them such that total lifetime utility equals the non-contract utility.

Logarithmic utility ensures that the shape of the wage profile will remain the same,
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regardless of the total pay. The final column of the table shows how much a firm will
gain in rents as a result of offering a non-flat wage contract that makes the employee
just indifferent to it and a flat wage. This is expressed as the total percentage reduction

to the wage bill.

Table 7.2.3: Monopsony contracts

Utility
B Optimal contract No contract Rents, %
1.0 -5.545 -5.545 0.0
0.9 -5.548 -5.556 0.2
0.8 -5.558 -5.594 0.9
0.7 -5.580 -5.671 2.3
0.6 -5.766 -5.610 3.8
0.7 -5.899 -5.663 5.7

7.3 A model of direct saving commitment and wage pr o-
files

In reality, there is not an either-or choice between rising wage profiles and other forms
of saving commitment (such as pensions or private saving schemes). This section ex-
amines what happens to individual preferences for rising wage profiles if they also use
other saving mechanisms.

In the model discussed above, increasing saving for the retirement period takes
place via a large wage in the period prior to retirement. Individuals are free to choose
how much to leave for their retirement from this payment. However, because they
have a present bias, they do not put enough aside to maximize their long-run utility.
A possible solution to this is that they also participate in a saving scheme, which pays
a pension in the final retirement period. Therefore, the model is extended to find the
optimal contract of wages, w, and pension payment, p. As before, the requirement is
that individuals are paid their total output over the course of the working life. In this
model, however, part of this is paid post retirement.

As before, the long-run utility is maximized utility for a given set of wages and

the pension payment. As borrowing is costly, and delayed payments are equivalent to
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saving, consumption should equal the payment in each period. The utility function is

therefore:

U=1In(wi)+In(wz) +In(ws) + In (p) (7.3.12)

Wages are constrained so that wi +ws +ws+p = 1. As long-run utility values each
period equally, this function is maximized by a flat consumption profile. Therefore,
the first best contract is where wi* = wox = w3x = px = %. Therefore, when a
retirement saving commitment mechanism can be built into the firm’s offered contract,
the preference for rising wages disappears entirely.

As before, this wage profile may not be possible, depending on the degree of my-
opia and the interest rate on borrowing. If the former is sufficiently high, or the interest
rate is sufficiently low, then this wage profile may lead to borrowing. Therefore, this so-
lution must satisfy the condition that wages are set so that they are neither high enough

to create saving nor low enough the create borrowing. Savings are defined as:

_w w. D
3w — 75 + ) iTrs) T UFa) ) (s

1

1+38
. 26 (S1 (1 +72) +wa) — 12 + b
1+283
6 28 (S2 (1+73) +ws) — 12-

1+ 5

The constraints on the wage profile that ensure that it does not cause borrowing are
derived in the same way that gave conditions (7.2.10) and (7.2.11). In this case, there

are three conditions, one on each wage rate.® These are:

3The analogous process of setting up the full set of constraints then removing all of those that are auto-
matically satisfied is omitted here, as the total number of constraints is large. The previous section showed
that the optimal wage profile needs to satisfy a single condition that each period’s wage is high enough to
avoid borrowing in that period, setting » = rV¢. This premise is used to derive the three constraints used for
the extended model. When optimal contracts are estimated, the numerical simulation confirmed that none of
the other constraints bind.
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(1+r)?
> 3.
wy > BT (7.3.13)
w3 + 1—;7—7"
wy > B+ TS (7.3.14)
p
3> — 7.3.15
Y= B+ (7.3.13)

7.3.1 Optimal contracts

As before, these constraints bind in a sequence as interest rates or /3 decreases, with
the constraint on w3 binding first, followed by w», and then w;. In all cases where
a constraint does not bind, logarithmic utility ensures that the wage in those period
equals the first-best level of %. Hence, when constraint (7.3.15) binds, it follows that

w3 + p = % and that:

w3 =

B(l+r)

w3

B(1+r)
2014+ B(1+7))

T2+ B8+

Secondly, when both constraint (7.3.14) and (7.3.15) bind, the optimal contract is:
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w3:7p
B(l+7r)
. 3(1+5)
4(1+,3+26(1+r)+2,82(1+7~)2)
38(1+r)
ws = 2
2(1+,6+25(1+r)+2,62(1+r) )
3682 (1+7)°

2(1+5+2,6(1+r)+252(1+r)2)

Finally, when all three constraints bind then:

e 65> (1+1)°

LT3 (1) 4682 (1+1)° +38(1+8) (1+7) + (1+8) (1+28)
. 38(1+7)(1+6)

B (L) 1682 (14438148 (L+r) + (1+8)(1+28)
. 65> (1+1)°

T 6B (1+r) 4682 (1+ 1) +38(1+ ) (1+7) + (1+B) (1 +28)
B 663 (1+7)°

6B (L) +682(1+1) +38(1+8) (L+7)+ (1+8)(1+28)

p

7.3.2 Examples

Table 7.3.4 shows some examples of these optimal contracts. The estimations presented
in the table show that wage profiles have a role in an optimal wage contract, however,
it is no longer clear that rising wages are preferable — the patterns of optimal wages
reflect the suboptimality of borrowing, meaning that wages rise just enough to ensure
that the individual does not borrow. In most of the cases shown below, there is not an
observable upward trend in the optimal wages profile. Hence, this model would lead
to the conclusion that rising wages are only demanded as a commitment mechanism in

the absence of this pension mechanism.
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Table 7.3.4: Optimal contract with pension
153 r w1 Wo w3 P Utility
1.0 0.1 0.250 0.250 0.250 0.250 -5.545
09 0.1 0250 0250 0.251 0.249 -5545
08 0.1 0.258 0.262 0.256 0.225 -5.552
0.7 0.1 028 0275 0.249 0.192 -5591
06 01 0319 0.287 0.237 0.156 -5.684
1.0 0.2 0.250 0.250 0.250 0.250 -5.545
09 0.2 0250 0.250 0.250 0.250 -5.545
08 0.2 0250 0.250 0.255 0.245 -5.546
0.7 0.2 0253 0265 0.262 0.220 -5.556
06 02 0286 0280 0.252 0.182 -5.607
1.0 03 0250 0.250 0.250 0.250 -5.545
09 0.3 0250 0250 0.250 0.250 -5.545
08 0.3 0250 0.250 0.250 0.250 -5.545
0.7 03 0250 0.250 0.262 0.238 -5.547
06 03 0256 0272 0.265 0.207 -5.568

7.4 Rising wages vs. saving commitment

In Neumark (1995), individuals who overpaid income tax had, on average, faster rising
wages and steeper wage profiles. Overpaying income tax is seen as a saving commit-
ment mechanism — individuals who overpay this tax are essentially putting money aside
for the future in such a way that they can only access later. However, as the analysis
in the previous section showed that individuals who use a direct saving commitment
mechanism will then not have a preference for rising wage, this raises the question as
to is why individuals might use two commitment mechanisms at the same time. This
section considers a number of situations where rising wages may still be preferred, or
used alongside, a saving commitment mechanism, in order to provide a retirement in-
come. Of course, one possibility is that when all workers belong to the same saving
scheme, differences in preferences may mean that the scheme does not enough com-
mitment for some individuals. Amador et al. (2006) show that the optimal design of
a saving scheme where individuals have different preferences for commitment (due to
self-control) and flexibility (due to uncertainty over the marginal utility of consump-
tion in retirement, for example, where consumption utility is related to an individual’s
health status) leads to a safety net level of saving to prevent the worst outcomes when

individuals have self-control issues. It does not, however, offer as much commitment
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as some individuals who prefer.

In this section, the two other potentially relevant issues are discussed. Firstly, it
looks at the situation where saving schemes allow some early access, making that less
of a strong commitment mechanism compared to a rising wage. Secondly, it returns to
issues raised in chapter 4 and considers the optimal wage profile when saving schemes

have early retirement provisions.

7.4.1 Early withdrawal

So far, all borrowing in the model has been treated identically. Of course in reality,
unsecured credit card borrowing is far more costly than borrowing against an asset or
withdrawing from illiquid assets. Consider an example where the pension payment is
not a delayed payment, such as a defined benefit employer pension, but is a defined
contribution individual saving account. w1, wo and ws above are interpreted as post-
saving net wages, and p would be the saving rate so that l”ﬁ—'p is the gross wage in each
period. This creates tangible wealth and assets. In some situations, it may be possible
to either borrow against this wealth, or partially draw some down, often with a financial
penalty. This is currently possible in the USA, with many 401(k) schemes offering a
loan facility. The UK government has recently investigated the possibility of creating
rules to allow for access to pensions much earlier in life (HM Treasury, 2010), while
there already exists a number of companies which offer loans against pension funds.

Consider the following example where individuals may either receive a rising wage
profile or be in a saving scheme. For the sake of comparison, the rising wage profile is
the long-run utility maximizing contract where wx = wox = i and wsx = % In the
saving scheme, individuals receive a flat wage, and save 25% each period — again, this
is the optimal contract. Crucially, assume that individuals can draw down on wealth
in their pension scheme at a cost of » per unit of wealth withdrawn in period 2 and 3,
while borrowing against future earnings is prohibitively costly and never occurs.

Table 7.4.5 shows the lifetime utility of the individual in each scheme, dependent
on their degree of myopia. The cost of early withdrawal is set at 20% of the withdrawal.

For high s individuals, the saving scheme is preferable to the rising wage — the utility
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loss from lower retirement income for those with a rising wage exceeds the utility
cost of borrowing, which for 8 > 0.8 is minimal. However, more myopic individuals
borrow against their accumulated wealth — the cost of reduced consumption due to
borrowing costs begins to dominate. The final column expresses the difference in utility
as a percentage of life time earnings. For example, when g = 0.7, the individuals

would accept a 0.3% cut in their wages to have a rising wage rather than use the saving

scheme.
Table 7.4.5: Monopsony contracts
Utility

B  Saving Risingwage Difference (as % of lifetime earnings)
1.0 -5.545 -5.545 0.0
09 -5545 -5.548 0.1
0.8 -5.549 -5.558 0.2
0.7 -5.588 -5.577 -0.3
0.6 -5.668 -5.610 -1.4
0.7 -5.800 -5.663 -3.4

Finally, consider the following scheme which combines both a rising wage and
participation in a saving scheme. Individuals earn a low wage in the first two periods
(w; = wy = 0.25) but have a zero contribution rate. In the final period of work,
individuals have a wage w3 = 0.5 and a contribution rate of 50%. This prevents in-
dividuals withdrawing against accumulated savings early in their working lives, but
increases retirement income by requiring the individual save half of their final wage.
This leads to the optimal flat consumption path. This solution has similarities to the
Save More Tomorrow”™ scheme proposed by Benartzi and Thaler (2004), where in-

dividuals commit to increasing saving rates in line with pay rises.

7.4.2 Early retirement

In chapter 4 a model of retirement and saving with quasi-hyperbolic discounters was
set out, which showed that in situations where individuals were forced to save more
than they otherwise might have, they may take unplanned early retirement. When
individuals are quasi-hyperbolic discounters over both consumption and leisure, they

overvalue the leisure utility from early retirement and more heavily discount lower
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retirement consumption, relative to the long-run optimum. Many employer pension
schemes and personal savings accounts have provisions for early retirement, allowing
access to savings at an earlier date that original planned.

In contrast, the forced saving component of a rising wage profile does not facilitate
early retirement in this way — if they do not work in the later periods, then they do not
receive their larger deferred wages and consequently have little retirement income. In
this section, the same four period model is used to compare rising wages and saving
schemes, where retirement could potentially take place in period 3 and 4. Under the
rising wage profile, w1 = wox = i and wg*x = % In the saving scheme, individuals
receive a flat wage, and must save a proportion each period — if they were retiring in
period 4, the optimal saving rate is 25%, and if they are retiring in period 3, the optimal
saving rate is 50%. Individuals can not borrow, and pensions are paid out as a lump-
sum upon reaching retirement. Finally, workers are modelled as being sophisticated
over both consumption and retirement choices. If the level of forced saving leads to
early retirement, they will anticipate this and adjust their consumption decisions to
accommodate it.

Table 7.4.6 compares different schemes. The value of leisure utility was chosen
to illustrate the situation described above. The leisure utility from an extra period of
retirement is set equal to 1.6, which leads to optimal retirement in period 4, but allowed
for unplanned early retirement for some values of 3. For less myopic individuals, the
saving scheme does not lead to unplanned early retirement. Hence, the saving scheme
leads to higher long-run utility than the rising wage profile. However, for more myopic
individuals, early retirement occurs under the 25% saving scheme. They would then
prefer to be in a 50% saving scheme. However, even under a saving scheme which
accommodates early retirement with higher saving, utility is lower than under a rising
wage profile. Hence, this example shows that for some individuals, a rising wage
profile leads to higher lifetime utility than a direct saving scheme when early retirement
is possible.

As early retirement only takes place if the amount of resources saved are suffi-

ciently high, it is possible to design a mechanism which incorporates both the saving
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Table 7.4.6: Monopsony contracts

Utility
B Risingwage Saving (p=0.25) Saving (p=0.5) Optimal retirement Actual retirement
1.0 -5.545 -5.545 -6.068 4 4
0.8 -5.558 -5.545 -6.068 4 4
0.6 -5.610 -5.545 -6.068 4 4
0.5 -5.663 -5.996 -5.685 4 3
0.4 -5.748 -6.345 -5.770 4 3

scheme and a rising wage profile which leads to higher long-run utility. Deferring some
wages until period three reduces saving available for early retirement without lower-
ing consumption if retirement takes place in period 4. Hence, the saving scheme acts
as a commitment mechanism over consumption, while a rising wage profile acts as a

commitment mechanism over early retirement.

7.5 Conclusion

Many workers have earnings profiles which demonstrate wage growth across the work-
ing life. Human capital models and models of asymmetric information have attempted
to explain these. However, even once rising productivity through training and worker
incentives have been accounted for, there still remains a great deal of unexplained
variance. Some authors have previous suggested that rising wages act as a saving
commitment mechanism. The basic model demonstrates that myopic quasi-hyperbolic
discounters will have a preference for rising wage profiles, although with the caveat
that they are not so myopic that, when faced with low wages in early periods, they
would choose to borrow. In contrast to the existing literature, this preference may exist
in the absence of an overt preference for rising consumption.

The chapter has explored a number of extensions to the basic model. It has shown
that when workers also have access to a saving commitment mechanism, this prefer-
ence for rising wages tends to disappear. However, this assumes that saving schemes
offer as much commitment as a rising wage profile does. If individuals are able to
borrow against accumulated pension wealth or withdraw some of this at a cost lower

than the unsecured borrowing a rising wage worker would face, then a rising wage
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profile (or a combination of both schemes) increases long-run utility. Moreover, it also
assumes that individual retirement is not an issue. If individuals can retire early and
begin to receive their pension, then the saving scheme may lead to lower long-run util-
ity than the rising wage profile. As individuals receiving a rising wage profile have to
work until they are older to receive their deferred wages, they are not affected by time-
inconsistent retirement choices. Rising wage profiles may therefore offer a combined
commitment mechanism over undersaving and unplanned early retirement.

This chapter has focused on the role of rising wages as a commitment mechanism
that is valued by sophisticated myopic individuals. There are a number of issues which
have not been considered here, but which are important for the implementation of such
wage profiles as a forced saving mechanism. Firstly, the model has considered indi-
viduals that are employed for a single firm over their working life. However, only a
minority of workers actually remain with the same firm for their entire working lives
— an extended model would need to consider what happens for workers whose are em-
ployed by multiple firms over their career.

Secondly, the model has assumed that firms are indifferent between different types
of prospective employees. However, it seems plausible that firms may be keen to hire
less impulsive, low-3 individuals, as they anticipate that highly impulsive individuals
may impose costs on the business. If more impulsive individuals were less productive,
the labour market may be segmented between firms offering flat wages and employing
patient individuals, and firms offering rising wages and employing individuals seeking
commitment mechanism. Rising wage firms wages would be lower over the lifecycle,
to compensate firms for taking on less desirable labour.

Finally, the model assumes that each worker could reach an individual contract
with an employing firm, based on their own preferences. This does not match reality
— firms create systems of pay increases that tend to apply to the entire workforce.
This may mean that firms differentiate themselves as employers on the basis of their
wage contracts, and workers may then self-select to different employers. Again, this
might lead to segmentation in the labour market with some firms offering flat wages

to individuals with low values of commitment, and other firms offering steeper wage
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profiles to individuals who place a higher value on commitment.
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Chapter 8

Conclusion

In chapter 3, the quasi-hyperbolic discounting model was presented as a theoretical
starting point for the research presented in this thesis. The argument in that chapter was
that this model was a useful way of capturing a particular behavioural phenomenon,
which in this thesis has been referred to as myopia, time-inconsistent preferences,
present-bias or impulsiveness. The model is applicable to any decision where tim-
ing is an issue — it has been most regularly cited as a potential explanation for observed
consumption, saving and borrowing decisions over the working life and the apparent
inadequacy of retirement savings. In this thesis, the model is applied to a number of
other areas related to planning for retirement.

Chapter 4 analyzed a model where quasi-hyperbolic discounters choose both saving
behaviour and retirement timing. The model built on the earlier work of Diamond and
Kdszegi (2003), and argued that while quasi-hyperbolic discount functions could po-
tentially predict retirement undersaving and unplanned early retirement, the existence
of the former tends to prevent the later occurring, as low saving makes early retirement
less desirable. In the three-period model, unplanned early retirement never occurred,
regardless of the individuals preferences over leisure and time. The model was ex-
tended beyond a three-period set-up, and examples were given for a far wider range
of outcomes than it was possible to observe in the three-period model. Naive quasi-

hyperbolic discounters may retire later than planned (if leisure utility is relatively low),
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earlier than planned (if leisure utility is relatively high) or a combination where the
planned period of retirement is first delayed, then actual retirement is taken slightly
earlier. Sophisticated individuals are able to anticipate future time-inconsistency issues
and adjust their saving and consumption to accommodate future deviations in their
retirement plans. The examples revealed two interesting cases. Firstly, for the individ-
ual whose anticipates experiencing unplanned delayed retirement, the option of saving
more to prevent retirement being delayed may not exist. Following this strategy leads
to much earlier retirement than initially intended. Sophisticated individuals are con-
strained to follow “resigned undersaving” strategies. Secondly, there are individuals
who anticipate experiencing unplanned early retirement and who are similarly limited
in finding a time-consistent saving plan. Accommodating early retirement through
higher savings leads to even earlier retirement, while reducing savings to encourage
later retirement leads to even later retirement. The only remaining solution is to accom-
modate far later retirement than was ever seen as being optimal. The results from the
model suggest that more care is needed when interpreting observed lifecycle choices,
as the degree of sophistication matters just as much as the underlying discounting. To
take one example, delayed retirement in the model is shown to result from two very
different individuals: a low leisure utility naive individual, and a high leisure utility
sophisticated individual.

The initial model highlighted the potential complexity of the behaviour of quasi-
hyperbolic discounters, but it did not offer much of an explanation of observed trends
in retirement and saving. In particular, it is only able to predict both early retirement
and inadequate saving in a small number of cases, for assumed preferences that should
be extremes, rather than norms. However, a number of extensions proved more help-
ful. One in particular — the introduction of commitment mechanisms — is particularly
relevant for issues related to retirement planning. This thesis has argued that commit-
ment mechanisms designed to encourage (or possibly force) individuals to save more
may have the adverse effect of encouraging unplanned early retirement. Chapter 4
demonstrated that quasi-hyperbolic discounters who are committed to higher saving

may retire earlier than initially planned, leading to inadequate savings, a discrete drop
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off in consumption and a loss to long-run utility. Moreover, it showed that these issues
may be more severe for those receiving lump-sum or one-off payments at the beginning
of retirement, compared to those who receive a series of payments or an annuity.

Chapter 6 attempted to test some of these issues using a new laboratory experiment.
By having participants return to the laboratory each week over a two month period, this
experiment simulated aspects of the lifecycle model set out earlier. Attendance at a ses-
sion represented work, whilst deciding not to attend was the equivalent of retirement.
Rewards were linked to attendance, some of which were put aside and received only
when the participant had left the experiment. At this point, these remaining payments
were either paid out as a single payment, or as a smaller, weekly payment. Partici-
pants were asked to report their preferred leaving week from the experiment, which
was compared to their actual leaving week. Data on time preferences was collected to
estimate individual discount functions. The two main findings were that more myopic
individuals retired earlier than those with exponential discount functions, and that the
type of payment received after leaving the experiment had no effect on the decision to
leave.

One consideration that must be made when reflecting on these results is whether
the experimental design was suitable for testing the relevant hypotheses. On this point,
there are both positive and negative points. | believe the design of the experiment
represents a significant step forward from earlier attempts to assess retirement decisions
in the laboratory. By using the decision to continue participating in the experiment as
the main variable of interest, the experiment generates data on the way people think
about their leisure time in a way that has not been attempted before. | would argue
that any experiment looking at retirement timing decisions that does not have a role for
individual valuation of leisure time in a comparable way will not capture one of the key
driving factors of that decision.

On the other hand, the finding of no significant effect of payment type on the retire-
ment decision may reflect the form of the small rewards being paid. The model predicts
an effect of payment type as the one-off lump-sum increases consumption upon leaving

the experiment. However, at the low level of both sets of payments, this may either not
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have happened (if they have an intertemporal budget constraint that allows consump-
tion smoothing) or may not have been fully appreciated (given the small size of these
payments, relative to typical weekly expenditures). For example, if a participant usu-
ally spends £100 per week, then even if they did not smooth consumption over time,
the difference between £106 each for two weeks, and £112 and £100 in consecutive
weeks, may not feel like a significant change. The experiment could be improved by
altering the form of the rewards, perhaps by linking them to actual consumption (such
as by using time-limited vouchers).

The strongly significant finding that impulsive time preferences are associated with
the decision to leave the experiment earlier is heartening, because implicit in the theory
presented throughout this thesis is the assumption that individuals are quasi-hyperbolic
discounters, and that these time preferences are key to their decisions. The results of
the experiment presented here suggest that individuals as potentially myopic over their
leisure choices, supporting the predictions of the model set out in chapter 4.

The final set of results in this thesis — presented in chapter 7 — also starts with
this assumption, and applies it to a model of wages profiles. The theory set out there
has been motivated by a small number of contributions in the literature which have
argued that rising wage profiles may act as commitment mechanisms for individuals
who are undisciplined savers and tend to overconsume, relative to some optimal con-
sumption path (which, in the earlier work, meant rising consumption, and in this model
means adequate resources for retirement). The chapter models this situation — some-
thing omitted from those earlier papers — and shows that if individuals are sophisticated
quasi-hyperbolic discounters, then a rising wage profile is indeed preferred to a flat
wage profile (regardless of their preference for rising or flat consumption). Assuming
firms are competing for labour, and only care about total wage costs (rather than the
shape of the wage profile), then rising wages should be offered to workers. However,
the theory also predicts that myopic individuals’ preference for rising wages should
disappear in the presence of some other commitment mechanisms, although under a
number of realistic assumptions about the design of such saving schemes (such as op-

tions for early withdrawal or early retirement), a combination of both mechanisms may
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maximize long-run utility.

If individuals have time preferences that are well represented by hyperbolic or
quasi-hyperbolic discount functions, then there continues to be scope for its inclu-
sion in a wider range of economic models. Quasi-hyperbolic discount functions have
been frequently applied in academic work on consumption and saving — as a result,
the concept of myopia is regularly acknowledged by policymakers interested in why
individuals apparently undersave. Non-exponential discounting is also a feature of a
significant amount of work in finance or environmental economics. This thesis has been
interested in other topics relating to retirement, pension payments and wage profiles.
These topics are almost always analyzed in a time-consistent setting with non-myopic
individuals and exponential discounting. As I hoped to have shown throughout, myopia

can add a great deal to our understanding of these phenomena.
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Appendix A

Materialsfrom final experiment

Instructions for participants of the experiment in the first week were given on a series
of cards. These cards were read out and the participants were then given an opportunity
to ask questions. The instructions explained what each task on the screen would entail,

as well as what actual payments might be made in any given week.
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CARD 1

Experiment Instructions

Thank you for volunteering to participate in this experiment.

There are two stages to this experiment. Firstly, you will be asked to choose between a series of pairs of rewards,
stating which of the rewards you would most like to have.

The second part concerns your return to the laboratory in the coming weeks. This experiment runs over eight
sessions, with each session taking place at the same time each week. Apart from today's session, which should last
for approximately ninety minutes, these sessions will last around ten minutes. You can come back to as many of
these sessions as you like, however, once you stop coming, your are considered to have left permanently, and can
not come back again. You will be paid for each of the sessions you attend.

At the end of each session, you will be asked to complete a short questionnaire. The main purpose of this
questionnaire is to identify you every week you return, so we can match up responses over the coming weeks. To
do this, the questionnaire will ask you to input a username. All personal details reported there will be treated as
confidential, and the data will be made anonymous and untraceable after matching.

You will be paid £6 for attending this session, regardless of any of the responses you give today. On top of that,
there are additional payments based on the choices you make, which will be explained as we go along.

If there are any questions, please ask them now.

Reward pairs experiment

In a minute, the reward pairs experiment will begin.

In this experiment, you will be asked to choose between two different rewards. Each reward gives an amount, in
pounds (£s) and a time which the reward will be received. One reward will be immediate (i.e. after this session has
concluded), whilst the other reward will have some delay, ranging from one day to six months. To help you go
through the pairs faster, it's useful to realise that the choices follow a simple pattern. The delayed reward is always
£15. For the first 90 choices, for each delay, the immediate reward will start at £1 and will increase by £1 up to
£15. For the second 90 choices, the immediate reward will start at £15 and decrease by £1 each time down to £1.

All the delayed reward delays are expressed in days. A guide to the days for large numbers (in terms of weeks or
months) is give at the top of the screen.

To demonstrate how to make a choice, you will first do three practice rounds. Each round shows the two rewards.
You must click either 'Choose Option A' or 'Choose Option B', depending on which of the two rewards you most
prefer.

After the three practice rounds, the experiment will begin, and your choices recorded. There are 180 pairs of
rewards - the counter in the top left hand corner tells you how you are progressing. Three of the choices made
(out of all the participants choices ) will be selected at random, and actual payments will be made based exactly on
these choices. So, for example, if the choice is between '£10 today' and '£15 in two weeks', you choose '£10 today'
and this choice is selected, you will receive £10 at the end of this session. If you were to choose '£15 in two weeks',

you will be paid £15 at your college pigeon hole in two weeks time.

If there are any questions, please ask them now.
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CARD 2

Thank you for completing the first part of this experiment. On this card, the rules of the game are explained.

This game is conducted over eight weeks - this is week one. Every week you will be asked to come back to this lab.
After this week, these sessions should last approximately ten minutes, during which time will be asked to complete
exercises similar to the reward pairs game you just played (albeit much shorter). The sessions will be at this time,
on this day.

In this game everyone earns real money, as follows. Each week you come to the lab, you receive £4. Half of that -
£2 - is yours to take away at the end of the session. The remaining half is put aside. You may stop coming to the lab
in any week. When you stop coming, you will begin to receive the money that has been put aside. Depending on
which group you have been allocated to, you will either receive all your savings as one single payment on the week
when you stopped coming to the lab, or you will receive the pot as regular equal payments over the remaining
weeks of the experiment. Your group is on the top of Card 3. Please remember this.

You will not have to come to the lab to receive the money saved for you. This will be paid directly to you at your
college pigeon hole or mailbox. As you only get this money after you leave the game, no-one will come to the lab in
week eight, as there are no payments after week eight.

Here are the other rules of the game:

e Your saving pot does not earn any interest.

o In the case of illness or some other reason which prevents you coming to the lab in any week when you
had wanted to, you will be considered to have left, and receive your payments based on your savings up
to that point. It would be helpful if, in this case, you could inform us why you have not attended.

o If you do not come to the lab because you no longer want to participate, no email explanation is needed.
Your payments will then begin immediately.

If there are any questions, please ask them now.

On Card 3 there is a table which sets out all of the payments you would get each week, based on the week of
leaving the game. In the first column is the week of leaving the game. The final eight columns give the exact
amount that will be paid to you in each week, starting from week 1 (today) until week 8. The shaded cells are for
payments made after leaving the game i.e. payments from your savings made directly to you, without coming to
the lab.

So, for example, if you left the game in week three, your payments are described in the row which has a '3"in the
first column. You will receive £2 today and £2 next week and then payments (the shaded cells) from your £4 saving
pot starting in week 3. For those in the lump-sum group, this would be £4 in week 3, then nothing in the remaining
weeks. For those in the annuity group, this would be £0.67 each week from week three until week 8.

Please read Card 3 thoroughly. If you have any questions about how the payments work or if you don't understand
the table on Card 3, please ask them now.

In a minute, the experiment will begin. You will be asked, based on the available information, which week you
would most prefer to leave the game and stop coming to the lab. This is your plan. You will not be held to your
plan - you may leave the game in any week.

Please take as much time as you need. Once you have made your choice, please wait for the experiment to
continue.
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CARD 3

Payments — Weekly Payment group

Payments
Week of | Week 1 2 3 4 5 6 7 8
leaving
the
game
1 - - R - - - - -
2 2.00 0.29 0.29 0.29 0.29 0.29 0.29 0.29
3 2.00 2.00 0.67 0.67 0.67 0.67 0.67 0.67
4 2.00 2.00 2.00 1.20 1.20 1.20 1.20 1.20
5 2.00 2.00 2.00 2.00 2.00 2.00 2.00 2.00
6 2.00 2.00 2.00 2.00 2.00 3.33 3.33 3.33
7 2.00 2.00 2.00 2.00 2.00 2.00 6.00 6.00
8 2.00 2.00 2.00 2.00 2.00 2.00 2.00 14.00

Payments — One Off Payment group

Payments
Week | Week1 |2 3 4 5 6 7 8
of
leaving
the
game
1 - - - R - - R -
2 2.00 2.00 0.00 0.00 0.00 0.00 0.00 0.00
3 2.00 2.00 4.00 0.00 0.00 0.00 0.00 0.00
4 2.00 2.00 2.00 6.00 0.00 0.00 0.00 0.00
5 2.00 2.00 2.00 2.00 8.00 0.00 0.00 0.00
6 2.00 2.00 2.00 2.00 2.00 10.00 0.00 0.00
7 2.00 2.00 2.00 2.00 2.00 2.00 12.00 0.00
8 2.00 2.00 2.00 2.00 2.00 2.00 2.00 14.00

205




CARD 4

Risky reward pairs

The final part of this experiment will show another series of pairs of rewards, much like at the beginning. However,
in this case, the two rewards differ by how risky they are, rather than when they are paid. In each case, you will be
given one reward which guarantees a certain payment, and another reward which only pays with a certain
probability. For example, the reward may be £10 with a probability of 0.5 (50% or 1/2).

If you are not familiar with probabilities, think about the three that will be used in the following way:

e 1/2 0r 0.5 or 50% - the same as if you tossed a coin, and if it came up heads, you get the reward. If not,

you get nothing.

e 4/50r 0.8 or 80% - the same as if you had a bag with 1 red ball and 4 black balls, which you draw one ball
from without looking, and get paid the reward only if you draw out a black ball.

e 1/50r0.2 or 20% - the same as if you had a bag with 1 red ball and 4 black balls, which you draw one ball
from without looking, and get paid the reward only if you draw out a red ball.

As with the first experiment, for each risky payment, the safe payment starts at the lowest value (50p), and
increases by 50p until it reaches £10. There are sixty pairs to choose between.

Two of the choices made will be selected at random, and actual payment will be made based on your choices.

Two practice rounds will take place. After you have made your choices in those, the actual rewards will begin.
Once you have finished the pairs, please wait for the experiment to continue to the next stage.

Final questionnaire

The experiment concludes with a couple of quick questions. Firstly, you will be asked to input a username. This
may be anything you like, but you will need it after each returning session, so that we can match up answers each
week, so try to make it something memorable.

After that, there will be a couple of questions about how much time coming to the lab has cost you out of your
day, and a couple of demographic questions (which you are not required to complete).

After you have filled out the final questionnaire, we will calculate your earnings today, including your £2 wage for
this week, your £6 show-up fee, and (if you were randomly chosen) your payments from the reward pairs
experiments. We will call you up for payment one at a time.

Many thanks for participating today. If you have any questions about the experiment, please feel free to ask them
on the way out.
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