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Abstract

Since the emergence of generative Al, creative workers have spoken
up about the career-based harms they have experienced arising from
this new technology. A common theme in these accounts of harm is
that generative Al models are trained on workers’ creative output
without their consent and without giving credit or compensation
to the original creators.

This paper reports findings from 20 interviews with creative
workers in three domains: visual art and design, writing, and pro-
gramming. We investigate the gaps between current Al governance
strategies, what creative workers want out of generative Al gov-
ernance, and the nuanced role of creative workers’ consent, com-
pensation and credit for training Al models on their work. Finally,
we make recommendations for how generative Al can be governed
and how operators of generative Al systems might more ethically
train models on creative output in the future.
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1 Introduction

The emergence of generative Al has posed a threat to creative
professionals’ careers, a particular harm being that it has been
known to train on previously-made works [36, 42, 44]. Creative
work usually has copyright protections [49], but generative Al
systems have been known to sometimes train their models on
copyrighted content. It has been alleged, for example, that GitHub
Copilot was trained on copyrighted code [84] and that ChatGPT
was trained on copyrighted articles from the New York Times [4].
Although Al companies such as Open Al insist that the data they use
to train their models are publicly available [2], the public availability
of the data does not necessarily make it legal to use as training
input. Additionally, creative workers have expressed that this data
was collected and used without the consent of the original creators,
without crediting them, and without compensating them. This has
led to several recent lawsuits against generative Al companies [4,
78], identification of potential violations against terms of service [3],
and protests and strikes from creative workers [81, 87]1.
Copyright infringement is used as a legal reason (or legal “ground”)

by creative workers in holding AI companies accountable, but the
core issue is that creative workers want to protect themselves from
the potential harms that generative Al may present to their careers.
Given these harms, the “3 Cs” of consent, credit and compensation
have been recommended as essential to fair treatment of creative
works and workers, both in training generative Al systems and
in general [43, 54]. In this framework, consent refers to collecting
freely given and informed consent from the creative worker whose
work is used to train Al models. Credit explicitly acknowledges the
creative worker’s contribution to the Al model. Lastly, compensation
means providing monetary or non-monetary reimbursement to the
creative worker for using their work to train an Al model [43, 54].

'We refer to our participants as “creative professionals” and “creative workers” rather
than more specific terms such as “artist” because the former terms are more inclusive,
capturing those who work professionally in fields not always considered ‘artistic’ such
as programming. We define ‘creative professionals’ as those who are paid to produce
creative output for their job, either in a company or as freelancers. We also refer to the
work created by creative professionals as “created output” or “creative work” rather
than “data” or “intellectual property” because we acknowledge that created outputs
are human-generated creations that require thought and expertise, and that additional
effort is needed to transform these outputs into data or intellectual property [49].
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In this work, we present the perspectives of creative workers
regarding generative Al in their work; we investigate i) whether
and how the “3 Cs” can serve as a useful orienting framework
for generative Al governance in the creative work context; ii) we
document what creative workers say they need and want from
Al governance to better address the potential harms of generative
Al, and iii) we address disruptions to creative work that cannot
necessarily be addressed through generative Al governance. Al
governance refers to “the mechanisms and processes that shape and
govern Al including norms, ethical frameworks, and regulation
efforts designed to address the concerns Al may raise [12]. Effective
Al governance is crucial for fostering a safer, more accountable,
and more responsible generative Al ecosystem [14].

To understand what creative professionals want out of generative
Al governance structures and to address potential harms, it is useful
(indeed arguably essential) to involve stakeholders, especially those
creating the work, in the discussions. To this end, we conducted 20
semi-structured interviews with creative professionals in visual art
and design, writing, and programming. All three domains require
professionals to create items (i.e., the “creative works”), which may
be tangible or digital and may be novel or generic. Professional
creative practice tends to involve using established techniques while
allowing flexibility to express or embody a particular style (personal,
organizational, or associated with a particular project such as a
game or body of work).

Contributions. This paper makes three main contributions:

(1) We found that the role of the “3 Cs”—consent, credit, and com-
pensation—for protecting creative workers is not as straight-
forward as the current discourse may suggest. We build on
the existing literature by articulating these complexities with
insights from our interviewees.

(2) We found a gap between the protections and governance
structures that creative workers want around generative Al,
and what is currently in place at the governmental level,
along with companies, publishers, and platforms that cre-
atives work with. We articulate the “missing” protections
and structures our interviewees identified.

(3) Based on our findings, we provide recommendations for
improving generative Al governance at company, publisher,
platform and broader governmental levels to address creative
workers’ interests, and for concretely applying the abstract
concepts of the “3 Cs” in a manner that responds effectively
to workers’ substantive concerns.

2 Background

Previous works have examined how creative workers are impacted
by generative Al [44, 90] as well as how they use generative Al tools
in practice [10, 35, 42, 89]. To protect and promote the welfare of
creative workers, the 3 Cs (consent, credit, and compensation) and
their underlying principles have previously been recommended,
both for generative Al and in general settings [27, 29, 41, 43, 54, 77].
However, there is a lack of empirical research on whether this
framework would be helpful to creatives. More investigation is
required of workers’ perspectives on the governance of generative
Al—in both its training and its use—in the context of creative work.
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2.1 The Current State of AI Governance

Al governance is relatively unorganized due to the various stake-
holders, domains, and competing interests involved [12]. Due to the
breadth of potential concerns that Al governance needs to address,
it has been argued that Al cannot be extensively regulated because
it consists of several technologies, presenting different risks across
different domains [14, 80]. Al is governed at multiple levels: pri-
vately by individual companies through voluntary self-regulatory
schemes and standards, publicly by government regulation, and
through the third sector, through academic research, pressure from
trade unions, or NGO initiatives.

Private Sector. At the private level, several tech companies in-
volved in developing, researching, and releasing Al technologies
have started initiatives to address concerns that Al presents, such
as Google DeepMind’s Ethics and Society research unit in 2017 [21],
IBM releasing an open source fairness toolkit to help prevent dis-
crimination and bias in machine learning models [39], and various
companies sharing more information about their Al systems [12].

Public Sector. The global public regulation of Al is in its infancy;
as of 2023, 31 countries have passed Al legislation, and 13 are cur-
rently discussing their Al legislation [31]. In 2024, the European
Union released their AI Act, which is one of the most compre-
hensive Al regulations to date, “ensuring that Al systems respect
fundamental rights, safety, and ethical principles and by addressing
risks of very powerful and impactful Al models” [16]. However,
many existing legal regimes such as copyright, data protection,
labor law, and defamation law, may already be applied to certain
AT harms despite not being technology-specific.

Global AI governance is currently fragmented and evolving [14],
and multiple jurisdictions are working to create their own Al gov-
ernance strategies, requiring them to sometimes cooperate with
other jurisdictions for multilateral governance efforts [65]. The Al
governance efforts of various countries tend to focus on develop-
ing comprehensive Al legislation, including specific use cases, and
establishing guidelines and standards [65].

Third Sector. At the non-profit level, NGOs, trade unions, civil
society groups and research organizations are working on Al gov-
ernance, particularly governance that impacts their specific area of
focus [12]. Examples include universities launching research groups
dedicated to studying Al ethics and governance [12], labor unions
negotiating rights through strikes [81, 87], and organizations such
as the Institute of Electrical and Electronics Engineers (IEEE) estab-
lishing “standards, training and education, certification programs,
and more, to empower stakeholders designing, developing, and
using AIS (autonomous intelligent systems” [40].

2.2 Law and the 3 Cs

The 3 Cs—consent, credit, and compensation—were first coined by
Monica Bota-Moisin in 2017 [43], prior to the widespread availabil-
ity of generative Al models, in the context of protecting Indigenous
People’s cultural property. The phrase has more recently emerged
as a rallying cry for creative workers in response to generative Al.
However, they are not a concrete framework (e.g., in the sense of an
objectively implementable technical standard) nor formally recom-
mended by regulation, but the three principles behind it have been
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used and recommended in other domains previously, and these
three principles are individually important in a range of related
domains. For example, under the European Union’s General Data
Protection Regulation [27], asking users for consent one of the six
lawful basis for processing personal data and recommended in a
range of settings; more generally, consent has been recommended as
a best practice for online interactions to prevent harm [41]. Giving
creative workers credit for their work has been empirically shown
to be highly valuable to them and helps their careers [29, 77]. Addi-
tionally, U.S. copyright law usually assumes that creative workers
are compensated, either monetarily or otherwise, when their works
are used.?

The introduction of generative Al models like Stability AI's Sta-
ble Diffusion and OpenAI’s ChatGPT in November 2022 has resulted
in a litany of lawsuits filed by creative workers where, at the core,
the demands from creative workers remain the same — consent,
compensation, and credit from these generative Al companies for
the use of artists’ copyrighted expressive works [5, 17, 33, 50, 57,
75, 83]. When distilled, the grievances in most of these lawsuits boil
down to:

e Consent: Generative Al companies use creative workers’
work for training without their authorization or permission,
indicating a lack of consent.

e Credit: Generative Al companies misappropriate creative
workers’ names, styles, or likenesses for commercial benefit
or fail to attribute credit to creative workers.

e Compensation: Generative Al companies fail to compensate
creative workers or adhere to licensing arrangements.

Given that the objective of intellectual property law is to incen-
tivize the generation of more creative work [18], one may assume
that these attributes of ensuring consent, compensation, and credit
are incentivized and protected. However, there is a gap between
the characteristics protected by laws and the attributes valued by
creative workers [29]. The natural law justification of creative work-
ers’ rights granted under copyright law stems from John Locke’s
theory (Lockean theory), which entitles every person to earn the
fruits of their labor [48]. It acknowledges the need to allow oneself
to mix ‘products of the earth’ with one’s own labor (a ‘rational,
value-creating activity,) [53] to create new things and earn money
needed to maintain one’s life and happiness. The value of money,
for Locke, is derived from money being a medium of consent that
allows or disallows people to use their or others’ creative labor [63].
Therefore, under this theory, copyright law and its exclusive rights
enable creative workers to consent and seek compensation for their
creative works.

However, this theory does not consider credit and its valuation
for creative workers. Studies indicate that creative workers are will-
ing to sacrifice economic payments to receive attribution for their
work [77]. In the U.S., although copyright law related to derivative
works, misappropriation law, and the right to publicity prevent
others from using one’s name, work, style, or likeness without ac-
creditation, none of these laws award attribution as an enforceable

?Legal scholarship has however noted that fans creating derivative work (e.g., “fan
art”) based on copyrighted material may use disclaimers as a method of attribution
instead of offering compensation [82].
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right despite calls for this right to attribution to be a legally en-
forceable term in work contracts [29]. In most other countries in
the world, attribution is strongly protected as part of the creator’s
‘moral rights’ This derives from the French legal tradition of droit
d’auteur (author’s right), which stresses the creator’s personal con-
nection to the work, and their moral right to be acknowledged as
its source[62].

2.3 Impacts of Generative Al on Creative
Workers

As a result of generative Al relying on large amounts of data to
train its models and generate creative content, many copyright
issues have emerged, such as those surrounding authorship, fair
use, licensing, and liability, among others [49, 86]. This is mainly
because generative Al can mimic both the content and style of
creative output; content referring to “the objects and concepts in a
piece of art”, and style referring to how the art is expressed [90].

Creative workers around the world have spoken up about the
harms of generative Al on their work, mentioning issues such as
damage to their professional reputation, economic losses, plagia-
rism, copyright issues, and an overall decrease in creative jobs [44].
The creative community recognizes the potential harms generative
Al can have on their work and has started taking action. For exam-
ple, the SAG-AFTRA and Writers Guild of America went on strike
in 2023 to protest against issues relating to intellectual property
and usage of AI [81, 87].

Generative Al can only mimic the technical aspects of producing
creative content, but these re-creations are not based on artistic
training or traditions, which are developed over many years of prac-
tice to create a style unique to each creative professional [68]. This
mimicry is especially concerning given that when Al-generated
works are framed as being anthropomorphic, users perceive the Al
as being more “human”, which changes how users allocate respon-
sibility [26]. Increasingly, anthropomorphic descriptions are used
to describe Al [6, 44].

Currently, there are no formal protections for creative workers,
and therefore creative workers must take action by themselves if
they want to prevent their work from being potentially trained
on. Watermarking, which is where content is marked to convey
information, such as its provenance and authenticity [55], has been
suggested as another way of protecting creative work. However, em-
pirical research has shown that watermarking is not very effective,
and researchers suggest new methods be used [45]. Shan et al. [73]
created Glaze, a system that, when applied on training data such as
artwork shared online, misleads generative AI models and prevents
the models from mimicking the artists’ style. The researchers found
that Glaze was effective at preventing style mimicry [73]. Shan
et al. [74] have followed this up with Nightshade, a prompt-specific
poisoning attack that allows creative workers to defend themselves
against web crawlers.

In a 2024 survey with creative industry executives, it was found
that creative businesses have incorporated generative Al at a higher
rate compared to other businesses (25% of creative businesses com-
pared to 3.9% of businesses across the economy) [24]. The survey
also reports that 75% of participants believe that generative Al
tools would eliminate, reduce, or amalgamate different jobs in the
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creative industry. The report estimates that by 2026, over 203,000
entertainment industry jobs will be impacted or replaced by gener-
ative Al in the US [24]. Furthermore, the Game Developer’s 2024
Conference report found similar findings: 50% of surveyed game
developers are working at a studio that uses generative Al tools,
and 42% had ethical concerns about the use of generative Al in
their industry [25]. Due to ethical concerns, 57% of participants
felt that unionization amongst game industry workers was impor-
tant, but only 23% reported that they were part of a union or that
unionization was discussed at work [25]. Widder et al. [88] found
that software engineers, including those with more power, felt they
lacked power over their own work, leading to issues where they
could not resolve ethical concerns.

It is not only “traditional” forms of creative work that genera-
tive Al impacts. Different forms of work have different chances
of replacement by Al, with “automation-prone” jobs, such as writ-
ing, engineering, and programming, being more likely to be re-
placed [28]. The release of Al programming tools such as GitHub
Copilot has also impacted software development. Code churn, which
is where code is changed soon after it is written, is expected “to
double in 2024 compared to its 2021, pre-Al baseline”, indicating
that generated code is not of high quality [8].

However, there are also potential benefits and future opportu-
nities for collaboration between creative workers and generative
Al Inie et al’s study found that many creative workers are excited
about generative Al, and designing more participatory Al can em-
power creatives to coexist with generative Al [42]. Generative Al
was seen as exciting to some creatives because they expect it might
increase their productivity, inspire them, and lead to higher quality
work [42]. Additionally, creatives were not as concerned about gen-
erative Al, maintaining that Al cannot produce high-quality work
indistinguishable from human-made work and that creative work
is more complex to create than Al is capable of creating [42]. This
finding was echoed by Woodruff et al. who found that knowledge
workers do not see generative Al as an immediate threat, viewing it
more as a tool for making one’s work easier, replacing menial tasks,
and requiring human supervision [89]. Han et al. found that gen-
erative Al can be used to improve collaboration within teams [35].
Boucher et al. have speculated that generative Al can help empower
creative professionals when generative Al is used to honor creative
professionals’ feedback and perspectives [10].

3 Methods

We interviewed 20 creative professionals to explore how creative
workers viewed generative Al and its governance. Interviews were
one hour long and took place on Zoom. Our institutional review
board approved our study, and participants were compensated €30
for their participation.

Selecting Creative Domains. We interviewed creative workers
in visual art and design, writing, and software development. Our
creative domains of interest were informed from previous research
in psychology that identified six domains of creativity in a Cre-
ative Behavior Inventory: mathematics and science, music, fine arts,
performing arts, literature, and miscellaneous [38]. Of these six
creative domains, we selected and adapted fine arts (visual art and
design), mathematics and science (programming), and literature
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(writing). We selected these three creative domains because they are
most relevant to the HCI and broader computer science community,
where design, writing, and programming are common elements of
the work and research pipeline.

3.1 Designing Interviews with Stakeholder
Input
We wanted to represent the perspectives of creative professionals
and ensure the interviews included relevant insights for the creative
community. To achieve this, we conducted a pilot study. We con-
tacted three creative professionals from our personal networks in
the creative domains of interest to discuss our preliminary interview
questions, understand what they wish to know about other creative
professionals relating to generative Al, and other considerations
to take into account during our interviews. Our pilot participants
were informed that their insights would be used to form and adjust
our interview questions, and not used in reporting results. The
three creative professionals were recruited from the authors’ own
networks, and all make an income from their creative work, either
as full-time employees for a company, or part-time through free-
lancing; we interviewed two designers and one writer for the pilot
study. As some of the research team had professional experience as
software developers, they provided insights about questions and
perspectives programmers may have for the interviews.
Our pilot participants’ backgrounds are described below:

o A full-time mid-career video game designer for a small game
studio based in the US with experience working in large
video game studios (corresponds to P6).

e A part-time freelance creative writer with over 5 years of
experience publishing with various magazines and journals,
based in the UK (P7).

o A full-time junior career UX designer for a small start-up
based in France (P11).

Based on the pilot interviews, we adjusted our interview ques-
tions, taking into account common themes of interest pilot par-
ticipants mentioned and what they wished to know about other
creatives’ experiences with generative Al

All three pilot participants were invited again to participate in
our study, which they all took part in. We recruited them again
because our preliminary interview questions significantly changed
based on their feedback, ensuring we would hear new insights from
pilot participants during the official interviews.

3.2 Interview Protocol

The semi-structured interviews ran for about an hour and took
place on Zoom. All interviews were conducted in English by the
first author. Our interview protocol can be found in Appendix A.
Participants were first given a briefing on the study and were
informed that we were interested in hearing about their experiences
and thoughts of generative Al as creative workers. As we had
industry participants whose employers were building and/or using
generative Al tools, we assured participants that this study is purely
for research purposes, and their identities and companies would
be anonymous during the data analysis and reporting of results. If
participants agreed to continue, they were asked to sign the consent
form and fill in the demographics questionnaire. Afterwards, the
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interview began, and the researcher turned on the audio recording
feature on Zoom for data analysis purposes.

3.3 Participants

3.3.1 Participant Recruitment. To recruit participants from specific
creative roles, we used snowball sampling and recruiting freelancers
on Fiverr?, a freelancing platform covering a variety of knowledge
work. We aimed to recruit creative workers working in different
forms of employment, such as within a company or freelancing, to
better understand how employment style impacts creative workers
potentially affected by generative Al Participants had to be over 18,
speak English, and be professionally working in our three creative
domains of interest; experience with generative Al was not neces-
sary for our study. We stopped recruiting at 20 since we reached
saturation, generally reached at 9 to 17 interviews [37].

For snowball sampling, the researchers initially reached out to
their personal connections and recruited interested participants.
At the end of the interviews, the researchers asked participants to
share the study information with their connections who might also
be interested in participating in the study.

To recruit on Fiverr, the first author created a profile and created
a Brief, which is where a client seeking a service posts a gig and
gets matched with potential freelancers. Our brief was posted three
times, each time to a different target group of freelancers (art/design,
programming, and writing), and described that we were seeking
creative professionals for an interview study. Fiverr participants
were compensated through the Fiverr platform (to comply with
Fiverr’s Terms of Service) and we covered the service fees.

3.3.2  Participant Demographics. Seven participants worked pro-
fessionally as artists or designers, six as writers, and seven as devel-
opers/engineers. We recruited nine men and eleven women, with
an average age of 28.63 years old (one participant did not disclose
their age), and had an average of 5.23 years of professional expe-
rience. Eight participants were working as freelancers, including
a few writers who worked with publishers alongside their free-
lancing, and 12 as employees of a company. Of those employed
by a company, most were working in large companies with over
250 employees [64]. Most participants were based in the Global
North, with some participants based in the Global South. Detailed
participant demographics can be found in Table 1.

3.4 Data Analysis

The data was analyzed by two authors of this paper. Due to the
authors’ different but complementary backgrounds for this study
(one is an HCI researcher, the other a researcher with a background
in law and public policy, having practiced IP law), they analyzed
every interview together to ensure they did not miss important
details relating to legal or HCI aspects of generative Al

They first discussed important things to keep track of relat-
ing to Al governance, the 3 Cs, and creative workers’ experiences
with, and thoughts of generative Al Afterwards, they conducted an
open-ended, iterative thematic analysis of the interviews together,
identifying important codes from a few interviews, adjusting codes

3https://www.fiverr.com/
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as they coded more interviews, and then shifted towards a de-
ductive approach once they had a more structured codebook, a
common practice in qualitative research [59]. With this codebook,
they formed the codes into relevant themes [15]. As the authors an-
alyzed every interview together, which involved discussing areas of
disagreement to reach a compromise, there is no interrater reliabil-
ity score. We identified 121 codes, which fit into 13 different themes.
Our codebook can be found in our Supplementary Materials.

Our Results Section focuses on findings that have (to our knowl-
edge) not been discussed in the current literature around generative
Al and creative work, such as focusing more on Al governance and
regulation of created work. Our codebook contains more detailed
codes and themes along with their descriptions, that have not been
fully discussed in the paper.

4 Results

In this section, we discuss our findings relating to the 3 Cs (consent,
credit, and compensation) framework, broader generative Al gov-
ernance findings, and disruptions to creative work that cannot be
addressed by Al governance.

4.1 The Role of Consent, Credit and
Compensation in AI Governance

The 3 Cs of consent, credit, and compensation have been recom-
mended to mitigate the harms of generative Al on creative workers.
This framework suggests that when created output is being used
to train Al models, companies need to i) ask creative workers for
their consent to use their work, ii) give credit to creative workers
whose work has been used to train models, and iii) compensate
these creative workers [43, 54].

In our study, however, we found that the role of consent, credit
and compensation was much more nuanced than previous recom-
mendations suggest. We identified the potential benefits to creative
workers from this framework, but we also identified areas where
this framework may harm workers, as well as identified specifica-
tions for how companies can apply this framework responsibly.

4.1.1 Consent. Almost all participants stated they would like to be
asked for consent to have models trained on their work. Regarding
consent, they would also like to be informed of how their created
output would be used, ideally through an employment contract if
they were starting a new position, or through email, work meetings,
and a mix of formal and informal communication if their work
conditions were changing.

P12 describes the importance of consent: “I think transparency
is key. I would hate for any author or creative to feel like they were
tricked into anything. So I think it goes back to publishers being clear
about where work is going and how it’s going to be used. If I write
something for a company, I want to know it’s being published in this
country for this long, this is all this information. Or if it is going to
feed like feed an Al system, I'd like to know that and then I can make
an informed choice.”

For informed consent, creative workers wanted to be given more
information about whether their work would be used to train gen-
erative Al models, and if so, how long their work would be re-
tained for (i.e., whether it would be retained after they left the
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Table 1: Participant Demographics

(If working in
F Yo f
Job title orm(s) a company) cars o Location Age Gender
of employment Number of experience
employees
P1 UX designer Company > 250 4 Canada 28 Female
f 1
P2 Software d'e velopment Company > 250 8 USA 29 Male
engineer
P3 Software engineer Company > 250 6 USA 27 Male
P4 Trading associate Company Under 10 4 Cayman Islands 27 Male
P5 Copywriter Company > 250 6 Germany 30 Male
Pé6 Principal v1sua.l Company Between 50 to 249 17 USA 39  Female
development artist
P7 Creative writer Free%ance’ N/A 8 UK 25  Female
publishers
P8 Software engineer Company Between 10 to 49 3 Canada 26 Male
P9 Graphlc designer Freelance N/A 10 The Netherlands 28  Female
and illustrator
P10 Software engineer Company > 250 4 Canada 26 Male
P11 Product designer Company Between 50 to 249 1 France 26 Male
Freelance,
. publishers,
P12 Writer 1 N/A 3 Canada 24 Male
self-publishing
companies
P13 Graphic designer Freelance N/A 2 Sri Lanka 27 Male
P14 Creative writer Freelance N/A 5 South Africa 46  Female
P15 Writer Freelance N/A 6 India 29  Female
P16 Writer Freelance N/A 5 Germany 20  Female
P17 Industrial designer Freelance N/A 7 Canada N/A  Female
P18 Product designer Company > 250 1.5 Canada 23 Female
P19 Software engineer Company > 250 Germany 32 Female
P20 Software engineer Company > 250 9 Singapore 32 Female

company/publisher/platform). Creative workers stated it was es-
sential to be informed about how their work could be used in a
way that is easy to understand, accessible, and with enough time to
consider their decision: “I would prefer being notified in a way that
gives me time to react, voice my own concerns about it. I think if our
CEO does it consistently with emails, I think that’s fine” (P3).

For those who did not feel consent was necessary, it was because
they were employees of a company and mentioned that their com-
pany owned the work they created during work hours: “[Worker’s
company] has paid me to work within a particular use case to write
code. And so in that case, they own it and it’s their code” (P19).

Consent decisions may change with technological advances. While
consent is important for potentially training ATl models on workers’

created output, consent decisions change over time as technology
advances. Almost all participants said that generative Al is not ad-
vanced enough yet to replace their own work at this time, but many
had concerns about how it could advance in the future, therefore
consent, if only asked for once in the beginning, may harm creative
workers in the future.

In the words of P8: “I'm a bit more comfortable with it (my created
output) being used for generating examples because I know the tools
aren’t that powerful right now. But if in the future the Al tools are
powerful enough where it can learn enough from my code to threaten
my job prospects elsewhere, then I would I would be a lot more reluctant
about giving that permission.” A similar sentiment was expressed
by P14: “Once I've given it (ownership rights) to someone and they’ve
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paid me for it, I feel that it’s theirs and I don’t really mind it being
used for training. I'm worried about when we get to the time when it
can really start writing a novel that doesn’t sound like it’s computer
generated and what that’s going to do to an industry that’s already
horrifically difficult to get into and to make a living from.”

The role of power dynamics in the ability to consent: Creative work-
ers employed by a company also mentioned the power structures
involved in whether they are able to say “no” to training generative
Al models at work: “The company owns our a**es, they could do
whatever they want with our code, so we can’t really tell them they
can’t use our code for training” (P10).

This points towards the limits of ‘consent’ in the 3 C’s mantra.
While being able to object to one’s output being used to train Al
is important, if work opportunities are hard to come by, and pay
is decreasing, the freedom to say “no” may exist only in theory; in
practice, the worker may be effectively coerced to give permission
for their work to be trained on, or face unemployment. This finding
is supported by previous work by Chowdhary et al. [13] which
found that workers are unable to provide meaningful consent due
to power dynamics, impacting their autonomy and the value of
workers’ data collected under “meaningless consent”

4.1.2 Credit. Some participants mentioned that they would like to
be attributed if generative Al models were to be trained on their
work. They said it was important for them to get recognition, which
aligns with research showing that creative workers value getting
attributed for their work [29, 77].

However, our findings show that not all creative workers want
credit for their work if it were used to train Al models. Of those
who did not want to be attributed, there were three reasons:

Not well-known enough: First, they did not consider themselves to
be “famous enough” to be attributed where it would matter if their
name were on the product: “I would prefer to be anonymous. I don’t
think anyone would know who I am anyway. But I do understand that,
you know, the bigger, more famous writers would probably definitely
want people to know when their work is being used” (P14).

Companies should get credit: Second, they are employees of a
company and the company owns their work, as described by P20:
“All credit should be under the company name, I guess, because we
are working for the company.”

Reducing responsibility: Third, some participants explicitly stated
they would not like to be attributed because of concerns about
what could be created without their knowledge or consent. Some
participants did not want to be attributed for their work because
they have no control over what users prompt or how their work
would be used by generative Al models, and would like to reduce
responsibility over Al-generated output.

Sometimes this concern was related to offensive Al output that
could be created from their work: “I would be pissed if someone used
my work for political reasons because I just wouldn’t have any control
over it. If someone from a far-right group created images trained on
my work I would be really pissed” (P11). In light of influential tech
companies such as X removing their Ethical Al team with a change
in leadership in 2022 [46], offensive Al-generated content has been
a concern with X’s Grok Al image generator [72], and concerns
may be heightened for creative workers whose output may be used
to train these Al models.
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Other times, this concern about receiving credit for training an Al
model was about wanting to reduce responsibility over subsequent
impacts their work could have: “You want to be proud of it (your
work), but I know sometimes once it gets out there, you’re not happy.
You don’t know what the outcome is like for a product, you don’t know
what the outcomes will be like until it’s in somebody else’s hands.
Sometimes you’d be like, ‘Oh sh**, I didn’t realise the impact (my
output) would have.” Like Keurig coffee machines, the inventor of it
was, you know, what a convenient and efficient way to have coffee.
And then once it was so popularised and he saw how much waste it
was producing, he admitted he regretted inventing it. He didn’t expect
the impact it would have on the environment” (P17).

4.1.3 Compensation. All participants stated that they would like
to be compensated if their work were used to train generative Al
models. If creative workers were already working in a company,
many said their salary would be adequate, but they would want
extra compensation if their work were used in the future, after their
employment were to end with that company.

Creative workers stated that these models could potentially re-
place their own work, and it is unfair for companies, platforms,
and publishers to profit off of this work, especially if they were no
longer working with them: “I guess a worse scenario is you’ve sold
your work and the publishers profit from it and you’re not getting any
cut of the share. And they’re also doing derivatives of it, and you’re
not getting anything” (P7).

Acceptance of training generative Al models differs for work vs.
personal projects: In our interviews, creative workers distinguished
between generative Al models training on output they create at
work, versus personal projects, where compensation may be tricker
to implement, and may not fully resolve feelings of unethical use of
one’s creative work. Creative workers were more likely to accept
generative Al models trained on output they produced at work,
sometimes seeing it as a part of one’s job, and work they are not
often very attached to: “A lot of the work that I do for products, I per-
sonally wouldn’t mind (being used for training) specifically because I
have a sense of detachment from it in a sense of it’s just purely for a
product, it’s purely for the sellers and my customers” (P18).

Some creative workers mentioned having personal side projects
relating to their creative domain, and said they were not fine with
generative Al models training on their personal projects, as they are
more attached to them. As described by P11: “If it’s just about work,
don’t really care, but if it’s about my personal projects, I would be mad.
The designs I do in my work are for our users, and for the business.
But if it’s something very personal, I would never want someone to
use the stuff that I really care about to make some money, some profit
on it”

4.2 Generative Al Governance Principles
Beyond the 3 Cs

Discussions around generative Al governance, especially those
relating to creative workers, are in their infancy. However, Al gov-
ernance is important to address creative workers’ needs, represent
their voices, and set standards over the usage of generative AL
Consent, credit, and compensation are important factors to consider
when adopting generative Al governance principles, but other Al
governance recommendations emerged during our study.
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4.2.1 Al regulation within companies, publishers, and platforms is
not yet well-established. All participants agreed that using genera-
tive Al for creative work requires better regulation and governance.
Participants suggested that Al governance for addressing creative
work should happen at both the governmental (public) level, and
the company/platform/publisher (private) level. In the words of P14,
“Iunderstand that things (technologies) have to move forward, but I do
think that governments worldwide have to find something; there are
laws that have to be brought into place, and things have to be done.”
When it comes to regulation at the company/platform/publisher
level, P9 said: “The companies who make the generative Al models
should come with a disclaimer saying ‘What we use is from existing
work made available on the internet that may or may not belong to
somebody else.”

Few companies, platforms, and publishers have an Al governance
strategy: Despite the perceived importance of Al regulation, most
participants said the company, publisher, or freelance platform they
work with currently has no Al governance strategy around the
use of generative Al at work. Oftentimes, creative workers men-
tioned that their organizations used a reactive mitigation strategy
in dealing with generative Al, whereas proactive strategies would
be preferred. As described by P12, “Recently with this chapter that
I've written for a publisher, there was no mention of AL so I feel like it’s
either not being considered or the idea is that it’s still so nascent and
so new that it’s not really a threat right now and that it’s something
that maybe we’ll deal with in 5 or 10 years. I think it’s not something
that the people that I've spoken with are really, like, grappling with
in terms of the publishing side.”

Widespread Al governance faces challenges: There are barriers to
the widespread adoption of Al governance, such as the size and
financial resources of an organization. In the words of P7, this
sometimes leads to the banning of any Al usage to account for the
lack of Al governance: “I recently submitted to this one magazine,
which was very explicit about not allowing any gen Al material. I
think the smaller magazines are the ones that tend to be a bit more
stringent (around Al usage) partially because they have such limited
staffing. Usually they’re all volunteer staff and less than 20 people and
a lot of them are students or work in academia, so they don’t have as
much time. So in order to preserve what limited volunteer time that
they do have, they just have to have more stringent policies.”

4.2.2  Creative workers want a say in how generative Al is used and
governed. Some creative workers stated that they feel their voices
were left out of the generative Al discussions at work, and that it
is difficult to communicate their concerns to other communities,
especially those building these technologies and those in positions
of power to make decisions around Al usage. Very few of our
participants were part of unions, which are important for addressing
workers’ rights and advocating for workers as a collective.

In the words of P6, “I think my biggest challenge these days as an
artist is that artists are typically really bad at thinking in a sort of
systematic way about their own work and on the whole, we’re a very
sort of intuitive bunch. So when I see artists try to make a case to others
who are not artists about why their work is important, how do you
get (convey) that information to someone else?” This challenge was
not expressed by participants from all creative domains. However,
previous research has found that creative professionals in other
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domains, such as programmers, are also limited in the amount of
power they have to express their ethical concerns [88].

4.2.3 Generative Al models being trained on copyrighted content
was a common concern. Many creative workers in our sample had
concerns about copyrighted content and data quality, not only about
generative Al models potentially training on their own work but
also about how they could potentially break copyright laws if they
were using Al-generated work.

Because of these concerns, some participants were advised by
their companies to avoid using generative Al for sensitive tasks,
such as production code or final design versions, but were told it
was fine to use it for drafts. Creative workers, particularly those in
design and visual art, stated that they preferred to use generative
Al tools that were trained on licensed or public domain images,
such as Adobe Firefly [1], to avoid potential legal and ethical issues.

4.24 Creative workers want more regulation to focus on differenti-
ating between Al-made and human-made work. Creative workers
stated that a threat to their current work is the lack of differentia-
tion being made between human-made and Al-made work, which
is where Al governance can be helpful. In the words of P5: “There
needs to be a proper regulation of sorts on how to use and how to label
work that is made by Al versus work that’s truly made by humans.”
Better labeling of what is and is not Al-generated, such as through
a filter on platforms or having badges indicating who/what created
output, was deemed an important step towards making generative
Al more responsible.

Creative workers in design may rely on other tools, such as
image or code libraries, to gather inspiration or solve a problem,
but Al-generated content is also spreading to these libraries, causing
concerns of not only copyright but also decreasing the quality of
these platforms. “As a designer, I use a few platforms. I take some
images there, I pay a subscription fee and those images help me in
my creative process. If I go on those platforms and I'm looking for an
image, there’s an abundance of Al artwork trying to pass as not-AlL
That is very difficult for me to work with because the platform is not
keeping a tight grasp on it and it makes my process of searching for
inspiration time-consuming and difficult” (P9).

4.3 Changes to Creative Work Not Addressed by
Generative AI Governance

In this section, we discuss changes and disruptions to creative work
that cannot be addressed by (generative) Al governance, which
may require creative workers to adapt to the changing working
environment on their own.

4.3.1 How creative workers adapt to generative Al. While creative
workers expressed excitement, worries, and doubts about genera-
tive Al participants said that Al is likely here to stay and they will
need to adapt to be competitive in their field. This is particularly
important for protecting one’s career in case Al governance does
not adequately address the interests of creative workers.

Better prompting: Creative workers said it is important to be-
come better at prompting to get more precise output: “Everyone can
generate an image using Midjourney, but it takes someone that really
understands how to use the perfect words and create a prompt such
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that you generate the perfect picture you need. So that’s a skill you
can market or you can sell” (P13).

Augmenting skills: Creative workers said generative Al should
be used to augment skills rather than replace them because this will
improve work quality while ensuring output maintains a level of
human thoughtfulness that Al typically lacks. As described by P6:
“I think a good example was what I think were generative Al tools on
the new Spider-Verse movie. It’s the style that they got, which is that
sort of very hand-drawn style, and they use generative Al to make
sure that the lines looked a certain way across frames. It would have
been impractical to do if you had had to rely on humans and so they
did it with AL and it allowed them to get a really great look. And it
was a human being saying, ‘Here is the style, here is the target, and
let’s get the thing (AI) to do the grunt work in the back end.” That’s
labor saving”

Accessibility: Creative workers said generative Al can improve
accessibility for learning new skills faster. P8 said: “On the hopeful
side, I think that (generative AI) might lead to a lot better involvement
in, say like more complicated open source topics or projects that require
a lot more specialised skills. So, for example, I think a few years ago,
there was some concern that the maintainers of OpenSSL were only
a handful of people across the world, and for good reason because
you need to be very skilled with cryptography to work with OpenSSL.
Maybe in the future some generative Al tool would make it a lot easier
to get into those advanced cryptography topics and be able to explain
some of the more esoteric code in that code base and then maybe that
would lead to a wider group of people better qualified and able to
contribute good patches to these projects.”

4.3.2  Generative Al may disrupt creative industries. Creative work-
ers stressed that generative Al, when used in a way that replaces
workers rather than aiding them (such as helping with menial tasks
or augmenting their own skills), can negatively impact the quality
of output.

Loss of respect for creative work: Creative workers feared that
there would be a loss of respect for the craft, and making non-
experts believe anyone can become a writer, designer, artist, or
programmer without years of training and practice, P16 “I've real-
ized that many people, they claim to be writers on Fiverr, but all they
do is just use AL”

Loss of work for creative workers: Connected to a loss of respect
for creative work, the rise in generative AI's popularity has im-
pacted some participants’ livelihoods, especially those working as
freelancers: “When it comes to writing, I realised people order way
less from me now since Al is a thing now. A couple of years ago, I
had many orders, and many people wanted to work with me” (P16).
This finding is supported by previous work showing that online
freelancers in writing and code-related jobs prone to automation
are indeed losing work [22], and that certain jobs, such as writing
and programming, are more prone to being replaced by Al [22, 28].

Lack of human thoughtfulness: Participants stated that Al-generated
content does not have the level of human thoughtfulness that
human-created output has: “I'm really scared that people think they
can be designers just because they can make some graphics with AL
Design is really more important and much deeper than that. It is not
only about how things look, but also the experience and the problem
that it solves” (P11).
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Shallow understanding of creativity: Creative workers stressed
that generative Al can lead to a shallower understanding of the
creative process. In the words of P3: “Instead of doing the learning
themselves, which, you know, they might find is tedious, they now just
delegate it to ChatGPT and all they’re doing is kind of like pasting code
around.” Previous work by Messeri and Crockett [60] has shown
that Al can lead to an “illusion of understanding” where users may
think they know more about a subject, and therefore produce more
work, while only having a shallow understanding of concepts.

Elimination of creativity: Creative workers also commonly men-
tioned that generative Al can eliminate creativity that naturally
comes with human-made work because generative Al is good at
mimicking, but not necessarily creating something original. In the
words of P6: “As far as what I'm seeing, I think it’s going to be an
extension of trends that already existed and it’s going to make it much
worse, which is everything looking the same. It’s sequels after sequels
after sequels because it changes the incentives. It’s already difficult
to get anybody to sign onto anything new or to spend any amount of
money on anything new. And, you’ll get, you know, Ghostbusters 17...
Isn’t it better to make new things and add to culture and make today
different than what yesterday was like?”

5 Discussion

Our interview study with 20 creative workers in visual art and
design, programming, and writing investigated what creative work-
ers want out of generative Al governance, focusing on the 3 Cs
(consent, credit, and compensation), and generative Al governance
recommendations beyond the 3 Cs. Our findings confirm previous
research showing that creative professionals think generative Al,
in its current state, still requires human input and is therefore not
a very serious concern for job replacement yet [51, 52, 69]. Instead,
many creative workers view generative Al simply as a tool, echoing
a finding from Han et al. [35]. When creative workers in our study
did say they used generative Al, many had copyright infringement
concerns about the data generative Al models are trained on, show-
ing that there is an increasing demand for copyright-free content,
a finding which also has been surfaced in previous work [34].
Understanding creatives’ concerns about work replacement and
the role generative Al plays helps us better understand how it can
be harmful to creatives and how it can be adapted to help creatives
succeed. However, it is also important to focus on generative Al
governance and workers’ protection policies to address workers’
needs. We expand upon previous work about the impacts of gen-
erative Al on creative work(ers) by investigating how to address
workers’ needs better through creative worker-centric generative
AT governance. Specifically, we focus on the 3 Cs framework of
consent, credit, and compensation, which lacks empirical research on
whether creative workers find this framework useful as a protection
mechanism from the potential harms generative Al may bring.
We found that generative Al governance is perceived as impor-
tant to protect creative workers’ rights and livelihoods from the
potential harms of generative Al but there is a gap between what
workers want, and what is currently in place, not only from govern-
ments, but also from companies, publishers, and freelance platforms
that creative workers commonly work with. We also found that
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the 3 Cs play a more nuanced role than current discourse may sug-
gest [43, 54], with both the potential to protect and harm creative
workers, therefore requiring careful consideration if regulators and
other stakeholders were to implement this framework into practice.

5.1 Acceptable and Unacceptable Uses of
Generative Al

Creative workers shared mixed feelings towards generative Al
When it is used in an acceptable manner, it can result in an effective
collaboration between creative workers and Al, but when used in
an unacceptable, unethical manner, it can harm creative workers.
Therefore, we recommend that more consideration be placed into
how generative Al is trained, used and governed in relation to
creative work to enhance the ethics of these models.

In the EU context, the Al Act considers employment and labor
markets as high-risk domains for the application of AI systems
generally (see Annex III, paragraph 4), but it mostly focuses on
the application of the Al systems in this domain, e.g., the use of
Al systems in recruitment, work organization, or evaluation of
workers. However, the creation of Al systems (including the data
and data pipelines used to train the systems) can also create risks
in the employment context and labor markets, as we discussed
in this paper. From a policy perspective, it may become relevant
to consider regulating the data, data pipelines, and organizational
settings in which Al systems are made and trained on (including
the platforms and employment contexts in which our interviewees
worked), in addition to their outputs and impacts.

In the EU AI Act, it is specifically mentioned that AI systems
should be classified as “high risk” when they “may have an apprecia-
ble impact on future career prospects, livelihoods of those persons
and workers’ rights” (recital 57). As such, we recommend that Al
companies, employers, freelancing platforms, and publishers abide
by these regulations and not engage in uses of AI which may impact
the rights or careers of creative workers which may be deemed as
an unacceptable use of Al

5.2 Power Dynamics in the Generative Al and
Creative Work Landscape

In our study, we identified some underlying issues of power dynam-
ics which exist in the generative Al and creative work landscape,
evidenced by three points:

Unpredictable power shifts with emerging technologies. Creative
workers in our interviews expressed worries about losing control
over their work, such as it being used for training without their
knowledge or consent. Creatives often give up rights to their work
when signing contracts with companies and clients, but it is impos-
sible to consent to licensing, etc., of rights for future unspecified
uses and unknown technologies.

Information asymmetries. As the inputs used to train generative
Al models are largely unknown, there are information asymme-
tries between creative workers whose work may be used to train
generative Al models, and companies building these models. Thus,
creative workers in our study expressed some doubts for the future
of creative work, and wanted more transparency from employers,
publishers, and platforms they were working with. This can be in
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the form of making generative AI models more transparent with
regard to how they are trained, and better informing workers about
if and when their work will be used to train such models, along
with proper consent, credit, and compensation considerations.

Lack of established Al governance and regulation. Our study found
that most organizations which creative workers worked at, either
as an employee or freelancer, lacked an established Al governance
policies. Sometimes, this led to reactive, rather than proactive ap-
proaches to Al governance, or ignoring Al (such as banning its
usage) altogether. This lack of lower-level Al governance, supple-
mented with a lack of widely adopted Al regulations around the
world, can also lead to a power imbalance between creative workers
and companies potentially training on their work.

5.3 Implications for Workers

Generative Al impacts creative workers in companies vs. freelancing
differently. Our findings indicate that different forms of employ-
ment, and therefore creative domain, are impacted differently by
generative Al Generally, freelancers in our participant sample had
more concerns about generative Al replacing their jobs because
they tend to have less stable income than company employees. This
is reflected in previous work, which shows that freelancers try to
find work that does not rely on platforms or clients to build their
credibility and find stability [7].

Additionally, we found that creative workers employed by a
company tended to be less attached to their work compared to
freelancers. As such, these participants were generally fine with
companies training Al models on their work, but only while they
are employed by them. While employees of a company are more
secure in their employment compared to freelancers, they can also
experience harm if their work is used to train models when they
are no longer employed by a company, especially without their
consent or further compensation.

Within our participant sample, all programmers we interviewed
were employed by a company, whereas writers, designers, and
artists tended to be a mix of freelancers and employees. We ob-
served differences in how secure creative workers in different do-
mains felt with regard to generative Al. While many participants
expressed some level of concern about (future) job replacement by
Al the level of immediate threat differed. Some writers, designers,
and artists we interviewed, particularly those who are freelancing,
have seen a decrease in work due to generative Al In contrast, pro-
grammers also expressed feeling worried, but were not as impacted
by generative Al yet, as they have more present-day job stability.

Collective action can help protect creative workers. Due to the dif-
ferent forms of work creative workers may be involved in, ranging
from being an employee of a company to freelancing on a platform
or freelancing with publishers, we need generative Al governance
adapted to different working conditions, with special policies to
protect more precarious working situations such as freelancing.

Echoing previous findings [25], most participants in our sample
were not part of a union, and freelancing makes unionizing difficult.
Formally, most freelancers cannot really ‘unionize’ (in the sense of
joining an association legally recognized as a ‘union’) and cannot
do collective bargaining within the framework of most labor laws
(for example, the US National Labor Relations Act), as this is a
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violation of competition law. However, collective action efforts can
strengthen workers’ voices and better protect them [88]. As creative
workers are in a vulnerable position and generative Al is impacting
their careers, workers need to be represented in generative Al
discussions, both at the local company/publisher/freelance platform
level, and at broader governmental levels.

5.4 Implications for Companies, Publishers, and
Platforms

Companies, publishers, and platforms are potential avenues that
creative workers may work at and can act as an intermediary be-
tween creative workers and the “outside world,” such as the public,
clients, or other entities. Therefore, companies, publishers, and
platforms can play a role in protecting the workers they work with.

Workers want better-established generative Al governance strate-
gies. Many creative workers in our study wanted the companies,
publishers, and platforms they worked with to adopt a more proac-
tive and thorough generative Al governance strategy to address
their needs. Specifically, this generative Al governance strategy
could include more transparency around Al usage, such as clari-
fying when generative Al can or cannot be used, the conditions
around its usage, being notified if/when their work may be used to
train Al models, and wanted more done to differentiate between
Al- and human-made work.

Creative workers who worked on freelance platforms also wanted
better filters to differentiate between Al-generated and human-
generated work. Freelance platforms should have more rules around
who can work on their platforms as a “freelancer,” since our study
found that some freelancers complained about other freelancers
using Al inappropriately in their services. Importantly, companies,
publishers, and platforms should also gain consent from creatives
around generative Al usage, indicating whether their work could
be potentially used to train generative Al models, in the present or
in the future.

Additionally, we found that creative workers working for differently-

sized companies and publishers had different levels of generative
Al adoption and rules at the local level. Those who worked with
bigger, therefore usually better resourced, companies and publish-
ers often reported that generative Al was more likely to be used at
work. As such, these better-resourced companies and publishers
sometimes had some set of formal or informal rules around the use
of generative Al compared to those with fewer resources.

5.5 Implications for Regulation and Policy

The law can protect a weaker party from a more powerful party who
may misuse their power or knowledge. Often, copyright, IP, and
patent law can be weaponized and used against creators, especially
by “bigger players” with more resources and legal power to protect
their assets [23]. There are some ways to give power back to other
stakeholders and promote rights for creative workers, and part of
this is through effective Al regulation and policy, especially those
aimed at giving weaker parties more power.

More effective generative Al governance that considers creative
workers’ needs and preferences, more creative work protections are
possible. Generative Al regulation, at both governmental and local
(company/platform/publisher) levels, should focus on improving
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creative workers’ protections and involving workers’ voices. In our
discussion, we present how, through the lens of Al governance, we
can re-distribute the power that big tech corporations have over
the other affected stakeholders.

Regulation vs. Innovation. One question that arises in consider-
ing potential new policies addressing generative Al governance
and in potential updates to existing regulatory frameworks such
as intellectual property or data protection law, is whether such
regulatory developments could stifle or slow innovation, and po-
tentially thereby hamper economic growth and reduce consumer
welfare. In this context specifically, the question is whether such
regulatory developments would, or could, slow the development of
generative Al technologies. Regulations may address creative work-
ers’ livelihoods and rights, at least in the short term; however, it
may also slow adoption and in-country development of generative
Al technology, and thereby potentially cause long-term economic
harm (e.g., through loss of economic growth opportunities, com-
petitiveness, or indigenous technological capability).

There may not always be a tradeoff between regulation and
innovation. Anu Bradford argues that there are features in the
US legal and tech ecosystem that the EU lacks, rather than the
EU’s focus on regulating technologies, that have allowed for US-
based tech companies to gain more international distinction [11].
These differences include the EU consisting of multiple nations,
languages, and local regulations making it difficult to scale and
grow their businesses, less funding for EU companies and their
innovations, the EU having a culture of being averse to risk and
costly bankruptcy laws making risks extra risky, and the US tech
sector’s ability to attract global tech talent [11].

Additionally, there are different types of innovation, and not all
of them contribute equally to economic growth or consumer/social
welfare. Especially in the context of increasing climate change im-
pacts and political polarization, policymakers may feel a need to
assess the potential economic and social benefits—and risks—of new
technologies with frameworks beyond the traditional economic as-
sumptions that technological innovation leads to economic growth,
which leads in turn to broad-based improvements to consumer
welfare [56, 58, 67, 70, 79]. The net economic and social benefit of
generative Al systems, and therefore the potential costs of estab-
lishing regulatory frameworks that might slow their development
or adoption, is in this context extremely difficult to estimate.

Recommendations for applying the 3 Cs into regulation and prac-
tice. Based on our findings, we present implications for regulation
and policy:

Consent: Consent is necessary for Al systems to be responsi-
ble [76]. As such, policymakers could require employers and other
contracting counterparties (e.g., publishers, platforms) to explicitly
inform employees and other creative workers if they intend to use
creative workers’ work to train generative Al systems, or allow
other parties (e.g., firms building and operating such systems) to
do so. There could also be efforts made to establish requirements
for valid consent (e.g., Art. 7 GDPR); namely, that consent must be
informed and genuine (i.e., truly freely given); i.e., workers must be
effectively protected from any direct or indirect penalty, punish-
ment, or disadvantage if they decline to give consent.
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In our study, many creative workers mentioned that they were
fine with generative Al models being trained on their work, but had
concerns about how generative Al may advance and potentially
replace them in the future. As such, we recommend that consent
should not be a one and done situation; creative workers should
be asked for explicit and informed consent when they are first em-
ployed with a company or work with a publisher/freelance platform,
in addition to being asked for consent from companies building
and operating generative Al systems.

However, consent should not stop there. Asking for explicit and
informed consent has to progress with advances in generative Al
technologies and updates to working conditions. Workers should
be given adequate information to make an informed decision, and
workers should be given enough time and notice to make this con-
sent decision (such as why, how, and how long their work would
be used), along with an alternative if workers decide to withdraw
consent. Previous work by Zou et al. [92] has shown that most
users will not pay attention to important security-related notifi-
cations, so it is important that these consent updates be delivered
in various forms that workers find out about work updates (e.g.,
directly from their supervisor, during group meetings, email, etc.),
and they should be quick and easy to understand.

Given the potentially significant limitations to the effectiveness
of individual consent for governing generative Al, establishing col-
lective or representative consent mechanisms (e.g., ‘works councils’
in some European jurisdictions) could be a consideration. Refusal to
provide consent after an advance in technologies should not invali-
date or otherwise impact previously given consent, e.g., by creating
an obligation to ‘retroactively’ remove inputs to already-trained
systems; cf. e.g. Art. 7(3) GDPR, Sentence 2.)

Credit: According to the 3 Cs framework, crediting creative work-
ers is important [43, 54], but whether creative workers want credit
for training generative Al models is more nuanced in practice. Some-
times, creative workers are employed by a company that already
owns the rights to the work they create during work time, leading
some creatives to think their company should get credit. Other
times, creative workers have concerns about their reputation and
the output that could potentially come out of models trained on
their work, and credit may do more harm than good.

In theory, these nuances of credit are captured and protected
through moral rights enshrined in Article 6bis of the Berne Conven-
tion [32]. In the EU, moral rights are born out of creative workers’
inalienable personality [71] and, therefore ‘independently of the
author’s economic rights, and even after the transfer of the said
rights, the author shall have the right to claim authorship of the
work and to object to any distortion, mutilation or other modifi-
cation of, or other derogatory action in relation to, the said work,
which would be prejudicial to his honor or reputation’ [32].

Moral rights within the EU and worldwide are not harmonized
or interpreted in the same manner [71]. With some variations,
the French intellectual property code (Code de la propriété intel-
lectuelle) and German law on copyrights and related laws (Gesetz

iiber Urheberrecht und verwandte Schutzrechte) define moral rights [19]

to include:

o Right to disclosure: right to determine when the work is
ready to be disclosed to the public;
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e Right to correct or withdraw works that were previously
disclosed to the public;
e Right to attribution;

- Right to misattribution: being attributed as the author
of another’s work or having another attributed for the
author’s own work;

- Right against non-attribution: omission of one’s name
from one’s work;

- Right to publish anonymously or pseudonymously;

- Right to void a promise to publish anonymously or pseudony-
mously; and

e Right to respect of the work/ right to integrity.

In the EU, authors of databases are granted moral rights per
the member state’s respective legislation [66]. Given that model
development is a multi-stakeholder endeavor [91] and that authors
of databases have moral rights, how the right to attribution would
trickle down through the model development pipeline, especially
if synthetic data is used for training, would be another source of
a legal difficulty. Miernicki and Ng [61] argued that moral rights
are not just about the personality in the creative workers’ work
but also the creativity and originality that the creative worker’s
personality brings to their work.

For foolproof long-term solutions, we second the idea brought
forth by Miernicki and Ng [61] to urgently reframe and ideologi-
cally decide on legal frameworks for ownership, originality, and
creativity of generative Al models and their outputs that can address
stakeholder needs better while incentivizing creation of original
content creation.

Compensation: Our study found that all creative workers in our
sample wanted to be compensated if their work was used to train
generative Al models, either in the form of employment with a
company, or additional compensation if one were a freelancer or
no longer employed by that company. For work projects, creative
workers tended to be less attached, therefore were fine with their
workplace compensating them through employment, and paying
them after they finish their role. For personal projects, compen-
sation may not be enough, and it is imperative that the informed
consent of the original creator(s), in addition to establishing own-
ership structures and compensation, are additional considerations.

With regard to compensation, policymakers could establish or
encourage professional associations or trade unions to establish
normative baselines for compensation (e.g., royalties) for creative
workers whose work is used (or anticipated to be used) to train
generative Al systems. Such ‘norms’ could take the form of model
contracts applicable to different contractual relationships (e.g., em-
ployment, freelance) and situations (e.g., use of the generative Al
system to produce derivative works for commercial use after termi-
nation of the employment or freelance contract).

Data dividends have been suggested in previous research to
more fairly distribute the gains of Al across different stakeholders
involved in training and creating Al [85]. To calculate how much to
compensate creative workers, a data value determination may be
conducted, which would assess the benefits, costs, and quality in
determining the value of creative outputs [9]. Value determination
adds additional nuance to the 3 Cs framework, as there are currently
many challenges and methods to determine the value of data [20,
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30], and users’ perceptions of what data is valuable differs from
how companies view user data [47].

5.6 Limitations

We recognize our study has limitations. First, we only interviewed
creative workers from three domains relevant to the HCI and com-
puter science community (visual art/design, writing, and program-
ming). However, we recognize that other creative domains have
been impacted by generative Al Therefore, we cannot be certain
that our results are generalizable to all domains such as music,
acting, content creation, etc.

Second, there could be participant self-selection in our sample,
where those who feel more opinionated about generative Al, or
those who are in more secure positions to speak up, may be more
willing to be interviewed about it. We also may have missed par-
ticipants who are under non-disclosure agreements (NDAs) and
therefore limited in what they can share about their work(place).

Third, as we used a snowballing technique to recruit participants,
there was less diversity in terms of age, experience, region, and
perhaps opinions, therefore they may not fully represent the cre-
ative community. We tried mitigating these effects by interviewing
participants we did not know through Fiverr.

5.7 Future Directions

In this paper, we investigated how creative workers would like
Al governance to better address their needs, focusing on the role
of consent, credit, and compensation, in addition to additional AI
governance considerations. In the future, more work could further
explore the 3 Cs and how to apply them concretely in practice. Ad-
ditionally, as our study did not go in-depth for differences between
different creative professions, we recommend follow-up work that
deeply investigates how different professions have been impacted
by generative AL

For consent, further investigation is needed to understand how to
design consent mechanisms for creative workers. There are lessons
to be learned from previous applications of consent such as consent
notices under the EU’s General Data Protection Regulation (GDPR),
consent in medical contexts, or for human subjects research to
understand where these consent applications went wrong, or what
they are doing correctly to collect informed consent from users.

For credit, more work can be done to understand how and when
to give creative workers credit, and further investigate ownership
structures and moral rights in the generative Al pipeline.

Lastly, for compensation, research can be done to better under-
stand how much is reasonable to compensate creative workers
such as understanding workers’ valuation of their created output,
and how to set up compensation structures, such as through data
dividends [85].

6 Conclusion

In our study, we interviewed 20 creative professionals working
across visual art and design, writing, and programming to better
understand how creative output can be better governed in the
age of generative Al. We provide a more nuanced discussion of
consent, credit, and compensation, identifying how these concepts
may benefit or harm creative workers, and how to apply them
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responsibly in practice. Our study also identified other areas where
generative Al governance can be improved to better protect creative
workers beyond the 3 Cs, and disruptions to creative work that
generative Al governance may not be able to address.

Currently, the future of generative Al may appear to be in the
hands of a few well-resourced large technology companies, with
implications on affected stakeholders. In our paper, we discuss how
effective generative Al governance and regulation could help redis-
tribute power to different stakeholders, such as creative workers,
and how regulation and policy can incorporate worker-centered
generative Al governance.
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A
Interview Script

Preamble:

“Hello, my name is [researcher’s name]. I am a [researcher’s
position] working with [research team’s affiliation]. Today, I will be
conducing an interview which should take about an hour long. The
purpose of this interview is to see what creative professionals such
as artists, designers, writers, and programmers think about gener-
ative Al, and how companies can be more ethical when handling
creative data.
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This study is for research purposes only, and you only need
to share the extent to which you are comfortable sharing. In the
data analysis and reporting of results, your identity and company,
publisher, and/or clients will be anonymized.

Before we begin, do you have any questions?”

Consent and demographics:

“In the Zoom chat, I will send a link to a consent form for being
audio recorded. Your consent is optional. If you consent, the audio
recording will only be used for research purposes and for further
data analysis; your identity will be anonymized. If you do not
consent, which is fine as well, I will be taking notes during our
interview instead of audio recording.

When you have completed the consent form, please fill out the
demographics questionnaire on the next page of the link”

[Researcher sends consent form and demographics questionnaire
in Zoom chat]

Demographics form:

(1) Age
e Fill in a number, or
e Prefer not to disclose
(2) Gender
e Female,
e Male,
e Non-binary, or
e Prefer not to disclose
(3) Where are you located?
e Country drop-down list, or
o Prefer not to disclose
(4) What kind of creative domain(s) are you professionally work-
ing in?
e Visual art or design,
e Writing, and/or
e Programming
(5) How long have you been doing this creative domain profes-
sionally? [select all that apply]
o Fill in a time period
(6) Who do you typically work with? [select all that apply]
¢ Employed by a company,
e Working with publishers,
e Freelancer and selling my work on gig platforms, and/or
e Other: [fill in]
(7) How long have you been working with your selection above?
e Fill in a number

[Researcher begins audio recording if participant consented]
Interview begins:
First, I want to ask some background questions:

(1) Can you tell me a bit about your background and creative
career?

(2) What are your thoughts of, and experiences with generative
Al relating to your creative work?

Here, I am interested in hearing about how your company, platform,
and/or publisher is dealing with generative Al

(3) If you don’t mind sharing, what has your company, plat-
form, and/or publisher done in relation to generative Al and
creative work?
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(4) To the extent you are allowed, or are comfortable sharing,
how has your company, platform, and/or publisher gone
about setting up rules about how to use (or not use) genera-
tive AI?

(5) Were you informed by your company, platform, and/or pub-
lisher about rules changing due to generative AI?

Now, I have some questions about ownership and hypothetical
questions about if your work were used to train AI models:

(6) How much ownership do you want over your creative work
while working for a company, platform, and/or publisher?
(a) How do your opinions of ownership change with genera-
tive Al in the picture?
(7) How would you want your creative work to be handled once
you leave that company, platform, and/or publisher?
(8) Would you be fine if your work were used to train Al models,
hypothetically speaking?
(a) (If yes) Is being notified that your work is being used to
train an Al model important to you?
o (If yes) How would you like to be notified that your
work is being used to train AI models?
(b) (If yes) Would you like to be attributed or prefer to be
anonymous for your work?
e (Follow up, depending on response) Why would you
prefer to be attributed/anonymous?
(c) (If yes) How important is compensation if your work were
to be used to train Al models?
e Does your employment status with a company, platform,
and/or publisher matter for compensation?

Kyi et al.

Now, I have some questions about working conditions at your
company/publisher/platform:
(9) When changes are made to your working conditions, are
you usually notified?
(a) How would you prefer to be notified?

(10) Are you part of a union or collective organization?

(a) (How) do you communicate with others in your field to
discuss working conditions?
Here, I will ask about future implications of generative Al:

(11) What are your thoughts about the likely or possible im-
plications/consequences of generative Al for your creative
industry?

(a) How has generative Al changed how you view your in-
dustry?

(12) How do you think the quality of creative work in your disci-
pline will be impacted by AI?

(a) What are some differences you think are present between
Al-made vs. human-made work in your field?

(b) What elements indicate that it is generated by an Al vs. a
human in your domain?

(13) How might Al disrupt the usual creative process?

(14) Do you have any concerns about Al replacing your creative
work?

(15) What can companies do to deal with creative work more
ethically in relation to AI?

[Recording ends, researcher thanks and compensates partici-
pant]
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