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Abstract

Contextuality is a nonclassical feature of quantum systems—exhibited by data that

is produced empirically or theoretically—which in the realm of sheaf theory is char-

acterised by local consistency but global inconsistency. A large part of this thesis is

concerned with studying how this signature of nonclassicality is apparent also when

measurements are embedded in some causal structure, and so motivating the study

of causal contextuality.

We begin with temporal correlations, which occur when measurements are per-

formed sequentially on the system, and in which the definition of nonclassicality

becomes sensitive to memory resources with which the classical system is equipped.

For certain types of such memory, we show that there exists a map from the temporal

setup to a (appropriately defined) contextuality setup, such that every nonclassical

temporal empirical model satisfying no-signalling constraints consistent with the

memory function corresponds to a contextual empirical model on this constructed

scenario—one can view this also as a simulation of a subset of the temporal correl-

ations by the contextuality setup. The existence of such a map allows us to apply

a result from Vorob'ev in order to say, for any temporal setup and choice memory

function, whether nonclassical correlations can arise. We then study causal setups by

employing the notion of strategy from game semantics. We in particular show how

‘playing o↵’ Nature strategies, corresponding to adaptive hidden variables, against

Experimenter strategies, which may also be adaptive, realises the classical correla-

tions of certain causal setups from the literature. We show that adaptivity on the

side of the Experimenter, by reducing the sets of measurements empirical data is

obtained over, can remove the inconsistencies that are imperative for the observation

of contextuality.

In the second part of the thesis, we study spin Hamiltonians on random graphs,

focusing on exact descriptions in the thermodynamic limit. By utilising the graphon,

which is the limit object of a dense random graphs sequence, we are able to derive

analytical results for certain graphons and certain choice of Hamiltonian. Our over-

arching result is that the equilibrium physics in the thermodynamic limit is described

by a set of coupled equations containing the graphon, and which describes product,

i.e. unentangled, states.
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Chapter 1

Introduction

Summary

This introductory chapter motivates the topics of study of this

thesis. Specifically, the use of combinatorics in the fields of

contextuality and many body physics is discussed, and based on

such observations, a motivation given for the research direc-

tions taken. We conclude with a summary of the contributions

contained in the thesis.

The era of quantum information will impact many areas of the technology land-

scape [111]. Crucial to using quantum technologies, however, is understanding which

features that these systems exhibit which cannot be produced by any classical sys-

tem. Broadly, in prepare and measure setups, which includes Bell [21] and contex-

tuality [91, 129] setups as a special case, we would like to understand if the system

being measured is exhibiting quantum features—which we for now simply define to

be features which systems obeying the laws of classical physics cannot exhibit—and

this is done by checking the frequencies of measurement outcomes, and determining

whether the resulting probability distribution could have been classically produced

[16, 88, 73, 130]. If not, the system being measured is considered a ‘resource’ in

some sense; the correlations that it produces can be used, for example, to perform

tasks with a higher probability of success than if the correlations had originated

from a classical system [100, 70, 138]. On the other hand, quantum annealers work

by embedding some mathematical problem in the Hamiltonian of the quantum sys-

tem, so that by allowing the system to relax to its ground state we are able to find
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the solution to the problem. Here, the interest is in how hard it is to classically

compute the ground state [83, 82]. If it is extremely di�cult, then the quantum

system gives us a way of solving it by engineering the correct Hamiltonian, and then

allowing for it to relax. So in this context, we are interested in which Hamiltonians

have ground states which are di�cult to compute classically, or, alternatively the

negation of this, which is which have ground states which can be e�ciently solved

classically—either exactly, or approximately with bounded error.

It turns out that in both cases combinatorial objects, in the form of simplicial

complexes and graph limits, are important. This is perhaps not a surprise: both

the commutation relation of quantum mechanics and interaction patterns of spin

Hamiltonians describe the relation between objects, these objects being measure-

ments and spins respectively, and it is combinatorics which allows us to express

these binary or n-ary relations.

This thesis explores prepare and measure scenarios in which there is some causal

dependency between measurements, and spin Hamiltonians on random graphs, em-

phasising structural aspects along the way. We begin by giving an overview of how

this topic crops up in the field of contextuality.

1.1 Combinatorics and correlation in contextual-

ity

There are a number of frameworks which describe contextuality, but central to all of

them is the idea that a physical theory, which might be a hypothesis about how the

universe behaves or might be purely of theoretical interest, assigns probabilities to

events. To simplify matters, we consider an experimental setup of a particular kind:

a system S may be measured with observables from the set X. Each observable

x has outcome set Ox, and we say that two observables x and y are compatible

if they can be performed simultaneously, which in quantum physics corresponds to

commutativity. We write ⌃ for the set of compatible subsets of X, and refer to this

as the compatibility complex. An element � 2 ⌃ denotes a compatible set of

observables.

A measurement event is a tuple hx, oi, or an assignment of an outcome o

to the measurement x. Since in any round of experiment only compatible observ-

ables can be simultaneously measured, experiments yield collections of measurement

events for each compatible subset of the set of observables X. More succinctly,

the data obtained in any round of experiment is captured using the shorthand

2



A0

A4 A1

A2A3

Figure 1.1: One choice of compatibility complex for 5 measurements, labelled A0

through to A5.

(�1,+1|0, 1)

(�1,+1|4, 0)

(�1,+1|3, 4) (�1,+1|2, 3)

(�1,+1|1, 2)

Figure 1.2: An induced subgraph of the exclusivity graph corresponding to the
compatibility complex shown in Figure 1.1, in the case that each measurement is
dichotomic, or has two outcomes.

(o1o2...on|x1x2...xn) where x1, x2, ... are compatible observables and oi the outcome

upon measuring xi. This will be referred to as an experimental event, or simply

an event.

In the graph theoretic approach of Cabello, Serveni and Winter, [36] the exclus-

ivity graph E corresponding to any experimental setup M = hX,⌃, Oi is built as

follows. Vertices consist of events, and vertices share an edge if these events are

mutually exclusive, which is if both contain an observable x but send it to di↵erent

outcomes. Suppose the setup consists of five observables A1�A5 and each can have

outcome �1 or 1. The compatibility complex is displayed in Figure 1.1.

Moreover, a choice of induced subgraph of the exclusivity graph resulting from

the above compatibility constraints is the pentagon displayed in Figure 1.2.

Cabello, Serveni and Winter showed that certain induced subgraphs of the ex-

clusivity graph, such as the one above, correspond to inequalities which bound the

correlations of the experimental setup. This can also be seen by viewing the exclus-

ivity graph as a weighted graph, as in [138]. In particular, a theory associates with

each event (oi, oj|Ai, Aj), where i, j 2 {0, 1, 2, 3, 4}, a probability P (oi, oj|Ai, Aj). It

can be shown that if one considers a theory which has a noncontextual hidden
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variable, or NCHV, explanation, then these probabilities must satisfy

4X

i=0

P (�1,+1|Ai, Ai+1)  2. (1.1)

The NCHV bound for a sum of probabilities, which in this case is 2, can be shown

to be equal to the independence number ↵(G) of the associated exclusivity graph

with the events in the sum occurring as vertices. The independence number of a

graph is the maximum number of vertices which can be selected which are non-

adjacent, and the problem of determining ↵(G) for a given graph G is called the

maximum stable set problem (MSSP) [101]—the solution can be constructed as

the solution to a linear program. Equivalently, the independence number is the

maximum number of 1’s that can be obtained by assigning either 0 or 1 to each

vertex, with the constraint that each clique should contain only a single vertex

assigned to 1. Classical theory, a NCHV theory, therefore produces correlations

which are bounded by the independence number of G.

It is known that quantum theory can exceed the bound above. Nevertheless, it

can be shown that the Lovász number of G, written ⇥(G), places a bound on the

quantum realisable correlations, which for the pentagon gives the upper bound

4X

i=0

PQ(�1,+1|Ai, Ai+1) 
p
5. (1.2)

The Lovász number, or the Theta function, as introduced by Lovász, can be seen as

a semidefinite program relaxation of the MSSP, and in particular in [101] Lovász is

able to show that ↵(G) � ⇥(G). And, finally, we consider theories which obey the

exclusivity principle, which requires that if two events are exclusive—so that they

cannot occur together— then the sum of their probabilities cannot exceed one. It

can be shown that for such theories we must have

4X

i=0

PE(�1,+1|Ai, Ai+1)  5

2
, (1.3)

for this example, where 5
2 is the fractional packing number of the pentagon graph.

More generally, this bound is given by ↵⇤(G), the fractional packing number of the

associated graph G, which can be seen as a relaxation of the problem of finding

the independence number by allowing for assignments to vertices in [0, 1] (rather
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than just {0, 1}). As such, ↵⇤(G) � ↵(G) [29]. Moreover, it always holds that

↵⇤(G) � ⇥(G) [90].

Surprisingly, from just the observation that probabilities must obey the exclus-

ivity principle, an observation due to Specker, has allowed for the derivation of

inequalities which bound the sum of probabilities associated with any exclusivity

graph of events G. Moreover, these logical conditions arise naturally as structural

constraints—as certain parameters on a graph.

Note that if for the choice of exclusivity graph

↵(G) = ⇥(G) = ↵⇤(G) (1.4)

then the associated inequality cannot be used to di↵erentiate between correlations

arising from classical theory, quantum theory, and theories obeying the exclusivity

principle, as all will be bounded in the same way. An interesting question is for

which experimental setup M does there exist at least one exclusivity graph G with

↵(G) 6= ↵⇤(G), (1.5)

so that not all correlations in the setup are classically realisable. One can instead

understand this in terms of the compatibility complex of the setup, which comes

about naturally not in the graph approach so far discussed, but in the sheaf approach

of Abramsky and Brandenburger [6]. This result is a repurposing of a Theorem due

to Vorob'ev, originally cast in the context of game theory [137]; in this context the

theorem allows the following question to be answered:

For which compatibility complexes ⌃ do there exist no-signalling

probability distributions which are contextual?

Here, no-signalling correlations encompass the correlations which arise from theor-

ies satisfying the exclusivity principle [58], and for our purposes will be the most

general ‘allowed’ types of correlation, since it singles out those that act in accord-

ance with the theory of special relativity. Vorob'ev showed that the complex not

being acyclic is a necessary and su�cient condition for contextuality to arise 1. This

result is quite remarkable—it guarantees that, if ⌃ is not acyclic, one can assign

probabilities to events such that (i) these probabilities are no-signalling and (ii)

they are contextual. Moreover, if ⌃ is acyclic, the theorem guarantees that no such

1See section 2.2 for the definition of acyclicity
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assignment of probabilities exists. Vorob'ev’s Theorem has been used in the con-

text of quantum contextuality by Barbosa in [15, 14], Xu and Cabello in [144], and

Budroni and Morchio in [32]. In some literature, a graph is instead used to represent

compatibility, so that an edge connects two observables which are compatible. The

corresponding simplicial complex is obtained as the clique complex of the graph,

since cliques correspond to sets of observables which are pairwise compatible. It is

known that the simplicial complex is acyclic if the graph is chordal (see [20] for this

result), and so graph chordality instead becomes the property of interest.

The general programme of the above research is the following: given a logical

relationship which must hold amongst a set of events, derive inequalities which

must be satisfied by the associated probabilities. These inequalities are referred

to as ‘Boole’s conditions of possible experience’, and it was Pitowsky who first

understood Boole’s conditions of possible experience in the context of correlation

polytopes, and their implication for Quantum theory [117].

How does one formally express these logical conditions? As done in Abramsky

and Hardy [8], and Abramsky [2], one can associate with each event

ei = (o0, o1, ..., on|x0, x1, ..., xn) a propositional formula �i such that �i is true when

event ei has occurred and false otherwise. In other words, we introduce (x0 = o0)

which is true when x0 obtains the value o0. The proposition �i will therefore be

�i = (x0 = o0) ^ (x1 = o1) ^ ... ^ (xn = on) (1.6)

and will be true when event ei occurs, where event e0 corresponds to the top vertex

of the pentagon and we label moving clockwise.

Consider the five events associated with the five vertices of the pentagon graph

of Figure 1.2, and associate each i 2 {0, 1, 2, 3, 4} with a propositional formula �i.

Note that �3 ^ �4 is contradictory, since it contains (A4 = �1) ^ (A4 = +1) which

is always false. More generally, the collection {�i} of propositions is said to be K-

consistent if the size of the largest subfamily of these propositions that is satisfiable

is K. As is shown in by Abramsky and Hardy in [8], classical probability theory

then implies that X

i

pi  K, (1.7)

where pi is the probability of the event ei associated with �i occurring. For the

example, this gives X

i

pi  2, (1.8)
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since the maximum consistent subfamily is 2. This gives the same bound as the

independence number of G: since an independent set of the graph considers vertices

which do not share an edge, and since edges correspond to exclusive or contradicting

events, a consistent statement must be an independent set. Inequalities of the type

in 1.7 are referred to as logical Bell inequalities, and a Theorem in [8] is able to

relate violation of these inequalities to contextuality of the system. In particular,

the theorem states

A probabilistic model over any cover is contextual if and only if it

violates one of finitely many logical Bell inequalities.

This can be combined with Vorob'ev’s theorem to relate the structure of the com-

patibility complex, in particular whether it possesses acyclicity, to the violation of

logical Bell inequalities.

1.2 Local consistency and global inconsistency

The sheaf approach allows one to visualise apparent paradoxes, and especially, for

our purposes, those arising in contextuality, quite clearly. One of the most well-

known of these paradoxes occurs in the Bell setup, and can be stated as: violation

of a logical Bell inequality is consistent with the model assigning non-zero probability

to contradicting logical statements. For Bell, this was the observation that both (i)

realism and (ii) locality could not be simultaneously satisfied in the Bell setup [21].

Pitowsky observed, however, that these paradoxes are never observed in a single

system, but rather inferred from the empirical data collected from a collection of

systems which have been identically prepared. To quote him (this is really a quote

stolen from the exposition of Pitowsky’s work by Abramsky in [2]):

A violation of Boole’s conditions of possible experience cannot be en-

countered when all the frequencies concerned have been measured on a

single sample. Such a violation simply entails a logical contradiction; ‘ob-

serving’ it would be like ‘observing’ a round square. We expect Boole’s

conditions to hold even when the frequencies are measured on distinct,

large random samples. But they are systematically violated, and there

is no easy way out (see below). We thus live ‘on the edge of a logical

contradiction’.
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In the sheaf approach, contextuality is visualised via local consistency but

global inconsistency, akin to that in Escher’s ‘Ascending and Descending’ shown

below.

Figure 1.3: ‘Ascending and Descending’ by M.C. Escher.

If one looks at any of the four sides of the square staircase, it looks as if they

are ascending; and yet, it is impossible for a staircase which always ascends to close

on itself, as in the image. The observation of contextuality in empirical data is ex-

actly analogous: while for the partial views of the system we obtain on compatible

measurements there is no contradiction, it seems that when one tries to extend this

description to all observables of the system simultaneously, there is an apparent

paradox. Pitowsky’s observation is that one never observes this paradox in a single

system, but rather in the data arising from a number of identically prepared systems.

Vorob'ev’s Theorem on the other hand is a statement about for which compatibility

relations such inconsistencies can arise—for example, it is imperative that the stair-

case be cyclic for the paradox to be observed. We aim to use the sheaf approach to

show that this exact phenomena is responsible also for the nonclassicality present

in temporal and more general causal correlations.

1.3 Beyond spatial correlations

So far, the logical constraints which have been placed on the assignment of probabil-

ities to events arise entirely due to the compatibility structure ⌃ of the observables.

However, nonclassicality can also be demonstrated for sequences of incompatible

measurements on a single system, so that measurements (i) rather than being space-

like separated, are separated in time and (ii) need not be compatible in the sense so

far defined. The lack of compatibility simply means that the occurrence of an event

8



can depend, in principle in an arbitrary way, on events which occurred before. We

therefore want to study how the results such as those above generalise to more in-

volved logical relationships between events, such as the event ei having some logical

dependency on the event ej. This occurs naturally if one includes causal constraints

on the set of observables, so that observable Ai must always occur after event Aj,

or more concretely the observables occur at timelike separated spacetime points xi

and xj.

The questions of interest are

i How can we represent such conditions combinatorially?

ii How do these conditions a↵ect the resulting correlations which can form, and

how does this di↵er for di↵erent choices of physical theory?

1.4 Spins Hamiltonians on Graphs

Given a graph G, we attach to each vertex of G a particle, such as a d dimensional

spin or a fermionic mode, and build a Hamiltonian H(G) such that for each edge

(i, j) 2 G the Hamiltonian contains a 2-local term describing some type of interaction

between only two of the particles.

Interestingly, for supersymmetric Hamiltonians describing interacting fermions it

can be shown that supersymmetric ground states which have l+1 nodes occupied by

a fermion are in one to one correspondence with the number of l-dimensional holes

in the independence complex of G [37, 75]. This provides a direct link between

solving for the ground state and finding holes in the independence complex of G,

the latter of which is a well known problem in the field of algebraic topology.

Results of these kind, which directly attach the di�culty of solving the ground

state of a Hamiltonian H(G) to a structural property of the graph G give insight

into those Hamiltonians which might be hard to simulate classically.

It is this problem that we are interested in, but as opposed to the hard-core

boson Hamiltonian of [56], we study 2-local Hamiltonians describing the interaction

of d-dimensional spins according to some graph G. We moreover focus on the case

in which (i) G is a random graph and (ii) the thermodynamic limit, which is the

limit in which the number of interacting particles tends to infinity.

9



1.5 Motivation and contributions

Overall, there are two motivations for the research in this thesis:

1. A large motivation is the extension of results of the type above to setups in

which there is some dependency between observables.

2. Another motivation is the study of how structure—expressed in terms of

graphs or more general combinatorial objects—influences the resulting prob-

ability distributions in other contexts. Namely, the study of n spins, each

of dimension d, such that the interaction terms in the Hamiltonian H are

specified by a graph G with spins as vertices

We summarise the contributions:

i An application of Vorob'ev’s Theorem in the temporal setting, where the

memory of the classical system is constrained in some way, is given in Chapter

5. This allows us to say, given a particular experimental setup and choice

of memory function, whether nonclassicality can arise in such a way that the

no-signalling of the non-classical model matches that of a classical system with

memory described by the memory function. This is reminiscent of the case in

Bell scenarios—any non-local correlation for the Bell setup must still obey the

same no-signalling relations as one which is classical. We moreover relate clas-

sicality of a set of correlations to its simulability by a (probabilistic) classical

machine, with finite state machines being a specific example.

Publications. (preprint) Searle, A., Barbosa, R.S., Abramsky, S.

Mapping Temporal Correlations to Contextuality Correlations. To

be made publicly accessible in the near future, and will appear as a

talk at Quantum Physics and Logic in July this year.

ii The sheaf approach to contextuality [6], and to causal Bell scenarios [66] is

extended to general causal setups in Chapter 6. This extension models de-

pendency between measurement events, arising due to causal constraints, via

an enabling relation. This terminology we use, and in particular the central

objects of study which are causal games, are reminiscent of that used in re-

search on classical event structures by Winskel and Nielsen [141] and Kahn

and Plotkin [80]. We discuss also how adaptive strategies for the Experimenter

allow us to capture a subset of examples considered by Henson, Lal and Pu-

sey in [73], where classicality is captured by Markovianity with respect to a

directed acyclic graph on the random variables in the setup.
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Publications. Abramsky, S*., Barbosa, RS.*, and Searle,

A.* 2024. Combining contextuality and causality: a game se-

mantics approach. Phil. Trans. R. Soc. A.38220230002.

http://doi.org/10.1098/rsta.2023.0002.

iii For certain dense random and weighted graph sequences (Gn), where n indic-

ates the number of vertices of the graph, the equilibrium state of the 2-local

Hamiltonian H(Gn) is derived in the thermodynamic limit. This is the con-

tents of Chapter 7. The result follows from utilising graphons, a graphon being

the limit of a dense sequence of graphs. The thermodynamic limit corresponds

to the limit in which n ! 1. The two main results are

(a) Define the sequence (Gn) (respectively (Ḡn)) of random graphs (weighted

graphs) from stochastic sampling (weighted sampling) of a graphon W .

In the limit n ! 1, we have f(H(Gn)) = f(H(Ḡn)), where f is the free

energy. This guarantees that observables converge in this limit.

(b) In the limit n ! 1, the equilibrium state of H(Ḡn) is governed by

three coupled nonlinear integrals. Such integrals are known as Fredholm

equations in the literature, and the graphon forms what is called the

kernel of the integral. Such equations, if solvable, give an analytic solution

for the system.

These results are contained in [128] which came about as a generalisation of

the result in [134], which contains the special case in which the graphs are

Erdős-Rényi graphs.

Publications.

(a) Searle, A. and Tindall, J. “Thermodynamic limit of spin sys-

tems on random graphs”. In: Phys. Rev. Res. 6 (1 2024),

p. 013011. doi: 10.1103/ PhysRevResearch.6.013011. url: ht-

tps://link.aps.org/doi/10.1103/PhysRevResearch 6.013011.

(b) Tindall, J., Searle, A., Alhajri, A. et al. Quantum phys-

ics in connected worlds. Nat Commun 13, 7445 (2022).

https://doi.org/10.1038/s41467-022-35090-y.

11

http://doi.org/10.1098/rsta.2023.0002
https://link.aps.org/doi/10.1103/PhysRevResearch%206.013011
https://link.aps.org/doi/10.1103/PhysRevResearch%206.013011
https://doi.org/10.1038/s41467-022-35090-y


Part I

Background material
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Chapter 2

Sheaf theory and simplicial

complexes

Summary

This chapter covers the relevant background material on sheaf

theory and abstract simplicial complexes. Sheaves are first

defined using topological spaces, after which a generalised ver-

sion of the sheaf axiom is given for any category formed from

a poset, rather than that specifically corresponding to the topo-

logical space. Terminology pertaining to simplicial complexes,

such as acyclicity, are covered, and will be necessary in later

chapters, when introducing Vorob'ev’s Theorem [137].

We begin with an introduction to some basic concepts concerning sheaves and sim-

plicial complexes, which will be assumed knowledge for the remainder of the thesis.

This is by no means an extensive background on the material, and its aim will be to

give the required definitions, but also give the reader some intuition for the objects

which in later chapters will become central to our study of nonclassical correlations.

After reading the introduction, in which I spoke about a graph theoretic approach

to contextuality, it might not at first be obvious why we now instead turn to what is

often seen as the heavy mathematical machinery of sheaves. Mike Robinson, in his

university lecture series on sheaf theory, answers this succinctly by stating that ‘if

one wants to derive a framework which tracks data over a space, such that data must

satisfy consistency constraints imposed by the space, one always derives the theory
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of sheaves’. That is, presheaves and sheaves are in some sense more basic than

other approaches, because the notion of local consistency and global inconsistency,

which is central to the emergence of nonclassicality or contextuality, is already well-

defined via the obstructions to global sections for the presheaf. Another motivation

for working with sheaves is that many categorical constructions which have come

about in other contexts—such as in database theory or game semantics—can be

readily reused for our own purposes.

Sheaves have a long history of development (see for example [55]) and there are

a number of di↵erent definitions, depending on the level of generality one wants and

their intended use. The form in which we view them, as objects which allows us to

attach data to topological spaces, or more generally to posets, was conceived when

Jean Leray in 1946 introduced a way of assigning modules to closed sets [96]. After

a number of subsequent developments, it was Alexander Grothendieck in 1955 who

introduced presheaves [69], and in particular understood how the categorical setting

allowed for sheaves to be generalised: rather than assigning data to topological

spaces one needed only a Grothendieck topology, which abstracts the notion of the

cover of a topological space to a cover in categorical terms. It was Godement in 1958

who published the first complete volume on sheaf theory [65]. Despite the flourishing

field which followed Leray’s research, some of which was done as a prisoner of war,

it took some time for his ideas to be appreciated and accepted; “Les Mathematical

Reviews demand‘erent ‘à quoi ça peut servir?’”, or, “The Mathematical Reviews

asked ‘What good can this do?’” [125]. The tension between the perceived success

of his work and the realised importance of it might o↵er some consolation to the

modern mathematician and scientist.

While the definition of presheaf and sheaf we consider is in some sense a basic

one, their introduction will still to some extent rely on simple notions from cat-

egory theory. The definitions of category, functor, and commuting diagram will be

assumed but can be read about on any one of the numerous websites which cover

this material, such as ncatlab or Math3ma. The reader interested in a more detailed

or mathematical introduction should consult a standard textbook on the matter, or

the thesis of Justin Curry titled ‘Sheaves, Cosheaves, and Applications’ [46] which

gives a rigorous account.

2.1 Consistent data via sheaves and presheaves

Sheaves and presheaves are essentially useful for attaching data to topological

spaces. Let us illustrate this with an example. In everyday life, we are tasked
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with processing the visual data which we receive from the objects around us and

processing this data (in the visual cortex) in order to make sense of the world around

us. Here, the topological space is the manifold of space time we observe, and the

data is visual data which is converted from photons to pictures by our eyes and

brain. However, we cannot simultaneously take in all of our surroundings— we are

unfortunately only capable of looking at a window of the world or a piece of this

topological space. The visual cortex, in processing this data, glues together the

pictures from two di↵erent windows of space time. This can be done in a consistent

fashion because, provided the time di↵erence between the collection of data for the

region of space A and the region of space B is diminishing, it is expected that the

images agree on their overlap. We therefore say that visual data is glueable.

The first part, in which data is attached to a topological space, is formally

captured by an object called a presheaf.

Definition 2.1.1. A presheaf F of sets on a topological space X is given by two

pieces of information:

1. For each open set U of X, a set F(U) (called the set of sections).

2. For each pair of open sets V ✓ U of X, a restriction map ⇢UV : F(U) ! F(V )

such that

(a) for all U , ⇢UU = idU .

(b) Whenever W ✓ V ✓ U , ⇢UW = ⇢VW � ⇢UV .

A sheaf is a presheaf which satisfies additional axioms which ensures that this

data is well-behaved.

Definition 2.1.2. A sheaf F of sets is a presheaf which satisfies the following ad-

ditional condition. Let {Ui}i2I be a collection of sets in X and U =
S

i2I Ui, where

U is also an open set in X. Take a family of sections {si}i2I with each si 2 F (Ui)

which is compatible, meaning for every i, j 2 I, si|Ui\Uj = sj|Ui\Uj . Then it holds

that

1. (Existence of gluing) There exists a global section s 2 F(U) with s|Ui = si.

2. (Uniqueness of gluing) Let s, t 2 F(U) be such that s|Ui = t|Ui for all i 2 I.

Then s = t.
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Notice that in order to check the above sheaf condition, we require data only on

an indexed cover {Ui}i2I of the presheaf and not on the entirety of the topological

space X.

It will be convenient to work with the category-theoretic definition of presheaves

and sheaves, which reduces to the definition above as a special case. Here, a presheaf

is simply a contravariant functor F : Cop ! Set which sends

1. Any object U 2 Ob(C) to an object F(U) 2 Ob(Set)

2. Any morphism f : V ! U in C to a morphism F(f) : F(U) ! F(V ) in Set,

subject to the conditions of functoriality which are (i) F(idU) = idF(U) and (ii) if

f : U ! V and g : V ! W in C, then F(g � f) = F(f) � F(g).

Conventionally, an element s 2 F(U) is called a section and the morphism

F(f) : F(U) ! F(V ) which is the image of f : V ! U in C is referred to as

the restriction map. We write ⇢UV : F(U) ! F(V ) :: s 7! s|V . Thus s|V is the

restriction of the section s to U .

Definition 2.1.3 (Presheaf (Categorical definition)). A presheaf is a contravariant

functor F : Cop ! Set.

The presheaf over a topological space X arises as an example of this by defining

the category Op(X) of open subsets of X. It has as objects the open sets U of the

topological space and as morphisms inclusions U ,�! V of open sets.

We will be most interested in the case in which the category C arises from a poset

(P,), meaning that the category has as objects elements p 2 P and a morphism

p ! q i↵ p  q in P . We recall that given two elements x and y of a poset P , define

the meet, x ^ y, and join, x _ y, to be the greatest lower bound and least upper

bound respectively,

x ^ y = max{z|z  x, z  y} x _ y = max{z|z � x, z � y}, (2.1)

and this definition may be extended to a subset {pi}i2I of P as
V

i pi and
W

i pi

respectively. The join and meet is never guaranteed to exist, and for our purposes

we require that the poset is bounded complete, which is when all bounded sets

{pi}i2I have a join
W

i pi.

In order to define a sheaf on the category P , a notion of cover is needed, since

the gluing condition relies on such a cover being defined. However, our interest

will not be in proving that the gluing condition for all covers, as is required by
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a

b c

d

e

Figure 2.1: An abstract simplicial complex, which can be seen as the gluing together
of n-dimensional simplexes along certain faces. Here, a shaded grey region indicates
a ‘filled in’ face; for example, the shaded triangle on the vertices a, b and c indicates
that the three-dimensional face {a, b, c} is included in the complex.

the definition of a sheaf, but rather with respect to a single cover which will be

physically motivated by the problem.

Therefore, rather than require the full definition with the machinery of Grothen-

dieck topologies, we can simply check when the gluing axiom, which can be defined

for just a single family {fi : pi ! p} of morphisms, holds.

Definition 2.1.4 (Sheaf axiom for family of morphisms). Given a presheaf F : P !
Set, it is said to satisfy the sheaf axiom for the family or morphisms {fi : pi ! p}
if, whenever we have a compatible family of elements {si 2 F (pi)}i2I which are

compatible— in the sense that for any i, j 2 I, if pi  pj then sj|pi = si— then there

exists a unique s 2 F (p) such that s|pi = si for all i 2 I.

In the case that P has as its elements the open sets of a topological space X, so

that P = P(X), we will be interested in covers {pi}i2I which can be represented by

a combinatorial object called a simplicial complex, and in which case the join is

simply the union operator on sets.

2.2 Simplicial complexes

A simplicial complex is an object which allows for relations beyond pairwise relations

amongst some choice of objects to be captured. We are in particular concerned with

abstract simplicial complexes (ASC), where the position of the points (e.g. in

a n-dimensional real space) are not specified, although oftentimes this will be done

implicitly in order to visualise them, such as that example in Figure 2.1. We will

represent higher dimensional faces of the simplicial complex, beyond 2-dimensional

ones which are lines, as filled in polyhedra.
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Definition 2.2.1 ((Finite) Abstract Simplicial Complex). A simplicial complex on a

finite set X is a collection ⌃ of non-empty subsets of X subject to two requirements:

1. for each vertex x in X, the singleton {x} is in ⌃, and

2. if ⌧ is in ⌃ and � ⇢ ⌧ then � must also be in ⌃.

We call an element � 2 ⌃ the face of the simplicial complex, and dim(�) :=

|�| � 1 is the dimension of the face �. In particular, a face with n + 1 vertices is

n-dimensional. Given a simplicial complex ⌃, the set of faces of ⌃ which are not

included in any other faces, and are therefore maximal, will be denoted max (⌃):

max(⌃) := {⌧ 2 ⌃|@� 2 ⌃.⌧ ⇢ �}. (2.2)

Now, instead of assigning data to a cover {Ui}i2I of a topological space X, we

directly assign data to the faces of a simplicial complex ⌃. As with graphs, there

are classes of simplicial complex which are of special interest because they occur

frequently in application.

Consider the simplicial complex �A := P(A), which consists of all subsets of the

finite set A. This is known as a simplex. On the other end of the spectrum, the

simplicial complex in which every face either contains a single element or is empty

is called the discrete complex. In particular, given a set A we define the discrete

complex

DA := {;} [ {{v}|v 2 A}. (2.3)

In such a complex, every context is disjoint and contains a single element. We will

write Dk with k 2 N for the discrete complex on [k] where we use the conventional

notation [k] = {1, 2, 3, ..., k}. Similarly, we will write �k for the simplex on the set

[k].

Given two simplicial complexes ⌃ and ⇥, a simplicial map ⇡ : ⌃ ! ⇥ is a map

which preserves the compatibility structure of the complex.

Definition 2.2.2 (Simplicial Map). A simplicial map ⇡ : ⌃ ! ⇥ between two

simplicial complexes ⌃ and ⇥ with vertex sets X and Y respectively is a function

f : X ! Y such that

8� 2 ⌃.{f(x)|x 2 �} 2 ⇥. (2.4)

Given a subset Y ✓ X of the vertex set X of ⌃, the induced subcomplex is

defined

⌃|Y := {� \ Y |� 2 ⌃}. (2.5)

18



D2 ⇤ D2 =

(1, 1)

(1, 2)

(0, 2)

(0, 1)

D2 + D2 =

(1, 2)

(1, 1)

(0, 2)

(0, 1)

Figure 2.2: Two di↵erent product operations that can be performed on abstract
simplicial complexes (ASCs). Left . The simplicial join of two ASCs. Right . The
coproduct of two ASCs.

Note that there is always a simplicial map ⌃|Y ! ⌃ from an induced subcomplex

to the original simplicial complex, which is simply an inclusion.

Let the set of all abstract simplicial complexes be ASC. An operation on sim-

plicial complexes is a map ASC⇥ ASC ! ASC, and is of special interest because it

tells us how two (or more) simplicial complexes can be combined to produce a new,

more involved, simplicial complex. Two operations of interest are the simplicial join

⇤ and the coproduct + which are defined

1. ⌃ ⇤ ⇥ := {� t ✓|� 2 ⌃ ^ ✓ 2 ⇥},

2. ⌃ + ⇥ := {{0}⇥ ⌧ |⌧ 2 ⌃} [ {{1}⇥ ⌧ |⌧ 2 ⇥}.

Here, � t ✓ denotes the disjoint union of two sets, or symbolically � t ✓ :=

({0}⇥ �) [ ({1}⇥ ⌧). Taking for example ⌃ = ⇥ = D2, where recall D2 =

{;, {1}, {2}}, the result of D2 ⇤D2 is shown on the left of Figure 2.2 and the result

of D2 + D2 on the right. Categorically, ASC can be thought of as a category with

objects being simplicial complexes and morphisms simplicial maps.

When considering simplicial complexes as the choice of cover of a particular

presheaf, it will become important to know if it possesses a certain property known

as acyclicity, which can be thought of as the generalisation of the corresponding

property of graphs, where it refers to the absence of cycles. We will give the al-

gorithmic definition of acyclicity, in which a simplicial complex is acyclic if and only

if we can remove vertices from it in a certain way so as to produce the zero complex

�0 := {;}, which contains no vertices.

If vertices can be removed from the simplicial complex it is said to be Graham

reducible.

Definition 2.2.3 (Graham reducible). We say that a simplicial complex ⌃ is Gra-

ham reducible if there exists a face � 2 max(⌃) which has vertex x 2 ⌃ such that

the vertex x is not in any other maximal faces.
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Figure 2.3: Top. Successful Graham reduction of an acyclic simplicial complex.
Bottom. A simplicial complex which cannot be Graham reduced to �0 and is
therefore not acyclic.

The removal of the vertex x to form the simplicial complex ⌃0 := {�\{x}|� 2 ⌃}
is called a Graham reduction step. We write ⌃ ⌃0.

Definition 2.2.4 (Acyclic Simplicial Complex). A simplicial complex ⌃ is said to

be acyclic if there is a series of Graham reduction steps ⌃ ⌃0  ... �0, ending

in the zero complex �0.

Some simple examples are useful to illustrate what is meant by acyclicity. First

consider the acyclic simplicial complex shown in the top half of Figure 2.3 together

with its Graham reduction to the complex �0. Looking first at the leftmost complex

we see that vertices a and d both occur in a single maximal face of the simplicial

complex. We begin by removing a, which leaves us with the next simplicial complex

in that row, where  is used to indicate the process of Graham reduction. After

this, every vertex occurs in one maximal face which is simply the face {b, c, d}, and
so any one of them can be removed, which is chosen to be b resulting in the next

simplicial complex. In this manner, we are left with the simplicial complex {d}
containing only the single vertex d. This can clearly be reduced to �0, and thus

this simplicial complex can be seen to be acyclic.

On the other hand, the simplicial complex shown in the bottom half of Figure

2.3 is not acyclic. This is because although we can initially reduce it as before

by removing the vertex a, after this each vertex occurs in two maximal faces, and

therefore none qualify to be removed in a Graham reduction step.

We will also require the following proposition, which relates the acyclicity of a

simplicial complex to the acyclicity of its induced subcomplexes.

Proposition 2.2.5. Given a simplicial complex ⌃, if there exists an induced subcom-

plex K which is Graham irreducible, then this implies that ⌃ is Graham irreducible.
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Proof. It is enough to show that for an acyclic simplicial complex every induced

subcomplex is Graham reducible to a disjoint union of points (since we would like

the negation of this). However, [103] defines acyclicity as the property of having no

induced subcomplex which is biconnected and non-trivial (i.e. not a simplex; having

more than one maximal face), and this definition of acyclicity and the version which

relies on a series of Graham reduction steps were shown to be identical in [14]. This

alternative definition makes is clear that for an acyclic simplicial complex, every

induced subcomplex is reducible to a disjoint union of points.

2.3 The distribution monad and conditional dis-

tributions

In this thesis we will be working with sheaves F in which elements s 2 F(U) will

be physically interpreted as behaviours of a system on the space U . In the case

that U is a set of measurements, for example, a behaviour is an assignment of an

outcome s(o) to every measurement m 2 U . However, we would like also to describe

probabilistic systems. Thus, given some set U of measurements, we would like to

attach some probability w(s) to each deterministic s 2 F(U).

This is done formally as follows. Given a set X and a commutative semiring R =

(R,+, 0, ·, 1), let DR(X) be the set which has as its elements functions w : X ! R

such that X

s2X

w(s) = 1, (2.6)

i.e. it is normalised. Moreover, w is required to have finite support, where the

support is defined to be the subset of X for which w(s) 6= 0.

Semirings of particular interest will be

1. The reals. R = (R,+, 0,⇥, 1)

2. The booleans. R = (B,_, 0,^, 1).

In fact, DR : Set ! Set is a monad, or a presheaf Set ! Set. Given a set X 0 ✓ X,

we restrict an element w 2 DR(X) to an element w|X0 2 DR(X) where

w|X0(s0) =
X

s2X;s|X0=s0

w(s). (2.7)

This allows us to speak of, for R = R, probability distributions over the set X.
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Central to the theory of probability is the notion of conditional probability.

This categorical account of conditional probability will follow Jacobs [79] and Furber

and Jacobs [62].

Given a distribution w 2 DR(X), we can form the conditional distribution w|p
where p : X ! {0, 1} is a predicate on X assigning a truth value (0 or 1) to

elements of X. While in [62] they consider fuzzy predicates which are more general

maps p : X ! [0, 1], we will only be interested in the sharp case sending elements

to 0 or 1. A predicate p singles out certain elements of X which are known to be

true—thus the conditional distribution w|p, read “w given p”, when acting on an

element s 2 X gives the probability of s given that the set {r|p(r) = 1} is true.

This conditional distribution is defined

w|p(s) :=
w(s)p(s)P

r2X w(r) · p(r) . (2.8)

2.4 Bundle diagrams

We have seen that a presheaf F : P(X) ! Set is a sheaf with respect to the cover

⌃ ✓ P(X) of X if the compatible family {s�}�2⌃ of sections has a unique global

section h 2 F(X). However, even if F is a sheaf, its precomposition with the

distribution monad DR �F may not be. The sheaf property, or lack thereof, for the

compatible family {p�}�2⌃ can be conveniently captured via a bundle diagram.

The bundle diagram has as its base the simplicial complex, and above each

vertex x in the simplicial complex is the fibre of values that x can take on under

F . For any n-dimensional face � 2 ⌃ of the simplicial complex, a section s 2 F(�)

which is contained in the support of p� is represented via an n-simplex connecting

the assignment values contained in s at each vertex x 2 �. For example, if the

simplicial complex and fibres are as in the diagram below, then taking � = {a1, b1},
and s 2 supp(p�) to be a function � ! {0, 1} sending a1 7! 0 and b1 7! 0, we

represent this by the line connecting 0 and 0 above the face {a1, b1}, as shown in

green.

A global section h 2 F(X) is a closed path through the fibres, as highlighted in

red above, since a global section defines a single outcome for each variable. Con-

veniently, then, the failure of DR � F to be a sheaf can be observed by finding a

line, such as that highlighted in green, which does not extend to a closed path. This

is because it implies that there exists a local section s in the support of p� which

does not correspond to any global section with support on each � 2 ⌃. It therefore
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b1

1

0
1

0
0

1

Figure 2.4: An example bundle diagram.

cannot arise from the restriction of a global section h 2 F(X) which is in the sup-

port supp(X), but if DR � F is a sheaf then this would always be the case. We will

analyse this in more detail in the following Chapter.
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Chapter 3

The sheaf approach to

contextuality

Summary

This chapter covers Abramsky and Brandenburger’s sheaf ap-

proach to contextuality [7], and relevant developments which

came out of this approach. This includes the resource theory

of contextuality [3], quantum advantage due to contextuality

in a measurement based quantum computing setting [119, 10],

the contextual fraction which gives a measure of contextuality

[4], and Vorob'ev’s Theorem [137], which allows one to single

out the contextuality setups which can host nonclassical correl-

ations.

Famously, in 1935 Einstein, Podolsky and Rosen wrote a paper titled “Can

Quantum-Mechanical Description of Physical Reality be Considered Complete?”

which presented what became known as the EPR paradox [50]. It questioned

whether quantummechanics could indeed be considered a complete theory of Nature,

which John S. Bell showed to be equivalent to quantum theory being in tension with

the assumptions of (1) reality and (2) locality [21]. In this single stroke, the found-

ations of physics which had up to that point seemed unshakeable, were put into

question.

Another way to view the type of non-classicality that occurs in general Bell

setups is to see it as it being impossible to assign an ontic state to the system (i.e. a
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state in which all observables of the system are well-defined) due to the observation

that in quantum mechanics such observables can be context dependent; in particular

this can happen even when no-signalling is satisfied. The context refers to the set

of measurements which a measurement m occurs together with, and for the value

of m to be context-dependent is in stark opposition with the classical viewpoint.

Systems which behave like this are said to be contextual, much like Escher’s stairs

which perpetually ascend and end at the same position (see Introduction).

Quantum contextuality however encompasses a much broader class of examples

besides general Bell setups. The demonstration of contextuality relies only on a

measurement set together with a compatibility relation, which for quantum physics

is the binary commutation relation, so that Bell setups arise as examples in which

commutation arises because observers, or parties, have access to nonoverlapping

subsets of the Hilbert space. Many approaches to contextuality exist, including

Spekkens’ ontological approach [131], the hypergraph approach of Cabello, Sever-

ini and Winter [36], the sheaf theoretic approach of Abramsky and Brandenburger

[7], and contextuality by default of Dzhafarov [49]. We will work within Abramsky

Brandenbuerger’s sheaf theoretic approach. The power of this approach is that it

allows for the import of tools from sheaf theory to the context of quantum contex-

tuality. To name a few examples, this has included development of

• Logical Bell Inequalities and proof of their completeness by Abramsky and

Hardy [8];

• Cohomological tools for contextuality by Abramsky, Mansfield and Barbosa

[9], in particular using Čech cohomology to characterise contextuality;

• The contextual fraction as a generalisation of the non-local fraction by

Mansfield and Barbosa [4];

• A definition of simulation of a system S by another system S 0, including

a resource theoretic formulation of contextuality by Abramsky, Barbosa,

Karvonen and Mansfield, and Karvovnen, respectively [3, 81].

While it is interesting to demonstrate that a quantum system may exhibit con-

textuality for the same reason that it is interesting that systems exhibit Bell non-

classicality—because of the separation in correlations from an identical classical

system—the broader motivation in working with contextuality is to demonstrate

some form of computational advantage. In this direction, two rather important

bodies of work have been [10] and [119]. In [10] Anders and Brown demonstrated
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that certain input states can raise the computational power of the classical control

computer in measurement based quantum computing (MBQC). In particular, it was

shown that deterministic computation of a NAND gate is possible given access to

a GHZ resource state and a classical control computer which is only able to perform

CNOT and XOR operations. This is an explicit demonstration of promotion of the

classical computational power from subuniversal (or linear) to universal, since the

NAND gate is nonlinear. On the other hand, Raussendorf showed that contextu-

ality has a role to play by demonstrating that MBQCs which compute a non-linear

Boolean function with high probability are contextual.

3.1 The setup

We will be studying a single restricted type of setting in which we have access to

a black-box, into which we feed inputs and it returns outputs. The input specifies

the measurement to be made, and the output is the outcome of the performed

measurement. Inside the black box lies a system S which is what is measured. The

setup is indicated in diagrammatic form in Figure 3.1 for clarity.

S

a1 b1

oa1 ob1

Figure 3.1: A system S, represented by a ‘black’ box. The measurements a1 and
b1 are fed into the box, indicating that they are performed on the system, and
corresponding outcomes oa1 and ob1 are produced by the box.

Here, commuting measurements a1 and b1 are fed into the box, which can be

thought of measurements a1 and b1 being performed on the system. The results

of measurement are then fed out as oa1 and ob1 respectively 1. A single run of

the experiment is therefore both a choice of measurements and the receiving of an

outcome for each of these choices. The question is then whether, over many runs,

the resulting probability distribution on outcomes which S produces has classical

explanation.

1An alternative viewpoint, which will be useful later on, is that we ‘ask’ the system S questions
a1 and b1, and the outputs are the system’s answers to these questions.
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In each round of experiment a commuting set of measurements must be chosen.

To this end we introduce a simplicial complex ⌃ on the set X of possible meas-

urements, such that a face C 2 ⌃ indicates a commuting set of measurements— C

will be referred to as a measurement context. For example, suppose that the set

of measurements is X = {1, 2, 3, 4} and the simplicial complex ⌃ := P(X). Thus

{1, 2, 3, 4} 2 ⌃ and all measurements commute. We will however be interested in

setups in which some of the measurements do not commute, since it is the non-

commutativity, and in particular the measurement of a measurement m in more

than one measurement context, which allows for the possibility of contextuality.

The last piece of information which must be specified is the outcome set Om

belonging to each measurement m. For clarity of notation and without loss of

generality, we will take Om to be identical for every measurement m and given by

O. Oftentimes we will take O := {0, 1} in which case the measurement is said to be

dichotomic. It follows that a measurement scenario can be summarised by the

tuple M = hX,⌃, Oi.

Definition 3.1.1 (Measurement Scenario). A measurement scenario is a triple

M = hX,⌃, Oi where

1. X is the set of measurements,

2. ⌃ ✓ P(X) is the commutation relation on the set of measurements,

3. O is the set of outcomes for each measurement.

We consider as an example the tripartite setup, which is a Bell-type example

arising when three agents, A, B and C, each have two measurements which they

can perform.

Example 3.1.2 (Tripartite Setup). The tripartite setup has measurement set X =

{a0, a1, b0, b1, c0, c1} and simplicial complex displayed in Figure 3.2.

Maximal faces of ⌃ consist of a single choice of measurement for each agent.

Note, moreover, that every measurement occurs in more than one maximal face of

⌃. Oftentimes measurement are dichotomic so that O = {0, 1}.

A measurement scenario does not make reference to the theory of quantum mech-

anics, but it encapsulates this as a specific example. In this case, specifying the

measurements amounts to for each mi 2 X specifying a projection-valued meas-

ure (PVM) [47] on the Hilbert space H. Recall that a PVM consists of a set of
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c0

b0

b1

c1

a0 a1

Figure 3.2: The compatibility complex for a three party Bell setup, in which each
party has access to two measurements.

projectors M := {Pj}j2O with j denoting the outcome associated with the pro-

jector, such that (i) projectors are orthogonal, [Pi, Pj] = 0 and (ii) they sum to give

a resolution of the identity,
P

j2O Pj = I.

Let M be a list of PVMs, then a triple hM,⌃, Oi is a quantum measurement

scenario, where � 2 ⌃ () 8Mi,Mj 2 ⌃. [Mi,Mj] = 0. We show how the

well-studied Bell-CHSH setup [42] can be captured in this framework.

Example 3.1.3 (The Bell-CHSH Setup). The CHSH Setup has measurement scen-

ario M = hX,M, Oi where

1. X = {a0, a1, b0, b1}

2. ⌃ = {{a0, b0}, {a0, b1}, {a1, b0}, {a1, b1}, {a0}, {a1}, {b0}, {b1}}

3. O = {0, 1}

The simplicial complex ⌃ is shown below.

b0

b1 a1

a0

Figure 3.3: Compatibility complex of the Bell-CHSH setup.

Here, ai indicates a measurement performed by a party Alice and bi a measure-

ment by a party Bob. We may be more specific and give the corresponding quantum
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realisations. Let Ma0 be measurement in the computational Z basis, so that it con-

sists of projectors 8
>><

>>:

P a0
1 = |0i h0|

P a0
�1 = |1i h1|

(3.1)

and Ma1 be in the X or Hadamard basis so that the projectors are instead

8
>><

>>:

P a1
1 = |+i h+|

P a1
�1 = |�i h�|

(3.2)

We define projectors for b0,1 such that b0 lies at an angle ✓

8
>><

>>:

P b0
1 = [cos ✓ |0i+ sin ✓ |1i] [cos ✓ h0|+ sin ✓ h1|]

P b0
�1 = [� sin ✓ |0i+ cos ✓ |1i] [� sin ✓ h0|+ cos ✓ h1|]

(3.3)

and

8
>><

>>:

P b1
1 = [cos (⇡/2� ✓) |0i+ sin (⇡/2� ✓) |1i] [cos (⇡/2� ✓) h0|+ sin (⇡/2� ✓) h1|]

P b1
�1 = [� sin (⇡/2� ✓) |0i+ cos (⇡/2� ✓) |1i] [� sin (⇡/2� ✓) h0|+ cos (⇡/2� ✓) h1|] .

(3.4)

Note that the PVMs Mai and Mbj act on di↵erent subsets of the Hilbert space, so

that the required commutation relations are automatically satisfied.

The above example is, as with the tripartite setup, a Bell setup, or a setup in

which measurements are performed by parties who each have access to some factor

Hi of the total Hilbert space H, such that H =
N

Hi. In examples such as this,

experimenters independently choose a single measurement to perform, so that the

compatibility structure as specified by ⌃ will naturally contain, in its maximal faces,

one measurement for each experimenter. This is clear when studying the simplicial

complexes of the tripartite and bipartite (i.e. Bell-CHSH) setups.

This specific structure of Bell setups can alternatively be seen as a consequence

of the way in which measurements scenarios compose in parallel. Given a setup

M1 with compatibility structure specified by ⌃1 and a setup M2 with compatibility

structure defined by ⌃2, the parallel composition defines how to produce a larger
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m0 m1

m2

Figure 3.4: A compatibility complex for three measurements known as the Kochen-
Specker triangle. It described the case in which any two measurements are compat-
ible, but not the set {m0,m1,m2}.

measurement scenario M by placing M1 and M2 in parallel.

Definition 3.1.4 (Parallel Composition of Measurement Scenarios). Given a meas-

urement scenario M1 = hX1,⌃1, O1i and a measurement scenario M2 = hX2,⌃2, O2i
define their parallel composition M1 ⇤ M2 to be the measurement scenario M =

hX,⌃, Oi where

1. X := X1 [X2 (assume X1 and X2 are disjoint w.l.o.g),

2. ⌃ := ⌃1 ⇤ ⌃2 where ⌃1 ⇤ ⌃2 denotes the simplicial join of the complexes,

3. Om =

8
>><

>>:

O1 when m 2 X1

O2 when m 2 X2.

All Bell scenarios can be produced from the parallel composition of measurement

scenarios for the individual ‘parties’, which have compatibility relations described

by discrete simplicial complexes. Contextuality, on the other hand, encompasses all

measurement scenarios. The simplicial complex in Figure 3.4, for example, cannot

be realised by any Bell setup.

This is known as the Kochen-Specker triangle, and the associated measurement

scenario is the simplest—in terms of number of measurements—to exhibit contextu-

ality, although such contextuality is not quantum realisable 2. This is because if the

PVMs in a set � commute pairwise then the set is a compatible set of measurements,

� 2 ⌃. As a result, since {M0,M1,M2} commute pairwise, we must have the face

{M0,M1,M2} 2 ⌃ which prohibits the possibility of the ‘empty triangle’ displayed

above.

Defining composition is useful for developing resource theories, which in this case

would be the resource theory of contextuality. Later we will see that if it can be

2Note that if one allows for more general quantum measurements, the positive operator-valued
measures (POVMs) then such correlations are achievable [97]
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shown that contextuality does not increase under a choice of composition operator,

then that operation is free in the associated resource theory.

3.2 Deterministic systems and classicality

We have introduced measurement scenarios, which capture a particular experimental

setup. Given access to a black box S and a measurement scenario M, we can run

an experiment in which a set of commuting measurements is chosen, fed into the

system, and a set of outcomes obtained. We indicate this for the CHSH setup below.

We can model this behaviour of the system S as the function s� : � = {a1, b1} ! O

S

a1 b1

0 0

Figure 3.5: Diagrammatic representation of the behaviour that might be exhibited
by a black box in a single round of experiment.

defined as

s� :: {a1 7! 0; b1 7! 0}. (3.5)

We call the assignment of an outcome o to a measurement m a measurement

event, and write hm, oi to denote it. Given a subset of measurements U ✓ X, we

can represent the simultaneous allocation of an outcome to each measurement in U

by the function

s : U ! O (3.6)

so that s(m) is the outcome upon measurement of m 2 X. There will be |O||U | such

functions, and we let E(U) denote this set of functions. We will refer to functions

s 2 E(U) as sections, and the set E(U) as the set of sections over U .

Note that the given E is in fact a presheaf. In particular, recalling definition

2.1.1, for each inclusion of measurement sets V ✓ U , we define a restriction map

⇢UV : E(U) ! E(V ) which sends s 2 E(U) to the function s|V 2 E(V ) with s|V (m) :=

s(m). It can be checked that this satisfies both conditions in definition 2.1.1.

Recall that a sheaf is a presheaf which satisfies additional gluing conditions. It

can be checked that E does satisfy these additional conditions— as a result given U ✓
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X and a cover {Ui}i2I with si 2 E(Ui) for each i 2 I such that si|Ui\Uj = sj|Ui\Uj ,

we can always glue these together to form a unique f 2 E(U) with f |Ui = si for all

i 2 I.

Physically, taking ⌃, the sets of observables which can be simultaneously meas-

ured, to be the cover and U = X, and letting s� correspond to a deterministic map-

ping of � 2 ⌃, E being a sheaf says that we can always build a function f : X ! O

which restricts down to give the observed behaviour on each � ! O. Note that this

is independent of ⌃, and E is a sheaf regardless of the chosen cover.

We will see, when considering a probabilistic system S, this is not the case, and
that this is precisely the distinction between classical and contextual systems.

3.3 Probabilistic systems and empirical models

Sections describe deterministic behaviours of a system. However, systems, including

classical systems, do not need to be deterministic. To deal with this, we precompose

the event sheaf E with the distribution functor DR, which was defined in Section

2.3. We therefore obtain, for each subset of measurements U ✓ X, the set of all

normalised probability distributions on the set of sections on U .

Recall that given a function f : X ! Y between sets, the functor DR sends this

to a map which marginalises the probability distribution associated with X to that

associated with Y :

DR(f) : DR(X) ! DR(Y ) :: p 7!

2

4y 7!
X

f(x)=y

p(x)

3

5 . (3.7)

Therefore given U, V ✓ X where U ✓ V , and given a distribution p 2 DR �E(V ), we

can restrict this to get a probability distribution p|U 2 DR � E(U), where we define,

for each f 2 E(U)

p|U(f) :=
X

g2E(V )
g|U=f

p(g). (3.8)

Empirically, we only obtain certain probability distributions: one for each com-

muting set of measurements � 2 ⌃. This is in practice implemented by preparing

an unlimited (or very large) number of identically prepared systems S1,S2, .... and

measuring each in turn, for varying choices of measurement set. The systems Si

may be classical, quantum, or more generally any system which satisfies the axioms

of a general probabilistic theory (GPT) [17].
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In this manner a table of probabilities can be built up, such as the one below

(which is for the CHSH setup).

(0, 0) (0, 1) (1, 0) (1, 1)
a0 b0 1/2 0 0 1/2
a1 b0 1/2 0 0 1/2
a0 b1 1/2 0 0 1/2
a1 b1 0 1/2 1/2 0

Table 3.1: Example empirical model for the CHSH setup.

Note, however, that the information contained in a table such as Table 3.1 is

identical to taking a compatible family {e�}�2⌃ for the presheaf DR � E over the

cover ⌃. Each e� in this family is contained in the row labelled by � in the table.

For example, the 1
2 in the row ‘a0 b0’ and column (0, 0) indicates that the local

section s : {a0 7! 0, b0 7! 0} occurs with probability 1
2 , or e{a0,b0}(s) = 1/2.

Tables such as the one above are referred to as empirical models.

Definition 3.3.1 (Empirical Model). Let M = hX,⌃, Oi be a contextuality meas-

urement scenario. An empirical model e consists of a compatible family of probability

distributions {e�}�2⌃ on the cover ⌃ for the presheaf DR � E . Compatibility means

that given e� and e�0 then we should have

e�|�\�0 = e�0 |�\�0 . (3.9)

We write EM(M) to represent the set of all empirical models on the scenario M.

The condition that the family of probability distributions {e�}�2⌃ be compat-

ible is the no-disturbance condition [118], which, for Bell scenarios, is the no-

signalling condition. It says that the probability of obtaining an outcome for a

measurement m should not depend on which other measurements it is performed

together with. For Bell setups this can be enforced by ensuring that measure-

ments are space-like separated; for contextuality setups since measurements could

have support on overlapping subsets of the Hilbert space, no-disturbance cannot

be physically guaranteed but we take it as an axiom. The definition of empirical

model therefore guarantees that no-signalling, and more generally no-disturbance,

is satisfied.

The data of an empirical model may also be represented via a bundle diagram.

The bundle diagram for the empirical model given in Table 3.1 is shown below. The

base of the bundle diagram is the simplicial complex ⌃ corresponding to the scenario

M. The fibres above each � 2 ⌃ are the set of sections E(�). The empirical model
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is realised by representing a dark simplex for a section s 2 E(�) which is observed.

In particular, for the CHSH setup, since each maximal context contains just two

measurements, the empirical model given in table 3.1 simply has a line connecting

a0 = i and b0 = j along the edge {a0, b0} if the column (i, j) in the row {a0, b0}
occurs with non-zero probability.

a0

a1

b0

b1

1

0
1

0
0

1

As we had the quantum realisation of a particular measurement scenario, we

may have the quantum realisation of an empirical model. Given a quantum state

|�i, the data for an empirical model is specified for each � 2 ⌃ by calculating

e�(s) = h�|
 
Y

Mi;i2�

P i
s(i)

!
|�i . (3.10)

Recall that P i
o is the projection corresponding to the outcome o for the measurement

Mi.

3.4 Contextuality

We define an empirical model as a compatible family of probability distributions for

the presheaf DR � E . For certain covers, and therefore for certain empirical models,

the sheaf condition will be met so that there exists a global section projecting down

to give the local sections of the empirical model. This is precisely what is meant by

contextuality.

Definition 3.4.1 (Contextuality). A model e 2 EM(M) is contextual if there exists

no global probability distribution d 2 DR � E(⌃) such that

e� := d|� (3.11)
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for all measurement contexts � 2 ⌃.

Contextuality can therefore be interpreted as a property of empirical models

which contain data that cannot be glued together into a consistent global picture.

We will oftentimes say that the empirical model is extendable if a global section

does exist. In [6], it is moreover shown that since global sections can be viewed

as deterministic local hidden variables (LHVs), contextuality of an empirical model

implies that no such hidden variable description for it exists.

Besides deciding whether an empirical model is contextual or not, empirical

models which are not extendable can also be classified according to the strength of

contextuality. To emphasise this, and before characterising these di↵erent types of

contextuality, we consider two examples below. The di↵erence in proofs of contex-

tuality in these examples highlights these di↵erent ‘levels’ of contextuality.

Example 3.4.2 (Peres-Mermin’s ‘magic’ square). The Peres-Mermin magic square

[115, 107, 106] refers to the ‘square’ below, where each row and each column is a

measurement context and the �↵s are the Pauli matrices. Also shown is the result

of multiplication of each row and column; note that multiplication of every row and

the first two columns gives the identity operator 1 while multiplication of the last

column gives �1.

1⌦ �x �x ⌦ 1 �x ⌦ �x 1
�y ⌦ 1 1⌦ �y �y ⌦ �y 1
�y ⌦ �x �x ⌦ �y �z ⌦ �z 1

1 1 �1

The reason this is contextual is the following: there exists no assignment s : X !
{�1, 1} where X is the set of 9 measurements in the table, such that the product

of these assignments gives the value expected from multiplication of the appropriate

row or column. Taking row 1 as an example, we require that

s(1⌦ �x)s(�x ⌦ 1)s(�x ⌦ �x) = 1. (3.12)

This can be satisfied by, for example, taking

s(1⌦ �x) = s(�x ⌦ 1) = s(�x ⌦ �x) = 1. (3.13)

However all 6 of the equations corresponding to the 3 rows and 3 columns cannot be

simultaneously satisfied in this manner.
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To see this, label row i Ri and column j Cj. Then note that

R1 ·R2 ·R3 · C1 · C2 · C3 = �1, (3.14)

however, the left hand side of this equation is equal to

[s(1⌦ �x)]
2 [s(�x ⌦ 1)]2 [s(1⌦ �y)]

2 ... [s(�z ⌦ �z)]
2 . (3.15)

This quantity must be equal to 1, since each [s( , )]2 term must equal 1. This together

with equation 3.14 gives a contradiction, because they imply 1 = �1.

(0, 0) (0, 1) (1, 0) (1, 1)
a0 b0 1/2 0 0 1/2
a1 b0 3/8 1/8 1/8 3/8
a0 b1 3/8 1/8 1/8 3/8
a1 b1 1/4 1/4 1/4 1/4

Table 3.2: The Bell-CHSH empirical model.

Example 3.4.3 (Contextuality of the Bell-CHSH model). We consider the Bell-

CHSH empirical model displayed in the table 3.2. It arises as follows. Two qubits

are prepared in the entangled state

���+
↵
=

1p
2
(|00i+ |11i) (3.16)

and one distributed to Alice and one to Bob. Each agent has access to the same two

measurements (albeit on their factor of the Hilbert space), which are the following

two,

a0 = b0 =

0

B@
0 1

1 0

1

CA a1 = b1 =

0

B@
0 e�i⇡/3

ei⇡/3 0

1

CA . (3.17)

Physically this corresponds to two measurements separated by an angle of ⇡
3 on the

X-Y plane of the Bloch sphere. Noncontextuality of this empirical model requires

that there be a probability distribution over global sections marginalising to give the

data in the table. An example global section is

f :: {a0 7! 0, a1 7! 1, b0 7! 0, b1 7! 1}. (3.18)
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There are 24 = 16 such global sections. An example of a probability distribution over

such sections is

1/8
�!
f1 + 1/8

�!
f2 + 3/8

�!
f3 + 3/8

�!
f4 (3.19)

where 8
>>>>>>>>>><

>>>>>>>>>>:

f1 :: {a0 7! 0, a1 7! 0, b0 7! 0, b1 7! 1}

f2 :: {a0 7! 0, a1 7! 1, b0 7! 0, b1 7! 0}

f3 :: {a0 7! 1, a1 7! 0, b0 7! 1, b1 7! 1}

f4 :: {a0 7! 1, a1 7! 1, b0 7! 1, b1 7! 0}.

(3.20)

Nevertheless this choice does not marginalise to give the desired empirical data. It

can be shown, via contradiction, that no choice of global section produces the data

in Table 3.2, so that this is an example of a contextual model.

In the first example, contextuality arose by showing that there exists no global

section consistent with the observed data. That is, given a probabilistic empirical

model e 2 EM(M), we associate with it a possibilistic model poss(e) by taking for

each � 2 ⌃, the possibilistic model in the contexts to be supp(e�). Possibilistic

extendability, then, refers to whether there is a Boolean distribution d on E(X)

which restricts to supp(e�) for every context � 2 ⌃. This is equivalent to specifying

a non-empty subset Se of E(X):

Se := {s 2 E(X)|8� 2 ⌃.s|� 2 supp(e�)}. (3.21)

By deriving a contradiction when supposing that such a global section does exist, we

showed for the Peres-Mermin square that Se = ; and therefore the setup is strongly

contextual.

The second example instead demonstrated contextuality by showing that there

exists no global probability distribution which marginalises to give the observed

local distributions, which is a probabilistic proof of contextuality. The di↵erence

between these two proofs is a result of the following hierarchy of contextuality.

Definition 3.4.4 (Hierarchy of Contextuality). Let e be a probabilistic empirical

model on M. We say that e is

1. Contextual if there exists no global section h 2 DR � E(X) restricting to give

the local sections e� for all � 2 ⌃.
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a0

a1

b0

b1

1

0
1

0
0

1

a0

a1

b0

b1

1

0
1

0
0

1

Figure 3.6: Example bundle diagrams. Left. The PR Box. Right. The Hardy
model.

2. Logically contextual if there is an s 2 supp(e�) which does not arise as the

restriction of a consistent global assignment g 2 Se.

3. Strongly contextual if Se = ;.

We express the hierarchy as follows

Contextuality < Logical contextuality < Strong contextuality (3.22)

indicating that, for example, logical contextuality =) contextuality, and

strong contextuality =) contextuality.

Bundle diagrams are useful for visualising logical and strong contextuality. Since

a global section in the bundle diagram is a closed path traversing all the fibres once,

logical contextuality is present when there exists a local section, in this case a line,

which does not extend to a closed path and strong contextuality is present when no

line extends to a path. We display the bundle diagrams of the PR box (left) and

Hardy model (right) below. Both of the associated empirical models are contextual:

for the PR box, there exists no closed path in the bundle diagram, while for the

Hardy model there is closed path (highlighted in red), but there is also a line which

does not extend into a closed path (highlighted in green). The PR box is strongly

contextual and the Hardy model logically contextual.
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3.5 Kochen-Specker scenarios and the Kochen-

Specker Theorem

Contextuality is a property of an empirical model e 2 EM(M) defined on a meas-

urement scenario M. It has been shown that there are various ways to prove that a

given empirical model is contextual, and such methods vary depending on the type

of contextuality.

In certain cases, given just the measurement scenario M it is possible to guar-

antee that every state of the system (i.e. for quantum mechanics every wavefunction

| i), when measured, will result in a contextual empirical model. This is known

as state-independent contextuality [34]. The Peres-Mermin magic square, for

example, gives a contradiction regardless of the state | i that is measured.

Kochen-Specker scenarios are a class of scenarios for which contextuality is al-

ways state-independent strong contextuality. We describe such scenarios first in the

quantum mechanical setting, where they naturally arise, and then explain how these

are captured in the sheaf approach developed above.

In quantum mechanics, an idealised measurement is described by a rank-1 pro-

jector on a Hilbert space. For a Hilbert space of n�dimensions, any set {P1, ..., Pn}
of orthogonal rank-1 projectors satisfies

1. PiPj = 0 for i 6= j;

2.
Pn

i=1 Pi = 1.

Each projector can be viewed as a ray spanning a vector vi in Rn 3 and a pro-

jector will be associated with either a ‘yes’ answer (1 outcome) or ‘no’ answer (0

outcome). In this terminology, given a set B ✓ Rn of n orthogonal projectors items

1 and 2 imply that given a state (i) orthogonal projectors cannot both give 1 (yes)

upon measurement and (ii) at least one of the projectors must give 1 (yes) upon

measurement. Thus there exists a map f : B ! {0, 1} with
P

v2B f(v) = 1.

The question that Kochen and Specker asked, and ultimately showed not to be

true in their 1967 paper [91], is whether one can given a set S ✓ Rn of vectors always

find an assignment f : S ! {0, 1} such that for every set B of orthogonal vectors

contained in S,
P

v2B f(v) = 1.

The above result, known as the Kochen-Specker Theorem, can be viewed, as

with empirical models, as an obstruction in extending truth assignments of these

projectors in a set of orthogonal vectors B to truth assignments on the whole set S.

3In general the Hilbert space is a complex vector space, but we specialise to the real case.

39



If no such extension exists, the set S is called a Kochen-Specker set, or simply a KS

set. The original proof of the theorem relied on a set of 117 vectors. Since then, the

smallest KS set is the 18 vector set in 4 dimensions introduced in [35], which was

shown to be minimal in [145].

KS setups and the KS models can be seen as specific instances of the machinery

developed by Abramsky and Brandenbuerger in [7]. A KS setup contains an equal

number of measurements per context. Thus, for a KS scenario hX,⌃, Oi we have

8� 2 max(⌃). |�| = n, (3.23)

for some fixed integer n. A KS empirical model is one which has support only on

the sections which send a single measurement in a context to the outcome 1, and

everything else to 0. Thus,

s 2 supp(e�) =) 9m 2 �. s(m) = 0 ^ 8m0 2 �\{m}. s(m0) = 0. (3.24)

If an empirical model e 2 EM(M) satisfies equation 3.24 we write eKC; we denote

as EMKC(M) the set of all Kochen-Specker models on M.

Example 3.5.1 (The Kochen-Specker Triangle). The simplest contextual KS model

is ‘the contextual triangle’, which is displayed in the table below, alongside the bundle

diagram which makes clear strong contextuality of the model.

Note that the only possible sections in each maximal context are those which map

a single measurement to the outcome 1.

(0, 0) (0, 1) (1, 0) (1, 1)
a b 0 1 1 0
b c 0 1 1 0
a c 0 1 1 0

a
b

c

1

0
1

0

Figure 3.7: The empirical model and bundle diagram for Example 3.5.1.
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3.6 Simulation and quantum resources

Resource theories have proved to be fundamental in quantum information [39]. A

resource theory consists of a set of states which are considered free together with

a set of allowed or free operations, these both being dependent upon the particu-

lar resource theory at hand. Importantly, the set of free states is invariant upon

application of the free resource—the free resource always converts a free state into

another free state— and the resource states are then those which cannot be gener-

ated starting from a free state and using free operations. In order to quantify this

resourcefulness, one introduces a monotone map from the set of states to the real

numbers, such that this number cannot increase when a state is acted upon by the

free operations of the theory. For example, in the resource theory of entanglement,

free operations correspond local operations and classical communication (LOCC),

and the resource states are entangled states which cannot be generated by LOCC

starting from a separable (i.e. unentangled) state.

Here, we consider the resource theory of contextuality and non-locality and how

this relates to simulation of one empirical model by another as studied in [3] and

[81]. This includes introducing the contextual fraction as a measure of contextuality,

which will be the resource monotone of the theory, as well as defining the allowed

operations on empirical models [4].

We begin by considering operations on empirical models. We write e : hX,⌃, Oi
when e is an empirical model on hX,⌃, Oi. The below operations are considered

‘free’ because they can be classically implemented, i.e. they require no additional

contextual resources.

Probabilistic mixing. A new empirical model is produced from a probabilistic

mix of e : hX,⌃, Oi and e0 : hX,⌃, Oi with probabilistic weight � 2 [0, 1]. This

corresponds to tossing a weighted coin to choose whether to run e or e0. The new

empirical model e+� e0 : hX,⌃, Oi is given by

(e+� e
0)�(s) := �e�(s) + (1� �)e0�(s), (3.25)

for � 2 ⌃ and s 2 E(�).
Controlled choice Given two empirical models on distinct measurement scenarios

e : hX,⌃, Oi and e0 : hX 0,⌃0, O0i a new measurement scenario e&e0 : hX tX 0,⌃ + ⌃0, [O,O0]i
is defined. Here, X t X 0 is the disjoint union of measurement sets, and ⌃ + ⌃0 is
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the coproduct of measurement scenarios. Moreover, [O,O0] indicates that

[O,O0]x = Ox ; x 2 X

[O,O0]x = O0
x ; x 2 X 0.

(3.26)

We define the empirical model on this new scenario in terms of e and e0 as

(e&e0){0}⇥� := e� ; � 2 ⌃

(e&e0){1}⇥� := e0� ; � 2 ⌃0
(3.27)

so that the compatibility of the new scenario ensures that only one of the empirical

models is run.

Tensor Product Given two empirical models e : hX,⌃, Oi and e0 : hX 0,⌃0, O0i a

new one is formed by running these two simultaneously. The measurement scenario

is e⌦e0 : hX tX 0,⌃ ⇤ ⌃0, [O,O0]i where now the simplicial join is instead performed.

A face � 2 ⌃ ⇤⌃0 may consist of both measurements from X and X 0. Taking �t�0,

s 2 E(�) and s0 2 E(�0), define the tensor product empirical model

(e⌦ e0)�t�0((s, s0)) := e�(s)e
0
�0(s0). (3.28)

We have mentioned that a resource theory requires a measure over the states

which is monotone for the allowed operations. The measure is taken to be the

contextual fraction CF. This is defined as follows. Any empirical model e :

hX,⌃, Oi can be decomposed as

e = eNC +� e
0 (3.29)

(see equation 3.25) with eNC noncontextual and for some � 2 [0, 1]. Such decom-

positions are not unique, and so there will be many possible values of �— the non-

contextual fraction NCF(e) is the largest value of � for which equation 3.29 holds,

NCF(e) = max{�|eNC +� e0}.
The contextual fraction is

CF(e) = 1� NCF(e), (3.30)
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which is monotone under the operations defined before. In particular, [4]

1. CF(e+� e0)  �CF(e) + (1� �)CF(e0)

2. CF(e&e0) = max{CF(e),CF(e0)}

3. CF(e⌦ e0) = CF(e) + CF(e0)� CF(e)CF(e0)

The resource theory framework setup above is one way to speak about ‘resource-

fulness’ of an empirical model, in terms of the contextual fraction.

One can instead grade empirical models in terms of simulations, where one em-

pirical model is considered more ‘powerful’, so to speak, than a second one if it can

simulate this latter one. Consider two measurement scenarios MX = hX,⌃, Oi and
MY = hY,⇥, P i.

A morphism h⇡, hi : MY ! MX consists of

i The simplicial map ⇡ : ⌃ ! ⇥ which is a function ⇡ : X ! Y which preserves

compatibility (see Section 2.2).

ii The family of maps hU : EY (⇡(U)) ! EX(U) for each U 2 P(X). Equivalently,

a family of maps hx : P⇡(x) ! Ox on output sets.

Note that in [81, 16] a simplicial relation is used instead of a simplicial map, the

former being more general. For our purposes, however, a simplicial map will be

su�cient. A morphism h⇡, hi : MY ! MX describes (i) how to map measurements

m 2 X to measurements ⇡(x) 2 Y and (ii) how to map a section s 2 EY (⇡(U)) for

any U 2 P(X)—equivalently a choice of outcomes for the measurements in ⇡(U)—

to a section s0 2 EX(U)—equivalently a choice of outcome for the measurements in

U .

An experimenter with access to an empirical model d : hY,⇥, P i can simulate

an empirical model on hX,⌃, Oi: for any choice of measurements � 2 ⌃ the exper-

imenter instead performs the measurements ⇡(�), obtaining the distribution d⇡(�)

on sections. Each of these sections is then mapped back, via h�, to sections on �,

resulting in an empirical model e : hX,⌃, Oi. This procedure is shown in Figure 3.8.

We give the formal definition below.

Definition 3.6.1 (Simulation of Empirical Models). Given measurement scenarios

MX : hX,⌃, Oi and MY : hY,⇥, P i and the empirical models e : MX and d : MY ,

we say that d deterministically simulates e if there is a morphism h⇡, hi : MY !
MX such that

e�(s) = d⇡(�)(h�(s)). (3.31)
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⇡(m1)⇡(m0)

m0 m1

o⇡(m0) o⇡(m1)

h(o⇡(m0)) h(o⇡(m1))

MX

MY

Figure 3.8: A diagrammatic representation of a simulation of an empirical model e
on MX by an empirical model d on MY .

In other words, e is the pushforward along h� : EY (⇡(�)) ! EX(�) of d, or e� =

h⇤
�d�.

One would expect that the contextuality of the two models is important when

determining when one model can simulate another. This idea of comparing empirical

models based on simulability is an idea which holds in general, but here we will

need only the case concerning deterministic simulations and strong contextuality.

As such, we give a special case of the relevant theorem from [81] below, which says

that an empirical model can only simulate a strongly contextual empirical model if

it itself is strongly contextual.

Theorem 3.6.2 (Karvonen [81]). Let h⇡, hi : d 7! e be a deterministic simulation.

If e is strongly contextual, d is as well.

Therefore, rather than grading empirical models based on the contextual frac-

tion, one can compare empirical models pairwise based on whether there exists a

simulation between them.

We consider a type of simulation which arises when the scenario MX is a re-

striction of the scenario MY .

3.6.1 Subscenarios from restriction

Naturally, one can restrict a measurement scenario M = hX,⌃, Oi to a scenario

M|Y = hY,⌃|Y , Oi on the subset Y ✓ X of measurements. Here, ⌃|Y := {�\Y |� 2
⌃}. Then we have a morphism hi, idi : M ! M0 where i : Y ! X is an inclusion

and the map on outcomes is simply the identity, since the outcome set for any y 2 Y

for the two scenarios is identical.
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Therefore, there is a simulation e 7! e|Y which allows one to simulate the restric-

ted empirical model (e|Y )� := e� from the empirical model e. The restricted model

is therefore only contextual if the original empirical model is.

3.7 Measurement based quantum computing

Contextuality has so far been considered from quite an abstract perspective, with

certain examples arising by considering spatially separated parties who can perform

measurements on a shared resource, quantum or otherwise. Here we see how contex-

tuality arises in computation, namely in measurement based quantum computing,

a paradigm of quantum computing which utilises quantum measurement to imple-

ment an algorithm. The idea is that n parties, each with access to a qubit in a

multipartite state |�i, perform a measurement in the basis specified by an input qk,

thereby obtaining an outcome sk. The state |�i is referred to as a resource state.

For resource states |�i which fall into the category of cluster states, MBQC is a uni-

versal model of quantum computation [120]. Moreover, as shown in [11] and [119],

contextuality allows one to explicitly increase the computational power of the clas-

sical control computer. Anders and Browne in [11] demonstrate that non-locality

promotes a subuniversal classical power of Pauli measurements and mod2–linear

classical processing to universal. Raussendorf takes this further in [119] by show-

ing that contextuality is necessary in order for an MBQC to computer a non-linear

Boolean function with high probability.

We recall an l2-MBQC protocol as defined by Raussendorf in [119], where l2

refers to the mod2–linear constraint imposed on the side of classical processing.

Definition 3.7.1 (l2-MBQC [119]). An l2-MBQC is a procedure employing local

quantum measurements via measurement parties to produce a classical output o from

a classical input i as follows.

1. For each party k, k = 1..n, there is a binary choice for the measurement basis,

qk 2 {0, 1}.

2. For each party k and each qk 2 {0, 1}, the measurement outcome is binary-

valued, sk 2 {0, 1}.

3. The computational output o is bitwise a parity of measurement outcomes s =

(s1, s2, ..., sn)T

o = Zs mod 2. (3.32)
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4. The choice of measurement bases q = (q1, q2, ..., qn)T is related to the meas-

urement outcomes s and the binary-valued classical input i = (i1, ..., il)T via

q = T s+Qi mod 2. (3.33)

5. For a suitable ordering of the parties 1..n, the matrix T is lower triangular

with vanishing diagonal.

An l2-MBQC M therefore takes a vector of inputs i and produced the compu-

tational output o from this. It can be useful to instead view this as a function

o : (Z2)
l ! (Z2)

n (3.34)

where recall l is the size of i, and n the size of o, so that the function o simply maps

a binary input string to a binary output string.

One of the main results of paper [119] is the following theorem.

Theorem 3.7.2 (Raussendorf [119]). Let M be an l2-MBQC deterministically eval-

uating a function o : (Z2)
l ! Z2. If o is nonlinear, then M is strongly contextual.

This generalises the result of Anders and Browne, which we will consider as an

example below, to any l2-MBQC which deterministically evaluates a function. Also

in [119], a more general theorem is given which applies also to non-deterministic

functions and does not require strong contextuality.

Theorem 3.7.3 (Raussendorf [119]). Let M be an l2-MBQC evaluating a function

o : (Z2)
n ! Z2. Then M is contextual if it succeeds with an average probability

PS > 1 � dH(o)
2n , where dH(o) is the Hamming distance of o from the closest linear

function.

Therefore if M is noncontextual, the probability of it being able to evaluate the

function o is limited by the Hamming distance of o from some linear function. In

particular, if dH(o) = 0 so that o is linear, M is contextual if PS > 1 which, it

being a probability, can never occur. An l2-MBQC which computes linear functions

therefore is always noncontextual. We now consider the Anders-Browne construction

as a specific example of Theorem 3.7.2.
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+++ ++� +�+ +�� �++ �+� ��+ ���
�x �x �x 1 0 0 1 0 1 1 0
�x �y �y 0 1 1 0 1 0 0 1
�y �x �y 0 1 1 0 1 0 0 1
�y �y �x 0 1 1 0 1 0 0 1

Table 3.3: The empirical model used by Anders and Browne in [10].

Example 3.7.4 (Anders Browne). Anders and Browne in [11] use as a resource

the GHZ state

| i = 1p
2
(|001i � |110i) (3.35)

together with a classical computer restricted to NOT and CNOT operations. They

are then able to show that measurement of this state can, supplemented with feed-

forward, deterministically compute a OR gate.

The measurement contexts for the setup together with their possible joint outputs

are shown in Table 3.3.

The l2-MBQC which implements this has as qi 2 {0, 1} as the binary input for

the three parties so that i 2 {1, 2, 3}. We therefore take q1 to correspond to the input

for agent A, q2 for B, and q3 for C.

The choice of measurement that agent i performs when receiving input qi is Oi(qi),

and here we take Oi(0) = �x and Oi(1) = �y for all i. Each party then produces an

outcome si which we can group into the tuple s = (s1, s2, s3).

In order to compute the (nonlinear) OR gate, the l2-MBQC must take two input

bits i = (i1, i2) and produce a single output bit o such that o is the OR of i1 and i2.

The classical control computer may use linear processing of the form in equation 3.33

to compute the choice of measurement basis from the classical inputs and outputs

(with causal flow being respected).

We see from the table that the input for C (party 3) is the XOR of the inputs

for A and B. In particular

0, 0 7! 0

0, 1 7! 1

1, 0 7! 1

1, 1 7! 0

(3.36)
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To this end we define

q1 = i1, q2 = i2, q3 = i1 + i2 mod 2. (3.37)

The outcome o is defined as the XOR of the measurement outcomes

o = s1 + s2 + s3 mod 2 (= s1 � s2 � s3). (3.38)

We now check that this computes the OR function. Analysing the table, it holds

that

�x ⌦ �x ⌦ �x | i = (�x1 � �x2 � �x3) | i = +1 | i (3.39)

�x ⌦ �y ⌦ �y | i = (�x1 � �y2 � �y3) | i = �1 | i (3.40)

�y ⌦ �x ⌦ �y | i = (�y1 � �x2 � �y3) | i = �1 | i (3.41)

�y ⌦ �y ⌦ �y | i = (�y1 � �y2 � �y3) | i = �1 | i (3.42)

where �pi is the eigenvalue of the Pauli observable �p and it can be shown that

it is related to the outcome via �pi = (�1)si i.e. we have a group isomorphism

h{0, 1},�i ⇠= h{+1,�1}, ·i relating eigenvalues to outcomes.

The computation is

i1, i2 7! o

0, 0 7! 0

0, 1 7! 1

1, 0 7! 1

1, 1 7! 0

(3.43)

which is indeed the OR function.

The empirical model in Table 3.3, which is a state dependent version of Mermin’s

star with the GHZ state, is known to exhibit contextuality, and it is this contextuality

which allows for a nonlinear computation (the OR gate) to be done by a linear

classical computer.

There are a number of ways to show that the model is contextual. For example,

adding equations 3.39 to 3.42 (mod2) results in the contradiction 0 = 1. The contex-

tual behaviour also shows up in the associated bundle diagrams, which was analysed
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for this example in [19]. The bundle diagram corresponding to the empirical model

given in Table 3.3 is shown below. The model is logically contextual: sections fail

to extend to global sections. It is moreover strongly contextual, as the set of global

sections which project down to give the correct support on e is empty.

�A
x

�B
x

�C
x

�A
y

�B
y

�C
y

1
1

1
1

1

1

0
0

0
0

0

0

Figure 3.9: Bundle diagram for the Anders Browne setup. Figure reproduced with
permission of the authors in [19].

3.8 Vorob'ev’s Theorem and measurement covers

The question which we have been trying to answer so far is whether a given empirical

model exhibits correlations which can be reproduced by a system obeying the laws

of classical physics, which one may want to think of as a type of hidden variable

theory. This corresponds, in the sheaf theoretic framework, to whether there exists

a global section which restricts down to give the local probability distributions of

the empirical model.

A related question is, given a measurement scenario M, whether there exists

any empirical models in the set EM(M) which are contextual. The answer to this

will come from Vorob'ev’s Theorem, originally stated in the realm of game theory.

We give it in the form expressed in [15].

Theorem 3.8.1 (Vorob'ev’s Theorem [137, 15]). Let ⌃ be a simplicial complex.

Then any empirical model defined on ⌃ is extendable if and only if ⌃ is acyclic.
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Recall that we say that an empirical model is extendable if there exists a global

section extending the local sections of the empirical model in a consistent fashion,

so that the empirical model is classical. In Section 2.2, the definition of acyclicity

of a simplicial complex was given. It was defined via Graham reduction steps: an

acyclic complex is one which cannot be reduced to the zero complex �0 via a series

of Graham reduction steps, with a single step being the removal of a vertex from a

maximal context, which belongs to no other maximal context.

Vorob'ev’s theorem tells us not only that for certain— acyclic — measurement

scenarios there can be no contextual empirical models, it also in the case of cyclicity,

guarantees that there is at least one contextual empirical model in EM(M).

Vorob'ev’s theorem can also be viewed in terms of simulations: given a scenario

M = hX,⌃, Oi suppose that there exists a Graham reduction step ⌃  ⌃0 where

⌃0 = {�\{x}|� 2 ⌃}, so that the vertex x is removed. Then it can be shown that

there exists a morphism h⇡, hi : hX\{x},⌃0, Oi ! hX,⌃, Oi [81]. As a result we

obtain a simulation e|X\{x} ! e, and so contextuality of e implies contextuality of

e|X\{x}. Now, if ⌃ is acyclic then this can be done for Graham reduction steps right

down to the zero complex �0, which cannot host contextuality. Thus an empirical

model e : hX,⌃, Oi cannot be contextual if ⌃ is acyclic.
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Chapter 4

Causality in a quantum

information setting

Summary

This chapter summarises three approaches to modelling causal

correlations in a quantum information setting. These are (i)

Bayesian networks generalised from Pearl’s classical version,

told through the lens of the Henson, Lal, and Pusey criterion

[73], which gives a way of classifying which networks exhibit

correlations that cannot be classically realised, (ii) causal Bell

scenarios as captured by Gogioso and Pinzani using sheaves

[66], and (iii) Leggett-Garg correlations [95], and specifically

Mansfield’s sheaf approach in [104] to capturing such correla-

tions.

While contextuality, a generalisation of Bell non-locality, has given key insight

into how nonclassicality can increase the computational power of a system, it re-

quires (or is equivalent to) performing all measurements simultaneously, so that

there can be no causal dependency between measurements. For this reason there

has been an increasing trend to study nonclassical correlations in more general causal

setups; usually, these are generalisations of Bell or non-locality scenarios rather than

contextuality scenarios.

The field of causality naturally has enormous application also outside of quantum

information, it being concerned with the broad programme of uncovering causal re-
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lationships between random variables. Graphical representations involving directed

acyclic graphs (DAGs), which gained prominence due to Pearl [114], have been util-

ised for decades by mathematicians and computer scientists alike to uncover causal

dependencies in various and diverse contexts, ranging from ecology to economics,

and everything in between. Pearl’s programme involved using graph theory to under-

stand independence requirements which are imposed on classical random variables

due to the causal structure in which they are embedded. This has far reaching con-

sequences because it allows for the disentanglement of correlation from causation,

which is imperative in many applied sciences when definitive statements are to be

made about causation.

In the context of quantum information, we are interested in what bounds a causal

structure places on the correlations which can form if one uses classical, quantum,

or a more general information theory. This link was first established by Wood and

Spekkens [143]. Bell’s scenario, for example, is captured by asserting that classical

correlations are Markov with respect to the Bell DAG. The no-signalling conditions,

which must be obeyed by any theory and not just classical probability theory, are

also captured by the causal independence constraints imposed by the DAG.

A number of frameworks have been developed with the aim of investigating non-

classical correlations in arbitrary causal structures. Many of these have been an

e↵ort towards the problem of causal inference, which is to try to determine which

causal relations are compatible with the probability distributions over a collection

of observed variables. One can also move in the opposite direction, and, fixing a

causal relation among variables, determine the set of all possible observed probability

distributions. Here we take the second point of view.

In the setup studied by Henson, Lal and Pusey in [73], a DAG has as its nodes

random variables and an edge from one node to another indicates direct causal de-

pendency. On the other hand, Gogioso and Pinzani [66] consider a DAG of agents

with access to an input and output set, such that all information (in the form of

inputs and outputs) in the backward light cone of an agent is signalled. Fritz in

[61], in contrast, worked under the assumptions of macrorealism and noninvasiv-

ity, motivated by the occurrence of these assumptions in the Leggett-Garg setup,

and, on the other hand, in [59] considered nodes to act as update ‘gates’ for hid-

den variables, which amounts to allowing for, at each measurement, an arbitrary

probabilistic update of the hidden variable. As such, the noninvasivity assumption

of macrorealism does not hold. Mansfield in [104] showed how macrorealism can

be captured in a sheaf-theoretic fashion. Finally, but not least of all, the inflation

technique was introduced by Wolfe, Spekkens and Fritz in [142], where, as with
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Henson Lal and Pusey, nodes are taken to be random variables—both hidden and

visible—and edges represent direct causal influences between variables.

For brevity, we cover the cases studied by Henson Lal and Pusey, Gogioso and

Pinzani, and Mansfield (covering that of Leggett-Garg too), in turn. Each of these

indicates a di↵erent interpretation of causal DAGs, with the others adopting similar

frameworks to one of the two, so that a lot can be covered by just these two cases.

A natural starting point is the Bayesian networks of Pearl as realised in the form

of graphs, which gives a setting in which to consider random variables (measurement

setting inputs and measurement outputs). While this will allow us to study the

generalisation of Bell scenarios to arbitrary causal scenarios, it does not entail a full

generalisation of contextuality scenarios, as one does not usually speak of agents in

contextuality (as doing so implies factorisation of the Hilbert space). For this reason,

and as we will later see, we must move beyond such graph theoretic treatments.

4.1 Classical probabilities on causal DAGs

A directed graph G consists of a set of vertices V (G) and an ordered edge set

E(G) ✓ V (G) ⇥ V (G), so that we write v ! w if (v, w) 2 E(G). We will often

write V and E for the vertex and edge set, but occasionally it will be useful to

di↵erentiate between edge and vertex sets arising from di↵erent graphs. A cycle

in G is a sequence of edges which ends at the same vertex at which the sequence

started. For example, the sequence of edges a ! b ! c ! a is a cycle in G. A

graph which contains no cycles is called acyclic.

Given a vertex v 2 V , we call a vertex c for which there exists an edge v ! c a

child of v, and we denote the set of all such children vertices chG(v), or ch(v) if the

graph of v is clear from the context. Similarly, a parent of v is a vertex p 2 V for

which there exists an edge p ! v. We denote the set of parents paG(v) (or pa(v)).

Finally, a path in G is a sequence of edges v1 ! v2 ! v3 ! ... in G, and we denote

the set of all paths P (G). If there exists a path in G from a vertex v to a vertex w

then we write v  w.

The way in which one interprets the vertices of G depends on the framework one

chooses to use.
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4.2 Bayesian networks: classicality as Markovian-

ity

Henson Lal and Pusey (HLP) attach to each vertex i 2 V a random variable X(i), so

that the set of random variables is {X(i)}i2V . For convenience we will label vertices
from 1 to n, n being the total number of vertices in V . These random variables

are (i) inputs to agents, determining the measurement setting (ii) outputs obtained

upon measurement (iii) hidden variables. An edge i ! j in G indicates that the

random variable X(i) has a direct causal influence on X(j). The value of a random

variable X(i) is denoted x(i), and the set of values of the parents of X(i) in G will

be, as with the random variable itself, denoted pa(x(i)), and similarly ch(x(i)) for

the set of values of the children nodes.

Pearl introduced the notion of a probability distribution on the random variables

X(i) being Markovian with respect to a particular causal structure.

Definition 4.2.1 (Markov Condition [114]). Let G be a DAG. A probability distri-

bution p is Markov relative to G if p satisfies

p(x(1), ..., x(n)) =
Y

i

p(x(i)|pa(x(i))). (4.1)

The Markov condition requires that the probability of the random variables X(i)

obtaining value x(i) be conditional only on the values obtained by its parent nodes

pa(x(i)) in G. HLP then define classicality with respect to this condition.

Definition 4.2.2 (Classical Bayesian Network [114]). A (classical) Bayesian net-

work is a pair (p,G) where G is a DAG, and p is a probability distribution that is

Markov relative to G.

This contrasts the sheaf approach, where classicality arises purely as an obstruc-

tion to the presheaf of distributions on events being a sheaf. The Bell-CHSH setup,

for example, is described by the DAG pictured below.

Thus the set of nodes is {X, Y,A,B,⇤}. The Markov condition of equation 4.1

implies

p(abxy�) = p(a|x�)p(b|y�)p(x)p(y)p(�). (4.2)

This, in turn, implies the following types of conditional independence

1. p(a|xy�) = p(a|x�)
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⇤

X Y

A B

Figure 4.1: The DAG of the Bell-CHSH setup.

2. p(a|xy) = p(a|x) where p(a|xy) =
P

b p(ab|xy).

Conditional independences such as that in the former follow directly from the

Markov condition which requires that random variables be dependent only on parent

nodes in G. In the latter equation the variable � has been marginalised over and the

result is the no-signalling condition. The set of probability distributions which obey

these conditional independences are often referred to as no-signalling, to reflect that

these independences are satisfied, and the set is written NS.

While conditional independences of the random variables in a DAG G are de-

rivable from the Markov condition and probability calculus, it is handy to have a

systematic way of uncovering them. To this end one introduces d-separation, which

essentially describes two variables as independent if they are disconnected in a par-

ticular way in G. The notion of d-separation was developed by Geiger, Verma and

Pearl [63]. We will not require the definition of d-separation, but mention it to em-

phasise that such relations are of high importance are there are methods dedicated

to systematically uncovering them.

In the DAGs so far considered, such as the Bell DAG in Figure 4.1, every node

is considered the same. However, it will be necessary that certain nodes be hidden,

meaning that the value of the corresponding random variable is never observed.

Such hidden nodes—such as the node ⇤ in the Bell DAG—correspond to points at

which a state is prepared, or source nodes, and the classical description presupposes

that such source nodes admit a deterministic LHV description. To this end HLP

introduce generalised DAGs or GDAGs and corresponding general Bayesian

networks as, respectively, graphs in which nodes are labelled as ‘visible’ or ‘hid-

den’ and networks which can host any generalised correlations. The idea is that

these generalised probabilities should originate from an operational theory and be

‘generalised Markovian’ with respect to G. The three cases considered are

1. General probabilistic theory, or the set of probabilities GPT;

2. Quantum theory, or the set of probabilities Q;
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X

A B

U

Figure 4.2: The instrumental setup, in which the outcome of the measurement by
party A is used as the input by party B. Such behaviour is, in our terminology,
adaptive.

3. Classical probability theory, or the set of probabilities C.

We will not give the full presentation of generalised Bayesian networks, but

introduce an example which demonstrates how causal correlations are captured in

these DAGs.

Example 4.2.3 (Instrumental Setup). The instrumental scenario DAG is shown in

Figure 4.2.

The setup consists of three visible nodes, {X,A,B}, and the hidden node {U}.
Concretely, this can be thought of as the variable random X being supplied to A as

a choice of measurement setting, who in turn sends the result of measurement to B,

who again uses this as a choice of measurement setting. U can be seen as a source

of shared randomness shared between A and B.

It is shown in [135] that in the case |X| = |A| = 2 and |B| arbitrary, there can

be no separation between C, Q and GPT. In other words, we have C = Q = GPT.

On the other hand, when |X| = 3 and |A| = |B| = 2, they show that C ( Q ( GPT,

so that there exist quantum correlations which are not classically realisable and GPT

correlations which are not quantum realisable.

HLP develop an algorithm which classifies the interesting DAG’s. What

they mean by this is that the algorithm is able to discern whether, for a given DAG,

it holds that C ( NS, since if these are equal then all probability distributions on G

which satisfy the required no-signalling constraints are in fact classically realisable.

We note, in closing, that an important feature of their framework is that it is able

to capture examples in which there are multiple source nodes, including the triangle

network of [121].

4.3 Causal Bell scenarios

Gogioso and Pinzani in [66] generalised the non-local scenarios of the sheaf theoretic

formulation to scenarios in which there is some causal structure present. They do
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this by introducing a poset (⌦,)—a set together with a partial order on that set—of

agents, and for each agent ! 2 ⌦, an input set I! and an output set O!. Altogether,

then, a measurement scenario is captured by a triple h⌦, {I!}!2⌦, {O!}!2⌦i. We

will refer to such setups as causal Bell scenarios moving forward, or, occasionally,

as Gogioso-Pinzani or GP scenarios.

Begin by letting ⇤(⌦) denote the set of all down-closed subsets of ⌦ with respect

to . A down-closed subset, or equivalently lowerset, is a subset S ✓ ⌦ where

8! 2 ⌦, 8!0 2 S.!  ! =) ! 2 S. (4.3)

Choose for each ! 2 S a choice of subset of inputs U! ✓ I!. A section is then

defined to be a function which is causal with respect to . This is a function

f :
Y

!2S

U! !
Y

!2S

O! (4.4)

which factorises as a collection of functions {f!}!2⌦ where

f! :
Y

⌫2#!

U⌫ ! O!. (4.5)

Here, #! is the subset of ⌦ which contains all ⌫ 2 ⌦ for which ⌫  !. We say it is

the lowerset generated by !.

Given such a section f we can restrict it to a section f |L on a lowerset L ✓ S,

f |L :
Y

!2L

U! !
Y

!2L

O! (4.6)

as follows. Introduce the restriction maps

⇢US,L : US ! UL

⇢OS,L : OS ! OL

where for brevity US is now used to denote
Q

!2S U!. Thus for any i 2 US, ⇢US,L(i) =

i|L where i|L is a tuple with entries only at elements ! which lie in L. The restriction
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map ⇢OS,L is defined analogously. We then define

f |L(i|L) = f(i|L). (4.7)

The requirement that f :
Q

!2⌦ I! !
Q

!2⌦ O! be causal is equivalent to re-

quiring that, for any S ✓ ⌦ (it need not necessarily be down-closed) the following

diagram commute.

I⌦ O⌦

U#S OS.

f

⇢U⌦,#S ⇢O⌦,S

Let EC ((S, {U!}!2S)) be the set of causal Bell functions on (S, {U!}!2S). Moreover,

define the set

L := {(S, {U!}!2S) |S 2 ⇤(⌦) ^ 8! 2 S.U! ✓ I!}. (4.8)

Precomposing the event sheaf EC with the distribution monad gives probability

distributions over deterministic causal functions, and specifically a global section is

an element

p 2 DR

 
Y

!2⌦

(I#! ! O!)

!
. (4.9)

We will write p[f!1 , f!2 , ...] to denote the evaluation of the probability distribution

at a choice of causal function factorising according to f!1 , f!2 , ..., or simply p[f ].

Given L ✓ S we may marginalise a distribution p on causal functions over S to

one over L via

(p|L) [f 0] :=
X

f2EC(S)
f |L=f 0

p [f ] . (4.10)

An empirical model is a compatible family for the presheaf DR � EC over the

cover C which contains elements of the form (L, {i(!)}!2L) for L 2 ⇤(⌦). An

element (L, {i(!)}!2L) of the cover consists of a single input for each agent in L, so

we will from now on label it instead as i.

Definition 4.3.1 (Causal Bell empirical model). Let M = h⌦, I, Oi be a causal

measurement scenario. An empirical model e is a compatible family of distributions

ei 2 DR � EC (i) for i 2
S

S2⇤(⌦)

�Q
!2S I!

�
.
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Contextuality then arises as an obstruction to a global section for the compatible

family defined by e.

There is an alternative way to define empirical models, and often this definition

will be preferred as it is more intuitive. Operationally, an empirical model is for

each input that the set of agents can choose a distribution on observed outcomes

which obeys the desired no-signalling constraints imposed by the causal structure.

Mathematically, this is just a conditional distribution

e : I⌦ ! DR (O⌦) (4.11)

so that e(i) 2 DR (O⌦) is a distribution on outputs given the choice i of inputs.

We write e(i)[o] to denote the evaluation at an outcome o, which is more com-

monly written p(o|i). The no-signalling conditions are expressed by the following

commuting diagram

I⌦ DR (O⌦)

U#S DR (OS) .

e

⇢U⌦,#S ⇢O⌦,S

Since a global section is a distribution d 2 DR

�Q
!2⌦ (I#! ! O!)

�
, an empirical

model, if arising from a global section d, will have probabilities

ed(i)[o] =
X

f!1 ,f!2 ,...,f!n .
o(!)=f!(i|#!)

d[f!1 , f!2 , ..., f!n ]. (4.12)

Example 4.3.2 (Temporal Bell-CHSH). Consider the setup with two parties ⌦ =

{A,B} with A  B. A causal global section is a function f : IA ⇥ IB ! OA ⇥ OB

which factorises as f(iA, iB) = (fA(iA), fB(iA, iB)), since A  B in ⌦ the func-

tion fB depends on both inputs. A probabilistic global section is a distribution

d 2 DR ((IA ! OA)⇥ (IA ⇥ IB ! OB)) such that for any f : IA ! OA and g :

IA ⇥ IB ! OB, d[f, g] is the probability of the system responding with deterministic

functions f and g.

On the other hand, empirical data is obtained from observation as follows (this

can be done whether a global section exists or not). Actually observing the system
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gives two distributions:

p : IA ! D(OA) (4.13)

q : IA ⇥ IB ⇥OA ! D(OB). (4.14)

Then for R 2 OA and S 2 OB the empirical model is defined e(i, j)[R, S] =

p(i)[R]q(i, j, R)[S]. Moreover if it arises from a global section then

e(i, j)[R, S] =
X

f,g.R=f(i),S=g(i,j)

d[f, g]. (4.15)

The equation above is more familiarly expressed

p(ai = R, bj = S) =
X

�2⇤

p(�)p(ai = R|�)p(bj = S|i,�), (4.16)

where the set ⇤ of hidden variables is in one-to-one correspondence with determin-

istic global sections. Such factorisation can be shown explicitly from equation 4.15,

and is a straightforward generalisation of the proof in [6].

Compare the expression in equation 4.16 to that of the classical Markovian con-

dition in equation 4.1. Suppose we try to find a DAG with Markov conditional

identical to the factorisation of equation 4.16. There are four possible GDAGs

shown below.

for which the Markovianity condition reduces to, respectively

p(a, b|x, y) =
X

�

p(�)p(a|�, x)p(b|a, y) (4.17)

or

p(a, b|x, y) =
X

�

p(�)p(a|�, x)p(b|�, a, y). (4.18)

or

p(a, b|x, y) =
X

�

p(�)p(a|�, x)p(b|�, x, y). (4.19)

or

p(a, b|x, y) =
X

�

p(�)p(a|�x)p(b|�, a, y, x). (4.20)

In the equations above, a corresponds to the measured value of the random variable
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Figure 4.3: Four GDAGs which might be associated with the temporal Bell-CHSH
setup.

A, and p(a|x) translates into the probability of a being obtained given that the

measurement setting was x. Thus, expressing these equations instead in the language

of equation 4.16 gives

p(ai = R, bj = S) =
X

�2⇤

p(�)p(ai = R|�)p(bj = S|R) (4.21)

and

p(ai = R, bj = S) =
X

�2⇤

p(�)p(ai = R|�)p(bj = S|R,�). (4.22)

and

p(ai = R, bj = S) =
X

�2⇤

p(�)p(ai = R|�)p(bj = S|i,�). (4.23)

and

p(ai = R, bj = S) =
X

�2⇤

p(�)p(ai = R|�)p(bj = S|i, R,�). (4.24)

In the third equation we obtain the same factorisation condition as in equation 4.1.

In fact, p(bj = S|i, R,�) = p(bj = S|i,�) since given the NCHV � and the input at A

i one can reconstruct S. Thus equations 4.23 and 4.24 are the same for correlations

which admit a NCHV description.
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A GP scenario therefore emerges on the assumption that all information from

the past is signalled. The interpretation, however, is not quite right: in an HLP

setup, which hinges on definitions from Pearl’s use of Bayesian networks to study

correlation, the arrow A ! B signifies that the output at A is forwarded to party

B; instead, for a GP scenario, it signifies that a hidden variable which may contain

all the information about the past is passed from party A to party B. Therefore

a better and perhaps more elegant diagrammatic representation GP scenarios is

through DAG’s in the following form 1

A B⇤
�1�0

Figure 4.4: Diagrammatic representation of the temporal Bell-CHSH setup.

Here, a hidden variable �0 which we identify with a map f : IA ! OA is measured

by A, thereby revealing the output f(i) where i is the input at a. Then, a hidden

variable �1 is passed from A to B which is really a section f : IA ⇥ IB ! OA ⇥OB,

so that the output at B that is obtained is f(i, j), where j is the choice of input

at B. In every round of experiment, we only observe that the hidden variable (i.e.

global section), if the system is behaving in accord with one, maps i 7! f(i) and

j 7! f(i, j). Here we will simply draw the DAG on the agents to represent such a

setup:

A B

Figure 4.5: Alternative diagrammatic representation of the temporal Bell-CHSH
setup, in which the source node is omitted.

4.4 The Leggett-Garg setup and macrorealism

The third and final example we consider are correlations which are macroreal-

istic[95]. Famously, these correlations were studied by Leggett and Garg in a simple

setup consisting of a single measurement a which is performed at three distinct times

t1, t2 and t3 [95]. Assuming the system being measured evolves in between these

measurements, which would be unitary Hamiltonian evolution for a quantum system,

we can work within the Heisenberg picture and consider time-evolved measurements

1In this representation, d-separation cannot be used to derive conditional independences.
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a1, a2 and a3 instead, where ai = a(ti). In each round of experiment, one of the

three sequences a1a2, a1a3 or a1a2 may be performed.

Leggett and Garg showed that if we take classicality to include the assumptions

of macroscopic realism and non-invasiveness, then a quantum system in this setup

is able to produce correlations which cannot be produced by any classical system

[95]. We state these assumptions below for clarity:

1. Macroscopic Realism. The system is always in one of several distinct macro-

scopic states at any given time.

2. Non-invasiveness. It is possible to measure the system to determine its state

without changing the state of the system or a↵ecting its subsequent dynamics.

Based on these assumptions, a macro-realistic hidden variable theory can be

derived. In particular, it can be shown that for a macro-realistic system undergoing

a sequence of measurements by N parties each with a given measurement setting,

the probability of obtaining the string of outcomes (o0, ..., on) given a string of input

settings (i0, ..., in) factorises as follows:

p(o0, ..., on|i0, ..., in) =
X

�2⇤

p(�)p(o0|i0)p(o1|i1)...p(on|in). (4.25)

Here, � is a macrorealistic HV, and ⇤ a set of macrorealistic HVs.

The validity of these assumptions placed on a classical system have been ex-

tensively debated [43]. Showing that macrorealism holds in a loophole free way is

di�cult because of the temporal nature of the correlations. While in a Bell setup

one can ensure that there is no unaccounted for signalling in the classical system by

separating the parties su�ciently and appealing to special relativity, here it is not

possible to guarantee that a measurement performed at a later time is not impacted

by the value obtained by a measurement at an earlier time.

Mansfield in [104] shows how such correlations can be captured in a sheaf theor-

etic way. Given a poset (X,) of measurements, with m1 < m2 indicating that m1

occurred before m2 define an order � on P(X) as for any A,B 2 P(X),

A � B =) #(A \B) = A. (4.26)

A measurement scenario is then defined M = h(X,) ,C, Oi where

i (X,) is a poset of measurements;
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ii C is a choice of subset of P(X) which is down closed, #� C = C;

iii O is a set of outputs for each measurement.

An element � 2 C is called a context, in analogy with contextual setups. Note that

while for a contextuality setup we require down closure of the cover with respect to

the subset relation ✓, here it is instead with respect to the order �. In particular,

(P(X),�) is now the poset that is used.

A section on an element U 2 P (X) is a function

s : U ! O :: m 7! o. (4.27)

This choice of section encodes the assumptions of macrorealism. In particular, a

global section is an assignment f : X ! O sending each measurement m 2 X

to a predefined outcome f(m) regardless of any previous measurements made. The

set of sections over U is denoted E(U), as this sheaf coincides with the one used in

standard contextuality scenarios.

The di↵erence arises when defining empirical models, since no-signalling con-

straints should now be relaxed to account for the imposed causal structure.

Definition 4.4.1 (Causal Empirical Model [105]). A causal empirical model is a

choice eC 2 DR � E(C) for each C 2 C such that for any C,C 0 2 C with C  C 0

eC0 |C = eC . (4.28)

Thus an empirical model is simply a compatible family for the presheaf DR � E
on the cover C.

We consider the Leggett-Garg setup as an example.

Example 4.4.2 (Leggett-Garg setup [95]). Define X = {a1, a2, a3} with order ai <

aj if i < j. The set of contexts is defined

C = {{a1, a2}, {a2, a3}, {a1, a3}, {a1}, {a2}, {a3}}}, (4.29)

which is down-closed with respect to �. The outcome set is taken to be {0, 1}. The

empirical model displayed in Table 4.6 (not quantum realisable) obeys the required

no-signalling relations:

e{ai,aj}|{aj} = e{aj} (4.30)
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Nevertheless, it is not classical—as can be seen from the bundle diagram, there are

no candidates for a global section and the diagram contains no closed paths.

One can also define a quantum realisable model which is not classical by this

definition. Define the single qubit observables ai for i 2 {1, 2, 3} as

ai = ai · � (4.31)

where � =

0

BBBB@

�x

�y

�z

1

CCCCA
is a vector of Pauli matrices and ai indicates the vector on the

Bloch sphere along which the qubit is to be measured. Such observables are PVMs

with projectors

P ai
1 =

+ ai
2

P ai
�1 =

� ai
2

. (4.32)

It is known that choosing the vectors ai such that the angle between ai and ai, and ai

and ai is ⇡/3, maximises violation of the Leggett-Garg inequality [33] (for PVMs).

(0, 0) (0, 1) (1, 0) (1, 1)
a1 a2 1/2 0 0 1/2
a2 a3 1/2 0 0 1/2
a1 a3 0 1/2 1/2 0

a1
a2

a3

1

0
1

0

Figure 4.6

Figure 4.7: An example empirical model and associated bundle diagram for the
Leggett-Garg setup.

Note that if an empirical model is classical, it satisfies additional no-signalling

requirements. In particular, it is actually no-signalling with respect to the cover

#✓ C which is the cover for a contextuality setup. This will be considered in more

detail in the following chapter.
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Part II

Research contributions
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Chapter 5

Flattening temporal correlations

to contextuality correlations

Summary

This is the first chapter containing new research contributions.

We study correlations which arise when measurements are se-

quentially performed on a system, and with the caveat that the

systems memory is constrained in some way. We show that, for

certain choices of memory, such correlations can be simulated

by an appropriately defined contextuality scenario. This result

is ‘the Mapping Theorem’ (Theorem 5.7.2). This construction

then allows us to lift Vorob'ev’s Theorem [137] to such tem-

poral scenarios, allowing us to say, for which choices of setup

and memory, there can be correlations which are not classically

realisable (with the given constraint on memory), giving us the

second main Theorem of the chapter (Theorem 5.6.1).

We have seen that contextuality is an important feature of quantum systems

which distinguishes them from their classical counterparts; in quantum systems

measurement contexts are important and distributions on measurement outcomes

become context specific, albeit in a way that the no-signalling principle is still sat-

isfied. Such an observation has created a fundamental shift in the way quantum

systems are to be viewed, but has also led to important discoveries concerning the

role of contextuality in information processing tasks—not least of all, and as we

67



have discussed in earlier Chapters, contextuality has been shown to be necessary for

increasing the computational power in certain models of computation [11, 119].

Nevertheless, the correlations which arise in contextuality scenarios are by as-

sumption no-disturbance, and therefore equivalent to performing all measurement

simultaneously in a single round. Temporal correlations describe correlations which

are time-like separated, such as those which arise with the repeated measurement of

a single system at di↵erent time steps. The consideration of temporal correlations

is not new, and, in analogy with the spatial case in which contextuality inequal-

ities are ubiquitous [89, 41], inequalities can be derived which separate classical

and quantum correlations in such setups, with violations of such inequalities corres-

ponding to a quantum advantage in certain information processing tasks [27, 146].

However, although there are many similarities with results on spatial correlations,

the assumptions of classicality are di↵erent, and of a more subtle kind. Most not-

ably, Leggett and Garg supposed that macrorealism was a valid axiom of classicality

in the temporal regime, however loophole free violation of inequalities derived under

these assumptions have so far not been possible [53]. The subtlety arises due to

the possibility of signalling in the temporal case, making it important to carefully

consider di↵erent models of classicality and the classical resources they require. In

short, in the temporal case quantum advantage in certain information processing

tasks is always relative to some bounds on the classical system, such as memory

bounds [31, 30, 136, 28].

This use of memory resource theoretic arguments in the context of quantum con-

textuality, or more generally nonclassicality, has been done in two di↵erent ways.

On the one hand, Kleinmann et al. [88] and Fagundes and Kleinmann [54] consider

how many bits of (a classical) memory are required in order to simulate contextual

correlations. Since in a contextuality setup commutativity of measurements allows

one to perform measurements sequentially without any e↵ect on the resulting em-

pirical data, one is allowing the classical machine to utilise this temporal order in

order to simulate the resulting correlations. In these works it is shown that simu-

lating the Peres-Mermin scenario requires a classical system—a finite state machine

in particular—with at least three internal states. On the other hand, Ho↵man et

al. [74] and Budroni et al. [31] consider memory as a resource for simulating the

temporal correlations arising when measuring a single system sequentially, whether

such measurements are compatible or not. In [74] the polytope of temporal quantum

correlations is characterised, while in [31] inequalities are established for the simplest

scenario which bound classical, quantum, and GPT correlations.
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Here, we cast into the sheaf theoretic framework a setup in which sequential

measurements are performed on a single system. The production of a sequence

of outcomes from a sequence of measurements will be called a strategy, and we

subject such strategies to certain memory requirements: only a subset of all past

measurements and outcomes can be retained. As is the case with contextuality,

only certain empirical models can be considered classical, in the sense that the

probability distributions which constitute the empirical model are consistent with

a global section of the relevant presheaf. Alternatively, one can ask whether there

exists a classical machine E, which produces global strategies with some probability,

which could have produced the empirical model.

In this case when this memory stores only measurements (outcomes are prohib-

ited), we can map the empirical models containing temporal correlations to contex-

tuality scenarios. This allows us to lift results from contextuality scenarios to the

temporal scenario, and, in particular, we show that we can construct a simplicial

complex which, if acyclicity, implies that there exists no nonclassical empirical mod-

els on the associated temporal scenario. This result is a direct consequence of use

Vorob'ev’s theorem on the image scenario.

While this result is restricted to cases in which E does not store outcomes, we

can nevertheless show that

i An empirical model generated by a classical machine that can store past meas-

urements and their outcomes can be realised by a classical machine that stores

only measurements if one increases the allowed number of stored measure-

ments. We analyse this trade-o↵ for certain examples of empirical models.

ii We can for any measurement scenario which admits correlations which cannot

be produced by a classical machine storing only the k preceding measurements,

find at least one set of correlations which also cannot be produced by classical

machine storing the k preceding measurements and outcomes.

Our perspective is somewhat di↵erent to that of [31] and [74] in that we do not

consider directly the memories in the quantum and GPT cases, which they define

to be the maximal number of states perfectly distinguishable with a single measure-

ment. Instead, we define a classical memory via a classical memory function, which

keeps track of some subset of the previous measurement events, and require that

the quantum and more general ‘allowed’ correlations obey the same no-signalling

constraints that the resulting classical correlations do. Macrorealsitic correlations,

for example, correspond to the classical system having no memory (which has been

observed already in [31]), and the resulting no-signalling correlations are much more
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prohibitive than the general case of unbounded memory—in fact, and as discussed in

Section 5.5, macrorealism implies that there is no signalling in the setup whatsoever.
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5.1 The setup

We study scenarios in which a sequence of measurements is performed on a single sys-

tem, thereby producing a sequence of corresponding measurement outcomes. Meas-

urements that can be performed on the system are drawn from a finite set X, and

the output of each measurement is assumed to lie in a finite set O. The choice of

sequence may vary but may be constrained in some way.

We specify the allowed sequences by collecting them in a prefix-closed subset

⌃ ✓ X⇤, so that each element � 2 ⌃ is a sequence of measurements from X. Here,

X⇤ denotes the set of all finite sequences which can be constructed from X, and we

order elements inX⇤ via the prefix relation; that is, if ⌧ is a prefix sequence of �, then

⌧  � in X⇤. We indicate the concatenation of two sequences �1, �2 2 X⇤ by �1�2

and let �[i] and �[�i] be the ith measurement in � indexing from the beginning and

end of the sequence respectively. Finally, each measurement is taken to have output

lying in the set O, which for now we take to be the same for every measurement.

Definition 5.1.1 (Temporal measurement scenario). A temporal measurement scen-

ario is a tuple M = hX,⌃, Oi, where

i X is a finite set of measurements;

ii ⌃ ✓ X⇤ is a choice of measurement sequences to be performed;

iii O is a set of outcomes.

Note that ⌃ is not a simplicial complex—nevertheless, it still keeps track of

which measurements are observed in a single run of the experiment, albeit such

data is now inherently ordered. It will be convenient to require that ⌃ is down-

closed with respect to , so that #⌃ = ⌃. A measurement event is a tuple

hx, oi, where x 2 X is a choice of measurement and o 2 O the outcome obtained

upon measurement. We will also write hx,?i to signify a measurement event with

null entry for the measurement outcome. Therefore, in every round of measurement

on the system S, a sequence of measurement events is obtained. Concretely, to a

temporal measurement scenario M we associate a set of histories H(M), defined

as follows

H(M) := {hm0, o0i hm1, o1i ... hmn, oni |m0m1...mn 2 ⌃ ^ 8i 2 [0, n].oi 2 O} (5.1)

An element h 2 H(M) consists of a sequence of measurement events which could

be observed in a round of measurement.
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A subset of measurement scenarios are those which arise from agents sequentially

acting on the system, with each agent only being allowed to perform a measurement

from a specified set. This is described by a linearly ordered set of agents A together

with, for each agent A 2 A, an input set IA and an output set OA. We call such

scenarios temporal Bell scenarios, to match the terminology in the spatial case.

Naturally, a temporal Bell scenario is a causal Bell scenario M⌦ = h⌦, I, Oi where
⌦ is a linear order.

Example 5.1.2 (Temporal Bell Scenarios). Consider a linearly ordered set of agents

A. In each round of experiment, agent A 2 A performs the measurement indicated

by their input i 2 IA. We therefore define the set of measurements

X := {(a, i)|A 2 A ^ i 2 IA}. (5.2)

Numbering the agents from 1 to N according to the linear order, the set of maximal

sequences which can be performed is

max(⌃) := {(1, i1)(2, i2)...., (N, iN)|8j 2 [1, N ] . ij 2 Ij}. (5.3)

The scenarios we have so far considered are theory independent. Usually, how-

ever, we are interested in quantum scenarios as a special case; and as in the spatial

case these measurements are taken to be projectors on a Hilbert space.

Example 5.1.3 (Quantum Temporal Measurement Scenario). Let M be a list of

Projection-Valued Measures, or PVMs for short 1. Then a triple hM,⌃, Oi is a

quantum temporal measurement scenario, with ⌃ denoting which sequences of PVMs

can be performed and O the possible outcomes of a PVM in M.

We can for example consider the temporal CHSH setup (see [60] and Section

4.3). The set of PVMs consists of four measurements,

M = {M(a,0),M(a,1),M(b,0),M(b,1)}. (5.4)

Sequences which can be performed are given by

⌃ = {M(a,0),M(a,0)M(b,0),M(a,0)M(b,1),M(a,1),M(a,1)M(b,0),M(a,1)M(b,1)}, (5.5)

1Note that the choice of PVMs is not the most general choice for a quantum system. More generally,
one can consider generalised quantum measurements, or Lüder’s measurements, in which case any
correlation of the current example can be achieved with a quantum system—see [61]
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which note is a prefix-closed subset of M⇤.

We now consider what behaviours of the system are allowed classically. In a

single run of the experiment, a sequence of measurements � = m0m1...mi...mn is

mapped to a sequence of outcomes. For a deterministic classical system, earlier

measurements (and their outcomes) can be signalled to later measurements—in

practice the system would store information from the past in a memory of some

kind. To this end define a function

f : ⌃ ! O :: � 7! o (5.6)

such that if one inputs the sequence � = m0...mn to the system S then the sys-

tem returns the sequence of outputs f(m0)f(m0m1)...f(m0...mn). Note that here

the function is defined so that f(�) returns an outcome only for the final meas-

urement in �. Therefore, measurements are mapped to outcomes conditional on

the previous measurements which have been made. Note also that we have not

considered outputs—why do we not take the output at mn to be a function of

this measurement as well as the n previous measurement events, or symbolically

f(hm0, o0i hm1, o1i ... hmn,?i)?
We consider the temporal CHSH setup to see why in this case outcomes need

not be considered.

Example 5.1.4 (Temporal CHSH Setup). The setup is described by a measurement

scenario M = hX,⌃, Oi where

1. X = {(a, 0), (a, 1), (b, 0), (b, 1)}

2. ⌃ = {(a, 0), (a, 1), (a, 0)(b, 0), (a, 0)(b, 1), (a, 1)(b, 0), (a, 1)(b, 1)}

3. O = {0, 1}.

A section is a function f : U ! O where U ✓ ⌃. For example for U =

{(a, 0), (a, 0)(b, 0)} explicitly it is a mapping

f :: {(a, 0) 7! i, (a, 0)(b, 0) 7! j}, (5.7)

with i, j 2 {0, 1}. Including outputs, a section over U is a mapping

f :: {h(a, 0),?i 7! i,
⌦
(a, 0), o(a,0)

↵
h(b, 0),?i 7! j0}, (5.8)
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where j0 can take on di↵erent values depending on the value of o(a,0). However since

the only possible value for o(a,0) to take on is that that was actually obtained, i, this

becomes

f :: {h(a, 0),?i 7! i, h(a, 0), ii h(b, 0),?i 7! j}, (5.9)

which is identical to that without outputs.

Another way to see this is that since the system is responding deterministically,

knowing the full history of measurements is enough to reconstruct all past measure-

ment outcomes.

Given f , we define a function f ⇤ on � = m0...mn in ⌃ to be

f ⇤(m0...mn) := f(m0)f(m0m1)...f(m0...mn), (5.10)

so that f ⇤ instead returns for a choice of sequence of measurements a corresponding

sequence of outcomes. In certain cases it will be convenient to use this representa-

tion.

Let S(⌃) denote the set of all possible functions as in equation 5.6; we will refer

to this as the set of global strategies over U . Then for any U 2 P(⌃) we can let

S(U) be the set of strategies on U i.e. any f 2 S(U) is a function

f : U ! O :: (� 2 U) 7! o. (5.11)

Naturally, strategies over a set U 2 P(⌃) can be restricted to a subset U 0 ⇢ U

with U 0 2 P(⌃), because if one knows how sequences are mapped in U then one

knows how they are mapped in only a subset of those sequences. We will write this

as S(U)|U 0 , where each f 2 S(U) is restricted as f |U 0 :: (� 2 U 0) 7! (o 2 O) where

f |U 0(�) := f(�)—note that � 2 U 0 implies that � 2 U , so this is a well-defined

restriction map. It can be checked that S together with this choice of restriction

map satisfies the axioms of a presheaf. It can moreover be checked that S is a valid

sheaf.

So far we have allowed for the system to have a lot of flexibility in the way it can

respond to a measurement. By allowing a measurement to have di↵erent outcomes

depending on any previous measurement made, we are allowing the system to store

an arbitrary number of previous measurements— in other words, we are allowing

the system to have an unbounded memory of a particular kind. However, as would

usually be the case in real systems, we can suppose that this is restricted—for ex-

ample, the system might only be capable of storing the previous k measurements
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in memory at any given time. Limiting memory to only the previous k measure-

ments (and not outcomes) is rather restrictive, but it turns out to be important for

understanding more general types of memory.

We introduce a function, called the k–lookback, lkk : ⌃ ! X⇤ such that given

a sequence � = m0...mn it is mapped under this function as lkk(m0m1, ...,mn) =

mmax(0,n�k)...mn. The k-lookback therefore either returns the k + 1–length tail of

�, or the entirety of �, depending on which is longer. Note that the string that is

returned is of length k+1 and not k. This is because we would like the lookback to

refer to the k measurements before the measurement being performed in that time

step.

We introduce a property which we refer to as lkk–consistency which a section

f 2 S(U) may satisfy. A lkk–consistent section is one which maps measurements

which have had the k same measurement events before them to the same outcome.

Definition 5.1.5. A strategy f 2 S(U) is said to be lkk–consistent if for every pair

of sequences �, ⌧ 2 ⌃ it holds that

lkk(�) = lkk(⌧) =) f(�) = f(⌧). (5.12)

Requiring a system have support only on the lkk–consistent strategies can be

seen as placing a specific type of memory restriction on the system. We may think

of the memory as having k ‘space holders’, which correspond to the k previous

measurement made. Once a new measurement is made, a measurement is kicked

o↵ the 0 placeholder and each measurement moves down one space to make space

for the latest measurement. The other justification will come later, where we will

see that empirical models which have global sections that contain support only on

the lkk–lookback strategies may have, at any measurement, signalling only from a

window of depth k; in other words, there is no signalling from measurements prior

to the k measurements before.

Now for each set U 2 P(⌃), we denote as Slkk(U) the subset of S(U) containing

only strategies which are lkk–consistent. We obtain the following order of inclusions

Slk0 ✓ Slk1 ✓ Slk2 ✓ .... ✓ Slk1 = S. (5.13)

This reflects that the smaller the value of k the less strategies there are which

satisfy the lkk–consistency property, and in particular that if a strategy � is lkk–

consistent then it is automatically lkk+1–consistent. When we study distributions
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on these strategies, the extreme ends of k capture notions of classicality already

studied in the literature: when k is maximal we recover the notion of classicality of

Gogioso and Pinzani [67] (instantiated to a special case of linear causal order). On

the other hand, when k is minimal, a deterministic classical system is a map from

each measurement to an outcome, without any consideration of which measurements

had been performed before. In this case, we capture the correlations produced by

macro-realistic models, first introduced by Leggett and Garg [95] and subsequently

studied in other contexts [60, 105]. We give a more precise statement of these

observations in a later section.

5.2 Empirical models for temporal scenarios

So far we have considered deterministic behaviours for a system, as captured by

lkk–consistent strategies, over a particular temporal setup described by the scenario

M = hX,⌃, Oi. As with standard contextuality, an empirical model will be a col-

lection of distributions on such deterministic behaviours for an appropriate cover.

While for contextuality scenarios this cover arises naturally as the commuting sub-

sets of the measurement set, which form a simplicial complex, here instead we must

define an appropriate cover of P(⌃).

Performing a particular sequence of measurements � 2 ⌃ produces a probability

distribution e� on corresponding output sequences, i.e. on assignments of outcomes

to the set #� of prefix sequences of �. The collection e = (e�)�2⌃ is called an

empirical model.

Definition 5.2.1 (Temporal empirical model). Given a temporal measurement scen-

ario M = hX,⌃, Oi, an empirical model is a choice of R-distribution e� 2 DR �
S (#�) for each sequence � 2 ⌃ which are compatible on their intersection i.e. such

that for any �0, � 2 ⌃,

e�|#�0\#� = e�0 |#�0\#�. (5.14)

The above compatibility constraints imply that there can be no signalling from

the future to the past, which in the literature are referred to as the Arrow of Time

(AoT) constraints [43]. Denote the set of all temporal empirical models associated

with measurement scenario M, EM(M). For convenience, we will denote the cover

C := {#�|� 2 ⌃}.
As always, classicality of an empirical model e corresponds to the existence of a

global section h 2 DR � S (⌃). However, we can require also that this global section

have support only on the lkk–consistent strategies. This amounts to requiring that
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the classical system may only use the past k measurements to determine the outcome

of any measurement.

Definition 5.2.2 (lkk–classicality). An empirical model e 2 EM(M) is said to be

lkk–classical if there exists a global section h 2 DR � Slkk(⌃) such that h|#� = e� for

all � 2 ⌃.

We would also like to define the empirical models which are lkk–consistent, in the

sense that they obey the same no-signalling relations as the lkk–classical ones. Ana-

logous to Bell scenarios with no temporal order, if deterministically measurements

may only depend on the k preceding measurement choices, then probabilistically

there can only be signalling from a window of depth k in the past. This motiv-

ates the introduction of the following additional no-signalling constraints 2. For any

#�, #�0 2 C, consider the sets C ✓ #� and C 0 ✓ #�0 with lkk(C) = lkk(C 0). We

require additionally that

e�|C = e�0 |C0 . (5.15)

This for k = 1 reduces to the usual AoT constraints, and for k = 0 imposes that

the probability of any measurement to obtain a certain outcome does not depend

on any of the previous measurements made. We consider a simple example to show

how such additional no-signalling constraints are expressed in practice.

Example 5.2.3. Consider the scenario with X = {a, a0, b} and ⌃ = {a, a0, ab, a0b}.
An empirical model e on this scenario consists of the distributions

8
>>>>>>>>>><

>>>>>>>>>>:

ea 2 DR � S(#{a})

ea0 2 DR � S(#{a0})

eab 2 DR � S(#{ab})

ea0b 2 DR � S(#{a0b})

(5.16)

subject to the AoT constraints, for example

eab|{a} = ea. (5.17)

2Note that for contextuality setups the no-signalling empirical models correspond to a�ne combin-
ations of deterministic (classical) empirical models. While we suppose that here the same is true
and that the lkk–consistent empirical models should be a�ne combinations of the lkk–classical
ones, we do not prove this and leave it for future work.
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Equation 5.15 on the other hand for k = 0 requires also that for � = ab and �0 = a0b,

eab|{ab} = ea0b|{a0b}. (5.18)

This expresses that there is no signalling of the measurement choice (a or a0) to b.

Probability distributions of the form eab|{ab} can be thought of as a type of condi-

tional probability distribution—it expressed the probability of b to obtain a particular

outcome given that the measurement before was a.

Definition 5.2.4 (lkk–Consistent Empirical Model). Given a measurement scenario

M and an empirical model e 2 EM(M), we say that e is lkk–consistent when for

any #�, #�0 with �, �0 2 ⌃, and sets C ✓ #� and C 0 ✓ #�0 with lkk(C) = lkk(C 0), the

empirical model satisfies

e�|C = e�0 |C0 . (5.19)

We will write EM
(lkk)(M) to denote the set of lkk–consistent empirical models.

Moreover, we write AoT
(k) to denote the set of empirical models which obey the

AoT constraints in addition to the additional constraints from equation 5.19, C(k)

to denote the subset which are lkk-classical, and Q
(k) to denote the subset which are

quantum realisable.

Recall that noncontextuality is synonymous with the existence of a hidden vari-

able model h⇤, h, ii where ⇤ is a set of deterministic noncontextual hidden vari-

ables, h 2 DR(⇤) a probability distribution over them, and i : ⇤ ! E(X) asso-

ciates a global section with each hidden variable. Here, we do not wish to make

any hypotheses about the way in which physical systems—especially classical or

quantum systems—produce outcomes when sequentially measured. The assump-

tions of macrorealism, for example, hypothesise about how a classical system should

behave under measurement; namely that it should exist in a definite state at all

times and measurements should be noninvasive. We instead define classicality with

respect to memory bounds on a classical machine, which circumvents a debatable

philosophical issue by appealing to resource-theoretic notions, where in this case the

resource of interest is memory.

Definition 5.2.5 (E-machine). Let M = hX,⌃, Oi be a measurement scenario. We

define a classical machine E to be a quadruple hX,O, F, hi, where

1. X is the input set

2. O is the output set
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C (1, 1) (1,�1) (�1, 1) (�1,�1)
(a, 0) (b, 0) 1/8(3 + 2

p
2) 1/8(3� 2

p
2) 1/8 1/8

(a, 0) (b, 1) 1/8(3 + 2
p
2) 1/8 1/8(3� 2

p
2) 1/8

(a, 1) (b, 0) 1/8 1/8(3� 2
p
2) 1/8 1/8(3 + 2

p
2)

(a, 1) (b, 1) 1/8(3� 2
p
2) 1/8(3 + 2

p
2) 1/8 1/8

Table 5.1

3. F ✓ {f :: (� 2 ⌃) 7!
�
o 2

Q
m2� O

�
}, is the set of possible input-output

mappings over ⌃ inputs strings

4. h is a probability distribution on the set F .

The set F may be unconstrained, but usually we do wish to impose some con-

straints. For finite state machines, for example, in which the output is dependent

only on the current input and current state, the size of the state set has an influence

on which strings of outputs are producible.

A function f :: (� 2 ⌃) 7!
�
o 2

Q
m2� O

�
, corresponds to the starred version g⇤

of a strategy g 2 S(⌃). Thus, we can define F to be the set of functions satisfying

lkk–consistency. In particular, if f 2 F maps i0i1...in 7! o0o1...on then the lkk–

constraint corresponds to requiring that

ok = q(ik, ik�1, ..., imaxn�(k+1),0), (5.20)

so that any output in the sequence is only a function of the previous k inputs as

well as the current input. We will write Elkk to represent an E–machine with F

constrained in this way.

Given an empirical model e, we now instead ask whether it is classical with

respect to an E-machine.

Definition 5.2.6 (Elkk–classical). Given a measurement scenario M, an empirical

model e 2 EM(M) is said to be Elkk–classical if there exists an E–machine Elkk =

hX,O, F, hi such that h|#� = e� for all � 2 ⌃.

Note that all strategies in the support of e� for each � 2 ⌃ can be produced in

a single run of Elkk ; however, this does not imply that e is Elkk–classical.

Example 5.2.7 (Temporal CHSH). We consider again the temporal CHSH setup

studied in [61].

An empirical model is a compatible family for the presheaf DR � S on the cover

indexed over ⌃. Consider a maximal element of this cover which is of the form
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{(a, i), (a, i)(b, j)} for i, j 2 {0, 1} i.e. #� for � = {(a, i)(b, j)}. The AoT constraints

imply

e(a,i) = e(a,i)(b,j)|(a,i) (5.21)

which is usually written

p(ai = o1) =
X

o2

p(ai = o1, bj = o2) (5.22)

and implies that the outcome at agent A does not depend on the choice of meas-

urement or outcome at B. On the other hand, no such constraint is implied for

B.

This data is equivalent to that in tabulated form, and we give an example in Table

5.1; this is the empirical model generated by two sequential dichotomic measurements

on a qubit described by Bloch sphere vectors ai and bj for i, j 2 {0, 1}, with an initial

state given by Bloch sphere vector v. It is known that the temporal CHSH inequality

is maximally violated for any choice of v [27] provided

8
>><

>>:

a0 = 1p
2
(b0 + b1)

a1 = 1p
2
(b0 � b1)

(5.23)

We take

b0 =

0

BBBB@

1

0

0

1

CCCCA
b1 =

0

BBBB@

0

0

1

1

CCCCA
(5.24)

and the initial state |0i. The resulting empirical model is not extendable under the

assumption of macrorealism for classical correlations. This can be checked using the

incidence matrix approach of [6], or observed from trial and error. The empirical

model in Table 5.1 moreover satisfies the AoT constraints which can easily be checked.

As we will see, macrorealism corresponds to Elk0-classicality. On the other hand,

since the empirical model here is not lk0–consistent, it instead makes sense only to

ask whether it is Elk1-classical, which it is. This highlights that our approach requires

that nonclassical models obey the same no-signalling relations as the classical ones.
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5.3 Mapping temporal setups to contextuality setups

For contextuality scenarios, we saw in section 3.8 that the problem of finding empir-

ical models which have correlations in the set NS but not in the set C can be reduced

to asking whether the simplicial complex describing the cover of the corresponding

measurement scenario M is acyclic. We wish to derive a similar result for temporal

measurement scenarios, except that in this case we cannot apply Vorob'ev’s The-

orem directly. We expect that separation between C and AoT depends on the bound

k on the classical systems memory capacity, while application of the Theorem to the

cover ⌃ directly depends in no way on k.

There is at least one way this can be solved, which is by mapping a temporal

measurement scenario M to a set of contextuality measurement scenarios {M0
k}k2I

indexed by an integer k, such that the empirical models on these latter measurements

scenarios are in one-to-one correspondence with lkk–consistent empirical models on

M. The upshot of doing so is that Vorob'ev’s Theorem applied to these new scen-

arios describes, for each choice of k, whether there are lkk–nonclassical empirical

models on M.

Theorem 5.3.1 (Mapping Theorem). For all k 2 N [ {1} there is a map Clkk
from temporal measurement scenarios to contextuality measurement scenarios, such

that empirical models w 2 EM(Clkk(M)) can be pulled back via C⇤
lkk

to lkk-consistent

empirical models e 2 EM
(lkk)(M) on the temporal measurement scenario M. This

map preserves and reflects nonclassicality, meaning that an empirical model w on

M0
k which is in the domain of Clkk is contextual if and only if e is a lkk-nonclassical

model.

The proof of this theorem will be given explicitly in the following subsection. We

begin by defining the map Clkk which ‘flattens’ the temporal measurement scenario

to a contextuality measurement scenario. Given any subset U ✓ ⌃ of measurement

sequences, define

Clkk(U) := {lkk(�)|� 2 U}. (5.25)

Given a temporal measurement scenario M = hX,⌃, Oi, define a contextuality

scenario M0
k = hX 0

k,⌃
0
k, O

0
ki as

1. X 0
k := Clkk(⌃),

2. ⌃0
k := {Clkk(C)|C 2 #✓C},

3. (O0
k)lkk� := Om where � [�1] = m.
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(a, 0) (b, 0)

(a, 1)(b, 1)

(a)

(a, 0) (b, 0)(c, 0)

(a, 1)(b, 1)(c, 0)

(a, 0) (b, 0)(c, 0)

(a, 1)(b, 0)(c, 1)

(b)
(a, 0)

(a, 0)(b, 1)(a, 0)(b, 0)

(a, 0)(b, 0)(c, 0)

(a, 0)(b, 0)(c, 1)

(a, 0)(b, 1)(c, 1)

(a, 0)(b, 1)(c, 0)

(a, 1)

(a, 1)(b, 1)(a, 1)(b, 0)

(a, 1)(b, 0)(c, 0)

(a, 1)(b, 0)(c, 1)

(a, 1)(b, 1)(c, 1)

(a, 1)(b, 1)(c, 0)

(c)

Figure 5.1: The image simplicial complexes, or subcomplexes thereof, under the
map Clkk for the three party temporal Bell scenario, with binary inputs for agents.
(a) image complex for lkk = 0, (b) subcomplex of the image complex for lkk = 1 (c)
image complex for lkk = 2.

The measurement set of the kth image scenario M0
k is the set of k–lookbacks

of the sequences in ⌃. Thus, for k = 0 we obtain a set of single measurements

(analogous to the usual contextuality case) and in the case k = 1 we obtain the

set of sequences ⌃. Next, a set of k–lookbacks forms a context K 2 ⌃0
k only when

their preimage under the k–lookback function is a valid context in #✓C. Finally, the
output set of the string of measurements lkk(�) describing the k–lookback of the

sequence � is just given by the output set Om of the terminal measurement m in

that sequence.

Example 5.3.2 (3 agent temporal Bell scenario). Consider the mapping Clkk of

temporal Bell scenario with three agents, A = {A,B,C} where A < B < C, and in

which each agent has two inputs, IA = IB = IC = {0, 1}. The measurement scenario

is therefore

1. X = {(a, 0), (a, 1), (b, 0), (b, 1), (c, 0), (c, 1)}

2. � 2 ⌃ () 9i, j, k 2 {0, 1}. (� = (a, i)(b, j)(c, k) _ � = (a, i)(b, j) _ � = (a, i))

3. 8m 2 X.Om := {0, 1}.

The cover #✓C = {C | 9� 2 ⌃.C ✓ #�}. There are three possible mappings in this

case: Clk0 , Clk1 and Clk2, since all mappings Clkk for k > 2 are identical to the k = 2

case.

1. The Clk0 mapping
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• X 0
0 = {m|m 2 X}

• ⌃0
0 is shown in Figure 5.1(a). Two important points are that (i) the

simplicial complex is not Graham reducible and (ii) It is identical to the

simplicial complex ⌃ for the spatial 2-party Bell scenario.

• 8m 2 X 0.Om 2 {0, 1}.

2. The Clk1 mapping

•

X 0
1 = {(a, 0), (a, 1), (a, 0)(b, 0), (a, 0)(b, 1), (a, 1)(b, 0), (a, 1)(b, 1),

(b, 0)(c, 0), (b, 0)(c, 1), (b, 1)(c, 0), (b, 1)(c, 1)}

• The simplicial complex is too large to be informative when drawn, but it

contains the induced subcomplexes shown in Figure 5.1(b). Note that the

left subcomplex encodes the incompatibility of lookbacks: the outcome of

(c, 0) can only be obtained either after (b, 0) or after (b, 1)— not both.

On the other hand, the right simplicial complex encodes the commuta-

tion relation of measurements: (c, 1) and (c, 0) cannot be simultaneously

measured.

• O�=...m := Om

The Clk2 mapping

• X 0
3 := ⌃

• ⌃0
3 := C, which is shown in Figure 5.1(c).

• O�=...m := Om

As is clear from the above example, for di↵erent values of k the mapping produces

a di↵erent cover for the sheaf (as encoded by ⌃0
k). For k � 2, the image scenario is

actually identical to M.

The next part of the theorem describes how the pullback of this map, denoted

C⇤
k , can produce from an empirical model w(k) 2 EM(M0

k) a valid lkk–consistent

empirical model e(k) 2 EM(M).
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5.4 Mapping empirical models

We will begin by showing that lkk–consistent strategies on any subset U ✓ ⌃ are in

bijection with sections on the subset U 0 := Clkk(U).

Consider the set of lkk–consistent strategies on U , recalling that we denote this

set as Slkk(U), as well as the set of sections E(U 0), where E is the event sheaf as

usually defined. We define a function

↵U : Slkk(U) ! E(U 0) :: f 7! s (5.26)

which sends a lkk–consistent strategy f 2 Slkk(U) to a section s 2 E(U 0). Define s

to be the function

s(l) := f(�) (5.27)

where l is the k–lookback of the sequence �. Note that although we could have

�, �0 with lkk(�) = lkk(�0) so that the above seems ambiguous, both give the same

definition of s due to f being lkk–consistent.

Proposition 5.4.1. The function ↵U is a bijection for all U ✓ ⌃.

Proof. It has an inverse ↵�1
U which sends s 2 E(U 0) to f 2 Slkk(U) where f(�) :=

s(lkk(�)). The result is a map which lkk–consistent.

For any U ✓ ⌃, using the pullback C⇤
lkk
E(U) := E(Clkk(U)) we obtain sections

on the k–lookback of sequences in U directly, and these are in bijection with those

on Slkk(U). This bijection extends also to the probability distributions on these

sections, so that we obtain

DR � C⇤
lkk
E(U) ⇠=↵U DR � Slkk(U). (5.28)

Take an empirical model w 2 EM(M0
k). Recall that this consists of a probability

distribution wL 2 DR � E(L) for each L 2 ⌃0
k. Now define an empirical model e to

be

eC(f) = wClkk (C)(↵C(f)). (5.29)

Note that this is identical to the expression we obtained when considering simula-

tions, so that alternatively e is the pushforward along the morphism of measurement

scenarios hClkk ,↵i : M0
k ! M. The final part of the Theorem is to show that this

map reflects and preserves classicality.
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Lemma 5.4.2. The induced map between empirical models w 7! e given in equation

5.29 preserves and reflects classicality.

Proof. We start by showing that classicality is preserved. Assume e is classical, so

that there exists a global section h 2 DR � Slkk(⌃) which marginalises to e on the

cover C. Let �s(s0) be equal to 1 i↵ s = s0, and 0 otherwise. Here, s, s0 2 F(U)

where F 2 {E ,Slkk} and U ✓ X 0
k for F = E , and U ✓ ⌃ for F = Slkk . Then we

have that (leaving the subscript o↵ ↵ to simplify presentation)

w = eClkk (C)(↵(f))

=
X

s2Slkk
(⌃)

�s|Clkk (C)(↵(f))h(s)

=
X

↵�1(s)2E(X0
k)

�↵�1(s)|C(f)↵
�1(h)(↵�1(s))

where the first line follows by definition (equation 5.29), the second from e being a

classical empirical model and therefore the existence of a global section s 2 Slkk(⌃),

and the last can be seen to be true by checking equality of each term (the bijection

ensures this holds). Thus ↵�1(h) is a valid global section for w.

Showing that classicality is reflected follows similarly, by first assuming that w

is classical.

We have now completed the proof of Theorem 5.7.2.

5.5 No-signalling constraints beyond the AoT con-

straints

The AoT constraints contained in equation 5.14 express that the probability of a

measurement obtaining a particular outcome should be independent of the choice of

measurements at a later time. This can be implemented in a loophole free way by

ensuring measurements are time-like separated.

However, as we have briefly discussed, the k–lookback constraints impose addi-

tional no-signalling constraints. Such additional constraints on an empirical model

e 2 EM(M) become clear when considering the image scenario M0
k := Clkk(M) and

its corresponding empirical models EM(M0
k).
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Take w 2 EM(M0
k). Note that we can have two sets in the cover C1, C2 2 #✓C

which have intersection C1 \C2 that is not in C , but which do have intersection in

#✓C. Therefore, we obtain the no-signalling constraint on w:

wClkk (C1)|Clkk (C1)\Clkk (C2) = wClkk (C2)|Clkk (C1)\Clkk (C2). (5.30)

Example 5.5.1. Consider again the measurement scenario of the three party tem-

poral Bell setup, and consider the set of empirical models w 2 EM(M0
1) on the image

scenario M0
1 := C1(M). Consider the sets C1 = {(a, 0), (a, 0)(b, 0), (a, 0)(b, 0)(c, 0)}

and C2 = {(a, 1), (a, 1)(b, 0), (a, 1)(b, 0)(c, 0)}. Under C1 these become

C 0
1 := C1(C1) = {(a, 0), (a, 0)(b, 0), (b, 0)(c, 0)} (5.31)

C 0
2 := C1(C2) = {(a, 1), (a, 1)(b, 0), (b, 0)(c, 0)} (5.32)

which have nonempty intersection C 0
1 \C 0

2 = {(b, 0)(c, 0)}. Therefore, we obtain the

no-signalling constraint

wC0
1
|C0

1\C0
2
= wC0

2
|C0

1\C0
2

(5.33)

or

w{(a,0),(a,0)(b,0),(b,0)(c,0)}|{(b,0)(c,0)} = w{(a,1),(a,1)(b,0),(b,0)(c,0)}|{(b,0)(c,0)}. (5.34)

In Figure 5.2 we give an abstract representation of the convex set of correla-

tions which can be achieved under di↵erent assumptions. The largest set, the grey

set labelled AoT
(k), represents those correlations which obey the AoT no-signalling

constraints as well as the additional ones imposed by lkk-consistency. The green set

Q
(k) represents the subset of these which are quantum realisable. Finally, the yellow

subset C(k) is the set of Elkk-classical correlations.

What do these new no-signalling equations express? They express that there

can be no signalling of the measurement choice outside of the k–lookback window.

For k maximal, such no-signalling constraints coincide with the AoT constraints

imposed by the arrow of time. For k minimal and equal to zero, the no-signalling

constraints are identical to those of a contextuality setup, which are referred to as

the ‘no-disturbance’ conditions. These additional constraints for the case k = 0 are,

in the literature, also known as no-signalling in time (NSIT) constraints [71].

The Mapping Theorem allows us to prove the two following propositions.
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AoT(k)

C(k)

Q(k)

Figure 5.2: The convex sets of empirical models which are lkk–consistent and Elkk-
classical (denoted C

(k)), or Elkk-nonclassical (denoted Q
(k) for the quantum realisable,

while AoT
(k) denotes those correlations obeying AoT in addition to the k-lookback

window constraints)

Proposition 5.5.2. Take a temporal measurement scenario M. If a empirical

model e 2 EM(M) is lk0-classical, or equivalently extendable, then this implies that

the system obeys macroscopic realism.

Proposition 5.5.3. Take a temporal Bell scenario M. The set of empirical models

e 2 EM(M) is in bijection with the set of empirical models on M as defined by

Gogioso and Pinzani in [66].

We prove each of these in turn. We start with Proposition 5.5.2.

Proof. If e is lkk-classical then there exists a global section h 2 DR � S0(⌃). From

Theorem 5.7.2, we can equivalently consider whether the image empirical model

w 2 C0(e) is classical, since classicality is preserved and reflected. We have seen that

sections on M0 are of the form s : V ! O with V being some set of measurements.

The proof of factorisation then follows directly from a proof contained in [6]. Given

a section s 2 OX0
let �s(s0) be the distribution which is 1 when s = s0 and zero

otherwise. Moreover, given a subset V ✓ X 0 we can restrict the distribution �s|V . It
can be shown that �s|V = �s|V , where in the former case it is the delta distribution

which is restricted, while in the latter case it is the section s which is restricted;

therefore, we can interchange between these two restrictions. It then follows that

w�(s) =
X

s02O0,s0|�=s

h(s0) =
X

s02OX0

�s0|�(s) · h(s0) =
X

s02OX0

�s0 |�(s) · h(s0). (5.35)
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Moreover, it can be checked that the following factorisation holds

�s0 |�(s) =
Y

m2�
�s0 |{m}(s|{m}). (5.36)

Altogether this says that

e�(s) =
X

s02OX0

Y

m2�
�s0 |{m}(s|{m}) · h(s0). (5.37)

If we take � = m0
i0 , ...,m

n
in (so that the choice of measurement at time step j is

{mj
0,m

j
1}) and s(mk

i ) = ok, then this is exactly equation 4.25 where each s0 2 OX0
is

identified with a hidden variable � 2 ⇤ and h(s0) gives the probability of obtaining

the hidden variable s0.

We now prove Proposition 5.5.3.

Proof. We describe the bijective correspondence in the specific case N = 2, so with

⌦ = {A,B} and A < B. It is easy to see how it generalises to N > 2, although

notationally quite a bit more involved. Therefore we have a temporal Bell scenario

M = h⌦, I, Oi and we take I = O = {0, 1} for both A and B. In order to show a

bijection of the set of empirical models EMGP(M) and EM(M), it is enough to show

that sections on an arbitrary element (S, {U!}!2S) are in bijection with strategies

on a corresponding element of P(⌃). Take for example S = {A,B} and UA = {0, 1}
and UB = {0}. Then a section over (S, {U!}!2S) is a pair of functions

fA : UA ! OA

fB : UA ⇥ UB ! OB.
(5.38)

Consider the subset V ✓ ⌃ defined V = {(a, 0), (a, 1), (a, 0)(b, 0), (a, 1)(b, 0)}. A

strategy over V is a function

s : V ! O. (5.39)

Clearly, there is a bijective correspondence between sections on U and strategies on

V by defining s((a, i)) = fA(i) and s((a, i)(b, j)) = fB(i, j). This extends to the

empirical models, which are simply distributions on these sections or strategies.
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Figure 5.3: The compatibility complex for the image scenario of the N party tem-
poral Bell scenario in the case that k � N � 1. Here, any branch of the tree is a
context of the simplicial complex, so that the displayed complex is acyclic.

5.6 Combinatorial conditions for classicality

Combining Vorob'ev’s Theorem with the Mapping Theorem above results in the

following Theorem.

Theorem 5.6.1. Let M be a temporal measurement scenario. Every empirical

model e 2 EM
(lkk)(M) is Elkk-classical i↵ the corresponding contextuality measure-

ment scenario Clkk(M) has acyclic simplicial complex ⌃0
k.

Proof. Suppose first that the simplicial complex ⌃0
k associated with the measurement

scenario Clkk(M) is acyclic. From Theorem 5.7.2, every empirical model on top of

⌃0
k is noncontextual. Each of these corresponds to an empirical model on M, which,

together with the property that Clkk preserves and reflects classicality of e, is enough

to say that every empirical model on M must, too, be k–lookback classical. On the

other hand, suppose that every lkk–consistent empirical model on M is lkk-classical.

Since every empirical model w on Clkk(M) pullsback to give one of these empirical

model on M, and moreover this map preserves and reflects classicality, it must be

that every empirical model w 2 EM(Clkk(M)) is noncontextual. From 3.8.1, we

therefore know that the simplicial complex ⌃0
k must be acyclic.

One immediately sees that all simplicial complexes of a measurement scenario

M arising under the mapping Clkk for k � max(|�|) � 1 are tree-like and, most

importantly, acyclic. We display the general from of ⌃0
k for these parameter regimes

below (to save space, we switch notation letting ami denote the m-th measurement

of agent i, rather than (i,m)).

We therefore arrive at the following proposition.

Proposition 5.6.2. Let M = hX,⌃, Oi be a temporal measurement scenario, and

let N be the length of the longest sequence in ⌃, N := max�2⌃ |�|. Then for all

k � N � 1, every empirical model e 2 EM
(lkk)(M) is classical.
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Proof. Immediate.

For the special case of temporal Bell scenarios, N is equal to the number of

agents in the setup. We might wonder, then, what combinatorial conditions on ⌃

ensure that ⌃0
k is not acyclic, thereby guaranteeing that an empirical model that is

not classically realisable—but satisfies the k-lookback no-signalling requirement—

exists.

We give a condition on the agents and their inputs which is both su�cient and

necessary for ⌃0
k to not be acyclic.

Proposition 5.6.3. Let M = hX,⌃, Oi correspond to a temporal Bell scenario with

N linearly ordered agents A with Ij denoting the input set of an agent j 2 A. The

simplicial complex ⌃0
k is Graham irreducible if and only if there exist at least two

agents i and j, w.l.o.g we take i < j, and with |Ii| � 2 and |Ij| � 2 such that either

1. j � i > k or

2. There exists an i < j < l with l � i > k and l � j  k.

Proof. 1. su�ciency. For item 1, note that if j � i > k then measurements

performed by agent i are never contained in the k–lookback of agent j (and

vice versa). Thus, we obtain a square as an induced subcomplex. We recall

from proposition 2.2.5 that if there exists an induced subcomplex K which

is Graham irreducible, then this implies that ⌃ is Graham irreducible. Take

�1, �2, �3, �4 2 ⌃ where

�1[�1] = (i, 0)

�2[�1] = (i, 1)

�3[�1] = (j, 0)

�4[�1] = (j, 1)

(5.40)

and where for every pair of sequences �m[r] = �n[r] for all other agents r (not

including i and j). Then the image scenario Clkk(M) will have as a subcomplex

the simplicial complex with vertices

lk(�1), lkk(�2), lkk(�3), lkk(�4)} (5.41)
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and maximal faces 8
>>>>>>>>>><

>>>>>>>>>>:

{lkk(�1), lkk(�3)}

{lkk(�1), lkk(�4)}

{lkk(�2), lkk(�3)}

{lkk(�2), lkk(�4)}

(5.42)

which is a square and therefore irreducible via a sequence of Graham reduction

steps. For item 2, if l�i > k for some party l then the measurements performed

by agent i are never in the k–lookback of agent l. On the contrary, if l� j  k

then l will contain measurements performed by j in its k–lookback. We are

again able to find an induced subcomplex of the image scenario Clkk(M) which

is not Graham reducible. This time, take �1, �2, �3, �4 2 ⌃ where

�1[�1] = (i, 0)

�2[�1] = (i, 1)

�3[�1] = (l, 0) & �3[j] = (j, 0)

�4[�1] = (l, 0) & �4[j] = (j, 1)

(5.43)

and where for every pair of sequences �m[r] = �n[r] for all other agents r (not

including i, j and l). Then the image scenario Clkk(M) will again have a square

as the induced subcomplex with vertices

lk(�1), lkk(�2), lkk(�3), lkk(�4)} (5.44)

and maximal faces 8
>>>>>>>>>><

>>>>>>>>>>:

{lkk(�1), lkk(�3)}

{lkk(�1), lkk(�4)}

{lkk(�2), lkk(�3)}

{lkk(�2), lkk(�4)}

(5.45)

2. necessity. In order to prove necessity we prove the converse statement—that

is, if the condition on the input set sizes and the separation between agents i
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and j does not hold then this implies that ⌃0
k is acyclic, and therefore reducible.

Therefore, suppose first that we do not have at least two agents i and j with

both |Ii| � 2 and |Ij| � 2. We denote measurements for i as (i, s) with s 2 Ii

and same for j. We therefore have either only one agent inA with Ii � 2. Then

the number of maximal sequences in ⌃ is given by |Ii|, and the image scenario

has |Ii| vertices: Clkk(�) for each � 2 ⌃. This image is always acyclic. This

is because vertices v 2 ⌃0
k, which we recall are elements of X⇤ and therefore

a string of measurements, will either (a) contain a single measurement of the

form (j, s) or (b) not contain any (j, s)’s. All vertices for which (b) holds will

fall into a single context C 2 ⌃0
k. Vertices for which (a) holds will always

lie in a single maximal context Cbi 2 ⌃0
k, and therefore all vertices for which

(a) holds can be removed in a Graham reduction step. This leaves us only

with vertices of type (b). But since these lie in the single context C, and after

removal of vertices (a) this is the only context removing, the complex is acyclic.

Now suppose we do have |Ii| � 2 and |Ij| � 2 for some agents i and j, but that

both conditions 1 and 2 do not hold. If conditions 1 and 2 do not hold, then

the vertices containing (j, s) always occur in a single maximal context, and

can be removed. Likewise, vertices containing neither (j, s) nor (i, s0) vertices

occur in a single maximal context and can be removed in a Graham reduction

step. This now leaves vertices containing (i, s) measurements. These cannot

be in the same context, since they never occur in the same sequence. The

result is an acyclic complex.

Key to the proof of su�ciency is the fact that if either (i) or (ii) holds then the

image complex Clkk(⌃) will be Graham irreducible due to the presence of a square.

This then allows us to invoke Vorob'ev’s Theorem. Necessity on the other hand

follows by considering all cases in which we do not have at least two agents with

at least two inputs, and showing that this always results in an acyclic simplicial

complex.

It is informative to study the subcomplexes displayed in Figure 5.1(b), which

correspond to a 3 agent temporal Bell scenario with k = 1. The left-hand subcom-

plex corresponds to the case in which i = 0, which corresponds to agent A, and j = 1

which corresponds to agent B. Then since for l = 2, we have |l� i| = |2�0| = 2 > 1

and |l � j| = |2 � 1| = 1  1 we get a square subcomplex which is acyclic, so that

the entire simplicial complex must be acyclic.

On the other hand, the right-hand subcomplex corresponds to the case in which

i = 0 and j = 2 corresponding to agents A and C respectively. Then since |j � i| =
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2 > 1 there exists a subcomplex of C1(⌃) which is a square. As such, we expect to

be able to construct an empirical model e 2 EM
(lkk)(M) which is nonclassical; we

do this below simplifying to one input for B (so that we consider acyclicity which

arises due to (i)).

Example 5.6.4 (3-party temporal Bell). We now construct a non-classical empir-

ical model for the 3-party temporal Bell scenario, with the input at agent B taken to

be the singleton {0} and the inputs at A and C to be {0, 1}.

000 001 010 011 100 101 110 111
(a, 0) (b, 0) (c, 0) 1/4 0 1/4 0 0 1/4 1/4 0
(a, 0) (b, 0) (c, 1) 1/4 0 1/4 0 0 1/4 1/4 0
(a, 1) (b, 0) (c, 0) 1/4 0 1/4 0 0 1/4 1/4 0
(a, 1) (b, 0) (c, 1) 0 1/4 0 1/4 1/4 0 1/4 0

Table 5.2

It can be checked that it satisfies the required no-signalling constraints:

e{(a,i),(a,i)(b,j),(a,i)(b,j)(c,k)}}(s)|{(a,i)} = e{(a,i),(a,i)(b,j),(a,i)(b,j)(c,k)}(s)|{(a,i)}

e{(a,i),(a,i)(b,j),(a,i)(b,j)(c,k)}}(s)|{(a,i)(b,j)(c,k)} = e{(a,i0),(a,i0)(b,j),(a,i0)(b,j)(c,k)}(s)|{(a,i)(b,j)(c,k)}.

It is therefore a valid lk1–consistent empirical model, so we have an empirical

model e 2 EM
(lk1)(M). We will show that the e is non-classical by showing that

there is no 1–lookback global strategy which is consistent with the support of this

empirical model.

Proposition 5.6.5. The empirical model defined in table 5.2 is lk1–consistent but

nevertheless Elk1-nonclassical.

Proof. Consider the image scenario C1(M) and the empirical model w 2 EM(C1(M))

of which e is the pullback. We will prove that w must be non-classical by contra-

diction, and so begin by assuming that there exists a probability distribution h on

global strategies E(X 0
1) consistent with w. As a weaker condition, we would like

to find a single section s 2 E(X 0
1) which is consistent with the support of w. This

section will be of the following form

f :: {(a, 0) 7! o1, (a, 0)(b, 0) 7! o2, (b, 0)(c, 0) 7! o3, (b, 0)(c, 1) 7! o4, (a, 1) 7! o5, (a, 1)(b, 0) 7! o6}.
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For example, looking at table 5.2 we might take o1 = 0 and o2 = 0, then we must

take o3 = 0 (it is the only way that this section will have support on entries which

occur with non-zero probability) and o4 = 0. No matter the choice of o5 and o6,

there will be a probability in the table which is zero but which f contains in its

support. This is true regardless of how o1�o6 are defined, as can be checked. Thus,

w is non-classical and therefore e is non-classical (from Theorem 5.7.2).

5.7 ⇥-memory

We now consider the case in which a measurement can depend on up to k previous

measurements, although these need not be the k preceding measurements. This can

be envisioned by, at time step T , the memory register storing k measurements which

occurred previously 3. At time step T + 1 a measurement m is performed and the

system can either (i) kick o↵ one of the k measurements and replace it with m or

(ii) keep it as is.

We first briefly introduce some additional terminology concerning sequences:

we write ⌧ � � when ⌧ is a subsequence of �, meaning it can be obtained from

� by deleting certain measurements but not changing the order of the remaining

measurements. Moreover if ⌧  � we write � � ⌧ to denote the tail of the sequence

of � (where the tail refers to measurements at the end of the sequence) not contained

in ⌧ . Recall also that we write ⌧  � if ⌧ is a prefix sequence of �.

We then define a ⇥–function to be a function ⇥ : ⌃ ! X⇤ which satisfies the

following three properties

1. ⇥(�) � � for all � 2 ⌃,

2. ⇥(�) [�1] = � [�1] for all � 2 ⌃, and

3. for �1  �2, ⇥(�2) = s1s2 where s1 � ⇥k(�1) and s2 � �2 � �1.

The first requirement says that ⇥ should map any sequence � to a subsequence

of �. The second requirement is that the final value in the measurement sequence

⇥(�) be the terminal measurement of �. Finally, the third requirement is that given

two sequences �1, �2 with �1 a prefix sequence of �2, the value of ⇥ at �2 should be

a concatenation of a subsequence of ⇥ at �1 and a subsequence of the tail of �2 not

in �1.

3If less than k measurements have occurred previously, all previous measurements are stored
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We then say that a strategy f 2 S(U) is ⇥–consistent if

⇥(�) = ⇥(⌧) =) f(�) = f(⌧), (5.46)

and given U ✓ ⌃ and a choice of ⇥, write S⇥(U) for the set of ⇥–consistent

strategies on U .

The lkk function arises as a special case of this by defining ⇥(�) = lkk(�). It is

straightforward then to define what is meant by E⇥–classicality; this is a straight-

forward generalisation of Definition 5.2.6.

Definition 5.7.1 (E⇥–classicality). An empirical model e 2 EM(M) is said to be

E⇥–classical if there exists an E–machine E⇥ = hX,O, F⇥, hi such that h|#� = e� for

all � 2 ⌃.

It is of particular interest whether an empirical model has support on ⇥–functions

which are restricted to having in their codomain subsequences of length at most k+1.

This amounts to considering functions which store arbitrary l measurements from

the past, with l  k, as well as the terminal measurement m on �. For example,

the lookbackl function is for each l  k an example of such a function.

Consider the ⇥–functions which satisfy for fixed k and all � 2 ⌃

|⇥(�)|  k + 1, (5.47)

and write Lk for the set of ⇥–functions which satisfy this property, bearing in mind

that the actual memory occupies just the first k space holders. We can at this point

either consider empirical models which are constrained to use a single ⇥ 2 Lk in

each round of measurement, or one which can probabilistically choose any ⇥ 2 Lk

at the start of measurement. The latter is more powerful as it encompasses the

former. For U ✓ ⌃ we define the set of strategies

SLk
(U) :=

[

⇥2Lk

S⇥(U). (5.48)

A strategy s 2 SLk
(U) is ⇥–consistent for some ⇥ 2 Lk. We can then take lkk–

classicality to be as before, where we replace Slkk with SLk
. We refer to these as

Lk-classical empirical models, where ELk
refers to the probabilistic ELk

–machine

hX,O, FLk
, hi.

It turns out that these empirical models can still be associated with those on an

image scenario, but the image scenario is formed from the controlled choice operation
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(see Section 3.6)— these latter scenarios will be the images of M under a map C⇥
for fixed ⇥ 2 Lk.

We recall the controlled choice operation. Given two measurement scenarios

M = hX,⌃, Oi and M0 = hX 0,⌃0, O0i and empirical models e 2 EM(M) and

e0 2 EM(M0), we can form a measurement scenario hX tX 0,⌃ + ⌃0, [O,O0]i and

empirical model e&e0 which is the controlled choice of e and e0. The choice of

compatibility ⌃ + ⌃0 := ({0}⇥ ⌃) [ ({1}⇥ ⌃0) ensures that in any round a choice

of consistent subset of measurements comes from either M or M0. The empirical

model e&e0 is defined

(e&e0)({0}⇥�) := e� when � 2 ⌃

(e&e0)({1}⇥�) := e� when � 2 ⌃0.
(5.49)

Theorem 5.7.2 (Generalised Mapping Theorem). For all k 2 N [ {1} there

is a map CLk
from temporal measurement scenarios to contextuality measurement

scenarios, such that empirical models w 2 EM(CLk
(M)) can be pulled back via C⇤

Lk

to ⇥–consistent empirical models e 2 EM
(Lk)(M) on the temporal measurement

scenario M. This map preserves and reflects classicality, meaning that an empirical

model w on M0
k which is in the image of CLk

is contextual if and only if e(Lk) is an

Lk–consistent nonclassical model.

The first thing that must be shown is that for fixed ⇥ 2 Lk the map C⇥ is a

straightforward generalisation of the Clkk functions. Define, for any � 2 ⌃ and a

choice of ⇥, C⇥(�) = ⇥(�). Furthermore we write C⇥(U) = {⇥(�)|� 2 U}, so that

given M, C⇥(M) is the contextuality measurement scenario with

1. X 0 = ⇥(⌃)

2. ⌃0 = {⇥(C)|C 2 C}

3. O0
⇥(�) = O�[�1].

We can then similarly show that there is an isomorphism of sets C⇤
⇥E(U) ⇠=↵

S⇥(U), which allows us to pull back an empirical model w 2 EM(C⇥(M)) to define

one e⇥ 2 EM
(⇥)(M) by defining

e(⇥)
C (f) = wC⇥(C)(↵(f)), (5.50)

where f 2 S⇥(C) is a ⇥–consistent strategy on C.
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Now define CLk
(M) for any M to be the coproduct

X

⇥2Lk

C⇥(M), (5.51)

and likewise we can define an empirical model e(Lk) to be the pullback of the empirical

model

w⇥1&w⇥2&...&w⇥|Lk| (5.52)

where w⇥i 2 EM(C⇥i(M)).

Example 5.7.3 (3 party temporal Bell). Take the three party Bell scenario, in

which max⌃ = {(a, 0)(b, 0)(c, 0), (a, 0)(b, 0)(c, 1), (a, 0)(b, 1)(c, 0), (a, 1)(b, 0)(c, 1)},
so that agent B only has one choice of measurement.

Consider the set L1 of ⇥–functions. This set contains three functions: ⇥0 := lk0,

⇥1 := lk1 and ⇥2 which we define below.

⇥2((a, i)) = (a, i)

⇥2((a, i)(b, j)) = (a, i)(b, j)

⇥2((a, i)(b, j)(c, k)) = (a, i)(c, k).

Let hX 0
i,⌃

0
i, O

0
ii be the image scenario C⇥i(M). Then CL1(M) is the scenario

hX 0
1 tX 0

2 tX 0
1,⌃

0
1 + ⌃0

2 + ⌃0
3, [O

0
1, O

0
2, O

0
3]i (5.53)

. Valid L1–consistent empirical models on the temporal scenario M are pullbacks of

empirical models w1 &w2 &w3 where wi 2 EM(C⇥i(M)).

We recall that the controlled choice of empirical models is a free operation in

the resource theory of contextuality, covered in Section 3.6. The contextual fraction

of the controlled choice empirical model is related to the contextual fractions of the

individual empirical models as

CF(w) = max
⇥i2Lk

CF(wi). (5.54)

Thus the empirical model w is contextual provided at least one of wi is. Conversely,

the empirical model w can be noncontextual only if all of wi are. A similar ob-
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servation is contained in the following proposition, which gives the corresponding

Vorob'ev type results.

Proposition 5.7.4. Fix a temporal measurement scenario M = hX,⌃, Oi. Every

empirical model e 2 EM
(Lk)(M) is Lk–classical if and only if for every ⇥ 2 Lk, the

image complex C⇥(⌃) is acyclic.

Proof. This follows straightforwardly from the observation that coproduct of sim-

plicial complexes
P

i ⌃i is acyclic if and only if every ⌃i is acyclic.

5.8 Finite state machines

We have defined a machine to be a tuple E = hX,O, F, hi. Oftentimes, rather

than define a subset F of realisable input-output functions, one gives the machine

a finite number of states and refers to it as a finite state machine [124]. A finite

state machine (FSM), given its internal state and a choice of input produces an

output. This process, of deterministically producing outputs given the machines

current state and the choice of input, is described jointly via a transition function

and output function.

Definition 5.8.1 (Finite State Machine [124]). A finite state machine E is a 6-tuple

hS, S0, X,O, T,Qi consisting of

• A finite set of states S

• An initial state S0 2 S

• A finite input alphabet X

• A finite output alphabet O

• A transition function T : S ⇥X ! S

• An output function Q : S ⇥X ! O

A strategy will be defined in terms of the output function Q of the FSM via

f(x0x1...xn) := Q(s0, x0)Q(s1, x1)...Q(sn, xn). (5.55)

We can then generate the set F of realisable input-output functions over some choice

of ⌃ ✓ X⇤.

We first show that Q and T can be defined such that the strategies realised by

E are lkk–consistent.
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Proposition 5.8.2. For appropriately defined functions Q and T and for a su�-

cient number of internal states S, the FSM E generates lkk–consistent input-output

functions.

Proof. Take an arbitrary U ✓ ⌃ and consider the set of lkk–consistent strategies

Slkk(U). Recall that such strategies are in bijection with the set of sections E(Clkk(U)).

Take the internal states of the system to be S = {1, 2, ..., d}. We require that, for a

fixed measurement choice x 2 X, the set of internal states be large enough to allow

the k-looback for all sequences ending in x to be stored. To this end define

L(x) := {lkk(�)|� 2 ⌃, � [�1] = x} (5.56)

and let

d := max
x2X

|L(x)| . (5.57)

For non-local setups without repeating measurements we require d = |I|k, where I

is the set of inputs of an agent.

Now define a bijection for each x 2 X as �m : L(x) ! S which assigns to each

lookback for x a state in S. This lets us in turn define the transition and output

functions T and Q in terms of a section f 2 C⇤
lkk
E(U) as

Q(xi, si) = f(��1
xi

(si)) (5.58)

T (mi, si) = �xi+1(�
�1
xi

(si)xi+1). (5.59)

where in the definition of T , ��1
xi

(si)xi+1 is the concatenation of the sequences ��1
xi

(si)

and xi+1. The output function uses the lookback for measurement xi corresponding

to the state si to define the output in terms of the lkk–consistent section f . The

transition function simply updates the lookback to include the next measurement

to be performed xi+1 and maps this back to the corresponding internal state.

Since an Elkkconsistent empirical models can be realised by an FSM of su�cient

internal dimension, which uses its internal states to store the lookback of measure-

ments, we can automatically extend Proposition 5.6.2 to derive an upper bound on

the number of states needed to realise any empirical model for a given setup.

Proposition 5.8.3. Let M = hX,⌃, Oi be a temporal measurement scenario. Every

temporal Bell scenario e 2 EM(M) can be produced by an FSM with internal dimen-

sion d � maxx2X |Lk(x)| where k = N � 1 and N = max�2⌃ |�|. Here the set
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Lk(x) for each measurement x 2 X is defined as the total number of inequivalent

k-lookbacks for a measurement x 2 X,

Lk(x) := {lkk(�)|� 2 ⌃ ^ �[�1] = x}. (5.60)

Proof. Take the FSM to have output and transition functions as in equations 5.58-

5.59. Since k = N � 1, from Proposition 5.6.2 it is classical.

We now turn to a question we have left lingering, which is whether one can say

anything interesting in the current framework about the case in which strategies can

be dependent on past measurements and outcomes.

5.9 Allowing outputs to be stored in memory

Most generally, a system with bounded memory can choose which information from

the past to store. Without access to information outside of the system, such as a

clock, the information which the system can store is (i) a measurement (or equi-

valently a choice of measurement setting) (ii) an outcome (iii) A function of these.

Naturally, then, we wonder how allowing the system to store outputs in addition to,

or instead of, measurements changes the set of producible correlations.

Our first observation is that allowing for the system to store previous outputs,

rather than measurements, still allows for the system to keep track of previous

measurements by encoding these in the outputs. The result, however, is that the

strategies are constrained to use outputs solely as a type of memory. Nevertheless,

in the extreme case, where measurements have countably infinite output sets, for

every empirical model e 2 EM(M) there exists an empirical model e0 2 EM(M)

whose output can be projected onto the first m 2 N values to give an empirical

model identical to e, but which is classical. The idea is that the second empirical

model uses the output set to store, in addition to the output of the first empirical

model, all measurements which have previously occurred. Much like Hilbert’s Hotel,

in which a fully occupied hotel with infinitely many rooms may still accommodate

additional guests, our output sets, which we take to be infinitely big, can always

store additional information. As such, we can store the full lookbacks in the output

register. This observation makes it clear that the size of the output set is important

in determining to what extent including the outputs is important.

The technique we have so far been using to study temporal correlations—namely,

mapping them to contextual ones—no longer works when including outputs. The
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problem arises because labelling a measurement with the memory at the point at

which the measurement is performed (which so far has been limited to strings of

measurements, such as the k-lookback) can result, when outcomes are included in

this memory, in the no-signalling relations no longer being satisfied.

Nevertheless, we can still make some concrete statements about this case.

5.9.1 Parity machines and related examples

A standard example for classical sequential machines, such as finite state machines,

is the parity checker. The parity checker for a string of inputs x0...xl will output

ol = 0 if x0...xl is of even parity (i.e. it contains an even number of 1’s), and ol = 1

if it is of odd parity (or contains an odd number of 1’s).

A system which is able to store the previous outcome can implement the parity

checker deterministically. The table below defines given ol�1 and xl what the output

ol will be, by simply performing an XOR operation on the two bits. This clearly

ol�1 xl ol�1 � xl

0 0 0
0 1 1
1 0 1
1 1 0

Table 5.3: The parity checker.

implements the parity checker. Now we ask what the minimal, in the sense of the

number of inputs ⇥ contains in its codomain, ⇥–function is that can produce the

parity checker. If the entire history of inputs is stored the parity can be checked

by computing x0 � x1 � ... � xn. Note however that for any bitstring, we can

find a substring of length at most 2 with parity identical to the original. In fact,

any bitstring which has odd parity always contains 1 as a substring, so we define

⇥(x0x1...xl) = 1xl if x0x1...xl has odd parity. On the other hand, a bit string

can contain only 1’s and have even parity. Thus we define ⇥(x0x1...xl) = 0xl if

x0x1..xl has even parity and contains at least one 0, or if the bitstring contains no

0’s then ⇥(x0x1...xl) = 11xl. Thus ⇥ 2 L3, so that while only one outcome and one

measurement is needed, if only measurements are to be stored then at least three

are needed.

This is not such a bad trade-o↵. Consider now a system with a larger output

set |O| = z, and suppose we have the empirical model in which the output ol is the

number of 1’s mod z in the bitstring x0...xl, and so implements the parity checker
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when z = 2. In this case it can similarly be shown that the minimal ⇥–function

is in the set Lz+1. Therefore, the number of extra measurements which need to be

stored scales as the size of the output set.

5.9.2 Nonclassicality and memory with outputs

We denote as lookback
(e)
k : S(⌃) ⇥ ⌃ ! �⇤

M the map which sends a tuple (s, �)

consisting of a strategy s and a sequence � to the k + 1 measurement events
⌦
mmax(n�k,0), omax(n�k,0)

↵
... hmn�i, on�ii hmn,?i where oi := s(m0...mi�1mi). Note

that this is strategy dependent, unlike lkk.

Nevertheless, it is straightforward to extend previous definitions of lkk–consistent

strategies and lkk-classical empirical models to lk
(e)
k . In particular, s 2 S(⌃) is lk(e)k –

consistent if for all �, �0 2 ⌃,

lk
(e)
k (s, �) = lk

(e)
k (s, �0) =) s(�) = s(�0). (5.61)

In this section we show that a slightly di↵erent version of one direction of Theorem

5.6.1 extends also to empirical models which are lk
(e)
k –consistent.

Proposition 5.9.1. Let M be a temporal measurement scenario. If the measure-

ment scenario Clkk(M) has simplicial complex ⌃0
k which is not acyclic, then there is

at least one empirical model on M which cannot be generated by a classical machine

E
lk(e)k

.

The above is interesting because it says that we can always not only find an

empirical model which is Elkk–nonclassical, but also one which is E
lk(e)k

–nonclassical.

Since a machine which can stores the k previous measurements and their outcomes

is significantly more powerful (from a memory resource point of view) this is in some

sense surprising.

The theorem essentially follows because we can define an empirical model d on

Clkk(M) which simulates an empirical model on the restricted scenario Clkk(M)|Z ,
where Z corresponds to the vertices of any square subcomplex of ⌃0

k—Proposition

5.6.3 guarantees that such a restriction always exists. Using the fact that one can

always define a contextual empirical model on this restricted scenario, we show that

the empirical model d which simulates e (i) must also be contextual and (ii) can be

defined in such a way that it pulls back to give a lk
(e)
k –nonclassical model on M. We

will show this step-by-step.
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Given a measurement scenario M = hX,⌃, Oi, where ⌃ has vertices in the set

X, we can restrict it to a scenario hX 0,⌃|X0 , Oi where X 0 ✓ X. We write M|X0 for

the restricted scenario.

Note in terms of resource theoretic definitions that we have a deterministic

morphism M ! M|X0 since we always have a simplicial map ⇡ : ⌃|X0 ! ⌃ and for

each x0 2 X 0 we have a map id : O⇡(x) = Ox which is simply the identity map.

Given an empirical model e 2 EM(M), we define the restricted model (e|X0)� :=

e� since � 2 ⌃ for any � 2 ⌃|X0 . One can always simulate e|X0 with e by pushing e

forward along h⇡, idi:
e|X0 = h⇡, idi⇤ e. (5.62)

The following Theorem has been shown for more general simulations in [3] and

[81]. Here, we only give the case for empirical models which are restrictions, since

it is the case which we are concerned with.

Lemma 5.9.2 ( [81, 3]). Given a contextuality measurement scenario M = hX,⌃, Oi
consider an empirical model d 2 EM(M|X0) on the restricted scenario hX 0,⌃|X0 , Oi,
where X 0 ✓ X. If d is the restriction of an empirical model e 2 EM(M), then

contextuality of d = e|X0 implies contextuality of e.

Now we are in a position to prove proposition 5.9.1.

Proof. Suppose that Clkk(M) is not acyclic. By Proposition 5.6.3 this implies that

there are at least two agents q and p, q  p with either (i) j � i > k or (ii) there

exists an i < j < l with l� i > k and l� j  k. Consider case (i), as case (ii) follows

analogously. If (i) holds then we restrict Clkk(M) to the vertices

{lkk((1, i1)(2, i2)...(p, ip)), lkk((1, i1)(2, i2)...(p, i0p)),

lkk((1, i1)(2, i2)...(q, iq)), lkk((1, i1)(2, i2)...(q, i0q))}
(5.63)

W.l.o.g. we take ip = iq = 0 and i0p = i0q = 1. The restriction of ⌃0
k to this set of

vertices, which we call V , will contain four faces of the form

{lkk((1, i1)(2, i2)...(p, lp)), lkk((1, i1)(2, i2)...(q, lq))} (5.64)

for lp, lq 2 {0, 1}. In other words, the restricted complex is a square. We define

an empirical model e on the restricted scenario to be a PR box 4. We now wish

to define an empirical model d on Clkk(M) which simulates e and which pullsback

4Note that this could equally be something quantum realisable, such as the CHSH empirical model
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to give a lk
(e)
k –nonclassical empirical model on M. Note that since p � q > k we

have that lkk((1, i1)(2, i2)...(p, lp)) and lkk((1, i1)(2, i2)...(q, lq)) do not overlap on any

agents. Define the empirical model d such that in any context C the nodes not in

V are deterministically sent to 0. We would like to show that the pullback C⇤
k(d)

is E
lk(e)k

–nonclassical. Since it is guaranteed to be Elkk–nonclassical (from Theorem

5.6.1), the set of lkk–consistent global sections consistent with the support of C⇤
lkk
(d)

is empty (as we chose a PR Box). Note also that for the example we have constructed

a section which has support on C⇤
k(d) is lkk–consistent i↵ it is lk(e)k –consistent, which

implies that the set of global lk(e)k –consistent strategies is also empty, and thus C⇤
lkk
(d)

is E
lk(e)k

–nonclassical.

5.10 Discussion

We have considered the sequential analogue of a contextuality setup, in which no-

signalling constraints are relaxed to the AoT, or Arrow of Time, constraints. By

utilising a sheaf theoretic approach, we modelled a setup in which the amount of in-

formation a system can store from the past is bounded. Starting with storage of just

the previous k measurements, we showed that, given a particular setup captured by

a temporal measurement scenario M, there exist nonclassical correlations (resulting

from a�ne combinations of lkk–consistent strategies) only if the simplicial complex

⌃0
k is not acyclic. This simplicial complex is the one associated with a contextuality

measurement scenario Ck(M) which is the image of M under the map Ck. Moreover,

we showed that for temporal Bell scenarios, there are certain conditions on the order

of agents and their input sets which, when met, guarantee that nonclassicality can

arise for some lkk–consistent model on M.

We next showed how this results generalises when replacing the lkk functions

with ⇥–functions, which allow for storage or arbitrary measurements from the past.

We considered the set of strategies which are Lk–consistent meaning that they are

⇥–consistent for some ⇥–function which stores at most k measurements. Again,

nonclassicality of Lk–consistent empirical models on a temporal scenario M relies

on an image complex CLk
being acyclic.

Finally, we discussed the case in which measurements and outputs are stored,

concluding with proposition 5.9.1 which gives a Vorob'ev-type result (albeit only

one direction) for the case in which the k immediate measurements and outcomes

are stored by the system.
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There are a few possible directions for future work. Extending the results de-

veloped in this chapter to causal measurement scenarios, as defined in [5] and where

we have both temporal and spatial correlation, would be informative. Doing so, even

just for the case C1 and for Bell scenarios, would shed light on which arrangement

of agents can give rise to nonclassical empirical models. Are the linearly ordered

agents considered here, for example, the only case in which one can never achieve

non-classical AoT correlations? While we have mostly considered examples in which

the measurement strings in � are finite, oftentimes in sequential computation one

allows the system to run indefinitely, thereby generating strings of outcomes of arbit-

rary length. It might therefore be informative to specialise to such cases in order to

understand separations between quantum and classical correlations in these setups.

Finally, it would be useful to study further the classical and no-signalling polytopes

which arise from lkk–consistent strategies; while it is clear that the former arises as

the convex hull of the deterministic empirical models, it is intuitive, but not proven,

that the no-signalling polytope on the other hand should arise as a�ne combinations

of these models.
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Chapter 6

Causality and contextuality: a

game semantics approach

Summary

We generalise from temporal setups to causal setups, albeit now

with no restriction on memory. Our key insight is that there are

two types of causality which arise in the literature—that which

only the Experimenter (and not the system being measured) has

access to, and that which both the Experimenter and the system,

here called Nature, have access to. The notion of classicality is

sensitive to which definition is used. To this end, we introduce

Nature and Experimenter strategies, and associated presheaves,

which must respect the imposed causality. Crucially, Experi-

menter strategies can be adaptive. We show how this framework

reduces to those studied in previous sections—the usual contex-

tuality scenarios [7], the causal Bell scenarios of Gogioso and

Pinzani [66], temporal setups of chapter 5, and certain scen-

arios from the Bayesian network literature (what we term HLP

scenarios) [73]. Part of the material contained in this chapter

is from [5], although there a slightly di↵erent framework is used.

There has been an increasing trend to try to incorporate causal constraints into

Bell-type, and more generally contextuality, setups, thereby launching the pro-

gramme of causal contextuality. While the study of temporal scenarios and the
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temporal correlations that they host gives some insight into nonclassical correla-

tions beyond contextual correlations, it is not of course the most general treatment

of causal correlation, which would encompass both spatial and temporal elements.

Developing a thorough understanding of causal contextuality is a di�cult task,

not least of all because incorporating causal constraints can be done in more than

one way, and these are nonequivalent. There are (at least) two prevailing viewpoints

in the literature: on the one hand, causal dependencies allow a classical control

computer to feed-forward measurement outcomes to determine future measurement

choices, which is the type of causality inherent in MBQC but also in the causal

network models considered by Henson, Lal and Pusey [73] and, independently, Fritz

[59]. On the other hand, as studied by Gogioso and Pinzani [66], causal constraints

allow a NCHV to assign outcomes to a measurement based on measurement events—

measurements together with their outcomes—which have occurred in the past.

We view the setup as a type of concurrent game played between Nature and an

Experimenter [1], with a unique set of measurement events (i.e. a history) arising for

each choice of Nature and Experimenter strategy. Experimenter strategies choose

which measurements should be performed, allowing for feedforward to be enforced

by an experimenter, and Nature strategies respond to Experimenter strategies by

supplying an output for the performed measurement. We show that while Gogioso

and Pinzani’s setups arise naturally when introducing causal structure which both

Nature and the Experimenter can use in forming a strategy, Henson Lal and Pusey’s

setups (or a class of such setups) on the other hand allow the Experimenter to use

adaptivity which Nature should be agnostic to.

Here, we introduce a framework which is able to di↵erentiate between the above

types of causality, by explicitly separating that due to the environment, which

Nature can use, and that due to the Experimenter. Both have an e↵ect on the

observed contextuality of the system; for example, while the Bell-CHSH scenario

in Figure 6.1(a) is known to exhibit nonclassicality—as for example demonstrated

by violation of the CHSH inequalities—neither the Instrumental setup in the case

|X| = 2 in Figure 6.1(b) nor the causal Bell-CHSH setup in Figure 6.1(c) are able

to exhibit nonclassicality, but for di↵erent reasons.

6.1 Causal contextuality

It will be useful to di↵erentiate between variables which the Experimenter has con-

trol over (measurement settings) and those which Nature has control over (measure-

ment outcomes). Here by Nature we mean the system at hand, and at present we
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Figure 6.1: Types of two party setup. (a) The two party Bell setup, (b)The Instru-
mental setup and (c) Two party causal Bell scenario with A  B.

make no assumptions about how Nature behaves and only require that, when the

experimenter poses a question or set of questions, Nature supplies an answer to each

question. In practice, questions are asked by an experimenter performing a meas-

urement, and answers given by Nature proving an outcome. Cells will correspond

to points of a computation where questions are posed or answers are given, and to

this end we introduce a set �E of Experimenter cells and a set �N of Nature cells.

To each c 2 �E we associate a set of values V c
Q which is a set of questions, and

to each c 2 �N a set of values V c
A which is a set of answers. Thus, a single ‘run’

corresponds to filling certain cells in � with a value from their set of possible values.

A tuple hc, vi where c is a cell and v is a value in that cell is called an event; when

c 2 �E we call this an Experimenter event, while when c 2 �N we call this a Nature

event. Nature events are usually referred to in the literature as measurement events,

since they correspond to a measurement being assigned some outcome.

Now in order to model a causal unfolding of events, we write s ` c where s is a

set of events and c 2 �, and ` is called the enabling relation. The implication of

this is that c can only be filled once certain events have occurred, and it indicates a

type of dependency relation. Cells for which ; ` c can be filled automatically, and

are called initially enabled. For flat scenarios, every experimenter cell is initially

enabled, and any question q 2 V i
Q at a cell i 2 �E will enable a corresponding

Nature cell n(q) 2 �N which gives an answer to this question.

Altogether, we define a causal measurement game as follows.

Definition 6.1.1 (Causal Measurement Game). A causal measurement game is a

five-tuple M = h�, Q,A, {Vc}c2�,`i where

1. � is a countable set whose elements are called cells. We partition � = �E t�N

where �E are Experimenter cells and �N are Nature cells.

2. A set Q of questions.
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3. A set A of answers.

4. By cases,

• If c 2 �E a set Vc ✓ Q, of questions

• If c 2 �N a set Vc ✓ A of answers.

5. An enabling relation `✓ P(�M)⇥�, where �M := {(c, v)|c 2 Gamma, v 2 Vc}
is the set of all possible events (both Nature and Experimenter).

Given a set of events s ✓ �M , we define

dom(s) := {c| hc, vi 2 s} (6.1)

so that dom(s) is the set of cells associated with the events in s. Further, we say

that the set of events s is consistent if for any events hc, vi , hc0, v0i 2 s it holds that

c = c0 =) v = v0.

In the following Chapter we will write h�, V,`i under the assumption that Ex-

perimenter cells are subsets of a ‘question’ set, such as the set of observables on

a Hilbert space, while Nature cells are subsets of an ‘answer set’, which is usually

a finite set [k] = {1, 2, 3, ..., k}. Our definition of a causal measurement game is

almost identical to that of Kahn and Plotkin’s information matrices, which were

introduced to model a causal unfolding of events [80]. While they consider cells of

a single type, here cells are divided into two types. Likewise, the values that these

cells take on tend to be thought of in di↵erent ways : while the filling of Experi-

menter cells corresponds to a question being asked, a Nature cell corresponds to the

‘answer’ to a question, or outcome of measurement. Otherwise, the interpretation

is identical: cells which are enabled are filled with values, which for Kahn-Plotkin

is called a decision rather than an event. Given an information matrix, Kahn and

Plotkin introduce configurations, which are sets of decisions in which every decision

is enabled. We introduce a corresponding notion of histories of a measurement

scenario, which generalises the notion of history which we had in the temporal case.

Definition 6.1.2 (Set of Histories). Given a measurement scenario M, we define

a history to be a subset of events h ✓ �M for which is hold that (i) it is consistent

and (ii) every cell c 2 dom(h) is enabled, or, formally, c 2 dom(h) implies s ` c for

some subset s ✓ h. We denote the set of all such histories H(M).

A history is a set of events which can be observed in any run of the experiment.

A strategy will be a subset of histories which denotes a recipe for playing the game,
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and will be Nature or Experimenter specific. To introduce strategies, we need the

accessibility relation B. While the enabling relation specifies which events are needed

in order for a cell to be filled, the accessibility relation instead specifies which sets

of events the cell can be filled after. We therefore write sB c where s is a consistent

set of events and c 2 � a cell if and only if

• c /2 dom(s),

• 9t ✓ s with t ` x.

We further write s BE c or s BN c when c 2 �E and c 2 �N respectively. We now

define Nature strategies.

Definition 6.1.3 (Nature Strategy). A nature strategy is a subset � ✓ H(M) such

that

• Given h, t 2 H(M), if h 2 � and t ✓ h then t 2 �. We say that � is downward

closed.

• If s 2 � and sBN c then there exists a unique v 2 V A
c such that s[{hc, vi} 2 �.

• If s 2 � and sBE c then for all v 2 V Q
c it holds that s [ {hc, vi} 2 �.

A strategy for Nature therefore provides a unique answer to all Nature cells

which are accessible, but allows for accessible experimenter cells to be filled with

all possible sets of questions which the experimenter might ask. The strategy is

therefore deterministic at Nature cells but nondeterministic at Experimenter cells.

On the other hand, we define Experimenter strategies.

Definition 6.1.4 (Experimenter Strategy). An experimenter strategy is a subset

� ✓ H(M) such that

• Given h, t 2 H(M), if h 2 � and t ✓ � then t 2 �.

• If s 2 � and sBE c then there exists a unique v 2 V Q
c such that s[{hc, vi} 2 �.

• If s 2 � and sBN c then for all v 2 V A
c it holds that s [ {hc, vi} 2 �.

Note that Nature strategies and Experimenter strategies are dual. Let SN(M)

and SE(M) be the set of Nature and Experimenter strategies respectively associated

with M .
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6.2 The strategy presheaves

We define a substructure relation which is an order on measurement games, and

will allow us to define strategy presheaves which generalise the event and strategy

presheaves of the contextuality and temporal cases respectively.

Given two causal measurement games G = h�G, QG, AG, {VG,i}i2�G ,`Gi and
H = h�H , QH , AH , {VH,i}i2�H ,`Hi write G E H if

i �E
G ✓ �E

H and �N
G ✓ �N

H

ii QG ✓ QH

iii AG ✓ AH

iv For all c 2 �G, VG,c ✓ VH,c

v For all s ✓ �G, c 2 �G, s `G c i↵ s `H c.

Items i � iv are intuitive and simply require that G have a subset of the cells

that H has and moreover that the values which these cells can be filled with in G

is a subset of the values that same cell can be filled with in H. Thus, any event,

Experimenter or Nature, which occurs in G can occur in H. Item v says moreover

that a cell is enabled in G in the same way it is enabled in H, provided the set of

events which enable it can occur in G.

Given a nature strategy n 2 SN(H) we can restrict this to n|G := n \ H(G).

The same holds for Experimenter strategies; a strategy e 2 SE(H) can be restricted

e|G := e \ H(G). We show that this is a well-defined restriction map in the sense

that these restrictions are valid Nature and Experimenter strategies on the restricted

scenario.

Proposition 6.2.1. Given two measurement scenarios G and H for which G E H

and a Nature strategy n 2 SN(H), then the restriction n|G is a Nature strategy of

the scenario G, or n|G 2 SN(G).

Proof. First of all, since n is down closed it holds that n\H(G) will be, since H(G)

is a down closed subset of H(H) and down-closure is preserved under intersection.

Next, suppose s 2 n and sBN
G c, then we have sBN

H c and so since n is a strategy in

H it holds that there exists a unique v 2 V A
c such that s [ hc, vi 2 n. Moreover, if

s 2 n and sBE
G c then it automatically holds that sBE

H c and therefore, again, since

n is a strategy for H that for all v 2 V Q
c , s [ {hc, vi} 2 n. Therefore, n is a valid

strategy for G, too.
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Proposition 6.2.2. Given two measurement scenarios G and H for which G E H

and an Experimenter strategy e 2 SE(H), then the restriction e|G is a Experimenter

strategy of the scenario G, or e|G 2 SE(G).

The proof for experimenter strategies follows essentially in exactly the same way

as that of Nature strategies in Proposition 6.2.1.

The fact that n|G 2 SN(G) means that the restriction map which we have

defined turns SN into a presheaf— specifically, it is a presheaf from the category of

substructures over M to the category Set. The category of substructures of M will

be denoted Sub(M) where

1. Objects of Sub(M) are substructures of M

2. Morphisms of Sub(M) are arrows G ! H for substructures for which G E
H.

As such we have the presheaves SN : Sub(M)op ! Set and SE : Sub(M)op !
Set, which are presheaves over a poset with (Sub(M),E) being the poset.

6.3 Covers and empirical models

In quantum mechanics, the commutation relation restricts which measurements can

be performed simultaneously. On the other hand, for temporal setups, we saw that

only certain sequences � 2 X⇤ are observed, a restriction which is not fundamental

as with the commutation relation, but which nevertheless allowed us to show that

there is an obstruction in moving from the local observed distributions to a global

distribution, and that this obstruction witnesses a kind of nonclassicality in the

system.

In the current more general setting, in any run of the experiment we observe the

statistics (measurement outcomes) associated with a substructure G E M of the

measurement game M . Such substructures are collected into a cover C = {Gi}i2I of
M . We recall that when defining a presheaf over a poset, the join of the elements in

the cover should give the top element,
W

i2I Gi = M . We will require moreover that

C be down closed with respect to the order on Sub(M), so that #C = C. The pair

(M,C) consisting of a measurement game together with a cover is called a causal

measurement scenario. The associated empirical models are compatible families

with respect to this cover for the Nature strategy presheaf DR � SN .
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Definition 6.3.1 (Causal empirical model). Given a causal scenario M = (M,C) a

causal empirical model is a family of R-distributions {eG}G2C with eG 2 DR�SN(G),

such that for any G,H 2 C with G E H,

eH |G = eG. (6.2)

We write EM(M) for the set of empirical models on the causal scenario M.

Nonclassicality is, as with contextuality and temporal scenarios, present when

we cannot extend the local sections of the empirical model to a single unique global

section. In this case we refer to nonclassicality as causal contextuality.

Definition 6.3.2 (Causal Contextuality). An empirical model e is said to be caus-

ally contextual if there exists no global section h 2 DRSN(M) such that h|G = eG

for all G 2 C.

While here the definition of empirical model and notion of contextuality make

reference only to Nature strategies, later we will see how Experimenter strategies

influence which Nature strategies are observed and thereby whether contextuality is

observed—sometimes, an Experimenter strategy can reduce the observed contexts

to an extent such that no local to global obstruction is observed. For now, we show

how, even without Experimenter strategies, we can capture contextuality scenarios,

temporal scenarios, and causal Bell scenarios.

6.4 The sheaf axiom and SN

Note that while in order for SN to be considered a sheaf, we require that is satisfy

the sheaf axiom—which required there be a unique gluing of a compatible family—

in our case we are only interested in whether this property is satisfied for a single

specific cover, which is physically motivated by the problem at hand. Since failure of

the composition DR �SN to satisfy the sheaf axiom for a choice of compatible family

ei is used in the definition of contextuality of an empirical model, it is imperative

that for a deterministic classical empirical model defined instead over SN there

be no possibility of contextuality arising. In other words, if SN is a sheaf, then

contextuality of an empirical model cannot falsely arise due to pathologies in the

way that SN is defined.

To summarise,
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1. We would like to show that the sheaf axiom holds with respect to the family

of morphisms F = {fi : Gi ! M} defined by C. In particular, we define

fi : Gi ! M 2 M () Gi 2 C. Note that this does not imply that SN is a

sheaf, only that it obey the sheaf axiom with respect to a single cover.

2. The choice of cover C is physically motivated by the problem at hand. In

other words, we do not give a method for ‘automatically’ defining C given

a measurement game—this would be an interesting area for future direction,

however.

We show that while for a compatible family {�i}i2I for the presheaf SN on the

cover C the gluing property can always be satisfied, uniqueness does not necessarily

hold. We will see nevertheless that for all cases we are interested in, uniqueness does

hold.

Proposition 6.4.1. The presheaf SN satisfies the gluing axiom of the sheaf condi-

tions.

Proof. Take a compatible family {�i}i2I for the presheaf SN . Therefore, for any

Gi E Gj with Gi, Gj 2 C we have �j|Gi = �i. Define � =
S

i2I �i; since �|Gi = �i

for all i 2 I any global section must be a superset of � and we take for now this to

be the candidate gluing of the local sections. First, it is down-closed as the union

of down-closed sets. Next suppose for some s 2 �, s BN c. Then we must have

s 2 �i for at least one i 2 I. Suppose we have s 2 �1 and s 2 �2. Then since �i

(i 2 {1, 2}) are strategies if c 2 �Gi then sBN
Gi
c and there exists a unique hc, vii 2 �i

with s [ {hc, vii} 2 �i. In order to show that � is deterministic at Nature cells we

must show that v1 = v2. On the other hand, if for no �i with s 2 �i we have

s BN
Gi

c (because c /2 �Gi) then we can simply take any v 2 Vc and extend � to

�0 := � [ (s [ {hc, vi}), which still satisfies down-closure (although this extension,

which is not unique, will cause problems with the uniqueness property of the sheaf

condition).

(Showing v1 = v2 in first case) Since we require down-closure of C, observe

that there exists (at least one) substructure Gk in the cover with Gk E G1 and

Gk E G2 defined as follows. It has as its set of cells �Gk
◆ dom(s) [ {c} and for

any c0 2 dom(s) [ {c}, (VGk
)c0 = (VG1)c0 where w.l.o.g we assume (VG1)c0 ✓ (VG2)c0 .

Therefore s 2 �Gk
.

Now, s 2 H(G1) and s 2 H(G2) because by assumption s 2 �1 and s 2 �2 and

by definition of Nature strategies �i is a down-closed subset of H(Gi). Since s is

a history it must be that every d 2 dom(s) is enabled by some subset rd ✓ s, so
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rd `Gi d for i 2 {1, 2}. This implies, by definition of substructure, that rd `Gk
d.

Furthermore, s BN
Gi

c implies that s BN
Gk

c so that s [ hc, vii for any vi 2 Vc is in

H(Gk).

Since the family of �i’s is compatible, we must have �1|Gk
= �k and �2|Gk

= �k,

where recall restriction is defined �i|Gk
= �i \H(Gk). But we saw s[ {hc, vii} 2 �i.

All of this together gives,

s [ {hc, v1i} 2 �1|Gk
= �k

s [ {hc, v2i} 2 �2|Gk
= �k.

(6.3)

But, since �k a Nature strategy so that it must by deterministic at Nature cells,

there is a unique v such that s [ {hc, vi} 2 �k which implies that v1 = v2 = v.

Now suppose we have s BE c in �. Then again we have s 2 �i for at least one

i 2 I. Consider the subset of the index set I defined

J := {i 2 I|s 2 �i ^ sBE
Gi

c}. (6.4)

Then if Vc = [j2J
�
VGj

�
c
then we have that s[hc, vi 2 � for all v 2 Vc. This follows

because since �i are strategies, for all j 2 J , s [ {hc, vi} 2 �j for all v 2 (VGj)c.

Since every value in Vc is contained in one of the (VGj)c this ensures that � satisfies

the required property.

If on the other hand we do not have Vc =
S

j2J
�
VGj

�
c
, calling W = Vc\ [j2J�

VGj

�
c
, we can always extend � to �0 = � [

�S
v2W hc, wi

�
. Note that such an

extension is unique.

Proposition 6.4.2. The gluing �0 described above is not necessarily unique.

Proof. We give an example to demonstrate that uniqueness does not always hold.

Consider the measurement game M = h�, V,`i with two Experimenter cells and

two Nature cells:

1. �E = {A,B}, �N = {a, b}

2. c 2 {A,B, a}.Vc = {0}, Vb = {0, 1}

3. ; ` A, {hA, 0i} ` a, {ha, 0i} ` B, {hB, 0i} ` b.

Then consider a cover with two top elements (i.e. they are not, in the poset, below

any other elements of the cover) which we callG1 = h�1, V1,`1i andG2 = h�2, V2,`2i
and define them respectively by
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1. �1 = {A, a} and �2 = {B, b},

2. 8c 2 �1.(V1)c = {0} and (V2)B = {0}, (V2)b = {0, 1}

3. ; ` A, {hA, 0i} ` a, {hB, 0i} ` b.

Note that we no longer have any enabling for the cell B in the gameG2 (and therefore

the set of histories will be empty).

Now, taking �1 = {{hA, 0i}, {hA, 0i , ha, 0i}} and �2 = ;, their union must be

extended in some way in order to be a valid Nature strategy on M . We could for

example take the extension

� = {{hA, 0i}, {hA, 0i , ha, 0i}, {hA, 0i , ha, 0i , hB, 0i}, {hA, 0i , ha, 0i , hB, 0i , hb, 1i}}
(6.5)

or, on the other hand, the extension

� = {{hA, 0i}, {hA, 0i , ha, 0i}, {hA, 0i , ha, 0i , hB, 0i}, {hA, 0i , ha, 0i , hB, 0i , hb, 0i}}.
(6.6)

Both work, but send b to di↵erent outcomes, and therefore uniqueness does not hold.

Note that taking =#{G1, G2} does not a↵ect this behaviour.

One way to ensure that it is unique is to ensure that a ‘good’ cover C is chosen.

Note that if � =
S

i2I �i does not need to be extended to ensure it is a valid strategy

for M , then uniqueness holds. This is because if � 2 SN(M) and �0 2 SN(M) we

must have � ✓ �0 since �0 must contain the union of the �i’s to satisfy �0|Gi = �i

for all i 2 I. But this implies that there exists some s 2 � with sBi c, which would

invalidate � as a strategy unless extended, but we have shown that it need not be

extended.

Nevertheless, for the covers we use � :=
S

i2I �i is a valid strategy and therefore

both gluing and uniqueness hold, so that SN is a valid sheaf. While we do not do so,

it would be informative to give a characterisation of the covers which always satisfy

uniqueness.
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6.5 Causal measurement scenarios: examples

6.5.1 Causal Bell scenarios

Consider a causal Bell scenario M =
⌦
G, {Iv}v2V (G), {Ov}v2V (G)

↵
where G is a DAG

specifying causal dependencies of agents, Iv specifies an input set for each agent,

and Ov an output set.

Define an associated causal measurement game MG = h�, V,`i where

i �E = V (G) and �N = {ai|A 2 V (G) ^ i 2 IA};

ii By cases,

• If A 2 �E then VA = IA

• If ai 2 �N then Vai = OA

iii By cases,

• If A 2 �E then
S

A02pa(A){ha0i, oi} ` A for any i 2 IA0 and o 2 OA0 ,

• If ai 2 �N then {hA, ii} ` ai

A set of histories h 2 H(M) is a set of events h ✓ �M which is consistent and

secure. This is therefore, for any S 2 ⇤(V (G)), the set

[

A2S

{hA, ii , hai, oi}. (6.7)

It is possible also, for any h 2 H(M), to define an order on events in h. Define for

any two events e, e0 2 h

e h e0 () 8y 2 H(M). e0 2 y & y ✓ h =) e 2 y. (6.8)

We will write e <h e0 for e h e0 and e 6= e0.

Example 6.5.1. For the DAG below, we have the relations A < B and A < C.

A maximal element in H(M) will be of the form

{hA, ii , hai, oai , hB, ji , hbj, obi , hC, ki , hck, oci}. (6.9)

117



A

B

C

Figure 6.2: A three party causal Bell scenario. Party A causally precedes B and C,
so that the outcomes at B and C may depend on both the input and outputs at A.

We find that this element has orderings

hA, ii < hai, oai (6.10)

and similar for B and C, so that an agent picks a choice of measurement before

Nature supplies the answer. Also, we have

hA, ii < hB, ji hA, ii < hC, ki (6.11)

and

hai, oai < hbj, obi hai, oai < hck, oci . (6.12)

These express the causal ordering of the agents, as well as their measurements.

Then define the cover C to consist of substructures Gi where i is a tuple consisting

of a single choice of input i(A) 2 IA for every A 2 S where S in down-closed in

V (G). The substructure Gi then has for each A 2 �E a single value VA = {i(A)},
and restricts the set of Nature cells to �N

i := {al|i(A) = l}. Thus there is one

Nature cell associated with every agent in the graph. More generally, for a subset

S ✓ V (G) which is down-closed w.r.t. the order on G, and a choice UA ✓ IA for

each A 2 S—which is summarised by a choice of tuple (S, {UA}A2S)— we have the

associated element G(S,U) 2 Sub(M) defined as follows,

i �E
(S,U) = S �N

(S,U) = {ai|A 2 S ^ i 2 UA};

ii By cases,

• If A 2 �E
(S,U) then VA = UA

• If ai 2 �N
S,U then Vai = OA

iii By cases,
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• If A 2 �E
(S,U) then

S
A02pa(A){ha0i, oi} ` A for any i 2 UA0 and o 2 OA0 ,

• If ai 2 �N
(S,U) then {hA, ii} ` ai

Since it is these substructures that we are most interested in, rather than consider

the full category (Sub(M),E) we consider the subcategory corresponding to the

subposet {G(S,U)|S 2 ⇤(V (G)) ^ UA ✓ IA}. We call this P , and it still has top

element M .

It is then not di�cult to show that for flat scenarios, or those scenarios in which

G contains no edges, we have a bijection between Nature strategies on a substructure

G(S,U) and sections s 2 E(W ) where W = �N
(S,U). In other words, we recover the

usual notion of contextuality for flat scenarios. More generally, we recover the notion

of causal contextuality studied by Gogioso and Pinzani in [66].

Proposition 6.5.2. Consider the causal scenario M = (MG,C) where MG is the

causal game associated with the causal Bell scenario M0 =
⌦
G, {Iv}v2V (G), {Ov}v2V (G)

↵
.

There exists a bijection ↵ between the set of empirical models EM(M) and the set of

GP (see Section 4.3) empirical models EM
GP(M0). Moreover, an empirical model

e 2 EM(M) is causally contextual if and only if ↵(e) is GP contextual.

Proof. Note that if for every causal game Gi in the cover C we can define an as-

sociated F (Gi) 2 CGP where recall the GP cover is the set
S

S2⇤(V (G))
�Q

!2S I!
�
)

such that (i) there exists a bijection ↵ between the sets SN(Gi) and EC(F (Gi)) and

moreover (ii) if F itself is a bijection between covers, then we can automatically

extend the bijection ↵ to a bijection probability distributions on these sets, and this

together with (ii) ensures a bijection of empirical models—we call this bijection ↵0.

We therefore begin by defining for any Gi 2 C, F (Gi) = i. Since

i 2
[

S2�(V (G))

 
Y

!2S

I!

!
, (6.13)

this is an element of the cover CGP. Moreover, it is a bijection by taking F�1(i) = Gi.

For a Nature strategy n 2 SN(Gi) define a section ↵(n) 2 E(i) to be the section

sending i(a) to o provided
⌦
ai(a), o

↵
2 n. On the other hand given f 2 E(i) define

↵�1(f) to be the nature strategy which contains Nature decisions
⌦
ai(a), f(i(a))

↵
.

Experimenter decisions are, independent of f , fixed as ha, i(a)i.
Since we have shown (i) and (ii) hold, we have a bijection of empirical models

EM
GP(M0) and EM(M). In order to show that contextuality is preserved and reflec-

ted in mapping a causal empirical model e to a GP empirical model e0, we now con-

sider the top elements of the posets Sub(M) and L and associated global strategies.
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The top element of Sub(M) is M and the top element of L is (V (G), I). As on the

cover, given a global strategym 2 SN(M) let the causal section ↵(m) 2 E((V (G), I))
send m(i) to the associated tuple of outcomes o provided that there exists a history

h 2 m which contains for each agent A the decision
⌦
Ai(a),o(a)

↵
(naturally h will

also contain Experimenter decisions ha, i(a)i). On the other hand given a causal

section g 2 E((V (G), I)) define a strategy ↵�1(g) to contain as its maximal elements

the histories hi,o which contain decisions
⌦
ai(a),o(a)

↵
and for all agents A. Now,

suppose e 2 EM(M) is causally contextual. Then there exists a probabilistic global

strategy p 2 SN(M) where

eGi
(n) =

P

m2SN (M);
m|Gi=n

p(m) =
P

m2SN (M)

�m|Gi
(n)p(m)

=
P

↵(m)2E(I)
�↵(m)|i(↵(n))↵0(p)(↵(m))

= e0i(↵(n)).

(6.14)

where e0 is noncontextual with global section ↵0(p). The proof in the opposite

direction, starting assuming contextuality of e0 is exactly analogous since every step

in the above deduction is reversible.

We consider the cover C of flat scenarios in more detail. In the two party case, i

can either have support on both agents A and B in which case we write it as (ia, ib),

or on one or the other in which case we write it as (ia, ) or ( , ib) when it has support

on only A and only B respectively. The set C has properties similar to a simplicial

complex. We have

i If G 2 C and G0 2 P with G0 E G then G0 2 C.

ii M =
W

G2CG.

which look identical to the axioms of a simplicial complex defined over a set X,

except that the subset relation is replaced by E 1

In order to visualise it, we take the set {G( ,0), G( ,1), G(0, ), G(1, )} to correspond to

the one dimensional faces (i.e. the vertices), while the set {G(0,0), G(0,1), G(1,0), G(1,1)}
corresponds to the two-dimensional faces. The cover C is therefore visualised by the

simplicial complex

1Note that a simplicial complex can, alternative to the definition given in Chapter 2, have the
condition that requires singletons are contained in it with the condition that the union of all
elements give the set X.
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G(0, ) G( ,0)

G(1, )G( ,1)

G(0,0)

G(1,0)

G(1,1)

G(0,1)

Figure 6.3: Visualisation of the cover for the Bell-CHSH setup when the base cat-
egory is constructed from the poset of measurement games.

G(0,0) G(0,1)

G(1,0)G(1,1)

G(1, )

G(0, )

G(0,0) G(1,0)

G(1,1)G(0,1)

Figure 6.4: Visualisation of the cover for the temporal CHSH setup when the base
category is constructed from the poset of measurement games. Note that, unlike
the case in which there is no order on the parties A and B, measurement games of
the form G( ,i) are not in the cover.

For non-flat scenarios the cover C still satisfies the generalised simplicial complex

axioms (i) and (ii), however, the choice of visualisation is not so straightforward.

Taking A ! B in G the cover now contains elements of the form G(iA, ), but not

of the form G( ,iB). The previous representation no longer makes sense; we instead

consider all elements in C as vertices and a labelled edge H between G1, G2 2 C

indicates that H = G1 ^ G2. More generally, an n dimensional face is an element

H 2 C with H = G1 ^G2 ^ ... ^Gn. For A ! B we obtain

6.5.2 Contextuality scenarios

Contextuality scenarios arise as a special case in which we have a single Experimenter

cell E which is initially enabled, and where the cover C consists of substructures G�

where VE = � and � is a commuting set of measurements.

Therefore in this case, the commuting structure of the measurement set is im-
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posed by the commutation relation, and not enforced due to space-time separations

between agents. Recall that a global section is a function s : X ! O, and that

X is the top element in the category Op(X) over which we take our cover for the

empirical model. Here, the corresponding top element M is a measurement game in

which the agent has choice of any measurement in X. The set of Nature strategies

SN(M) is then in bijection with the set of sections OX .

More explicitly, given a contextuality scenario MC = hX,⌃, Oi, define a set of

measurement games {GU}U2P(X) where GU = h�, V,`i is defined 2

1. �E
U = {E} and �N

U = U

2. VE = U

3. For any x 2 U , Vx = Ox

4. We have the enabling

; ` E 8x 2 U.{hE, xi} ` x,

so that the single Experimenter is initially enabled, and any measurement is

enabled once it has been chosen by the Experimenter.

The corresponding set of histories is given by

H(GU) =
[

x2U,o2Ox

{{hE, xi}, {hE, xi , hx, oi}}. (6.15)

An Experimenter strategy e is the subset

e =
[

o2Ox

{{hE, xi}, {hE, xi , hx, oi}} (6.16)

for a fixed x 2 U . The strategy chooses some x 2 U but allows for any outcome for

that measurement. On the other hand, a Nature strategy n is the subset

n =
[

x2U

{{hE, xi}, {hE, xi , hx, oi}} (6.17)

which specifies a (single) outcome for each x 2 U . As a result, we have that

E(U) ⇠= SN(GU). (6.18)
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The set of sections on U is in bijection with the set of Nature strategies on GU .

Consider as a concrete example the Peres-Mermin square.

Example 6.5.3 (Peres-Mermin Square). The Peres-Mermin square is shown in

Table 6.1, where we have replaced the quantum measurements with letters (this sim-

plifies the notation from the usual Pauli exposition without losing any of the inter-

esting features). Recall that the contextuality scenario is M = hX,⌃, Oi where the

a b c 1
A B C 1
↵ � � 1

1 1 �1

Table 6.1: Peres-Mermin Square

measurement set is X = {a, b, c, A,B,C,↵, �, �}, the maximal contexts in ⌃ are the

3 rows and 3 columns of the table which we label from �1 to �6, and the output for

each measurement lies in the set O = {�1, 1}. We saw in the background material

that contextuality of this setup can be explained by considering an empirical model

e 2 EM(M) which has support consistent with the table above. For example, consid-

ering the context {a, b, c} (row 1), the empirical model should only have support on

the sections which send either all three measurements to 1 or two of them to �1 and

the third to 1— this is the only way to ensure that their product be equal to 1. We

now consider how this can be captured by a causal measurement scenario, instead.

Take M = hM,Ci where the causal game M = h�, V,`i is defined

1. �E = {E} and �N = X;

2. VE = {X} and for any x 2 �N , Vx = {�1, 1};

3. ; ` E and for all x 2 �N , hE, xi ` x.

The cover for the empirical model consists of substructures Gi for i 2 [1, 6] where

Gi has �N
i = �i. A Nature strategy on for example G1 with �N

1 = {a, b, c} is

{{hE, ai , ha, oai}, {hE, bi , hb, obi}, {hE, ci , hc, oci}}. (6.19)
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6.5.3 Temporal scenarios

We begin with temporal Bell scenarios. Given the triple hA, I, Oi, with A a total

order so that we take A = {1, 2, 3, ..., N}, the set of experimenter cells is

�E = A. (6.20)

Recall that the set of measurements is defined

X := {ki|k 2 [1, N ] ^ i 2 Ik}. (6.21)

We define the set of Nature cells

�N = X, (6.22)

so that we have one Nature cell for each observable ki 2 X of the system. Each

choice of measurement i 2 Ik for an agent k enables the corresponding Nature cell

ki, or symbolically

{hk, ii} ` ki. (6.23)

Moreover, a decision by Nature on an outcome for that measurement enables the

following agent to choose their measurement.

{hki, oki} ` k + 1. (6.24)

An element h of the set of histories H(M) generated in this way is of the form

h = {h0, i0i , h0i0 , o0i , h1, i1i , h1i1 , o1i , ..., hn, ini , hnin , oni}. (6.25)

When the history h is realised, it expresses that the set of decisions above occurred.

Thus note that the set H(M) can be viewed as a decision tree, which for temporal

setups is particularly useful visually. The tree for just the first two agents A and B

is shown in Figure 6.5.

Each branch is a history h 2 H(M). We highlight a particular example of a

history. Note that the order on h is

h0, i0i <h h0i0 , o0i <h h1, i1i <h h1i1 , o1i <h ... <h hn, ini <h hnin , oni , (6.26)

so that there is a total order on events (as we would expect). First, Experimenter
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hA, 0i

ha0, 0i

hB, 0i

hb0, 0i hb0, 1i hb1, 1ihb1, 0i

ha0, 1i

hB, 1i hB, 0i

hb0, 0i hb0, 1i hb0, 1ihb0, 0i

hB, 1i

hA, 1i

ha1, 0i

hB, 0i

hb0, 0i hb0, 1i hb1, 1ihb1, 0i

ha1, 1i

hB, 1i hB, 0i

hb0, 0i hb0, 1i hb0, 1ihb0, 0i

hB, 1i

Figure 6.5

Figure 6.6: An example of a valid history for a temporal Bell scenario, as highlighted
in red. The full tree represents the entire set of possible histories for the scenario.

0 chooses a measurement, then Nature provides an outcome to that measurements,

then Experimenter 1 chooses a measurement, Nature provides a corresponding out-

come, and so on.

We next consider Nature strategies SN(M), which are deterministic at meas-

urement outcomes but nondeterministic at measurement choices. Consider the tem-

poral CHSH setup, with two agents A and B each with two inputs and two outputs.

We display a Nature strategy as a subset of the set of histories graphically below.

hA, 0i

ha0, 0i

hB, 0i

hb0, 0i hb0, 1i hb1, 1ihb1, 0i

ha0, 1i

hB, 1i hB, 0i

hb0, 0i hb0, 1i hb0, 1ihb0, 0i

hB, 1i

hA, 1i

ha1, 0i

hB, 0i

hb0, 0i hb0, 1i hb1, 1ihb1, 0i

ha1, 1i

hB, 1i hB, 0i

hb0, 0i hb0, 1i hb0, 1ihb0, 0i

hB, 1i

Figure 6.7: A valid Nature strategy, highlighted in red, as a subset of the set of
histories. Note that the strategy is deterministic at Nature cells.

On the other hand, an Experimenter strategy e 2 SE(M) is deterministic on

measurement choices but not on outcomes, as can be seen in the highlighted Exper-

imenter strategy below,

so that agent B chooses their measurement based on the outcome at A. Note that

together, a nature strategy n and an experimenter strategy e determine a unique

history h 2 H(M). We write this as hn|ei := n \ e, which takes the branch which

lies at the overlap of the two trees.

Now consider a general temporal measurement scenario hX,⌃, Oi. Here we need
at least N experimenter cells where N := max�2⌃ |�|, so we define

�E = {1, 2, ..., N}. (6.27)
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hA, 0i

ha0, 0i

hB, 0i

hb0, 0i hb0, 1i hb1, 1ihb1, 0i

ha0, 1i

hB, 1i hB, 0i

hb0, 0i hb0, 1i hb0, 1ihb0, 0i

hB, 1i

hA, 1i

ha1, 0i

hB, 0i

hb0, 0i hb0, 1i hb1, 1ihb1, 0i

ha1, 1i

hB, 1i hB, 0i

hb0, 0i hb0, 1i hb0, 1ihb0, 0i

hB, 1i

Figure 6.8: A valid Experimenter strategy, highlighted in red, as a subset of the set
of histories. Note that the strategy is deterministic at Experimenter cells.

Since ⌃ dictates the allowed sequences of measurements, we take Xi to be the set

of measurements which occur at position i in sequences � 2 ⌃, Xi := { m | 9� 2
⌃. �[i] = m}. Then any experimenter cell i 2 [1, N ] can take on values in the set

Xi,

Vi = Xi (6.28)

A measurement m in Xi is enabled when experimenter i fills their cell with the value

m; there is a slight subtlety however which arises with repeated measurements. If for

i 6= j we have a � 2 ⌃ with �[i] = m and �[j] = m, then the Nature cell m must be

filled twice in a particular sequence, which is not allowed in the current framework

(the resulting history does not obey the consistency axiom). One gets around this by

labelling measurements with their time-step, which amounts to taking a Heisenberg

picture stance, in which it is the operators that evolve and the wavefunction is

stationary. We therefore define a Nature cell to be a measurement labelled with the

time step at which it is performed,

�N =
[

i2[1,N ]

{i}⇥Xi (6.29)

and a measurement (i,m) is enabled only when an experimenter at time step i fills

their cell with m

{hi,mi} `N (i,m). (6.30)

The experimenter at time step i is enabled once the measurement cell at time step

i� 1 has obtained an outcome,

{h(i� 1,m), oi} ` i. (6.31)

Note that the set of histories generated includes all combinations of measurement
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events which arise when each Experimenter can choose from their set Xi, while we

would like sequences to come from ⌃. This can be fixed by taking as the cover the

set {G�}�2⌃ which only allows the experimenter cell i to be filled with the single

value �[i].

We now consider how Experimenter strategies play a role, and in particular

how Experimenter strategies allow us to consider examples which include adaptiv-

ity. This includes both HLP examples and a more general version of Anders and

Browne’s OR gate implementation to a double OR gate implementation, with the

second having as its input the output of the previous gate.

6.6 Adaptive Experimenter strategies

To understand why those examples studied by Henson Lal and Pusey fall outside

of the current framework, consider the Instrumental Setup, introduced in Section

4.2. We will use the diagrammatic representation introduced there, too. The in-

strumental setup is described by the following DAG,

X

A B

U

Figure 6.9: The Instrumental setup as a Bayesian network DAG

Recall that unlabelled edges between nodes indicate the sending of classical in-

formation (e.g. a bit) from the source node to the sink node. Oftentimes this will

indicate sending the output of a measurement to be used as a measurement setting

for a future agent. Labelled edges correspond to the sending of hidden variables.

Note that the setup in Figure 6.9 is di↵erent from the following setup, in which

each agent has their own measurement setting, but the hidden variable is sent from

A to B after measurement. This corresponds to a temporal CHSH setup.

A B

Figure 6.10: The temporal CHSH setup as a causal Bell scenario DAG.

While we have seen that the framework is able to capture the type of causality

that appears in this second digram, it cannot capture the type of adaptivity used in

the Instrumental setup.
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This is because while the enabling ` in the definition of causal games is an

enabling at the level of Nature i.e. any hidden variables are allowed to use this

causal structure, here instead we would like to introduce an enabling at the level

of the Experimenter only. What this means in practice is that the hidden variable

� is distributed prior to measurement (to all parties, if it is a Bell scenario), and

after that, measurement with Experimenter imposed adaptivity can take place. This

is exactly how the Instrumental setup is carried out. As in Figure 6.9, � 2 U is

distributed to A and B, and simultaneously an input x 2 X is distributed to A.

The measurement a at A is performed and must be a function of � and x, after

which it is sent to B so that the measurement at B may be a function of � and a.

This is di↵erent from Figure 6.10, where A’s input and output may be signalled.

Alternatively, one can take the viewpoint that the hidden variable can update in

between measurements (see Section 4.3).

To this end we introduce the enabling relation ✏✓ P(�M)⇥ � such that

X ✏E c =) 9X 0 ✓ X. X 0 `E c,

X ✏N c () X `N c.
(6.32)

This ensures that the experimenter imposed enabling (i) imposes causality con-

straints which respect those of ` for Experimenter cells, and (ii) imposes no addi-

tional constraints for Nature cells.

The set of adaptive histories HA(M) is defined analogously to H(M), except

that we require cells in any h 2 HA(M) be secure with respect to ✏. Note that

HA(M) ✓ H(M). (6.33)

Moreover let s J c be the accessibility relation with respect to ✏, instead.
An adaptive strategy is then defined

Definition 6.6.1 (Adaptive Experimenter Strategy). An adaptive Experimenter

strategy is a subset ⌧ ✓ HA(M) such that

• Given h, t 2 HA(M), if h 2 ⌧ and t ✓ h then t 2 ⌧ .

• If s 2 ⌧ and s JE c then there exists a unique v 2 V Q
c such that s[{hc, vi} 2 ⌧ .

• If s 2 ⌧ and s JN c then for all v 2 V A
c it holds that s [ {hc, vi} 2 ⌧ .
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A special case we will be interested in is flat Bell scenarios with some adaptivity

specified by a DAG G on the set of Experimenter cells �N . The enabling is then

defined [

A02paG(A)

{ha0i, oi} ✏ A, (6.34)

so that an agent A can perform their measurement once every agent in the set of

parents of A0 in G, or paG(A), has performed their ith measurement a0i and obtained

an outcome. We will write ✏G for an adaptive enabling which arises in this way, and

⌧(G) for the corresponding choice of strategy to make its dependency on G explicit.

Let us analyse the e↵ect on empirical models first through example, before giving

the general definition. Recall that the PR Box empirical model can be captured with

the following bundle diagram.

G(0, )

G(1, )

G( ,0)

G( 1)

1

0
1

0
0

1

Figure 6.11: The PR box bundle diagram.

Such an empirical model is strongly contextual because there exists no closed

paths in the bundle diagram.

The cover for the causal scenario consists of the substructures {G(ia,ib)}ia,ib2{0,1}
where G(ia,ib) is restricted to having VA = {ia} and VB = {ib}—thus, each face in the

base of the bundle diagram corresponds to a substructure G(ia,ib), and for example

the line which represent the assignment {a0 7! 1, b1 7! 1} is the Nature strategy

with maximal element

{hA, 0i , hB, 1i , ha0, 1i , hb1, 1i}. (6.35)

The substructure G(ia, ) has only two valid Nature strategies, one containing the

event haia , 0i and the other the event haia , 1i. The stalk above G(ia, ) in the bundle

diagram therefore contains two possible assignments, which are these strategies.

Now suppose that the exact same PR Box is measured, but the experimenter decides

to choose the measurement for agent B based on the outcome of the agent A. Thus,
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we have A ! B in G, and the adaptivity is defined

; ✏G A {hA, ii} ✏G ai

{hai, o1i} ✏G B {hB, ii} ✏G bi
(6.36)

One type of valid experimenter strategy ⌧ is shown in Figure 6.12, where the

choice of measurement at B is given by the outcome at A (note that there are other

experimenter strategies consistent with the given enabling).

hA, a0i

ha0, 0i ha0, 1i

hB, b0i hB, b1i

hA, a1i

ha1, 0i ha1, 1i

hB, b0i hB, b1i

hb0, 0i hb0, 1i hb0, 1ihb0, 0i hb1, 1ihb1, 0ihb1, 1ihb1, 0i

Figure 6.12: A choice of Experimenter strategy for the CHSH setup. The experi-
menter chooses their cell value based on the outcome of the measurement (either a0
or a1) which was performed before.

Therefore, in each round of experiment

1. Experimenter A chooses either measurement a0 or a1 to perform.

2. Nature responds with an outcome from the binary set {0, 1}.

3. Experimenter B chooses their measurement based on the outcomes of A’s

measurement; they choose bi (i 2 {0, 1}) when outcome i is obtained at A.

4. Nature responds with an outcome from the binary set {0, 1}.

The type of strategies we actually observe on the cover {G(i,j)} of substructures

will be h�|⌧i. Taking for example VA = {0} and VB = {0}, only two strategies from

�N(G(0,0)) are nonempty when taking the inner product with ⌧ restricted to this

substructure. These have maximal elements

max(�) = {hA, 0i , ha0, 0i , hB, 0i , hb0, 0i} (6.37)

max(�0) = {hA, 0i , ha0, 0i , hB, 0i , hb0, 1i} (6.38)
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and only � is in the support of the PR box empirical model, since there is no line

between ha0, 0i and hb0, 1i. Doing this for each substructure, we obtain the diagram

below.

G(0, )

G(1, )

G( ,0)

G( 1)

1

0
1

0
0

1

Figure 6.13: The bundle diagram when the Experimenter strategy is implemented on
a PR box. The number of behaviours, or strategies, which are observed is reduced.

The resultant distribution that we observe is of course no longer no-signalling

from A to B. Moreover, what does it mean for the resultant model to be non-

contextual, since only a subset of the distribution of the PR Box is actually observed?

The problem at hand is that we are looking for a global section for the no-

signalling model before experimenter strategies are imposed, and therefore a global

section h 2 DR��N(�) of probabilistic Nature strategies which fits with the observed

data. Before the experimenter strategy is imposed, the empirical model which a

particular system would have produced is a family of distributions {eC 2 DR �
�N(G(i,j))}i,j2{0,1}. What we observe nevertheless are the conditional distributions

(see Section 2.3)

eG|pG(�) :=
eG(�)pG(�)P

s02�N (G) pG(�
0)eG(�0)

(6.39)

where � 2 �N(G) and the predicate for the conditional distribution is defined

pG(s) = 1 () h�|(⌧ |G)i 6= ;. (6.40)

The question therefore becomes whether there exists an empirical model e which

results in the observed distributions above and such that e has a global section.

Note that the empirical model e which we construct need not coincide with the one

which would actually be produced if measurement outcomes were not fed forward.

In the case of the instrumental setup, we can in fact find such an empirical model

which is noncontextual.

Consider the no-signalling empirical model displayed below, where we have ex-

tended the observed sections to create a valid no-signalling model.
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G(0, )

G(1, )

G( ,0)

G( 1)

1

0
1

0
0

1

Figure 6.14: A reconstruction of observed bundle diagram in Figure 6.13 which is
classical.

This is non-contextual, because every line extends into a closed path in the

bundle diagram. In particular, there are two closed paths and every line is part

of one of them. The global section displayed in the image can be written down in

terms of nature strategies as

|pi = 0.5�!s1 + 0.5�!s2 (6.41)

where 3

{{ha0, 0i , hb0, 0i}, {ha1, 1i , hb0, 0i}, {ha0, 0i , hb1, 0i}, {ha1, 1i , hb1, 0i}} ⇢ s1

{{ha0, 1i , hb0, 0i}, {ha1, 0i , hb0, 0i}, {ha0, 1i , hb1, 1i}, {ha1, 0i , hb1, 1i}} ⇢ s2

The example above demonstrates that the choice of Experimenter strategy has an

e↵ect on the contextuality of the observed data, essentially by restricting which data

is observed. We define the ⌧�conditional empirical model to be the empirical

model obtained if an Experimenter with access to an empirical model e follows the

Experimenter strategy ⌧ .

Definition 6.6.2 (⌧�Conditional Empirical Model). Given an adaptive experi-

menter strategy ⌧ and an empirical model e 2 EM(M), the ⌧�conditional empirical

model is given by the conditional distributions

eG|p⌧G(s) :=
eG(s)pG(s)P

s02�N (G) pG(s
0)eG(s0)

(6.42)

3we disregard Experimenter events in such strategies for clarity of presentation—ambiguity is not
lost since each Experimenter cell is associated with a unique value in each Nature strategy.
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where s 2 �N(G), G 2 C, and the predicate for the conditional distribution is defined

p⌧G(s) = 1 () hs|(⌧ |G)i 6= ;. (6.43)

We can then define contextuality of a ⌧�conditional empirical model.

Definition 6.6.3 (Contextuality of a t�Conditional Empirical Model). The ⌧�conditional

empirical model eG|p⌧G for G 2 C is noncontextual if there exists some empirical model

w 2 EM(M) with for all G 2 C

eG|p⌧G(s) = wG|p⌧G(s) (6.44)

such that w is a noncontextual empirical model. If there exists no such empirical

model w 2 EM(M), then it is contextual.

Note that introduction of an adaptive strategy makes it less likely that the

resulting empirical model is contextual, since the number of observes strategies is

reduced. We now consider the Anders-Browne and Henson-Lal-Pusey examples.

6.6.1 Anders-Browne example

Anders and Browne’s implementation of the OR gate (see Section 3.7) uses the

entanglement of a GHZ state to promote a subuniversal classical computer to one

of universal computing power.

While the Nature strategies correspond to those of a three party (Alice, Bob,

Charlie) Bell scenario, the input for Charlie is chosen by the Experimenter as the

XOR of the inputs for Alice and Bob—we require that Nature i.e. the hidden vari-

able is oblivious to this. We introduce additional (Nature agnostic) causal structure

; ✏ A, ; ✏ B, {hA, ii , hB, ji} ✏ C. (6.45)

Thus Charlie must wait until the inputs of Alice and Bob have been chosen until

they can choose theirs.

In particular, we define the Experimenter strategy ⌧ (M is defined in the usual

way for flat Bell scenarios) to be that with maximal elements (for fixed i and j)

{hA, ii , hB, ji , hC, i� ji , h(a, i), o1i , h(b, j), o2i , h(c, i� j), o3i} (6.46)
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with o1, o2, o3 2 {0, 1}, so that there are 23 maximal elements in ⌧ . The ⌧�conditional

empirical model is identical to the Bell empirical model on contexts {(a, i), (b, j), (c, i� j)}
and zero otherwise.

We can consider a second OR gate with Experimenter cells A0, B0 and C 0, again

with the input at C 0 being dependent on the inputs at A0 and B0, but with the

additional caveat that the input at A0 is the XOR o1 � o2 � o3 of the outcomes of

the outcomes obtained in the previous OR gate.

In this case we define the enabling

; ✏ A, ; ✏ B, {hA, ii , hB, ji} ✏ C

; ✏ B0, {h(a, i), o1i , h(b, j), o2i , h(c, k), o3i} ✏ A0 {hA0, ii , hB0, ji} ✏ C 0.

(6.47)

Now, while B0 need not wait for the first gate to be performed, the agent A0 must

wait for Nature cells (a, i), (b, j) and (c, k) to be filled (i.e. outcomes obtained for

the measurements), so that the outcomes o1 � o3 a↵ect the choice of measurement

at A0.

The appropriate adaptive Experimenter strategy ⌧ has as its set of maximal

elements

{hA, ii , hB, ji , hC, i� ji , h(a, i), o1i , h(b, j), o2i , h(c, i� j), o3i , hA0, o1 � o2 � o3i ,

hB0,mi , hC 0, (o1 � o2 � o3)�mi , h(a0, o1 � o2 � o3), o01i , h(b0,m), o02i ,

h(c0, (o1 � o2 � o3)�m), o03i} ,
(6.48)

where every maximal element in ⌧ has the same choice of i, j and m, but di↵erent

combinations of o1 � o3 and o01 � o03.

6.6.2 HLP scenarios

Recall that the scenarios considered be Henson et al. in [73] are DAGs which consist

of visible nodes and hidden nodes. We specialise to the graphs which

i Have a single hidden node ⇤

ii All other nodes are either (a) ‘agent’ nodes Ai which connect to the hidden

node or (b) ‘input’ nodes Ij which do not connect to the hidden node and

connect directly to one or more agent nodes.
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Figure 6.15: (a) The triangle network from [121], which contains three hidden nodes
and therefore does not fall into the class of graphs we consider. It hosts quantum
correlations when ↵, � and � are taken to be quantum sources. (b) A general type
of graph K from the class of graphs which we consider here, which are a subset of
those considered in [73]. The restriction of K to agent (yellow) vertices is referred to
as G. (c) The graph K0 obtained from K by for every edge Ai ! Ak in G introducing
an input node J (i,k) and edge J (i,k) ! Ak.

The triangle network [121] for example (see Figure 6.15(a)) is not a valid DAG

of this type because there is more than once source node. Figure 6.15(b) gives a

depiction of the types of graphs we consider: they can be divided up into three

layers, layer 1 consisting of the hidden node, layer 2 consisting of the agent nodes,

and layer 3 consisting of the input nodes. We require that edges only pass from layer

1 to later 2, layer 3 to layer 2, and within layer 2. We will label the entire DAG K
and the restriction of this DAG to the nodes in layer 2 (i.e. the agent nodes) G.

For such examples, casting them into the causal game framework allows us to

show that the Markov condition can be derived by assumption of classicality in

terms of the existence of a global section.

For simplicity, we let all random variables Ai and I i be binary, so that they may
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only take on values in the set {0, 1}. The proof can easily be generalised to variables

taking on values in any finite cardinality set. We proceed as follows: from K we

obtain a new graph K0 shown in Figure 6.15(c) by deleting each edge Ai ! Aj in K
between agents and introducing an input node J (i,k) which sends an input from Ai

to Ak. The causal flow in G will then instead arise from an Experimenter strategy

imposed on the agent nodes.

We will first introduce the setup in Figure 6.15(c) and afterwards consider how

to implement the causality of G in subfigure (b), bearing in mind that in the Henson-

Lal-Pusey framework an arrow between two nodes simply indicates that the value

obtained by the random variable at the source node is sent to the sink node.

Figure 6.15(c) depicts a flat Bell scenario in which an agent Ai may have input

from multiple nodes. We therefore take

VAi =
Y

i2paK0 (Ai)

{0, 1}. (6.49)

By convention let the first values of tuples in VAi correspond to nodes J (k,i) 2
paK0(Ai). The setup therefore is a standard Bell setup except that an Experimenter

cell Ai has as its possible values binary tuples of length |pa(Ai)|. A measurement

which Ai performs is denoted a(i)v where v 2 VAi , since we would like a unique

measurement to be associated with each value with which the experimenter can fill

their cell. Finally, we take the standard Bell cover—games in the cover have a single

input for each agent, or a subset of agents.

If noncontextual the setup has a global section h 2 DRSN(M) and obeys the

factorisation 4

eGi
(�) =

X

g2SN (M)

h(g)
Y

m2dom(�N
Gi

)

��\�m(g \ �m) (6.50)

for any Gi 2 C (the standard Bell cover), and where � 2 SN(Gi) and �m :=

{hm, oi |o 2 Vm}.
We now consider an Experimenter strategy which implements adaptivity accord-

ing to G— the Experimenter strategy enforces that a measurement a(i)v only occur

if parents Aj of Ai in G obtain outcomes specified by v.

Take the strategy ⌧(G) which for any A 2 �E with paG(A) = {A1, A2, ..., Ak}
4This is essentially a rewording of Proposition 3.1 (page 10) in [6]
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satisfies the condition

(h 2 ⌧(G)) ^
⇣
{hA1, i1i ,

D
a(1)i1 , o1

E
, hA2, i2i ,

D
a(2)i2 , o2

E
, ...,

⌦
Ak, ik

↵
,
D
a(k)ik

, ok
E
} ⇢ h

⌘
=)

hA, oi 2 ⌧(G) ^ o[i] = oi,

(6.51)

so that the ith element of the tuple of inputs for agent A corresponds to the output

of its ith parent in G.
Now consider the observed ⌧(G)�conditional empirical model when the Experi-

menters are arranged in the DAG G. It is only non-zero on Nature strategies � for

which p⌧(G)Gi
(�) = 1, or

h�|(⌧(G)|Gi
)i 6= ;. (6.52)

Since a Nature strategy � on Gi generally, for N agents, has maximal element

n⌦
A1, i1

↵
,
D
a(1)i1 , o1

E
,
⌦
A2, i2

↵
,
D
a(2)i2 , o2

E
, ...,

⌦
AN , iN

↵
,
D
a(N)
iN

, oN
Eo

(6.53)

those which satisfy equation 6.52 will have ik[1, l] =
Q

Aj2pa(Ak) oj, where l =��pa(Ak)
��, so that the first l entries of its inputs correspond to the outputs of its

parents in G (other inputs may be ‘free’).

Proposition 6.6.4. The ⌧�conditional empirical model e⌧ where e 2 EM(M) is

an empirical model on the flat Bell scenario M = hM,Ci and ⌧(G) is an adaptive

strategy according to G, is contextual if and only if the HLP scenario is Markovian

with respect to K.

Proof. Recall what it means for a probability distribution P on a set of random

variables Xi, i 2 [1, n] to be Markovian with respect to a graph G. It means that P

factorises as

P (x(1), ..., x(n)) =
Y

i

P (x(i)|pa(x(i))). (6.54)

Now consider a DAG G of the type we consider. Thus nodes can be partitioned into

sets A, I and {⇤} consisting of Agent nodes A, input nodes I and the single hidden

node ⇤. We would like to instead consider the factorisation condition,

P (a(1), ..., a(N)|i(1)...i(m)) =
X

�

P (�)
NY

j=1

P (a(j)|pa(a(j))). (6.55)

Note that equation 6.54 holds if and only if equation 6.55 holds. This follows from

the definition of conditional probability: rewriting equation 6.54 in terms of the
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partition of variables gives

P (a(1), ..., a(N), i(1), ..., i(m),�) = P (�)
NY

j=1

P (a(j)|pa(a(j))
mY

j=1

P (i(j)|pa(i(j))). (6.56)

equation 6.55 then follows from the definition of conditional probability, where the

term
Qm

j=1 P (i(j)|pa(i(j))) cancels out. Moreover, the sum is taken over all � since

this is a hidden variable. So it remains to prove equation 6.55 holds if and only if the

⌧�conditional empirical model on G is noncontextual. In this expression pa(a(j))

may refer to either other agent nodes or input nodes. Introduce the associated

variable a(j)
pa(a(j))

—here, a(j)
pa(a(j))

is the value of the random variable when the value

of parent nodes is known. Thus P

✓
a(j)
pa(a(j))

◆
= P

�
a(j)|pa

�
a(j)
��
. equation 6.55

becomes

P

✓
a(1)
pa(a(1))

, ..., a(N)

pa(a(N))

◆
=
X

�

P (�)
NY

j=1

P

✓
a(j)
pa(a(j))

◆
. (6.57)

6.7 Discussion

This chapter considered the problem of capturing causal notions of nonclassicality

with a sheaf theoretic approach. In doing so, and in separating the causality which

Nature can use and that which it cannot and is imposed at the Experimenter level,

we were able to di↵erentiate between the setups considered by Henson Lal and Pusey,

and those considered by Gogioso and Pinzani. Certain setups of the former arise

as Experimenter strategies over flat Bell scenarios, while the latter allow Nature, or

the hidden variable, to update measurement outcomes in between measurements.

Both have an e↵ect on the observed contextuality. In HLP setups, as was the

case for the instrumental setup, experimenter strategies reduce the observed local

strategies, in a sense reducing the likelihood that contextuality is present in the ob-

served empirical data. For GP scenarios, allowing hidden variables to store inform-

ation from the past makes such a model significantly more powerful, and therefore

increases the number of empirical models which can be described via a deterministic

hidden variable theory. As we saw in the previous chapter, any temporal Bell scen-

ario for which agents occur in a total order cannot be contextual (or nonclassical).

In future, it would be instructive to study whether the framework holds up for

general HLP scenarios—the answer at first sight seems to be that it does not; in
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the sheaf approach a hidden variable arises implicitly as a global section, and intro-

ducing multiple independent hidden variables, or source nodes, requires imposing

some structure on global sections which respects the presence of these independent

sources. This essentially arises as factorisation constraints on a global distribution,

and becomes di�cult to write down for the general case. However, it might be

possible to incorporate the hidden nodes, or sources, explicitly as cells.

Further, an outstanding problem is to understand the structure of the cover C,

and its relations to abstract cell complexes which are defined in the literature. The

possibility of extension of Vorob'ev’s theorem to more general complexes, rather

than just ASCs, would be another possible direction, and the literature on cellular

sheaves [46] could prove a good starting point. This could extend structural results

beyond those of Henson, Lal and Pusey, which can identify graphs for which C 6= NS.
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Chapter 7

Spin Hamiltonians on graphs

Summary

This chapter studies spin systems on random graphs in the limit

that the number of spins tends to infinity, which in physics lit-

erature is known as ‘the thermodynamic limit’. This is done

using the theory of graphons, or graph limits. We give a brief

background on solving spins systems on di↵erent geometries,

and build up some intuition for the main results by considering

the classical Ising model on an Erdos Renyi graph. We then

cover the two main results of the chapter. The first of these is

Theorem 7.4.2, which states that, with high probability, the free

energy of a spin Hamiltonian on a random graph converges in

the thermodynamic limit to the free energy of the same Hamilto-

nian on a weighted, deterministic graph (which we define). The

second result is that the thermodynamic limit can, as a result of

Theorem 7.4.2, be found using mean-field theory. In this way it

is shown that in this limit the observables of the system can be

calculated by solving three coupled integral equations, which we

give explicitly. The material contained in this Chapter appears

in [133] and [128].

Many-body Hamiltonians, which describe the interaction of a large number of

particles, are of high interest for at least two reasons. On the one hand, they

o↵er a setting in which to study phenomena, both classical and quantum, which

might occur in real systems, such phenomena being diverse and including magnetic

e↵ects [126], high levels of entanglement as displayed by the SYK model [86, 123],
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which has facilitated the study of quantum gravity, and even early universe phase

transitions [68]. In this case, usually, one studies how the ground state or equilibrium

state of the system changes as some parameter in the Hamiltonian is changed. In

‘critical’ parameter regimes, which are parameter regimes in which the ground state

undergoes abrupt changes, the system can exhibit interesting features which in the

case of quantum systems usually entails high levels of entanglement, and as witnessed

via diverging entanglement entropy near the critical point.

The other motivation is a consequence of the inherent complexity of these many-

body Hamiltonians, due to the exponential increase in Hilbert space dimension which

occurs with only a linear increase in particle number. They therefore o↵er a natural

setting to benchmark classical and quantum techniques of solving problems—which

are in a broad sense deemed di�cult—whereby these problems are encoded as the

ground state of the Hamiltonian. Demonstrations of ‘quantum advantage’ often

employ such an approach, such as IBM’s kicked Ising experiment which simulated

the kicked Ising quantum system on the heavy hexagon lattice using a quantum

processor of 127 qubits [85], and which was hastily followed by an e�cient simulation

of the setup using classical methods [133].

A more—in some sense—direct, although not always straightforward approach,

is a complexity class approach, which has lead to the field of Quantum Hamiltonian

Complexity (QHC) [36]. The goal of QHC is to quantify the hardness of solving

Hamiltonians (with certain locality constraints) by establishing connections to com-

putational complexity theory. Notably, the problem of determining the ground state

of a k�local Hamiltonian, or one in which any interaction term in the Hamiltonian

occurs between at most k particles, is known to be QMA-complete [82], the quantum

version of NP-complete. Here, NP refers to those problems which are verifiable in

polynomial time, and the appended ‘complete’ refers to the fact that it is in NP

and it is at least as hard as every problem in NP [44, 12]. We will demonstrate

how complexity results arise naturally in the Ising model, but will not otherwise

consider this approach in the work that follows. Nevertheless, it is interesting, and

useful to bear in mind, that the choice of interaction pattern, which for 2�local

Hamiltonians is simply a graph G—in which edges dictate pairwise interactions in

the Hamiltonian— will a↵ect the hardness of deriving analytical results to compu-

tational problems. We show that in the thermodynamic limit, which is when the

number of particles approaches infinity, and in the case that G is a random graph,

computing the ground state is equivalent to computing the ground state of the same

Hamiltonian on a (non-random) weighted graph Ḡ. Sometimes, this latter compu-

tation will be straightforward. In terms of complexity class considerations, such a
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result puts the problem of finding the ground state of certain 2-local Hamiltonians

in the thermodynamic limit in P, which is a result already known [26].

Our focus is on a Hamiltonian H of the form

H =
X

(i,j)2E(G)

hij +
X

i2V (G)

hi (7.1)

for a simple graph G with n vertices. We in particular study spin systems, so that

at each vertex of G lies a d-dimensional spin system, and hij is an interaction term

for the spins at vertex i and vertex j.

Methods for solving systems of this type, both exactly and approximately, are

numerous and depend on the specifics of G and the choice of hij and hi. Notably, for

certain one dimensional chains, the Bethe ansatz [23], and Baxter’s generalisation

thereof [18], can be used to find the exact eigenspectrum of certain Hamiltonians.

The Jordan Wigner transformation, which maps spin operators to fermion creation

and annihilation operators in such a way that the new Hamiltonian is easier to

solve, has also been used to analytically solve certain cases [98, 116]. Spin wave

theory and mean field theory are useful approximate methods, both of which con-

sider fluctuations about some classical or mean field solution [13]. In terms of

numerical approaches, the Ising model can be to a high degree of accuracy solved

using Markov Chain Monte Carlo (MCMC) simulation, and in particular using the

Metropolis-Hastings algorithm [109, 72]. For more complex systems, tensor net-

work simulations have been hugely successful [147]; this class of techniques works

by encoding the wavefunction as the tensor contraction of a network of tensors, this

representation depending on the interaction structure of the Hamiltonian. A class

of tensor networks states are the matrix product states (MPS) [127] which are able

to describe states with area law entanglement (in contrast to the volume law entan-

glement that is in principle valid for states occupying the full Hilbert space) [51].

These states have been successful for a large class of problems, and in particular

for one-dimensional spin chains, where local interactions ensure that entanglement

between subparts is reduced. The density matrix renormalization group (DMRG)

[139] then allows for optimisation of the MPS such that the resulting state is the

ground state of a given Hamiltonian.

Here, we utilise mean field theory to study the thermodynamic limit of H with

G a dense random graph. Our analysis is exact in this limit, and gives a good

approximation for large n. This result, to our knowledge, is the first of its kind

concerning the thermodynamic limit of spin systems on dense random graphs. We

supplement this with tensor network calculations, and are able to demonstrate that

142



these calculations converge to the mean-field results in the limit n ! 1, but are

also able to capture the quantum fluctuations inherent to the finite n solution and

go beyond mean-field in such parameter regimes. Central to our study will be the

graphon, a continuous object which captures the statistics of large random graphs—

or more precisely is the limit object of a sequence of random graphs—and introduced

by Lovász in [102], to form a coupled set of integral equations whose solution yield

expressions for global observables of the system.

We begin with an introductory section on the background of spin systems and

known exact and numerical methods for particular and general geometries, followed

by a section considering our results in the specific case of Erdős-Rényi random

graphs, and finally a section on the limit of spin systems on random graphs.

7.1 Spins on graphs

Consider a graph G = (V,E) with vertex set V and edge set E ✓ V ⇥ V with

corresponding cardinalities |V | = n and |E| = nE. We consider simple graphs

meaning (i) edges in E cannot be of the form (v, v), or we require no self-edges and

(ii) If E contains an edge (v, w) then there can be no other edge between nodes v

and w, or there can be no multi-edges. We associate with a graph G an n by n

matrix A such that Av,w = 1 i↵ (v, w) 2 E and is zero otherwise. The matrix A is

known as the adjacency matrix of the graph.

To each vertex v 2 V we associate a (2s + 1)�dimensional Hilbert space Hv =

C(2s+1). Each of these will be the Hilbert space of a spin s particle, so that a basis

for the Hilbert space is defined by taking the spin s representation of SU(2), or

the special unitary group of dimension 2. We take {Sx
v , S

y
v , S

z
v} which obey the

commutation relation

[Sa
v , S

b
v] = i✏abcS

c
v, a, b, c 2 {x, y, z}. (7.2)

i.e. that of the Lie bracket for the Lie group su(2). Here, ✏abc is the Levi-Civita

symbol. An orthogonal basis for Hv can be taken to be the basis that diagonalises

one of the Si
v matrices (or indeed, any observable).

In the two-dimensional case (so that s = 1
2) the spin observable is characterised

by the matrices �x
v , �

y
v , �

z
v where �↵

v is the Pauli matrix �↵ on site v and we recall
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that the Pauli matrices are defined

�x =

0

B@
0 1

1 0

1

CA , �y =

0

B@
0 �i

i 0

1

CA , �z =

0

B@
1 0

0 �1

1

CA . (7.3)

The basis is taken to be {|#iv , |"iv} where |#i =

0

B@
1

0

1

CA and |"i =

0

B@
0

1

1

CA, so that the

basis diagonalises �z
v . We say |"i is spin up and |#i is spin down—although this only

holds in the z basis. From now on we will instead write |"iv = |0iv and |#iv = |1iv,
according to convention, for the basis on the Hilbert space at site i. We write

hi|jiv = �ij i, j 2 {0, 1} (7.4)

to denote the inner product.

The Hilbert space of the total system on a graph G will be a tensor product of

the individual ones,

HG =
O

v2V

Hv = (C(2s+1))⌦|V |, (7.5)

and this Hilbert space is spanned by orthonormal elements of the form ⌦v2V |lviv,
with lv 2 {0, 1}. Their inner product is

⌦v2V hlv|v ·⌦v2V |rviv =
Y

v2V

hlv|rviv . (7.6)

We write an element of this basis as |�i where � is a string of length n = |V (G)|
of 0’s and 1’s. There are therefore 2n such basis states, and we write this family as

{|�i}.
Any element | i of the Hilbert spaceHG can be expanded as a linear combination

of the family of orthonormal basis states {|�i},

| i =
X

�

↵� |�i . (7.7)

A quantum state can equivalently, rather than its representation above as a

vector in a Hilbert space, be expressed as a density operator, which is an operator

on the Hilbert space and therefore a matrix. Given a vector state | i, the associated
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density operator is defined

⇢ = | i h | , (7.8)

and, importantly, certain states expressed in terms of density operators have no

associated vector representation. These are the mixed states, which have decom-

position as a probabilistic mix of vector states. A state which is not mixed is said

to be a pure state.

An important property of a pure state is its bipartite entanglement entropy

[112], which defines a measure of entanglement across a choice of partition of the

system. This is done by measuring the uncertainty in the statistics of the reduced

density operator corresponding to one side of the partition, but, importantly, the

quantum state in this definition is assumed to be pure and not mixed. We will

consider the Von Neumann entropy, defined as follows. Taking the first k particles

to be in partition A and the remaining n � k particles to be in partition B, the

entanglement entropy is the Von Neumann entropy of the reduced state on either

of the partitions,

S(⇢) = �TrA [⇢A ln(⇢A)] , (7.9)

where ⇢A = TrB [⇢] is the reduced density operator on the A partition. The in-

terpretation is as follows: if there is a large amount of entanglement between the

partitions A and B, then the reduced state ⇢A will be proportional to the identity

matrix, which maximises equation 7.9.

7.1.1 Operators

A Hamiltonian H is a Hermitian operator H : HG ! HG which send any |�i
to H |�i 2 HG. For a system composed of n spins which are d dimensional, the

Hamiltonian will be a square matrix of dimension dn⇥ dn. The eigenspectrum of H

is of special interest because it gives the energy spectrum of the system. Therefore,

labelling an eigenstate |ii and calling the corresponding energy Ei, it holds that

H |ii = Ei |ii. The spectrum of H is the collection {Ei} of energy eigenvalues. A

system at zero temperature will favour the lowest energy state, which is called the

ground state and written |0i (note that this is a di↵erent state from the |0i used to

denote |"i).
At a non-zero temperature T the system will not be in the ground state, but

in a thermal equilibrium state in which each state |ii has probability pi of being
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occupied, this probability being temperature dependent. It can be shown that

pi =
exp(��Ei)

Z
(7.10)

where � = 1/T (setting kB = 1) and Z is a normalisation constant called the

partition function and has expression Z =
P

i exp(��Ei).

Equivalently, the state of the system at thermal equilibrium is the ‘Gibbs state’

which is written

⇢ =
exp(��H)

Z
. (7.11)

The Gibb’s state ⇢ is the unique density matrix that minimises the free energy

functional, where the Helmholtz free energy density of an n spin Hamiltonian H is

defined

f(H) :=
�1

�n
ln (Tr(exp(��H))) , (7.12)

and determines many important macroscopic observables of the system— therefore

if f(H1) = f(H2) for two systems described by Hamiltonians H1 and H2, these

observables on these systems, when in thermal equilibrium, agree.

The Hamiltonian is an example of a linear operator on HG i.e. maps of the form

O : HG ! HG, and we will denote the set of such operators L(HG). Expectation

values of such operators give the average value that is observed on many identically

prepared systems; if the system is in state | i the expectation is calculated as

hOi := h |O | i , (7.13)

or, for a density operator ⇢,

hOi = Tr(⇢O). (7.14)

If the operator is an observable of the system, we require moreover that it is

hermitian, so that expectation values are always real.

7.2 Phase transitions

A phase transition is the abrupt change in the state of the system for an infinitesimal

change in a governing parameter. If continuous or otherwise called second order, it

can be characterised by an order parameter, a quantity that is zero in one phase

(disordered) but has a finite value in another phase (ordered). The choice of order
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parameter depends on the system at hand, and oftentimes there is more than one

order parameter of interest.

Quantum phase transitions are a special class which occur at zero temperature,

T = 0, and by varying a non-thermal parameter such as an external field. The idea

is that, as this parameter is varied, the spin configuration � which is energetically

favourable, or superposition of such configurations, changes, and these changes might

be very abrupt and occur together with high levels of correlation in the system.

Here we are concerned with phase transitions in quantum and classical spin sys-

tems, which in certain phases display magnetic properties but can also display high

levels of entanglement. The classical case is well understood: for large temperature

T the system is disordered, and any given spin has equal probability of pointing up

or down. This is referred to as paramagnetism. As this decreases, spins favour a

lower energy state which is to align with their neighbours. At some critical temper-

ature TC , the material becomes ferromagnetic, and spins spontaneously choose one

direction to align: either up or down. At T = 0 the system is in the ground state.

In terms of order parameter for spin systems, a natural candidate is the average

magnetisation per site for a choice of axis ↵ 2 {x, y, z} which has expression

M↵ :=
1

n

nX

i=1

h�↵
i i . (7.15)

For the classical spin system discussed above, M z is 0 in the paramagnetic phase

and 1 or �1 in the ferromagnetic phase.

Other types of magnetic behaviour can be exhibited, such as the anti-alignment

of spins, or antiferromagnetism. Consider a Hamiltonian of the form

H =
X

(i,j)2E(G)

J�z
i �

z
j (7.16)

with J > 0. Then the ground state must be one in which as many neighbouring spins

in G as possible are anti-aligned, since J�z
i �

z
j |"ii |"ij > 0 while J�z

i �
z
j |"ii |#ij < 0.

Again considering the change in phase as the temperature is varied, a good order

parameter 1 is a measure of antiferromagnetism in the system,

CAFM =
1

nE

X

(i,j)2E(G)

⌦
�z
i �

z
j

↵
(7.17)

1note that the order parameter Mz is not useful as it is zero in the antiferromagnetic state
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which is �1 in the antiferromagnetic state and 0 in the paramagnetic state.

Order parameters are examples of critical exponents, which are parameters de-

scribing the behaviour of systems near critical points (but need not measure order

versus disorder). A common example are correlation functions, which measure to

what extent the wavefunctions at two points i and j, which in our case are taken to

be nodes of the graph G, are correlated. The two point spin correlator between site

i and j is

C↵
i,j =

⌦
�↵
i �

↵
j

↵
. (7.18)

One is usually interested in the scaling of these parameters, such as whether this falls

o↵ exponentially, logarithmically, or according to some power law as the distance

between spins i and j is increased. Since we work with spins on a graph rather than

lattice, distance is in terms of the minimum path length between i and j in G.

Having covered the relevant background material, we now move on to specific

instances of the general spin Hamiltonian, and briefly survey some known results.

This survey will be largely incomplete, and the interested reader should consult the

much more complete bodies of work [48, 126].

7.3 Spin Hamiltonians

We consider a general spin Hamiltonian of the form

H(G) =
X

(v,w)2E

hv,w +
nX

v=1

hv, (7.19)

with hv,w and hv being, respectively, one and two-body operators acting on the

subscripted vertices. We will focus on the choice of a spin 1/2 system with

hv,w = Jx�
x
v�

x
w + Jy�

y
v�

y
w + Jz�

z
v�

z
w, Jx, Jy, Jz 2 R

hv = Hx�
x
v +Hy�

y
v +Hz�

z
v , Hx, Hy, Hz 2 R. (7.20)

The Hamiltonian H(G) describes spins on a graph G interacting according to a

general interaction term hv,w.

For the special case of a 1-dimensional (1D) chain, this Hamiltonian can be

solved exactly for certain parameter regimes. More generally, this cannot be exactly

solved, especially for the case of D�dimensional lattices for D > 1, although there
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is an enormous and growing literature on approximate methods. We consider some

specific examples.

7.3.1 The classical Ising model and Max-Cut

The Ising Hamiltonian is a classical Hamiltonian which can be shown to be universal.

What this means is that any other classical spin Hamiltonian has spectrum which

can be reproduced in the low-lying spectrum of the Ising model [45].

The Ising model is defined by the Hamiltonian

HIsing =
X

i,j

Ji,jsisj +
X

i

hisi. (7.21)

Here, we work with the n Boolean variables si 2 {0, 1} rather than with the Pauli

matrices, since a two-dimensional classical spin system is a bit. In the case that the

inter-spin coupling Ji,j = J is independent of spins, the Hamiltonian of equation

7.21 is a special instance of the general Hamiltonian in equation 7.19 where Jz = J

and Hz = hi and all other parameters are zero. In this subspace of the Hilbert

space, all eigenvalues are in the z basis, which allows us instead to work with the si

variables.

Solving the Ising model means finding a spin configuration s 2 which minimises

HIsing. Ising himself solved the model on a one-dimensional lattice, showing that

there is no phase transition [77]. Onsager produced the two-dimensional solution,

and with a lengthy and complex calculation showed that there is a phase trans-

ition in two dimensions [113]. In higher dimensions, one typically uses numerical

approaches such as Monte Carlo methods, while various approximations can also

be used. One type of approximation is mean-field theory, which in parameter re-

gimes where correlations are weak can work well, but breaks down near the critical

point. Mean-field theory is also useful when the graph at hand is dense, so that

each particle is bonded to of order n other particles—it is known that in this case

product state descriptions are valid [25].

There is an interesting connection between the Ising model and the field of

computational complexity; specifically, the ground state of the Ising model on a

graph G without external fields is the solution to the weighted Max-Cut problem,

which is NP-hard. The Max-Cut problem is stated

2We use s rather than � to di↵erentiate between the quantum and classical cases.
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Given a weighted graph G, find a partition of the vertices into sets S

and T such that the sum of the weights of the edges between S and

T is at a maximum.

The Ising model with zero field strength on a graph G is written

HIsing =
X

(i,j)2E(G)

Ji,jsisj. (7.22)

Studying the Hamiltonian above, it becomes apparent that in order to minimise the

action of the Hamiltonian on a state s, s should maximise the sum of the weights

of neighbouring spins si and sj with (i, j) 2 E(G) pointing in opposite directions.

Thus solving the Ising model on the weighted graph G is equivalent to finding the

Max-Cut of G.

Now consider the unweighed case in which

HIsing =
X

(i,j)2E(G)

sisj, (7.23)

and take G to be an Erdős-Rényi graph in which any two vertices i, j 2 V (G) with

i 6= j are connected with probability p. The Hamiltonian can therefore be expressed

HIsing =
X

i,j2V (G);i<j

Pi,jsisj, (7.24)

where Pi,j is a random variable taking on the value 1 with probability p and 0 with

probability 1 � p. This is di↵erent from the variable Ji,j in equation 7.22 which is

not probabilistic and fixed at a single value for each choice of i and j. Nevertheless,

it is tempting to replace Pi,j with its expected value which is p, in which case we

are studying the weighted case in which every weight is constant and equal to p, or

Ji,j = p. The result we wish to show is that in the limit of diverging vertex number

n ! 1 for the graph G, the free energies of the ground state of the Hamiltonian

in equation 7.22 with Ji,j = p is identical to the Hamiltonian in equation 7.24. In

fact the result will be somewhat more general than this, but it is useful to bear this

example in mind.
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7.3.2 The XXZ model

We now consider a version of equation 7.19 which contains noncommuting terms

and can therefore host quantum phenomena, such as entanglement. It is known as

the XXZ Heisenberg model, and we define Jx = �J , Jy = �J , Jz = �, Hz = Hx =

Hy = 0 so that the Hamiltonian reads

H(G) =
X

(v,w)2E(G)

�J (�x
v�

x
w + �y

v�
y
w) + ��z

v�
z
w, (7.25)

where we take J > 0, and from now on simply set it to J = 1.

We will first summarize results for the one-dimensional model, since this is the

most well studied example, for di↵erent parameter regimes of �. In this case, G

is defined by labelling vertices 1 to n and requiring (i, i + 1) 2 E(G) where i = j

mod n for j 2 N. The result is a one-dimensional lattice with periodic boundary

conditions.

Ferromagnetic Phase– For � < �1, the XXZ chain is in a ferromagnetic phase,

with spins aligning in either a positive or negative z direction. There is therefore

a single ground state with no entanglement present, and the total magnetisation is

given by

MZ = ±1

2
n. (7.26)

Néel Phase– For � > +1 the XXZ chain is in the antiferromagnetic Ising or Néel

phase, where spins are anti-aligned. Note that there are two (degenerate) ground

states which satisfy this property.

XY Phase– The phase occurring in the parameter regime �1 < � < 1 is more

interesting: the excitation spectrum is gapless and correlation functions show power-

law behaviour. The XY phase is critical. The transition point � = 1 is a Berezin-

skii–Kosterlitz–Thouless or BKT transition. On the other hand the point � = �1

corresponds to a (discontinuous) first order transition between the ferromagnetic

and XY phases.

7.3.3 The transverse field Ising model

The transverse field Ising model is another example of a quantum model. In addi-

tional to the terms present in the usual classical Ising model, it has a ‘transverse field’

term, which does not commute with the interaction term. We define Jx = Jy = 0,
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Jz = �J , Hz = Hy = 0 and Hx = �h. The Hamiltonian therefore reads

HTFI =
X

(v,v0)2E

�J(�z
v�

z
v0)�

X

v2V

h�x
v . (7.27)

When |h| < 1, for J > 0 the model is ferromagnetic and for J < 0 is antiferromag-

netic. This is the ordered phase. On the other hand, when |h| > 1, spins instead

align (or anti-align) with the field and, in the z direction, is disordered. At |h| = 1,

the system undergoes a quantum phase transition and exists in a gapless phase.

This is a special case of the XY Heisenberg model, another model which is often

considered in the literature.

7.3.4 Results concerning non-lattice geometries

Figure 7.1: Examples of finite simple graphs. From left to right, cycle graph, Cn,
Complete graph Kn, Erdős-Rényi graph G(n.p), Small world graph G(n,m, p).

So far, with the exception of the Ising model, we have discussed only results on

lattices, and only on one-dimensional lattices at that. However, the physical proper-

ties of interacting systems are strongly dependent upon which components interact,

so that it is important, and informative, to study these Hamiltonians on ore general

interaction patterns. Doing so has led to numerous interesting results: frustration

causes the manifestation of exotic phases of matter such as spin liquids [132], and

small-world e↵ects alter the underlying universality class of ordered-disordered phase

transitions [38].

In terms of physical realisations of such geometries, recent experimental advances

have made it possible to go beyond lattice geometries for a range of platforms, includ-

ing atoms trapped in cavities [40], photonic waveguides [76], Moiré Heterostructures

[84], trapped ions [78] and superconducting circuits[140]. In particular, proposals

now exist to use trapped ion arrays to engineer many body spin Hamiltonians defined

over arbitrary graphs [93, 110].
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From a theoretical point of view, however, the di�culty of solving the many-

body problem (especially in the quantum regime), limits a general characterization

of how network topology influences strongly correlated systems. Nevertheless, some

special cases of more diverse geometries have been investigated, which we briefly

discuss below.

Complete and Erdős-Rényi graphs A complete graph is a graph in which every

pair of vertices shares an edge, and the complete graph on n vertices is denoted Kn.

Both the Ising model and XY models have been studied in some detail on complete

graphs, and are referred to as the Curie-Weiss [92, 52] and Lipkin-Meshkov-Glick

(LMG) [99, 108, 64] models respectively. The high symmetry in such systems—

namely, that they are permutationally invariant under the exchange of any spin—

often makes calculations of ground states and studying phase transitions much sim-

pler.

The Curie-Weiss model is exactly solvable and, like the one dimensional model,

undergoes a phase transition from an ordered (AFM or FM) state to a disordered

one at some critical temperature TC [92, 52]. The model has also been studied with

random-couplings in [24], which is equivalent to taking the graph G to be an Erdős-

Rényi graph. They show that the free energy in the thermodynamic limit of this

model approaches the that of the standard Curie Weiss model; such a result is a

specific case of the general result we will prove in this Chapter.

The LMG model [99, 108, 64], like the XY Ising model in one dimension, for

positive h undergoes a phase transition either from a ferromagnetic or antiferromag-

netic (ordered) state, or from a critical XY state for � = 0, to a paramagnetic state

as the field is increased. It is known that the entanglement entropy is singular at

the critical point, and diverges logarithmically near this point [94]. As noted by the

authors in [94], “Results emerging from our analysis are surprisingly similar to those

found for the one- dimensional XY chain”. The thermodynamic behaviour has been

explicitly studied in [122].

Power Law Decaying Models Another type of geometry which has gained some

interest is that in which spin interactions are beyond the nearest neighbours of the

spin (as would be the case for lattices), but decay with some power law 1/r↵, where

r measures the distance between spins and ↵ controls the rate of decay of such

interactions. In [57] the XXZ model is studied with power law decaying interactions

on lattices of dimension d, and three regimes are found (i) For ↵ > d + �c (�c is a

phase dependent parameter) the system has properties similar to that of the ↵ = 0

short range limit (ii) For ↵ < d the system reproduces the properties of the infinite-

range limit ↵ = 0 in the thermodynamic limit. (iii) in between these values of ↵, the
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system behaves di↵erently from the ↵ = 0 and ↵ = 1 limits in the thermodynamic

limit (as opposed to the other regimes of ↵).

7.4 Thermodynamic limit of spin systems on dense

random graphs

We are interested in to what extent properties of the graphG determine the spectrum

of the Hamiltonian H(G) given in equation 7.19. Random graphs are of particular

interest because (i) they represent a large subset of graphs and (ii) One hopes that

the thermodynamic limit, or the limit in which the number of spins n ! 1, can be

studied by utilising the large literature on random graphs limits [102].

Thus we study the thermodynamic behaviour of a system on a random graph G

of node size n and with HamiltonianH(G) by studying the sequence of Hamiltonians

(H(Gn)) and taking n ! 1. It turns out that a sequence
�
H(Ḡn)

�
can be defined,

where Ḡn is a weighted graph on n nodes, such that the free energies of H(Gn) and

H(Ḡn) are identical in the limit n ! 1.

We begin by presenting the main Theorem for the case in which the sequence

(Gn) is a sequence of Erdős-Rényi graphs for fixed edge probability p. This is the

material contained in the paper [134].

Subsequently, we show how this Theorem can be significantly generalised to any

sequence of converging dense random graphs (Gi), and give the proof. This is done

by utilising the graphon, a continuous limit object of a sequence of dense graphs.

7.4.1 Sequences of Erdős-Rényi graphs

We consider an XXZ Hamiltonian on a graph G, now including a scaling factor of
1
n which will prevent energy divergences later on.

HXXZ(G) =
1

n

X

(v,v0)2E

�J(�x
v�

x
v0 + �y

v�
y
v0) + ��z

v�
z
v0 . (7.28)

We restrict our numerics to � � 0 regime.

An Erdős-Rényi graph on n vertices is constructed by connecting any two vertices

v and v 6= v0 with probability p. We will denote such a graph as G(n, p) for notational
convenience, but in reality G(n, p) specifies an ensemble of graphs and our random

graph is a draw from this ensemble. An ensemble is a pair h⌦, P i, where ⌦ is the set
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of all simple undirected graphs on n vertices, of which there are 2N with N =
�
n
2

�
,

and P assigns a probability to each graph in ⌦

P (G) = pm(1� p)N�m, (7.29)

where m is the number of edges in G. Note that when p = 1
2 this reduces to

P (G) =

✓
1

2

◆N

, (7.30)

independent of m. Thus any graph is equally likely.

The Hamiltonian from equation 7.28 then becomes

H(G(n, p)) =
1

n

X

v,v0=1
v>v0

�Pv,v0J(�
x
v�

x
v0 + �y

v�
y
v0) + ��z

v�
z
v0 , (7.31)

where Pv,v0 is a random variable which takes value 1 with probability p and

0 otherwise. The di�culty in solving equation 7.31 stems from the presence of

this random variable Pv,v0 inside the summation— the Hamiltonian is a sum over

two-body terms hv,v0 whose presence is determined by Pv,v0 and is not known a

priori. Now, consider instead the graph G(n, p) which is a weighted graph on n

vertices where every vertex v and v0 6= v are attached with an edge of weight p. It’s

associated Hamiltonian is

H(Ḡ(n, p)) =
1

n

X

v,v0=1
v>v0

�pJ(�x
v�

x
v0 + �y

v�
y
v0) + ��z

v�
z
v0 , (7.32)

where the vertex-pair dependent random variable pv,v0 has been replaced with the

constant term p. This may be removed from the summation, so that equation 7.32

is equivalent to

H(Ḡ(n, p)) =
p

n

X

v,v0=1
v>v0

�J(�x
v�

x
v0 + �y

v�
y
v0) + ��z

v�
z
v0 . (7.33)

This new Hamiltonian is significantly easier to solve, because it commutes with the

total spin operator S2 := (Sx)2 + (Sy)2 + (Sz)2 we can diagonalise H by working

with the irreducible representation (irrep) of the total spin operator. Notice also
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that this is equivalent to the XXZ Hamiltonian on the complete graph on n vertices

Kn, with a scaling of p.

We begin by rewriting the Hamiltonian in equation 7.33 using the global spins

operators S↵ =
P

i �
↵
i for ↵ 2 x, y, z:

H(Ḡ(n, p)) =
p

n

�
�J
�
S2 � (Sz)2)� 2

�
+ �(SZ � 2))

�
. (7.34)

The basis states for the desired irrep will be written |S,Mi where

SZ |S,Mi = M |S,Mi

S2 |S,Mi = 4S(S + 1) |S,Mi .
(7.35)

Since we are considering spin 1
2 particles, the spin S can take on values S 2

{0, 1, ..., 12n} (assuming that n is even) and for fixed S we have M 2 {�S,�S +

1, ..., 0, ..., S � 1, S}.
Thus we are transforming the tensor product representation which arises when

taking n spin 1
2 particles into the tensor sum representation, which is summarised

by

|S,Mi =
X

�1+�2+...+�n=M

c(s2, s2, ..., sn; �1, �2, ...�n) |�1�2, ..., �ni , (7.36)

where si =
1
2 since we are considering spin

1
2 particles. The coe�cients c(s2, s2, ..., sn; �1, �2, ...�n

will be products of the Clebsch-Gordan coe�cients for two particles, cCG(si, sj; �i, �j).

The eigenvalues of the global Hamiltonian of equation 7.34 are found by applying

it to the basis states |S,Mi. Their degeneracies DS,M follow from Clebsch-Gordan

coe�cients. It is found that

�S,M =
�Jp

n

�
4S(S + 1)�M2

�
+ 2Jp+

p�

n

�
M2 � n

�

DS,M =

✓
n� 1

n/2� S � �S,0

◆
�
✓

n� 1

n/2� S � 1� �S,0

◆

In particular, any |S,Mi with S = n
2 is a ground state.

The main Theorem of paper [134] is that equations 7.31 and 7.32 have identical

free energies in the thermodynamic limit. As a consequence, all thermodynamic

observables are equal in this limit.
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Theorem 7.4.1. Consider the XXZ Hamiltonians associated with (i) an Erdős-

Rényi graph G(n, p) on n vertices and (ii) the associated weighted graph Ḡ(n, p) on
n vertices. For any � > 0, there exists an n̄ > 0 and k > 0 such that for any n > n̄

it holds that

P (
��f(H(G(n, p))� f(H(Ḡ(n, p))

�� < kn�1/2) � 1� � (7.37)

so that in the thermodynamic limit, an n can be chosen such that there is a high

probability that
��f(H(G(n, p))� f(H(Ḡ(n, p))

�� = 0.

We will not give a proof of this Theorem, since it will be encompassed later as

a specific example of a more general Theorem. Note that we do not average the

free energy over many realisations of graphs G(n, p) drawn form the Erdős-Rényi

ensemble— the result is that for a single graph drawn from such a distribution

and in the limit n ! 1, with high probability (that approaching 1) the di↵erence

between observables scales at O(n� 1
2 ).

This result has an interesting implication. The Rado graph is the unique limit

of the sequence (G(n, 0.5)) of Erdős-Rényi graphs with p = 1
2 as n ! 1. Since it

is known to contain all simple graphs as induced subgraphs, Theorem 7.4.1 implies

that for one randomly picks a simple graph in the limit n ! 1 then asymptotically

almost surely the physics of the XXZ graph will simply be, up to a scaling factor of

p, given by H(Kn), where Kn is the complete graph on n vertices.

This conclusion is remarkable because the physics of H(Kn) is not many-body.

As we have seen, it can be solved using the |S,Mi basis states for the n dimen-

sional representation of SU(2), so that we are in e↵ect solving a single large spin

of dimension n. The original many-body problem, on the other hand, has 2n basis

states.

In terms of phase transitions, we are interested in that between the XY and

AFM states as � changes, as already discussed for a 1D chain. Here, we focus on

� > 0. The relevant order parameters are

CAFM =
1

nE

X

(v,v0)2E

h�z
v�

z
v0i,

CXY =
1

nE

LX

v,v0=1
v>v0

h�x
v�

x
v0 + �y

v�
y
v0i. (7.38)
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Figure 7.2: Properties of the ground-state of the spin 1/2 XXZ Hamiltonian on the
Erdős-Rényi (ER) graph. A graph schematic is provided top left. We set p = 1/2
here and an example adjacency matrix for L = 100 is shown for this parameter in the
top right. Data is obtained, for a given �, by calculating the ground state for n of
draws of the ER graph from its ensemble and then averaging (plots a-c) or taking the
variance (plots d-f). System sizes are coded by colour. a-c) Energy density 1

nhHi,
anti-ferromagnetic order CAFM and XY order CXY - see equation (7.38) - versus �.
d-f) Variance of the corresponding upper observables. We used m = 100, 100, 100
and 10 for n = 20, 30, 40 and 100 respectively. Image taken from [134].
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We plot the results in Figure 7.2, which were obtained numerically by performing

MPS calculations of the ground state. Whilst on a finite-size system we observe a

ground-state transition between the XY and AFM phases, we find that the critical

point drifts and is disappearing as L ! 1 due to an apparent scaling of �C O(
p
L).

Naturally, for small n, there is no reason to believe that their XY and AFM

orders, as measured by CXY and CAFM respectively, should be similar. Nevertheless,

as n increases, we expect such fluctuations to decrease. In order to ensure that

fluctuations are suppressed as n ! 1 so that the order parameters CAFM and CXY

are well-defined for large system sizes, we calculate the variance of these parameters.

This is defined

Var(C) =
1

m� 1

mX

i=1

(C i � C̄)2. (7.39)

As shown in Figure 7.2, this variance decreases with n, indicating that the ground-

state properties are converging to a single fixed limit for n ! 1.

This is in some sense a negative result: picking a graph from the Erdős-Rényi

ensemble for p = 0.5 is equivalent to picking one from the space of all graphs on

n vertices, with each being equally likely. As n becomes very large, no matter

what graph you choose, the physics of the XXZ model on this graph will with high

probability be trivial. We therefore are interested in types of graph which have small

measure in this space, but which do give interesting physics in the limit n ! 1.

When one considers irregular graphs instead—which are graphs where the vari-

ance of the degree of vertices in the graph is non vanishing— a phase transition does

occur. For such examples, then the XXZ Hamiltonian does host complex many-body

phases of matter, demonstrating that the result of Theorem 7.4.1 does not apply to

any choice of dense random graph Gn. These examples are discussed and ground

states found using matrix product state calculations in [134], and include for ex-

ample defining Gn to have, for each vertex, a degree which is distributed according

to a uniform distribution.

7.4.2 Dense graph sequences

By looking at the XXZ models as an example, we have seen that if one considers a

sequence (G(n, p))n of Erdős-Rényi graphs, and on the other hand considers the se-

quence (Ḡ(n, p))n where Ḡ(n, p) is a complete graph on n vertices with edge weights

p, then the free energies of H(G(n, p)) and H(Ḡ(n, p)) agree in the limit n ! 1.

We show how this generalises for any convergent sequence (Gn) of dense random

graphs; we define a procedure which defines a corresponding graph sequence (Ḡn)
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(a) (b) (c)

Figure 7.3: example graphons

such that |f(H(Gn))� f(H(Ḡn))| vanishes in the limit n ! 1.

Proving this statement utilises the graphon, which was shown by Lovász to be

the limit of a sequence of dense graphs [102]. A graphon is a continuous function

W : [0, 1] ⇥ [0, 1] ! [0, 1] so that for each choice (x, y) 2 [0, 1]2, W (x, y) evaluates

to a number in the interval [0, 1]. Loosely, this can be interpreted as the probability

of vertices x and y, in a continuum of vertices, being connected. Some example

graphons are shown in Figure 7.3. On the left is the constant graphon W (x, y) = p,

central is the graphon W (x, y) = xy and on the right we show the growing uniform

attachment graphon, W (x, y) = 1�max(x, y).

The graphon W is the limit object of a sequence of dense graphs (Gn) in the

sense that the relative likelihood of finding any simple graph F inside of W and

Gn converges for n ! 1. Some intuition can be gained by observing the ‘visual

convergence’ of the adjacency matrices of graphs Gn to the graphon W . Taking

for example a sequence of Erdős-Rényi graphs, we see that they converge to the

constant graphon W (x, y) = p below.

Figure 7.4: A sequence of adjacency matrices corresponding to a sequence of random
graph realisations of size n, converging to the graphon W (x, y) = p.

As another example, the graphon W (x, y) = 1 � max(x, y) is the limit of the

sequence of graphs (Gn) constructed as follows. G1 is simply a single vertex, G2 is

constructed by adding a second vertex and with probability 1/2 connecting it to the
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first vertex. In general, at step n an nth vertex is added and each pair of vertices

(i, j) which do not share an edge are connected with probability 1/n.

Importantly, it is also possible to move in the opposite direction and given a

graphon W (x, y) construct sequences of finite graphs whose limit is W (x, y). These

finite graphs can be constructed via one of two methods: stochastic or weighted

sampling of W (x, y) and we use Gs
n and Gw

n to refer to their respective realisation

over the vertices v = 1....n. They can be constructed by defining the quantity

Pv,v0 = n2

Z

Iv⇥Iv0

W (x, y)dxdy, Iv = [(v � 1)/n, v/n]. (7.40)

We then define the stochastic and weighed graph sequences (Gs
n) and (Gw

n ) re-

spectively as follows.

1. Stochastic sampling. The graph Gs
n for any n has adjacency matrix Av,v0 = 1

with probability Pv,v0 and Av,v0 = 0 otherwise.

2. Weighted sampling. The graphGw
n for any n has adjacency matrixAv,v0 = Pv,v0 .

These sequences are guaranteed to converge to the graphon W (x, y) in the limit

n ! 1.

The theorem we wish to prove is the following.

Theorem 7.4.2. Let f(H) = � 1
n� ln(Tr(exp(��H))) be the free energy density of

a dn ⇥ dn many-body Hamiltonian, with � 2 R�0 and d the dimension of the local

Hilbert space. Let Gs
n and Gw

n be the stochastic and weighted realisations on n vertices

of a graphon W (x, y) respectively. For an arbitrary set of real, finite values for the

parameters {Jx, Jy, Jz, hx, hy, hz} and for any � > 0, there exists a n̄0 > 0 and k0 > 0

such that for any n > n̄0 the following is true

P
�
|f(H(Gs

n))� f(H(Gw
n ))| < k0n�1/2

�
� 1� �. (7.41)

As such, for n ! 1, asymptotically almost surely, the di↵erence between the free

energy densities vanishes.

The proof will rely on the following lemma, which we prove first.

Lemma 7.4.3. Let (An) = A1, A2, ... and (Bn) = B1, B2, ... be sequences of square

hermitian matrices, with the matrices An and Bn being of dimension dn ⇥ dn for

some positive finite d. For any index n define Dn := An � Bn and let �D,n be
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the largest eigenvalue, in terms of absolute value, of Dn. If |�D,n| = O (n�) then

|f(An) � f(Bn)| = O(n��1), where f(M) denotes the free energy of the hermitian

matrix M , which vanishes for � < 1 as n ! 1.

Here the free energy of a matrix M of dimension dn ⇥ dn is defined

f(A) = � 1

n�
ln
�
Tr(e��A)

�
; � 2 R�0. (7.42)

Proof. Order the eigenvalues of Â, B̂ and D̂ as �⌘1,�
⌘
2, ...,�

⌘
dn , with �

⌘
i � �⌘i�1 and

⌘ = Â, B̂ or D̂ . By Weyl’s inequality we have �Bi + �D1  �Ai  �Bi + �Ddn . Now, it

follows from this inequality and |�DMax| = O(n�) that |�Ai ��Bi | = O(n�) 8i. We can

therefore write �Ai = �Bi + ci where ci is a real number such that |ci| = O(n�).

Now define the absolute free energy density di↵erence of Â and B̂, substituting

in �Ai = �Bi + ci:

�f = |f(Â)�f(B̂)| =
���
1

n
ln

0

@
Tr(exp

⇣
��Â

⌘
)

Tr(exp
⇣
��B̂

⌘
)

1

A
��� =

���
1

n
ln

 Pdn

i=1 exp(��(ci)) exp
�
��(�Ai )

�
Pdn

i=1 exp(��(�Ai ))

!���.

(7.43)

Define the following vectors of dimension dn:

v =
�
exp
�
���A1 /2

�
, exp

�
���A2 /2

�
, ..., exp

�
���Adn/2

��T
,

c = (exp(��c1), exp(��c2), ..., exp(��cdn))T , (7.44)

and the matrix Ĉ = Diag(c). Observe that

�f =
���
1

n
ln

 
hv|Ĉ|vi
hv|vi

!��� =
���
1

n
ln
⇣
hṽ|Ĉ|ṽi

⌘ ���, (7.45)

where we have defined ṽ = v/
p

hv|vi. As hṽ|ṽi = 1, the argument of the logarithm

is clearly bounded by the largest eigenvalue (by magnitude) �CMax of Ĉ. From |ci| =
O(n�) 8i we have |�CMax| = exp(O(n�)) and thus

�f =
���
1

n
ln (exp(O(n�)))

��� = O(n��1), (7.46)

completing our proof of Lemma 7.4.3 (the sign on the argument of the exponential

exp(O(n�)) is not of concern as we are taking the absolute value of its logarithm).
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We now prove Theorem 7.4.2.

Proof. We begin by defining the following operator:

Dn := H(GS
n)�H(GW

n ) =
X

↵=x,y,z

D↵
n

=
X

↵=x,y,z

1

n

0

B@
nX

i,j=1
i<j

AS
ij�̂

↵
i �̂

↵
j �

nX

i,j=1
i<j

AW
ij �̂

↵
i �̂

↵
j

1

CA , (7.47)

where AS
ij are the matrix elements of GS

n and AW
ij are the matrix elements of GW

n ,

finite stochastic and weighted realisations of some graphon W (x, y).

We proceed to evaluate the eigenvalues of the operator D↵
n . As such, consider

its eigenstates |�↵
1 , ..., �

↵
ni, where �̂↵

i |�↵
1 , ..., �

↵
ni = µi |�↵

1 , ..., �
↵
ni, with µi = ±1,

depending on whether the ith spin is pointing ‘up’ or ‘down’ in that basis. We will

define µij := µiµj and consider the eigenvalue

h�↵
1 , ..., �

↵
n |D↵

n |�↵
1 , ..., �

↵
ni =

1

n

0

B@
nX

i,j=1
i<j

AS
ijµij �

nX

i,j=1
i<j

AW
ij µij

1

CA , (7.48)

We we will proceed to show that, independent of the eigenstate |�↵
1 , ..., �

↵
ni, this

eigenvalue grows, at most, as n1/2 in the large n limit. From there we can invoke

Weyl’s inequality to show that the eigenvalues of Dn grow asymptotically as n1/2

and subsequently invoke Lemma 1 (from above) to complete the proof of Theorem

7.4.2.

To prove the n1/2 growth of equation (7.48), we begin with the Hoe↵ding in-

equality. This states that for independent random variables Y1, ..., Yn for which

ai  Yi  bi then the sum Sn := Y1 + Y2 + ...+ Yn is bounded as

P (|Sn � E(Sn)| � t)  2 exp

✓
� 2t2Pn

i=1(ai � bi)2

◆
, (7.49)

with the factor of 2 stemming from the fact we have incorporated both the upper

and lower Hoe↵ding bounds together. We will apply this bound to equation (7.48).

Let us construct the set X := {Xij} which consists of the n(n�1)
2 random variables

Xij := AS
ijµij (we have i, j = 1...n and i > j). Observe that since AS

ij 2 {0, 1} (the
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graph GS
n is simple) and µij is either 1 or �1, we have that �1  Xij  1. Also,

E(Xij) = E(AS
ij)µij = AW

ij µij, where E(AS
ij) denotes the expected value. In our case,

however, all of the Xij quantities are not independent— the sign of Xij is determined

from the sign of Xik and Xkj. This can be dealt with by applying the Hoe↵ding

bound to the Xij’s with positive and negative sign separately.

A given eigenvector |�↵
1 , ..., �

↵
ni will consist of a number of spins pointing up

(�i = +1) and the remainder pointing down (�i = �1). Define M =
Pn

k=1 �k, then

it can be checked that of the n(n�1)
2 parameters µij,

n2+M2�2n
4 are positive and n2�M2

4

are negative. We therefore partition the set X := {Xij} into two sets as follows

8
>><

>>:

xA := {Xij|µij = 1},

xB := {Xij|µij = �1}.

We would like also to keep track of the values AW
ij µij, so we partition the set {µijAW

ij }
into 8

>><

>>:

x̄A := {µijAW
ij |µij = 1},

x̄B := {µijAW
ij |µij = �1}.

We can now invoke the Hoe↵ding bound on each set separately, since each set now

consists on independent random variables. We have two sums on which to invoke

the bound: SA :=
PM2+n2�2n

4
l=1 xA

l and SB :=
Pn2�M2

4
l=1 xB

l , where we use xA
l and xB

l

to refer to elements from xA and xB respectively. Likewise we will use x̄A
i and x̄B

i

to refer to individual elements of x̄A and x̄B respectively. Then observe that, due to

E(Xij) = AW
ij µij we have E(SA) =

PM2+n2�2n
4

l=1 x̄A
l and E(SB) =

Pn2�M2

4
l=1 x̄B

l

equation (7.49) then gives two bounds:

8
>><

>>:

P
���SA � E(SA)

�� � t1
�
 2 exp

⇣
�2t21

n2+M2�2n

⌘
,

P
���SB � E(SB)

�� � t2
�
 2 exp

⇣
�2t22

n2�M2

⌘
.
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We combine these bounds to obtain:

P

0

B@

�������

nX

i,j=1
i<j

µijA
S
ij �

nX

i,j=1
i<j

µijA
W
ij

�������
� t1 + t2

1

CA

 4 exp

✓
�2t21

n2 +M2 � 2n

◆
exp

✓
�2t22

n2 �M2

◆
. (7.50)

Since we fixed the magnetisation M of the eigenstate in deriving the above bound,

we should take the union bound over
�

n
1
2 (n+M)

�
eigenstates with magnetisation M .

We will denote an eigenstate with magnetisation M as |�Mi, resulting in the new

bound

[

|�M i

P

0

B@

�������

nX

i,j=1
i<j

µijA
S
ij �

nX

i,j=1
i<j

µijA
W
ij

�������
� t1 + t2

1

CA

 4

✓
n

1
2(n+M)

◆
exp

✓
�2t21

n2 +M2 � 2n

◆
exp

✓
�2t22

n2 �M2

◆
. (7.51)

Now observe that the following is true

✓
n

1
2(n+M)

◆
exp

✓
�2t21

n2 +M2 � 2n

◆
exp

✓
�2t22

n2 �M2

◆


✓
n
n
2

◆
exp

✓
�t21 + t22

n2

◆
, (7.52)

where n 2 N, |M |  n and t1, t2 2 R+.

This leads us to the following

[

M

[

|�M i

P

0

B@

�������

nX

i,j=1
i<j

µijA
S
ij �

nX

i,j=1
i<j

µijA
W
ij

�������
� t1 + t2

1

CA

 4(n+ 1)

✓
n
n
2

◆
exp

✓
�t21 + t22

n2

◆
, (7.53)

where the union bound has again been used.

Now let � = 4(n+ 1)
�
n
n
2

�
exp

⇣
� t21+t22

n2

⌘
, which rearranging gives us an expression

for
p

t21 + t22, and, moreover, note that t1 + t2 =
p
t21 + t22 + 2t1t2 �

p
t21 + t22. We
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have

� = 4(n+ 1)

✓
n
n
2

◆
exp

✓
�t21 + t22

n2

◆
(7.54)

=) �

4(n+ 1)
�
n
n
2

� = exp

✓
�t21 + t22

n2

◆
(7.55)

=)
4(n+ 1)

�
n
n
2

�

�
= exp

✓
t21 + t22
n2

◆
(7.56)

=) t21 + t22 = n2 ln

"
4(n+ 1)

�
n
n
2

�

�

#
. (7.57)

We can therefore write

[

M

[

|�M i

P

0

B@

�������

nX

i,j=1
i<j

µijA
S
ij �

nX

i,j=1
i<j

µijA
W
ij

�������
�

vuutn2 ln

"
4(n+ 1)

�
n
n
2

�

�

#1

CA  �. (7.58)

Thus, with high probability, we can bound our expression by

s

n2 ln


4(n+1)(n

n
2
)

�

�
.

We wish to bound this expression in terms of powers of n. Using the fact
�
n
n
2

�
⇠

q
2
n⇡2

n for large n, and also that using 2n = enln(2), we arrive at

vuutn2 ln

"
4(n+ 1)

�
n
n
2

�

�

#
⇠

vuutn2 ln

"
4(n+ 1)

p
2n⇡enln(2)

�

#
, (7.59)

for large n. The sub expression ln
h
4(n+1)

p
2n⇡enln(2)

�

i
can be written as a sum of

logarithmic functions:

ln

"
4(n+ 1)

p
2n⇡enln(2)

�

#
= ln

"
4
p

2/⇡

�

#
+ ln


n+ 1p

n

�
+ ln

⇥
enln(2)

⇤
, (7.60)

so that we need to bound each of these terms individually. The first and third

are clearly O(1) and O(n) respectively. Using that ln(
p
n) = 1

2 ln(n) and that

ln(n)  n � 1, the second term can be seen to be at most O(n). Recall that we

defined delta in terms of n; we call this value of the parameter n̄, which is fixed once

� has been chosen.
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Therefore, altogether, we can say that for a chosen � > 0 there exists a constant

k > 0 and an n̄ > 0 such that

[

M

[

|�M i

P

0

B@

�������

nX

i,j=1
i<j

µijA
S
ij �

nX

i,j=1
i<j

µijA
W
ij

�������
� kn3/2

1

CA  � 8n > n̄. (7.61)

Since � can be as small as we please, as long as we choose n to be greater than

n̄, then with high probability the expression is bounded by kn3/2 for k a constant

greater than 0. Now, using this we can say that for any choice of � > 0, there exists

a n̄0 > 0 and k0 > 0 such that

P
⇣
| h�↵

1 , ..., �
↵
n |D↵

n |�↵
1 , ..., �

↵
ni | < k0n

1
2

⌘
� 1� � 8M, |�i, n > n̄0. (7.62)

From Weyl’s inequality we know that the eigenvalues of the operator Dn = H(GS
n)�

H(GW
n ) are therefore, with high probability, bounded as k0n1/2. From here we can

invoke Lemma 7.4.3 with  = 1/2 and the proof is complete.

We have therefore established our goal of generalising the result for a sequence

of Erdős-Rényi graphs to that of any dense graph sequence. While we have showed

convergence, we have not in any way solved the Hamiltonian on a random graph

Gn in the limit n ! 1—we do not know anything of its physics. Theorem 7.4.2

now establishes that we can instead work with the Hamiltonian H(Gw
n ) and take the

limit n ! 1 of the solution. We therefore now turn to the problem of determining

the equilibrium physics of H(Gw
n ).

7.4.3 Thermodynamic physics on dense graph limits

Solving a Hamiltonian H requires finding the spin configuration |�i which has min-

imum energy under H. Since the size of the Hilbert space grows as (2s+1)n for spins

s, for large n the problem becomes intractable, which is referred to as the many-

body problem. Mean-field theory, on the other hand, for dense interactions is

known to become exact in the limit n ! 1.

Mean field theory is generally an approximate method, and gets around the

intractable many-body problem by introducing, for each spin, a field that averages

out the e↵ect of all other spins that it interacts with. In general, this is of course

at the detriment of the accuracy of the resulting solution. At critical points, in

particular, the mean-field approximation often breaks down because of the long
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range order (through entanglement) that develops in the system. Nevertheless, if

interactions are dense then in the limit n ! 1 the treatment becomes exact.

We would like to replace each spin operator �↵
v with its thermodynamic average

h�↵
i i = Tr(⇢�↵

i ) and a fluctuation term around this average:

�i = h�↵
v i+ ��↵

i . (7.63)

The two body terms �↵
v �

↵
v0 become

�↵
v �

↵
v0 = h�↵

v ih�↵
v0i+ h�↵

v i��↵
v0 + ��↵

v h�↵
v0i+ ��↵

v ��
↵
v0

= h�↵
v ih�↵

v0i+ h�↵
v i (�↵

v0 � h�↵
v0i) + (�↵

v � h�↵
v i) h�↵

v0i+O(�2)
(7.64)

where in the second line we have replaced the ��↵
i terms to get an expression in

terms of �↵
i and h�↵

i i only, and have also neglected the term of order �2. Note that

the first term is simply a constant (it is not a quantum operator), and will only shift

the entire spectrum of the Hamiltonian by a constant amount. We therefore also

neglect this constant, too.

The Hamiltonian becomes

H =
1

n

X

v,v0v2V (G)

X

↵=x,y,z

Av,v0J
↵ (h�↵

v0i�↵
v + h�↵

v i�↵
v0) +

X

v2V

X

↵=x,y,z

h↵�↵
v0 (7.65)

which, by re indexing the first summation, is equivalent to

H =
1

n

X

v,v02V (G)

X

↵=x,y,z

Av,v0J
↵h�↵

v0i�↵
v +

X

v2V

X

↵=x,y,z

h↵�↵
v0 . (7.66)

Note that this last equation can be written as a sum over local Hamiltonians, H =
P

v2V (G) Hv, where

Hv :=
X

↵=x,y,z

�↵
v

2

4 1
n

0

@
X

v02V (G)

Av,v0J
↵h�↵

v0i

1

A+ h↵

3

5 . (7.67)

Under this approximate Hamiltonian, the equilibrium state at an inverse temperat-

ure � is

⇢ =
exp(��H)

Tr(exp(��H))
=
O

v2V (G)

exp(��Hv)

Tr [exp(��Hv)]
=
O

v2V (G)

⇢v (7.68)
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so that the equilibrium state is a product of the mixed states on individual vertices

of the graph. The explicit expression is found to be, using the derived expression

for Hv,

⇢v =

0

B@
�v � �zv tanh(��v) � (�xv � i�yv) tanh(��v)

� (�xv + i�yv) tanh(��v) �v + �zv tanh(��v)

1

CA (7.69)

where

�↵v =
1

n

0

@
X

v02V (G)

Av,v0J
↵h�↵

v0i

1

A+ h↵ (7.70)

and

�v =
p

(�xv)
2 + (�yv)2 + (�zv)

2. (7.71)

Note that there are 3n of these �↵v terms. The expectation values h�↵
v i can be

calculated from ⇢v as

h�↵
v i = Tr(�↵

v ⇢v). (7.72)

Putting this into the expression for the �↵v terms in equation 7.70 gives a self con-

sistency equation which is

�↵v =
�1

n

 
X

v0

J↵Av,v0�↵v tanh(��v0)

�v

!
+ h↵. (7.73)

Solving these 3n coupled equations and putting them in equation 7.69 gives an

expression for the local density operator ⇢v in terms of quantities which will be

specified by the particular choice of Hamiltonian: J↵, h↵, Av,v0 , � and n. The global

state is then completely specified as the product
N

v2V (G) ⇢v.

Suppose now that we have two graph sequences (Gn) and (Ḡn) which arise,

respectively, from stochastic and weighted sampling of the graphon W which is the

limit of these sequences.

If one can solve equations 7.73 for the choice of graph Ḡn, then, provided n is

large, we expect the solution to be exact in the thermodynamic limit, and a good

approximation for large n. Moreover, from Theorem 7.4.2, we expect the solution

to also be exact for the stochastic sequence Gn.

The thermodynamic limit of equations 7.73 is taken as follows. Imagining the n

vertices v placed along a line of length 1 with finite distance �(x) = 1/n between

two vertices, we take the limit �(x) ! dx. Therefore the self consistency equations

169



become

�↵(x) = �J↵

Z 1

0

W (x, y)�↵(y) tanh [�⇤(y)]

⇤(y)
dy + h↵. (7.74)

Alternatively, this can be derived by inserting the expression for Av,v0 which arises

from weighted sampling of a graphon W . equations of the form
R b

a K(t, s)f(s)ds are

called Fredholm integral equations, and K(t, s) is referred to as the kernel. We

therefore, in the continuous limit, have three coupled Fredholm equations (for x, y

and z) with the graphon as their Kernel.

We now consider two examples in which these equations are analytically solvable.

7.4.4 The Ising model on W (x, y) = xy and W (x, y) = p

We consider the classical Ising model on the graphons W (x, y) = p and W (x, y) =

xy. For the former, stochastic sampling produces an Erdős-Rényi graph, while, for

the latter, it produces finite graphs in which the probability of attaching two vertices

i, j 2 [1, n] is the product ij/n2 (which, as required for a probability distribution,

lies between 0 and 1).

The coupled equations 7.74 allow us to analytically find the equilibrium state at

temperature � for both of these graphons.

The classical Ising model is realised when we take Hamiltonian parameters Jx =

Jy = hx = hy = hz = 0 and Jz = �1. Substituting these values into equation 7.74

gives

�z(x) =

Z 1

0

W (x, y) tanh [��z(y)] dy. (7.75)

For W (x, y) = p, substitution into the above equation removes dependency of

�z(x) on the variable x. We therefore have

�z(x) =

Z 1

0

p tanh [��z] dy = p tanh [��z] . (7.76)

The magnetisation is given by

MZ = tanh
�
�pMZ

�
. (7.77)

It is known that in the all to all case we have MZ = tanh
�
�MZ

�
[92], so that in the

thermodynamic limit the magnetisation is simply a rescaling, via p, of that on the

complete graph.
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On the other hand, taking W (x, y) = xy, the �z(x) expression is

�z(x) =

Z 1

0

xy tanh [��z(y)] dy = y

Z 1

0

x tanh [��z(y)] dy

�
. (7.78)

Since the integral is definite, it will be some function of � only, so that it must hold

that �z(x) = xf(�). Substituting this into equation 7.78 gives

c

�
=

Z 1

0

y tanh (cy) dy (7.79)

where c = �f(�). Integrating this, either by hand or using an Integration solver

gives

Z 1

0

y tanh (cy) dy = �

�12c2 + 12Li2 (�e�2c)� 24c log (e�2c + 1) + ⇡2

24c2

�
, (7.80)

where Li2 is the dilogarithm function. Altogether then the equation we obtain for c

is
24c3

�
= 12c2 + 24c ln

�
1 + e�2c

�
� 12Li2(�e�2c)� ⇡2. (7.81)

In Figure 7.5(a) we plot the total magnetisation M z for finite realisations of both

graphonsW (x, y) = p andW (x, y) = xy using Markov Chain Monte Carlo (MCMC)

simulations, which is the standard numerical approach for the Ising model. We also

plot the asymptotic behaviour of the solutions for the thermodynamic limit which

have been derived above. As can be seen, away from the critical point there is good

agreement between the derived thermodynamic equilibrium and that predicted by

the numerical simulation.

We can also analyse the e↵ect of introducing inhomogeneous coupling: as can

be seen from the plot, the approach to the ferromagnetic state with M z = 1 is

slower. The reason becomes clear when studying Figure 7.5(b), which plots the

local magnetisation �z(x) for x 2 [0, 1] and for a range of inverse temperatures �;

we see that for small x the local magnetisation remains close to zero, even well

past the critical point for �. Note that the black rectangle corresponds to on-site

magnetisations being everywhere zero for values of � before the critical point.
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Figure 7.5: Magnetisation of the classical Ising model for the graphons: W (x, y) =
xy and W (x, y) = 1

4 . a) Total Magnetisation density M z versus inverse temperature
� for n ! 1. Black dashed-dotted lines give the asymptotic, derived by taking the
large � limit of the respective closed-form equations. Red circles correspond to
Monte Carlo simulations of finite, n = 800, randomly sampled graphs GS

n derived
from W (x, y) = xy. Bottom) Percentage di↵erence in M z for the exact result in
the thermodynamic limit versus finite-size Monte Carlo simulations at several n
(crosses are n = 100, triangles n = 200, squares n = 400 and circles n = 800). For
each � and n, 100 stochastic samples GS

n are realised and the data (both top and
bottom plots) is averaged over these. Further details are provided in the SM. b)
On-site magnetisation �z(x) versus � and x for the graphon W (x, y) = xy in the
thermodynamic limit. Image from [128].
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7.4.5 The transverse field Ising model on W (x, y) =
p
xy

The Ising model is a classical spin system. We now turn to the transverse field

Ising model, which, due to the presence of an external field which does not commute

with interaction terms in the Hamiltonian, does host quantum e↵ects. This will be

witnessed by non-zero entanglement entropy close to the critical point.

In this case the parameters of the Hamiltonian are Jx = Jy = hy = hz = 0,

hx = �1 and Jz = �1 which results in Hamiltonian

H(G) = �
X

(v,v0)2E(G)

Av,v0�
x
v�

x
v0 �

X

v2V (G)

�z
v . (7.82)

As before, we are then interested in the ground or equilibrium state of H(Gn) in

the thermodynamic limit n ! 1. We find that �z(x) is given by the expression

�z(x) = �
Z 1

0

W (x, y)�z(y) tanh
h
�
p
�z(y)2 + h2

i

p
h2 + �z(y)2

dy. (7.83)

For W (x, y) = p this becomes

�z(x) = �p

Z 1

0

�z(y) tanh
h
�
p
�z(y)2 + h2

i

q
h2 + �z(y)2

dy. (7.84)

Using, as before, the fact that the above implies �z(x) = �z(x) i.e. there is no x

dependence, the above becomes

�z = �p
�z tanh

h
�
p

(�z)2 + h2
i

p
(�z)2 + h2

(7.85)

which, simplifying, gives

(�z)2 + h2 = p2 tanh2
h
�
p
(�z)2 + h2

i
. (7.86)

We now take the limit � ! 1, corresponding to taking the temperature to 0, to

give the ground state solution:

�z =
p
p2 � h2. (7.87)
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The magnetisation M z is therefore

M z = �
p
p2 � h2

p
(p2 � h2) + h2

=

s

1� h2

p2
. (7.88)

We consider a more interesting choice of graphon, taking W =
p
xy, and for

which finite realisations have edge density which is inhomogeneous. equation 7.83

tells us that in the limit � ! 1

�z(x) =
p
x

Z 1

0

p
y�z(y)

p
h2 + �z(y)2

dy (7.89)

so that �z(x) =
p
xf(h). Substituting this into the above expression yields

1 =

Z 1

0

yp
h2 + yf(h)

dy. (7.90)

This can be solved quite straightforwardly by parts, giving f(h) as the solution to

the implicit equation

2(2h3 � 2h2
p

h2 + g2(h) + g2(h)
p

h2 + g2(h))

3g4(h)
= 1, (7.91)

which has the solution

g(h) =

8
>><

>>:

p
2
3

q
1 + (1� 3h)

p
1 + 6h h < 1

2 ,

0 otherwise.

(7.92)

The transverse and longitudinal magnetisations are determined by the integrals

Mx =
R 1

0
hp

h2+g2(h)x
dx and M z = �

R 1

0
g(h)

p
xp

h2+g2(h)x
dx respectively. The first, by

direct integration, gives

Mx =

8
>><

>>:

6h

3h+
p

2+9h2+(2�6h)
p
1+6h

h < 1
2 ,

1 otherwise.

(7.93)

The second can be done by an extensive series of trigonometric substitutions and
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results in the following closed form expression

M z(x) =

8
>><

>>:

(1+s)
⇣
2
p

(1�s)(4+18h2�4s)�9h2(2 ln(3)+2 ln(h)�2 ln(�
p
2�2s+

p
2+9h2�2s))

⌘

108h2(�1+2h)

0 otherwise

,

(7.94)

where s = (�1 + 3h)
p
1 + 6h.

The results are plotted in Figure 7.6. We see that the approach to a ferromagnetic

state with M z = 1, as well as the approach away from the state with Mx = 1, as

induced by increasing the transverse field, happens marginally faster for interactions

governed by W (x, y) =
p
xy versus those governed by W (x, y) = p. This arises

because the magnetic susceptibility of the system at x = 0 is a Dirac-delta function

for W (x, y) =
p
xy, limh!0

d�x(x)

dh
= �(x), which can be derived from equation 7.92.

This is observed in Figure 7.6 at small x, where it is most susceptible it can be seen

that the system is locally most susceptible the field. This, on the other hand, is no

the case for W (x, y) = p.

We moreover calculate expectation values for a finite random realisation of the

grahpon W (x, y) =
p
xy for system size n ⇠ 100. This is done using density matrix

renormalisation group calculations on a matrix product state ansatz, i.e. a numerical

calculation. These are in good agreement with the analytic calculation. Moreover,

these finite size calculations allow us to calculate the Von Neumann entanglement

entropy in the system, and we see that this diverges logarithmically near the trans-

ition point. Interestingly, for a fully connected graph, the model is known as the

Lipkin-Meshkov-Glick model and it is known that in this case, too, the entangle-

ment entropy at the critical point is diverging logarithmically [94]. Since we know

that in this case, due to the commutation of the Hamiltonian with the total spin

operator, the system is e↵ectively a single large spin (see Section 7.4.1), it is in-

teresting that for a di↵erent choice of graphon, and one which has highly irregular

finite realisations, there is no e↵ect on entanglement entropy scaling. This could

suggest a universal mechanism underlying such scaling.

7.5 Discussion

We have considered the problem of finding the ground or equilibrium state of spin

Hamiltonians on a choice of dense graph G in the thermodynamic limit. We have

seen that, oftentimes in this limit the problem in fact becomes easier to solve; in the
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Figure 7.6: Properties of the ground state of the transverse field Ising model on the
graphonW (x, y) =

p
xy. Results for the constant graphon are included for reference.

a) Energy density versus transverse field strength h. The orange line represents
the analytic solution in the thermodynamic limit. Markers represent numerical
calculations averaged over 100 finite stochastic realisations ofW (x, y) =

p
xy on n =

400 sites. Inset) Percentage di↵erence between the ground state energy calculated on
n = 100, 200 and 400 (cross, triangle and circle marker respectively) site random-
exchange realisations of W (x, y) and the exact solution for n ! 1. b) Total
transverse (unfaded) and longitudinal (faded) Magnetisation densities of the ground
state. Inset) Two-point correlator h�x(14)�

x(34)i. c) Von-Neumann Entanglement
Entropy (EE) ofW (x, y) =

p
xy averaged over 100 stochastic realisations on n = 400

sites. The partition is between the first xn sites of the system and the remaining
(1�x)n sites. The red curve corresponds to the entanglement entropy at x = 2/3 for
h = 0 ! 1. The dotted black line is the fit EE(x = 2/3) = �0.136 log2(h � 0.5) �
0.089. d) Analytical result for the on-site magnetisation �x(x) versus transverse
field strength h and position x for the graphon W (x, y) =

p
xy. Image from [128].
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case that G is random we may instead study the behaviour of the same Hamiltonian

instead on the ‘average’ weighted graph Ḡ, since the free energies of the two coincide

in this limit.

As the simplest example, an Erdős-Rényi graph G(n, p) has corresponding aver-

age graph which is the complete graph with edge weights p, which is useful because

spin Hamiltonians are in many cases, due to the high symmetry, easier to solve on

these latter graphs. Remarkably, since for p = 0.5 the ensemble of graphs from which

one samples has equal probability attached to every simple graph, this implies that

in the thermodynamic limit, if one picks any simple graph then the probability of it

having physics of the complete graph—which does not display complex physics—is

asymptotically almost surely 1. Therefore, in order to achieve complex physics in

this limit it is necessary to pick ‘exceptional’ graphs, or graphs with measure 0 in

this limit. In terms of complexity class considerations, this implies that the free

energy of H(G) is computable in polynomial time for almost all graphs.

Nevertheless, we can consider other random graph ensembles and their associated

graphons. Unexpectedly, even when the graphon is highly irregular—meaning its

finite realisations are— we are able to analytically solve for the thermodynamic

ground state. This leaves open an important question to address, which is for which

choices of graph is the physics in the thermodynamic limit not well approximated by

a product state. We have seen that dense graphs, even random dense graphs, are well

approximated by MPS simulations due to product state or mean-field descriptions

becoming exact in the thermodynamic limit. It is also known that these work well

for sparse Hamiltonians with low entanglement, or with certain tree-like geometries

which are particularly amenable to such descriptions [133]. Such results imply that

non-dense interactions with non-tree-like geometries would be the first candidates

to test. As suggested in [133], tensor networks can in fact be used to benchmark

which many-body Hamiltonians become di�cult for classical simulation techniques.

177



Chapter 8

Conclusion

8.1 Summary

The first part of this thesis considered the problem of broadening the definition of

contextuality to include nonclassical correlations in more general setups—namely,

setups in which there is some dependency between measurements. We work within

the sheaf approach of Abramsky and Brandenburger, in which contextuality arises

when local sections, which are obtained via measurement on a system, cannot be

extended to a global section, such global sections corresponding to distributions

over deterministic noncontextual hidden variables. In this more general setting,

nonclassicality again arises as an obstruction to the extension of local sections to a

global section.

In Chapter 5 we studied the special case of temporal measurement scenarios,

which consist of a sequence of measurements being performed on a single system.

A strategy supplies an outcome for each measurement in a sequence such that, in

the most general case, the outcome of a measurement may depend on any of the

preceding measurements and outcomes. We study restricted classes of strategies,

and define what it means for an empirical model to be classical with respect to

these restricted strategies. We then see that we can get a Vorob'ev-type result for

each subclass of strategies, which identifies whether the setup can host any non-

classical correlations which obey the same no-signalling constraints as the classical

models (for a choice of subclass of strategies), albeit this holds only when past

measurements are remembered (and not outcomes). We analyse the case in which

outcomes are stored, showing that one can use ⇥–consistent strategies to mimic

strategies that store outcomes, resulting in a trade-o↵ between the cardinality of
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the output set and the cardinality of the number of measurements the ⇥–function

can store. Finally, we show that one direction of a Vorob'evtype result can be found

for lkek–nonclassicality.

In Chapter 6 we studied general causal setups. This involved introducing Ex-

perimenter and Nature cells, so that the filling of an Experimenter cell corresponds

to a choice of measurement being made and the choice of Nature cell to an outcome

being assigned to the measurement. Causal flow is constrained by an enabling rela-

tion. We show that this framework is able to capture many special cases of interest,

including those of Gogioso and Pinzani for causal Bell scenarios [66], contextuality

scenarios, and the temporal scenarios of the previous chapter. We showed moreover

that adaptive experimenter strategies allow us to capture also certain Bayesian net-

works, and discussed how such adaptivity, by reducing the observed measurement

contexts, reduces the likelihood that an obstruction to the extension of an empirical

model is observed.

Chapter 7 shifted the focus of study to many body Hamiltonians, and specifically

those of n spins with interaction pattern described by a graph G. We in particular

studied the thermodynamic limit of these systems, making use of the graphon or

graph limit of the sequence (Gi) of graphs as i ! 1. We show that, using a

mean field ansatz, the Physics in this limit (i.e. the observables of the system) is

captured by three coupled equations, and given by a product state. Such results are

reminiscent of those in [25], which show that Hamiltonians dense graphs can often

be solved with product state ansatzes.

8.2 Future research directions

8.2.1 Vorob'ev-type results for causal measurement scen-

arios

In Chapter 5 we made use of Vorob'ev’s Theorem in the context of temporal correl-

ations, these correlations are by assumption arising from repeated measurement of

a single system. This was done by mapping such setups to contextuality setups, in

a way such that classicality is preserved. Two further developments of this line of

research could be

i The development of a Graham reduction process which respect the temporal

ordering of measurements, so that one could obtain a Vorob'ev-type result
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on the temporal measurement scenario directly. For the related notion of

collapsibility, there has been some work in this direction by Belton et al. [22].

ii The extension of such observations to causal measurement scenarios. This

could be a generalisation for presheaves over covers C which obey the ‘gener-

alised simplicial complex’ axioms which were given in Chapter 6.

8.2.2 Using ⇥–consistent strategies to realise outcome memory

At the end of Chapter 5 we analysed the trade-o↵ between using (deterministic)

⇥–consistent strategies and a strategy in which the outcome of a measurement can

depend only on the previous outcome. In particular, we saw that the number of

measurements the ⇥–strategy must store is linear in the size of the output set. It

would be interesting to derive such bounds more generally, and so to understand

which ⇥–consistent strategies can always realise a lk
(e)
k –consistent strategy for some

choice of k. Doing so would give an understanding of how ‘powerful’, so to speak,

the ⇥–functions are as models of memory.

Related to this is understanding better the resource which is at play here. While

in [31] it is the ‘number of perfectly distinguishable states’ which is the relevant

resource, here it is the amount of information, or number of bits, which are signalled.

It would be informative to more explicitly consider this point of view.

8.2.3 Complexity classifications of spin systems on graph in

the thermodynamic limit

Our treatment of the thermodynamic limit of spin Hamiltonians resulted in a set

of coupled integral equations which contain the graphon, or graph limit, of the

dense graphs of study. In certain cases, we see that these equations are analytically

solvable, thereby giving an exact expression for the ground state in terms of a

product of spin wavefunctions. Brandão and Harrow [25] have demonstrated that

for a large class of Hamiltonians, a solution to the k-local Hamiltonian problem is

well approximated by product (i.e. unentangled) states. In particular, this applies

to 2-local Hamiltonians with high degree, which is the exact type of Hamiltonian

we consider, which agrees with our mean-field derivation (a product state ansatz is

implicitly taking a mean-field approach). Although the general local Hamiltonian

problem is QMA-complete [87], the class of Hamiltonians considered in [25] is in NP.

Our results imply that in the thermodynamic limit, only graphs with measure 0 in
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the space of all simple graphs lie outside of P. For this reason it would be interesting

to better understand the implications of our work in the realm of complexity theory

classifications, which might give interesting candidate graphs for which the mean-

field approach breaks down.

181



Bibliography

[1] S. Abramsky and P.-A. Mellies. “Concurrent games and full completeness”.

In: Proceedings. 14th Symposium on Logic in Computer Science

(Cat. No. PR00158). 1999, pp. 431–442. doi: 10 . 1109 / LICS . 1999 .

782638.

[2] Samson Abramsky. “Classical Logic, Classical Probability, and Quantum

Mechanics”. In: Quantum, Probability, Logic: The Work and Influ-

ence of Itamar Pitowsky. Ed. by Meir Hemmo and Orly Shenker. Cham:

Springer International Publishing, 2020, pp. 1–17. isbn: 978-3-030-34316-3.

doi: 10.1007/978-3-030-34316-3_1. url: https://doi.org/10.1007/

978-3-030-34316-3_1.

[3] Samson Abramsky, Rui Soares Barbosa, Martti Karvonen and Shane Mans-

field. “A comonadic view of simulation and quantum resources”. In: 2019

34th Annual ACM/IEEE Symposium on Logic in Computer Sci-

ence (LICS). IEEE. 2019, pp. 1–12.

[4] Samson Abramsky, Rui Soares Barbosa and Shane Mansfield. “Contextual

Fraction as a Measure of Contextuality”. In: Physical Review Letters

119.5 (Aug. 2017). issn: 1079-7114. doi: 10 . 1103 / physrevlett . 119 .

050504. url: http://dx.doi.org/10.1103/PhysRevLett.119.050504.

[5] Samson Abramsky, Rui Soares Barbosa and Amy Searle. “Combining con-

textuality and causality: a game semantics approach”. In: Philosophical

Transactions of the Royal Society A: Mathematical, Physical and

182

https://doi.org/10.1109/LICS.1999.782638
https://doi.org/10.1109/LICS.1999.782638
https://doi.org/10.1007/978-3-030-34316-3_1
https://doi.org/10.1007/978-3-030-34316-3_1
https://doi.org/10.1007/978-3-030-34316-3_1
https://doi.org/10.1103/physrevlett.119.050504
https://doi.org/10.1103/physrevlett.119.050504
http://dx.doi.org/10.1103/PhysRevLett.119.050504


Engineering Sciences 382.2268 (2024), p. 20230002. doi: 10.1098/rsta.

2023.0002. eprint: https://royalsocietypublishing.org/doi/pdf/10.

1098/rsta.2023.0002. url: https://royalsocietypublishing.org/

doi/abs/10.1098/rsta.2023.0002.

[6] Samson Abramsky and Adam Brandenburger. “The sheaf-theoretic struc-

ture of non-locality and contextuality”. In: New Journal of Physics 13.11

(2011), p. 113036.

[7] Samson Abramsky and Adam Brandenburger. “The sheaf-theoretic structure

of non-locality and contextuality”. In:New Journal of Physics 13.11 (Nov.

2011), p. 113036. issn: 1367-2630. doi: 10.1088/1367-2630/13/11/113036.

url: http://dx.doi.org/10.1088/1367-2630/13/11/113036.

[8] Samson Abramsky and Lucien Hardy. “Logical Bell inequalities”. In: Phys-

ical Review A 85.6 (June 2012). issn: 1094-1622. doi: 10.1103/physreva.

85.062114. url: http://dx.doi.org/10.1103/PhysRevA.85.062114.

[9] Samson Abramsky, Shane Mansfield and Rui Soares Barbosa. “The cohomo-

logy of non-locality and contextuality”. In: 8th International Workshop

on Quantum Physics and Logic (QPL 2011). Ed. by Bart Jacobs,

Peter Selinger and Bas Spitters. Vol. 95. Electronic Proceedings in Theor-

etical Computer Science. 2012, pp. 1–14. doi: 10.4204/EPTCS.95.1.

[10] Janet Anders and Dan E. Browne. “Computational Power of Correlations”.

In: Physical Review Letters 102.5 (Feb. 2009). issn: 1079-7114. doi: 10.

1103/physrevlett.102.050502. url: http://dx.doi.org/10.1103/

PhysRevLett.102.050502.

[11] Janet Anders and Dan E Browne. “Computational power of correlations”.

In: Physical Review Letters 102.5 (2009), p. 050502.

183

https://doi.org/10.1098/rsta.2023.0002
https://doi.org/10.1098/rsta.2023.0002
https://royalsocietypublishing.org/doi/pdf/10.1098/rsta.2023.0002
https://royalsocietypublishing.org/doi/pdf/10.1098/rsta.2023.0002
https://royalsocietypublishing.org/doi/abs/10.1098/rsta.2023.0002
https://royalsocietypublishing.org/doi/abs/10.1098/rsta.2023.0002
https://doi.org/10.1088/1367-2630/13/11/113036
http://dx.doi.org/10.1088/1367-2630/13/11/113036
https://doi.org/10.1103/physreva.85.062114
https://doi.org/10.1103/physreva.85.062114
http://dx.doi.org/10.1103/PhysRevA.85.062114
https://doi.org/10.4204/EPTCS.95.1
https://doi.org/10.1103/physrevlett.102.050502
https://doi.org/10.1103/physrevlett.102.050502
http://dx.doi.org/10.1103/PhysRevLett.102.050502
http://dx.doi.org/10.1103/PhysRevLett.102.050502


[12] S. Arora and B. Barak. Computational Complexity: A Modern Ap-

proach. Cambridge University Press, 2006. isbn: 978-0-521-42426-4. url:

https://theory.cs.princeton.edu/complexity/book.pdf.

[13] Assa Auerbach. “SpinWave Theory”. In: Interacting Electrons and Quantum

Magnetism. New York, NY: Springer New York, 1994, pp. 113–127. isbn:

978-1-4612-0869-3. doi: 10.1007/978-1-4612-0869-3_11. url: https:

//doi.org/10.1007/978-1-4612-0869-3_11.

[14] Rui Barbosa. “Contextuality in quantum mechanics and beyond”. 2015.

[15] Rui Soares Barbosa. “On monogamy of non-locality and macroscopic aver-

ages: examples and preliminary results”. In: 11th International Workshop

on Quantum Physics and Logic (QPL 2014). Ed. by Bob Coecke, Ichiro

Hasuo and Prakash Panangaden. Vol. 172. Electronic Proceedings in Theor-

etical Computer Science. Open Publishing Association, 2014, pp. 36–55. doi:

10.4204/eptcs.172.4.

[16] Rui Soares Barbosa, Martti Karvonen and Shane Mansfield. “Closing Bell

Boxing Black Box Simulations in the Resource Theory of Contextuality”. In:

Outstanding Contributions to Logic. Springer International Publishing,

2023, 475–529. isbn: 9783031241178. doi: 10.1007/978-3-031-24117-8_13.

url: http://dx.doi.org/10.1007/978-3-031-24117-8_13.

[17] Jonathan Barrett. “Information processing in generalized probabilistic theor-

ies”. In: Phys. Rev. A 75 (3 2007), p. 032304. doi: 10.1103/PhysRevA.75.

032304. url: https://link.aps.org/doi/10.1103/PhysRevA.75.032304.

[18] Rodney J Baxter. “Partition function of the Eight-Vertex lattice model”. In:

Annals of Physics 70.1 (1972), pp. 193–228. issn: 0003-4916. doi: https:

/ / doi . org / 10 . 1016 / 0003 - 4916(72 ) 90335 - 1. url: https : / / www .

sciencedirect.com/science/article/pii/0003491672903351.

184

https://theory.cs.princeton.edu/complexity/book.pdf
https://doi.org/10.1007/978-1-4612-0869-3_11
https://doi.org/10.1007/978-1-4612-0869-3_11
https://doi.org/10.1007/978-1-4612-0869-3_11
https://doi.org/10.4204/eptcs.172.4
https://doi.org/10.1007/978-3-031-24117-8_13
http://dx.doi.org/10.1007/978-3-031-24117-8_13
https://doi.org/10.1103/PhysRevA.75.032304
https://doi.org/10.1103/PhysRevA.75.032304
https://link.aps.org/doi/10.1103/PhysRevA.75.032304
https://doi.org/https://doi.org/10.1016/0003-4916(72)90335-1
https://doi.org/https://doi.org/10.1016/0003-4916(72)90335-1
https://www.sciencedirect.com/science/article/pii/0003491672903351
https://www.sciencedirect.com/science/article/pii/0003491672903351


[19] Kerstin Beer and Tobias J. Osborne. “Contextuality and bundle diagrams”.

In: Phys. Rev. A 98 (5 2018), p. 052124. doi: 10.1103/PhysRevA.98.

052124. url: https://link.aps.org/doi/10.1103/PhysRevA.98.052124.

[20] Catriel Beeri, Ronald Fagin, David Maier and Mihalis Yannakakis. “On the

Desirability of Acyclic Database Schemes”. In: J. ACM 30.3 (1983), 479–513.

issn: 0004-5411. doi: 10.1145/2402.322389. url: https://doi.org/10.

1145/2402.322389.

[21] J. S. Bell. “On the Einstein Podolsky Rosen paradox”. In:Physics Physique

Fizika 1 (3 1964), pp. 195–200. doi: 10.1103/PhysicsPhysiqueFizika.1.

195. url: https://link.aps.org/doi/10.1103/PhysicsPhysiqueFizika.

1.195.

[22] Robin Belton, Robyn Brooks, Stefania Ebli, Lisbeth Fajstrup, Brittany Ter-

ese Fasy, Nicole Sanderson and Elizabeth Vidaurre. Combinatorial Con-

ditions for Directed Collapsing. 2022. arXiv: 2106.01524 [math.AT].

[23] H. A. Bethe. “Zur Theorie der Metalle. I. Eigenwerte und Eigenfunktionen

der linearen Atomkette”. In: Zeit. für Physik 71 (1931), p. 205. doi: 10.

1007/BF01341708.
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Lipkin-Meshkov-Glick model in the thermodynamic limit and finite-size cor-

rections”. In: Physical Review E 78.2 (Aug. 2008). issn: 1550-2376. doi:

10.1103/physreve.78.021106. url: http://dx.doi.org/10.1103/

PhysRevE.78.021106.

[123] Subir Sachdev and Jinwu Ye. “Gapless spin-fluid ground state in a random

quantum Heisenberg magnet”. In: Phys. Rev. Lett. 70 (21 1993), pp. 3339–

3342. doi: 10.1103/PhysRevLett.70.3339. url: https://link.aps.org/

doi/10.1103/PhysRevLett.70.3339.

[124] J. Sakarovitch and R. Thomas. Elements of Automata Theory. Cam-

bridge University Press, 2009. isbn: 9781139643795. url: https://books.

google.com.ar/books?id=2RX3AQAAQBAJ.

[125] M. Schmidt. Hommes de science: 28 portraits. Hermann, 1990. isbn:

9782705661243.
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