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Abstract

In practicable multi-level secure systems it is necessary occasionally to
transfer information in violation of security policy. Machines for doing this
reliably and securely are called cross domain solutions; systems incorporating
them are cross domain systems. Data owners, especially in classified environ-
ments, tend to distrust other data owners, other systems and networks, their
own users, and developers of cross domain solutions. Hence, data owners
demand rigorous testing before they will allow their information into a cross
domain system. The interests of data owners are represented by certifiers
and accreditors, who test newly developed cross domain solutions and newly
installed cross domain systems, respectively. Accreditors have the authority
to grant approval to operate and the responsibility for accepting residual
risk. Certification and accreditation have always been expensive and time
consuming, but there are hidden inefficiencies and unexploited opportunities
to predict the actions of accreditors and to control the cost of certifica-
tion. Some case studies of successful and unsuccessful security certifications
and accreditations were analysed using grounded theory methodology. It
was discovered that inefficiency arises from conflation of the principle of
defence in depth with the practice of independent verification and validation,
resulting in an irresistible appearance of cost savings to managers with a
possible explanation in the relative maturity of different levels of software
engineering organisations with respect to policy, process, and procedures.
It was discovered that there is a simple rule relating certifier findings to
developer responses that predicts the duration of penetration testing and can
be used to bound the schedule. An abstract model of cross domain system
accreditation was developed that is sufficiently powerful to reason about
collateral, compartmented, and international installations. It was discovered
that the behaviour of accreditors satisfies the criteria for reliable signalling in

the presence of asymmetric information due to Akerlof, Spence, and Stiglitz.
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Chapter 1

Introduction

Sometimes it is necessary to violate your own security policyE] The necessity
for this presents itself from time to time in multi-level operating systems
that use Mandatory Access Control (MAC) because multi-level systems
employing MAC are well suited to keeping information—and users at different
security classifications—separate, but in practice sometimes systems need
to interact and share differently classified information in order to make
use of it [74], 228, 267]. There are a handful of recognised solutions to
the problem of controlled communication across security boundaries; they
may be designed in, as between partitions in a separation kernel operating
system; or external, as in the case of routing devices or protocols between
compartmented mode workstations over a single-level network or multi-level
network, or between computers on isolated networks in different security
enclaves. While unneeded in certain special applications of multi-level
systems—e.g., in consolidated aircraft flight control computers where different
safety-critical programmes run in separate partitions on the same hardware in

order to conserve space, weight, and power but never communicate or share

1Some of the information in this chapter has been previously published in the C&ESAR
2012 conference, Rennes, France, pp. 19-28 [143].
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data across partition boundaries [197]—mnevertheless in numerous other cases
including imagery analysis and intelligence sharing, communication across
security boundaries in multi-level systems is a requirement. When recently
a new high-assurance separation kernel was developed for certification, an
inter-partition communication subsystem had to be developed and certified

at the same time [3], 104, 200} 248, 249].

1.1 Subject of this Thesis

The general subject of this thesis is problems encountered by developers,
certifiers, and accreditors when attempting to evaluate and certify the security
of systems, like that one, that need to communicate across security boundaries.
More particularly, what happens when the security testing criteria are new
or have suddenly changed? Most specifically, is the high cost of security
testing a necessary consequence of information assurance, or are there ways

to make it quicker without making it weaker?

1.1.1 Method

To answer that question, we look at a longitudinal study of software engin-
eers, testers, certification authorities, and accreditors (who represent the
interests of data owners) of a typical cross domain system used for classi-
fied information. Case studies exhibiting both successful and unsuccessful
outcomes of security testing are fairly presented. From these, we derive a
grounded theory of formal and informal communication channels that exist
in the certification and accreditation process and which may explain why
some of these characteristic and puzzling behaviours persist. To assist with
understanding projects that are done in classified environments and take

years to complete at a cost of hundreds of thousands or millions of pounds,
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an abstract model of certifier and accreditor behaviour—one that satisfies
the conditions given by Akerlof and Stigler for ‘reliable signalling’ in the

presence of asymmetric knowledge—was developed.

1.1.2 Previous Publications

All of the methodology and results herein have been previously published in
preliminary form. The conflation of the principle of defence in depth with the
practice of independent verification and validation, together with overlapping
domains of responsibility leading to unnecessarily high cost of cross domain
certification and accreditation, together with a research plan including only
the failed Common Criteria security evaluation—what is now Chapter [@}—was
published in 2010 [I42]. With the addition of another case study extending
the research longitudinally across the evolution of an exemplar cross domain
solution (Chapter , the residual risk calculation between accreditors on
different sides of a multi-level system, the existence of at least one covert
channel, and the forcing of undesirable information flows (Chapter @, were
published in 2012 [143]. The abstract model was then extended to include
the accreditation phase in addition to certification testing, and published

along with new results in 2013 [144].

1.1.3 Applicability

Despite its origin in intelligence community and military communication
systems ranging from radar tracking to combat search and rescue to signals
interception, this research may find its first practical application in the field
of health care. Consider the problems of health insurance, moral hazard, and
adverse selection. Health insurance companies, it may be observed, act a bit

like competing foreign intelligence agencies: it is not far off the mark, if you
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take into account all of their motivations. The problem of privacy-respecting
Electronic Health Record (EHR) systems and information sharing between
health care providers and insurance companies reduces to an SCI-like or
international cross domain system accreditation with non-cooperating data

owners (see Chapter [6).

1.2 Crossing Domains

The reason for existence of cross domain systems is to violate security policy
in a controlled manner [5] [74]. In practice, despite the existence of published
standards and commercially available operating systems, at the present time
it must be admitted that compartmented mode workstations and multi-
level servers are comparatively rare in the wild. Instead, in the existing
Intelligence Community (IC) environment, made up as it is primarily of
single-level networks—that is, relatively isolated networks each of which
comprises a security enclave or security domain at a particular security
classification—connected to the network cloud, the prevailing security policy
for military and national security systems remains Bell-LaPadula (with the
addition of Biba’s ‘*’-integrity axiom in some cases)ﬂ [21, 25]. Because it is
required that information move across security boundaries, therefore by the
Intermediate Value Theorem for Computer Security (CS-IVT), at least one
multi-level component must exist [20, §6.2]. Distinct from firewalls—which
they superficially resemble—and from Internet Protocol (IP) routers—which
is how these devices appear to and integrate with the rest of the network—
cross domain solutions might be said to operate above the Application Layer

of the OSI network model, in the realm of security policy (see Figure .

2This is the same security model as used in Trusted Solaris 2.5.1 without the assertion
of privilege. It was simplified in Trusted Solaris 8 and further simplified in Solaris 11 (with
Trusted Extensions) by the elimination of information label functionality.
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Figure 1.1: Nemeth’s extension of the seven layer OSI network model (photo
used by permission of Phil Wolff).

Cross domain systems are found everywhere, from military systems to
medical records privacy to critical infrastructure industrial controls. Modern
automobiles are cross domain systems. Although the fact is not widely
appreciated yet, the chassis and under-hood information architecture, show-
ing thought given to separation of safety-critical networks—that is, engine
control, stability control, and braking—from non-safety-critical networks
handling environmental controls and entertainment systems—is reminiscent
of intelligence community cross domain security challenges and the same
kind of attacks have been found to work there [50] [135] 257].

Cross domain systems occasionally embody international co-operation
and communication in a box. If war is to be avoided, it is crucial that cross

domain systems should work all the time and do exactly what they are
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supposed to do, not less and not more. Consequently it is the job (1) of
software and hardware developers to make the components of cross domain
systems with high assurance; (2) of systems integrators to design systems
and install components in the field with care and attention to security; (3)
of certifiers and accreditors to test the security of components, systems, and
installations thoroughly; and (4) of government programme offices—in the
case of classified systems—to oversee the process.

It should not be thought, despite the focus of this thesis, that security
evaluation of cross domain systems is only a problem of interest to military
services or the intelligence community. The privacy of EHR needs be pro-
tected from excessive data mining by insurance companies for the purpose
of unfair discrimination; eScience will be negatively affected if epidemiolo-
gists cannot compare histories because they remain locked up in isolated
databases; and cars should not lose control and run off the road because
of a malicious code transmission picked up by the tyre pressure monitoring
system and routed to the off front brake actuator via an ad hoc cross domain
system installed in the entertainment system by means of an authentication
vulnerability in the firmware updating mechanism of the Engine Control
Unit (ECU), just for example [50, §5], [135], §IV].

In factories, safety and control functions are commonly run on the
same network, a departure from the recommended practice of only a few
years ago: ‘the biggest reason given...is to avoid common mode failures’
[214]. But consolidation of at least two of three networks carrying Aircraft
Control domain, Operator Information domain, and Passenger Entertainment
domain traffic in several models of Boeing 737 aircraft has already begun;
prior to Federal Aviation Administration (FAA) rule-making citing ‘Special

Conditions’ in 2014, the three network domains previously ran on separate
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busses, primarily for historical reasonsE| but that separation gave obvious
safety benefits as well [75]. Since the adoption of DO-178/C, first the
computers and now the networks have migrated to use of Virtual Machine
(VM) separation on shared hardware, for equally obvious Space, Weight,
and Power (SWaP) savings [89) [198] 200]. When building new airframes,
aerospace engineers quite rightly wants to avoid running three wires where
one will serve, saving kilograms of mass. But if we believe that VM separation
suffices for safety-critical software, do we believe it as strongly for network
traffic?

EHR systems in the U.S. in particular are in need of cross domain
solutions. A few years ago, government funding initiatives encouraged
most health care providers in the U.S. to adopt electronic record-keeping
systems—with the ostensible purpose of reducing errors—and to convert
their existing paper files to digital form. This has, for the most part,
been done. But the U.S. at present lacks a central clearinghouse for EHR
interchange; consequently, it is usually the case that different physicians’
office’s record-keeping systems cannot talk to one another, nor do they have
direct connectivity to hospitals, nor to specialists. With the exception of a few
Health Maintenance Organisation (HMO) systems like Kaiser Permanente,
every time a patient is referred by a G.P. to a specialist, the patient’s health
care records go across on paper. It is obvious that tens of thousands of
isolated EHR networks will be interconnected during the next few years; it
ought to be done securely. The military solved this problem decades ago [156].
Information sharing between mutually distrustful data owners is isomorphic
to the problem of protecting privacy whilst not precluding epidemiological

studies beneficial to the health of the whole society, or the practice of health

3The three network domains came aboard years apart; it made retrofitting features like
seat-back video screens and remote maintenance monitoring easier on old aircraft.
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insurance.

1.2.1 Definitions

A cross domain system, abbreviated ‘CDS’, is the application of a multi-
homed device interconnecting two or more security domains at different
security classification levels. It is synonymous with ‘Controlled Interface’ [74].
A simple cross domain system, called a data diode, is shown in Figure (a).
The one-way communication path is of limited usefulness, though, if only
for the reason that it makes reliable communication across the interface
impossible [207]. Real cross domain systems typically have a mixture of
one-way and multi-way communication channels and multiple security clas-
sification levels, as shown in Figure (b)ﬁ The example in Figure (c)
incorporates dual redundant cross domain solutions in a fail-over hot spare
configuration with Virtual Local Area Network (VLAN) switches that have
been evaluated for separation, and is typical of the level of complexity of
cross domain systems being deployed today.

It is only recently, for about the last twenty years, that cross domain
systems have been automated in the first place. In a sense, cross domain
systems act like wartime censors, opening mail sent by soldiers at the front
and excising a town name here, a code word there, or information about the
readiness of forces. With the rise of electronic communication networks, cross
domain systems evolved into an A/B switch between two teletypewriters,
manned by a skilled operator whose job it was to read information from one
network, throw the switch, and re-type it into the other network, occasionally
with changes. This relatively primitive and extremely slow technology

persisted until the early nineteen-nineties, when in the first Gulf War, to

4Security classifications are for illustrative purposes only and do not necessarily indicate
the presence of classified information.
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Figure 1.2: Cross domain systems in conception and reality.

support a large international coalition, it was realised that a faster means
of data interchange was required. Commanders in the field, early in the
war, were forced by operational tempo to bypass administrative controls
limiting connections between air-gapped networks, and some ‘spills’ naturally
resulted. The first automated cross domain device, RADIANT MERCURY, was

developed in response to that operational need. Because it was shockingly
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unprecedented at the time to entrust the security release decision to an
automated system, the certification testing of that first system was awesomely
careful. Its lineal descendants are the subject of this narrative.

RADIANT MERCURY is a cross domain solutionﬂ Unfortunately also
abbreviated ‘CDS’, the term ‘cross domain solution’ as it is commonly
used refers to a product, usually comprising certified software running on
approved hardware, intended for the purpose of interconnecting two or more
communicating endpoints at different security levels to form a cross domain
system. The functionality of a cross domain solution may include one-way,
two-way, or multi-way information flows, automatic sanitisation, upgrading,
downgrading, and guarding. Other cross domain solutions may be simply
data diodes [95, [96, [1T5], [141].

Cross domain solutions, uniquely combining inherent complexity with
the potential to cause ‘exceptionally grave damage to national security’
should they fail, are developed and tested with the utmost care [180], [243),
chapter 10, §5]. Beginning with formalised requirements and specifications
review, proceeding through preliminary and critical design reviews, accom-
panied by high level and low level design documentation and configuration
management of all hardware and computer software configuration items,
systems engineering, and formal configuration control boards where records
are kept, the software is written by vetted software development person-
nel in a closed area maintained under physical security [I59]. Design and
code inspections, automated static analysis of source code, unit and system
level tests, documentation, training of software developers, installers, and

operators, audits, and process improvement are all part of the expected

5To resolve the ambiguity, we suggest a compromise: retain the abbreviation ‘CDS’ for
cross domain solutions and use ‘XD’ (‘x-ray delta’) to refer to what presently are called
cross domain systems.
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environment.

1.2.2 Two Analogies

To appreciate the difference between cross domain systems and cross domain
solutions, it may be useful to consider the following analogy: the cross domain
solution in a cross domain system is like the boiler in the infrastructure of a
house. In Figure corresponding to the unit isolation valves on the input
and output of the boiler are the screening routers sometimes required by
particularly conservative accreditors in classified environments, reflecting the
accreditor’s understanding of the principle of defence in depth through serial
placement of devices with different implementations and functions. (More
will be said about screening routers later.) The water inlet to the boiler, at
ambient temperature, corresponds to the high side information system. The
clean water supply corresponds to the higher value or higher classification
security domain. The boiler acts as a cross domain solution, bridging the
security boundary between the high side and low side with responsibility for
protecting high side information from threats on the low sideﬁ Protection
devices on the boiler corresponding directly to security controls in a cross
domain system include the Pressure Relief Valve (PRV), which fulfils the
purpose of a commonplace security functional requirement on cross domain
solutions, that the system must shut down automatically if audit storage
becomes full. The flow meter corresponds to usage metrics, and a back-flow

preventer, if fitted, to a data diode. The gas input to the burner corresponds

SAs an aside, the heat input of the natural-gas—fired boiler can be considered, ther-
modynamically, to increase the entropy H (or, more properly, enthalpy, since the gauge
pressure is approximately zero) of the low-side system, corresponding in Shannon’s [1949]
formulation to a reduction in the amount of information a receiver could understand from
the signal, or more properly put, a smaller probability that the receiver’s interpretation of
the signal is correct, reflecting the operation of the sanitisation function of a cross domain
system in the high-to-low direction [208].



12 CHAPTER 1. INTRODUCTION
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Figure 1.3: Piping and Instrumentation Diagram (P&ID) for the cross
domain system analogy.

to sanitisation rules and the drain valve to the zeroisation function on the
hardware that is required before allowing any hardware that has ever touched
classified information to be shipped off-site for repair.

The analogy is imperfect but useful, because piping and instrumentation
diagrams like Figure[I.3 are the starting point for another well-tested method
of risk identification called HAZOP, used in the process chemical engineering
industry [132]. By way of another analogy, HAZOP might be applied to
the software development and certification & accreditation processes of a
cross domain solution to locate potential ‘hazards’ posing a risk to the
timely progression and budget of the software development and maintenance
organisation and to the certification and accreditation of systems in the field.

For example, following the HAZOP process, we first divide the unit to be
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analysed into nodes. Like in chemical engineering, a node is a section of the
process where a significant change takes place. In a chemical plant, a pump
is a node because it increases pressure. In software development, commits
in the software configuration management system (because they change the
source code), design changes (because they change the product or process),
board meetings (because they change the state of the project), and status
reports (because they affect the project manager’s internal model of the
state of the project) are all nodes. As in HAZOP, we select a node, define
its purpose, and determine the safe limits. Using guide words such as ‘too
much’, ‘too little’, ‘wrong material supplied’, ‘no flow’, ‘reverse flow’, and
others, we identify potential hazards and their causes. We determine how it
is known that a safe limit has been exceeded. We estimate the consequences
of each identified hazard, identify all existing safeguards, and estimate the
frequency of occurrence of the hazard. Finally, we risk-rank the hazard. If
done correctly, shortcomings in safeguards are identified ahead of an accident
and disaster averted. Application of HAZOP to the software development
and certification & accreditation processes is proposed for future work, but
more will be said about the role of policy, process, and procedures and the
relative maturity of software development and testing organisations and
how it predicts the success or failure of a certification test activity after the

development phase, in Chapter [6]

1.3 The Difficulty of Installation

Once released from the software development organisation and having com-
pleted certification testing, every cross domain solution must be installed in
the field as part of a cross domain system. It is illuminating to consider the

plight of the cross domain system installer as a problem in field philology.



14 CHAPTER 1. INTRODUCTION

Beginning back at the developer’s plant, from the first contacts between
the assigned installer and the first of several data owners to be affected
by a particular cross domain system installation, and extending through
accreditation and approval-to-operate, it is the installer’s responsibility to
understand the aggregation of all the different data owners’ requirements
for protection of their own information, not to mention the data formats
for presentation and transliteration, if required. Data owners do not trust
one another with access to their information, hence the need for a controlled
interface between security enclaves in the first place [143].

It is not uncommon for the installer to have to negotiate specialised
shipboard terminology one week, airborne or space-based systems on the
following installation, complex pre-existing computer room setups where
mutually distrustful data owners come together only reluctantly, or even war
zones. An example may serve to set the scene. The following scenario is
typical of installer guidance for the simplest and most straightforward of cross
domain system installations, a ‘type accreditation’ of familiar hardware and
software to be installed in a relatively standardised environment, comprising

comparatively well-debugged communication interfaces and message formats:

USS Theodore Roosevelt (CVN-71), a 104 000 tonne nuclear
powered aircraft carrier of the Nimitz class, arrived in 2007 at
Norfolk Naval Shipyard (NNSY) in Portsmouth, Virginia for
a Planned Incremental Availability (PIA)—meaning a type of
overhaul short of drydocking—of nine months duration. One of
the scheduled activities during the 2007 PIA was installation of
new computer systems in the carrier’s Combat Direction Centre
(CDC), located on the O3 deck to amidships forward of the island,
adjacent to the Carrier Air Traffic Control Centre (CATCC) and
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immediately below the ship’s flight deck.

In the CDC spaces of a warship are found the processors
of the AN/UAQ-119E(V) Global Command and Control System-—
Maritime (GCCS-M) battlespace management systemﬂ charged
with maintaining portions of the ship’s Common Operational
Picture (COP) on the displays in the CDC. Aboard ‘big decks’
with their multifarious connections to communication networks at
security classification levels ranging from Sensitive Compartmen-
ted Information (SCI) down to unclassified and foreign national
sources, GCCS is protected from some of those networks—and
other networks protected from GCCS—by a ‘guard’ or Controlled
Interface (CI), conceptually a firewall, but more complicated
than a packet filter and comprising one or more cross domain
Solutions.lﬂ During the 2007 PIA, the Teddy Roosevelt was to
receive a CDS upgrade to markedly improve throughput of GCCS
and to replace old, out-of- maintenance hardware and software

with up-to-date versions. It did not happen that way.

15

‘T.R.” waited in port as long as she could for the arrival of the specialist

contractors who were to install her new CDS and of the Independent Verific-

ation and Validation (IV&V) specialists who were to test the system prior

to granting of Approval to Connect (ATC) and Approval to Operate (ATO)

by the Navy accreditor. The ship sailed at the end of the PIA without its

GCCS-M COP fully operational because the cross domain solution was not

7 GCCS is pronounced geeks.
8Security assurance and testing requirements for Top Secret/SCI and Below Interop-
erability (TSABI)-approved cross domain system interconnections in the U.S. defence
department are established jointly by the National Security Agency (NSA) under the
auspices of the Unified Cross Domain Management Office (UCDMO) and, in the case of
afloat systems, by the Navy Cross Domain Management Office (NAVCDMO).



16 CHAPTER 1. INTRODUCTION

available in time. Months later, an expensive underway installation trip was
mounted instead; the installer, trainer and IV&V team were flown to the
ship by fixed-wing Carrier Onboard Delivery (COD) aircraft, then CODded
off again at-sea afterwards.

Reasons for the delay of this representative CDS installation were com-
plex, inter-related, and interesting. Factors included microprocessor vendor
hardware product life—cyclesﬂ operating system vendor software product
life—cyclesm international information security evaluation and testing stand-
ardsB activities of U.S. and foreign companiesB minutisze of government ac-
quisition rulesE U.S. Navy and U.S. Department of Defence (DoD) policiesE
and members of the intelligence community. In all, the Roosevelt waited
almost seventeen months for her new cross domain system, most of that time
taken up by Certification Test and Evaluation (CT&E) of a new version of
the software, which had been forced to be developed outside the ‘natural’
software development life-cycle by events outside the scope of the developer’s
software engineering process.

The situation just described is not an anomaly [45]. It is unfortunately the

routine consequencﬁ of software engineering and CT&E processes currently

9The UltraSPARC IIT microprocessor with copper (Cu) interconnect was microcode-
incompatible with the previous stepping of that chip that used an aluminium (Al) metal-
isation layer. This meant that Trusted Solaris 8 4/01 would not run on Cu machines.

10The certified version of Trusted Solaris 8 had no rating maintenance waiver for use
with regular Solaris 8 HW 12/02 patches that enabled use on the UltraSPARC III Cu chip.

"The Common Criteria certificate for Trusted Solaris 8 (Certified Edition) specified a
limited set of approved hardware in the Security Target, all of which were past End-of-Life
(EOL) and no longer sold by the hardware vendor.

12The hardware manufacturing division of the OS vendor was located in California, but
Trusted Solaris 8 was developed in the U.K., and certified by the Canadian government.

3NSTISSP No. 11 requires ‘National Security’ computer systems to have been evaluated
and certified under the Common Criteria or equivalent.

14Recertification of the cross domain solution was triggered, under UCDMO rules, by
the change of OS; as the certified hardware platform was unavailable for purchase new,
it was briefly considered to acquire used hardware on the secondhand market, but this
was rejected on the grounds that pedigree of the uncontrolled hardware could not be
established.

15¢ . an acquisition process that Deputy Defense Secretary William Lynn told a Strategic
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employed to develop and field critical systems in the defence departments
of the U.S. and U.K. governments and as regards their relationships with
certification and accreditation authorities who often are members, not of the

military, but of the intelligence community [62] Chapter X].

1.4 Certification and Accreditation

Once the software and hardware of a cross domain solution have been
developed, and have passed the developer’s Factory Acceptance Test (FAT)
procedures and have been shown to be functionally operational in satisfaction
of the design requirements and specification, the hard work of security
certification and accreditation begins. Before it will be deemed trustworthy by
users, the product must be tested again for the purpose of certification, then
installed in the field and each installed system tested again in the environment
it which it will operate, in a process called accreditation. The reason for
this is because the developer’s own tests are designed to verify traceability
from requirements through specification to design and functionality of the
resulting system, but security is often a non-functional requirement [82]
Chapter 2]. Certification and Accreditation (C&:A)m in this context refers

to a combination of:

Command Cyber Symposium audience takes “81 months from when an IT program is first
funded to when it becomes operational.” He added that “this means systems are being
delivered four to five generations behind the state of the art.” > [114].

16The new preferred terminology, replacing C&A, is Assessment and Authorisation
(AEA).
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e security testing of components, includ-
ing:
— regression testing to functional re-
quirements, usually performed by
the developer and witnessed by the
certification authority; ‘Certification’
— independent verification and valida-
tion, performed by a different group
from the developer; and
— penetration testing, performed by
the certifier;
e re-testing of systems composed of certi-
fied components after the components
have been installed in the field but be- ‘Accreditation’
fore granting of approval for the system
to connect and approval to operate; and
e regular, required re-examination and re-
‘Maintenance’

authorisation of the entire system.

Some certification schemes, particularly the Common Criteria, explicitly
include requirements to validate that the developer’s processes and proced-
ures are adequate to provide a defined level of assurance. This is reflected
in the distinction between Security Assurance Requirements (SAR) and
Security Functional Requirements (SFR) throughout the Common Criteria
[58]. Finally, as a result of lessons learnt in the certification of Compartmen-

ted Mode Workstation (CMW) products, virtually all security certification
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schemes in use today, dating from the orange book, explicitly include a rating
maintenance phase [242].

The certification phase of testing, formally called Certification Test and
Evaluation (CT&E), precedes the installation of a cross domain solution in
the field. CT&E is followed by Security Test and Evaluation (ST&E), or

accreditation. As described in a previous paper:

In the case of [cross domain solution| applications having field-
alterable rules, CT&E is performed using a representative set of
processing rules designed to exercise the capabilities of the system.
In practice, the software developer (being the one most familiar
with the system) creates an initial set of tests and expected results
based on Factory Acceptance Test (FAT) procedures and test
coverage analysis. Then a different organisation is engaged to
use those procedures to perform Independent Verification and
Validation (IV&V) and penetration testing on the system. At
each stage in the certification process, findings—deviations from
expected results—are reported to the developer and the certifier.

After CT&E, each instance of the [cross domain solution]
needs to be installed and accredited for a particular use in a
particular location. After the initial site survey, trained installers
configure rule sets in coordination with all of the data owners
involved and set up the system in the location where it is to be
used, though it is not connected to all of the network endpoints yet.
At this time, site operations personnel, system administrators,
and security officers are trained on the new system. Before the
[cross domain system)] is allowed to connect for the first time, it
needs to be tested one more time in a process known as Security
Test and Evaluation (ST&E) for accreditation. Since the ultimate
purpose of a [cross domain solution] is to reduce residual risk
to a level acceptable by the data owner(s), in each case there is
a Designated Approving Authority (DAA)—a person delegated
by the Principal Approving Authority (PAA) of the data owner
formally to accept responsibility for residual risk in the operation
of the [cross domain system]. IV&V contractors assist the DAA
with ST&E by exercising the [cross domain solution]| through
test procedures specific to the site until the DAA is satisfied
and agrees to accept responsibility for the residual risk. The
DAA then issues an Approval to Connect (ATC) and allows the
system to operate. The formal Approval to Operate (ATO) is for
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a limited time—mno more than three years—and contingent on
security-relevant changes not being made to the system without
approval [142].

A cross domain solution product is certified, but every individual install-
ation of that product must be independently accredited. What is certified
is always a particular release of a particular software product running on
specified hardware (the ‘evaluated configuration’). Minor changes to certified
software in a cross domain solution might be accommodated with extensive
documentation; any kind of major change to the software, including new
features or porting to a new operating system or hardware architecture,
trigger immediate invalidation of the certificate and re-certification of the
cross domain solution under all known certification schemes.

For ‘cookie-cutter’ installations,i.e., those of identical hardware and
software in identical network and physical security environments with equi-
valently cleared users, sometimes it is possible to secure a ‘type accreditation’,
but those are uncommon. Type accreditations are suitable for shipboard
installations across the same class of relatively small ship, e.g., destroyers.
They have not been found to be useful in ground stations or big decks, in

general, because of differences across sites in the local network environment.

1.4.1 Moving Towards Reciprocity

At the 2011 Unified Cross Domain Management Office (UCDMO) conference,

the following working definition of ‘reciprocity’ was given:

If you bring me your documented evidence package, showing
what you tested, how you tested it, and documentation that you
did the testing the way you say you did, then I'll look at it and
see what you’ve already done. I am not going to re-do tests that
you have already done and documented that you did.

Reciprocity does not mean accepting others’ authorisation,
only the documented evidence of tests already done. If the new
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agency’s own risk assessment differs from yours and calls for
additional tests, then only those additional tests will be run and
must be run. [46, emphasis in original]

Reciprocity has been slow to arrive within the intelligence community
and between the IC and the military services. The reasons are primarily
historical, arising from differences of philosophy over protection of sources
and methods of collection [192]. But the unreasonably high cost of certifying
new cross domain solution products, and of accrediting new cross domain
systems—Dboth in money and time—are finally beginning to drive progress.

The new preferred terminology, originating in NIST SP 800-39, is ‘Se-
curity Assessment and Authorisation’, abbreviated A&A or SA&A [162].
‘Certification and accreditation’, it was said, implied a finality that misled

too many people into thinking they could simply:

‘...try to pick up an accredited system and put it down some-
where else. The new name correctly reflects a security authorisa-
tion process’ [259].

The use of the new term also avoids confusion with the current abbrevi-
ation ‘CNA’ meaning Computer Network Attack [77]. There is talk at the
annual UCDMO conference of fully integrating A&A into the acquisition
process some day; security controls would then simply become contract re-
quirements, written into the request for proposals and treated as deliverables

in the same way as functional requirements [46].

1.4.2 The Particular Difficulty of Cross Domain C&A

The special difficulty of cross domain solution certification and cross do-
main system accreditation lies inherent in the fact that—by definition—such
systems always will span at least one boundary between security domains

controlled by different data owners [143]. Certification authorities, which



22 CHAPTER 1. INTRODUCTION

for historical reasons often originated in or eventually were placed under
the bailiwick of intelligence-collection agencies, represent in their testing
the concerns of their most conservative interests [2, [I76]. Accreditation
authorities vary in this style more than certification authorities, but certified
cross domain solutions regularly encounter the trap concealed in that par-
ticular thicket as well, i.e., the necessity to satisfy during accreditation the
overlapping assurance criteria of multiple Designated Approving Authorities
(DAAs), who represent the interests of data owners in the field. For the
installer or developer to attempt to take an inclusive approach and test
once to the ‘high water mark’ of the applicable security standards typically
fails because of the lack of reciprocity. Consequently, the testing burden
on the cross domain solution or system tends to be multiply duplicated
as if the principle of defence in depth were conflated with the practice of
Independent Verification and Validation (IV&V) [142]. ‘With multiple data
owners come multiple DAAs. With multiple DAAs come repeated rounds
of ST&E, typically conducted by the same IV&V contractors—who, being
already familiar with the system are the logical ones to test it at a reasonable
cost —and using similar or identical test procedures’ [ibid.]. That, simply, is
the root cause of the unnecessarily high cost, in terms of both money and
time, of cross domain certification and accreditation. The direct result of
it is delays such as the one that left USS Theodore Roosevelt partly blind
in wartime for almost a year and a half because of certification delays. The

present situation is intolerable.

1.5 Research Problem

The research questions are summarised in Table

Deployment of cross domain systems and solutions is expensive and
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Question Location
RQ-1 Is C&A more expensive than it needs to be?

RQ-2 What can be learnt from a failed evaluation? Chapter

§5.5.2, and
46.3

RQ-3 What can be learnt from a successful Chapter
certification? and &

RQ-4 What are the differences between the two that  §5.5.2| &
suggest a causal link from actions or inclination §6.3.1} and
to action—or inaction—and outcomes? 86.2.7

Table 1.1: Summary of research questions

time consuming, but it is more expensive and more time consuming than it
needs to be. In point of fact, information sharing opportunities are foregone,
underutilised, or missed in the flow of world events. We acknowledge that
such systems combine functional complexity with a uniquely high risk of
failure, and it is also true that the operational environment they are installed
into presents challenges not facing commercial systems, but the method of
testing and security evaluation presently employed is unnecessary duplicative
of effort. It is no wonder cross domain systems are cumbersome to get
accepted for approval to operate. But the cost is out of proportion to the
actual level of information assurance achieved.

As a first step towards solving the problem, this thesis examines two
closely related case studies. One is of a successful security certification of
a new cross domain solution—actually it was a major software update of
an old product but still an update that involved porting to a new operating
system, a new hardware architecture, and significant new functionality at

the same time. As a bonus, the certification criteria were unfamiliar to
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both the developer and certifier as well; they had to familiarise themselves
with a new standard as they went along. The other case study was an
unsuccessful Common Criteria security evaluation—here again, the developer
had extensive experience with previous security certification criteria but none
at all with the Common Criteria. That in itself is not an unfamiliar situation
for cross domain solution developers and vendors to find themselves in; cross
domain solution developers and installers regularly encounter operational
situations in the field that have no clear precedent yet need to be solved
rapidly, and furthermore it is the usual lot in life for a cross domain solution
developer to encounter repeatedly new security testing criteria that are
unfamiliar or which have suddenly changed [142]. As a former head of the

company put it (in the context of hardware systems),

But if the life expectancy of a regulation is so long as to
inspire mortal policymakers to create them, it is much too short
to provide the continuity needed to assure a stable lifetime for
the average project. As noted previously, the average major item
of defense-related hardware requires 8.3 years merely to develop,
and remains in the inventory for 23 years thereafter in the case of
an airplane and 33 years in the case of a ship (even excluding the
lag between the end of development and the production of any
individual item). Thus, viewing the development phase alone,
there is in that period an average of one complete turnover of
the regulations which were in being when a project was initiated,
resulting in a whole superstructure of totally new regulations
imposed subsequent to its birth. This is akin to changing the
rules of a basketball game at halftime. Compound this regulatory
turbulence during these formative years with the three aforemen-
tioned “streamlined” senior management decision-making council
meetings, four successive sets of senior government officials, two
sets of corporate leadership, eight budget cycles, and 144 votes in
Congress on funding, and the miracle is not that many programs
fail to survive but rather that some programs actually survive to
fail [11, p. 334-5 (emphasis in original)].

Although the identity of the product and names of participants have
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been anonymised, it is fair to reveal that it was the same product, although
years and versions apart, that is the subject of both case studies. How could
a system with nearly twenty years of successful pedigree, at the time of the
failed Common Criteria validation—and which had withstood numerous and
rigorous examinations at the hands of NSA among others at many times
in the past—have possibly failed what ought to have been a relatively easy
certification? The reasons why it should have been easy and why it was not

make for an interesting story and will be explained in Chapter [

1.6 Thesis

The main points of the thesis are summarised in Table

Thesis Key Idea Locations

Mutually distrustful data owners 1.3, 91.9
46.1.1, 96.3
and §7.1.1

Conflation of principle with practice 1.1.2} §1.4.2
& Chapter

The view from different security clearances

63
Grounded theory of communication
6.21-96.2.6

Sy

channels in CT&E

Model of accreditor behaviour (analytical)
o Model of certifier behaviour (observational) §6.2.7
6 Proof that accreditor channels exist §6.2.37§6.2.6|
7 The security paradox 46.2.4

Table 1.2: Summary of thesis points

1. It is an unappreciated fact that the difficulty of cross domain solution
certification and cross domain system accreditation is inherent in
the fact that—Dby definition—they uniquely always span at least one

boundary between security domains controlled by mutually distrustful

data owners, as justified in and analysed in §6.1.1] and
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and reiterated in §7.1.1] This makes them a suitable subject for study.

. People involved in the certification—and especially the accreditation—

processes seem to conflate the duplication of effort currently happening
in the practice of cross domain solution (and system) IV&V with
the security principle of defence in depth, which it is not. This is
probably because the way certification and accreditation schemes are
standardised presents the appearance of irresistible cost savings to
managers. The resulting overexpediture of time and effort—caused by
the previous point in the thesis, it will be argued in §1.4.2}—yields no

attendant increase in security assurance.

. Even more duplication of effort arises from the structurally limited

view of the cross domain system to be had by accreditors with different
security clearances and responsibility for information at different classi-
fications because the accreditors are constrained from communicating
freely with other accreditors in order to agree upon the true level of

residual risk. This assertion will be justified in §6.21-96.2.2)

. The key to solving this problem is to understand the explicit and implicit

communication channels that exist amongst accreditors at different
security levels, and between developer and certifier (including the
professional security testers), through which people arrive at a shared
comprehension of the level of residual risk in a cross domain solution
certification or a cross domain system accreditation without violating
the global security policy. Towards this end we present a grounded
theory of developer—certifier interaction during the CT&E phase and
an abstract model of inter-accreditor communication that is sufficiently

general to reason about cross domain systems interconnecting security
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classification levels that are both hierarchically and non-hierarchically
related; i.e., it is powerful enough to handle international accreditations.
The grounded theory is described in §5.5] The accreditor model is

analytical in nature, and is explained fully in

. Observationally, we derive a second model of certifier behaviour. It

is much less powerful than the accreditor model but more immedi-
ately applicable; it offers the cross domain solution developer a means
for exerting a measure of control over the schedule—and hence the
cost—of certification testing, in a specific example of the more general
observation that some evidence exists to suggest a new measure of
organisational maturity for software development organisations that
can predict the success or failure of security certification activities. The

evidence for this is shown in §6.2.7]

In §6.2.3| to §6.2.6] the communication channels predicted by the ac-
creditor model are shown to exist in the real world. Furthermore, they
satisfy the criteria for ‘reliable signals’ established by Akerlof, Spence,

and Stiglitz [1I, 212] 223].

In the process of exhaustively checking every reachable configuration
of the general accreditor model, a flaw in current official government
security policy was found; it is conventional wisdom that, to avoid as far
as possible the inevitable ‘ratcheting up’ of security classifications that
happens in the Bell-LaPadula model, all personnel should be cleared to
the lowest security level consistent with accomplishing their jobs. In the
case of accreditors, however, this precaution can backfire in interesting
ways; certain undesirable information flows are forced, and certain

desirable information flows are inhibited. If, however, all accreditors
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are simply cleared to the highest security level, no information leakage
occurs. Paradoxically, it is sometimes the case that relaxing security
rules improves security. (See §6.2.4})

Thesis Contribution Location
1 The essential difficulty g1.3 §6.1.1
of cross domain C&A 46.3), and i
2 The conflation of security practice §1.1.2| and §1.4.2|
with principle
3-4,6  Grounded theory and accreditor 45.5 &
behaviour model and E E
5 Certifier behaviour model with
practical application
7 Paradox in some government §86.2.4
security recommendations
— The historically overlooked role §2.2.1

of John Wilkins, the first certifier
of IT systems in the 17th century

Table 1.3: Summary of contributions

1.7 Contributions

This thesis makes the following contributions (Table . Firstly, it declares

that one unique characteristic of cross domain systems is that they are invari-

ably and by definition always installed in environments that are the collective

responsibility of at least two mutually distrustful data owners. Secondly, it

makes the case that it is this very environment that causes certifiers and

accreditors to conflate the principle of defence in depth with the practice of

independent verification and validation, leading to unnecessary duplication

of work because of certain irresistible cost savings apparent to planners

and managers. Thirdly, we propose a model of inter-accreditor communica-
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tion based on the limited visibility that accreditors with different security
clearances—not necessarily hierarchical clearances, it is important to point
out—have of the two sides of an ideal cross domain system; the accreditor
model is analytical in nature. Fourthly, we present a grounded theory of
intra- and inter-group communication observed during the certification phase,
and then show that the accreditor model is sufficiently general to reason
about real cross domain systems; the accreditor model is powerful enough
to handle international cross domain system accreditations. To complement
the accreditor model, fifthly an observationally derived model of certifier
behaviour is developed, derived from the grounded theory, less powerful than
the accreditor model but more immediately applicable to the developer’s
needs. Sixthly, it is shown that the accreditor model predicts the existence of
signals that have been observed in the real world, and furthermore these sig-
nals satisfy the criteria of Akerlof, Spence, and Stiglitz for reliable signals in
the presence of asymmetric information. Seventhly, we use that observation
to show that there exists a flaw in current official government security policy.
Finally, some overdue credit is given to one historically ignored pioneer of

information security certification in the seventeenth century.

1.8 Organisation

Chapter [2] reviews the literature of western government computer and com-
munications security standards and their application to the certification and
accreditation of cross domain solutions and cross domain systems, along with
some literature outside the area of computer security that offer potential
solutions to the high cost of certification and accreditation that prevail today.
Chapter |3| describes the research methodology. Building on this groundwork

and the commonality of related systems, subsequently chapters [ and
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introduce a pair of related case studies designated R’ and R’ respectively,
calling attention to different experiences that occurred in view of the common
heritage of the underlying code and continuity of the software development
organisation, sponsoring government departments, and certification author-
ities and professional security testers. Chapter [6] pulls together the results
described already, interpreting them in light of a theoretical framework for
understanding certification and accreditation problems abstractly. Finally,
in Chapter [7] results are summarised and conclusions that can be drawn are
presented. Following is a glossary of specialised terms and abbreviations;
Appendix [A] which lists all of the codes used; a separable Appendix [B] con-
taining the original data necessary to reproduce the methodology, ATLAS.ti
hermeneutic units, and analytical memoranda; and a separable Appendix [C]
that contains de-anonymisation codes necessary to link the identities of the

systems and participants to the original data for traceability.

1.9 Summary

This chapter introduced the twin concepts of cross domain systems and
cross domain solutions and offered some insight from experience on the
peculiar problems suffered by the cross domain developer, installer, vendor,
certifier, tester, accreditor, buyer, and user. Cross domain systems exist to
violate security policies but must do so reliably and controllably; they show
up in a surprising variety of places, from surgeries to automobiles to CIA
headquarters. They are more than firewalls, which they resemble.

Because they are used in high-threat, high-risk environments, cross do-
main systems are developed and tested to the highest standards, comparable
to space flight reliability requirements. They can be reasoned about, however,

by analogy to piping and valves. In fact, some cross domain solutions used
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in particularly high threat environments are mechanically as simple as a
unidirectional strand of optical fibre; with no return path provided, it cannot
be compromised. It also cannot be used for Transmission Control Protocol
(TCP) connections, though it can support Universal Datagram Protocol
(UDP)[T]

Cross domain systems float in a sea of untrust. They are only grudgingly
accepted by data owners, tested to extremes by certifiers, re-tested by
accreditors, and blamed when the mail doesn’t go through. Is it any wonder
that the cost of them is unreasonably expensive? Part of that cost can
be attributed to a misunderstanding about the reason for effectiveness of
independent verification and validation testing. Site accreditors representing
the interests of data owners at different classification levels have good reasons
not to talk too much, but this limits their ability to converge on an accurate
view of the true level of residual risk. Out of a pair of case studies of related
but different cross domain systems, we derive a theory that explains some
aspects of the problem. The theory predicts the existence of signals from the
presence of asymmetric information, and the signals are shown to be reliable
according to a well-tested theory originated by Akerlof, Spence, and Stiglitz.
It is paradoxical that sometimes, to improve security, it helps to relax the
rules a bit. Cross domain certification and accreditation are unnecessarily
expensive, but the cross domain solution developer is not as helpless to

influence the cost as previously believed.

17Several vendors of data diodes, notably Tresys Technology, Inc., claim to be able to
maintain TCP connections across a one-way fibre. They do this by means of TCP/IP
proxies on both ends. While packet loss across a metre of optical fibre inside a sealed
box is, arguably, improbable, the result is not an end-to-end transport layer session; in
particular, RFC 793 flow control, slow-start, and congestion control mechanisms do not
work [119].
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Chapter 2

Literature Review

“You know you’re in trouble when the Russians are adding safety
features to your design.’

—Maciej Ceglowski, on the evolution of STS [47, note 5].

One of the earliest written guides to Information Technology (IT) security
as we think of it today—i.e., the cryptographic and physical protection of
the confidentiality, availability, and integrity of information or communic-
ation channels [246]—appeared in the year 1641 with the publication of a
book by the Rt Reverend John Wilkins (1614-1672) titled Mercury, or the
Secret and Swift Messenger. Wilkins’ book is unique—and remained so for
almost four centuries—because of the way it devoted equal time to exposing
techniques that failed to work as it did to recommending good practices. For
example, immediately following a complete tutorial in cryptography, Wilkins
presented a short course in cryptanalysis. After extolling the advantages of
speedy telegraphic{ﬂ communication over a distance, he talked about how to

ensure accuracy in communication channels; in doing so, Wilkins anticipated

! This is ‘telegraphic’ in the old sense of semaphores and signal fires, not the electrical
telegraph of the nineteenth century.

33
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Shannon’s information theory [207]. It is unclear how much Wilkins inven-
ted, but in 1641 he described a five-bit binary encoding—though he called
them fingers—for the Latin alphabetE], ternary and quaternary codes using
frequency-shift keying [265], pp. 73-5]; substitution and transposition ciphers,
use of cryptographic nulls [265, chapter VIII], the aforementioned use of
redundancy over unreliable communication channels to improve reliability
and conversely the minimisation of redundancy to gain efficiency through
constrained channels [265 chapter XX], a method for solving polyalpha-
betic substitution ciphers hinting at Friedman’s index of coincidence [92],
steganography, telegraphy, and data compression [265]. Wilkins, in 1641,
identified all three of the uses for coding in abstract channels—for secrecy,
for reliability, and for compression.ﬁ Wilkins states in the introduction of
the book that he collected notes from many sources, but his was certainly

the first book to put forth the information straightforwardly in English [37].

2.1 Information Assurance in the 15th and 16th

Centuries

Wilkins cites as his two primary sources the Nuncius Inanimatus of Bishop
Francis Godwin (1562-1633), a book which was concerned mostly with
telegraphy [103, [178] although it touched upon information security [232,
p. 93] in the context of the risk of interception of long-distance communication;
and the Steganographia, written in 1499 by Johannes Trithemius (1462-1516),

a German abbot, and which circulated in encyphered manuscript form for a

2 Francis Bacon published in 1623 another five-bit binary code method and it is
reasonable to assume that Wilkins would have read the earlier book [110], pp. 79-80].

3There are other uses for codes in instrumentalised channels, primarily for the damping
of side-band radiation, harmonics, inter-modulation, or DC-reference drift, e.g., use of
differential Manchester line coding instead of Non-Return-to-Zero-Level (NRZL); and
especially for clock recovery.
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hundred years before anyone knew for sure what the book was about [48].
The latter was finally typeset and printed in 1606 along with another book
containing the decryption key (this was the Clavis Generalis Triplex) thereby
proving that the first two books of Steganographia were in fact a textbook
of cryptography [235]. Book III of Steganographia, however, remained un-
decoded for another four hundred yearsﬁ resulting in the book finding a
place on the Index Librorum Prohibitorum because the Catholic Church
believed it to be a book about magic [231] p. 221]E|

Trithemius wrote a later book about cryptography in 1508, the Poly-
graphie [236] that caused him a bit less trouble with the church [166,
p. 147n67]; Steganographia may in fact have been part of the Polygraphie;

Ernst (1998) cites de Vigenere, who referred to the books in the same context:

... presque tout artifice de la Steganographie et Polygraphie de
I’Abé Tritheme. .. [81), p. 337n42].

Wilkins, for his part, never cited de Vigenere directly, but the poly-
alphabetic substitution ciphers described in Mercury are similar to those of
le chiffre indéchiffrable and it is likely that Wilkins was familiar with the
earlier work [72], [265] chapter VI].

Aside from the mechanics of cryptology and channel encoding that were
first being worked out at the time, it should also be noted that the Borgias
in fifteenth century Italy were among the first to develop a professional
information security apparatus, but it was not until Sir Francis Walsingham’s
highly professional operation in 1583-7 that modern counterintelligence

techniques—combining human intelligence, cryptanalysis, interception of

4The decryption key to Book III of Steganographia was discovered independently by
Reeds and Ernst in the twentieth century [81], [I89].

5T was unable to find Steganographia in the last edition of the Index Librorum Pro-
hibitorum prior to its abolition in 1966 by Pope Paul VI, but it definitely appears in an
earlier edition of the Index from 1758 [80, [190].
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signals, and traffic analysis—were used effectively in the service of Queen

Elizabeth I of England [44], 116, 124, 171].

2.2 The Seventeenth Century

It is likely that Wilkins, writing in the middle of the seventeenth century,
would have known about the decoded meaning of the first two books of
Steganographia, but the problem with those, as Wilkins recognised, was that
earlier writers like Trithemius and Godwin ascribed too much to the un-
measurable influences of the spirit world. Wilkins—a member of the Royal
Society and, according to his biographers, a man who liked to experiment
[224]—could and did analyse claims such as the sympathetic effect of a pair
of lodestone-influenced needles later separated by a distance, and argued
convincingly, from the known properties of magnetism at the time, that while
such a mechanism might work at a range of a few centimetres, through empty
space or diamagnetic materials, there was no scientific reason to suppose it

would span oceans when needed [266, preface].

2.2.1 The World’s First IT Certifier

It might be argued that Wilkins is irrelevant to the problem of information
security, or that we face different challenges today. But in fact Wilkins
was the very first information technology security certifier. He pioneered
the application of the new scientific standards of proof to testing whether
information security systems worked as claimed. The problem, as Wilkins
recognised, was that vendors of snake oil sold their products without any

objective evidence of effectiveness:

I have heard of a great Pretender to the knowledge of all {ecret
Arts, confidently affirm, that he himfelf was able at that time,
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or any other, to fhew me in a Glafs what was done in any part
of the World; what Ships were failing in the Mediterranean; who
were walking in any Street of any City in Spain, or the like. And
this he did aver with all the labour’d Expreffions of a ftrong
Confidence [265, p. 81].

Wilkins alluded to Sir Francis Walsingham’s campaign against Mary,

Queen of Scots:

...fuch a Difcovery would be of excellent Ufe, efpecially for
fome Occafions that are incident to Statefmen and Soldiers.

That the Ignorance...hath often proved Fatal, not only to
the Ruin of particular Perfons, but alfo of whole Armies and
Kingdoms, may eafily appear... [265] p. 5].

And he took a position in the full-disclosure debate. . .

If it be feared that this Difcourfe may unhappily advantage
others in fuch unlawful Courfes; ’tis confiderable, that it does
not only teach how to deceive, but confequently alfo how to dif-
cover Delufions [265, p. 90].

... but with appreciation for the liability risks that sometimes go along

with information security research:

...the chiefe experiments are of {fuch nature, that they cannot
be frequently practifed, without juft caufe of fufpicion, when it
if in the Magiftrates power to prevent them [265, p. 7.

Until the publication of Vernam’s stream cipher patent in the early
twentieth century, Wilkins’ research, through the books of later writers like
Falconer who drew on him [83], was among the most important sources
of cryptographic techniques for information security available in the open
literature [227), 251]. Baudot’s five-bit teletypewriter code may have been
credited to Gauss [216], but we observe Wilkins using it two hundred years
earlier. Let us therefore nominate John Wilkins as an honorary father of

information assurance through his being the first certifier and accreditor.
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2.3 Twentieth Century

‘Menzies was an amateur at a time when his adversaries
were professionals’ [98].

Interestingly, despite the demonstrated effectiveness of Walsingham’s
native counterintelligence organisation in the sixteenth century, Western
governments—as late as the Second World War—failed to learn from his
example. Instead, through at least the first decade of the twentieth century,
they depended upon the service of wealthy amateur spies who were often
personal friends of the head of state [0, 60, 124, 191, 192]. In this respect
the British Secret Intelligence Service (SIS) in 1914 began operating in a
professional manner long before the American Office of Strategic Services
(0SS) didﬁ However, both SIS and OSS were largely counterintelligence and
covert action agencies [84] 139]. By 1919, in Great Britain and the United
States, it was clear that a parallel capability, focused on signals intelligence
and the analysis and development of codes and cyphers for both domestic
protection and foreign interception, was needed. This was the beginning of
the modern information security and assurance agencies.

In Great Britain, the core capability came from the Government Code
and Cypher School (GCCS), which merged with elements of the Special
Operations Executive (SOE) that had been dissolved by Churchill after the
war, to become Government Communications Headquarters (GCHQ) at the
end of World War II [36, [123]. In the United States, the corresponding new
group was the National Security Agency (NSA), formed secretly by President
Truman in 1952, together with the National Bureau of Standards as their

public faceﬂ in the guise of the National Computer Security Centre (NCSC)

508SS was started by William Donovan in 1942; it later became the Central Intelligence
Agency (CIA) in 1945.
"Later the National Institute of Standards and Technology (NIST).
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[14, 15, [16]. These agencies, among the earliest adopters of information
technology systems, became the primary guardians and gatekeepers of TA in
government and the setters of civilian, military, and intelligence community

information security standards todayﬁ

2.3.1 From Isolated Hosts to Computer Networks

One more piece will complete the puzzle picture of what the world finally
looked like in the early 1980s when the first serious attempts to define
standards for information technology security validation appeared. Prior to
the nineteen-seventies, computers largely existed only as isolated systems
[M]. At the time, a combination of physical security, personnel vetting
and training, and the dearth of information available to relative outsiders
constituted significant barriers to attack [136} [138]. Military systems, because
they operated on different and separate networks, were somewhat less visible—
hence less vulnerable—to attackers in the sense that we think of attackers
today [32] [126], 127]. The threat back then was from insiders with authorised
access. The Semi-Automatic Ground Environment (SAGE), an important
early military system, was using telephone modems as early as the nineteen-
fifties, but not across the Public Switched Telephone Network (PSTN),
or at least not on accessible regions of it [I72), [I87]. With the advent of
teleprocessing on the PSTN [66], 117, 183 253] however, remote attacks by a
small but growing number of poorly funded, curiosity-motivated individuals
became possible; the prevalence of attacks began increasing exponentially

around 1980 [220]. When systems began to be connected to the ARPANET

8 Britain recognised the importance of computers in information security before the
Americans did. The development of the Colossus Mark I by Tommy Flowers at Bletchley
Park—besides preceding the invention of ENIAC and the Harvard Mark I by a few years—
happened under the purview of GCCS at Station X, in contrast to the development of
automatic digital computers in the U.S., which was funded by the Army for ballistics
calculations [41] [43], [65], [146], 182 [196] [202].
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starting in 1969, the problem became acute and with the introduction of
hundreds of millions of internet protocol hosts beginning in approximately

1993, it exploded [511 107, 221].

2.4 Emergence of Government Certification and

Accreditation Standards

For a period of about thirty years between 1949 and 1980, the primary
government information assurance problem in the U.S. and U.K. was coun-
terintelligence [6), 188, 225 240, 268]. The civilian information assurance
problem, by contrast, was largely confined to insiders attempting to commit
financial fraud [173, 199, 205, 215]. Two things changed after 1980: the afore-
mentioned spread of computer networksﬂ and the escape of cryptography
into the open environment [5], [78], [85] [124] 204]. The old drivers of insider
fraud and counterintelligence are still there; they have simply been joined by
identity theft targeted against individuals and Distributed Denial-of-Service
(DDoS) against corporations and governments.

What came out of the changes during the twentieth century was a
clear need for effective information technology security testing, at first to
be provided in the form of validated product lists and certification and
accreditation programmes for government systems.

The civilian world was and still is slow to take up the cause of testing
and validating information security solutions by standard means. Outside
government, organisations are stuck with ad hoc defences comprising firewalls,
anti-virus, and intrusion detection systems whose performance is described

by sales advertisements and validated—inversely—Dby press reports of data

“Becoming a problem because of the network effect identified by Metcalfe [38].
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breaches. The development of information security standards was driven
by government agencies, primarily the military and intelligence community
of FIvE EYEs: the U.S., U.K., Canada, Australia, and New Zealand [192]
chapter 13].

The first government development of computer and network security
standards began in the mid nineteen-sixties when Willis Ware (1920-2013),
then at NSA, took notice of the security problems introduced by computer
time sharing [269, chapter 20]. Before 1967 there were few papers published
on information technology security, with the exception of highly developed
and widely used commercial telegraph codes [23] 216]. Computer security
first appeared in the open literature at the Spring Joint Computer Conference
held in Atlantic City, New Jersey, 18-20th April, 1967; there Ware had to
present his paper in the biomedical applications track because there was no
track for information security [255].

As far back as the first world war, Signal Corps members knew that
telegraph and field telephone lines could be eavesdropped, but the problem
was not written about in the open literature. In the semi-open (or ‘grey’)
literature (sensitive but unclassified technical reports circulated amongst
government agencies and defence contractors), the mathematical foundations
of what was to become one of the most influential computer security standards
ever published were being set down by Bell and LaPadula in the early nineteen-
seventies [19, 256]. The ‘simple security property’ and ‘x-property’ that Bell
and LaPadula defined became the basis for the ‘orange book’ that defined
the requirements for a ‘compartmented mode workstation’ [242] 137]. It
was ideally suited for handling classified information according to either the

‘collateral’ or ‘compartmented’ methodsm A few years later, in recognition

10The term ‘collateral’ when applied to classified information refers to a purely hierarch-
ical classification scheme with unclassified information requiring the least confidentiality
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of the fact of computer networks, a follow-on volume to the orange book,
called the ‘red book’ was published as well [156].

Bell’s follow-up paper, ‘Looking Back at the Bell-LaPadula Model’,
published in 2005, explains the rationale for several apparently (to a software
developer writing code for Trusted Solaris) mystifying design decisions in the
orange book, such as the ‘compatibility’ of ordered security levels in the file
system, which seems opposite from the way things ought to work. According
to Bell, it was decided by management fiat against the recommendation of
the authors, who wanted compatibility to flow the other direction. The paper
contains trenchant observations on the practical difficulty of certification and
accreditation and the opportunity to place high-assurance gateways in the
narrow lanes between almost-isolated networks [20].

Several computer manufacturers eventually built products to orange
book and red book standards and got them certified, but they were never
commercially successful in spite of manufacturers’ attempts to interest banks
and other commercial organisations in setting up their own internal secur-
ity classification hierarchies [228, Appendix B: see the sample commercial
label_encodings file]. Few such products exist today, among them the open
source SE Linux and Trusted BSD, Trusted AIX (IBM), and Solaris 11 with

Trusted Extensions (Oracle).

protection and Top Secret requiring the most protection. Strictly speaking, a person
with a high security clearance is allowed to see any and all information of low security
classification as well as highly classified information. This was considered to be a flaw by
the intelligence community, who defined ‘compartmented information’ as a practicable
alternative. Compartmented information is classified according to code words that have
no hierarchical relationship. People need to be ‘read in’ separately to every compartment
they require access to. Military services primarily use collateral classifications and the
intelligence community prefers compartmented information.
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2.5 Certification and Accreditation Today

Throughout the military and intelligence community, certification and ac-
creditation have always been a distributed activity, with no one agency or set
of controls dominant. The U.S. intelligence community, under the Director
of Central Intelligence (DCI) (later the Director of National Intelligence
[DNI]), through the Intelligence Community Chief Information Officer (IC
CIO), until recently operated under a set of certification and accreditation
criteria known as DCID 6/3, which specified requirements but not a process;
notably it failed to specify implementation details [46] [74]. There was never
any such thing as DCID 6/3 certification, only accreditation on a site-by-site
basis. The U.S. military until recently operated two parallel certification
and accreditation programmes, one called Secret and Below Interoperab-
ility (SABI) that was concerned with collateral information systems, and
another called Top Secret and Below Interoperability (TSABI) that dealt
with compartmented information. SABI and TSABI are in the process of
being merged now but it is a difficult transition, as the requirements for each
differ significantly, and not necessarily in the way one might expect.

Under DCID 6/3, the Designated Approving Authority (DAA), working
through the DAA Representative (‘DAA rep’), accepted responsibility on
behalf of the data owner based on the results of Security Test and Evaluation
(ST&E) under the auspices of the Principal Accrediting Authority (PAA),
who was always the DCI for any system handling Sensitive Compartmen-
ted Information (SCI) or Special Intelligence (SI), which are the norm for
intelligence—community-connected systems.

Other agencies—among them numbered the National Reconnaissance

Office (NRO), the National Geospatial-Intelligence Agency (NGA)EI, Central

" The U.S. National Imagery and Mapping Agency (NIMA) became known as NGA in
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Intelligence Agency (CIA), Federal Bureau of Investigation (FBI), Defence
Intelligence Agency (DIA), the Defence Information Systems Agency (DISA),
and each of the branches of the armed services (United States Army, Navy,
Air Force, Marines, and Coast Guard)—operated their own independent cer-
tification and accreditation programmes for non—community-interconnected
systems [163].

The NSA is the largest reservoir of information assurance expertise in
the U.S., having been given that responsibility the same way that GCHQ
was. Certifications are not issued by NSA; again, like the Communications-
Electronics Security Group (CESG) within GCHQ), they generally provide
a technical opinion, although the NSA does retain full responsibility for
Type 1 and Suite B encryption in the U.S., and shares Common Criteria
national scheme membership with NIST [I64]. The U.S. Department of
Defence (DoD) now oversees a unified process called the Defence and Intelli-
gence Community Information Assurance Certification and Accreditation
Programme (DIACAP) that takes precedence in any situation where in-
formation might cross over collateral boundaries—that is, between military
services or security enclaves—and DoD effectively controls certification and
accreditation of the classified networks (SIPRNET and JWICS) under SABI
and TSABI rules [8] 9] 10].

At the time of the case study described in Chapter [5| and up until
quite recently, a cross domain solution had to be multiply validated—and,
where possible, certified—by every different security evaluation authority
that shared responsibility for the data to be processed by any cross domain
system incorporating the cross domain solution. For intelligence community

and collateral cross domain systems in 2006, this worked out to a requirement

2003.
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for DCID 6/3 at Protection Level 4 or 5, plus SABI and TSABI combined
[13, 170]. Work is currently under way to simplify the process for cross
domain solutions under Intelligence Community Directive (ICD) 503, which
specifies a set of security controls derived from NIST Special Publication (SP)
800-53 according to the risk management framework of NIST SP 800-37. ICD
503 will finally bring U.S. government intelligence community and collateral
certification and accreditation into commonality with the non-classified side
of the U.S. federal government, which operates under Federal Information

Security Management Act (FISMA) rules.

2.5.1 Non-Intelligence Community Unclassified C&A

For unclassified but sensitive U.S. government informationB NIST maintains
the Federal Information Processing Standard (FIPS) 140-2 and the related
validation standard for hashed message authentication codes, FIPS 180. FIPS
140-2 is important because it applies to cryptographic module protections for
unclassified but sensitive information [160]. Products undergoing Common
Criteria evaluation in the U.S. may have to show FIPS 140-2 validation for

their cryptographic functions, depending on the protection profile used.

2.5.2 The Common Criteria

The first new international security certification standard to emerge in the
new century was called the Common Criteria, or CC. The Common Cri-
teria were jointly developed by the governments of the U.K., U.S., Canada,
France, Germany, and the Netherlands [58]. The Common Criteria Recogni-

tion Agreement (CCRA) lists twenty-five countries divided into ‘Certificate

12NSA, not NIST, maintains oversight and keying responsibility of cryptographic mod-
ules for classified information through the Type 1 and Suite B cryptographic module
programmes.
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Authorisingﬁ and ‘Certificate Consuming’lﬂ members.

The certificate authorising members are the ones that matter from this
perspective. Certificate-consuming members of the CCRA recognise each
other’s certificates up to and including Evaluation Assurance Level 4 (EAL4)
universally, up to EAL5 within the NATO countries, and in the case of
France and Germany between them, EAL7. Within the U.S., NSA prohibits
use of validated products above EAL4 that were not evaluated in the United
States by NIAP CCEVS [213].

As might be inferred from the preceding paragraph, the Common Criteria
have been criticised for a vulnerability to being gamed, inconsistent stringency
of different national validation schemes, the monopoly power of authorised
testing laboratories, and several high-EAL certifications of products with
little functionality or extremely tailored security targets [26], 96, 112, 113,
118, 121, 125] 158, 181, 209], 258]. Murdoch, et al. point to the same issues
in the context of unclassified information in the payments card industry by
referring to the fact that Common Criteria evaluation is a design certification

in the terminology of the Ware report [153], 256].

13Certificate authorising members include Australia and New Zealand (the Australasian
Information Security Evaluation Programme), Canada (the Canadian Common Criteria
Evaluation and Certification Scheme), France (the Direction Centrale de la Securite
des Systemes d’Information (DCSSI)), Germany (the Bundesamt fir Sicherheit in der
Informationstechnik), Japan (the Japan Information Technology Security Evaluation and
Certification Scheme), Korea (their IT Security Evaluation and Certification Scheme),
the Netherlands (TNO Certification BV [Netherlands National Communications Security
Agency]), Norway (the Sertifiseringsmyndigheten for IT-sikkerhet i produkter og systemer
[Norwegian Certification Authority for IT Security (SERTIT), which is operated by the
NSM (Nasjonal Sikkerhetsmyndighet [Norwegian National Security Authority])]), Spain
(Organismo de Certificacion de la Sequridad de las Tecnologias de la Informacion), Sweden
(the Swedish Common Criteria Evaluation and Certification Scheme), the UK (IT Security
Evaluation and Certification Scheme, part of GCHQ), and the US (the Common Criteria
Evaluation and Validation Scheme (CCEVS), run by NSA and NIST jointly under the
National Information Assurance Partnership (NIAP).

MThe certificate-consuming member countries comprise Austria, the Czech Republic,
Denmark (IT- og Telestyrelsen [National IT and Telecom Agency]), Finland, Greece,
Hungary, India, Israel, Italy (the Organismo di Certificazione della Sicurezza Informatica
[Organization for IT Security Certification], Malaysia (called CyberSecurity Malaysia),
Singapore, and Turkey (the Tirk Standardlary Enstitisi [Turkish Standards Institution]).
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2.6 Specialised Training of Personnel

The literature of certification and accreditation is wide but shallow. Ac-
creditation, for government employees, is taught on the job and learnt from
reading standards documents and reports. Insight into some of the challenges
of working in the government may be found in memoirs from government
laboratories and seem primarily to have to do with excessively rigid pro-
ject boundaries and scientific communication [52, 62, 261]; conversely, in
commercial companies employed on government contracts working with the
government, it is government secrecy rules, auditors, and funding taps that
seem to pose the greatest frustrations [11}, [73], 146}, 229]. Scientists in govern-
ment labs have unusual freedom to talk to all of the contractors working in
a particular field, facilitating communication that would otherwise not occur
[Clark, Dequasie, Lundstrom op. cit.].

Certification standards documents are plentiful but mostly the available
copies are obsolescent versions. There are no textbooks and few applicable
certifications. One of the few certification and accreditation-relevant certi-
fications available today is the Information Systems Security Engineering
Professional (ISSEP) from the International Information Systems Secur-
ity Certification Consortium [(ISC)?]. ISSEP is a bit of a misnomer; the
Common Body of Knowledge (CBK) of the ISSEP certification appears to
be at least one-third Systems Engineering (SE) principles, and one-third
Information Security Systems Engineering (ISSE), with the balance being
U.S. government certification and accreditation public laws and standards
applicable to a mixture of classified and unclassified environments. The
ISSE curriculum is defined by the U.S. National Security Agency (NSA) in
concert with its Centres of Excellence university sponsorship programme.

Information security certification and accreditation standards from outside
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the U.S., with the partial exception of the Common Criteria, are not taught.
CISSP-ISSEP is, however, the only certification of its kind.

ISSEPs are well grounded in systems engineering and U.S. government
certification and accreditation requirements, not only those used by the
military and intelligence community, but civilian and commercial standards
as well. The examination covers the latest incarnation of public laws and
C&A programmes only; older versions are not included. This can be an
obstacle to self-study; in 2009 the examination was updated to cover DIACAP
while published study materials only taught the older Defence Information
Technology Security Certification and Accreditation Programme (DITSCAP).
Although strongly U.S.-biased, the examination is wide ranging, covering the
gamut from Federal Information Processing Standard (FIPS) 140-2, to the
Privacy Act of 1974, the Computer Security Act of 1987 (as amended), the
Health Insurance Portability and Accountability Act (HIPAA), the NIST
Special Publications 800-37 and 800-53, Office of Management and Budget
(OMB) Circular A-130, and commercial Payment Card International (PCI)
requirements. As of this writing, there are 788 ISSEPs in the U.S., two in
the U.K., and fifteen in the rest of the world [120].

These certifications have three uses. For individuals, they can get help
to get a person hired. For department managers, they are countable tokens
useful for demonstrating to upper management that due diligence in hiring
and training with respect to security has been done. For defence contractors,

they are a necessity for bid and proposal work.

2.6.1 CDS Software Developer Certification

Related to the subject of certification of software development personnel on

cross domain systems, U.S. Department of Defence directive DoD 8570.01
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requires all personnel having privileged access to DOD systems or any
software development responsibilities to have been certified in information
security by the end of calendar year 2011. More than 100 000 people were
directly affected. Compliance varies from 25 to 40 percent amongst defence
contractors and parts of DOD, with a few military units reported as being
fully compliant. The deadline has been extended several times but no more
extensions are being given.

With the full effectiveness of 8570.01, in principle almost every CDS
project could further require at least one person certified at the higher
ISSEP (or ISSAP, a related certification for system architects) level to satisfy
Information Assurance Workforce System Architect and Engineer (IASAE)
requirements. The number of these presently in existence is relatively small.
It is clear from Chapter 10 of DOD 8570.01-M (as of Change 3) that this
applies directly to cross domain systems: in Table C10.T7, line TASAE-IIL.7
mentions CDS; lines IASAE-II1.15-16 mention ‘multi-level’ and SCI. If the
Level of Concern (LoC) for availability or integrity is high, or data crosses the
Computing Enclave (CE) or Network Enclave (NE) boundary, then at least
one IASAE Level III is needed on the project. The presence of Protection
Level 1 or 2 indicates the need for an IASAE III; PL-3, 4, or 5 requires
TASAE Level III.

In conclusion, it is clear that CDS software and hardware developers will
have to be certified at the IASAE Level II or 111, and not the lower Information
Assurance Technical Workforce (IAT) level, because the description of the
software development environment and the software product in 8570.01-M

both precisely match the characteristics of a cross domain system.



50 CHAPTER 2. LITERATURE REVIEW

2.7 Further Afield

Chemical process plant engineering, a field similarly at risk of dire con-
sequences from accidents, has developed methods for analysing processes and
plants in a systematic way to find opportunities where human error could
cause accidents; it is a smaller part of the literature of safety-critical systems,
but more closely applicable to software engineering than might at first be
apparent. Economics and its application to risk assessment and risk manage-
ment are another field where we have found useful techniques, particularly the
job market signalling of Stigler, Spence, and Stiglitz [222] 212] 223]. There
is an extensive literature on the subject of engineering failure, particularly

software engineering failures [40}, 67, 87, 100}, 101, 102, 194] [195].

2.7.1 Chemical Engineering

Trevor Kletz has written extensively on the causes of human error and why
organisations fail to learn the lessons taught by accidents [128] 129} 130,
131], 132, [133]. One of the distinctions Kletz draws in his books is between
rule-based behaviour and knowledge-based behaviour; on the same topic, as

Backhouse and Dhillon put it:

Checklists inevitably draw concern onto the detail of procedure
without addressing the key task of understanding what the sub-
stantive questions are. Procedures are constantly changing and
for this reason offer little in the way of analytical stability [12

p. 2.

Procedures induce rule-based behaviour; rule-based behaviour has the
advantage of rapid response to transient events but it is inflexible. Training
induces knowledge-based behaviour; knowledge-based behaviour is able to
adapt to circumstances [129, pp. 52-53|. Baskerville (1992) identified the

same problem, in the context of information systems security, even earlier: he



2.7. FURTHER AFIELD 51

noted that security practitioners (among whom, significantly, he numbered
software developers and users in addition to ‘system security officers’ and
testers) fell into—at the time—three generations of methods [I§]. The three
generations, which are believed by later readers of this seminal paper to be
not entirely hierarchical, but overlapping, begin with ‘checklist’ methods,
moving into ‘mechanistic engineering methods’, towards ‘logical engineering
methods’E The individuals and organisations studied for this thesis are
in all of the first three generations; penetration testers are clearly in the
first generation, software developers and security certifiers in the second
generation, and some of the newest standards such as NIST SP 800-39 are
beginning to advocate for third generation methods. More will be said about

this in Chapter

2.7.2 Safety-Critical Systems

Safety has been at this a long time. It was a precursor to cyber
security [214].

There is disagreement among software engineering researchers whether
safety-critical principles can validly be applied to security-critical systems
[122, 133, 226]. One area in which safety-critical principles and software
development overlap is spacecraft systems; Harland and Lorenz observe that
systems designed with failure tolerance in mind—i.e., to be able to work in
degraded mode whilst in a non-deployed or partially deployed state—have
saved many a mission [109]. But for a while, beginning in 1992, NASA went
in a different direction; under the ‘Faster, Better, Cheaper’ (FBC) banner,

NASA administrator Dan Goldin said,

15Bagkerville hinted, in 1992, of a fourth generation, since reached, of ‘usable security’
methods; see for example [88].
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... that if failures do not occur, then NASA was not trying hard
enough. . . [ibid.].

At least four major failures of robotic space missions occurred during that
time: Mars Observer was lost in 1993; Mars Climate Orbiter and Mars Polar
Lander were both lost in 1999, the Genesis lander in 2004 malfunctioned due
to a requirements and specification error, and problems were still occurring
in other NASA programmes as late as the end of that year [168] [154], 97].

Even in the face of a record so poor during those years,

A more sanguine long-term view might have permitted a few more
high-risk attempts, in order to achieve a better determination
of the real reliability of lower-cost space systems. .. [Harland, op
cit.].

FBC, which encouraged increased risk taking by projects to reduce cost,
was abandoned, and the space agency’s record of success has since improved
[97, Appendix EJ.

Hard real-time requirements generally overlap with safety-critical systems,
and modern processor architectures, because of the effect of data-dependent
run-time cache behaviour, speculative execution, multi-threading and in-
terprocessor communication (but not so much pipelining) make it very
difficult to establish efficient Worst Case Execution Time (WCET) bounds
on real-time software [I11, Chapter 6], [I75]. Cycle counting is ineffective;

as Wilhelm and Grund put it, evocatively,

The intrepid reader may think about the ramifications of “undead
code,” that is, unreachable code that gets executed speculatively;
or, similarly, loop bounds that get exceeded by speculative exe-
cution [264], p. 99].

Such a prospect has negative implications for security as well as safety. Se-

curity test and evaluation, therefore, are even more important than generally
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believed.

2.8 Summary

The development of the information assurance security process can be traced
back as far as the fifteenth century. John Wilkins is clearly the ancestor of
today’s certifiers and accreditors of cross domain systems. Modern govern-
ment, military, intelligence community, and some civilian security certification
standards emerged from the seminal work of Bell and LaPadula, but credib-
ility and applicability problems persist with all current security certification
standards. Looking outside the field of computer security, some hard-won
principles from safety critical engineering and space systems are relevant to

the problem.
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Chapter 3

Methodology

‘We should always try to measure the property we wish to know
directly, rather than measuring another property from which the
property we wish to know can be inferred’ [133], p. 89].

Historically, this project originated with an engineering failure. From
2004-6, the U.S.-based developer D of a successful cross domain solution
software product, designated here as R, worked to obtain a Common Criteria
certificate for a specific version of the R software, called R, to be integrated
into a larger system S that was being built for an overseas customer C’F_-]
Certain technology export control laws in the U.S.—the International Traffic
in Armaments Regulation (ITAR)—had recently been relaxed to some degree,
and D saw an opportunity to sell its product outside the country, a market
that up to that time had been proscribed because R was on the ‘munitions list’
of un-exportable items. While unclassified, R was ‘sensitive’ and ineligible for
export. R’ would therefore be a limited functionality version of R intended

for international sales (Figure [3.1).

! Appendix [C] associates code names used throughout with the actual organisation
names, classified projects, and individuals involved. These codes may be used along with
the anonymised data in Appendix@] to recover the original data, if needed.
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Figure 3.1: Overview of relationships between anonymised code names in
the R’ case study, chapter

In the figure, R’ is the software version under study, a version of R. It
was developed by D at the request of a customer C to be part of a larger
system S designed for C' by system integrator F and composed of subsystem
components X, Y, and Z. S, when completed, was planned to talk to
other systems U and V. The customer’s technical adviser was G. Testing
laboratory L was engaged by the R programme office P; to perform the
validation—using, as much as possible, D’s existing test procedures—for
certifier N; the developer had previous experience testing to the requirements

of DCID 6/3, an earlier set of certification criteria, under certifier N'.
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Figure on the following page shows an overview of the names in the
second case study, some of which are shared. The developer, D, along with
the R government programme office P; and previous certifier, N’, are all the
same. This time, though, the product is R”, and the certification criteria
have evolved to include the NIST security controls specified by DTIACAP.
A new IV&V contractor (P;) and certification authority (@), also make
an appearance. Unlike events in the first case study, the second security
certification of R was successful. Figure[3.3 on page [61] shows the relationship
between names in both case studies.

The Common Criteria security evaluation of R’ was expected to take
about a year. The evaluation process began in the usual fashion with
validation of evidence provided by D and guidance through the validation
and evaluation project by L, a licenced Common Criteria Testing Laboratory
(CCTL), but it was unsuccessful. To learn from that failure, and from the
serendipitous availability of a contrasting success that nevertheless shared

many of the same underlying elements, this research was initiated.

3.1 Attack

The purpose of this chapter is to describe the methodology of data collection,
analysis, interpretation, theory-building, and validation used to make sense
of the failure of the R’ security evaluation in light of the success of R”. The
methodology is tailored to answer the research questions in Table on
page [23] at the end of Chapter [1] and expanded here:

e RQ-1 Are certification and accreditation more expensive than they

need to be?

e RQ-2 What can be learnt from a failed Common Criteria evaluation?
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Figure 3.2: Overview of relationships between anonymised code names in
the R” case study, chapter

e RQ-3 What can be learnt from a successful DIACAP certification?

e RQ-4 What are the differences between the two that suggest a causal
link between actions or inclination to action—or inaction—and out-

comes?

In addition it may be useful to go beyond the research data to try to

discover new methods in answer to the following questions:
e RQ-5 Is it possible that C&A can be made more effective?

e RQ-6 Is it possible that C&A can be made more efficient?

where, in this context, more effective means that cross domain systems

are tested better than they are nowE| and more efficient means that there

2If the reader does not mind a forward reference, here is a hint of what ‘more effective’
will be shown to imply in Chapter @ not only that undesirable information flows are
blocked, as in the conventional definition of security, but further that desirable information
flows are not inhibited.
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are hidden opportunities to reduce cost. (It is recognised that the latter two

goals may not be entirely compatible.)

3.2 Disclosure of Potential Conflict of Interest

The researcher was a participant in each of the projects described in the
following sections, an employee of the corporation that developed the R’ and
R software, and a computer programmer on the R programme at D. The
researcher worked on both projects, attended meetings in an official capacity,
and was responsible for some code and documentation. Hereinafter when
the ‘thoughts’ of D, being a department of a corporation, are described,
they should be interpreted as the recollection of a participant in these events
who was a member of D’s software development and project and programme
management team, a group of approximately twenty people. When meetings
are described, either the researcher was in attendance at the meeting or
heard or read a report of the meeting from another participant who was
there. The researcher, however, participated at the level of ‘staff software
engineer’, a technical position with no management responsibilities, and
was not invited to every meeting. In the chronologically last to occur case
study, however, the researcher filled a different role. While still an employee
of the corporation and retaining the same access to the physical facilities
and space and information of D, the researcher was working on a different
project at the time and participated locally and remotely—as an observer
only—in meetings and telephone conferences related to the certification
of R”, a follow-on version of the R software. In return for access to the
compartmentalised R’ meetings while not an active software developer on
the project, the researcher took notes during meetings and gave copies of the

transcribed notes to the meeting organiser. The relationship was mutually
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beneficial, as the researcher collected data for this thesis at the same time

the meeting organiser obtained detailed minutes of every meeting for free.

3.3 Anonymisation

Design and development of R were declassified in 1997 with the exception
of still-classified relationships between R and certain agencies, but the pro-
gramme remains physically located in a DoD closed area and all personnel
are cleared to at least the SECRET collateral level. Because some R con-
figurations are SCI, the closed area contains several additional Sensitive
Compartmented Information Facility (SCIF) areas and some proportion of
the software development, training and documentation, installation, test, and
management personnel are cleared for SCI. To protect classified information,
some relationships between D and R and certain U.S. government agencies
have been obscured. To protect the privacy of individuals while permitting
certain professional relationships to be discerned, all personal names have
been systematically anonymised.

To protect proprietary information and competition sensitive inform-
ation, names of companies, systems, and products, with the exception of
RADIANT MERCURY, Doxygen, and UNIX, are anonymised throughout. De-

anonymisation codes for all participants are supplied in a separable Appendix

3.4 Data Collection

Due to the limitations placed on the researcher by the fact that participants,
events, and subjects existed inside closed areas (frequently SCIFs) and mixed

with, discussed, or reported classified information, it was necessary to stray
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from standard ethnomethodological practice. Direct quotations are not
employed because of a blanket ban on recording devices at the site. (In
the second case study, from which detailed meeting minutes were available,
paraphrased quotations are used.) Reports, in general—including those
written by the researcher in the normal course of duties—were almost always
classified. Telephone conference calls attended by the researcher invariably
took place over secure Voice-over-IP (VoIP) lines so that participants could
freely discuss classified security vulnerabilities, risk assessments, mitigation
strategies, and testing methods. Practically all of the evidence is the re-
searcher’s own notes and recollections of meetings participated in, documents
and events seen, and personal conversations.

The situation is not entirely dissimilar to that described by Dalton as far

back as 1959 about which he noted the dangers [70] of his methodology:

The inquirer who labors from the screen of his formal non-
research role may forget important methodological facts as he
strives to enrich is data. He may learn much of unofficial activ-
ities and get behind protective screens but forget that official
roles have official images. That is, in his speculative prowling
he is almost certain at times to forget that nonintimates see his
formal function as embracing only a limited knowledge of unoffi-
cial events. Eager to learn more, he alarms some persons, even
his fringe intimates, by accidentally disclosing bits of unofficial
information they think it strange that he should have. [71l p. 88]

The majority of the notes collected in the course of this research have
the character of Glaser and Strauss’s ‘analytical memoranda’ (section
combining the researcher’s interpretation with observation of facts oftentimes
obliquely referred to because of security classification rules. To avoid propri-
etary information difficulties, direct reference is never made to actual reports,
budgets, schedules, plans, test plans, test procedures, emails, or presentations;

only the researcher’s notes, recollection, and reconstructions. As distinct
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from the approaches of Whyte and Dalton to their respective populations of
executive managers and industrial labour managers, the approach here owes

much to that recommended by Mills in 1946 when studying engineers:

These men are driven by the instinct of workmanship and
by an emulative desire for recognition by their peers. They are
rarely aggressive and never acqusitive. They like to work on a
basis of cooperative equality and are not of the type to become
executives, even minor ones. .. [w]ith such characteristics they are
particularly subject to exploitation. [151]

The population of this study, comprising primarily software engineers with
security clearances—even the programme manager, and all of the project
leads, were educated in either engineering or physics before being promoted
to management—is especially sensitive to propriety and rules of security,
echoing the concerns of Dalton (op cit.) about the danger to the researcher
of losing privileged access through over-extension. For this reason, the
researcher maintained a passive role throughout the R” project regarding the
gathering of information and conducted almost no formal interviews, with
the exception of participants T, K1, K3, and ivv_2 who were interviewed to
validate the accreditor behaviour model, the certifier behaviour model, the
effect that changes might have on the budget and funding of future projects,
and validation of the models, respectively (Chapter @ Secondary data from
the project that the researcher obtained but does not refer to directly includes
unsolicited email from two project participants throwing light on some events
in R’ that the researcher was not privy to, all of the reports written by
the researcher during the Ry and R’ projects (most of which are classified
or proprietary and cannot be reproduced here), but few intra-management
documents such as budgets, detailed Gantt chart schedules, Task Order

(T.O.) or Statement-of-Work (SOW) artefacts, because those documents are
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not visible to staff software engineers in the business process used by D.

After anonymisation, the data thus constituted are collected in Appendix [B]

3.5 No Classified

The researcher had an active security clearance at the time of these events, has
an inactive clearance now, and is subject to lifetime pre-publication review
under title 18, United States Code, and title 50, U.S.C. [I69]. This thesis
contains no classified information; classification markings appearing herein are
for demonstration purposes only, and do not indicate the presence of classified
information. All of the information in this thesis and the researcher’s previous
papers were reviewed before publication by the appropriate government

security officer.

3.5.1 Export Control

A letter was requested and received from the Export Control Compliance
office of D laying out the identification and content of all D-proprietary
information collected, retained, or copied by the researcher in the course of
research—in many cases these were reports, white papers, or emails written
by the researcher in the normal course of duties for D—comprising the data
of case studies R and R”, or the earlier Ry project. All of these documents
were kept in a pair of locked 35¢ containers under the researcher’s control.
Records not in hard-copy form were kept encrypted on an external hard
disk or DVD-ROM and stored in the same containers. Data required to
understand and justify the conclusions of this thesis not subject to Export

Control are reproduced in Appendix
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3.6 Grounded Theory Methodology

Traditionally, to study the behaviour and interactions of a closed group of
individuals in the field, researchers choose to do ethnomethodology [94]. In
ethnomethodological studies, audio and video recordings may be used to
observe very closely the behaviour of subjects, their speech patterns, use of
language, and interaction with other people, equipment, and their environ-
ment; recordings are then reviewed over and over again, noting very small
details. Ethnomethodology looks at what people actually do, not ‘what they
say they do’ [145]. People may not be able to articulate clearly the underlying
strategy of their actionsﬂ; nevertheless, an ethnomethodologist can discover
it. Merely describing the behaviour of the studied population is insufficient,
however; ‘... [one] rule applies to both qualitative and quantitative research—
theory is more important than data. Theory is the contribution to knowledge’
[69, p. 174]. Journal editors look for the existence of a theory in qualitative
research paper submissions because ‘[theory| provides the story that gives
data meaning’ and ‘[theory] need not be formal or complex—theory should
simply explain why’ [69, p. 166]. The goal of the theory in the following
chapters is to try to understand why the first project failed but the second
one did not—putting forth a reasonable explanation for observations in light
of the different experience, resources, knowledge, and goals of the standard
roles involved in any cross domain C&A.

An example of a successful modern ethnomethodological-type study is
the report on the London Ambulance Service, which similarly to this one
describes the failure of a software project to achieve its goals [86, [87]. One

of the classical examples of the genre is William H. Whyte’s groundbreaking

3Collins, et al. studied ‘tacit’ or implicit knowledge and the difficulty of transmitting
what is not well understood even by practitioners [53].
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study [262] of line and staff management of workers in the early nineteen-
fifties, although Dalton’s portrait of managers a few years later is somewhat

closer to the method used in the present research [70].

3.6.1 The Form of Grounded Theory Used in this Study

Dalton was an early ethnographer of the Chicago school [22]. In light of
modern criticism of the methodology of Dalton and his ilk as ‘dangerous’
and ‘unethical’ 22, pp. 123, 128-9, 132] it should be obvious that ethno-
methodology has a complicated reputation. The goal of ethnomethodology
is to discover the participants’ worldview, but the success of that depends
on whether the information the researcher wants to elicit is something that
people are able and willing to talk about. Ironically, some of the best eth-
nomethodology has been done in nuclear weapons design laboratories, but
the unique environments of Los Alamos and the Livermore laboratories in
the nineteen-sixties had much to do with it [I05]. Cameras and recorders
are disallowed in SCIFs; barred from using the most important tools of
standard ethnomethodology, the researcher turned to a related technique,
also borrowed from sociology, known as Grounded Theory [99].

It has long been known that controlled experiments are extremely difficult
to do in software engineering. Given typical project sizes, to find out whether
a trial was successful can take years [150]. For comparison, the R’ security
evaluation consumed nearly 1.5 years and cost over a million dollars; the R”
DIACAP certification ran for fourteen months (including post-certification
patches) and over eleven person-years of work.

Grounded theory methodology is ideally suited for the present purpose.
It is an inductive methodology for discovering general theories in specific

evidence (Figure [3.4). Above all, grounded theory is flexible [42, 201]. One
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patterns hypothesis

Figure 3.4: Grounded Theory methodology

way of looking at it is as a way of retrospectively running experiments on
data already collected. Events, occurrences, personal names, places, words,
phrases, even thoughts of the researcher as documented in analytical memor-
anda are coded (1.e., tagged) wherever found in the data. Codes are small
mnemonic words or phrases suggesting the gist of an idea; supplementing
the data, a database of codes is gradually assembled. As relations between
codes are hypothesised or discovered, categories emerge. Categories shift,
merge, split, and change as new data points are analysed. As more and more
data are looked at in this way, eventually some categories may be found to
be converging to one or more fixed points; these are considered prospective
theories. Eventually, one or more theories is found that stops changing when
tested against all available data. The theory or theories that emerge are
grounded in the data, hence the name ‘grounded theory’.

Personal recollection of classified meetings, reports, and conversations is
thereby transformed from a handicap into an advantage; denied later access to
verbatim reports or recordings, the researcher’s unclassified notes and minutes
of meetings were discovered to correspond approximately with the grounded
theory practice of writing analytical memoranda [49]. Verbatim coding and in
situ, coding were impossible due to the indirect nature of the data; the version

of grounded theory methodology used in this thesis therefore owes a debt to
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the previous work of Melville Dalton and William H. Whyte that originally
inspired Glaser and Strauss to formalise Dalton’s method in the nineteen-
sixties, more than it does precisely to the automated workflow of qualitative
data analysis tools such as ATLAS.ti. The reason is because essentially all the
data comprise analytical memoranda (in Glaser and Strauss’s terminology)
and none of it is directly traceable to the individuals being studied. Exactly
as Melville Dalton worked in the organisations he studied, furtively hiding
his notes from his research subjects, here the researcher was forced to type
notes from memory after each meeting in the SCIF—twice, because the
first (classified) version remained in the SCIF; then the researcher typed
a new, releasable version of the notes (as soon as possible afterwards) on
an unclassified computer. To the extent possible, without running afoul of
security, the notes covered the same ground, but were necessarily a layer
away. Weekly, the researcher digested the unclassified notes into an export-
controlled third version for discussion with his supervisors. It is these third
generation reports—several hundred in all—that comprise the raw data and
analytical memoranda used in this study. It is argued, consequently, that the
method is closer to Dalton’s than to Glaser’s [70, ‘Appendix on Method’],
and [71].

The goal of the grounded theory methodology used here is to understand
how and why the interactions of cross domain solution developers, government
information security certifiers, penetration testers, IV&V contractors, and
the government Programme Management Office (PMO); the activity of
regression testing (contracted by the certifiers to another department of P; in
Charleston, South Carolina, but using the developer’s own test procedures),
accreditors, and data owners combine to determine progress through required

activities in the standard process during the course of cross domain C&A,
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and hence the cost in both time and money.

Specific Criticism of the Grounded Theory Methodology

Even prior to the invention of grounded theory, pioneers of participant
observation knew that ‘[the/ practice, of course, moves from respectable
to reprehensible shades. To some persons in the social sciences, it is both
scientifically and ethically suspect. There are, indeed, several scientific
shortcomings. ..’ [71l, pp. 74-5]. It might be argued that the grounded
theory methodology is unscientific because it formulates hypotheses after
data; Biernacki makes the case for it in his 2012 book [27, Chapter 1]. On
the contrary, in this case, we argue that yes, grounded theory is the reverse
of the Popperian method, but uniquely it can be used to run experiments
retrospectively when data are scarce and expensive and difficult to obtain.
Such is the case in software engineering. The interpretation used here of the
historical foundations of grounded theory methodology was the only way
that an irreplaceable data set could be widely published.

3.6.2 Tool Support

A software licence for ATLAS.ti version 6.2.27-8 was purchased and the
suitability of the tool to the available data was assessed. All of the data existed
in the form of plain text notes in a single large file, ordered chronologically and
time-stamped, but intermixed with unrelated data, analytical memoranda,
and irrelevant other text. After importing the single large text file into
ATLAS.ti and experimenting with coding it, that approach was abandoned.
Besides audio and video files containing data, ATLAS.ti seems most suited
to coding in relatively small PDF files, for which it has a good user interface
and highlighting tools. The UNIX csplit(1) utility was used to extract a

total of 817 time-stamped items from the electronic laboratory notebook file,
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followed by sed (1) to add a IXTEX header with a unique sequence number
to each data file for tracking purposes. ﬁ Items were converted to PDF for

import into ATLAS.ti.

Coding

An initial manual sorting of the raw evidence collection was done to produce
a set of likely codes to use. The initial set of codes was input to the Auto-
Coding feature of ATLAS.ti and used together with regular expressions to
relatively rapidly locate and tag every occurrence of the initial set of codes in
the eight hundred PDF files. Proper names, project designations, locations,
dates, mentions of the words ‘schedule’, ‘finding’, or ‘board’, testing phases,
organisation names, and indicators of progress were further given to the tool
until most of the PDF evidence files had been tagged in at least a few places.
Variation in the number of codes assigned to each piece of evidence varied
widely, but this is attributable to the equally wide variation in length, type,
and density of the evidence files, which ranged from a single sentence to over
a dozen pages of single-spaced text. The Auto-Coding process was deemed
finished when every one of the a priori codes in the initial list was done,
it could be observed that many of the auto-coded phrases were beginning
to overlap in the data, and most of the evidence files had been visited.
Coincidentally, the tool began to slow down noticeably around this time,

indicating that it was reaching capacity limits.

Discovering the Categories

Concurrent with the accumulation of a starting set of codes during the

initial manual overview of evidence, and whilst guiding the Auto-Coding

4 GNU syntax is idiosyncratic; the csplit(1) command line used was actually
csplit -n 4 notes.tex ’/"\\item\{[0-9]{8}\.[0-91{4}\} /’> ’{x}’
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process, the first categories began to emerge. Ultimately, ten categories were
found shared between the R’ and R” case studies (Appendix [A)). The same
technique was not used for the R’ case study, as the much older data existed

in a completely different form.

3.6.3 Approach

A chronology of events in each case study was first prepared, along with
an index of participants that was immediately used to generate the list of
anonymisation codes. Organisation charts were obtained for the developer’s
organisation, D, and E, but approximate organisation charts could only
be drawn for the validator’s organisation, L, and it proved impossible to
get any such information from the customer, C, the evaluator, N’, the
evaluator’s technical adviser, N, or the customer’s technical adviser, G.
Because of shifting responsibilities, especially during the R” certification
process, organisation charts were inferior to induction of the actual power
and influence relations amongst participants, which were coded manually by
means of relations in the ATLAS.ti Network View Manager feature.

The methodology used here evolved from, at first, an analysis of a single
engineering failure—the ill-fated Common Criteria evaluation of R’. This
led to reading the literature of engineering failure, and to a number of red
herrings and blind alleys along the way. When, late in the research on R/, the
opportunity to study a second, related case arose, the methodology was adap-
ted to collect data from the R” security certification process under DIACAP
using NIST SP 800-53 security controls and the ICD 503-recommended
portions of NIST SP 800-37 risk assessment process, in spite of the fact that
the method of data collection and type of data collected were completely

different in form, quantity, and quality from those available from the earlier
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projectﬁ Further, the outcome of the R” certification was not known yet.
Direct comparison, however, of two closely related variations of the same
software, developed by the same people over a period of years encompassing
several ‘generations’ of security accreditors, was too good a chance to pass
up. Meeting minutes were exchanged for access.

A promising mathematical model was abandoned in 201lﬁ Two theories
grounded in the data of R” and R’, respectively, one predicting certifier and
accreditor behaviour during the CT&E phase of cross domain solution testing
and one offering the developer a measure of control over accreditor behaviour
in the ST&E phase of cross domain system testing, were discovered late in

the process; they are described in §6.2.6] and §6.2.7]

The methodology evolved away from the original set of case studies and be-
came increasingly general and more abstract as the grounded theories gained
functionality and wider applicability. The research was no longer limited
to description of particular cross domain solution products with particular
features or particular accreditors at particular security levels, but developed

a more powerful abstract accreditor model with weaker preconditions.

3.6.4 Refinement

The grounded theory was further developed in whiteboard sessions with
the researcher’s supervisor. Beginning from a set of mechanically generated
network relationship diagrams, events in the certification and accreditation

of R” (and parallel events from Ry and R’, where applicable) were counted

5Data from the R’ project consisted of emails, schedules, plans, many generations of
draft documents comprising all of the evaluation evidence, tools, and validation reports.
There were no meeting minutes at all, no analytical memoranda, and few quotations. The
form of the data was completely different to R” and very much inferior. Only a handful of
documents survive from the even earlier Ry project.

5The mathematical/physical model of accreditor interactions developed in 2010 is still
promising, was anecdotally validated by several working accreditors, and may be revisited
in the researcher’s post-doctoral research.
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and categorised into lists of explicit and implicit information flows—formal
and informal communication channels—which were the linkages of the C&A
mechanism. At no time were motives guessed or imputed to events, although
statements of participants other than the researcher were fair game for inter-
pretation. Formal channels were marked as ‘formal’ and checked off against
a list of expected formal channels comprising deliverables in the DTACAP
process [244], contract line items in the statement of work, and ad hoc reports
that appeared as action items in meeting minutes. Informal channels, after
cross-referencing against formal channels to verify they were not supposed to
be there, were the primary focus of study. Why did they exist? What kind of
information was carried by informal channels—was it different from formal
channels? How much (qualitatively speaking) information travelled this way?
Most importantly, was there a qualitative difference between the existence
or non-existence of detectable informal channels—or between the relative
effectiveness, or between the relative amount of information apparently being
transferred across informal channels—respecting successful vs unsuccessful

outcomes vis-a-vis the R” and R’ case studies?

3.6.5 Evolution of the Grounded Theory

Ultimately, three distinct populations were studied. The first population
consisted of participants in the R” case study: developers, certifiers, profes-
sional security testers, independent verification and validation contractors,
and the sponsoring government programme office. The first population was
large, but insufficiently complex because there was only a slight amount of
need-to-know differences within it. The second population comprised the
developer’s installers and the set of accreditors they had encountered in

the field while setting up R systems. This supplied a wide variety of ex-
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amples, documented in the installation database, of inter-accreditor security
clearance and classification level differences. The second population served
to generalise the grounded theory to collateral classifications and make it
deterministic. The third population was participants in the R’ case study,
because it included international accreditors; this helped prove that the
grounded theory was completem

A surprising thing emerged from following this methodology: the failure
of the R’ security evaluation turned out not to be as interesting as earlier
believed. The success of the R” certification, correspondingly, was only
another data point. The most interesting thing was the discovery of a
general theory that, it is believed, might allow CDS developers to predict
the behaviour of certifiers and accreditors and to exert a measure of control
over the schedule of ST&E, both recurring activities that are important to
their operations. To understand why, consider what happened in the case of
R’, when an experienced developer encountered a new security certification

criteria for the first time.

7 SCI accreditations are structurally equivalent to international accreditations, as will
be shown in Chapter 6.



Chapter 4

The Unsuccessful Common
Criteria Evaluation of the

R-prime System

‘A maxim of technology is that failures reveal underlying mech-
anism. A good way to learn how something works is to push it to
failure. The way it fails will usually tell you a lot about how it
works.’

—Trevor Blackwell, in the analogtv.c source code [29].

Foreign customers, whether government, military, or civil, would typically
demand to see a Common Criteria certificate of evaluation of a product’s
information security level of assurance before they would buy the product, and
that was a significant expense (at least several hundred thousand dollars) for
the software developer to obtainE] The R developer, government contractors

by nature, were loathe to invest that kind of money out of the company’s

'Portions of this chapter were previously published in the Second International Confer-
ence on Advances in System Testing and Validation Lifecycle (VALID 2010), Nice, France,
22-7 August, 2010 [142].

75



76 CHAPTER 4. AN UNSUCCESSFUL C.C. EVALUATION

own pocket. It would be much better, thought the developer, if a customer
could be found to pay for the Common Criteria evaluation of R’ itself;
afterwards, the developer would benefit from the existence of that certificate,
being able to use a Common Criteria certificate—along with a little creative
interpretation about which version of the software it actually applied to—to
sell R in an entirely new civil marketﬂ at home, as well as R’ to foreign

governments overseas .H

4.1 The Decision to Seek Common Criteria Eval-

uation

R by this time was solid and reliable ‘old code’. Developed in response
to urgent operational need beginning in 1992 after the U.S. military and
intelligence community’s experience with manual cross domain systems in
the Gulf War, the R software had been in continuous development and
maintenance for nearly fifteen years at the time of these events. It was a
reliable, well-regarded and trusted cross domain solution that was accredited
and running in hundreds of locations around the world—fixed, mobile, and
shipboard—all of them classified.

D pioneered the concept, through the development of R, of the automated

cross domain solution, the newness of which necessitated that extraordinary

2Civil applications of cross domain solutions envisioned by the developer included
financial reporting systems, Electronic Health Record (EHR) systems, state and local
law enforcement, and airport security. Because R was not well known in these application
areas, D needed both a discriminator and a mark of software quality, which the Common
Criteria certificate could fulfil.

3Technically, under the National Policy Governing the Acquisition of Information
Assurance (IA) and IA-Enabled Information Technology Products (NSTISSP) number 11,
the developer was already required to have a Common Criteria certificate to sell to the
federal government, but compliance was grandfathered in for contracts signed before 2003,
an exemption held to apply to R, even though typically a new contract was negotiated
each year [56]. The developer felt some urgency to obtain a Common Criteria certificate
for R to remain within the spirit of the law.
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care be taken during the design and construction of the first versions of the
R software, and carried through to every subsequent version, functionality
upgrade, and maintenance release since. A machine had never been trusted
with the ‘release decision’ before. The release decision, encoded in the form
of ‘rules’ embedded in a ‘configuration’, would be the primary focus of ac-
creditation testing later on. The software comprising the Trusted Computing
Base (TCB) would be tested during certification. Because accidental release
of high-side messages to a low-side recipient was thought to be the principal
potential weakness of software running on commercially available hardware, a
defence in depth philosophy was adopted, operationalised in the existence of
a separate ‘output guard’ process designed into R. The output guard used an
independent set of rules and served as a backup for the down-grader process,
enforcing a minimal set of content and formatting criteria on messages before
they reached an output channel process. The design mimicked the ‘two-man
rule’ long in use for access control to highly valuable items like cash vaults
in commercial banks or nuclear weapons in the military.

The software was designed and developed with careful attention given to
reliability, audit, testing, and software development methodology. Origin-
ally a ‘black’ programme under an undisclosed government agency sponsor
carrying the designation ‘L-142’, the programme underwent a number of
changes of the government programme office having responsibility and budget
authority for it across different branches of the U.S. military and intelligence
community in the years since inception. This discontinuity of government
programme office oversight is important, but belies the continuous scrutiny
that R underwent, continuing to the present day, over the security and
reliability of the software, its development environment, the vetting of soft-

ware development personnel, control over software functionality, and security
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testing (both certification and accreditation).

Being a cross domain solution, it can be understood that R had been
tested many times by different authorities in diverse conditions, locations, and
uses. The software was approved for use by the U.S. intelligence community
starting in 1992-3 under a particular set of security testing criteria known
as Director of Central Intelligence Directive (DCID) 6/3, and then by U.S.
military branches individually under the Secret and Below Interoperability
(SABI) rules, and for use in mixed SCI and collateral environments under
the Top Secret and Below Interoperability (TSABI) rules, all of which
are approval and accreditation criteria, not certification schemesﬁ Being
the first of many automated cross domain solutions, R was specified and
largely designed by the user community and evaluated by NSA and the
Defence Information Systems Agency (DISA) before the unprecedentedly
risky concept of an automated cross domain solution was finally accepted by
the U.S. intelligence community in 1995.

For a new product (R') whose pedigree derived from one that had been
evaluated successfully so many times in the past, it was thought by D that
obtaining a Common Criteria certificate for R’ would be relatively easy.
The necessary security functionality was present, the software development

environment already provided a high level of assurance of quality and test

“Terminology is important here; DCID 6/3 was not a certification programme, and NSA
did not certify cross domain solutions under DCID 6/3; as it does today, NSA’s Information
Assurance Directorate (IAD) only provided a technical opinion. Each particular cross
domain system containing R and installed in a particular location was accredited by one
or more members of the intelligence community under the Director of Central Intelligence,
and cross domain solutions, like R, could be ‘approved for use’ and placed on an Approved
Products List by the Defence Information Assurance Security Accreditation Working Group
(DSAWG). The Common Criteria and the Defence and Intelligence Community Informa-
tion Assurance Certification and Accreditation Programme (DIACAP) are certification
programmes. NSA, in conjunction with the National Institute of Standards and Technology
(NIST) under the auspices of the National Information Assurance Partnership (NIAP)
Common Criteria Evaluation and Certification Scheme (CCEVS), are the certification
authority for Common Criteria security evaluations in the United States.
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coverage and matched well the software development process maturity level
called for, and after examination of the Common Criteria certification re-
quirements, it was believed by D that the evaluation process would consist
mainly of the developer exhibiting existing documentation to the evaluator.
The researcher was assigned the task of writing the Security Target (ST) for

the R’ version of the softwarel’]

4.2 Structure and Processes of a Common Criteria

Security Evaluation

The ‘evaluator’ in a Common Criteria security evaluation is one of the
certificate authorising members of the CCRA. The evaluator is chosen by
the developer, often in consultation with the validator, and in many cases,
the intended customer. In the case of R’, although the customer C' was not
the United States government, the chosen evaluator was IV, the U.S. scheme.
It is not uncommon for vendors to select an evaluator outside of their own
country, either for reasons of national loyalty, or evaluator backlog, or out
of a perception that some evaluators are more or less permissive in their
security testing diligence than others. ‘Evaluator shopping’ is a legitimate
criticism of the Common Criteria as discussed in section The reasons
for choosing evaluator N in this case are unknown, but N’s reputation is

that of being a strict evaluator.

®The author of this thesis had assisted with an earlier project (designated Ro) in 1999
whose goal was the preparation of a complete package of ‘evaluatable evidence’ for an
earlier version of R for the M project. The ST and design documentation for Ry turned
out not to be very useful to the preparation of the work packages for R’, however, because
of differences in functionality between the Target of Evaluation (TOE) of Ry and R, some
new functionality included in R’, some existing functionality of R that was not included in
R’, and the fact of a completely different installation environment between the two. The
same author, tasked with writing the R" ST in 2004, was however able to use some of the
experience gained writing an ST under the earlier guidance of an experienced ST writer
during the 1999 project.
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Figure 4.1: J and K were the primary interface between D and L; in
accordance with the Common Evaluation Methodology (CEM), there was no
direct communication between D and the certifier, N. OGD briefly interacted
with D through cert_20 but dev_1-4 were working on R and un-involved with
R’. The Programme Management Office (PMO) played a hands-off role.

The ‘validator’ in a Common Criteria security evaluation is one of a small
number of approved Common Criteria Testing Laboratory (CCTL) outfits,
which are commercial enterprises whose purpose is to work with the developer
through the writing of an evaluation documentation package, making sure
that everything is complete and up to standard before the evaluation package
is seen by the evaluator. Some of the national schemes, including N, do not
accept evaluation requests ‘over the transom’; these must come in through

an approved CCTLH The validator assists the developer with preparation

5Tt is interesting to look at the validator-evaluator relationship by analogy to dentists.
Specialist oral surgeons (the national scheme evaluators) rarely encounter teeth covered
in calculus and plaque, because the specialists’ patients are referred to them by general
practitioners (the validators) who take care of minor dental health care problems and
teeth cleaning before the specialist ever sees the patient. There is a risk that this might
lead specialists to underestimate the incidence in the population of minor dental health
problems, in much the same way as Common Criteria evaluators encounter only fully
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of work packages. Some validators have a process in mind as to the level
of scheduling detail and format of the Work Breakdown Structure (WBS),
and usually assign a technical representative to work with the developer. In
the case of R/, the validator was the corporation L, the validator’s technical
representative was the individual H, the validator’s project manager was the
individual I, and the developer’s technical representative was the individual
J. Responsibility for project management in the developer’s organisation
shifted over time from one individual to another collectively designated here
as K1 and Ks. (See Figure [4.1])

The ST is the top-level introductory and organising document of a
Common Criteria security evaluation and heads up a large collection of
evidence that a developer provides to the validator. The ST describes the
Target of Evaluation (TOE) and specifies which particular SFRs and SARs
are claimed to be satisfied by the TOE. The EAL determines the SARs to
be evaluated and the Protection Profile (PP), ideally, determines the SFRs.

Oftentimes an ST is written with reference to an existing PP—originally
a predefined set of SFRs and SARs determined by and for a particular type
of end-user and published for the benefit of the community—but in the case
of the R’ evaluation no suitable PP for cross domain solutions existed at
the time, so the developer was free to select a collection of SFRs that well
represented the total capabilities of R’ E This ability to proceed without a
validated PP was a doubled-edged sword, and has since been curtailed by
evaluator action; on 16th March 2010 the N Interpretations Board announced

that it had ‘... determined that the current U.S. Protection Profile robustness

validated work packages, leading the evaluators to overestimate the level of security and
quality in commercial products.

"The developer is allowed to choose which version of the Common Criteria to use; the
version is specified in the evaluation report. At the time of the R’ validation, version 3 of
the Common Criteria was not yet standardised, so the developer, in consultation with the
validator, decided to use version 2.3.
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model needs to be revised’ and that henceforth a validated PP would be
required [165].

On the one hand, the freedom of the developer to select the SFRs to be
evaluated might allow an unscrupulous developer to cherry-pick a set of SFRs
that are easy for the developer to satisfy, while ignoring other SFRs that
represent important security functionality that a customer—who depends on
the CC to identify products with good security functionality—mneeds to have.
But the other consequence of freedom to choose SFRs can negatively affect
a naive developer, as may have happened in the case of R’. The absence of a
published PP for cross domain solutions likely led D to include too many
SFRs in the ST, which led directly to problems in circumscribing the TOE
boundary and inflated the cost of the validation (see Chapter [G]).

The evaluation evidence for a product is divided into work packages. The
number and type of work packages needed for validation depends completely
on the Evaluation Assurance Level (EAL) being claimed. The EAL of the
R’ evaluation was set at ‘EAL4+’, meaning it included all the SARs for
EAL4 in Table 6 of Part 3 of the CC with the addition of ALC_FLR.2 Flaw
Reporting Procedures which were not required at EAL4 in version 2.3 of the
CC. [57]. A minimum level of EAL4 was required by the customer, and as
EALS5 would have been excessively expensive for the purpose, in the end,
the developer requested that EAL4+ be attempted, again because EAL4+
matched most closely with the R’ software’s native level of assurance in the
software development environment.

The validation and evaluation process normally proceeds from the tradi-
tional project kick-off meeting through an interval of several months where
the developer works closely with the validator to produce a defined set of

work packages. The validator is provided with an installation of the TOE.
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At the time of the R’ validation, the Common Evaluation Methodology
(CEM) of the CC version 3 had not yet been promulgated, so the valid-
ation methodology employed was proprietary to L [59]. In the course of
events, the R’ product was listed on N’s web site as ‘in evaluation’. Had
the validation process of R completed as planned, L eventually would have
delivered the work packages to IV for evaluation. The evaluation process
would have proceeded to testing of all SFRs, review and inspection of all
of the documentation associated with SARs, writing of an evaluation and

certification report, and issuance of a Common Criteria certificate.

4.3 Chronology of Events in the R-prime Evalu-

ation

Writing of the ST for R’ began shortly before the selection of the testing
laboratory L was finalised, as it was believed early on in the project that the
previous Ry ST, despite never formally having been validated or evaluated,
could, with minimal changes, be used as the template for an updated ST
for R'. While that belief was true in principle, differences in the feature
set between Ry and R’ caused by addition of new features in the five years
that had elapsed since the preparation of the first ST, obsolescence of some
functionality followed by its removal for dead code reasons (mandated by @,
the approver of R”), selective elimination of certain advanced functionality
of R kept outside the R’ software development configuration management
system branch for export control reasons, and changes to the Common
Criteria from version 2.1 to version 2.3, made that aspiration moot; in the
end, the template for the R’ ST was generated automatically from machine-

readable copies of Part 2 and Part 3 of the Common Criteria after they were
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mechanically transformed from PDF to HTML. Automatic generation was
the driving methodology on D’s end of the project throughout—wherever
possible, to generate new documentation automatically from existing primary
documentation or source code from the version control repository—and to
re-use existing documentation unchanged as much as possible.

Setting the TOE boundary correctly in an ST is an art [I84]. It was
a significant problem in the R’ evaluation. If made too small, the cost of
validation is reduced but the evaluator may baulk that not enough security
functionality is tested. If made too large, the cost of validation and the time
required for evaluation are both increased. The primary difficulty lies in two
directions. Firstly, if the TOE, like R’, is an extremely configurable device
with many capabilities, then by rights the ST ought to be comprehensive
about the TOFE’s full capabilities, even if making it so would balloon the
number of SFRs to an unmanageable size (an oversized TOE cannot be said
to be an un-testable size, because the developer’s own software development
process must have been able to cope with testing it; the issue at hand is only
the cost of the evaluator’s time in re-testing it, but see §6.3] for a critique of
how this is done in practice). The real problem with increasing the number of
SFR claims in the ST is that it inflates the size of the design documentation
problem.

Secondly—and typical of a software product that, like R/, was designed
to run on Commercial Off-the-Shelf (COTS) hardware—there is the im-
portant question of whether the TOE includes COTS hardware, software,
and firmware. If the TOE incorporates COTS hardware components, it can
open the developer to the risk of having to justify security-relevant hardware
design decisions to an evaluator when the developer had no involvement in

those choices. An example is the provision of a feature called Lights-Out
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Management (LOM) on certain Sun Microsystems machines, comprising a
de facto additional network interface that D was obligated to disable or
physically remove before deployment, even though the manufacturer of the
hardware assured it could not be used to ex-filtrate data; D appreciated the
nature, inclination, and capabilities of the security testers at N’ and G better
than the hardware manufacturer, and risked invalidating the manufacturer’s
service contract by physically removing these components even though the
operating system had no documented or obvious undocumented means for
accessing the LOM network interface after boot.

Incidentally, although not precisely at issue in the R’ evaluation because
S was to be a one-off system—Dbut highly relevant to the anticipated wider
applicability of an R’ CC certificate to R—hardware vendor life-cycles are a
continually renewing problem to cross domain solution developers. Security
evaluators, CC and otherwise, rightly regard the physical hardware on
which a cross domain system runs as being within range of attack during
analytical risk analysis or penetration testing, because the expected adversary
logically will explore all opportunities looking for an exploitable vulnerability.
Certification authorities and standards writers are aware of this and typically
make security certifications dependent upon specified hardware and operating
system patch levels and mandate that changes to hardware are treated
as software version changes would be under the certification rules. The
difficulty arises because COTS hardware manufacturers, bound by upstream
component manufacturers, who are in turn bound by upstream semiconductor
process changes in the supply chain, which itself is forced by the extremely
high capital cost of steppers, advanced light sources, fabs, and optics to
keep up with Moore’s Law, regularly stop producing old hardware and

introduce new machines. For most end-users, with less stringent security
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requirements, this is not a problem; hardware manufacturers provide pre-
release hardware to operating system developers, and operating system
versions and patches are kept in step with annual (or at some other regular
interval) hardware introduction cycles. But cross domain solutions are almost
invariably developed for special high-assurance COTS operating systems,
which are themselves certified, and the certification life-cycle for certified
operating systems is both out of sync and out of phase with the hardware
vendor life-cycle. Specifically, hardware life-cycles for general-purpose COTS
computers range from six to eighteen months, phase-locked to semiconductor
process manufacturing as described above. But certified operating system
release cycles—invariably, since the replacement of ITSEC and TCSEC
by the Common Criteria—are tied to the duration of Common Criteria
evaluation, and because operating systems are usually large and complex
software systems, CC evaluation of them always takes more than a year.
The result is that certified operating system versions sometimes run only on
obsolete and sometimes even unavailable hardware.

This happened several times to R’s developer. Two divisions of a par-
ticular computer and operating system vendor, one division responsible for
building hardware and the other for writing and certifying a specialised and
certified version of the operating system with additional functionality to run
on the same company’s hardware, did not talk to one another and fell out of
sync for nearly a year. New hardware was introduced that was incapable of
running the old operating system. The conventional, non-certified operating
system was updated accordingly, and patches released for customers who
preferred to continue running older versions of the operating system. The
problem, for D, was that the new operating system was not yet Common

Criteria certified, and some of the patches were inapplicable to the certified



4.3. CHRONOLOGY OF EVENTS 87

operating system, but regardless, all of the operating system patches were
un-allowable to be applied to the certified operating system because the
certification was written solely to the patch level of the operating system
TOE that had been evaluated. If it had ended there, the situation would
have been familiar to D and to D’s customers, if less than desirable. Sites
running classified cross domain systems are regrettably used to running old,
un-maintained hardware and operating systems without the latest security
patches for precisely this reason; it is not a good situation, but site security
officers and accreditors tell themselves that physical security, relatively isol-
ated networks, and increased levels of vigilance to intrusion detection systems
and intrusion protection measures like screening routers will compensate to
some degree for the absence of up-to-date security patches. However, the
hardware manufacturer immediately stopped making the older computers
on which the certified operating system depended. The R developer was
forced to search urgently for alternative sources of supply, and for reasons
of supply chain security, most second-hand sources could not be used. D
was ultimately forced, with the assistance of the U.S. Navy, to mine ships
at sea for hardware-in-use that had acceptable pedigrees in order to meet
contractual obligations for cross domain system installations. This happened
three times between 1998 and 2006, for three different models of hardware
and two versions of the certified operating Systemﬂ

The world of classified cross domain systems is not the only place where
the same thing happens. The difference between the time it takes to design
new COTS hardware—which is typically never certified except for Network
Equipment Building System (NEBS) Level 3 and MIL-STD 810 for en-

8The affected hardware included Sun Microsystems Inc. Ultra 5, Blade 150, and Blade
2000 computers, with Trusted Solaris 2.5.1 (TCSEC certified) and Trusted Solaris 8
Certified Edition (which was Common Criteria evaluated) operating systems.
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vironmental conditions and ruggedness, FIPS 140-2 for certain specialised
cryptographic hardware modules used in unclassified applications, or NSA
Type 1 for classified cryptographic hardware—is much less than the time
required to certify a major operating system release. A similar situation
occurs with medical diagnostic and therapeutic devices. In the U.S., the
Centre for Devices and Radiological Health (CDRH), a branch of the Food
and Drug Administration (FDA), controls the approval of medical devices.
CDRH regulations, not unlike Common Criteria security evaluations, require
Class 3 devices to undergo clinical trials and design reviews before approval,
an expensive and time-consuming process. Manufacturers of Class 3 devices
are understandably reluctant to jeopardise the approval of devices installed in
hospitals and clinics, and in the case of medical devices incorporating COTS
hardware and operating systems such as Microsoft Windows, reportedly
prohibit or discourage buyers from installing unapproved security patches
for fear of triggering a re-certification event [230]. A contributing factor
to security patch—non-compliance in cross domain systems installed and
operational in very remote locations is the expense of travelling to sometimes
war-torn regions and the necessity of disrupting critical communications
for hours. Safety-critical airborne and spacecraft systems have their own
peculiar concerns around catastrophic failure and inaccessibility for repair,
and deal with it in their own way, deemed acceptable for these applications,

by means of testing and use of redundancy [197, [109].

4.3.1 Work Packages

Part 3 of the Common Criteria, through the mechanism of requiring certain
SARs for evaluation, largely determines the size and composition of the

written materials required to be submitted for validation, called work packages.
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SFRs are not documented, particularly, except by reference in the ST to
particular strength of function claims, and are expected to be verified by the
evaluator, for the most part, by exercising the TOE and through examination
of design documentation. Work packages were delivered incrementally from
D to L during the validation process according to the project schedule under
the control of project managers K1 and Ko.

In the case of R’, most of the SARs in Table were already completely
satisfied and adequately documented. For example, the original software
development methodology required and specified by Intelligence Community
(IC) members at the beginning of the R project naturally included an
automated Configuration Management (CM) system, satisfying ACM_AUT.2
(although ACM_AUT.1 was claimed) with more than enough capabilities
and scope to satisfy the requirements of ACM_CAP.4 and ACM_SCP.2. The
developer’s installation procedures, unchanged, were sufficient to satisfy
ADO_GS.1; as described previously in the discussion of hardware supply
chain security, D found it necessary to document a secure delivery process
in order to satisfy ADO_DEL.2.

The R’ User Guide and Trusted Facility Manual (TFM) easily satisfied
the requirements of SARs AGD_ADM.1 and AGD_USR.1 for user and admin-
istrator guidance, respectively. The developer’s process already generated
specific editions of both of these books for each release of the software, so the
Documentation and Training department had them available as a matter of
course. Because of the configurable nature of the system, the R User’s Guide
is both an administrator’s and operator’s guide, and the TFM is a guide for
site security officers, fitting into the category of a traditional administrator’s
and security features configuration guide.

In the ‘Life cycle support’ category, the developer supplied documentation
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Assurance Class | Assurance Family Components
Configuration CM automation (ACM_AUT) ACM_AUT.1
management CM capabilities (ACM_CAP) ACM_CAPA4
CM scope (ACM_SCP) ACM_SCP.2
Delivery and Delivery (ADO_DEL) ADO_DEL.2
operation Installation, generation and
start-up (ADO_IGS) ADOIGS.1
Development Functional specification
(ADV_FSP) ADV_FSP.2
High-level design (ADV_HLD) ADV_HLD.2
Implementation representation
(ADV_IMP) ADV_IMP.1
Low-level design (ADV_LLD) ADV_LLD.1
Representation correspondence
(ADV_RCR) ADV_RCR.1
Security policy modelling
(ADV_SPM) ADV_SPM.1
Guidance Administrator guidance
documents (AGD_ADM) AGD_ADM.1
User guidance (AGD_USR) AGD_USR.1
Life cycle Development security
support (ALC_DVS) ALC_DVS.1
Flaw remediation
(ALC_FLR) ALC_FLR.2
Life cycle definition
(ALC_LCD) ALC_LCD.1
Tools and techniques
(ALC_TAT) ALC_TAT.1
Tests Coverage (ATE_COV) ATE_COV.2
Depth (ATE_DPT) ATE DPT.1
Functional tests (ATE_FUN) ATE_FUN.1
Independent testing (ATE_IND) ATE_IND.2
Vulnerability Misuse (AVA_MSU) AVA_MSU.2
assessment Strength of TOE security
functions (AVA_SOF) AVA_SOF.1
Vulnerability analysis (AVA_VLA) | AVA_VLA.2

Table 4.1: Security Assurance Requirements for EAL4+ (after [57, Table 6])
with augmentations for R’ in boldface
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showing that R spaces were a DoD accredited Closed Area under the National
Information Security Programme Operating Manual (NISPOM) and all
personnel in the closed area positively vetted, satisfying ALC_DVS.1. The
software life-cycle (an iterative spiral model), tools and techniques (such as
coding standards and software inspection procedures, developer training, and
review boards) were fully documented in the R Software Development Plan
(SDP) which was supplied as-is in support of ALC_TAT.1 and ALC_LCD.1.
‘Flaw remediation’, the only augmentation above EAL4 that was claimed
(although D could have claimed ACM_AUT.2 based on capabilities and usage
if they had wanted), was satisfied by the developer’s bug tracking database,
which was integrated with the CM and build system, review boards, and
software inspection processes as documented in the SDP. The developer
decided, based on its recent ISO 9000 evaluation and Software Capability
Maturity Model (CMM) evaluation at Capability Maturity Model Integration
(CMMI) Level 3, that ALC_FLR.2 (‘Flaw reporting procedures’) was the most
correct SAR to claim; ALC_FLR.3 (‘Systematic flaw remediation’) would be
more appropriate for a CMMI Level 4 software development organisation to
have.

The developer’s existing test procedures and Test Plan (TP) for R’
were supplied to L in support of test coverage (ATE_COV.2) and depth
(ATE_DPT.1). Basic functional testing (ATE_FUN.1) was demonstrated
by a Requirements Traceability Matrix (RTM) and the Configuration Item
(CI) list, which linked every enhancement or maintenance Change Request
(CR) to a Configuration Review Board (CRB) meeting, software inspection
report, CM build, test procedure, test plan, and test report. Independent
Verification and Validation (IV&V) was a required part of D’s SDP for

certified versions of R, so it was no difficulty to demonstrate compliance with
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ATE_IND.2 requirements.

Some SARs were addressed in the body of the ST. Both AVA_MSU.2
(‘Misuse’) and AVA_SOF.1 (‘Strength of TOE security functions’) occupied
many pages of exposition in the ST on such topics as password complexity,
internal protection of the Identification and Authorisation (I&A) database—
which had three layers of protection: Discretionary Access Control (DAC),
Mandatory Access Control (MAC), and cryptographic functionality; and
process separation, again using the facilities of the Trusted Solaris operating
system for mandatory access control. In general, every security function
in the R’ application software was independently implemented, so far as
was possible, by application code and operating system MAC configuration
both, and auditing was similarly duplicated, although some of its work was
distributed to one subsystem or the other based on information classification,
by both application auditing code and operating system audit functionality.
In support of AVA_VLA.2, a completely new vulnerability analysis was
written for the appendix of the ST.

It was the ‘Development’ assurance class that gave D the most problems
with the Common Criteria evaluation of R’. For historical reasons tied
primarily to government funding and the previously mentioned ‘orphan’
status of the R programme with respect to Government Programme Office
(GPO) tenure dating from the earliest days of the L.-142 programme, the
original R design documentation, while excellent, had been poorly maintained.
This showed up when R’ attempted to exhibit High Level Design (HLD) and
Low Level Design (LLD) documentation for the ADV_HLD.2 and ADV_LLD.1
work packages.

Even supplying the original HLD and LLD for R in place of R’ was not

possible, for two reasons. Firstly, some of the original documentation had
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been lost. Much of it never existed except the form of paper, some of it was
thousands of miles away in California or Washington, D.C., and no one in
the government programme office—through several changes of responsibility
from O to F to Pi.—knew where it all was. D had only fragments of the
HLD and LLD, and those were many major versions of the software out of
date. Secondly, as described in the context of re-use of the Ry ST in
significant functionality differences existed between R and R’ as they existed
in 2006 and R in 1992. For the simplest example, communication interfaces
in 1992 were RS-232 serial; in 2006 the serial ports still existed but they
had been joined by TCP/IP over 100Base-T Ethernet and other protocols,
data link layers, and physical layer interfaces. The rules engine had been
completely replaced.

After searching the Software Development Library (SDL) and asking
other software developers for their oldest paper files, the ST author, J, was
forced to conclude that, given the time and budget constraints driving the
ST and ADV work packages, which were on the critical path for validation,
the only way to generate an HLD and LLD in time was automatically or
semi-automatically. To that end, J investigated two parallel approaches.
The free open source tool Doxygen was obtained and used in an attempt
to generate a usable high level design documents from the R’ source code
in the CM repository [247]. At the same time, J wrote a series of complex
UNIX sed scripts to filter the entire C++ source code of R’ into fully hyper-
linked HTML. It was hoped that the combination of class hierarchy diagrams
produced by Doxzygen for a high level guide with hyperlinks into the web
browsable source code database would serve as an adequate substitute for the
missing HLD and LLD documents. The validator’s technical representative,

H, was noncommittal. H preferred to see design documentation in the
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form of Functional Flow Block Diagrams (FFBD) and attempted in several
meetings to teach J how to produce them, but with no tool support for
drawing FFBDs except by hand, and with much of the necessary information
about data flows existing only in the head of the individuals W and T,
few FFBDs were ever successfully produced. The author feels personally
responsible for these shortcomings.

The necessity of automatically generating ersatz HLD and LLD docu-
mentation for R’ was couched earlier as a philosophy, but it was a philosophy
borne of desperation. In the absence of original and continuously maintained
FFBDs that never existed for any version of R, that philosophy mismatched
with L’s work processes and probably delayed validation by several months.
In contrast, the ST, although large and complicated and difficult to write,
was successfully done. The automatically generated HTML source code
browser was delivered to the validator in satisfaction of SARs ADV_IMP.1
(‘Implementation representation’) and ADV_RCR.1 (‘Representation corres-
pondence’) and a section in the ST based on several old R Security Policy
(SP) documents served for ADV_SPM.1. The last work package scheduled to
be delivered, ADV_FSP.2 was still in progress when the R’ validation came

to an abrupt end.

4.3.2 Setting the TOE Boundary

The author of the ST, J, was continually urged by the project manager K3
to keep the TOE as lean as possible. In the end, the R’ TOE boundary was
established to include certain specified COTS hardware and software, but only
to the extent of requiring particular vendor, product, version, release, patch
level, and end-user configuration as specified by the developer [140]. Since

few of the SFRs directly necessitated testing hardware functionality, and
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since the developer already extensively modified and specifically configured
the COTS Operating System (OS), the only real added work required of the
developer was to establish and document a secure installation process for
the COTS hardware and software, which was done and added as a new work
package.

The fact that D included SFRs for all of the security functionality of R’
in the ST, instead of minimising the set to claim only functionality needed by
S, combined with the developer’s willingness to accept N as the evaluator,
supports the conclusion that D was more interested in upholding the spirit
of the Common Criteria than of gaming the rules for personal gain. It is
further supported by the fact that D was very familiar with and comfortable
working with N’ as the security accreditation authority in previous projects.

In retrospect, it is unclear whether the TOE boundary could have been
set differently—i.e., a smaller TOE—and remain within the ethical bound-
aries of good engineering practice. As a parallel example, consider the CC
evaluation report for PR/SM LPAR for the IBM eServer zSeries z890 and
2990 mainframes [I18]. That TOE was tightly constrained, the ST and certi-
fication report both stipulating assumptions considered by D to be outside
the realm of possibility for R/, such as manufacturing origination of the
hardware, and limitation of the TOE to a strict separation virtual machine
monitor, completely disregarding the inter-partition information sharing
capabilities of PR/SM LPAR [79]. The author of the R’ ST believed it would
be dishonest to limit the TOE only to that functionality used by S, since R’/
by design is a configurable cross domain solution with several types of general
purpose communication channels and rules-based message handling that runs
on limited and specified but commercially available hardware manufactured

by a third party. Consequently, the ST for R’ described the complete scope
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Participants in country A
Participants in country B
Customer
Software developer
Systems integrator
A’s government security
agency
CC testing Laboratory
B’s government security
agency for Common Criteria
(CC)
E N’ Another government
information-security

certifying agency of B
“V R The product being CC-
evaluated

S System being developed

by E

T TOE boundary

—_ Uu,Vv Other systems outside S
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Figure 4.2: Software developer D had influence only over the Target of
Evaluation (TOE) R’, whereas the system S as a whole was built by E.
When the customer’s government security representative G did their analysis,
they considered the superset of S* including the external interfaces to U and
V. (Adapted from [I42], after [238, Ch. 7].)

of functionality of the software and hardware to be delivered with S and
the EAL (with augmentations) claimed in the ST matched D’s software
development process maturity level. Anecdotally, the R’ ST was informally
praised by N’ in a meeting with D that was attended by .J in which it was
said that the R’ ST, although larger than most, was appropriately complete
in the details and disclosed precisely the kind of information that an evaluator
needed to have.

It is interesting to compare the experience of Hill, et al. with the R’
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validation experience, because that paper clearly shows the back-and-forth
negotiation that occurs between the developer and the testing laboratory
during the validation process, even showing an appeal to the evaluator to
resolve an impasse [I13]. Reading between the lines of that paper, it seems
that some of the same discussions and negotiations occurred between their
developer, validator, and evaluator as took place between D and L during
the R project, as in the amount of detail to be included in the ST, LLD, and
HLD work packages. There is ever-present tension between developer and
evaluator during a Common Criteria security evaluation—which expresses in
terms of the size of the ST—over how much functionality is security-relevant
and ought to be tested. It is in the developer’s interest to minimise the TCB,
and hence the scope of the TOE, in order to speed the process and achieve
certification soonerﬂ It is probably in the evaluator’s interest, and almost
certainly in the validator’s interest (so long as the validator is engaged by
the developer on a cost-plus-fixed-fee contract) to maximise the scope of the
evaluation, and hence fees. This is one of the most important purposes for
having and requiring protection profiles; it fixes the SFRs and SARs for a

given EAL, ensuring fairness within and across evaluations.

4.3.3 Asynchronous Customer Security Review

It is believed likely that the R’ validation would have succeeded had the last
work packages and the final version of the ST—the ST was continually being
updated as served as index and glossary to the work packages—been delivered

to L as scheduled.lg The validator had been working with D throughout

9Smart card components, including integrated circuits and PIN pads—being in fact
cryptographic terminals as much as their classified brethren—have equally small TCBs, so
are typically evaluated to EAL5+ to comply with EMVCo and PCI standards [61], §7.3.3].

1074 is logical to conclude that had the validation been successful, the evaluation would
have proceeded normally, as that is both the purpose of, and the contracted goods for,
licenced evaluation laboratories such as L.
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the project, examining each work package as it was submitted by D, giving
feedback on work packages, and tracking the validation schedule. With less
than a week to go before the planned date for submission of the last two
remaining work packages, the entire effort was unexpectedly torpedoed. The
customer, C', had, without notifying D or L, engaged a disinterested third
party, G to look at E’s entire system design for S and render a technical
opinion. This was C’s prerogative. Figure shows the relationship between
C, D, E, G, L N',and S. G pronounced S ‘not fit for purpose’ and C
immediately terminated the project.

The individuals J and K; had both travelled several times to country
A and had met several people in G. The researcher was very favourably
impressed by the technical prowess evident in G and spent many enjoyable
hours sparring with them about computer security attack and defence. G’s
final report, however, was as damning as it came as a complete surprise to
D; it is not known whether the report came as a surprise to E as well. The
report is classified and cannot be reproduced here, but G’s main objection
was not to R'—although it did come in for some specific CriticismEFbut to
an unrelated subsystem of S that had been designed and implemented by
E. The developer of R’ had never seen the components X, Y, and Z of the
larger system S except as boxes on a block diagramE but G recommended
strongly against the deployment of S in the ﬁeldE For a short time after

cancellation of the project, F¥ threatened to bring a lawsuit against D for

11D took to heart the specific criticism of G with respect to R'—and by extension,
R—and immediately implemented an expensive, uncommon, and only recently become
technically feasible improvement to D’s software development process. It was successful.

126 is the system designed by E that contained R’, which was designed by D, in addition
to components X, Y, and Z supplied by E. The larger system S*, including its external
interfaces to outside systems U and V', was the purview of C and is the system that was
examined by G.

30ne of the reasons given by G for the recommendation to cancel S was the presence
of un-patched Microsoft Windows 2000 servers in X and Y.
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breach of contract, answering a question once asked by Andrew Tobias in

1970, when he

‘... wonder[ed] whether one subsidiary of a conglomerate has ever
sued another?’ [233, p. 113].

4.4 Post-Mortem

A contributing factor to the failure of the R’ security evaluation was turnover
and tenure of project managers. Over the course of L’s validation, project
managers changed at least six times, and in both the D and L organisations.

Turnover amongst project managers (PM) has been repeatedly implicated
in software and other project failures [39, 40, 203}, 109] 194] 155]. Parker and
Skitmore (2005) studied the effect of changes in project manager on projects
and identified ‘arrival effects’ (from the point of view of the project manager)
as primarily slowing progress after the arrival of a new project managerﬂ
but ‘project effects’ (from the point of view of insiders on the project) are
probably more important [I74]. A possible mechanism to explain project
effects is given in the next chapter.

But which way did causality run? Did the large number of project
manager changes that were observed in R’ cause the failure of the project,

or were they caused by it?

Our respondents singled out staff turnover as being a major
contributor to both the success and failure of projects. In the
successful projects there was either no staff turnover, or very
little staff turnover [252, p. 1025].

Initially, it was thought to the former, but that fails to explain why

1¢Arrival effects’ had been noticed earlier by Grusky (1963) and examined further by
Gamson and Scotch (1964) but Grusky’s focus was on the vicious cycle exhibited by
repeated changes of baseball coaches in losing teams [93].
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almost the same incidence of PM changes was seen on both sides of the
certification, in two different organisations (D and L), with no direct con-
nection between them. The changes of PM were not noticeably correlated
between organisations over time. Grusky tried to argue something similar
in 1963 but Gamson showed his postulated effect to be ambiguous. If it
is assumed instead that project manager turnover was an effect, then we
could argue that it was caused by, firstly, poor support of the failed project
by the developer’s organisation; secondly, lack of prior experience (on the
developer’s side) with the activity; and thirdly, indifference on the validator’s
side (contracted as they were on a cost plus basis), which led to repeated
project manager changes because the project manager is always in possession
of the best information. So project manager tenure is an indicator, not a
cause, of failures.

This, then, appears to be the explanation for what Brooks, Sauer, Harland,
Rost, and the National Audit Office found.

In the following chapter, it is proposed that changes in project manager
disrupt ‘implicit communication channels’ necessary to the operation of a

project.



Chapter 5

The DIACAP Certification of

the R-double-prime System

‘[The process] was like the solving of an algebraic equation. First
you alter one variable, then another, but it never occurs to you
that the constants might be wrong’ [54, p. 449].

The developer spent relatively little time licking its wounds after the
unsuccessful outcome—both certification- and installation-wisd—of the R’
project. The developer, D, routinely maintained dozens of projects concur-
rently, in all stages of progress from RFI to accreditation and maintenance,
as well as an active programme of software development for enhancements.
By early 2010, as a direct result of the hardware and OS vendor’s life cycle
road-map, it was recognised by D and the government Programme Office
P jointly that R needed to be ported to the current version of the certi-
fied multi-level operating system or else the ability for D to purchase new

hardware for future installations would be jeopardised. The new OS port

!Because some Requests for Information (RFI) never reach the contract stage, and
because engineers occasionally recommend a different solution, and because sometimes
customers run out of funding before the end of a project, the developer’s key metric is
installations of R, defined as operational sites that are accredited and under maintenance.

101
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would be called version R” and would require a complete re-certification of

the software.

5.1 Beginning of the Project

D faced a situation not unfamiliar to cross domain solution developers: once
again, the rules had changedﬂ Despite that fact, new installations of R were
occurring as often as ever, nothing untoward had happened to D’s reputation
as a result of the failure to achieve Common Criteria certification for R’, and
the developer was getting ready to begin the certification testing of R”. The
new system would be an enhanced version of R with new capabilities, and
at the same time would be ported to a new hardware architecture from a
different manufacturer—one that D hoped would not fall out of sync again
with the Common Criteria evaluated version of the COTS operating system
underlying the R application software (a prerequisite of NSTISSP No. 11
for certification and accreditation, and one that was becoming increasingly
difficult for D and the Programme Office to rationalise away).

But other changes were occurring in the Department of Defence and
the intelligence community at the same time. At long last, DCID 6/3 had
been retired and the IC and DoD finally had a common C&A standard
for cross domain systems. DIACAP had been in use elsewhere for unclas-
sified information systems within DoD for a few years, in accordance with
government-wide FISMA requirementsﬂ but in the summer of 2009, DIACAP
was combined with Revision 3 of the NIST SP 800-53 security controls and
the NIST SP 800-37 risk management framework, under ICD 503 (in the

2Recall the end of §[1.5|and Chapter

3¢“In theory, [FISMATJ is a road map for developing a strong cybersecurity program[me]
at each agency,” [Daniel] Castro said. “In practice, agencies often focus on achieving
compliance rather than effectiveness.”’ [239] p. 33].
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case of Intelligence Community systems), to serve as a single C&A standard
for cross domain solutions and cross domain systems intended to handle
information ranging from collateral to SCI. The problem was that no one
had ever conducted such a certification before.

The situation was comfortably familiar to D. What made it interesting
this time was that the certifier, (), was equally unfamiliar with the new
security testing criteria. It was decided by @, in the person of the Acting
Director of UCDMO, that R” would be the first cross domain solution to be
certified and accredited under ICD 503 with the NIST SP 800-53 security
controls. On 11th November 2009, D hosted a kick-off meeting with @, the
programme office, and P, (the IV&V contractor), to set the ground rules for

certification testing of R”.

5.2 Themes Identifiable from Observations

Preceding events served to sensitise the researcher, if not the participants
at the time, to certain features of the software development environment
of R that seemed to be important, even if their precise significance was
not yet clear. Specifically, the difference between the outcomes of the two
projects described here and in the previous chapter cannot be separated from
the fact that many of the same participants around R’ and R” worked on
both. The number of years of experience on-programme of the core software
developers exceeded ten years each in almost all cases (T, W, dev_1 and
dev_3, primarily); the certification authorities—with the exception of the
government’s professional security testers, who tended to be younger—and

Programme Office managersﬁ as well as IV&V personnel were all ‘native’ to

4COTRs in charge of R’s government programme office had a typical tenure of more than
five years each, and at least twice a member of P;’s staff moved to D’s organisation to take
over as programme manager. Turnover of programme managers was equally low; software
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the R programme and most had been involved (and in their current roles)
since the programme’s inception. The most obvious difference between R’/
and R” is in the tenure of project manager (PM) personnel, echoing the
concerns of Rost and Glass [194] and Harland and Lorenz [109, in ‘The sad
case of Lewis’, Chapter 11| for projects with high turnover in the PM area.

Beyond the obvious, one would reasonably expect the subset of parti-
cipants in the second case study who were directly or indirectly involved in
the unsuccessful R’ validation to be wary of expected pitfalls the second time
around. Experienced participants might reasonably attempt to anticipate
problems through close control of project management functions, tracking
of contract line item deliverables, and frequent consultation with the cer-
tification authorities responsible for the project. Together with a shared
awareness of unfamiliarity with the then-new DIACAP/ICD 503 C&A—or
A& A—process for CDS, in the end, all of these things were observed. The
contrast between the forced emphasis on process and standardised reportingﬂ
the second time around—and how that approach was qualitatively different
from the laissez-faire project management attitude that characterised the
earlier project—is readily apparent. Less so may be (1) observed differences
between PM length-of-tenure across projects; (2) the observed correlation
and postulated interaction between turnover of PMs and (in general) the
effect of that on the relative balance between formal and informal (or im-
plicit) intra-project communication channels; (3) the specific effects of PM
changes on planned and implicit communication channels, or vice versa; (4)

the difference between fact and belief in the existence and content of implicit

engineers, as previously noted, had the lowest turnover of all. Only one group—project
managers, and to a lesser extent the Test Lead role at D—can be observed to have had a
high or relatively high turnover rate.

5 Reports are considered here as if they were communication channels, complete with
latency, noise, and entropy; see Chapter @
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and formal communication channels; (5) the difference between ‘product
knowledge’ and ‘process knowledge’ and why this drives the emergence of
informal channels; and (6) the rate of process improvement spin-off from
successful and unsuccessful projects—a possibly useful new indicator of pro-
ject health. Each of these these themes (Table shall be examined in the

sections that follow.

Theme Sections
(1, 2) Formal channels are required by process, and
they tend to resist disruption when the PM changes,

but in the end these turn out to be less important
than informal channels.

(1, 2) Informal channels are both necessary to suc-
cess and fragile.

(1, 2, and 3) The successful project changed its PM
far fewer times—but which way did causality run?

(4) Fact and belief are equally important to the
sending and receiving of project status information.
(5) There is ‘product’ knowledge and there is
‘process’ knowledge—both are necessary.

ot o ot o
ot o ot o
w w [\~ =

o
o
o

(6) The successful R” generated process improvement
spin-offs, while the unsuccessful R’ project did not.

Table 5.1: Broad themes observed in the R” case study data.

5.3 The Form of the Data

Figure illustrates the path that R” took from R over time in relation
to R’ and Ry. The software development life-cycle used by D is a modified
spiral with releases at (nominally) semi-annual intervals.

At the beginning of the R” certification project, the researcher obtained
access to classified meetings of representatives of D with the certification
authority and penetration testers responsible for R”. At the time of the

agreement, software development was complete and the developer’s Factory
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Figure 5.1: Ordering of events around the case study and the relationship
among the R, R, Ry, and R” systems and versions.

Acceptance Test (FAT) was beginning. Since the certifiers were in the
Washington, D.C. region and the developer in Colorado, all meetings except
for the kick-off took place on classified telephone conferences in the developer’s
SCIF. There was a classified e-mail system on the Contractor Wide Area
Network (CWAN) network that could be reached from a terminal in the
SCIF; this was how reports, agenda, and meeting minutes were exchanged.
In return for minuting the phone conferences, the researcher (who already
had the necessary clearance and access to the SCIF) was allowed to observe
the meetings.

Because the meetings took place in a SCIF, minutes were typed up twice
each time. The first time was on the CWAN terminal immediately after the
meeting and produced classified minutes. The second time notes were typed
up was outside the SCIF, within a few hours of the meeting, and yielded
unclassified minutes of the same meeting. Only the unclassified minutes
were used for this study. Generally they are similar, with the unclassified
minutes omitting classified details but perhaps having the advantage of

second thoughts, and including personal observations that would have been
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inappropriate to include in the official, classified meeting minutes. The
classified minutes were provided back to D’s programme manager who
forwarded them to the government programme office from which they were
distributed to all other meeting participants. Feedback from participants
reported that the classified minutes were accurate, detailed, and complete.

The unclassified notes comprise the data for the second case study.
Because budgets, schedules, procedures, design documents, and reports were
all classified, their only representation in the data is second or third hand,
either if the researcher read the document or talked with someone else who did.
Analysis of the data, using grounded theory methodology, began immediately
and ran concurrently with data collection, as recommended by Glaser and
Strauss. Hypotheses and interpretations were recorded in-line, although
separated from observations by notation. What follows is an annotated
time line of the R” certification through the end of the CT&E phase of the
DIACAP certification, derived directly from the unclassified, anonymised
progress reports of the researcher. For each logical grouping of meetings
(which may include the meeting itself, informal discussion before and/or after
the telecon by participants on D’s side of the call, recaps of the meetings
given by D’s managers to software engineers on the R programme who had
not been in the meeting, and written reports), a synopsis of events is given,
followed by a ‘Analysis and Commentary’ section containing interpretations.
In the parlance of [99], discussions are analytical memoranda.

Where applicable, links are provided to the raw data in Appendix [B]in

support of replication of the methodology.
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Figure 5.2: Graphical timeline of events in the CT&E of R”.

5.4 Annotated Time Line of Events

Under DIACAP, according to ICD 503, cross domain certification testing
includes the initial operating capability at the first accredited site. Following
the developer’s Factory Acceptance Test (FAT), the entire certification testing

of R" (version 5.0) took approximately ten months (Figure [5.2).

5.4.1 Events in 2009

CT&E of R” (version 5.0) commenced with alpha testingﬁ in November 2009.
D met with the certifier and Test Director for kick-off and concurrently began
work on a response to the more than six hundred security controls from NIST
Special Publication (SP) 800-53 that ICD 503 had identified as applicable to
cross domain solutions. This was not something D was required to do; it was
done, participant dev_1 said, in a spirit of co-operation, all parties involved
having had no prior experience with CT&E of a CDS under DIACAP—the
certification criteria having been approved only two months before. The

Security Requirements Traceability Matrix (SRTM) for R” comprised 653

5The three phases of DIACAP C&A are Alpha Test, Beta I Test, and Beta IT Test,
corresponding approximately with (1) IV&V of requirements satisfaction, (2) CT&E of
the product, and (3) ST&E of the first operational site.
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lines, compared with approximately 40 lines in the DCID 6/3 SRTM used
earlier for R. As will be discussed in Chapter [0 Alpha testing duplicates FAT
to the extent of using the developer’s own test procedures, but in a witnessed
environment, to verify that the implementation satisfies the requirements.
The result of a month’s work was the R” Alpha Test Report, submitted to
the government programme office in early Decemberm

For the first two days, the researcher participated in the Independent
Verification and Validation (IV&V) Test Director’s briefing and took notes in
the test lab during alpha test Alpha testing. It is worth noting some intercon-
nections between the IV&V contractors and the certification authority that
were found in the data (Figure ; a few individuals, e.g., ivv_2, worked for
both organisations and performed different roles at different times, although
that fact was not directly visible to D—it showed up only later in a network
diagram generated by ATLAS.ti. The internal structure of the certification
authorities’ organisation similarly is obscure—their actual organisation chart
is classified—but a reconstruction based on numerous sources of information
(attendance in meetings, unguarded comments, patterns of delegation, email
addressee lists, and rumours) is shown in Figure

Alpha test is the second of four phases of testing; the previous phase was
Factory Acceptance Test (FAT), performed by the developer; following Alpha
would be Beta I in the field at a government-owned site. The final phase,
designated Beta II, comprised a professional penetration test performed by
N’. Therefore, in all, four non-overlapping sets of people would have tested
the software before it was certified: the developer, the IV&V contractor, the

intended users of the system at Beta I site, and N’.

"Compare this level of caution to the subsequent (R"’) certification testing (§5.4.6)
where the certifier decided to accept D’s internal regression testing—that was witnessed
by a member of the certifier’s staff—as sufficient evidence to pass the Alpha testing gate.
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Figure 5.3: In the Independent Verification and Validation (IV&V) organ-
isation, only participant ivv_1 was exclusively an IV&V person (dotted
boundary); generally, however, IV&V worked for the certifier, not the de-
veloper or the Programme Management Office (PMO). In the figures that
follow, values following code names give the number of quotations associated
with each code and the number of links to other codes.

Participant dev_1 observed at the time that the ad hoc testing that had

been explicitly written into the Alpha test schedule by the Test Director:

‘... [would] be some of the most valuable. Test procedures [only]
test that requirements are satisfied’.

It was generally agreed that ad hoc testing was likely to generate Change
Request (CR)-worthy findings and so should be moved up in the schedule
so that CR builds—the software was currently at build 5.0z—could have
time to happen. Only two of the SP 800-53 security controls were thought
likely to fail, in both cases because R’ did not have those features, and D
anticipated that aside from those two, no other Category I (called ‘Cat I') or
Cat II findings were expected. At the end of the Alpha testing week, the

Test Director formally reported:
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Figure 5.4: Relationships amongst participants and organisations making up
the certification authority: 1173 is the technical arm of N’ advising the certi-
fier; accreditors work directly for the certification authority but penetration
testers and IV&V are separated and form cohesive groups of their own (Fig-

ures and . The dotted line boundary at left encloses members of the
Cross Domain Technical Architecture Board (CDTAB) and the Community
Jury; because R” was a widely anticipated CDS, representatives from the
Army, Navy, Air Force, and Marines showed up frequently in telecons to look
in on their interests.

‘Between the testing done in FAT and the testing done by IVEV
during Alpha, [R"] meets the security controls of 800-53 that have
been assigned to it by UCDMO and it is ready for Beta 1.’

But as one of the longest-tenured and most experienced participants

(dev_2) had put it earlier, during the Alpha Test kick-off meeting:

‘Beta always finds something.’

Analysis and Commentary

For measuring security improvement during the CT&E phase, a convenient
measure is the number-of-findings-during-subsequent-testing-phases. The

nature of cross domain solutions is such that—by definition—they are in-
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stalled in multiple security domains, each controlled by accreditors who do
not necessarily trust one another. Hence, the software tends to be tested and
retested again using similar criteria but by different groups, e.g., FAT, IV&V,
and CT&E (Beta I); followed by ST&E (Beta II) at multiple sites in the
same security domain, followed inevitably thereafter (forced by the software
upgrade life cycle) by new rounds of CT&E and ST&E in other security
domains and with new certifiers. Nevertheless, testing criteria are often the
same or similar, since the penetration testers of N’, the standards writers at
NIST, and similar government agencies are the relevant authorities on the
subject of computer security, and historically, different military standards
tend to trace back to the same set of recommendations. Besides being a
scalar, the aforementioned metric has the additional advantage of being
available; it is usually possible to get aggregate counts of Cat I, II, III, and
IV findings released by the certifier and the developer, if not identifying the
system or version or patch level or application or site, so they can be used in
an unclassified report.

An interesting question based on that metric would be, ‘is there a differ-
ence in the post-CT&E software defect rate (as measured by the number of
findings of Category I, II, III, and IV) between the same or newer versions of
a given system in subsequent rounds of CT&E by different DAAs?” The first
outcome—more findings over time—is made more probable by the continual
improvement of testing tools, development of new attacks, adoption of new
(presumably better) certification criteria, and by having more eyes looking
at the subject. An example of this actually occurred in the previous case
study: the system had been evaluated many times by one agency, but when
a different agency looked at it, they found a weakness that had been over-

looked for years. The second possible outcome—no change, or fewer findings
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over time—is arguably what ought to occur if secure software development
practices are followed. In order to settle the question, one thing that needs
to be decided is what is meant by ‘no change’, and what are the implications
of that decision; does it refer to the absolute number of findings, which is a
multidimensional quantity, or does it measure the rate of occurrence, or a
trend in that number, or in the rate?

Monetary cost is another metric, but one that is difficult to gather data
for; it has not been clearly broken out in budgets, and project managers are

loathe to disclose.

5.4.2 Events in 2010

Following verification of the developer’s test results at D’s facility in Colorado,
testing moved to the U.S. Navy’s Space and Naval Warfare Systems Command
systems centre in Charleston, South Carolinaﬁ, who were contracted by N’
to perform regression testing for ()’s certification project on a special build
of R” that had all options enabled. At the same time, penetration testing
would begin at N’’s headquarters, conducted by professional government
security testers. Beta I was expected to take approximately three months to
complete.

The testers in Charleston were civilian—not government—employees of
the same contracting company that normally performed IV&V for P;. The
test procedures used were identical to the developer’s test procedures; see
Chapter [6] for more about this point. It will be seen later that apparent
‘class differences’ as well as indications of differing perceptions—between
the government security testers and IV&V contractors (who performed the

regression testing in Charleston) and D’s developers—existed to the extent

8SPAWARSYSCEN Atlantic, Gate 4, 1060 Remount Road, North Charleston, South
Carolina 29406, USA.
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of two or three levels. Mirroring concerns in the previous phase, several

participants said in mid January that:

‘.. it would be a miracle if pen testing were actually complete by
[pmo_1]’s deadline in April’.
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Figure 5.5: The Project Management Office controlled funding for the
development and maintenance of R, but was able to exert influence directly
only on D, as indicated by the dotted line boundary. As will be seen more
clearly in Figure PMO had no other connections outside D.

The Programme Management Office (PMO) oversaw but otherwise did
not drive the C&A process (Figure . Note the way PMO had influence
only over the developer (and the set of features in the product), but could
exert no influence at all, directly, over IV&V, the certifier, CDTAB, or N’.
Anecdotally, this may have come as a surprise to many of the developer’s
personnel, whose only regular contact with the U.S. government was the
PMO, and who perceived the PMO as the driver of the CT&E process, as
reflected in the above quotation. D’s organisation was compact (Figure
and interfaced with PMO only through the Programme Manager, K3 or
dev_7, and indirectly through the software, R. The most visible source of

control, of course, was money.
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Figure 5.6: The developer consisted of a small core of software engineers
(dev_1-4) with uniformly long tenure on-programme who did the majority
of the design and development of R. The only direct interface to the PMO
was through dev_7, the Programme Manager, who was on the staff of D, not
PMO.

Funding issues were already beginning to affect progress. Anecdotally,
in early March, the government programme office for R hadn’t paid its
bills to D since the end of the previous Fiscal Year (FY)H The programme
manager artfully shielded line workers on the programme, who either did not
understand or did not care what was going on. Less-experienced people on
the programme were worried; old hands had seen it happen before, and were

slightly worried, but they had been through ‘stop-work’ orders beforeH

9The U.S. government fiscal year runs from 1st October through 30th September of the
following calendar year.

10 A possibly unrelated series of events happening on the programme, but included here
because it illustrates the main driver (i.e., funding) relates to the DoD 8570.01 certification
requirement. DOD 8570.01 was a policy that required all persons (be they government,
military, or contractor) with privileged access to defence computer systems (i.e., having
root access) must hold one of a short list of commercial security certifications, CISSP
being preferred. D seemed to be dragging its feet on this requirement; the government
itself reported that their own compliance rate was somewhat behind schedule—and had
recently postponed the deadline for full compliance from end of Fiscal Year (FY) 2010 to
end of Calendar Year (CY) 2010—but D did not appear to be doing a sufficient amount
to achieve full compliance with 8570.1 by the end of December 2010. There were an
estimated 40—60 people on programme who needed certifications, only ten or so of whom
had it at the time, and the cost to certify that many people approached US$100,000.00.
The programme had recently experienced funding difficulties; but worse, imagine if the
Contracting Officer’s Technical Representative (COTR) should write 8570.1 compliance
into the contract at contract renegotiation time. The department might have suddenly
found itself in the position of needing to get all fifty of those people certified before the
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The government programme office, reportedly, routinely did not receive
previously allocated funds until the last minute of the last day they were
due. According to some of the participants, the government’s funding ofﬁcdﬂ
often refused to talk to the PMO; after a while, the Programme Manager

[paraphrased]

... could not get his calls returned until [one of the executives of
D] met with the Captain in charge.

Analysis and Commentary

A series of conversations were conducted with people in the developer’s organ-
isation regarding the certification progress of R”. There were early indications
at this point of divisions within the certification authority. By the beginning
of 2010, it was clear there were two people in the certification agency working
at cross purposes; one (cert_3) was blocking it on an unspecified technical
issue; another (cert_14) was championing R” and advocated from within for
its approval. The researcher continued listening in on weekly telecons and
conducting informal interviews, watching the certification process without
participating in it. The programme manager, systems engineering lead, and
IV&V lead had been the best sources so far, in addition to two previous
project managers. (Turnover of project managers, recall, was significant
in the failure of R’ to obtain certification.) The researcher began to map
the roles that various people were taking, in contrast to the roles that they
ostensibly were supposed to be doing.

In late March, funding was restored and was said to be assured through

end of CY 2010 and only three months to do it. Funding problems directly affected the
progress of the R” certification effort; by mid-March it was clear that they would miss the
15th April target date.

"'The [Department of the Navy] office which funded the programme is different from
the Programme Management Office (PMO).
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end of FY 2010.

5.4.3 Early April

DIACAP certification of R” was proceeding normally with Beta I tests
occurring in Washington, D.C. during the month of April. N’ ran two labs
concurrently: a penetration testing lab at Ft Meade, Maryland (Figure
and an outsourced IV&V lab in Charleston, South Carolina. CT&E

proceeded exactly as described in [142] §1.B].

Figure 5.7: N’’s penetration testers nominally worked for 1733 but com-
municated primarily with 1173 and referred to each other as if there were
two-and-a-half distinct groups: one communicating exclusively with and
through cert_3, another that was apparently under the charge of cert_4, and
one individual seconded from the Navy CDSO, acting as lookout for that
agency’s interests with regard to certain [classified] tests.
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Besides funding, another source of friction was differences between the
software configurations provided to Charleston for functional regression
testing vs the penetration testers for security testing; it was D’s contention
that penetration testers should work from a realistically configured and locked
down system reflecting operational systems, while the regression testers—who
were essentially re-running D’s FAT—required a test-lab configuration with
all options enabled in order to verify functional requirements.

The impasse was eventually resolved—after D maintained that the penet-
ration testers had never asked for an open system—Dby three senior developers
from D who flew out to the coast to reconfigure the pen testers’ system
identically to Charleston’s. Refinements during testing like this one were
unsurprising in light of the unfamiliarity of certifier and developer alike
with the new DIACAP and ICD 503 C&A requirements for CDS; the test
article had never been sufficiently specified in the Memorandum of Agreement
(MoA).

The IV&V contractors in Charleston, then, were effectively re-running
D’s own FAT. They failed many test procedures—all minor to moderate,
characterised by dev_1 as ‘nothing to worry about’—because the regression
test contractors kept attempting to test features of the software that were
not installed. Both test sites expressed frustration that they couldn’t test
a fully configured system; D responded that N’ had never asked for a fully
configured system in the first place. The developer sent another person to
D.C. to configure the Ft Meade system to be identical to that in Charleston.

Near the end of the month, the IV&V team in Charleston, South Carolina
were wrapping up and expected to be finished with their testing soon. They
would then write their report, due 30th April. Penetration testing at Ft

Meade was still ongoing; those people would not stop until ordered to write a
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report. Unlike the IV&V group, who have a finite number of test procedures
to go through, pen testing is completely open-ended and does not stop until
the money runs out[]

The IV&V report would come to the developer and the certifier at
the same time. The developer would spend a couple of days reading and
understanding the report, then probably need to develop a patch for any Cat
I or Cat II findings from CT&E. Issuance of the patch would be followed by
commencement of Beta II testing in an operational environment.

The plan called for Beta II testing to be done at Joint Forces Command
(JFCOM), but JFCOM had a time constraint; it was necessary that Beta
IT be complete by 1st June because the facility was needed to support an
exercise at that time. There was not enough time between 30th April and
1st June for D to receive the IV&V report, develop a patch, get it into
testing at JFCOM, and finish by the first of June. So the developer and the
programme office formulated two alternative plans: either wait until August
when JFCOM will become available again, or move the Beta II testing to

Strategic Command (STRATCOM) instead.

Analysis and Commentary

Neither of these backup plans was particularly desirable, but the researcher
predicted at the time that they would choose not to wait. Waiting until
August for Beta II (Operational testing) would delay certification, and that

would impact the plans of multiple customers counting on getting certified R”

12Penetration testing is similar to Covert Channel Analysis (CCA) in that way. This is a
government peculiarity, though; in contrast with government-sponsored pen testing, which
limits the duration but recognises the wutility, commercial firms, according to a security
assurance tester of the researcher’s acquaintance, often see pen testing as a tick box
standing between them and, say, PCI compliance; uninterested in quality pen testing,
commercial firms will pay only for the minimum amount required and might not even read
the tester’s report [270].
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systems in the summer of 2010. The researcher predicted that the programme
office would do two things: firstly, they would try to squeeze Beta II into
JFCOM before the deadline; they would waste some time trying to do so,
and this would be followed by the certifier telling them to desist. Following
that chastisement, they would move Beta II testing to STRATCOM to avoid
delaying the certification.

The developer expected at the time that no major findings would result
from Beta II. There was always the possibility of a patch, which would
necessitate re-running regression and IV&V tests, but that was considered
unlikely. After Beta II finished, and the operational site submitted their
report to the certifier, then it would be only a short time before a certification
letter would be issued. UCDMO would announce version 3.3 of the list of
approved guards, and installations at operational sites would be able to
proceed as scheduled.

The above series of events is interesting because it illustrates how the

certification process actually works in practice.

5.4.4 Late April

Beta I continued to proceed normally; IV&V was expected to submit their
final report on 30th April. Rumour had it that there were no major findings.
The developer was only working on 6-8 CRs (software Change Requests) at
the time, none of them large; things looked good for version 5.0zc to become
the build candidate to go into Beta II regression testing—due to complete

18th June (for FAT) and 8th July (for the government’s regression test).
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Analysis and Commentary

As predicted, the developer finally decided to slip the date for Beta II by
six weeks and test at STRATCOM instead of JFCOM. The project manager
noted in a meeting that the artificial sense of urgency that prevailed whilst
the developer were still trying to make the JEFCOM deadline was ‘probably
the only reason why [they]’ll actually receive the IV&V report’ by 30th April;
without that pressure, [the IV&V contractors] ‘probably would not have
worked as hard’. The slippage of 6-8 weeks from the original date was not
unacceptable, although funding was very tight and the developer remained

‘at risk’ through 30th April.

‘There could be nuclear missiles incoming to Washington, D.C.,’
[the Project Manager said], ‘and NMSO [the funding agency]
would never move any faster. [The government sponsor| has been
incrementally funding this project to death.’

The cost of Beta I testing, at the end of the phase, was called excessive

by the PMO and programme manager.

5.4.5 May

The researcher’s attendance at the R Users’ Group meeting this month
yielded insight into the C&A process from the perspective of CDS users.
Several dozen R users representing multiple service branches and the IC
attended a week of presentations at D’s facility between Beta I and II. It
was announced that the developer expected to receive the Beta I test report
from IV&V soon; users in turn emphasised the extreme need for R” to be
certified and deployed as soon as possible. The developer continued to be
severely underfunded, although it was not entirely clear whether this was

the fault of the programme office or another agency further upstream. The
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COTR was sitting next to D’s programme manager when the latter described
the excruciatingly tight funding situation in front of an audience of users,
but even after watching that exchange, the exact nature of the COTR-PM
relationship remained unclear.

The certifiers took advantage of the gathering to present their own side.
1173 had a new model for cross domain CT&E called the Risk Decision
Authority Criteria (RDAC)H It assigned a scale of five rating levels to three
types of risk: Technical Risk (TR), Data Risk (DR), and Attack Risk (AR).
For example, DR might be assessed for risk of spillage or policy bypass
threat as one of Low, Medium, High, Extreme, or Unlimited. For each
combination there was a matrix specifying which risk mitigations would
thereby be required.

Beta I was now complete, announced in a conference call with the
Programme Office’s IV&V test lead, N”’s departments 1173 and 1733, and D.
Overall, three formal testing reports would be delivered: 1173’s, 1733’s, and
DNI CAT’s; final versions of the 1173 and 1733 reports would be issued 14th
May. The developer was currently writing a formal response to all findings;
details of findings were classified. The schedule was unchanged, with no

alteration expected to the 20th August final certification date.

Analysis and Commentary

The penetration testers expressed considerable annoyance with two particular
data flows that the developer provided for CT&E testing but which were
not fully vetted. The testers said they ‘really had to rush’ to get everything

tested, following which D responded to the testers’ final report with,

3The group called ‘I173’, together with a different group confusingly designated ‘1733’
(in charge of penetration testing), was a department or sub-organisation of N’ tasked
with certification oversight of the Charleston regression testers; the designations changed
constantly, and no unclassified organisational chart for N’ exists.
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‘Oh, those two flows were fake, not real ones.’

The testers had expended a significant amount of time on those two flows,
but now the results of those tests were disregarded because the developer
claimed that the flows had never been fully vetted. The developer countered
that [the functionality] being exercised by [those flows] were an important new
feature and there were no accredited examples of it yet, so it was better that
the functionality be tested than not be tested. The interpersonal dynamic
observed during this telecon—including not just the software developers but
the programme office, penetration testers, IV&V contractors, and certifier—
is important in light of some themes identified in the thesis: the relative
importance of informal channels over formal ones, especially with respect to
speed; observed differences between fact and belief (at least in the case of the
developer) relating to the government security testers; and the importance
of a strong project manager.

There was a complex multi-way disagreement over some issues, expected
to be resolved a few days later after Charleston’s official report was received.
The installation and testing schedule for Beta II would slip one week to the
right. It was not known whether that would change the estimated date (20th
August 2010) when certification and approval to field the new system were
expected to occur.

A later R” telecon supplied a little more insight into what the disagree-
ment between the two camps had been all about. The purpose of the meeting
was to go over the developer’s final response to the certifier’s reply to the
developer’s response to the certifier’s findings (Figure , but what really
came out was a philosophical difference over the meaning and scope of CT&E
in relation to ST&E. There were voting members of the Cross Domain

Technical Architecture Board (CDTAB) on both sides of the issue. The
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Figure 5.8: Dialogue between developer and certifier over findings.

certifier wanted to remove certain functionality from the CDMO baseline
configuration because the certifier felt that it had null functionality. D and
the Programme Office argued that function was inherent in the framework,
that the framework was there for each accreditor to specify how it would
be used at a particular site, and that the choice of what to hang on the
framework was and ought to be the accreditor’s. The certifier was afraid
that if the CDMO baseline contained an adaptable framework, ‘some sites
will configure it in a stupid way’, and the result would be insecure. The
developer and the Programme Office countered that because the accreditor
formally accepts responsibility for the residual risk and correct operation of
a system at a site, no accreditor would allow the framework to be configured
that way.

IC (Intelligence Community) certiﬁerﬁ were ready to proceed but SABI

(Secret and Below Interoperability) certifiers were not.

‘That completely defeats the purpose of the UCDMO’, exclaimed
one participantﬁ

' That is, Top Secret and Below Interoperability (TSABI).
15 You can argue that the UCDMO is the U.S. government’s formal organizational
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Which brings up an interesting point: the way things work in practice
has never been well established. Several government standards exist that
prescribe certain steps that must be followed, but the very nature of a CDS
necessarily spans boundaries, and as a result multiple standards almost always
obtain, partly overlapping in their scope of authority but with substantial
areas of sole authority on the edges. It is an open question: how do accreditors
resolve this now? Do they work serially, or concurrently?

The topic of inter-accreditor communication was not one initially thought
important, but now we can see that it is. What connections exist, how much
and what kinds of information are exchanged, and does a path exist through
the network that could make the process more efficient? These questions are
addressed in Chapter [6]

At the end of May, the schedule had not changed. Beta II installation was
expected to occur as planned; D and the programme office were finalising
their formal response to the list of Beta I findings from SSC Charleston and
1733. The Plan of Actions and Milestones (POA&M), a required document
in the NIST SP 800-53 process, was being drafted.

5.4.6 Early June

Regression testing of Change Requests (CRs) in response to Beta I CT&E
findings had been under way for a week. All of the IV&V contractors
were at D’s facility; they worked all weekend and some of them (e.g., the

Test Director) had worked all night. Regression testing was not going well.

response to the tragedy of 9/11, in the words of Ed Hammersla [(6]. The reason for
the stark difference in security evaluation rigour between TSABI and SABI is often
misunderstood—it was a mystery to D. The rationale is straightforward, if obscure; as
explained by Steve Welke [in paraphrase]: in the TSABI world, the low side is a SECRET
network, but in the SABI world, the low side is the internet. Risk is perceived to come
from the low side, and the level of risk is thought to be proportional to the number of levels
difference across the CDS [260]. (Welke’s lecture is the only place we have ever seen the
reason for the difference in rigour between SABI and TSABI explained.)
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Two major new features were being tested; one was not working. One of
the features was added in response to a ‘high’ importance finding during
Beta I CT&E; that feature was working. The other major new feature had
been added by the developer two months previously (at the direction of
the PMO); it was the latter feature that was not working. The developer
lacked the option of dropping the second new feature because it replaced
old functionality that had been removed two months ago. These problems
are interesting because they show the effect of late software changes at an
extremely time-critical point during CTEE. Less important changes would be
backed out and mot allowed possibly to affect the certification schedule.
Next week the developer would be required to ship equipment to the
Beta II operational site; this would be followed by three weeks of government
regression testing. To save time, the developer was having IV&V witness
some of the regression testing at D’s facility that week—with the agreement
of the certifier that it would allow a portion of the government regression
testing to be skipped in Charleston, as it would have already been performed
and witnessed by IV&V. Three weeks of government regression testing was
to be followed by ST&E at STRATCOM, comprising Beta II. One of D’s

senior software engineers admitted that:

‘STRATCOM |[are] bending over backwards to help.’

The current phase would be followed by penetration testing at a live site,
not yet named. The developer expected to receive approval-to-field on 20th

August; that schedule had not slipped.

Analysis and Commentary

Was enough slack time designed into the schedule at the beginning? The

schedule is classified information, but one piece of observable evidence is
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suggestive: the fact that the CT&E process had stuck precisely to the

schedule with almost no slips, despite extremely tight funding at timesm

5.4.7 Mid-June

During a lull in the CT&E activity, the researcher met with the Test Director
(ivv_2) for a conversation about some theories in the early stages of formation.
The topic of the conversation was multi-lateral accreditations, with more
than one accreditor.

Sometimes, explained the Test Director, the MoA will specify which DAA
is in charge. Other times, especially if at least one interface of a CDS is
connected to SCI, the DAA on that side may announce that he or she is
taking responsibility. Other times, a CDMO or the UCDMO may decide.
On rare occasions, the decision goes all the way up to the PAA, i.e., the
Director of National Intelligence (DNI)E

The Test Director was willing to discuss—off the record—the politics
witnessed on telecons, some of the personalities involved, and various reasons
why they might be doing some of the things they were doing. When shown
an early version of the accreditor model that appears in Chapter [6] the Test
Director, an experienced DAA, expressed great interest in seeing an improved
method (derived from the model) adopted, and urged this research to be
pursued for the next five years.

The Test Director validated that the model of multiple DAA interactions
in cross domain CT&E is correct, saying that it fairly reflects the way real
accreditations have been structured in experience. The Test Director wanted

to talk about DAA-DAA interactions where accreditor A has information

16The truth of it is supported by some off-the-record comments from the penetration
testers; because they were given off-the-record, the comments unfortunately are not included
in the data of Appendix E

7For international accreditations, this gets more complicated; see Chapter @
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but will not share it with accreditor B because of a turf war. This is slightly
different from the theoretical scenario envisioned in the following chapter,
but does closely mirror observed interactions during the R” CT&E, and it is
believed that the concept of ‘turf war’ can be figured in a way not unlike
how security clearance is presently handled.

The researcher despaired of ever achieving a complete understanding of
the politics going on in that room. It is possible to describe what happens,
to make hypotheses about patterns observed across two case studies, and to
test hypotheses on the abstract model. But the Test Director had one more

thing to say:

‘If the accreditor model [in the following chapter] can make predic-
tions about the behaviofulr of future STEE efforts,’ [said the Test
Director| ‘then something worthwhile will have been achieved.’

5.4.8 Late June

The second telecon of the week included cert_6, cert_1, dev_1, pmo_1, pmo_3,
dev_3, and Kj; cert_1 and cert_4 from 1173, DNI CATIE, dev_4, and the Test
DirectorE The meeting began with discussion of a revised format for the

POA&M, but then:

‘The developer’ [said cert_1] ‘is recommending that in some cases

a feature not be used, and to document that, and call it a “maitig-

ation”.

Participant cert_1 said that some of these mitigations were unacceptable,
and further wanted to give guidance to the PMO on mitigation; pen_1 and

pen_2 would assign priority numbers to all of the items.

8The name of the Director of National Intelligence (DNI)’s Compliance Assessment
Team (DNI CAT) is not anonymised because C&A for CDS is their primary function.

9The weekly (or sometimes twice-weekly) telephone conference call (‘telecon’) was
referred to by participants as a ‘hotwash’ although the etymology of that term is unclear.
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The time for discussing mitigations was getting short; with the Test
Lead at the Beta site and dev_1 at N’ supporting the pen testers, pmo_2
commented on the six hundred or so NIST SP 800-53 security controls,

saying:

‘We think it is maybe a burden on the sites to answer a couple of
hundred questions. It is a burden on the operational sites. The
data are there, it is just that gathering it s a burden. Because
part of this CTEE effort is to assess how 800-53 works in the
CDS accreditation process, and because the CDMO is the face to
the sites, they come back to the CDMO with their complaints, not
to the CTSG or the UCDMO.’

The Test Director promised to have a spreadsheet of NIST 800-53 security
controls converted to an automated tick-list for the sites by the end of the
month. During the week of the twenty-first, pmo_1 was hopeful of sitting
down with the pen testers and showing them things in their own lab. This

was hoped to defuse some of the risk mitigation disagreements.

Analysis and Commentary

Certification testing of R” was proceeding well.

The situation with new functionality causing problems in regression
testing was resolved the following week. There were 101 findings during Beta
I CT&E, 25 of which were fixed with software changes. Of the remaining 76,
approximately 20 were fixed with configuration changes, 20 were addressed
with documentation changes, some were assessed as invalid, and a few would
not be fixed. There were 22 CRs in [this version], some of which fixed
multiple issues. It was understood by all involved that [certain long-standing
issues| would never be changed because the Navy would never come up with
the money. Every time a new version of R undergoes CT&E, the same issues

are raised, and the answer is always the same:
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‘... no money to fix, or they were design decisions made by an
earlier sponsor and consequently not the current PMO’s fault’.

The project manager (from a separate conversation) appeared to be
satisfied with the progress of R” through CT&E. There were more actual
customer configurations—ten or twelve, this time—in testing than had ever
been in previous CT&Es, [the project manager| said.

In a follow-up meeting, pmo_2 asked for concurrence from N’ that there
were no show-stoppers. Participants cert_7 and cert_4, collectively repres-
enting 1173, agreed, with cert_7 further commenting that [this version] was
not a particularly high risk. One of the more experienced programme office

people (pmo-2) said,

‘... obviously, if you find something in the next four weeks, then
all bets are off. ..’

but in general, all of the participants on that particular call struck the
researcher as mellow and agreed that all findings of risk were being mitigated
satisfactorily. The head pentester, cert_3, was not on the call, however,
and had not been the last few times; cert_4 seemed to be trusted more
and more by cert_3 as [his or her| deputy, as seen in Figure [5.9, In the
researcher’s experience on-project, it was impressive to see pmo_2 get 1173
to agree verbally that the mitigations were sufficient and no show-stoppers
were expected. Further, DNI CAT did not contradict that statement, which
was truly amazing.

Any remaining questions of the certifiers regarding implementation details
of the developer’s proposed risk mitigations would be addressed by means
of a combination of live demonstration, inspection of the implementation,
and consultation between the software writers (who would be on site) and

the certifiers with equipment to hand. PMO expressed hope that that
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Figure 5.9: Over the course of the CT&E, it became evident to D that cert 4
was taking over some responsibilities from cert_3.

environment would be the best route to complete understanding.
Regression testing (Beta I CT&E) of R" at D’s plant in Colorado was

now complete.

5.4.9 July

STRATCOM Operational Evaluation (OPEVAL) was scheduled to begin in

two weeks, following ten working days of government regression testing.

Evidence of Personality Conflicts

One of the developers related to the researcher privately that many of the
findings out of Beta I were ‘political in nature’. Interestingly, the developer
strongly preferred the personality of the professional government security
testers at N’ over that of the IV&V contractors in Charleston, as the following

(paraphrased) story illustrates:
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Charleston, it was said, raises a fuss every time they find the slightest
deviation; for example, some system administration tools were left
on the test machine for the purpose of facilitating reconfiguration of
network settings during testing. It was done that way on purpose for
the convenience of the testers, but the testers in Charleston declared
that they would write up every one of the files as a finding anyway
(going by the book). In response, the developer’s Test Director,
test_1, resolved to make sure to lock down the Charleston machines
especially well next time, just to make the Charleston testers’ life

difficult. The testers got precisely what they asked for: their life

made difficult.

From the other side, cert_4 told the researcher that R was the only CDS

that consistently met all of their deadlines:

‘If the R developer says they will deliver something by a certain
date, they do. None of the other guards does that.’

Developer—Certifier interactions, rather than DAA turf wars as previously
thought, were shaping up to be the most interesting aspect of the R” case
study. Roles seemed unimportant now, but informal communication channels
kept turning up to be at least as important, if not more, than planned

communication.

Evidence of Sub-Roles Not Directly Visible to D

After a hiatus of two weeks, the R” certification status telecon met again with
dev_1, dev_4, pen_5 (moderating), user_1 from US STRATCOM Western
Region, UCDMO, cert_4, pmo_1 (representing the PMO), cert_1 (representing
DNI CAT), and ivv_2 (representing IV&V) in attendance.

The currently active pentesting head, cert_4, started off by reporting that
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they were still doing regression testing, and nowhere near done. They found
previous findings not fixed, and some new ones; one of the new problems
was reproducible by two different means.

Next, cert_4 complained that the pen testers ‘... feel [they] are finding
old things that have not been fixed, and new things besides’. It became clear
that cert_4 wanted to talk it over with cert_3 first, who was more experienced.
If the developer had been paying attention, this was the first insight into the
hidden 1733 organisational chart: cert_4 was apparently being groomed to
be cert_3’s deputy in matters of CDS vendor relations during CT&E.

Then, cert_4 brought up the most important point of the whole meeting:

‘.. how are we going to wvalidate the fires between now and
STRATCOM?’ [cert_4 wanted to consult with cert_3 about it.]
‘This is a new situation,’ [said cert_4] ‘one that has never happened
before, to have a guard with unfized findings.’

Participant pmo_1 again emphasised the importance of keeping to sched-

ule, for reasons of funding and funds allocation.

Evidence of Friction Between Developer and Certifier

In contrast, cert_1, of the 1173 organisation (in charge of the Charleston@
group) was beginning to be seen by the developer as obstinate, if not ob-

streperous:

‘1173 still [have] some issues with the developer’s response to the
list of findings.’
Participant dev_1 explained that a few weeks prior, when developer
representatives were on site during set-up of the labs for regression testing,

D had sat down with all the testers and went through every finding together,

20These were regression testing contractors.
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in front of the actual machine, to come to a common understanding. But

now,

‘...still, some of the developer’s responses to findings as written
in the POA&M are not acceptable.’

Various participants amongst D personnel routinely expressed frustration
with N’ pentesters after the weekly telecons, once the remote end was safely
off the phone. Particular complaints expressed included ‘[N’] arrogance’,
obsessiveness over [a classified technical issue that D felt was not exploitable]
dating back many years, the assertion that ‘[cert_3] hates [R] and will never
give it an even break’, and the feeling that pentesters were given an unfair

advantage by bring provided with root passwords from the beginning.

Analysis and Commentary

D’s software developers believed that N’ testers ‘have a whole pocketful of
special tricks’ aimed at testing guards, but D was aware of the reasoning
why N’ would not give D their test procedures, because N’ do not want
CDS developers writing products around it. The developer felt, however,
that the certifiers were changing the rules in the middle of the game. In
the past, doing SABI and TSABI separately, D would have been long done
with TSABI by now. Under the new unified process through the UCDMO,
there was no distinction between SABI and TSABI any more—eliminating a
treasured shortcut to the ability to sell a product earlier. TSABI has always
been much less strict than SABI; in the past, SABI always took longer. But
under the unified process, N’ was in charge, and N’ are extremely strict.

According to one frustrated project manager:

‘Bverything is being held up by [N'].’
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5.4.10 Mid-July

Pentester cert_3 complimented the developer for being responsive, but ex-
pressed frustration that the pen testers had been unable to finish all the
tests they want to run, because they kept running into breakages. Testing
stopped while the developer fixed a problem, and then picked up again. The
pen testers were especially frustrated that previously identified findings were
being found not to have been fixed, and new findings were found besides. It

was slowing down testing, they said. Paraphrased [in the words of cert_4]:

The pen testers have not been able to look at key functionality
because of problems that keep cropping up. Look at the history:
CTEE started back in March. Since CTEE began, the test team
has never been able to get the entire system up and running.
They spent a week trying to install, debugging, changing mags
on the fly. Not to fault the developer—it was a very aggressive
schedule. But every time the team starts trying to test, something
else breaks. [D] has always been very responsive. But every time
the testers try to test, it’s back and forth, back and forth.

The developer replied that in the TOE test scenario set up for the test
labs to operate in, there were numerous factors that differed from the real
world. In actual installations, a running configuration was very specific and
tuned to do exactly what was needed. No matter how much the pen test
team would like the system they test to reflect the real world, the exigencies
of testing enforce an artificial environment. The developer strove to give
testers the opportunity to perform significant and meaningful tests on the full
scope of functionality of the system, but testing some features in combination

was neither meaningful nor realistic.
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Evidence of ‘Sharp Remarks’

D stated at the end of one telecon that they wished to make the following

points:

1. N’ pen testers were frustrated that they could not perform testing
non-stop without encountering issues. (This is where the original plan
to have an R engineer on-site during the entire test event would have

been very beneficial.)

2. The participant cert_3 ‘... used harsh words’. It is crucial to recognize,
however, that the N’ testers were looking at a completely unrealistic

configuration:

‘Their test system is a Swiss Army knife. It has every bell
and whistle turned on, things that would not ordinarily be
used in combination. Operational installations of [R] are
never configured that way.’

3. The participant cert_6, however, was pushing strongly to stick to the

original schedule:

After many sharp remarks from cert.3, in the end [that
person] seems to be OK with rating certain things as high
risk and moving on as long as they are documented. [The
developer| wants to ensure that only those specific items are
rated poorly, and not the whole guard.

5.4.11 Late July

The R” certification test and evaluation process was moving towards a suc-
cessful conclusion. The developer received drafts of the final N’ penetration
testing report and government regression testing report from Beta I CT&E,

and there were no surprises. The developer had fixed all of the issues that
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they chose to fix, and documented the others. There was a 5.01 patch?]
preliminary build meeting to approve files that would go into the POA&M
patch; no date had been decided yet for when the patch would be issued,
except that it would be after 20th August. The developer continued to
express the feeling that one person (cert_3) at N’ had a bias against R and
would always find something wrong with it.

Beta II would officially begin the following week with ST&E at STRAT-
COM. ‘The first few SABI installations [after STRATCOM]. .. will have
the hardest time getting through’ [the CDTAB and DSAWG@ process]. ..,
observed pmo_2; ‘we shall have to look hard at the body of evidence for those
first sites’. A different person from before, pen_1, would be doing a Test
Readiness Review (TRR) this time for CDTAB in September. In preparation
for that, [pen_1] was looking at the entire body of evidence created so far,
both RDAC and RMF.

After some further discussion of risk assessment, pmo_1, pen_1, and cert_1
informally agreed that the first few SABI site installations could proceed
with the first certified R” software version in advance of the POA&M patch
(that is, R""), ‘... although possibly with a higher risk assessment’. Would
it be possible for pmo_2 or another representative to attend the CDTAB?,
asked the PMO. It was suggested that pen_1 should try to get an invitation
to the CDTAB, although the CDTAB did not usually entertain visitors. A
more experienced person (pmo-2) observed that IV&V was more likely to
be invited, since they were totally independent of D. Ultimately, pen_1 said
that because this was the first time for a new CT&E standard, it was possible
that others might be able to get an invitation to CDTAB.

All of the old items on the findings list would be re-checked by ivv_2, to

21This is the post-CT&E software version, designated R"”.
22 Defence Information Assurance Security Accreditation Working Group (DSAWG).
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verify that no findings have been forgotten and that all software changes
have been tested.

After the telecon, dev_4 noted:

‘... this was the best meeting yet. It looks like it is actually going
to happen.’

5.4.12 August

CT&E of R” was completed on schedule. The developer received a copy of
the final report from N’ 1733 via USN SPAWARSYSCEN in Charleston. The
researcher read the report, which covered U.S. government regression testing
only; penetration testing by N’ 1173 would be reported separately@ There
were no surprises other than the particular way the report was written: the
developer felt that the presentation of results was incomplete, resulting in an
unbalanced impression to the reader. Every test that ever failed in regression
was reported as FAIL, even things that were fixed during CT&E, re-tested,
and later passed. The developer intended to ask for an updated report
reflecting the final findings, believing that this would cut the immediately
apparent number of failures down to a handful—some of which were actually
‘the system is working as designed’—making the report easier to interpret.
It is unlikely that any TOE will ever go before CDTAB with a completely
green-light report; some of the security controls in 800-53 specified by a
particular profile set are unlikely to be met in toto, if they do not actually
conflict. The researcher spoke with several of the developer’s engineers about
the report, and predicted that there was nothing in it that would prevent
the STRATCOM accreditor from approving the ST&E on 20th August, but

that the report in its current state would give CDTAB and DSAWG pause.

23The reports are classified information.
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It was likely the developer would get a certificate of some kind in August,
but the first SABI sites were going to have a lot more work to do.

The next stage of C&A was ST&E, or accreditation. Because ST&E
occurred repeatedly at each operational installation site, and because the
sites were classified, and because the progress of testing at each site was
under the sole purview of the DAA—not reported the same way as CT&E
in weekly telecons—the researcher was unable to observe the first ST&E.

As of the beginning of August, 2010, ST&E was reported to be under
way and going well. Some of the participants would sit down at the UCDMO
conference the following week in Boston to discuss the progress of the
accreditation. The rest of the developer’s organisation waited for reports to

trickle in.

5.4.13 Successful End of ST&E

R" received its Approval to Operate (ATO) from the accreditor at STRAT-
COM in the third week of August, 2010, representing a successful completion
of ST&E under DTIACAP, and the first successful DIACAP accreditation of a
CDS under the new NIST 800-53 rules instituted across the IC in September
2009. Penetration testing, which was still going on as of the ATO, was pro-
ceeding well—from the developer’s perspective. They reported that the pen
test team at STRATCOM were frustrated in their attempts to compromise
the box under operational conditions.

ATO indicated that this CDS was in production now; certification, which
means it appears on the UCDMO baseline list of approved cross domain
solutions, would follow. It is unknown whether the developer ever was
successful at getting a revised final report out of 1173 that showed successful

mitigation of all findings. The evidence package that would go before the
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DSAWG and CDTAB would comprise that report amongst others.

5.4.14 Overview of Relationships

In Figure it is possible to see the overall interrelationships between each
of the different groups in both case studies.

Consider the situation from D’s point of view. It can readily be seen
that the R” application is the focus of attention from twenty-four people in
nine organisations, not counting D. By transitivity, R” is associated with
twelve other people in D and P; by virtue of being a version of R. It is
apparent that participants divide approximately into four groups, designated
‘Developer’, ‘Certifiers’, ‘PMQO’, and ‘IV&V’, which is logical in view of the
functional and process differences between them. There is almost no overlap
amongst the four groups.

One relationship is troubling, in retrospect. The connection between
pen_2 at the upper right and the U.S. Navy Cross Domain Solutions Office
(Navy CDSO) in the group at lower left is interesting because of the apparent
conflict of interest between pen testers, who were working to advise certifiers
N’ and @, and the Navy CDSO, a member of CDTAB, and therefore part of
the certification authority. Corroborating the observation, the Navy CDMO
exhibited (anecdotally) a persistent bias against R” which shows up in the

pen_4 report.

5.5 A Grounded Theory of Communication in the

Case Studies

It is interesting to consider all the interpersonal and inter-organisational

interactions we have just seen in light of the idea of communication channels.



141

5.5. A GROUNDED THEORY OF COMMUNICATION

‘Jo peuonjred useq oAy ‘SUOIIDLUUOD JO ¥oe[ AQ POUIULIDIOP SB
syuedmonred jo sdnoid jueas(arr] (‘paSuryoun paurewod OJNJ pur Iodoeasp oy J,) "de[Ieao ou yim ‘7 woy dnois ayeredes
AT0301dTOD © 9I0M 3] JO SIOYTLIOD O T, "SOIPNYS 0SBD OM] OT[}) UL SUOIIRIOND pue Sopod JO YI0MIOU O} JO MIIA [[RIGA(Q) :(T'G 0INSL]

¢

{1-0} 0asD aute

\

YUA PRIRIS0SSE St 11-0} 0SAD AWV

— [{z-0} uoda1  uad woxy] (umowyun) _ ﬁ
\ i poeroosse st
- Jowmds

™~

Yo ued s

{1-1} T w0 {1-1} 1T w0

{11} 4T wed {1-11 817120

] fTrirw

10) SxIoM

/ s padaoss s

105 SyI0M
YA PAIEIOSSE ST /A

LA P2IBIDOSSE S
¥ \ —
-
I -
-
‘ -
Joued st \ -
{T1

/ s pajeposse st

ey _za_éma st

I‘lI o

Jourdst o, :
i « _a:ﬁn_ L,
._,;_aa_s . / a:, Ea_zﬁ s s,
Jousds: s pareioosse sy ond / Jotuedst \
— ]
. omdst | jorfeds
{£-6v} DMVSA \ s
||||||||||||| 1/ IM PIIRIDOSSE ST 7
— ——_
A._|| i poss T|v {s-L} Apioyine uoneoynixd Jored sy

A E_csonme st
T S t
1 — — — — Tpmesms— — —/— — — — — — —
— / / 30 :1_ st
{1-L€} ¥ AP \ \ ,7 I

i paicioosse st B Jourdst

\ \ {1-8¥2h 17 A%p

11-92} € A%p {1-67} T rop pue

|
|
nS—
1 /

|

{1-401} parejor saisajuad



142 CHAPTER 5. SUCCESSFUL DIACAP CERTIFICATION

Firstly, we ought to define the idea of channels and signals as applied to
the CT&E activity. That activity is done by people, according to procedures
that are defined in a process (in this case, DIACAP). Because there are
several people (developers, certifiers, testers, accreditors, and users) involved,
they must communicate. The process defines a number of required reports,
and together with conference calls and a few ‘official’ emails, these com-
prise the formal channels through which all information exchanged amongst
the participants is expected to flow. Formal channels have the following
characteristics (Table : they are almost always phrased politely, follow
a pre-defined schedule, are relatively wordy, tend to be one-to-many, and
usually tell recipients nothing they do not already know. Formal channels, in
fact, exist for the purpose of being an audit record; and while audit records
are necessary and valuable, they are not often referred to while events are
taking place.

In contrast, informal (or implicit) channels may be highly direct or
infuriatingly indirect. They are profane, idiomatic, narrow, timely, and over-
whelmingly tend to be one-to-one. Informal channels carry only important
information. They are invariably honest. Rumour, belief, and folklore around

Processes & Procedures are examples of informal channels.

Formal Channels Informal Channels
are scheduled as needed

are wordy concise

mostly document what is already known | full of new information
almost always tactful invariably honest
discoverable deniable

politic profane

Table 5.2: Distinguishing characteristics of formal and informal channels.

Informal channels carried the bulk of communication that contributed

to progress in both the R’ and R” case studies. Management communicates
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ostensibly through formal channels, but engineers behave differently; they
communicate primarily through informal channels. Mills identified reasons
for this nearly a century ago, when he studied the career path of scientists
in industry; at first, he noticed that techies were different from managers,

and not necessarily in an advantageous way:

These men are driven by the instinct of workmanship and
by an emulative desire for recognition by their peers. They are
rarely aggressive and never acqusitive. They like to work on a
basis of cooperative equality and are not of the type to become
executives, even minor ones.

With such characteristics they are particularly subject to
exploitation [I51, p. 92].

Mills observed that scientists—here considered as software engineers—

exhibit a curious naiveté when it comes to their own needs:

Labo[u]r, in its cap and overalls, bargains and fights; the upper
levels of business twist and shift for profitable positions; but the
scientific take what is handed to them, like wards of industry,
instead of its chief benefactors [I51] pp. 127-8].

The software engineers on R’ and R” exhibited these characteristics (as
well as did the penetration testers, it should be noted); in short, they appear
to have trusted everyone to be as honest as they were all the time, and
while they write honestly in formal reports—because they write honestly in
everything—the limitations of formal reports (especially timeliness) force

engineers to communicate more and more through informal channels.

5.5.1 Characteristics of Formal and Informal Channels

Formal channels, by their nature, are highly resistant to disruption. The
reason for this is because formal channels are transmitted through written

reports that are scheduled in the project plan. When a new project manager
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(PM) takes over, the first thing he or she does is to make sure that the
next scheduled report is delivered on time. Reports are wide bandwidth but
low entropy, as they mostly tell people things they already know. Formal
channels in the guise of reports are extremely hard to disrupt, as oftentimes
they are specifically listed in contracts, with due dates. Formal channels are
re-established automatically when broken.

In contrast, informal channels are fragile. Re-establishing an informal
channel requires negotiating trust, which is slow. Informal channels are
narrow bandwidth and often high entropy (i.e., they are encoded in a way
that makes the recipient work hard to decode the meaning) and they carry
with them lots of contextual information about the sender; decoding them
depends on shared context; without it, oftentimes deliberately the message
would be unintelligible to an outsider.

‘Noise’ in these channels corresponds to delayed reports@ incomplete or
incorrect reports, delay of forerunner signals due to people being on travel,
ill, or otherwise out of communication, and people not wanting to give bad
news to their supervisors. ‘Entropy’ corresponds to the immediate usefulness
of the information received. When placed against the inefficient but robust
coding of formal channels, this justifies both the relative fragility and the
practical necessity for implicit channels, thereby explaining their emergence
in almost all cases.

Analogous to ‘channel coding’ in formal and implicit channels is the use
by senders of phrasing, metaphor, or sarcasm. The latter, especially, requires
additional work by the recipient to decode the meaning of the message,

transmitting as it does a great deal of the sender’s context along with the

241t is unclear whether latency, in this case, corresponds to a form of noise, or whether
it is something else.
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data| The coding in formal channels is much more redundant and carries
correspondingly less information.

Forerunner communication is the most immediately useful type of informal
channel@ This was seen repeatedly in the R” certification process; contrast
this to R’, in which almost no implicit channels were seen, although the
formal channels were perfect. We conclude, therefore, that formal channels
are necessary, but not sufficient.

There is essentially no noise observed in implicit channels. Forerunner
communication—by definition, implicit—is the most valuable of information,
but also by definition it is illicit (i.e., out of compliance with process), and
therefore sometimes must be encoded for security (of the transmitter) as
well as for the available bandwidth, because implicit channels are narrow.

Secrecy is needed, sometimes, to protect the sender of the information,
for when legal discovery is undesirable, in situations where some kinds
of email or putting anything in writing is discouraged, the information
exchanged through implicit channelﬂ is much more important to a successful
outcome than formal channels. From this we can conclude that the expected
mode of communication of this type of information will be person-to-person;
generalising, the amount of communication predicted is expected to be
proportional to 6~% where the ‘distance’ § between the sender and receiver,
in this case, is the number of face-to-face hops, and « is in the range of 1 to
2; Odlyzko, in a review paper, calls this a gravity model [167]. Support for

this argument—both efficiency and secrecy—can be found elsewhere in the

Z5There is a danger to this, however; formulated by Wiio in 1978 as his Law number 3:
‘Jos sanoma voidaan tulkita eri tavoin, niin se tulkitaan tavalla, josta on eniten vahinkoa
(‘if a message can be interpreted in several ways, it will be interpreted in a manner that
maximizes the damage’) [263], translated by Korpela in [134].

26Note that the absence of a signal at the expected time is a signal; it propagates at the
same speed.

27Te., developer-to-developer, developer-to-tester, tester-to-developer, certifier-to-
developer; and accreditor-to-accreditor, in the case of an SCI-like ST&E.
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literature:

‘...such informal operation was typical of OSRD laboratories
in World War II.2* Rabinow, who has a gift for turning a phrase,
over the years evolved a set of laws:

‘[Law] #13 I think, says that everything you do illegally,
you do efficiently. This, of course, is perfectly obvious.
For one thing, you do not write at all because writing
on an illegal project is suicide. . . [i|llegal projects are
very, very efficient from many points of view. We were
allowed to do much of this.?>’ [261, pp. 12-13] (notes
in original).

Or, as Stephenson [219, Chapter 31] explained it carefully,

‘...two person conversations...are best’.

Spoken communications, for example the teleconferences in the R” case
study, lie between these extremes. On the one hand, they are usually
scheduled, but—at least in the classified world—are never recorded and
rarely minuted adequately. They are bracketed by implicit channels, however;
the researcher observed numerous times participants in D arriving early
for the R” hotwash, informally conversing amongst themselves before the
call, and usually discussing the outcome of the call after it ended. These
conversations had the flavour of implicit channels from Table

Reasons for the emergence of implicit channels in the CT&E activity now
become clear: they include the inefficiency of required formal channels, the
relative insufficiency of their capacity given typical schedules (which pressure
directly leads to the emergence of implicit channels carrying forerunner
communication in order to meet the schedule), and the emergence of channel
coding for security of the sender of forerunner communication, the key for
which is supplied by the difference between ‘product’ and ‘process’ knowledge.

Collins, et al. found implicit channels arising out of necessity when formal
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channels failed to adequately transmit implicit knowledge:

‘In this case, then, a search for inadequacies in the available
‘algorithm’ is not fruitful: information sources were untypically
accessible, yet deliberate transfer of all the requisite knowledge
was not managed’ [54, p. 449] (emphasis in original).

Conway’s observation, on the other hand, suggests that implicit channels
may arise from the necessity for flexibility in engineering organisations
tasked with designing arbitrarily complex new systems—something certainly
reminiscent of the cross domain developer’s problem—atop pre-existing

formal lines of communication:

...organizations which design systems (in the broad sense used
here) are constrained to produce designs which are copies of the
communication structures of these organizations. We have seen
that this fact has important implications for the management
of system design. Primarily, we have found a criterion for the
structuring of design organizations: a design effort should be
organized according to the need for communication [63].

The fragility of implicit channels serves no direct purpose, but the fact of

their existence in spite of the drawback of fragility argues for their necessity.

5.5.2 The Effect of Project Manager (PM) Changes on Im-

plicit Channels

It is conjectured that discontinuities around changes in Project Manager
(PM) tend to disrupt implicit communication channels more than formal
ones.

The reason why changes in project manager disrupt formal communication
channels less than informal channels are disrupted is because formal chan-
nels are operationalised in deliverables, which itinerant project managers—

and their managers—track. Reports, considered as formal communication
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channels between developers and project managers, project managers and
programme managers, programme managers and government programme
offices, programme offices and certification authorities, and—in the case of
ad hoc reports—between developers and security testers, have the advantage
of being written, visible, and referable, but they are not timely enough
to facilitate optimal speed of reaction to events. Informal channels arise
naturally whenever individuals are frustrated.

In retrospect, and further to the post mortem discussion at the end of
Chapter [4] another reason we can now understand for the failure of the R’
project was a distinct lack of implicit channels, caused in part by the fact
that the project was so small—on D’s side, the line organisation consisted of
the project manager and J only: management and labour. Management and
labour communicate through formal channels; the informal channels that J
needed to be hooked up were to other software engineers, and as observed
in R’ (particularly with respect to the HLD and LLD), those channels were
not open. Another useful destination for some informal channels from J to
other engineers might have been to H or cert_23 at L, but in the eventuality,
no such implicit channels ever emerged; in accordance with the contract

between D and L, all communication happened through formal reports.

5.5.3 Fact and Belief: Reasons For Implicit Channels

‘...the misleading quality of some of the formal information
available in 1972 can be seen in different laboratories’ beliefs and
actions. ..’ [53, p. 58] (emphasis added).

This brings us to the difference between fact and belief, and the way
to understand the emergence of implicit communication channels (Figure

5.11). The R’ evaluation failed, among other reasons, for lack of adequate



5.5. A GROUNDED THEORY OF COMMUNICATION 149

><

is associated with is associated with

/ . is associated with
7% Process Knowledgg \
— Project Knowledge
T |¥% knowledge ] «— s partof ———

is associated with

is associated with is associated with is associated with
|§f§ planned communication* |ij? Decision Making PTOCES* |‘§§ informal communicationsl
is associated with is associated with is associated with

is associated with < s associated with » | %% Process Improvement

is associated with \ is associated with is associated with
% developer \ / \
— i is associated with contradicts
part of —_ \ B
¥ Roles is associated \%»

is associated with
T g /
is part of is associated with
' /
is associated with

% accreditor ‘ £% successful outcomd
% unsuccessful outcom

Figure 5.11: Grounded theory of formal and informal (‘planned’ and ‘impli-
cit’) communication channels in the R and R” case studies.

is part of

training. As noted earlier, it is the difference between ‘process’ and ‘product’
knowledge that is the key to decoding implicit channels. Training provides
the process knowledge needed to interpret facts; but belief and rumour are at
the core of product knowledge. Training is one thing that was missing from
the RTG 1.0 CC evaluation; the writers of the ST in Chapter 4] possessed

instructions but no training:

...training gives us an understanding of our tasks and equips
us to use our discretion, while instructions tell us precisely what
we should and should not doj; training equips us for knowledge-
based behaviour while instructions equip us for rule-based beha-
viour. Which do we want?

While admitting that most jobs today require some knowledge-
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based behaviour, many managers feel that in some situations,
especially those involving safety, rule-based behaviour is essential.
In practice, the rules never cover every situation and people have
to use their discretion. They are then blamed either for not
following the rules or for sticking rigidly to the rules when they
were obviously inapplicable, another example of contradictory
instructions. . . [t]o try to cover every situation the rules become
more and more complex, until no one can understand them or
find the time to read them. .. [ijt would be better to recognise
that people have to be given some discretion, give them the
necessary training, distinguish between the rules that should
never (well, hardly ever) be broken and those that on occasions
may be an accept that from time to time people will make the
wrong decisions [129 pp. 52-53], referring to [237, pp. 120-128,
165, 175].

Process knowledge is needed for an individual to be able to use formal
channels, but product knowledge is needed to interpret the implicit ones.
Recall the developer’s complaint about the ‘arrogance’ of N'’s pentesters: is
the criticism valid in light of what we know now about implicit channels?
The [N'] employees’ attitude of ‘we are so much better than you’ is clearly
seen in an article from one of the agency’s internal journals [I86]. But the
attitude perceived by D needs be re-assessed in light of recent disclosures;
with regard to NSA, one could not realistically wish for a more technically
competent—on the eavesdropping side, if not so well the protection-of-their-
own-networks-from-privileged-insiders side—National Security Agency. The
technical capabilities of N’, objectively, surpass those of the developer. It
provides a second example, and a verifiable one, of both the developer’s
limited view of the situation and of the asymmetry of knowledge inherent in

CT&E. As explained by Starbuck, in the context of specialist law firms:

Strategic-management theories say that expertise can sell for
higher prices if it is valuable and esoteric—that is, generally
unknown to the public and somewhat rare. However, when
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KIF@ deliver information and advice to clients, their expertise
becomes explicit and partially exoteric, so KIF's are constantly
at risk of destroying their primary assets [218] p. 1401].

In we shall see an actual example of it, in the difference in opera-
tional philosophy between commercial and government penetration testers.
The difference between fact and belief can even be seen exploited in the
large: ‘organisational facades’ could be thought of as implicit communication

channels on a grand scale:

At Aerospace Corporation, an executive explained that his
company had once had difficulty relating to its sole client, the
US Air Force. Aerospace employed highly educated, highly paid
engineers who had great autonomy in their jobs. Since these
personnel had similar qualifications, Aerospace operated as a very
flat hierarchy with only three levels. However, this flat hierarchy
had caused problems for the Air Force officers who represented the
company’s client. Aerospace had been asking Captains, Majors,
and Lieutenant Colonels all to interact with engineers at the
bottom of the hierarchy, implying that Lieutenant Colonels were
no different from Captains. Inconsistent role expectations caused
confusion and tension during interactions between Aerospace
personnel and their clients. After a time, Aerospace personnel
realized that they should adapt to the expectations of their clients,
and the company created a seven-level hierarchy for purposes
of client relations. This hierarchy was actually a facade and
Aerospace personnel ignored it during interactions within the
company. Although Paul Nystrom and Starbuck (1984a) had
written about organizational facades, this facade had a surprising
degree of calculated superficiality [218], p. 1399].

Considered as an implicit channel, organisational fagades exhibit many
(though not all) of the characteristics in Table (1) interpretation depend-

ent upon shared context, (2) arising in the interest of efficient communication;

and (3) the problem to be solved—an impedance mismatch, as it were@

ZKIF: Knowledge-Intensive Firm—see [217].
29The impedance mismatch between engineers and their managers was noted as early as
1951 by Moore and Levy [152].
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5.5.4 Process Improvement

The R’ security evaluation generated no process improvements and left D
with nothing to show for the effort. In contrast the R” certification’s entire
reason for being done (at the time and with the given participants) was
to debug and validate the new process for CT&E of cross domain systems
under ICD 503. Accordingly, a few links to the ‘process improvement’ code
were seen (Figure , although more interesting than the number of links
(for no explicit quotations relating to process improvement were seen; it was
primarily an activity concentrated in the certifier, where it was out of sight)
is the contradictory link to R’. Unlike in the second case study, visibility
into process improvement effort was available in the earlier project, and the
researcher can assert from first-hand knowledge that there was none captured
at the time. This research, however, began as the attempt of a key participant
in the R’ failure to derive retrospectively the process improvement lessons

available from R’ before they are lost.

5.6 Discussion

As early as 1934, Popper wrote that scientists never prove their hypotheses,
only disprove a null hypothesis; falsifiablility means that a hypothesis should
make testable predictions. Economy facilitates this; the simplest hypothesis
may—although not necessarily—be the quickest to prove false if it is incorrect
[T79, Chapter 7n]. We interpret this in the Occamian sense to mean that it
should be the simplest theory that adequately explains the observations, or—
using Box’s terminology—has the parsimonious quality that ‘residuals. .. are
consistent with a white noise error’ [35], p. 6n].

The model given here is phenomenological; it models only the behaviour
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observed and does not attempt to explain why a participant acted in a

particular manner in certain situations.

5.6.1 Limitations of the Model

The model described here has some obvious shortcomings. It is not quantit-
ative; no attempt was made to bound the information transfer capacity of
informal communication channels,lﬂ a longitudinal study ought to be done
that would compare the relative incidence of formal and informal communica-
tion channels across similar and different kinds of projects, and measurement
of activity—or even detection—of suspected informal communication chan-
nels when such may consist of vague impressions, body language, tone of
voice, or intuition is problematic at best. As G.E.P. Box said of useful

models,

‘...there is no need to ask the question “Is the model true?”. If
“truth” is to be the “whole truth” then the answer must be “No”.
The only question of interest is “Is the model illuminating and
useful?” [35 p. 3].

Regarding detection and characterisation of informal communication
channels, mention should be made of them in the context of data retention
policies in engineering organisations causing non-compliance, another form of
implicit channel. It was observed in the D organisation that wilful although
clandestine non-compliance with the corporation’s email retention policy
was nearly universal, perhaps skewed slightly towards employees with longer
tenure, although that was probably a result of experience combined with

friendly under-the-table advice to new employees. What is certain is that

30 Assigning an upper bound to the information transfer rate of formal communication
channels is possible if (1) formal channels are limited to reports, (2) reports are limited to
planned events associated with CLINs in the SOW, and (3) semantic content of reports is
limited to text-only. Applying these constraints to the size and number of reports observed
in the R” certification phase only, the rate is slightly less than 0.8 bits/s.
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savvy developers deliberately moved important emails from the mail server,
individually or by automated rules, to private storage, often in obscure
locations or with misleading file names. Developers did it to avoid D’s
automatically enforced email retention policy. It was widely believed amongst
developers that important information had been irretrievably lost on several
occasions because of emails left on the mail server; many had experienced it
personally. This led to the widespread perception that email server storage
was unreliable.

Document retention policies exist as a kind of self-imposed, voluntary
organisational amnesia. Reasons for them exist, of course, either explicitly
because of regulatory compliance requirements or covertly because of fear of

subpoena.

‘This is why some investment banks save everything,” [as one
commenter put it.] ‘They create a rebuttable presumption that
if they don’t have it, it doesn’t exist. (Often helpful when the
other side alleges there is a “smoking gun”)’ [250].

In D’s annual corporate ethics training booklet, on page 11, the ostensible
reason is implied to be ‘[to] maintain accurate business records’ but it creates
a dual situation of effective lacunar amnesia combined with near universal
non-compliance with policy and procedures by people trying to do their jobs.
Zawinski (1998) provides an alternative view; Netscape Communications had
an email retention policy, it wasn’t followed, and if it had been the outcome
would have been better [271].

Most policies can probably be traced back to a person who got in trouble,
or more precisely, caused trouble for the company. But email retention
policies are different in their effect. Imposed from above, ostensibly for one
of the preceding reasons, company officers evidently having decided that it is

worthwhile in light of the obvious risks, perhaps count on the informal policies
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of persons below them to mitigate the worst effects, knowing that sensible
people will tend to keep copies of their important email correspondence. It
establishes plausible deniability while retaining the option of sacrificing a
scapegoat for violating policy should the need arise.

In an unconnected occurrence, D was once accused of mishandling Per-
sonally Identifiable Information (PII) in the guise of Passenger Name Record
(PNR) data that had been provided to D by a customer. Either the customer
had not properly maintained control of the PNR or the policy had been
changed after the fact, but D was directed to purge the PNR data from its
classified servers, at considerable cost to the developer, illustrating the fact
that ‘you don’t always get to choose what PII you have on your network’
[149]. Analogously, organisations do not choose the informal channels they
get. Formal policies such as email ‘retention’ (meaning deletion) can damage—
that is, after Shannon, to add noise to—formal communication channels (or
even to the informal communication channels that seem to be the key to
efficiency in the tasks that the organisation wants to accomplish) but they
also cause compensating informal channels to come into existence. These
channels, by nature, are undetectable and uncontrollable. As Backhouse and

Dhillon (1996) said:

Because security problems often arise where the communica-
tion necessary for co-ordinated action breaks down, our ability
to model allows us to understand the communication aspects of
security [12] p. 4].

In Chapter [2] we foreshadowed that penetration testers are stuck in Bask-
erville’s (1992) first generation of using checklist methods exclusively; only
the most advanced—generally, third-party independent security researchers
and certain government departments’—penetration testers ever venture bey-

ond use of prescribed tools and checklists for their methods [I8]. There are
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reasons for this, possibly persuasive ones, referencing a desire for consistency
in security reviews and a certain minimum guarantee of test coverage (an
attribute highly regarded by ISO 9000 proponents), cost, availability, and
provisioning of trained personnel. But the bar set by most penetration
testers, in the researcher’s experience, is low. D’s software developers are
observed to be squarely in the second generation, with few forays into the
third generation because of back-pressure from the government programme
offices and certifiers, who as a rule distrust new methods—such as program-
ming languages newer than ANSI C. The developer in these case studies
tends not to employ checklists in the software development process, relying
instead on experienced software engineers’ judgement as to avoiding weak
spots through thoughtful design—although this method incorporates the
‘checklists’ of the first generation implicitly, as embodying good well-known
good design practices—which is, organically and without a specified process,
the ‘risk analysis’ method of Backhouse and Dhillon’s second generation. R”
was unique in the history of cross domain certification and accreditation
because ICD 503 and DIACAP specifically ‘use[d] risk analysis to identify the
necessary [security| controls’ [I2] p. 2] and called for the beginnings of Bask-
erville’s ‘third generation’ methods to be used in both software development

and security testing.

5.7 Summary

The R” case study led to the discovery of one grounded theory and the refine-
ment of another. In the next chapter, the mechanism by which the developer
of a cross domain system may for the first time exert a measure of control,
however small, over the schedule—and hence the cost—of certification testing

is described in detail. The theory of operation of that mechanism, grounded
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in the data of meeting minutes of telephone conference calls and conversations
with participants taken by an non-participant—observer with full access to
the R programme and R’ source code, was discovered in the behaviour of D
and N’. Another grounded theory, discovered years earlier from analysis of
overlapping areas of responsibility in the R’ project, was greatly refined and
enhanced when it was realised during the R” accreditation testing process
that international accreditors are isomorphic to SCI accreditors who share

no compartments.
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Chapter 6

Interpretation

‘Errors by managers are signposts pointing in the wrong directions’
[130L p. 207].

A useful model of accreditor behaviour was discovered in the grounded
theory analysis of the R’ evaluation and further refined by an insight from
the R” certification[l] The accreditor model is interesting because it covers all
of the possible cases of cross domain security accreditation, from simple two-
sided collateral low-to-high accreditations to complex SCI and international
accreditations where there exists no hierarchical relationship between two
or more security compartments. It is useful to divide cross domain system
accreditations into ‘non—SCI-like’ and ‘SCI-like’ categories. What is not at
first apparent is that international accreditations, even if they are collateral,
are SCI-like. A more powerful variation of the accreditor model is currently
being developed that is believed to offer predictive capability to the developer,
vendor, or installer of cross domain systems. Combined with the mechanism

described in this chapter through which a developer can for the first time exert

!Portions of this chapter have been previously published in the proceedings of the 19th
Computer and Electronics Security Applications Rendez-vous (CEESAR), Rennes, France,
20-22nd November 2012, pp. 19-28 [143].

159
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a measure of control, the accreditor behaviour model and the certifier control
mechanism together offer the developer—at last—a means for forecasting
and budgeting cross domain solution certifications and cross domain system

accreditations accurately.

6.1 Reliable Signals

It can be shown that the cross domain system accreditor’s problem is the
same thing as the problem of market failure in the presence of asymmetric
information familiar to economic theory. Market failures are thought to occur
as a result of externalities associated with the goods or services being traded.
In this case, the externality is that the total residual risk of the cross domain
system acts like a ‘public good’ [28]. Furthermore the criteria for signalling
established by Spence and Akerlof are met [I], 212]. This suggests a possible
solution to the present high cost of certification and accreditation of cross
domain systems that currently manifests in repeated testing and retesting of

the same security criteria by accreditors at different security classifications.

6.1.1 Background

In the most general case, data owners nearly always mistrust one another,
because the relationship between their security classifications may be non-
hierarchical, or incommensurable, or simply equipotent, as happens in inter-
national installations [228]. Each data owner is represented by an accreditor
or Designated Approving Authority (DAA) whose job it is to approve con-
nection of the cross domain solution to a classified system or network and to
permit operation for a specified period of time [161} 193] 244, 245]. DAAs
work closely with the cross domain solution developer or installer and other

DAAs to ensure adequate protection of the classified information in their
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Figure 6.1: Simple cross domain system with asymmetric information

security domain. Data owners worry about two potential threats: accidental
compromise of the confidentiality of classified information outside the se-
curity boundary (called a spill), and negative impacts to the integrity or
availability of their information from the introduction of malicious code or
denial-of-service attacks. DAAs, being people, in addition operate under the
constraints of their government security clearance and security classification

rules.

6.2 A Model of DAA Interactions Constrained by

Different Security Clearances

Figure illustrates a very simple example of an cross domain system
that is nevertheless sufficient to elicit the problemﬂ There is generally no

DAA for unclassified systems, so let us imagine that the low side is classified

20ther portions of this chapter have been previously published in the proceedings of
the 18th IEEE International Conference on Technologies for Homeland Security (HST’13),
Boston, Massachusetts, 12-14 November 2013, p. 103 [144].
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Confidential and the high side contains Sensitive Compartmented Information
(SCI). The low—sideﬂ DAA represents one of the military services because the
information on the low side has a collateral classification, that is, it is classified
but not protected by additional code words. But because the high side is SCI,
which has a non-hierarchical relationship to collateral security classifications,
the high-side DAA must represent one of the members of the intelligence
community, for example the National Geospatial-Intelligence Agency (NGA).
In reality, cross domain systems commonly are more complicated than this
example, with multiple data flows in more than one direction, more than two
endpoints, conditional information flows dependent on content, sanitisation,
downgrading, and/or transliteration functions, and non-hierarchical security
classification relationships. The model presented in this section, however, is
sufficient to reason about cross domain systems in collateral, compartmented,
and international installations.

In this model, DA As having responsibility for information at different
classification levels have security clearances and accesses that match their
responsibilities. In the real world, that might not be true; all DAAs might
be cleared for Top Secret/SCI. Our model presupposes the more limited case
for two reasons: firstly, because it better reflects the intent of security policy
irrespective of administrative convenience, and secondly because it allows
us to analyse the important case of international CDS installations, where
DAAs most definitely do not share mutual clearances.

Consider the following situation. DAA 1 holds a Confidential security
clearance and has need-to-know, so is therefore privy to classified information

about certain threats that are known to exist by the data owner of the low-

3By convention, cross domain solution developers habitually refer to data flows as being
‘low to high’ or ‘high to low’ despite the fact that the distinction may be a matter of
opinion depending on the data owner’s perspective.
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side system. DAA 1 perceives a site-specific set of risks A; that affect the
low side system, each risk computed from the probability of occurrence of
an identified threat leading to an impact which is derived from the value of
the asset [SS]H Risks can be avoided, mitigated, transferred, or accepted
[234]. DAA 1 assesses a set of risks based on the known threats at his or
her clearance, the best available estimate of the probability of occurrence
pT; of each, and the value V' of the information on the low side as perceived
by the low side data owner; this set of risks that DAA 1 thinks it would be

desirable to mitigate is:

Ay =T x V] (6.1)

i
where 0 < pT; < 1.

DAA 2 holds a Top Secret/ SCI security clearance with accesses similarly
determined by DAA 2’s need-to-know. It can be understood that DAA 2
knows about some highly classified threats that are not known to DAA 1. In
practice, DAA 2 should be aware of all the threats that DAA 1 knows about,
but this is not required by the model. DAA 2 perceives a site-specific set
of risks A, affecting the high side based on probably a larger set of known
threats, an estimate pT; of their probability of occurrence, and the value V'
of the information on the high side as perceived by the high side data owner.

This is the set of risks that DAA 2 thinks would be desirable to mitigate:

Az = [pT) x V'] (6.2)

J

where 0 < pT; < 1.

Ao is not necessarily a proper superset of A; or even needs be larger

4This is a very old idea; from 1662, ‘Fear of harm ought to be proportional not merely
to the gravity of the harm, but also to the probability of the event’ is from [7], quoted in
translation in [24] p. 71], citing [106].
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than A;. DAA 1 values low side information independently of DAA 2, and
quite possibly assesses different probabilities for similar risks—although if
they are seriously different, it might be better to treat them as distinct
threats—simply because it is DAA 1’s own asset on the line. Similarly,

DAA 2 values high side information independently of DAA 1.

6.2.1 The Idea of Residual Risk

DAA 1 perceives a technology-dependent set of risks B that it is possible to
mitigate, and DAA 2 similarly perceives a set of risks By that is is possible to
mitigate. Because both sides are presumed to be aware of what is technically
possible, it is likely that By = Bs, although there is always the possibility
that DAA 2 is aware of some highly classified risk mitigation for a threat
that DAA 1 does not even know exists.

The job of a DAA is formally to accept responsibility on behalf of the
Principal Accrediting Authority (PAA) for the residual risk of connecting a
particular classified information system to the CDS. Residual risk for each

DAA i is defined as the relative complement,

(Ai = Bi) , (6.3)

that being the set of risks which it is felt, by a particular DAA, to be
acceptable not to mitigate. The goal of the DAA is always to minimise
residual risk. This is achieved through a combination of choosing the right
cross domain solution vendor and product based on Certification Test and
Evaluation (CT&E) results, correctly configuring the cross domain solution
according to its technical capabilities, and rigorous testing of the CDS before

and after issuance of approval-to-connect to verify that the CDS adequately
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protects the security domain of the data owner each DAA represents. In real
installations, the PAA responsible for the highest-classification information
in the system generally is responsible for choosing a cross domain solution
vendor. The process of testing a cross domain solution in situ forming an
XD is called Security Test and Evaluation (ST&E) and results, in the model,
in the granting of an Approval to Operate (ATO) from each DAA. ATO
lasts for a limited amount of time, usually three years, and is periodically

reviewed.

6.2.2 Asymmetric Knowledge

To reiterate, by definition a CDS installation always spans at least two security
domains controlled by different data owners. With multiple data owners
come multiple DAAs. With each DAA, under present rules, comes another
round of ST&E, oftentimes performed by the same team of Independent
Verification and Validation (IV&V) contractors for reasons described in [142].

It is from the asymmetry of knowledge just described that the well-known
time and cost inefficiency of the CDS accreditation process arises. If the true
level of residual risk could be agreed upon by all DAAs and validated by a
single round of ST&E to the satisfaction of all parties, then the cost of CDS
accreditation would be greatly reduced. Towards that goal, we now show
that the problem is isomorphic to a well-known result from economic theory.

Problems that can be caused by asymmetric information are well under-
stood. In markets characterised by a lack of knowledge on the part of buyers,
rational behaviour by all participants can lead to a collapse of the market
to the point where no seller will offer a product for sale [I]. Conversely, in
markets characterised by a lack of knowledge on the part of sellers, adverse

selection results in a lopsided distribution of risk, which can lead to a situ-
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ation called moral hazard in which participants who know they are insulated
from the consequences of a risk behave differently than if they were fully
exposed to it [68]. Game theory offers a handful of compensating strategies
for asymmetric knowledge, among them the concept of signalling [212] 222].
In signalling, sellers in a market under conditions of asymmetric information
can resolve the asymmetry by communicating information to buyers in a
convincing way, but in order for the buyer to believe the signal, the cost of
asserting the signal must be high [212].

Can we apply these ideas to the problem of improving the situation of a
temporary non-optimal equilibrium amongst the individual assessments of n
different DAAs about the total residual risk resulting from the installation
of a complex CDS? In one sense, the problem is that non-communicating
DAAs can end up stuck in isolated local minima because they lack an
important piece of information about a risk mitigation already implemented
by another DAA in response to a threat the existence of which is above the
first DAA’s clearance levelﬂ In another sense, the problem is analogous to a
covert channel, through which we wish to communicate some information in
violation of the system security policy [157]. In that case, the security policy
we need to violate is not that of the CDS, but of the security clearances of
at least some of the DAAs. The requirement is not entirely dissimilar to
the establishment of a subliminal channel [210, p. 459] except that there
is no encryption involved; therefore, we deduce the existence and some of
the characteristics of a missing component that would enable solution of

the problem: there would have to be at least one randomly chosen value

exchanged in the protocol [211]. (See §6.3.2])

5The related problem of highly classified threats for which there is no known risk
mitigation is a very real one, but in the absence of a fix, from the perspective of the
higher-cleared DAA it is a worry he or she cannot talk about, and from the perspective of
the lower-cleared DAA, ignorance is bliss.
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6.2.3 Justification for the Accreditor Model

Is it even meaningful to talk about a single value for the residual risk of
a complex CDS interconnecting many different security enclaves, thereby
exposing data of widely differing perceived—and maybe even objectively
intrinsic—values to the risk of damage, disclosure, or loss? It is attractive to

call the overall residual risk
R=J(4A - B) (6.4)

from the residual risks in assessed by each individual DAA—who is,
after all, responsible for the safety of data in his or her security enclave—
because this metric behaves the right way in the intuitive sense that if one
DAA feels that the residual risk to one enclave is unusually high, it properly
increases the overall level of risk of the CDS.

It is claimed that this model is sufficiently powerful to address every
situation encountered in the field. To show this, first consider a collateral
CDS where each accreditor has a security clearance that is one of confidential,
secret, or top secretﬁ The highest security clearance of any accreditor in
the system, and consequently the security classification of the CDS, is called
‘system-high’. The lowest security clearance of any accreditor in the CDS,
in the model, determines the classification of ‘system-low’. In a collateral
CDS, each accreditor’s security clearance is hierarchically related to all of
the others such that when any accreditor cleared at system-high is satisfied
that the residual risk is acceptable, all the accreditors immediately agree

because they know that the system-high accreditor already knows everything

5The presence of uncleared accreditors, who can be considered to have a clearance
of ‘unclassified’, such as might be represented by private organisations with information
security responsibility such as health care providers, does not invalidate the relation.
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they know about the threats and vulnerabilities of the CDS.

Now consider the case of a CDS containing SCI. Here there is no strictly
hierarchical relationship between the security clearances of accreditors, in
practice some of whom might have collateral clearances. System-high floats
to SCI (which dominates all collateral classifications) with the union of all
applicable compartments; the definition of system-low remains as before.
Now if there are any accreditors who are not cleared for SCI, or there are at
least two SCI-cleared accreditors who do not share at least one compartment,
we are at an impasse—at least one accreditor may know of a threat or risk
mitigation that affects the residual risk of the CDS but is prohibited from
communicating that information to at least one other accreditor. In this
asymmetric information situation, only a limited amount of information can
be legally communicated without violating clearance or classification rules:
the fact that a particular accreditor believes the residual risk of the CDS to

be too high.

6.2.4 Information Leakage

Interestingly, this leaks information; recall the example given earlier of an
accreditor who is cleared to know about a highly classified threat or risk
mitigation. There are only three possibilities: firstly, if the accreditor says
only that the residual risk is unacceptably high, that statement reveals two
facts: the existence of a classified threat and the fact that no one knows how
to mitigate it. The second possibility is if the accreditor says only that the
residual risk is acceptable; this leaks the fact of the existence of a classified
risk mitigation, although not necessarily the fact of a higher classified threat,
as the classified risk mitigation may be for an already known threat with no

known risk mitigation. It is an unavoidable leak, however, as the only other
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Type Security Clearances Special Characteristics

1 collateral simple hierarchical lattice
2 SCI non-hierarchical
3 international non-hierarchical and non-comparable

Table 6.1: Types of accreditations

alternative would be for the accreditor to remain silent, thereby accepting
personal responsibility for a risk that is intolerably large. The accreditor
must say something.

The conventional wisdom holds that security rules ought to be strictly
enforced. If the Bell and LaPadula security policy is followed exactly, as in
the assumption that accreditors are cleared only to the level they need to be,
then the security policy must be violated under some conditions. If, however,
the security policy is relaxed slightly—for efficiency—to allow having a pool
of accreditors all cleared to the highest level, and any accreditor can work
on any accreditation, then the problem goes away. To improve security and
close a covert channel, relax the security rules—this is counter-intuitive.

No solution is known for this problem. It logically derives from the model.
The scenario, however, is real and drawn from personal experience of the

researcher with cross domain system installations in the field.

6.2.5 International Accreditations

Finally, consider the problem of international accreditations (Table .
Without loss of generality, international accreditors can be treated as SCI-
cleared accreditors who have access to only one compartment, that compart-
ment being the name of their country. (The uncleared accreditors mentioned

previously could equivalently be modelled as foreign country accreditors.)
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This is consistent with the extension of collateral classifications with handling
caveats such as NOFORN (‘not releasable to foreign nationals’) or EYES

ONLY. The model is therefore complete.

6.2.6 Part 1: Predicting the Behaviour of Accreditors

The traditional view of signals holds that for a signal to be convincing, it
must have a high cost to preclude dishonest use of signals to gain unfair
advantage [212]. It is believed that Spence’s cost constraint is satisfied in
this adaptation of the model because there is negative incentive for cheating
when the result of dishonesty—that is, to communicate a false reading of
the residual risk as perceived by DAA k—would either raise the value of R
in equation (6.4)), thereby increasing the amount of risk that DAA k must
accept formal responsibility for, possibly even to a level exceeding DAA k’s
authority; or conversely, to artificially depress the apparent level of risk below
what DAA k knows the true value to be, again raising the level of personal
risk to DAA k’s own self when he or she signs on the dotted line.

The required high cost of signals in this market is made manifest by
the very real risk that a cleared DAA takes in choosing to communicate
information about the true level of residual risk in violation of his or her
oath to protect classified information. It works both ways, as even DAAs
with low security clearance understand the need-to-know rule and would
hesitate to casually provide classified information to another absent a clearly
communicated need-to-know decision from their authorised security officer.
The necessary and sufficient criteria for signalling, therefore, are met [Il, 212}

pp. 499-500 and 367, respectively].
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6.2.7 Part 2: Controlling the Schedule of Certification

The developer cannot accurately forecast the schedule of certification
testing during CT&E because the duration of the penetration testing phase is
unknown. Very much like covert channel analysis in high-assurance Common
Criteria evaluations, penetration testing tends to be unbounded in the
possible effort that could be expended and always is effectively terminated
either by funding or schedule, not by the completeness of testing. Good pen
testers—and the N’ ones in Chapter |5 were good—never stop. Pen testing
and CCA are rabbit holes of indefinite depthm and invariably are stopped
when a certain amount of money and/or time have been spent, not because
testers ran out of ideas. Given unlimited funding, they would never stop, the
schedule would fail to progress past Beta I, and the system would never be
installed. Like the ‘experimenters’ regress’ described in Collins [53, Chapter

Four|, penetration testers have no way of knowing when they are finished:

‘...[w]hat the correct outcome is depends upon whether there are
gravity waves hitting the Earth in detectable fluxes. To find this
out we must build a good gravity wave detector and have a look.
But we won’t know if we have built a good detector until we have
tried it and obtained the correct outcome! But we don’t know

what the correct outcome is until. .. and so on ad infinitumf]

It was accidentally found during the R” certification that the cross domain
solution developer can indirectly control at least the duration of penetration
testing. A causal correlation was observed between certifier findings reports

and the form of the developer’s responses (see Figure on page (124]). When

"This was proved in 2010 by Béhme and Félegyhazi under the iterated weakest link
model [30, 31].

8Consider the parallel between pen testing—or CCA—and Underwriters Laboratories
(UL) ratings of safes and vaults for burglary resistance; safes are rated up to Class 3, which
promises only 120 minutes before a competent safe-cracker, who is assumed to have the
proper tools to hand (but only hand tools—no explosives or thermal lance), will breach
the vault [241].
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the developer responded by disagreeing with the findings of the certifier’s
penetration testers, this invariably prompted a follow-on report containing
more findings. When the developer concurred with the findings, no further
reports of findings appeared. It is put forth that this mechanism may be
usable by the developer to bound the schedule of certiﬁcationﬂ

It might be argued that the certifier control mechanism is simply human
nature. That it is, but it appears to be a reliable control nevertheless. In
the absence of any other available control mechanism from the developer to
the certifier, and especially to the penetration testers employed by N’ it is
valuable.

In general, accreditors might exchange information or not. If they ex-
change information, nothing more can be said. If they do not, it could be
because they do not have any information to exchange. Or it could be that
they have information, and would like to exchange it but are prohibited by
security clearance or security classification rules. Or they might not want to

exchange information.

6.3 Further Thoughts

The most visible consequence coming out of analysis of the case studies
is that apparently intractable cost and time overruns in certification and
accreditation of cross domain systems arise from repeated re-testing of

the same or similar test proceduresﬂ by the same peopleB demanded

9Tt should be noted that it is possible that the funding source of the certifier’s penetration
testing effort was looking for a chance to gracefully bring penetration testing to a close
without seeming to have yielded to the wishes of the developer.

10The test procedures are usually written by the developer, being the one best qualified
to write test procedures. Since the developer must have already written test procedures
anyway as part of the software development life cycle, re-use of the software developer’s
test procedures ensures an irresistible cost savings to the government programme office.

1Tt is most common for the test procedures to be run by the same team of IV&V
contractors each time, again looking like a cost savings to the data owner because they are
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by mutually distrustful data owners at different and often non-comparable
security levels that are inherent to any cross domain system installation.

Furthermore, the tenure of project managers, empirically, seems to be key.
It was an identified factor in the R’ case study and was specifically called
out in the recommendations of the FiReControl auditor’s report amongst
other places [155, [90], 258]. Observationally it became clear—and this is
validated implicitly by the R’ case study as well as explicitly from other
sources subsequently—that it was project manager tenure, surprisingly, that
seemed to be most strongly correlated with certification success. This was
a complete surprise that came out of the grounded theory analysis. It is
thought unlikely to have been noticed any other way.

Consider what went wrong in the R’ Common Criteria evaluation from
the perspective of Conway’s thesis: ‘organizations which design systems
are constrained to produce systems which are copies of the communication
structures of these organizations’ [39, [63]. Often-times oversimplified when
separated from the original paper to ‘if you have four groups working on
a compiler, you’ll get a 4-pass compiler’ [I85], it is no bon mot; Conway
demonstrated convincingly that the homomorphism between system designs
and organisational structures arises necessarily from communication channels
in every organisation that follow administrative reporting relationships,
themselves set as a result of empirical experience [64) 262].

The organisational structure at the time of the R’ validation went from
the Programme Manager to the Project Manager to the author of the ST,
with an intermittent cross connection from the ST author to L via the testing
laboratory’s technical representative H. What was intended to be produced

was a complete set of work packages including an ST, HLD, and LLD without

already trained on and familiar with the system.
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benefit of a PP. What was actually produced was an overly large ST and an
interesting design extraction tool that produced part of an LLD and part
of an HLD. Almost everything else that was delivered to the validator was
pre-existing documentation. None of the many project managers on R’, on
either the D or L side, detected the problem, and it was never corrected.

In contrast, during the R” DIACAP certification there was almost no
turnover of project managers (or software engineers), although there was a
large and ever-shifting population of IV&V contractors, regression testers,
pentesters, certifiers, and funding agencies. DAAs, it has been observed over
nearly twenty years on the R programme, do not change often.

R worked because the project was continuously monitored and controls
adjusted frequently. But there is another parallel that can be argued, tying
the families observed in groupings of codes in the ATLAS.ti diagrams in
Chapters 4| and 5| to the grounded theory of why R’ failed but R” succeeded:
the effect of incompatible organisational maturity levels at the interface
between developer and certifier.

The R’ developer was ‘CMMI Level 1’ with respect to the Common
Criteria; they didn’t know they needed a process specifically for the purpose.
L may or may not have had one; regardless, D was unable to use it. But
there is another axis, namely the dependency or familiarity of a developer
with its policy—process—procedure-oriented environment (Figure . As
we saw in Chapter [b] mature organisations develop policies, processes, and
procedures in response to errors made in the past, or lessons learnt from
watching the fate of others. Put on a quadrant chart, we have R, the
successful one, in Quadrant I and R, which failed, in Quadrant II. R’ failed
because L did not present a process that was compatible with D’s policies

and procedures. The normal situation, that CCTLs are used to dealing
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Figure 6.2: Quadrant I is the situation R” found itself in: a process-driven
organisation encountered a well-defined process and this led to success. The
failure of R’, located in Quadrant II, was due to a process-driven organisation
encountering a situation where there was no good process defined (L, in this
case, did not supply a well-defined process). It is thought that the more
common occurrence happens in Quadrant IV, where a well-defined process
exists to guide any organisation, even one that fails to recognise it needs
a process. What happens in Quadrant III remains a mystery, because like
Abraham Wald’s allied bombers over Germany in WWII, some projects never
made it back to base [147) 254] (see .
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with, is in Quadrant IV, where the developer comes to the CCTL with
a product but no preconceived notions—the developer has no process for
security certification, they have never done Common Criteria before, and
they only know they need a certificate of evaluation to be eligible to bid on
contracts. In Quadrant IV, the CCTL brings a well-defined process, and the
developer follows it; an example would be the Common Criteria certification
of the OWL data diode [95, [96] 1T5]. What happens in Quadrant IIT is less
clear. Without a process supplied, we can speculate that a non-policies-and-
procedures-oriented developer might logically attempt to mimic the visible
portions of evidence of successful certifications, that is, evaluator shopping,
EAL and TOE gaming, and published certification reports. With the number
of in-evaluation products no longer published as of October 2014 [Welke, op.

cit.], we are left in a situation of trying to draw conclusions from no data

(see §6.3.2)).

6.3.1 Misunderstandings Between Developer and Certifier

One persistent area of misunderstanding in the R” certification was the pro-
fessional security testers’ implacable insistence on the existence of a particular
(classified) theoretical attack against R. In D’s view, it was an unimportant
issue because D mistakenly at the time believed the vulnerability to be
un-exploitable in practice. The developer was puzzled by the government
security testers’ repeated finding of the identical issue in consecutive certific-
ations. ‘In what possible way’, wondered the developer, ‘could this capability
ever be useful to an attacker?” The reason for the disagreement between D
and the penetration testers is understandable in hindsight—the classified

vulnerability made sense only if thought of as a covert channel. And R had
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never had a Covert Channel Analysis (CCA) doneE The developer never
fully appreciated the finding, even though it was repeatedly put forth by
different security testing groups in N/ and N, because the threat model
was never stated, only implied. The developer lacked a person with the
correct einstellung to interpret the implication and the government never
pursued the question of why their repeated urgings were never addressed
properly other than by vague responses from D of ‘that doesn’t make sense’,
instead of ‘show us your threat model’. It is conceivable that, if asked, the
government would have refused to divulge the threat model on the basis of
security—a further example (see Chapter [5|) of professional security testers
wanting to maintain their stock of knowledge against leakage, necessitating
replenishment requiring original research—but the government people were
never asked because the developer failed to think about the problem in the
right way.

Every time pen testers write-up a finding and give it to the developer, the
action unavoidably leaks information about the pen testers’ capabilities. This
creates a tension in the pen testers, who want to find vulnerabilities but don’t
want to give away their secrets—because the pen testers have to continually

replenish their stock through either purchase or original research@

12The reason why R had never had a CCA is because when R was designed and approved
for use under DCID 6/3, it was approved for use at Protection Level (PL) 4. PL-5 was
never seriously considered in part because PL-5 necessitates a CCA.

13The contrast between the modus operandi of government and commercial penetration
testers is striking but not widely noticed (because of the small overlap between the
respective populations of government and commercial penetration testers on the one hand,
and of classified and unclassified software developers on the other). Commercial pen
testers—and civilian contracting firms working for the government—for the most part,
use tools like Nessus and nmap from a standpoint of unprivileged nodes on the network,
to exploit known or suspected vulnerable services and ports. Government penetration
testers characteristically tend to use static code analysis, debuggers, and disassemblers
in a much more sophisticated and low-level attack mode on executables and on processes
in memory, to find previously unknown vulnerabilities that the commercial tools have
not been extended to know about yet, in essence, employing bespoke 0-days in a perfect
example of the husbanding, destruction, and replenishment of esoteric knowledge described

by Starbuck in §5.5.3|and [217].
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6.3.2 Shortcomings of This Research

The accreditor model, like most theories in microeconomics, depends on a
few unrealistic restrictions on human behaviour; it may be noted that real
world behaviour is actually closer to the ‘efficient market hypothesis’ than is
common with such theories—a reversal of the usual situation!

For reasons of cost already belaboured, it would have been desirable but
was impossible to examine more than two case studies before drawing conclu-
sions; validation was primarily anecdotal, for the same reason. Are the effects
discovered real? The question cannot be answered without measurement of
the false discovery rate, which is meaningless in the absence of information
about the specificity and sensitivity of the tests, incidence of project manager
turnover in the population—which could be discovered—and the incidence of
failure in projects of comparable type [55]. That, in turn, in the context of
software engineering research, depends on the conduct of more case studies;
and those, as noted, are rare occurrences and expensive to access.

There is a danger in drawing conclusions only from successful projects;
survivorship bias and the problem of non-ignorable non-response can lead
to missing important lessons from ‘the ones who didn’t come back’ [147].
Wald set the standard for operations research with his battle damage study,
making specific—and often counter-intuitive—suggestions for improvement

from data induced to be missing;:

... [t|he greatest probability of being destroyed is .534, and occurs
when a plane is hit by a 20-mm cannon shell on the engine area.
The next most vulnerable event is a hit by a 7.9-mm machine
gun bullet on the cockpit. These, and other conclusions. .. can be
used as guides for locating protective armo[u|r and can be used
to make a prediction of the estimated loss of a future mission
[254, pp. 88-9].

Pfeffer, in 1981, said:
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‘The population ecology perspective of Hannan and Freeman
(1977) takes organization theory to task for studying only surviv-
ing organizations. They argue that selection on the dependent
variable, in this case, survival, diminishes what we can learn about
organizations. Rather what is needed are studies that incorpor-
ate both organizations that survive as well as those that fail, to
understand what determines survival or failure [I77, p. 410].’

The grounded theory approach, as previously argued, is nearly ideal for
the purpose of software engineering research, as it effectively allows one to
run experiments retrospectively on existing sets of data. The problem with
existing data, though, is that sometimes it is less than perfectly collected.
The R’ data was poor, compared to the R” data, and the R’ study would
have benefited from a larger number of formal interviews with participants—
especially with accreditors—that alone might have yielded more reliable
quotations. But, as was found, certifiers and accreditors are chary of talking
to researchers, and only one (ivv_2) agreed to do it. The repeated re-
transcription of notes from meetings—from classified to unclassified to export-

controlled to anonymised—probably contributed to some loss of information.

Connection Between Theory and Analysis

All models are wrong, but some are useful.
—George E. P. Box [35] pp. 2-3], also in [33] and in [34, p. 74].

Stipulating the poor-to-variable quality of the data, we have already
claimed that the theory is useful. The execution of the methodology by
which it was arrived at, however, was not as good. The researcher was
unskilled in grounded theory methodology, and initially resistant to using it.
The form of the data in R” was not ideally suited to the ATLAS.ti tool in

two respects: firstly, that tool is oriented toward interviews with subjects,
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transcripts, and verbatim quotations—none of which could be obtained from
a classified project, cleared individuals, and meetings that took place in a
SCIF. Secondly, a much smaller number of records survived from the older
project, R', which (because it was international) was even more stringently
classified. Originally, it was intended to use Ry as a third case study, but
almost no records survived from that project, and only one of the participants
(see footnote on page |79 in Chapter .

The grounded theory methodology was not fully carried through. There is
a gap between coding and analytical memoranda that shows up in the absence
of categories. The researcher had a difficult time with this step, and it delayed
the production of Chapter [5| for a long time. Finally it was realised that
the missing introspection—all of the analytical memoranda that should have
been in ATLAS.ti—already existed, but in another place: the researcher’s
regular weekly activity reports. For years these reports, some of them
thousands of words long, had been discussing the observations, interpretations,
hypotheses, predictions, and theory with the researcher’s supervisors. Once
these were found and anointed as analytical memoranda, and after a couple
of meetings with an experienced grounded theory methodology user (Dr
Fléchais) who drew the researcher out and showed that a theory existed in

these interpretations, the thesis rapidly proceeded to completion.

Compromised Results

How then, specifically, is the theory connected to the data, if not (completely)
through ATLAS.ti? In other words, can we rely on it? The failure of R’/
in Chapter [4 was blamed on two things: short tenure of project managers—
implicated by several other authors in the literature—as well as overlapping

areas of responsibility, and a processes-and-procedures—oriented developer
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operating without a procedure. Only the last cause was discovered using
network diagrams in ATLAS.ti; the other conclusions, and the quadrant
chart in Figure [6.2] preceded its use.

The diagrams in Chapter [5| were crucial to discovering the existence
of planned (‘formal’) and unplanned (‘informal’) communication channels
between the developer and certifier in R”. The clue to the existence of
these channels was the obvious partitioning of groups of participants in the
ATLAS.ti diagrams by their interactions; the researcher began to wonder
what information crossed the interfaces. Coding of participants’ roles made
it obvious, in light of earlier conclusions, that the tenure of project managers
was entirely different in the project that succeeded. The behaviour of
developers and pen testers in Figure [5.8 was not discovered using ATLAS.ti;
it was found by looking at the sequence of reports and responses in those
subgroups of participants. The accreditor model was found independently of
the data collected from R’ and R” because the researcher started drawing
Venn diagrams of all the historical installations of R when thinking about
the problems faced by cross domain system installers in Chapter [I} Those

diagrams do not appear here, but are fully explored in reference [144].

Methodological Implications for Future Researchers

Three lessons were learnt: firstly, to store everything in ATLAS.ti (or another
equivalent grounded theory tool). If the weekly activity reports had been
tagged as analytical memoranda in ATLAS.ti, then their contents would
have been indexed by the auto-coding utility and linked to, highlighting their
importance earlier. This would have saved a year and a half.

Secondly, interviews are extremely important. Despite grand plans, only

four interviews were successfully conducted with participants (K1, K3, T,
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and ivv_2; although serious attempts were made to interview cert_20 and
cert_6, they refused). This is a risk of studying participants who don’t want
to lose their security clearances.

Thirdly, the problem was too large. A viable thesis could have been
written on the accreditor model alone, or the failure of R’, or the care and
feeding of informal channels. These were all so interesting, and so clearly
important to tell the world about, that they were explored and included at
the expense of timely finishing. These were not even blind alleys; there were
a few of those explored fully too, but that was expected.

Validation is almost completely lacking in this thesis. It is claimed that the
accreditor model points the way to establishing a controlled communication
channel between accreditors. Such a channel, it is said, would allow them
to agree on the true level of residual risk without violating security policy,
and without over-spending on unnecessary repeated retests. In truth, how
to do it is not yet known. In the discussion of subliminal channels, it was
predicted that the notional channel protocol must include a random value,
but we have no idea what that random value is represented by.

Without validation, the results here comprise some interesting logic
puzzles and a few suggested guidelines for project managers. Certification
events for cross domain solutions are rare and expensive; that makes de-
velopers and certifiers highly value new techniques that might reduce cost
(or improve security), but opportunities for validation are scarce. The risk
and cost associated with trying unproved techniques may make uptake slow.

Without replication, these results are not science. ‘Scientists must write’,
said Barass [I7], and the necessary condition for replicability is satisfied
with the publication of Appendix [B] But the sufficient condition depends on

more case studies, more failures, and more successes. However, the research
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was done with what was available, because it was important that somebody
should do it.

The reason is because residual risk is of critical importance to DAAs—
and because of the inevitable knock-on effects of DAA nervousness—to CDS
developer fortunes as well. Sometimes it simply is not possible to know what

the actual level of residual risk was, even in life-critical applications:

‘In addition to their degraded actuators, the orbiters have
aging plumbing lines leading into the main engines that could
prove troublesome. Years ago, routine inspections revealed cracks
in the flow liners of the feed lines, which carry liquid hydrogen
from the external tank to the shuttle main engines. “If they had
broken off, they could have gone into the engine and caused a
catastrophic failure,” says Seriale-Grush.

‘NASA replaced the flow liners, but had no way of knowing
if there were cracks higher up. While the orbiters were still
flying, removing the 12-inch diameter feed lines would have cost
millions of dollars, an unjustifiable expense considering there was
no evidence of damage. It would be like removing a person’s
colon to see if there was cancer, just because the patient was
getting old.

‘Borrowing a page from modern medicine, NASA decided
to go another way. Technicians threaded borescopes into the
shuttles’ plumbing to look for cracks. Technicians performed
these fuel-line colonoscopies regularly, searching for the tiniest
signs of damage. The examinations kept the shuttles flying, held
costs down, and minimized risk. Studying the feed lines now
will show just how much risk remained’ [91l pp. 2829 (emphasis
added)].

Space Shuttles were launched more than a hundred times before the

actual level of residual risk in that system was known.



184 CHAPTER 6. INTERPRETATION



Chapter 7
Summary and Conclusion

‘Never remove equipment before you know why it was installed.
Never abandon a procedure before you know why it was adopted’
[128, p. 22].

As David Bell put it in his re-visit of the MULTICS paper, ‘In our
real-world environment made up of multiple single-level networks—that is,
relatively isolated networks each of which comprises a security enclave or
domain at a particular security classification—connected to the network
cloud, it is often necessary to move information across security boundaries,
and by the Intermediate Value Theorem for Computer Security (CS-IVT),
at least one multi-level component must exist in the cloud’ [20, §6.2]. Cross
domain systems are not only commonplace in classified networks, they pop
up in hidden form almost everywhere.

To be able to predict accreditor behaviour is very important. Accreditor
actions, and to a lesser extent those of certifiers (because accreditations
happen more often than certifications) are the primary limiting schedule
factor in the overall cost of cross domain solution installations.

Certification costs are highly variable because certifications are relatively
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rare events and depend strongly on functionality amount and functionality
changes, but generally exceed two or three times the cost of a typical
installation and accreditation, more in time than money. The cost of an
accreditation today approaches that of the hardware and software combined.

With this thesis, the beginnings of a useful model for explaining accreditor
behaviour are in hand. A more general model of accreditor behaviour based
on gradients and expected to improve predictive power is in development, but
not well understood yet. A weak method for control of certifier behaviour by
the developer during cross domain solution certification testing is also in hand.
Both the accreditor behaviour model and the developer’s control mechanism
for certifier behaviour are hoped to assist in doing both certification and
accreditation better next time.

It is widely acknowledged that information security Certification Test
and Evaluation (CT&E) is expensive in terms of time, number of people
required, and duplicated effort. That high cost makes CT&E a special event
that is not done often, either because fewer systems requiring CT&E are
made, or because not all of them are tested, or because the ones that are
made are tested less often.

Interpretationally, from an insight that certifiers and accreditors tend to
conflate the principle of defence in depth with the practice of independent
verification and validation, a connection was found to economic theory and a
minor result was proved showing that Spence’s criteria for signalling are met
[222] 1], 212, 223]. In future work, a prescription for minimising the repeated
testing and re-testing of the same or similar test procedures by mutually
distrustful data owners is believed to be solvable by means of controlled

communication channelslﬂ without violating the global security policy.

'That is, communication channels having some of the characteristics deduced in §6.2.2)
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7.1 Contributions

This thesis makes the following contributions:

7.1.1 Environment of Untrust

It is an unappreciated fact that the difficulty of cross domain solution
certification and cross domain system accreditation lies inherent in the fact
that—by definition—they always span at least one boundary between security
domains controlled by mutually distrustful data owners.

Understanding this fact, and the parallel truth that cross domain system
developers, vendors, and installers are continually faced with a certification
and accreditation environment in which the rules are forever changing, is key

to solving the problem of the high cost of CT&E and ST&E.

7.1.2 Conflation of Principle with Practice

People involved in the certification and especially the accreditation pro-
cess conflate the duplication of effort presently happening everywhere in
the practice of cross domain solution and system independent verification
and validation with the security principle of defence in depth, which it is
not. Yet the way certification and accreditation programmes are structured
presents the appearance of irresistible cost savings to managers. The resulting
overexpediture of time and effort yields no attendant increase in security

assurance.

7.1.3 Accreditor Model

Even more duplication of effort arises from the structurally limited view

of the cross domain system that is to be had by accreditors with different
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security clearances and responsibility for information at different classific-
ations because the accreditors are constrained from communicating freely
with other accreditors in order to agree upon the true level of residual risk.

The key to solving this problem is to understand the explicit and implicit
communication channels that exist amongst accreditors at different security
levels, and between developer and certifier, through which people arrive at a
shared comprehension of the level of residual risk in a cross domain solution
certification or a cross domain system accreditation without violating the
global security policy.

Towards this end we present a model of inter-accreditor communication
that is sufficiently general to reason about cross domain systems inter-
connecting security classification levels that are both hierarchically and
non-hierarchically related, i.e., powerful enough to handle international

accreditations. Relatedly, we derive a model of certifier behaviour.

7.1.4 Validation

The symmetry of having an accreditor model that predicts behaviour in
the shorter but more often performed ST&E phase of cross domain system
accreditation and a certifier model that admits a measure of control over
the schedule in the much longer but seldom done CT&E phase of cross
domain solution certification is pleasing but serendipitous. The implicit
communication channels predicted by the accreditor model are proved to
exist in the real world, and they satisfy the criteria for reliable signals of
Akerlof, Spence, and Stiglitz.

The accreditor model shows up a flaw in current official government
security policy; it is conventional wisdom that, to avoid as far as possible

the inevitable ‘ratcheting up’ of security classifications in the Bell-LaPadula
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model, all personnel should be cleared to the lowest security level consistent
with accomplishing their jobs. In the case of cross domain system accreditors,
however, this precaution can backfire in interesting ways; certain undesirable
information flows are forced, and certain desirable information flows are
inhibited.

If, however, all accreditors are simply cleared to the highest security level,
no information leakage occurs. Relaxing the security rules paradoxically
improves security.

The certifier behaviour model is less well developed but offers a means
whereby the cross domain solution developer can exert a measure of control
over the schedule, and hence the cost of certification testing, in a specific
example of the more general observation that some evidence exists to sug-
gest a new measure of organisational maturity for software development
organisations that can predict the success or failure of security certification

activities.

7.2 Future Work

Consider the problems of simulating a market amongst accreditors who are
constrained from communicating freely about their individual assessments
of residual risk of a cross domain system because of security classification
rules. It is a weird sort of market in which participants offer to buy and
sell commodities that they do not know the value of, although someone else
does. Since some of the accreditors are prohibited from describing the exact
details of a threat or a risk mitigation, or even the lack of any known risk
mitigation for a threat with no countermeasure, they must in some way
signal (in Spence’s use of the word) the actual value of the residual risk as

they perceive it. From the response received at a recent conference when the
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idea was mentioned, the researcher is not the only one thinking along the
lines of a market for risk.

A new tool is being developed, called nihil obstat, that is intended to
facilitate the determination of an equilibrium in the market for residual risk
amongst cross domain system accreditors by soliciting a series of bid/ask
quotations from accreditors at different security classification levels and using
them to set a ‘market price’ for the residual risk that each accreditor is
prepared and willing to accept.

Further applications to incident response and continuous monitoring may
be found; although the time scale is shorter, the required communication
between executives and the incident officer, through an incident manager to
incident responders, resembles the structure of a C&A activity and analogous

information flows may be expected there.

7.3 Conclusion

Oftentimes failure investigation reports eventually are used for political
or litigation purposes; moreso than any other entity, the Marine Accident
Investigation Board (UK) has the right idea; its reports contain the following

caveat on the first page:

“This report is not written with litigation in mind and, pur-
suant to Regulation 13(9) of the Merchant Shipping (Accident
Reporting and Investigation) Regulations 2005, shall be inadmiss-
ible in any judicial proceedings whose purpose, or one of whose
purposes is to attribute or apportion liability or blame’ [148§].

It is hoped that this thesis and the follow-on journal paper and conference
presentation detailing the full story of the successful R” certification activity—

the first ever under the new ICD 503 rules—will bring a wider audience

to the fascinating problem of cross domain C&A, and when the expected
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flood of Electronic Health Record (EHR) interconnections arrives in the near

future, that the lessons learnt by the classified world will benefit the ‘unclas’

side as well.
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Glossary of Specialised

Terms

acceptance test
Testing performed by the developer, which may be witnessed by the
certifier, to ensure that a cross domain solution satisfies a specific
set of requirements for functionality. Synonymous with Factory [or
Formal] Acceptance Test (FAT) or alpha testing in some certification

and accreditation processes.

accreditor
A person, usually a government official, with the authority to accept
responsibility for the correct operation of a cross domain system. Syn-
onymous with Designated Approving Authority (DAA) or Designated
Accrediting Authority (DAA).

accreditation
Formal acceptance by an accreditor of the residual risk for operation
of a particular system in a particular environment. Synonymous with

Security Test and Evaluation (ST&E) or beta II testing [74, [108].

certification

Statement of approval by an authority, based on testing and examina-
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tion of evidence, that a cross domain solution meets specified security
functional requirements to a specified level of assurance. Synonym-
ous with Certification Test and Evaluation (CT&E) or beta I testing
[74, [108].

certifier

Synonymous with certification authority.

Compliance Assessment Team (DNI CAT)

Director of National Intelligence (DNI) Compliance Assessment Team

(CAT)

Controlled Interface (CI)
See cross domain solution or cross domain system. The term ‘controlled

interface’ originated with DCID 6/3 [74].

Cross Domain Solution (CDS)
A cross domain solution is a product, usually comprising certified
software running on approved hardware, intended for the purpose of
interconnecting two or more communicating endpoints at different
security levels. The functionality of a cross domain solution may
include one-way, two-way, or multi-way information flows, automatic

sanitisation, upgrading, downgrading, and guarding.

Cross Domain System (CDS)
A cross domain system comprises a cross domain solution and two or

more communicating endpoints.

data owner

In the context of a cross domain system, the agency having responsibility
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for security of information within a particular security domain, often

represented directly by an accreditor.

A data owner cares not about information in other data owners’ security
domains, except to the extent that it might be infested with malware,

the other side of the cross domain interface coin.

Designated Approving Authority (DAA)

see accreditor.

developer
The software writer, or sometimes hardware builder or systems integ-

rator, of a cross domain solution.

downgrade
To change the security classification level of some information from a
higher to a lower security level, for example from SECRET to unclassi-

fied. Downgrading is almost always done by sanitisation.

Independent Verification and Validation (IV&V)
Post—acceptance-test re-testing of all acceptance test cases by someone
other than the developer. When performed at the behest of a certi-
fier, synonymous with ‘ regression testing’ in some certification and

accreditation processes.

installer
Developer’s representative in the field who sets up and configures a

cross domain solution for operation in a cross domain system.

penetration testing
Testing performed by or at the behest of a certifier with the aim of

discovering security weaknesses in the system under test, rather than
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verifying functionality or performance. It is formally performed in the

Beta II phase.

redaction
The act of removing or obscuring information from some data for
the purpose of protecting sensitive information in the original. The
redacted data may be able to be classified at a lower security level, but

the reclassification is actually done by a downgrade.

sanitisation
The act of changing the content or presentation of some data to remove
information, degrade its precision, obscure the source of the information,
or make it appear to have originated from a different source, or in a

different format. Sanitisation includes redaction.

upgrade
To change the security classification level of some information from a

lower to a higher security level, for example from unclassified to secret.
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Appendix A

List of Codes

This is a list of codes used in the grounded theory data analysis of CS-1
and CS-2. The ‘Links’ column tells how many links a particular code has to
other codes in ATLAS.ti; the ‘Data’ column tells how many quotations in the
raw data are associated with each code. Numbers were obtained from the
ATLAS.ti version 6.2 ‘Export selected Codes (XML)’ command and edited

for formatting. There are two hundred eighteen codes in the list.

Code Links Data
accreditation 295 0
accreditation report 0 1
accreditor 501 4
accreditor model 12 0
AF CDSO 0 1
Akerlof 1 0
analytical memos 50 0
annoyance 2 0
Army 24 0
ARMY CDSO 0 1
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Code Links Data
arrogance 17 0
artificial sense of urgency 1 0
belief 0 2
Beta 1 42 0
Beta 2 72 0
bias against 8 1
body language 1 1
building social capital 0 1
C' (overseas customer) 0 5
C&A 227 7
CDMO 365 0
CDSO 26 0
CDTAB 198 5
cert_1 7 4
cert_11 2 9
cert_12 2 2
cert_13 8 1
cert_15 3 2
cert_18 1 1
cert_19 1 1
cert_2 3 2
cert_20 21 3
cert_21 1 1
cert_22 1 1
cert_23 18 1
cert_24 1 1



Code Links Data
cert_3 63 3
cert_4 36 4
cert_d 38 1
cert_6 61 3
cert_7 20 1
cert_8 43 1
cert_9 6 1
certification 192 0
certification authority 7 5
certification report 0 1
certifier 53 7
CESG 40 2
Charleston 1 2
cheap 0 1
Common Criteria 0 7
complaint 28 0
compliment 2 1
contractually prohibited 2 0
controlled 0 1
COTR 16 3
cross domain 101 0
CT&E 294 0
D (developer) 728 19
DCID 6/3 0 4
decision 0 1
Decision Making Process 0 2
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Code Links Data
deniable 0 1
deputy 2 2
dev_1 248 1
W and dev_2 29 1
dev_3 26 1
dev_4 37 1
developer has ultimate experience with 1 0
developer not as good securitywise 1 0
developer thinks Charleston is stupid 1 0
DIACAP 0 4
differing inclinations 16 0
DISA 5 0
distressing 1 2
DNI CAT 38 4
‘draconian’ approach 1 0
DSAWG 49 3
E (systems integrator) 0 2
email retention 11 0
expensive 0 1
face-to-face 0 2
fact 0 5
FAT 27 0
fiction 0 4
findings 0 1
formal communications 0 5
frustrated 3 0



Code Links Data
frustration 10 0
G (customer’s technical adviser) 0 2
H 17 1
harsh words 2 2
high risk 15 0
hopeless 1 0
hotwash 25 0
I 15 1
1173 96 6
1733 41 2
ICD 503 20 0
inconsistency 6 1
informal communications 0 11
interpersonal 3 0
V&V 148 3
ivv_1l 1 1
ivv_2 41 1
J 0 2
K, 12 2
Ky 0 1
K3 and dev_7 0 3
knowledge 0 9
L (CC testing laboratory) 0 7
low risk 3 0
M (customer for R-zero) 0 2
malicious 0 1
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Code Links Data
Marine CSDO 0 1
medium risk 2 0
misunderstanding 1 0
mitigation 94 0
moderates hotwash telecons 0 1
N-prime 333 )
N (CC certifier R-prime) 0 5
Navy 104 0
Navy CDSO 0 2
negative emotional response 0 3
NIAP CCEVS 34 0
NIST SP 800-37 0 2
NIST SP 800-53 0 4
not happy 2 0
official communications 0 1
OGD 0 1
opinion 5) 3
P1 (programme office) 0 5
P2 (IV&V contractor) 0 4
pen_1 96 1
pen_2 47 2
pen_3 1 1
pen_4 10 1
pen_b 48 2
pen_6 1 0

penetration tester 0 1



Code Links Data
penetration testing 0 1
pentest findings 92 0
pentester 0

pentester_related 104 1
perceived risk 1 0
personality 9 0
planned communications 0 3
PMO 0 7
pmo_1 31 2
pmo_2 93 1
pmo_3 23 1
pmo_4 3 1
POA&M 102 1
policies and procedures 52 0
political 11 3
political machinations 0 1
positive emotional response 0 3
praise 4 1
prediction markets 1 0
prejudice 0 2
Process Improvement 0 3
Process Knowledge 0 3
professional security tester secrecy 10 0
Project Knowledge 0 3
project manager 43 1
pushing strongly to stick to schedule 1 0
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Code Links Data
Q (R-double-prime’s certifier) 0 6
R 857 11
R 0 11
R 97 10
R-double-prime (product) 0 7
R-double-prime certification meeting 111 0
R-prime (product) 0 6
R-zero (product) 0 4
ratings in perspective 1 0
regression testing 78 3
reports 0 6
role reversal 1 0
Roles 0 7
rumour 18 )
S (system) 0 9
SABI 158 0
schedule 1 1
schedule slip 17 0
sharp remarks 2 1
silent participants 0 5)
SP 800-37 7 0
SP 800-53 62 0
ST&E 188 1
STRATCOM 0 3
successful outcome 0 1

tacit communication 4 0



Code Links Data
technical risk 48 0
test procedures 0 3
thanked 1 1
timeliness 0 1
tone of voice 0 3
TORA 54 0
training 10 0
TRR 18 0
trying to teach 0 1
TSABI 74 1
turf war 11 0
turnover 14 0
U (talks to S) 0 1
UCDMO 338 0
UCDMO baseline 38 0
uncontrolled 0 1
unfixed finding 1 0
Unknown (from pen_4 report) 0 2
unofficial communications 0 1
unsuccessful outcome 0 1
USN SPAWAR SSC 40 1
V (talks to S) 0 1
we are at a standstill 1 0
X 0 1
Y 0 1
7 0 1
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Ten categories (‘families’) were defined. The number of unique codes
assigned to each and the number of quotations (or analytical memoranda) in

each category is shown in the following table:

Category Size Data

accreditors 4 611
certifiers 7 254
CSC 3 50
developers 8 1080
IVv 2 149
NSA173 6 279
0CG 1 21
RM 3 954
RMPMO 7 168

unknowns 7 10



Appendix B

Anonymised Data

The CD-ROM bound into this book contains all of the raw data neces-
sary to replicate the methodology in Chapter [bl The contents of the disc
include two directories: ATLAS.ti which contains the hermeneutic unit
autocode-CS-1-pkg.hpr6 along with the PDF files comprising the original
data; and WAR, which contains the researcher’s ‘Weekly Activity Reports’
comprising analytical memoranda. The command line used to generate the
ISO 9660 file system on the disk was:

$ mkisofs -R -uid 0 -gid 0 -iso-level 4 \

-V "Supplemental Data" -o supplemental_data.iso \
supplemental_data/

Directory of files on the disc:

$ 1s -F
ATLAS.ti/ WAR/
$

$ 1s -F ATLAS.ti
autocode-CS-1-pkg.hpr6*

backup of autocode-CS-1-pkg.hpr6*
junk/

network_decisions.pdfx*
network_developer.pdf*
network_emotional_response.pdf*

251



252 APPENDIX B. ANONYMISED DATA

network_grounded_theory.pdf*
network_informal_communications.pdfx*
network_official_communication.pdfx*
network_r-double-prime.pdfx*

network_roles.pdfx*

network_r-prime.pdf*

PDFs/

$

$ 1s -F WAR

$

0001.txt 0077 .txt 0153.txt 0229.txt 0305.txt
0002.txt 0078.txt 0154 .txt 0230.txt 0306.txt
0003.txt 0079.txt 0155.txt 0231.txt 0307 .txt
0004 .txt 0080.txt 0156.txt 0232.txt 0308.txt
0005.txt 0081.txt 0157 .txt 0233.txt 0309.txt
0006.txt 0082.txt 0158.txt 0234.txt 0310.txt
0007 .txt 0083.txt 0159.txt 0235.txt 0311.txt
0008.txt 0084 .txt 0160.txt 0236.txt 0312.txt
0009.txt 0085.txt 0161.txt 0237 .txt 0313.txt
0010.txt 0086.txt 0162.txt 0238.txt 0314.txt
0011.txt 0087.txt 0163.txt 0239.txt 0315.txt
0012.txt 0088.txt 0164.txt 0240.txt 0316.txt
0013.txt 0089.txt 0165.txt 0241 .txt 0317.txt
0014.txt 0090.txt 0166.txt 0242 .txt 0318.txt
0015.txt 0091.txt 0167.txt 0243.txt 0319.txt
0016.txt 0092.txt 0168.txt 0244 .txt 0320.txt
0017.txt 0093.txt 0169.txt 0245.txt 0321.txt
0018.txt 0094 .txt 0170.txt 0246.txt 0322.txt
0019.txt 0095.txt 0171.txt 0247.txt 0323.txt
0020.txt 0096.txt 0172.txt 0248.txt 0324 .txt
0021.txt 0097 .txt 0173.txt 0249.txt 0325.txt
0022.txt 0098.txt 0174 .txt 0250.txt 0326.txt
0023.txt 0099.txt 0175.txt 0251.txt 0327 .txt
0024 .txt 0100.txt 0176.txt 0252.txt 0328.txt
0025.txt 0101.txt 0177 .txt 0253.txt 0329.txt
0026.txt 0102.txt 0178.txt 0254 .txt 0330.txt
0027 .txt 0103.txt 0179.txt 0255.txt 0331.txt
0028.txt 0104.txt 0180.txt 0256.txt 0332.txt
0029.txt 0105.txt 0181.txt 0257 .txt 0333.txt
0030.txt 0106.txt 0182.txt 0258.txt 0334.txt
0031.txt 0107.txt 0183.txt 0259.txt 0335.txt
0032.txt 0108.txt 0184.txt 0260.txt 0336.txt
0033.txt 0109.txt 0185.txt 0261.txt 0337.txt
0034.txt 0110.txt 0186.txt 0262.txt 0338.txt



0035.
0036.
0037.
0038.
0039.
0040.
0041.
0042.
0043.
0044.
0045.
0046.
0047.
0048.
0049.
0050.
0051.
0052.
0053.
0054.
0055.
0056.
0057.
0058.
0059.
0060.
0061.
0062.
0063.
0064.
0065.
0066 .
0067 .
0068.
0069.
0070.
0071.
0072.
0073.
0074.
0075.
0076.

txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt

0111.
0112.
0113.
0114.
0115.
0116.
0117.
0118.
0119.
0120.
0121.
0122.
0123.
0124.
0125.
0126.
0127.
0128.
0129.
0130.
0131.
0132.
0133.
0134.
0135.
0136.
0137.
0138.
0139.
0140.
0141.
0142.
0143.
0144.
0145.
0146.
0147.
0148.
0149.
0150.
0151.
0152.

txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt

0187.
0188.
0189.
0190.
0191.
0192.
0193.
0194.
0195.
0196.
0197.
0198.
0199.
0200.
0201.
0202.
0203.
0204.
0205.
0206.
0207.
0208.
0209.
0210.
0211.
0212.
0213.
0214.
0215.
0216.
0217.
0218.
0219.
0220.
0221.
0222.
0223.
0224.
0225.
0226.
0227.
0228.

txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt

0263.
0264.
0265.
0266 .
0267 .
0268.
0269.
0270.
0271.
0272.
0273.
0274.
0275.
0276.
0277.
0278.
0279.
0280.
0281.
0282.
0283.
0284.
0285.
0286.
0287.
0288.
0289.
0290.
0291.
0292.
0293.
0294.
0295.
0296.
0297.
0298.
0299.
0300.
0301.
0302.
0303.
0304.

txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt

0339.
0340.
0341.
0342.
0343.
0344.
0345.
0346.
0347.
0348.
0349.
0350.
0351.
0352.
0353.
0354.
0355.
0356.
0357.
0358.
0359.
0360.
0361.
0362.
0363.
0364.
0365.
0366.
0367.
0368.
0369.
0370.
0371.
0372.
0373.
0374.
0375.
0376.
0377.
0378.
0379.
word._

txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
txt
counts
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Appendix C

De-anonymisation Codes

To protect the confidentiality of certain participants in the case studies and
in view of the classified nature of some of the projects studied, the following

code names have been used for projects (Table |C.1)), organisations (Table
C.2), and individuals (Table |C.3)) throughout Chapters [4] and

Code Meaning Role
R RADIANT MERCURY (RM) cross domain solution
R RM version 5.0 a later version of R
R Radiant Trust Gold 1.0 (RTG) a subsystem of S
Ry AEHF MCS security guard an earlier version of R/
S SOOTHSAYER customer C’s project
Uand V Other classified systems outside e.g., BOWMAN

the boundary of S
X,Y,and Z Other subsystems of S Windows 2000

servers built by F

Table C.1: Code names for projects.

Code Meaning Role
A United Kingdom of Great nation in which
Britain and Northern customer C is
Ireland located
B United States of America developer D’s
nation
C U.K. Ministry of Defence customer
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Code Meaning Role
requesting S
D Lockheed Martin software developer
Integrated Systems of R, Ry, R/,
and Global and R/
Solutions (IS&GS)
E Lockheed Martin Systems systems integrator
Integration (LMSI) and developer of S
F United States Air Force interim government
programme office
for R
G U.K. Communications—Electronics C’s technical
Security Group (CESG) adviser
I Accenture IV&V contractor
for R
L Computer Sciences Corporation Common Criteria
(CSC) validator of R’
M Advanced Extremely High Frequ- a previous Common
ency (AEHF) Mission Control Criteria project in
Segment (MCS) 1999
N National Information Assurance Common Criteria
Partnership (NIAP) Common evaluator of R’
Criteria (CC) Certification and
Evaluation Scheme (CCEVS)
N’ U.S. National Security Agency DoD Information
(NSA) Assurance Certifi-
cation and Accred-
itation Process
(DIACAP) certifier
0] National Reconnaissance original government
Office (NRO) programme office
of R and Ry
P United States Navy government
Space and Naval Warfare programme office
Systems Centre of R, R', and R
b Booz Allen Hamilton IV&V contractor
for R certification
Q Defence Information Systems DIACAP co-certifi-

competitor_1

competitor_2

Agency (DISA)
Raytheon

Boeing

er of R”

one of D’s
competitors in
the CDS market
another of D’s

competitors



Code

Meaning

Role

competitor_3
competitor_4
competitor_b

competitor_6

General Dynamics (GD)

ISSE Guar

Trusted Manager (TMAN)H

BAE Systems

another of D’s
competitors
another of D’s
competitors
another of D’s
competitors
another of D’s
competitors

Table C.2: Code name for organisations.

Code Meaning Role

cert_1 Corinne Castanza NSA 1173 (N') and
IC CIO/ICIA CAT

cert_2 Calleen Torch DNI/IC CIO/ICIA/CAT
Chief

cert_3 Phyllis Lee head pentester

cert_4 Emily Martinez NSA 1173 (N')

cert_b Frank Sinkular certifier

cert_6 Robert Drake certifier

cert_7 Dave Oshman NSA 1173

cert_8 Dan Nichols certifier

cert_9 Paul Livingston DSAWG Chair

cert_10 Dave Wallick later head of NSA 1173

cert_11 Dave Bowman U.S. Army CDS Office
(CDSO)

cert_12 Rick Perkins U.S. Air Force CDSO

cert_13 Don Flint DNI CAT

cert_14 Boyd Fletcher NSA

cert_15 Glenn Learn CSTG

cert_16 Don Capanero certifier

cert_17 Lisa Ackerman certifier

cert_18 Elizabeth Jubinski certifier

cert_19 Erika Sollers certifier

cert_20 lan Levy CESG

cert_21 James J. Crandall certifier

cert_22 John William Ferguson certifier

cert_23 Patti Spicer CSC Corp

cert_24 Phillip E. Romans certifier

cert_25 Maureen Branch certifier

'ISSE Guard is a U.S. Air Force project.
2TMAN is a Lockheed Martin product.
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Code Meaning Role

user_1 Jonathan Scott STRATCOM Western
Region

user_2 Jim Gucken (unknown)

user_3 Phil [last name unknown| (unknown)

user_4 Tyler Sipes NORAD USNORTHCOM
HQs

pen_1 Charissa C. Robinson penetration tester

pen_2 Atri Amin penetration tester

pen_3 Galina McKee penetration tester

pen_4 Dana Pipkin penetration tester

pen.s Larry Sampson penetration tester

pen_6 Dave Moran penetration tester

pen_7 Kevin Gallacchio penetration tester

dev_1 Kevin R. Miller software engineer at D

dev_2 and W  Russ Savage senior R software engineer
at D

dev_3 Tan McGlothlin software engineer at D

dev_4 Larry S. Brown senior software engineer
at D

dev_5 Eric Chiu staff software engineer at D

dev_6 Kim Frey deputy project manager
at D

dev_7 Steve Bean senior executive at D

sysadmin_1 Jackie Pockrandt system administrator at D

H H. Forsberg validator’s technical
representative at L

1 C. Nightingale validator’s project manager
at L

ivv_1l Geoff McGarrigle IV&V contractor

ivv_2 Paul Ozura Test Director

J J. Loughry D’s technical representative
to G

K S. Steinberger developer’s project
manager® at D

Ko C. Grant D’s project managelﬂ

K3 and dev_7 O. Kjono D’s programme
manager

dev_6 Craig Christensen D’s Deputy Programme
Manager

pmo_1 Dan Griffin RM PMO COTR at P,

pmo_2 Dennis Bowden Programme Office staff

3There were several project managers on the R’ project; see Chapter
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Code Meaning Role

pmo_3 Orville Brown Programme Office staff

pmo_4 Baasit Saijid Programme Office staff

T T. Marso senior R software engineer
at D

test_1 Kori Phillips Test Lead at D

Table C.3: Code names for individuals.
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