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Abstract

Animals with well-developed visual systems often use vision as an active sense.
This means they can manipulate the position and orientation of their viewpoint
to interrogate their visual environment. In this thesis, I investigate active vision
in a particularly challenging scenario: birds in manoeuvring flight. I focus on
Harris’ hawks (Parabuteo unicinctus), which strongly rely on vision to coordinate
their manoeuvres. I cover three key challenges of studying birds’ gaze strategies in
flight. First, I explore the problem of accurately tracking an animal’s gaze direction.
Marker-based motion capture is the most accurate species-agnostic method to track
3D movements in humans and animals, but commercial systems often underperform
when applied to animals. I present a marker-labelling method that solves many of
the existing problems, based on an arrangement of markers that is optimal for a
custom per-frame labelling algorithm. Second, I explore how to capture the visual
scene an animal experiences. I solve this computationally, using a 3D model of the
flight environment, and a model of the birds’ view during flight. I demonstrate how
the proposed method allows us to define alternative gaze strategies for hypothesis
testing, and explore different methods of modelling the environment, that adapt
to varying levels of geometric complexity. Third, I investigate how we can use the
generated synthetic data to analyse the hawks’ behaviour. For N = 4 birds, I
generate semantic maps of the visual scene the animals experience in flight, for a
total of n = 97 perching and obstacle avoidance flights. I characterise the birds’
gaze strategies around the landing perch and the obstacles, and discuss possible
explanations as to why these strategies may be advantageous. Overall, my thesis
demonstrates a novel and reliable method of investigating avian vision in flight and
opens up new avenues for data-driven models of animal behaviour.
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List of Supplementary Videos

The set of videos described in Table 1 is provided as supplementary material. For
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recorded, data shown, coordinate system for the virtual camera’s axes, projection
applied to the 360◦ data, and chapter in which the videos are mainly discussed.

All videos are reproduced at 20Hz (1/10 of the real speed), except the optic flow
data video (ESM_5.avi, ESM_16.avi) that is reproduced at 5Hz (1/40 of the real
speed). The RGB outputs are presented using two projections: equirectangular, in
which the geometry appears distorted, but which shows the complete field of view
of the bird; and orthographic, in which the distortion is reduced but doesn’t include
the most peripheral regions of the bird’s visual field. The rest of the rendered
outputs are only represented in orthographic projection.

In all videos, a red contour around the figure indicates the bird’s head transform
for that frame was interpolated. The retinal margins and the blind areas of the
bird’s visual field are overlaid on the rendered output. In the optic flow video, the
colormap represents for each frame the instantaneous angular speed per pixel, in
degrees per second. The colourbar is in logarithmic scale and capped at 10◦/s in the
lower bound and 1000◦/s in the upper bound. Further details on the computation
of the videos are included in Appendix B.5.
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Table 1: List of Supplementary Videos.

Filename Manoeuvre Data Coordinate system Projection Chapter
ESM_1.avi Pursuit RGB Visual Orthographic 3
ESM_2.avi Pursuit RGB Visual Equirectangular 3
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ESM_13.avi Obstacle avoidance (leg 2) RGB Visual Equirectangular 3
ESM_14.avi Obstacle avoidance (leg 2) RGB Trajectory Orthographic 3
ESM_15.avi Obstacle avoidance (leg 2) RGB Trajectory Equirectangular 3
ESM_16.avi Obstacle avoidance (leg 1) Optic flow Visual Orthographic 4 (Appendix C.11)
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1
Introduction

Animals with well-developed visual systems rely on vision for a variety of behaviours,

from locomotion (Rivers et al., 2014) to foraging (Land, 1999b), and predator

detection (Yorzinski et al., 2014) to courtship displays (Yorzinski et al., 2013). In

most of these examples, vision acts as an active sense, meaning that the animals

can manipulate the position and orientation of their viewpoint to explore the

environment, or reduce the uncertainty of the required information to execute a task

(Hayhoe et al., 2018). As a result, analysing the motion patterns of an animal’s gaze

direction can be very informative about its cognitive processing (Hayhoe et al., 2005),

and provide unique insights into the animal’s behaviour (Billington et al., 2020).

1.1 Gaze movements in animals

Animals move their gaze across their environment using different combinations of

body, head and eye movements (Land et al., 2012). Humans make use of all of

these kinds of motion to move their gaze across a visual scene. Insects rely on

head and body movements, since their eyes are fixed relative to their heads (Land

et al., 2012; Egelhaaf et al., 2012; Cellini et al., 2020; Ravi et al., 2022). In other

animals, such as rock crabs, the head is fixed relative to the body, and so gaze

control is achieved through body motion and eye movements relative to the head
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(Land et al., 2012; Land, 1999a). In birds, the large size of their eyes limits their

motion relative to their skull, so their gaze movements across the environment are

largely accomplished by head movements relative to their bodies (Gioanni, 1988;

Yorzinski et al., 2013), and by their own body locomotion.

Some types of gaze movement are only observed in certain animals, while others

are widespread. For example, smooth pursuit, or the ability to continuously track a

target with gaze, is thought to be exclusive to primates (Krauzlis, 2004), while the

vestibulo-ocular reflex (VOR) and the opto-kinetic reflex (OKR) are present in all

vertebrates, as they evolved early in the lineage (Land et al., 2012). The saccade-

fixation pattern is another example of a type of gaze motion that is widespread

across animals with good vision: it consists of alternating periods of gaze fixations

with fast gaze shifts, also called saccades (Land et al., 2012; Land, 1999a). Humans

show this type of motion in their eye movements relative to their heads (Land,

1999a). In insects, it appears in both head and body motions (Egelhaaf et al., 2012;

Boeddeker et al., 2010), and birds exhibit it in their head movements (Eckmeier

et al., 2008; Kress et al., 2015; Frost, 1978). In fact, birds’ lightweight and powerfully

articulated heads enable them to saccade at speeds that are comparable to the

eye motions of mammals (Kress et al., 2015).

Although humans and other animals use the saccade-fixation strategy in visual

searches, to redirect the high-resolution areas of their visual fields (or foveas)

to the relevant information, this is likely not the fundamental reason why this

motion pattern is so widespread (Land et al., 2012). Most vertebrates do not have

specialised high-resolution areas in their visual fields, and still exhibit this type of

motion. Instead, the saccade-fixation strategy appears to primarily serve a gaze

stabilisation function during locomotion. An animal moving across its environment

and aiming to stabilise the image projected on its retina, entirely or partly, will

likely reach a point at which its gaze position or orientation needs to be reset

due to anatomical limitations (Land et al., 2012; Land, 1999a). With a saccadic

movement, this reorientation is executed as fast as possible, minimising the time
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during which the image of the environment is blurred on the retina, or suppressed

by the visual system (Land et al., 2012).

(a) (b)

(c)

Figure 1.1: Gaze movements in birds. Three examples of gaze movements in birds are shown.
Figure (a) shows a schematic of head-bobbing in walking pigeons, in which the time sequence
follows the panels from top to bottom. The animal’s head is thrust forwards, and then fixated
in space while the body catches up underneath (modified from Pritchard et al., 2018). In (b),
scanpaths are shown of the eye movements of peahens during courtship; the size of the markers
denotes the amount of time fixating at each location. The inset (top right) shows the eye-tracking
setup on the bird (Yorzinski et al., 2013). Figure (c) shows the estimated gaze direction of a zebra
finch during a turning flight (red lines). The fast gaze shifts are marked with arrows. The bird
contour is approximately at the correct scale (Eckmeier et al., 2013). Zebra finch icon created
with BioRender.com.

Birds’ heads follow a saccade-fixation motion pattern in a variety of behaviours.

For example, some ground-feeding birds show a head-bobbing motion while walking,

in which the animal’s head is first thrust forwards, and then fixated in space while

the body catches up underneath (see Figure 1.1a; Frost, 1978; Land et al., 2012).

In this way, they maximise the time in which their lateral visual field is stationary

relative to their environment, which is thought to support foraging (Land et al.,

2012). The saccade-fixation pattern has also been reported in birds performing
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visual searches during courtship (Figure 1.1b; Yorzinski et al., 2013) or hunting

(Land, 1999b; Ochs et al., 2016), and in turning flight (Figure 1.1c; Eckmeier et al.,

2008; Kress et al., 2015; Ros et al., 2017b). In the latter case, it is thought to

enable the disambiguation of motion flow on the retina (also called optic flow), by

extracting during the fixation phases the translational component of the flow field,

which contains the depth information (Eckmeier et al., 2008). This behaviour is also

exhibited by flying insects (Schilstra et al., 1998). All of these are good examples

of how active vision plays a vital role in a variety of behaviours in birds.

1.2 Challenges of studying gaze in animals

In humans, measurements of gaze movements have been analysed to investigate

behaviour since the 1900s, but the field received a particular boost when head-

mounted eye-trackers became widely available in the 1980s (Land, 2006). Studies

have analysed human gaze movements for a variety of motor tasks, such as walking

in a complex natural environment (Matthis et al., 2018; Matthis et al., 2022),

preparing food (Land, 2006; Hayhoe et al., 2003), batting (Hayhoe et al., 2012;

Land et al., 2000), steering while driving (Land et al., 1994; Mole et al., 2021; Lappi,

2022) and cycling (Wilkie et al., 2008). Despite important differences between

human and artificial vision (Hayhoe et al., 2018), the way in which humans control

their gaze for the execution of these tasks has inspired active vision approaches

in robotic humanoids, both in experimental setups (Seara et al., 2001; Seara

et al., 2004; Seara et al., 2002) and in simulation (Merel et al., 2020). Within

the field of image understanding in computer vision, several examples exist of

neural network architectures inspired by the mechanisms of human visual attention

(Mnih et al., 2014; Gregor et al., 2015; Ba et al., 2015; Chen, 2021). However, a

similar understanding of gaze strategies in non-human animals, and consequently

the derivation of similarly bio-inspired applications, remains elusive.

There are several challenges involved in the study of gaze control in non-human

animals that likely explain the relatively limited research in this area. One of these
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challenges is accurately tracking an animal’s gaze position and orientation. For

some animals, such as primates or mice, this may require tracking eye movements,

whereas for others like insects or birds, head tracking may suffice (Land et al.,

2012). Eye-tracking setups from human research have been successfully adapted

for primate studies in the lab (Kano et al., 2018; Damon et al., 2017; Ryan et al.,

2019); this may explain why their gaze strategies are the most studied within

non-human animals (Billington et al., 2020). For non-primates, adapted or custom

eye-tracking setups have been used in a small number of studies, although examples

exist for dogs (Somppi et al., 2012), cats (Rivers et al., 2014), peahens (Yorzinski

et al., 2013; Yorzinski et al., 2014; Yorzinski et al., 2015) and especially for rodents

(Holmgren et al., 2021; Sattler et al., 2021; Meyer et al., 2020; Michaiel et al.,

2020; Meyer et al., 2018; Payne et al., 2017; Wallace et al., 2013). These studies

typically involve restricting the animal’s motion (Somppi et al., 2012), or using

invasive surgical procedures (Rivers et al., 2014; Holmgren et al., 2021; Sattler

et al., 2021; Meyer et al., 2020; Michaiel et al., 2020; Meyer et al., 2018; Payne

et al., 2017; Wallace et al., 2013). From the examples mentioned, only the set

of studies on peahens by Yorzinski and colleagues involved free-moving animals

in their natural habitat; unfortunately, the weight of their equipment currently

restricts its application to large birds and to terrestrial locomotion (Yorzinski et al.,

2013; Yorzinski et al., 2014; Yorzinski et al., 2015).

Studies investigating gaze in birds or insects typically track head movements,

most frequently using video-based tools (Ros et al., 2017b; Ros et al., 2017a; Lin

et al., 2014; Eckmeier et al., 2008; Kress et al., 2015; Ravi et al., 2022; Boeddeker

et al., 2010), but also marker-based motion capture (Minano et al., 2021; Quinn

et al., 2019; Zeiler et al., 2009; Theunissen et al., 2017; Lin et al., 2017; Mischiati

et al., 2015). Video-based methods have the advantage of collecting additional

information on the animal’s behaviour (Naik et al., 2020) and can be deployed

in the field (Brighton et al., 2019). Semi-automatic tracking tools for video data,

such as the one developed by Hedrick (2008), are still very widely used in the field

of animal behaviour and biomechanics (see for example the recent paper by Ravi
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et al., 2022). Advances in computer vision and deep learning in recent years have

boosted the performance of fully automated markerless methods, especially for 2D

video data. Although similar species-agnostic solutions for tracking 3D movement

from video are emerging, these are not yet well-established (Dunn et al., 2021;

Karashchuk et al., 2021; Nath et al., 2019). For tracking 3D human and animal

movement, marker-based motion capture is still considered the ‘gold standard’,

owing to its achievable sub-millimetre accuracy (Dunn et al., 2021; Naik et al.,

2020). Commercially available systems provide the 3D positions of markers attached

to the subjects almost straight out of the box, with streamlined camera calibration

procedures. However, most systems are optimised to track human motion, and

perfom poorly when applied to animals (Naik et al., 2020).

Another challenge to tackle when investigating gaze control in animals is the

need to realistically capture the animal’s visual scene. One option is to use head-

mounted cameras, which allow us to directly capture the visual environment the

animal experiences as a result of its own behaviour. This approach additionally

enables studies of the animal in its natural habitat; it has been successfully applied

to investigate the gaze strategy of falcons and hawks in the field (Kane et al.,

2015; Kane et al., 2014). However, head-mounted cameras have some important

limitations. First, the available camera options are significantly restricted by the

maximum payload requirements determined by welfare considerations. It is thus

difficult to approximate the animal’s full field of view, or its optical or sampling

resolution, with a suitable camera. For example, the 31◦ vertical field of view of the

head-mounted camera used in Kane et al. (2015), and Kane et al. (2014), is far from

the 100◦ vertical extent of the binocular area in Harris’ hawks (Potier et al., 2016).

Additionally, these cameras’ typically low frame rates (usually around 30 Hz, as per

Kane et al., 2015; Kane et al., 2014; Lev-Ari et al., 2018; Hazan et al., 2015) lead to

motion blur and other artefacts that limit the possibilities of posterior data analyses

(Kane et al., 2014). Furthermore, the large mass of head-mounted cameras makes

them prone to wobble, unless surgically attached to the animal’s head (Lev-Ari

et al., 2018; Hazan et al., 2015), which is ideally avoided on welfare grounds.
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An alternative approach is to reconstruct the environment in which the animal

is moving synthetically. This usually requires us to track the animal’s gaze with an

independent method, but provides more flexibility than a head-mounted camera

solution. For example, recreating the scene in a computational environment

facilitates the definition of alternative hypotheses regarding how the animal moved

(Eckmeier et al., 2013; Ravi et al., 2022; Ardin et al., 2015) or how the environment

looked (Eckmeier et al., 2013; Bian et al., 2021; Bian et al., 2019). Additionally, a

variety of 3D modelling approaches enable reconstructions with varying levels of

detail, from simple geometric shapes (Minano et al., 2021; Eckmeier et al., 2013), to

detailed high-resolution ones using laser scanners and photogrammetry (Holmgren

et al., 2021). However, reconstructing in detail an animal’s natural environment

usually involves expensive and sophisticated equipment, and the postprocessing

work is often difficult to automate (Risse et al., 2018; Stürzl et al., 2015). In

the literature of animal behaviour, synthetic reconstructions of an animal’s visual

environment have mostly been used to study the behaviour of small animals, such

as insects (Zeil et al., 2014; Ardin et al., 2016; Ardin et al., 2015; Ravi et al., 2022;

Ravi et al., 2019; Stuerzl et al., 2016), mice (Holmgren et al., 2021), zebra finches

(Eckmeier et al., 2013), or lizards (Bian et al., 2019; Bian et al., 2021). For the case

of zebra finches, the synthetic reconstruction was carried out for a single flight.

A third challenge of studies of gaze in animals relates to the methods of analysis.

In some cases, methods borrowed from human studies are almost directly applicable,

whereas in others the adaptation is more challenging. For example, analyses of

fixations in the environment are considerably simplified if these fall on a planar

surface, such as a screen in the dog experiments by Somppi et al. (2012), the floor

in the walking cats study by Rivers et al. (2014), or the peacock’s train in the

work by Yorzinski et al. (2013). This facilitates the computation of popular metrics

from visual search studies in humans, such as scan paths, which represent the

trajectory of the animal’s gaze (see Figure 1.1b adapted from Yorzinski et al., 2013),

or gaze heatmaps, which represent the density of fixations within a time period

(Rivers et al., 2014) or their average duration (Somppi et al., 2012). However,
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other scenarios often introduce complications. A good example is the time headway

metric used in gaze studies of humans walking or driving, defined as the time it

takes to locomote to the point of gaze fixation (Mole et al., 2021; Matthis et al.,

2018); this metric is difficult to translate to flying animals or to other non-terrestrial

modes of locomotion. Additionally, many of the approaches derived from human

studies reduce the individual’s visual field to a single high-resolution area. For many

animals, such as most raptors that pursue their prey (Mitkus et al., 2018), the

high-resolution area may not be a single point. For most vertebrates, a specialised

area is not present at all (Land et al., 2012).

1.3 Visual abilities of Harris’ hawks

Raptors are renowned in the animal kingdom for their visual abilities (Mitkus

et al., 2018). We consider raptors all birds from the orders Falconiformes (falcons),

Accipitriformes (hawks and relatives), Cathartiformes (New World vultures and

condors), Strigiformes (owls) and Cariamiformes (seriemas), following the definition

from Potier et al. (2020b), McClure et al. (2019), and Jarvis et al. (2014). However,

within raptors there are notable differences in their visual systems, especially

between diurnal and nocturnal ones, and between raptors of different foraging styles

(predators versus scavengers, or aerial predators versus ground hunters; see Potier

et al., 2020b; Potier, 2020; Mitkus et al., 2018).

In this thesis, I investigate active vision in Harris’ hawks (Parabuteo unicinctus),

which, as diurnal raptors, strongly rely on visual information to coordinate their

flight manoeuvres (Mitkus et al., 2018). Additionally, they hunt fast-moving prey

very close to the ground (Mitkus et al., 2018; Brighton et al., 2017), which makes

them exceptionally agile at avoiding obstacles and manoeuvring through clutter.

The importance of vision for these birds is evident from their eye size: compared

to other birds, raptors have very large eyes, both in absolute terms and relative to

their body mass (Mitkus et al., 2018; Potier, 2020). Larger eyes enable higher visual

acuity (Mitkus et al., 2018), but also limit how much the eyes can move relative
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to the skull (Potier et al., 2020b). Owls present an extreme case in point: their

range of eye motion is under 1.5◦, mainly due to their eyes being partly outside

their skulls (Steinbach et al., 1973). Diurnal raptors can move their eyes more than

owls, but less than other birds such as corvids (up to 39◦, as per Troscianko et al.,

2012). However, data is relatively scarce (Potier et al., 2020b). One of the few

detailed studies of eye movements in raptors (Wallman et al., 1985) found that a

head-restrained little eagle (Hieraaetus morphnoides) could move its eyes up to 24◦

horizontally, but that the vast majority of eye saccades were under 5◦ in amplitude.

While Harris’ hawks and little eagles belong to the same Family (Accipitridae)

they have different hunting styles (Wallman et al., 1985), and the visual systems

of raptors often show large variation across species (and even across individuals),

especially if their foraging habits differ (Mitkus et al., 2018). The range of eye

motion in Harris’ hawks has not been reported, but estimates exist for other

Accipitridae species (apart from the little eagle): ≤ 6◦ is estimated for goshawks

(Accipiter gentilis) in Kane et al. (2015); ∼ 5◦ is estimated for red-tailed hawks

(Buteo jamaicensis), in O’Rourke et al. (2010); and ∼ 8◦ is estimated for Cooper’s

hawks (Accipiter cooperi), in O’Rourke et al. (2010). Note however that most of

these studies are carried out on restrained birds, and to the best of the author’s

knowledge, eye movements of birds in flight have not been reported in the literature.

Another factor contributing to the enhanced visual acuity of raptors is their

specialised retinas (Mitkus et al., 2018). The raptor retina has three different types

of photoreceptors (rods, double cones and single cones), and most diurnal raptors

are tetrachromatic (Potier et al., 2020b; Mitkus et al., 2018). The distribution

of photoreceptors across the retina is also not uniform. Harris’ hawks and most

other diurnal raptors that pursue their prey (predators) have two foveas in each

retina, that is, two depressed regions in the retinal surface were single cones are

concentrated (Mitkus et al., 2018; Potier et al., 2016). One of the foveas is deeper

and lateral-facing (deep or central fovea) and another one is shallower and forward-

facing (shallow or temporal fovea). The lateral-facing fovea presents the highest

visual acuity and is thought to be used to detect prey at distance, whereas the
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frontal-facing fovea is thought to support fixation on the prey just before interception

(Mitkus et al., 2018; Potier, 2020; Potier et al., 2016).

These and other specialisations confer high visual acuity to diurnal raptors, but

popular claims of their visual acuity being 8 times that of humans are inaccurate

(Potier et al., 2020b). Some large raptors do have the highest spatial resolution

among extant animals (the maximal visual acuity of the wedge-tailed eagle, Aquila

audax, is close to the theoretical limit imposed by waveguide optics; Potier et al.,

2020b), but most medium-sized raptors like Harris’ hawks present values that are

close to humans (27.4-62.3 cycles/deg; Potier et al., 2016; Potier et al., 2018).

Additionally, in diurnal raptors visual acuity decreases significantly with decreasing

light intensity, and with decreasing achromatic contrast of the stimuli (Potier et al.,

2020b). For example, Harris’ hawks’ visual acuity drops to 5-8 cycles/deg at 8-9%

contrast, showing a lower performance than humans (Potier et al., 2018; Potier

et al., 2020b). However, they can resolve purely chromatic patterns (specifically,

isoluminant red-green gratings) up to 20 cycles/deg, which is twice the human

maximum value (Potier et al., 2018)

To inspect how fast these birds can see, the flicker fusion frequency (FFF) is

often used as a proxy metric for temporal resolution (Potier et al., 2020b). In

Harris’ hawks this value is higher than in humans. Under optimal conditions,

these birds can distinguish a light flickering up to 81 Hz, which contrasts with

the 40-60 Hz human threshold (Potier et al., 2020a). Diurnal raptors that are

also aerial hunters present even higher FFF values than Harris’ hawks, which

hunt close to the ground: the Peregrine falcon can resolve up to 129 Hz, and the

Saker falcon up to 102 Hz, suggesting again an adaptation to their hunting styles

(Potier et al., 2020a; Potier et al., 2020b).

The visual field configuration of raptors is also highly tuned to their foraging

habits (Mitkus et al., 2018; Potier, 2020). Harris’ hawks and other predatory raptors

have a larger binocular field than scavengers (for Harris’ hawks, 47◦ horizontally at

its maximum; Potier et al., 2016) which is thought to mainly support the control

of their feet during prey capture (Potier, 2020). Additionally, Harris’ hawks and
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other ground predators have a large blind sector above their heads. This blind

area is larger than that of most aerial predators or scavengers, and is partly due

to an eyebrow ridge that protects them from sun-dazzling (Mitkus et al., 2018;

Potier, 2020; Potier et al., 2016).

The projections of the four foveal regions (two in each retina) of Harris’ hawks on

their visual field sphere has not been determined experimentally, although methods

used in other birds should be applicable (Tyrrell et al., 2018; Wallman et al., 1985).

For most diurnal raptors, the frontal-facing foveas are usually estimated to project

between 9◦ and 16◦ longitude from the forward direction of the head, and the

lateral-facing fovea somewhere above 30◦ longitude (Wallman et al., 1985; Frost

et al., 1990; Kane et al., 2014; Tucker, 2000). It is however unclear whether the

foward-facing foveas of Harris’ hawks usually project to a single point in the visual

field. In Anna’s hummingbirds this is not the case, even when the eyes converge

(Tyrrell et al., 2018), whereas in the little eagle it does seem possible but it was

rarely observed in the experiments, being their primary gaze position with their

frontal-facing foveas at around 13◦ from the head sagittal plane (Wallman et al.,

1985). The effect of eye movements or their convergent/divergent positions on the

visual fields of Harris’ hawks has not been assessed either; in Potier et al. (2016),

measurements were only taken with the eyes at rest.

1.4 Thesis outline

In this thesis, I present a method that overcomes many of the aforementioned

limitations of gaze studies in animals, focusing on a particularly challenging scenario:

hawks in manoeuvring flight. Combining high-speed motion capture data from

experiments with birds and computer vision tools, I generate a detailed description

of the visual scene the birds experience in flight, and use it to analyse their

gaze behaviours.

In Chapter 2, I present a novel method that deals with the problems of

accurately tracking 3D movements in animals. As mentioned, animal movements
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are often challenging to track with commercially available motion capture systems,

as these are largely optimsed for human motion. In this chapter, I describe a

solution based on the design of an optimal arrangement of markers that maximises

the performance of a custom marker-labelling algorithm. I validate the performance

of the proposed method experimentally, show that it outperforms the commercially

available approach for scenarios of interest, and demonstrate its use for the case

of tracking head movements of birds in flight. The method is readily applicable

to other species, and to other marker-based tracking approaches.

In Chapter 3, I present a method to synthetically reconstruct the visual scene

experienced by a bird in flight, and demonstrate its use for a pursuit flight and

two obstacle avoidance flights. In a computational environment, I model the 3D

geometry of the lab and the view from the bird’s perspective during flight, as a

360◦ virtual camera representative of the animal’s visual field. Using a rendering

engine, I generate a set of synthetic visual inputs per frame over the bird’s full

visual field, which characterise its visual experience in flight. I demonstrate how

the proposed method allows us to define alternative gaze strategies for hypothesis

testing, and how the generated data may be used to answer behavioural questions.

Additionally, I explore different ways of modelling the 3D environment of the lab

that adapt to varying levels of geometric complexity. The method includes key

aspects to support the collection of large amounts of data across many individuals,

such as non-invasive tracking of the animal’s head pose, and automated integration

of the captured 3D dense maps. This chapter is based on a submitted manuscript

currently under review in a peer-reviewed journal.

In Chapter 4, I use the method described in Chapter 3 to investigate the

gaze strategy of Harris’ hawks in perching and obstacle avoidance manoeuvres. I

used a subset of 97 flights across four birds to carry out this study. Specifically, I

used semantic descriptions of the birds’ complete visual fields at each timestep in

their trajectories to inspect their gaze strategies around the landing perch and the

obstacles. I find the birds use distinct behaviours around these two elements: while

the landing perch is largely centred relative to the bird’s sagittal plane throughout
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the perching manoeuvre, the edge of the obstacles is fixated frontally when they

fly around them. I explore patterns in which the birds deviate from these general

behaviours and discuss possible explanations as to why the observed strategies

may be advantageous for manoeuvring flight. This work provides a solid basis for

future studies, by (1) pinpointing specific hypotheses to test with the full dataset,

and (2) validating analytical approaches at a small scale, which is necessary before

they can be extended to a larger scale.

In Chapter 5, I summarise and discuss the main conclusions from the previous

chapters, and set the findings in a wider context. Within the limitations of the

proposed approach, I consider the possibilities that it opens up in the field of sensory

ecology and animal behaviour, and provide recommendations for future directions.

The data chapters in this thesis (Chapters 2 to Chapter 4) are written as self-

contained manuscripts, and as such present independent introduction, methods,

results and discussion sections. Since Chapter 3 and Chapter 4 share a common

methodology, the self-containment requirement means there is some degree of

overlap between the two chapters; I aimed to minimise this by focusing on the

methodological aspects in Chapter 3 and the behavioural analysis in Chapter 4.

I additionally include two appendices that cover research work I carried out

during my DPhil: in Appendix D, I describe a dataset of obstacle avoidance

flights of Harris’ hawks flying to static targets (perches) and moving ones (lures). In

Appendix E, I describe the rationale of an obstacle avoidance model to characterise

the flight trajectories of Harris’ hawks, based on the attractor-repeller paradigm

from robotics and inspired in the behavioural model by Fajen et al. (2003). The

remaining appendices (A to C) include supplementary information for each of the

data chapters, which has been separated from the main text for readability.

Plural pronouns are used in the data chapters, as is customary in manuscripts

with several authors. The precise contributions of other authors are described

in the preamble of the thesis.
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2.1 Abstract

The way an animal moves provides valuable information about the cognitive

processes taking place as the animal interacts with its environment. However,

accurately extracting the three-dimensional posture of an animal over time is not an

easy task. Marker-based motion capture is the ‘gold standard’ for acquiring precise
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measurements of three-dimensional motion, but commercially available systems

are largely optimised for human movements, and typically perform poorly when

applied to animals. Motion capture experiments with animals often require large

volumes to capture relevant manoeuvres. They usually involve movements that are

very different from human ones, such as flight, making human-optimised tracking

algorithms unusable. Dense arrangements of small markers are also frequently used,

due to the limited area available for markers’ attachment in many animals. All

these factors push motion capture systems to their limits, and ultimately require

additional postprocessing work to identify the individual markers reliably across the

recorded frames. Here, we present a method that largely reduces the labelling effort

with minimal postprocessing work, with the design of an optimal arrangement of

markers (a marker pack), that maximises the performance of a custom labelling

algorithm. The algorithm relies on the representation of each of the markers in

the pack in a high-dimensional space, the ‘EE’ space. Our optimal arrangement

of markers is such that the markers’ representations in EE space are as distinct

as possible, while fulfilling the required constraints. This allows us to apply an

off-the-shelf clustering algorithm in EE space to efficiently label the markers across

many frames. In this chapter, we derive an optimal marker pack design solving the

constrained optimisation problem, apply it to the case of tracking head movements

of a bird in flight, and carry out experiments to validate our design choices. We also

compare the EE labelling approach to a commercial labelling method that relies on

differences across frames, and show that our method is more robust to lower sampling

frequencies and faster rotational speeds, owing to the markers’ representations in EE

space being independent of the frame at which they are computed. Our approach

is readily applicable to experiments with other animals and opens up new avenues

for studies based on the collection of large amounts of data.

2.2 Introduction

The motion of an animal, from large-scale movements like migrations (Flack et al.,

2018) to small-scale movements like eye saccades (Kjærsgaard et al., 2008; Land et al.,
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1994; Michaiel et al., 2020), contains valuable information about its behavioural

state. It often reflects the cognitive processes that take place as the animal interacts

with its environment, such as decision-making (Strandburg-Peshkin et al., 2013)

or navigation (Kano et al., 2018). Precisely tracking an animal’s pose can also be

an integral part of sophisticated biomechanics or behavioural experiments, such

as closed-loop approaches or virtual-reality setups (Naik et al., 2020). However,

accurately extracting this three-dimensional (3D) pose is a challenging problem

(Naik, 2021; Jensen et al., 2020).

Studies carried out in the field generally use animal-borne IMUs to characterise

an animal’s 3D motion (e.g., Kano et al., 2018). In the lab, higher accuracy is

achievable and other methods are preferred. An approach widely used in the animal

behaviour literature consists of attaching markers to the animal and recording

its behaviour with video cameras, often high-speed ones. The invididual markers’

positions are then tracked by applying semi-automatic tools to the video data

(Hedrick, 2008; Ros et al., 2017b; Ros et al., 2017a; Lin et al., 2014; Chin et al.,

2019; Roderick et al., 2019; Ingersoll et al., 2018). In most cases, multiple jointly-

calibrated cameras are used, so that the markers’ 3D coordinates can be computed

and the animal’s pose extracted (e.g., Eckmeier et al., 2008). The markers used

range from infrared LEDs (Ros et al., 2017a; Lin et al., 2014) and polystyrene

spheres (Ros et al., 2017b), to coloured balls (Brighton et al., 2019) and ink marks

(Kress et al., 2015). Alternatively, conspicuous features of the animal can be used,

such as the bill tip of a bird (Ros et al., 2017b; Eckmeier et al., 2008) or the

wingtips of a flying lizard (Khandelwal et al., 2022).

Although this approach is well-established in the field, the postprocessing work

becomes infeasible for large amounts of data, as it still requires a large fraction

of manually labelled frames (Kress et al., 2015; Ravi et al., 2022; Khandelwal

et al., 2022). Recent advances in computer vision and deep learning have benefited

video-based methods hugely, and have facilitated high-throughput analyses by

further automating the postprocessing pipeline (Mathis et al., 2020b). A large

number of video-based 2D tracking solutions have been developed in the past few
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years (Mathis et al., 2018; Pereira et al., 2020; Graving et al., 2019; Walter et al.,

2021), that do not require the animals to carry markers or to have particularly

conspicuous features. These perform very well even in changing visual environments,

but are generally sensitive to occlusions if no prior model of the animal’s motion

is assumed (Nath et al., 2019).

Some of these video-based 2D tracking solutions can also be used with multiple

cameras to extract 3D pose (Nath et al., 2019; Joska et al., 2021). However,

performance usually degrades if features are not seen by all cameras (Dunn et al.,

2021), and they often require postprocessing methods beyond standard triangulation

to achieve sufficient accuracy (Dunn et al., 2021; Joska et al., 2021; Zimmermann

et al., 2020). Algorithms specifically developed for 3D pose extraction in animals are

emerging, many focusing on specific species (Arac et al., 2019; Zimmermann et al.,

2020; Günel et al., 2019). Solutions that are species-agnostic also exist (Karashchuk

et al., 2021; Dunn et al., 2021), but have mostly been applied for small animals

and/or reduced volumes. Generally speaking, the error in deep learning video-based

animal pose estimation methods is typically in the order of centimetres (Joska

et al., 2021; Li et al., 2021; Zuffi et al., 2017; Biggs et al., 2019), which contrasts

unfavourably with the sub-millimetre accuracy that is possible with marker-based

motion capture (Marshall et al., 2021; Naik, 2021). Motion capture systems are

still considered the ‘gold standard’ for recording human and animal movement

(Dunn et al., 2021; Naik, 2021), and as such, they are often used as ground truth

for video-based methods (e.g., Dunn et al., 2021).

Optical motion capture systems usually have a set of synchronised, overlapping

cameras, that emit and sense strobes of infrared light. The retroreflective markers

reflect this light, which if captured by two or more cameras, enables the determina-

tion of the markers’ positions in 3D space. By placing retroreflective markers on

the animal, we are able to reconstruct its 3D movements. Usually, accompanying

software is used to label the markers’ trajectories and extract the 3D pose of the

tracked subject. However, these tools are largely optimised for human motion, and

are pushed to their limits when applied to non-human animals (Naik, 2021).
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Animals have diverse shapes and sizes, and move in very different ways to

humans, from flying to making fast saccadic head movements. As a result, tracking

solutions that rely on prior models of human motion are likely to fail when directly

applied to animals. To capture manoeuvres of interest in animals of medium to

large size, we often require a large volume to be covered. Additionally, the areas in

which markers can be attached are often small: for birds, typically under 50 × 50

mm2 (Naik, 2021; Minano et al., 2021). This affects the performance of the motion

capture system, since markers in a dense arrangement are more likely to occlude

each other in several camera views, leading to the computation of merged or ghost

markers (see Naik, 2021, appendix B). We can minimise this risk by using small

markers, but these are also harder to detect. Rigid arrangements of markers (or

‘marker packs’) should not be too prominent or heavy either, to avoid interfering

with the animal’s natural behaviour or welfare. An animal’s fast motion may also

lead to markers’ displacements per frame that are very similar to the distances

between markers in the pack, which further challenges common tracking algorithms.

All of these factors result in commercially available tracking software considerably

underperforming when tracking the motion of animals (Naik, 2021), which strongly

limits the possibilities of high-throughput analyses.

Due to these challenges, studies using motion capture on animals usually require

some trade-offs. For example, with animals of relatively larger size, such as dogs

(Zhang et al., 2018) and horses (Byström et al., 2021), larger markers and greater

distances between markers can be used, both of which improve the performance

of the motion capture system. Other studies focus on manoeuvres that take place

in relatively small volumes: for example, in Singh et al. (2022), bats fly in a

5 × 2 × 3 m volume; and in Graham et al. (2021), flying snakes cross gaps of

approximately 1 m length. Similarly, studies using motion capture in birds either

record birds flying in a reduced volume (Gutierrez et al., 2017; Quinn et al., 2019),

limit the number of markers on the bird (Gutierrez et al., 2017; Minano et al., 2021)

or analyse movements that are much slower than flying, such as walking (Naik,

2021; Zeiler et al., 2009), pecking (Theunissen et al., 2017b; Theunissen et al.,
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2017a) or head-stabilisation while standing (Theunissen et al., 2017b). Additionally,

most studies using marker-based motion capture on animals report using custom

methods to deal with mislabellings and marker dropout (see for example Marshall

et al., 2021; Genzel et al., 2021).

Here, we present the design of a rigid arrangement of markers that allows us

to automatically label large amounts of data in a reliable and efficient way, and

overcome many of the issues described. We focus on off-line labelling (i.e., not

real-time) and on animal tracking applications. Our method deals with many of

the current limitations on motion capture experiments with animals, particularly

with birds, without adding significant postprocessing steps. Instead, it deals with

many of the issues already at data acquisition time. Based on a per-frame labelling

method, our approach does not require the displacement of a marker across frames

to be much smaller than the distance between markers. This makes it more robust

than commercially available tracking approaches that rely on temporal differences

under many scenarios. The design is also parametrised as a function of the animal’s

size, making it easily translatable to other species. Our method also provides a

systematic way to design an optimal maker pack. The importance of designing a

‘good’ marker pattern when using motion capture systems is often highlighted among

practitioners (Naik, 2021, Chapter 6 and Appendix B). However, this requirement

is usually stated in an ambiguous way, and it is not explicitly linked to the effect

on labelling performance, ultimately leading to designs based on trial-and-error.

The proposed method offers other important advantages: it is not a ‘black box’,

and thus allows for further inspection and improvement, and it can easily be made

part of a more sophisticated labelling pipeline. It is also non-intrusive, minimally

affecting the animal’s welfare or behaviour, and finally, it facilitates the collection

of large amounts of data across many individuals by further automating the data

postprocessing. This opens up new possibilities for large-scale analyses and for the

collection of large ground truth datasets to benchmark and improve the accuracy

of video-based 3D pose estimation methods (which are currently lacking; Biggs

et al., 2019). Although our main focus is tracking motion capture markers, the
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same method could be applied to track the 3D positions of unlabelled markers

extracted from video data from multiple calibrated cameras, as long as the distances

between markers stay fairly constant (note that we assume that the set of markers

defines a rigid body). This is the most popular approach in the literature, and

our method would reduce the manual labelling effort involved. Additionally, our

design process leads to several unique marker packs, that could also be used to

identify and track individuals in a collective.

In the following sections, we describe the rationale behind an optimal marker

pack design, apply it to the case of tracking head movements in flying hawks,

and validate our hypotheses on the design and the proposed labelling algorithm

with three sets of experiments.

2.3 Methods

We describe the design of an optimal marker pack, that maximises the performance

of a time-independent labelling algorithm. This algorithm relies on each of the

markers in the pack being represented as a single point in a high-dimensional

space. We define this high-dimensional space based on the geometry of the pack:

the coordinates of each marker in this space are a function of its distance to the

rest of the markers in the pack.

In practice, we will have noise in the measured distances between markers when

these are recorded across many frames. As a result, each marker will be represented

by a cluster of points in this high-dimensional space, rather than a single point.

However, if these clusters are sufficiently far apart, we can label the markers across

all recorded frames by applying a classic clustering algorithm, such as k-means,

to their coordinates in this high-dimensional space. This is the main idea behind

the design and the labelling algorithm we present.

This results in an efficient way of labelling large amounts of data. Additionally,

because the coordinates of the markers in the high-dimensional space are independent

of the frame at which they are computed, this approach is potentially more robust
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than tracking approaches based on temporal differences. Temporal approaches

often rely on the motion of the pack between consecutive frames producing a

marker displacement much smaller than the distance between the markers in the

pack. This is usually the case in motion capture experiments with humans, but

not for many non-human animals, which typically have very small areas in which

we can attach marker packs.

Our aim is thus to determine an arrangement of markers such that the distances

between the markers’ clusters in the high-dimensional space is maximised. In this

section, we analytically derive the geometry of an optimal marker pack, discuss

its construction as a ‘headpack’ for tracking head movements in flying hawks,

and describe a set of experiments to validate our design choices and assess the

performance of the proposed labelling algorithm.

2.3.1 Derivation of an optimal marker pack

In this section we analyse the design problem and derive the optimal solutions

for the marker pack. To do so, we first describe the marker pack as an irregular

tetrahedron, then introduce its representation in the high-dimensional space, and

finally discuss the optimisation problem.

2.3.1.1 Marker pack as a tetrahedron

We analyse the case of a marker pack of four motion capture markers. Although

only three markers are required to extract the pose of a rigid body, additional

markers allow us to derive the pack’s pose even if at some frames some markers

are not reconstructed correctly. However, too many markers constrained to a

small volume (such as the top of the bird’s head) are more likely to occlude each

other in several camera views, which may lead to an incorrect determination of

the markers’ 3D position. We select a total of four markers as a good trade-off

between these two constraints.

A pack of four markers is geometrically an irregular tetrahedron whose four

vertices correspond to the markers’ centres and whose six edges correspond to the
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segments connecting them. For any given vertex vi, there are three edges that

converge on it; we refer to their lengths as the set of vertex edges of vi. For this

vertex vi there are also three edges that do not connect to it; we refer to their

lengths as the set of face edges of vi (see Figure 2.1A). Note that the set of face edges

defines the face opposite to the vertex vi. We will also work with the concept of an

opposite edge: for any edge l in the tetrahedron, there is only one edge that doesn’t

share any vertices with it. This is the opposite edge to l, and we denote it by l̃

(dashed segments in Figure 2.1A). Note that the face edges of vi can also be defined

as the opposite edges of the vertex edges of vi. In defining a tetrahedron from the

lengths of its edges, we follow the approach and nomenclature from Wirth et al.

(2009) with only minor modifications (e.g., they refer to ‘face-triples’, ‘vertex-triples’

and ‘opposed edges’, instead of ‘face edges’, ‘vertex edges’ and ‘opposite edges’).

Vertex A Vertex edges of A

Face edges of A

Analogy of EE space in 2D

A

B

C

D

EE1

EE2

(a) (b)

Vertex B

Vertex C

Vertex D

Geometry of tetrahedron

Figure 2.1: A four-marker pack as a tetrahedron. A pack of four markers can be interpreted
geometrically as an irregular tetrahedron. (a) Each vertex in the tetrahedron has a set of vertex
edges and face edges, marked in red and green respectively for vertex A in the figure. The face
edges of A define the face opposite to the vertex A. Two edges are called opposite (dashed edges)
if they don’t have any vertex in common. (b) Two-dimensional analogy of the representation
of the marker pack in EE space. The axes labelled EE1, EE2 represent the coordinates of the
markers in a hypothetical 2-dimensional EE space. In this space, each vertex of the tetrahedron
(or equivalently, each marker of the marker pack) produces a cluster of points when recorded
across many frames, due to measurement error. The solid boundary lines between the clusters
define the regions in which all points are closest to a certain cluster, as in a Voronoi diagram.

2.3.1.2 Representation of vertices in EE space

We define the coordinates of each vertex of the tetrahedron vi in the custom high-

dimensional space as a vector of six components: the first three correspond to the

lengths of the vertex edges of vi sorted in descending order; the next three represent
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the lengths of the face edges of vi, also in descending order. Mathematically, we

can use set-builder notation to express this as:

V⃗i = [sort({li,k|i ̸= k});

sort({lj,k|j ̸= k, j ̸= i, k ̸= i})], i, j, k ∈ {1, 2, 3, 4},
(2.1)

where sort() denotes a function that sorts in descending order, V⃗i is the feature

vector for the vertex vi, and lj,k denotes the length of the edge connecting the

vertices j and k.

We refer to this high-dimensional space as EE space, which stands for extended

edges space. As we have mentioned, in practice the distances between the markers

in the pack (i.e., the lengths of the tetrahedron’s edges) will be measured with

some degree of noise, and therefore the representation of a marker in EE space

across many frames will produce a cluster of points. An analogy in 2D space

is shown in Figure 2.1B.

If each marker is represented by a cluster in EE space, we can apply an

unsupervised clustering algorithm to these coordinates to identify the individual

markers (that is, to label them). We use MATLAB’s implementation of the k-means

algorithm, and call the approach EE labelling. The more separate these clusters

are from each other, the better the labelling performance of the algorithm will be.

Note however that there are constraints involved (for example, due to limitations

on the size of the marker pack) and that beyond a certain point, the labelling

performance won’t improve significantly by increasing the distance between the

clusters. We will take these aspects into account during the design process and

explore them with the validation experiments.

With all this in mind, we can define more precisely the goal of our constrained

design optimisation: to find sets of six edge lengths that maximise the distance

between the markers’ clusters (more precisely, their centroids) in EE space, while

fulfilling the required constraints. In the optimisation, we assume that the vertices’

clusters in EE space correspond to normally-distributed noise around the vertices’

theoretical locations.
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2.3.1.3 Analysis of possible solutions

Before formalising the optimisation problem, it is useful to review the requirements

to define a tetrahedron from the lengths of its edges, and the number of possible

solutions. To uniquely define a non-degenerate tetrahedron (that is, a tetrahedron

with non-zero volume), we need to specify the following items (Wirth et al., 2009):

1. The lengths of its six edges. These need to fulfil two conditions, which we

discuss below.

2. A pairing between opposite edges. There are in total 15 possible ways of

arranging six edges’ lengths in pairs.

3. The geometric interpretation of a triple of non-opposite edges. That is, we

need to define whether a triple of non-opposite edges define a vertex or a face

in the tetrahedron. Note that by defining just one set of non-opposite edges’

lengths as a set of vertex or face edges, the geometric interpretation for the

rest of the edges’ lengths sets is fully defined (provided the pairing between

opposite edges is known). This choice is also related to the geometric concept

of dual polyhedra: two tetrahedra A and B are dual to each other if the four

sets of vertex edges of A correspond to the four sets of face edges of B, and

vice-versa. So by determining whether a triple of non-opposite edges define a

vertex or a face, we are choosing between defining a certain tetrahedron or its

dual.

We have mentioned in item 1 that a set of six lengths defines the edges of a

non-degenerate tetrahedron if they fulfil two constraints. The first one is that the

triangle inequality condition must be satisfied for each of the sets of face edges. This

is a necessary but not sufficient condition (see Appendix A.1 for a simple example).

The second one is that the Cayley-Menger determinant D must be positive.

The Cayley-Menger determinant is a three-dimensional analogue of Heron’s formula

for the area of a triangle. For a tetrahedron, it is a sixth-degree polynomial in

six variables (the edges’ lengths), and it is related to the tetrahedron’s volume V
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by D = 288V 2 (Wirth et al., 2009). Its expression is, in principle, different for

a tetrahedron and its dual (see Appendix A.2). With the requirement that the

Cayley-Menger determinant is positive for the edges’ lengths, the set of conditions

is sufficient (Wirth et al., 2009, Theorem 3.1).

For the same six edges’ lengths, different pairings of opposite edges will in

principle produce different representations of the tetrahedron’s vertices in EE

space. A tetrahedron and its dual will also have different representations of their

vertices in EE space. Therefore, in our optimisation problem, we need to explore

all 15 possible pairings of opposite edges, and for each one of them, study the

cases of both dual tetrahedra.

2.3.1.4 Optimisation procedure

To solve the optimisation problem, we parametrised the lengths of the six edges

of the tetrahedron using their maximum and minimum values, lmin and lmax. This

makes two edges’ lengths, which we call le and lf , equal to these values: le = lmax

and lf = lmin. The four remaining edges’ lengths la, lb, lc, ld are the independent

variables to optimise, and we assume la ⩽ lb ⩽ lc ⩽ ld. For convenience we use

the following adimensional forms for the edges’ lengths:

a = la − lmin

lmax − lmin

,

b = lb − lmin

lmax − lmin

,

c = lc − lmin

lmax − lmin

,

d = ld − lmin

lmax − lmin

.

(2.2)

We performed a grid search over the space defined by a, b, c, d to find the

values that maximised h, the minimum square-distance between the vertices’

representations in EE space. We performed searches considering all possible pairings

of opposite edges, for both a tetrahedron and its dual. In all cases hmax, the

maximum value of h at the optimal solutions, has the following form:

hmax = α(lmax − lmin)2 (2.3)
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where α varies across pairings of opposite edges. The solutions found for each

possible pairing between opposite edges are shown in Table 2.1 and the adimensional

edges’ lengths for each solution are presented in Table 2.2. Further details on the

optimisation procedure and the grid search are included in Appendix A.3.

We find that a subset of solutions presents an interesting relationship with the

golden ratio ϕ (ϕ = 1+
√

5
2 ): the edges’ lengths that are not equal to lmin or lmax

are simple functions of ϕ (see Tables 2.1 and 2.2). We call these solutions golden

solutions. The golden solutions present the largest α values, and therefore the

largest minimum distance between vertices’ in EE space for any given lmin and lmax

(see Equation 2.3). However, the size of the region of feasible designs each golden

solution defines in the lmin, lmax plane varies. This is because there are constraints to

the values of lmin and lmax we can select for our design, and some of these constraints

depend on the specific solution selected. We explain this further in the following

section. Further details on the golden solutions and on the regions of feasible designs

are included in Appendices A.4 and A.5 respectively. Note that our golden solutions

do not correspond to the golden sextuples described in Wirth et al. (2009).

2.3.1.5 Selected optimal solution

From the set of golden solutions (marked in bold in Table 2.2), we selected one

for which the region of feasible designs in the plane of the design parameters lmin

and lmax was largest. The maximum value hmax of the minimum square-distance

between vertices in EE space for this solution has the form hmax = α(lmax − lmin)2,

with α = 0.58 (see Table 2.1). The edges’ lengths for this solution are:

la
∗ = 1

ϕ2 lmax + 1
ϕ

lmin,

lb
∗ = 1

ϕ
lmax + 1

ϕ2 lmin,

lc
∗ = lmax,

ld
∗ = lmax,

le
∗ = lmax,

lf
∗ = lmin,

(2.4)
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Table 2.1: Results for all pairings between opposite edges. For each possible pairing
between opposite edges we computed the optimal sets of edges’ lengths that maximised h,
the minimum distance between vertices’ in EE space. The pairs between opposite edges are
represented in brackets. Note we parametrised all edges’ lengths using their maximum and
minimum values, and therefore for two of the edges we have le = lmax and lf = lmin. The number
of solutions found for each pairing is shown. The maximum value of h for any pairing has the form
hmax = α(lmax − lmin)2; we report the value of α for each pairing. The solutions with largest α,
or golden solutions, are highlighted in bold.

Pairing
ID

Pairs of
opposite edges

Number of
solutions α = hmax

(lmax−lmin)2

1 (lf , la), (lb, lc), (ld, le) 3 0.50
2 (lf , la), (lb, ld), (lc, le) 1 0.58
3 (lf , la), (lc, ld), (lb, le) 4 0.50
4 (lf , lb), (la, lc), (ld, le) 1 0.58
5 (lf , lb), (la, ld), (lc, le) 3 0.58
6 (lf , lb), (lc, ld), (la, le) 2 0.58
7 (la, lb), (lf , lc), (ld, le) 4 0.50
8 (la, lb), (lf , ld), (lc, le) 2 0.58
9 (la, lb), (lc, ld), (lf , le) 1 0.58
10 (lf , lc), (la, ld), (lb, le) 4 0.50
11 (lf , lc), (lb, ld), (la, le) 2 0.51
12 (la, lc), (lf , ld), (lb, le) 2 0.51
13 (la, lc), (lb, ld), (lf , le) 2 0.51
14 (lb, lc), (lf , ld), (la, le) 2 0.51
15 (lb, lc), (la, ld), (lf , le) 4 0.50

with ϕ being the golden ratio.

The pairs of opposite edges are (lf ∗, lb
∗), (la∗, le

∗) and (lc∗, ld
∗), and the triple

of non-opposite edges {lf
∗, la

∗, lc
∗} is defined as making up a vertex. This results

in the following sets of vertex edges:

{v1} = {lf
∗, la

∗, lc
∗},

{v2} = {la
∗, lb

∗, ld
∗},

{v3} = {le
∗, lc

∗, lb
∗},

{v4} = {le
∗, ld

∗, lf
∗},

(2.5)
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Table 2.2: Solutions per pairing of opposite edges. The table shows for each pairing of
opposite edges, the optimal adimensional edges’ lengths found, a∗, b∗, c∗, d∗. Note an adimensional
edge length equal to 1 corresponds to an edge length of lmax, and an adimensional edge length
equal to 0 corresponds to an edge length of lmin, as per Equations 2.2. For all solutions, the two
remaining adimensional edges’ lengths of the tetrahedron are e∗ = 1 and f∗ = 0. For the golden
solutions, the adimensional edges’ lengths are a function of the golden ratio ϕ. The selected golden
solution is highlighted in bold. Every solution can be built as a tetrahedron or its dual.

Pairing ID Solution ID a∗ b∗ c∗ d∗

1 1 0.0 0.0 0.5 0.5
1 2 0.5 0.5 0.5 0.5
1 3 0.5 0.5 1.0 1.0

2 1 0.0 0.0 1/ϕ2 1/ϕ

3 1 0.0 0.0 0.0 0.5
3 2 0.0 0.0 0.5 1.0
3 3 0.5 0.5 0.5 0.5
3 4 0.5 0.5 1.0 1.0

4 1 1/ϕ2 1/ϕ 1.0 1.0

5 1 0.0 0.0 1/ϕ2 1/ϕ
5 2 0.0 1/ϕ2 1/ϕ 1.0
5 3 1/ϕ2 1/ϕ 1.0 1.0

6 1 0.0 1/ϕ2 1/ϕ 1.0
6 2 1/ϕ2 1/ϕ 1.0 1.0

7 1 0.0 0.0 0.5 0.5
7 2 0.0 0.5 1.0 1.0
7 3 0.5 0.5 0.5 0.5
7 4 0.5 1.0 1.0 1.0

8 1 0.0 0.0 1/ϕ2 1/ϕ
8 2 0.0 1/ϕ2 1/ϕ 1.0

9 1 0.0 1/ϕ2 1/ϕ 1.0

10 1 0.0 0.0 0.0 0.5
10 2 0.0 0.5 0.5 1.0
10 3 0.5 0.5 0.5 0.5
10 4 0.5 1.0 1.0 1.0

11 1 0.0 0.41 0.41 0.71
11 2 0.29 0.59 0.59 0.59

12 1 0.29 0.59 0.59 1.0
12 2 0.41 0.41 0.41 0.71

13 1 0.0 0.41 0.41 0.71
13 2 0.29 0.59 0.59 1.0

14 1 0.29 0.59 0.59 0.59
14 2 0.41 0.41 0.41 0.71

15 1 0.0 0.0 0.0 0.5
15 2 0.0 0.5 0.5 0.5
15 3 0.5 0.5 0.5 1.0
15 4 0.5 1.0 1.0 1.0
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where {vi} denotes the set of vertex edges for the vertex vi. The vertices in

Equation 2.5 are numbered in no particular order.

Given this solution, we would typically finalise our design by selecting a pair

values for the lmin and lmax parameters that make hmax as large as possible (see

Equation 2.3). However, there are limitations to the values of lmin and lmax we

can select. Some limitations result from the conditions required for a set of edges’

lengths to form a non-degenerate tetrahedron (see Section 2.3.1.3). Some other

limitations are due to the practical implementation of the tetrahedron as a pack

of motion capture markers. To explore the region of possible tetrahedra we can

build with the selected solution, we represent these constraints in the lmin, lmax

plane, along with the square-root of the hmax function; this is shown in Figure 2.2.

We represent the square-root of hmax, rather than hmax itself, because its units

(mm) are more easily interpretable.

The boundaries that limit the values of the design parameters lmin and lmax

in Figure 2.2 result from the following constraints:

• The triangle inequality condition applied to each face of the tetrahedron.

In the lmin, lmax plane this results in at most three linear boundaries, each

defining a semiplane of feasible designs. For the selected solution they reduce

to one linear boundary, shown in green in Figure 2.2.

• The Cayley-Menger determinant condition, which guarantees that the tetra-

hedron has a positive volume. It defines a region delimited by a sixth-degree

bivariate polynomial in lmin and lmax, shown in yellow in Figure 2.2.

• The minimum edge length due to the motion capture system’s resolution,

lmin,res. It refers to the minimum distance between two markers such that

these are still identified as two separate markers by the motion capture system.

Its value will be affected by many factors, such as marker size, the cameras’

parameters for postprocessing the grayscale image, and the number of cameras

for which the markers are visible. Here, we are not concerned about estimating

a precise value for it, but rather an estimate with enough safety margin. We
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Figure 2.2: Design plane lmin, lmax for the selected solution. The points in the striped
region represent combinations of lmin, lmax parameters that produce non-degenerate tetrahedra
for the selected solution. The following boundaries are represented: triangular faces condition
(green); positive Cayley-Menger determinant (yellow); lmin,res minimum distance between markers
determined by the motion capture system (lmin constant grey line); lmax,size maximum admissible
distance between markers for a bird headpack (lmax constant grey line); and lmin < lmax (red).
The Cayley-Menger determinant condition (yellow) is always more restrictive than the triangular
conditions per face (green). Lines of constant

√
hmax (mm) are shown in the feasible region.

Note that the larger the difference between lmin and lmax, the larger the value for hmax (see
Equation 2.3). The design point (red cross) corresponds to the feasible design with largest hmax

(
√

hmax = 22.9 mm).

estimate a conservative value of lmin,res = 25 mm, which we validate later

with experiments. This constraint is shown as a constant lmin line in grey in

Figure 2.2.

• The maximum edge length due to size constraints on the marker pack, lmax,size.

It relates to the maximum size the marker pack can have for its practical use.

In our case, we are designing a marker pack to attach to the head of the bird,

so we are limited by the size of the bird’s head and by what the animal would

be comfortable flying with. We estimate a value of lmax,size = 55 mm from

measurements of the birds’ heads. It is represented as a constant lmax grey

line in Figure 2.2.

• By definition we have lmin < lmax, which restricts the design space to the
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semiplane above the lmin = lmax diagonal. This boundary is shown in red in

Figure 2.2.

These constraints define the region of feasible designs in the lmin, lmax plane

for a certain solution.

2.3.2 Construction of a bird’s headpack

We used the selected optimal solution to design a ‘headpack’, a pack of motion

capture markers to track head movements in hawks. The general workflow for the

design of an optimal marker pack is shown in Figure 2.3.

For our application, we set lmin,res = 25 mm and lmax,size = 55 mm. Since we

would like our design to have the largest hmax value possible, our chosen design

point in the lmin, lmax plane is:
lmax,design = lmax,size = 55 mm,

lmin,design = lmin,res = 25 mm.
(2.6)

The design point is marked with a red cross in Figure 2.2. With these values we

can apply Equation 2.4 to obtain the remaining edges lengths, and the expressions

in 2.5 to obtain the sets of vertex edges. Note that we can easily derive the distance

li,j between two vertices i and j as the element in common (intersection) between

their sets of vertex edges, li,j = {vi} ∩ {vj}. With the distances between vertices

li,j we can compute the coordinates of the vertices in an auxiliary reference frame

(see Appendix A.6 for a possible way of doing this). The 3D coordinates of the

vertices can then be imported to a CAD software package to design the marker

pack for 3D printing. Figure 2.4 shows the process of designing the 3D-printed

headpack for the birds. Additional design considerations for the birds’ headpacks

are discussed in Appendix A.7.

2.3.3 Validation experiments

We carried out experiments in the motion capture lab, a room of 12 m x 5.3 m

x 3.3 m equipped with 22 motion capture cameras (Vantage V16; Vicon Motion

Systems Ltd., Oxford, UK). The experiments had three objectives:
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Figure 2.3: General workflow for the design of an optimal marker pack. Inputs are
represented by blue rounded boxes and actions by orange square boxes. The process starts off
with a selected optimal solution and the values for lmin,res annd lmax,size. The selected solution
implies knowledge of the edges’ lengths as a function of lmin, lmax, the pairs of opposite edges
and the sets of vertex edges that define a unique tetrahedron. With this data we can plot in the
lmin, lmax plane the region of feasible designs, and select the desired values of lmin and lmax. We
can then compute the edges’ lengths and the vertices’ 3D coordinates, which we can import in a
CAD software to design the marker pack.
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Figure 2.4: Construction of bird headpack. (a) Attachment point on the bird’s head. We
designed our bird headpack with a base that mimicked the Velcro pad on the bird’s head (radius of
Velcro’s circular sector is approximately 30 mm; the pen cap is shown for reference and is 35 mm
long). (b) We used a CAD of a red-tailed hawk, Buteo jamaicensis, to test different placements
of the headpack on the bird’s head. The bird CAD is a 3D model from Turbosquid1; it was
developed for animation purposes and it is not anatomically correct, but it is sufficient for our
purpose. (c) Final design for lmax = 55 mm on one of the birds. We added a lip to the headpack
plate to facilitate its detachment.

1 https://www.turbosquid.com/3d-models/rigged-realistic-3d-model-1615068

1. To validate our choice of lmin,res, the minimum distance between markers for

them to be distinguishable by the motion capture system, using data across

the motion capture volume.

2. To validate our design choice of lmax,design for an optimal headpack for the

birds. The selected lmax,design matches the maximum admissible size on the

bird’s head, but ideally we would like to use headpacks that are as compact

as possible, to minimise the interference with the bird. Therefore, we would

like to determine the smallest lmax value for an optimal headpack that still

guarantees a good labelling performance of the EE algorithm.

3. To evaluate the performance of the EE-labelling approach. To do this, we

compare the EE-labelling to computed ground truth labels, and to the labelling

from the commercial software Nexus v2.8.0 (Vicon Motion Systems Ltd.,

Oxford, UK). Nexus is the software associated with the motion capture

system; we refer to it as the ‘temporal algorithm’ because its algorithm relies

on temporal differences across frames.
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For the first objective, we collected data with two markers placed on rigid

supports of different lengths. For the second objective, we recorded headpacks

of different sizes, under two different types of motion: spinning on a drill, and

moving while attached to the birds in flight. For the third objective, we used

the data of the headpacks moving on the drill and on the birds, and compared

the labelling performance of the algorithms considered. The experiments are

described in the following sections.

2.3.3.1 Experiments with two markers on supports

With this set of experiments, we wanted to estimate lmin,res, the minimum distance

between two markers at which they can still be distinguished by the motion capture

system. We were interested in good performance across the volume and over a

reasonably long trial (45 s; a typical perching trial of a bird takes around 2 s).

(a) (b)

1 m

Figure 2.5: Experiments with two markers on supports. (a) CAD models of the supports
used. (b) Example of a lasso trajectory, collected with lmin = 25 mm spinning at approximately
1.8 m height. The grid is represented at 1 m spacing.

To answer this question, we 3D-printed supports for two markers of 6.4 mm

diameter. These fixed the markers’ centres at 5 different lengths: 6.4 mm (i.e., the

markers are tangent), 10 mm, 15 mm, 20 mm and 25 mm (see Figure 2.5a). We

used them in two types of trial: static and lasso trials.

In the static trials, we recorded the markers attached to each of the supports, for

5 s while stationary on a table with good visibility from multiple cameras. We did

two repetitions, 10 minutes apart. In the lasso trials, we attached a 30 cm thread
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Table 2.3: Headpacks used in drill and bird experiments. The values for lmin and lmax

for each design are shown, along with whether the design is optimal or not, and the type of trials
it was used in (drill or bird trials). In the last column,

√
hmax represents the minimum distance

between any two vertices in the marker pack in EE space, for each design; note the low value for
the suboptimal headpack. The two largest headpacks were not used in the bird trials.

lmax

(mm)
lmin

(mm)
optimal
design?

used in
drill trials?

used in
bird trials?

√
hmax

(mm)
45 22.6 ✗ ✓ ✓ 0.85
30 25 ✓ ✓ ✓ 3.8
45 25 ✓ ✓ ✓ 15.3
55 25 ✓ ✓ ✓ 22.9
75 33.4 ✓ ✓ ✗ 31.7
100 44.6 ✓ ✓ ✗ 42.2

to the centre of each support and used it to wave the markers around the capture

volume in circles parallel to the floor, while walking along a predefined path (see

Figure 2.5b). We did two repetitions, approximately 60 minutes apart.

All trials were recorded at 200 Hz and with a common calibration, which we

don’t expect to drift significantly between trials. Additional details on the design

of the two-marker supports are included in Appendix A.8.

2.3.3.2 Experiments with headpacks

To inspect our choice of lmax,design, and evaluate the performance of the EE-labelling

algorithm, we designed five optimal headpacks of increasing lmax values. For

comparison, we additionally considered a suboptimal headpack, whose design was

simply guided by trial and error with the motion capture system.

The six headpack designs we tested are summarised in Table 2.3. Note how

the minimum distance between vertices in EE space
√

hmax, for each optimal

design increases with increasing lmax (as per Equation 2.3), and notice its low

value for the suboptimal headpack.

To design the optimal headpacks, we set lmin,res = 25 mm. For each value

of lmax considered, we selected the point in the lmin, lmax plane within the region

of feasible designs that had the largest possible hmax value (see Figure 2.6). For

the three smallest optimal designs, the points of largest hmax fell on the lmin,res
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boundary. For the two largest optimal designs, they fell on the Cayley-Menger

determinant boundary. To avoid having a planar headpack, which may have more

visibility issues (Naik, 2021), for the two largest designs we selected a design point

slightly offset from the Cayley-Menger boundary in the lmin positive direction

(by 0.01 mm). The selected design points for the optimal headpacks are marked

with red crosses in Figure 2.6.
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Figure 2.6: Design points for optimal headpacks. Each optimal headpack corresponds to
a design point in the lmin, lmax plane (red crosses). The minimum distance between vertices in
EE space,

√
hmax is represented as a series of isolines. The boundaries represented correspond

to the triangle inequality condition (green), the Cayley-Menger determinant condition (yellow),
the minimum size due to the motion capture system’s resolution (grey vertical line), and the
maximum admissible size in the bird’s head (grey horizontal line). The red line represents the
lmin = lmax boundary. The region of feasible designs is that delimited by the red, grey and yellow
boundaries; note that in this case the striped area extends beyond the region of feasible designs.
The dashed line marks the value for lmax,size we estimated from measurements of the birds’ heads.

We recorded the headpacks in two types of trials: drill trials and bird flights.

In the drill trials, we attached each headpack to the contour of a drill accessory

consisting on a Velcro pad of 15 cm diameter (see inset in Figure 2.7). We fixed the

drill with the pad to a table which was approximately centred in the motion capture

volume, using a 3-axis vice. The vice allowed us to orient the pad parallel to each

of the planes of the motion capture coordinate system. We recorded the headpacks

rotating at 4 different speeds, two sampling frequencies, and three orientations of

the angular velocity vector, with three repetitions per condition (see Table 2.4). To
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Table 2.4: Drill trials conditions. We recorded the headpacks rotating on a drill across a
range of speeds, rotational axes and sampling frequencies; these are reported in the table. The
drill speeds are the average values for each of the speed settings considered. Using a three-axis
vice, we aligned the drill with one of the axes of the motion capture coordinate system (x⃗, y⃗, z⃗).
We explored two sampling frequencies for the motion capture data, 100 Hz and 200 Hz. Note
that the drill speeds are below the Nyquist frequencies for both sampling frequencies considered
(fNyquist = fsampling/2). We recorded three repetitions for each condition.

|ω⃗drill| 18, 25, 35, 40 (Hz)
ω⃗drill axis x⃗, y⃗, z⃗
fsampling 100, 200 (Hz)

measure the drill speed independently of the headpack markers, we attached a larger

marker of 10 mm diameter to the contour of the pad, which we call the ‘speed marker’.

We covered the speed marker for one of the repetitions per condition, to later test if

this affected the labelling performance of the temporal algorithm. We measured the

drill’s rotational speed at each of the settings with an optical tachometer as external

validation prior to the experiments; the results are reported in Appendix A.9.

In the bird trials, we tested the three smallest optimal headpacks (up to lmax = 55

mm) and the suboptimal one on four different birds. The birds were trained to fly

between two perches, 9 m apart. The lateral position of the perches was randomised

between three options, 1 m apart (see schematic in Figure 2.8). We recorded

perching trials, in which the bird flew back and forth between the perches, and

obstacle avoidance trials, in which we added a set of obstacles 1.5 m ahead of the

end perch. The set of obstacles was made up of four styrofoam pillars, of 2 m

height and 0.3 m diameter each. For the analysis, we selected the trials that had

two valid take-offs and two valid landings per recording; the final number of trials

analysed are shown in Table 2.5. To ensure good quality data, we re-calibrated

the system before recording all drill trials with the same headpack, and all bird

trials with the same bird-headpack pair.

2.3.3.3 Labelling performance metrics

To assess the performance of the different labelling algorithms, we computed ground

truth labels for the headpack data. We used an approach based on iteratively

solving the procrustes problem (Schönemann, 1966; Horn et al., 1988), which is
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Figure 2.7: Experiments with headpacks. We 3D-printed five optimal headpacks with
different lmax values, and one suboptimal one; their CAD models are shown at the top. We tested
all headpacks on a set of drill trials, across different speed settings, rotation axes, and sampling
frequencies. The left image shows the setup for a drill trial in which the rotation axis was aligned
with the y-axis of the motion capture coordinate system. The larger marker used for independently
estimating the drill speed (’speed marker’) is highlighted with a red circle. We tested the three
smallest optimal headpacks and the suboptimal one on a set of bird trials, in which the birds wore
the headpacks while executing perching and obstacle avoidance manoeuvres.

Table 2.5: Number of bird trials analysed for each type of headpack. The table shows
the number of trials analysed per bird and headpack type. The initials D, R, C, T correspond
to the individual birds (based on their names, Drogon, Ruby, Charmander and Toothless). The
column under ‘Total’ shows the total number of trials for the same headpack across all birds. All
trials were recorded at 200 Hz.

Perching trials Obstacle avoidance trials
Headpack D R C T Total D R C T Total

suboptimal 7 6 7 6 26 8 5 7 7 27
lmax = 30 mm 6 7 7 4 24 7 7 8 6 28
lmax = 45 mm 7 7 7 6 27 5 8 5 8 26
lmax = 55 mm 8 6 6 7 27 7 8 7 7 29

reliable but computationally intensive. We adapted the approach for the drill and

the bird trials to make the most of the information available about the motion

in each case (see summary diagrams in Appendix A.10). As a quality check, we

computed across all trials the maximum distance between a ground truth labelled

marker and its theoretical position, in a coordinate system linked to the headpack.

In the drill trials, the maximum distance observed was 4 mm. In the bird trials,
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Figure 2.8: Types of bird trials. We recorded the headpacks on the birds while they executed
two types of trials: perching and obstacle avoidance. The top-down view of two sample trajectories
of each type is shown. In the perching trials (left) the bird flew from the starting perch (red) to
the end perch (blue) and back. The perches were 9 m apart. Their lateral position was randomised
across trials between three stations each, distributed with 1 m spacing (transparent). In the
obstacle avoidance trial, we placed a set of four obstacles 1.5 m ahead of the end perch (black
cylinders, centres highlighted with black markers). The reconstructed headpack markers are shown
in magenta as well as the walls’ positions (dark yellow).

the maximum distance for the frames with four headpack markers reconstructed

was 4.5 mm; we focus on the frames with four markers because that is the scope of

the EE-labelling algorithm. Note that if there were incorrect ground truth labels

in any of the trials, we would expect this value to be around lmin or above. Since

the values obtained are well below the lowest lmin of all headpacks, this is a good

validation that our ground truth labels are reliable.

We computed the labels from the temporal algorithm (the ‘temporal labels’)

by running a postprocessing pipeline in Nexus 2.8. The pipeline consisted of two

steps: reconstruction and labelling. In the reconstruction step, the 3D position

of the markers is computed and in the labelling step, their identity is determined

across frames. For the labelling step, we defined the required templates in Nexus:

six templates for the drill trials (one per headpack), and 16 templates for the bird

trials (one per bird-headpack pair). Further details on the templates’ definition
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are included in Appendix A.11.

We found the temporal approach often switched labels, or started new labels

along the trial (especially after marker occlusions). To make an unbiased comparison

to the EE algorithm, we decided to focus on a temporal labelling that was consistent

across the trial. To do this, we defined a mapping between the temporal and the

ground truth labels using as reference the first frame with four markers fully labelled,

and with at least one temporal label in the top 4 most frequent labels of the recording.

To assess the labelling performance of the EE and the temporal algorithms, we

computed for each trial the percentage of frames with all four headpack markers

correctly labelled. We focused on four-marker frames since that is the scope of the

EE algorithm; otherwise the six EE coordinates cannot be computed. Both the EE

algorithm and the ground truth labelling algorithm aim to label headpack markers

only, so in all trials we pre-processed the data to remove any other markers present.

2.4 Results

We present the results of the experiments carried out to validate our choice of

lmin,res, to explore our choice of lmax,design for an optimal headpack for the birds,

and to assess the performance of the EE labelling algorithm.

2.4.1 Choice of lmin,res

We used the data from the static trials to compute the mean distance between the

two markers for each support. The results from aggregating the two repetitions

per support are shown in Table 2.6. All mean distances are within 0.1 mm of

their intended value, except for the tangent support, for which the system did

not distinguish the markers as two separate ones. We used the measured mean

distances as reference distances for each support. For the tangent support, we used

the theoretical distance between the markers (6.4 mm).

With the data from the lasso trials, we computed the percentage of frames

per trial in which the two markers were detected at a distance within 1 mm of its
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Table 2.6: Distance measured for each two-markers support in the static trials. The
table shows the mean distance d and the standard deviation σ for each support. The frames across
the two repetitions per support are aggregated. Two markers were seen in all frames, except when
using the tangent support, for which only one marker was reconstructed.

two-marker
support

d
(mm)

σ
(mm) nsamples

tangent - - 2590
10 mm 10.08 0.02 2462
15 mm 15.00 0.02 2805
20 mm 19.91 0.02 2265
25 mm 25.02 0.03 2258

reference value. The results per trial are shown in Figure 2.9, and the aggregated

results are shown in Table 2.7. Only the support with the markers at 25 mm

distance reaches over 95% of correct frames considering both trials aggregated. This

confirms that our design choice for lmin,res was reasonable.
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Figure 2.9: Percentage of correct frames for each two-markers support. The percentage
of correct frames for each trial is represented. The x-axis lmin represents the design length of the
two-marker support. Reference lines at 90% (dashed) and 95% (continuous) are shown.

2.4.2 Choice of lmax,design

With the data from the headpack trials, we want to determine what is the most

compact headpack (i.e., the lowest lmax value) that still guarantees a good labelling
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Table 2.7: Percentage of correct frames in lasso trials, and mean distance measured.
The fraction of correct frames per support is reported, along with the mean d and standard
deviation σ of the distance measured in the correct frames. All are computed by aggregating the
data from the two repetitions per support.

two-marker
support

correct frames
(%)

d
(mm)

σ
(mm) nsamples

tangent (6.4 mm) 19 6.34 0.42 8042
10 mm 90 9.95 0.22 8463
15 mm 93 15.07 0.20 8804
20 mm 93 20.07 0.21 8363
25 mm 95 25.20 0.20 8702

performance of the EE algorithm. First, we verify our expectation that optimal

headpacks with larger lmax lead to more distant representations of their markers in

EE space. Then, we examine how the EE labelling algorithm performs with

the different headpacks.

Larger lmax leads to more distinct clusters in EE space

We measure the separation between clusters in EE space relative to their spread

with the following metric ρ:

ρ = min

(
dmin,i

σi

)
, (2.7)

where dmin,i represents the distance from the centroid of cluster i to its closest

neighbouring centroid. The denominator σi represents the spread of cluster i, defined

as the square-root of the trace of the covariance matrix of the EE coordinates:

σi =

√√√√ 6∑
k=1

σi,k
2, (2.8)

where σi,k represents the variance of the kth coordinate in EE space for cluster i.

Note that the EE coordinates are the edges’ lengths. The min() function returns

the minimum over the four marker clusters. We computed the ρ metric for each

trial using the ground truth labelled data.

Figure 2.10 shows violin plots for ρ, grouped by headpack type, for the drill and

the bird trials. The mean and median values for ρ over all trials with the same

49



headpack type are shown in Table 2.8. In both drill and bird trials, the mean ρ

value increases with optimal headpacks of increasing size, and is lowest for the

suboptimal headpack. This validates our design objective and confirms that larger

optimal headpacks have more distant clusters relative to the clusters’ spread in EE

space. We also find larger variability in the ρ values per trial when larger headpacks

are used, both in drill and bird trials. This could be explained by a decrease in

the variance of the edges’ lengths for larger headpacks.

Table 2.8: Mean, median and standard deviation ρ for each headpack type. The mean
(ρ), median (med(ρ)) and standard deviation (std(ρ)) for the ρ metric are reported for the drill
and the bird trials, aggregating all trials recorded with the same headpack.

drill trials bird trials
headpack ρ med(ρ) std(ρ) ρ med(ρ) std(ρ)

suboptimal 2.0 1.5 1.1 1.9 2.2 0.9
lmax = 30 mm 10.7 7.3 6.4 7.6 7.4 1.9
lmax = 45 mm 11.0 10.1 3.7 31.1 30.7 7.4
lmax = 55 mm 72.7 53.2 43.3 69.7 66.5 22.3
lmax = 75 mm 80.8 51.4 60.0 - - -
lmax = 100 mm 144.4 82.7 118.3 - - -

In the violin plots, trials of different conditions are aggregated. We check whether

the headpack type is the main effect behind the ρ increase by inspecting the rest of

the trial conditions; these are represented on Figures 2.11 and 2.12. In both the

drill and the bird trials, the headpack type appears to drive the increasing ρ values.

A Kruskal-Wallis test confirms significant differences between the distributions of ρ

when grouped by headpack type, in both drill (χ2(5, N = 432) = 368.4, p < 0.01)

and bird trials (χ2(3, N = 214) = 195.6, p < 0.01). In particular, the difference

between the mean ranks of the distributions is tested.

No significant differences are found in the distribution of the ρ values per trial

when grouped by any other trial condition (speed setting, sampling frequency, bird

or type of manoeuvre), except when grouped by the rotational axis in the drill

trials (χ2(2, N = 432) = 30.4, p < 0.01). This is likely due to the large ρ values

observed for most of the drill trials recorded rotating around the z-axis (see Figure

2.11b, yellow markers). This could be explained by an increased visibility of the
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(b) Bird trials

(a) Drill trials

Figure 2.10: Violin plots for ρ per headpack type. Results for drill trials (a) and bird trials
(b). The data points are coloured by headpack type. The mean value is marked in the distribution
with a coloured horizontal bar; when too narrow to be visible its location is marked by a red star.
The median is represented by a white marker. Each optimal headpack is identified by its lmax

value in the x-axis. Reference lines (red dashed) are plotted at ρ = 10 and 50.
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markers by the motion capture cameras when the headpacks rotate around the

z-axis. With more cameras contributing to the estimate of the markers’ positions,

the variance of the edges’ lengths σ2
i,k decreases and ρ increases. We find larger

ρ values for the z-axis trials within all headpacks, except in those recorded with

lmax = 45 mm. Upon further inspection, we find the trials with lmax = 45 mm have

larger residuals in the reconstruction of the markers than the rest of the drill trials

(see Figure A.5); this could explain the absence of the z-axis effect. Further details

on the residuals and their potential effect on ρ are included in Appendix A.12.

EE labelling improves with larger optimal headpacks

We have confirmed that optimal headpacks of larger lmax produce more distinct

clusters in EE space (i.e., more distant clusters relative to their spread). But

how compact can we make the headpacks while still retaining a good labelling

performance of the EE algorithm? To inspect this, we computed the labelling

performance of the EE algorithm as the fraction of frames correctly labelled for each

trial. We inspect the frames with four markers only, since that is the scope

of the EE algorithm.

Figures 2.13a and b show the fraction of candidate frames correctly labelled by the

EE algorithm, for the drill and the bird trials, grouped by headpack type. The mean

and median values across all trials with the same headpack are shown in Table 2.9.

When used with an optimal headpack, the EE labelling algorithm labels correctly

100% of the candidate frames on average across headpack sizes, in both drill and

bird trials. In fact in the drill trials, all candidate frames are labelled correctly

when any optimal headpack is used. In the bird trials, which cover a larger capture

volume and are more representative of our desired application, we find differences

between the smaller sizes, with lmax = 45 mm outperforming lmax = 30 mm. In

contrast, when using the suboptimal headpack the EE algorithm underperforms,

labelling on average 95.0% of the candidate frames correctly in the drill trials, and

only 76.6% in the bird trials (see Table 2.9).
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Figure 2.11: ρ in drill trials. The ρ metric for each drill trial is represented. Each datapoint is
coloured by headpack type in (a), drill rotational axis in (b), drill speed in (c) and motion capture
sampling frequency in (d). The vertical lines indicate the last trial within a set using the same
headpack. 53



(a)

(b)

(c)

Figure 2.12: ρ in bird trials. The ρ metric for each bird trial is represented. Each datapoint is
coloured by headpack type in (a), bird in (b) and type of manoeuvre in (c). The vertical lines
indicate the last trial within a set using the same headpack; note they are not equally spaced for
the birds dataset.
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(a)

(b) Bird trials

Drill trials
100

100

Figure 2.13: Labelling performance of EE algorithm across headpack types. Figure
(a) shows the results for the drill trials, and figure (b) shows the results for the bird trials. Data
points and probability density function are coloured by headpack type. Note that the y-axis origin
is at 95 %. The mean value is marked in the distribution with a coloured horizontal bar, and the
median with a white marker. The mean value for the suboptimal headpack is out of the figure
bounds (see Table 2.9).

Inspecting the rest of the trial conditions, the labelling performance of the

EE algorithm appears to be driven by headpack type and size in Figures 2.14 to

2.17 (panels a and b). A Kruskal-Wallis test confirms significant differences in

the distribution of the labelling performance when trials are grouped by headpack

type in both drill (χ2(5, N = 432) = 268.1, p < 0.01) and bird datasets (χ2(3, N =

214) = 154.3, p < 0.01). Additionally in the drill trials, significant differences

are found in the distribution of the labelling performance when trials are grouped
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Table 2.9: Mean and median labelling performance of the EE algorithm for each
headpack type The mean and median values for the percentage of correctly labelled frames with
the EE labelling algorithm are reported for the drill and the bird trials, aggregating all trials
recorded with the same headpack. The two largest optimal headpacks were not tested in the bird
trials due to size constraints.

drill trials bird trials
headpack mean (%) median (%) mean (%) median (%)

suboptimal 94.97 97.79 76.62 98.66
lmax = 30 mm 100.00 100.00 99.95 100.00
lmax = 45 mm 100.00 100.00 100.00 100.00
lmax = 55 mm 100.00 100.00 100.00 100.00
lmax = 75 mm 100.00 100.00 - -
lmax = 100 mm 100.00 100.00 - -

by rotational axis (χ2(2, N = 432) = 27.0, p < 0.01). This matches the results

obtained for the ρ metric and reflects that the design and the labelling performance

are linked. It also points to an interesting result for the suboptimal headpack:

when it rotates around the z-axis, the EE algorithm performs particularly well,

presumably due to the increased visibility in this position reducing the uncertainty

in the edges’ lengths, and thus enabling the distinction of the closest clusters in

EE space. No significant differences between the distributions of the labelling

performance are found when grouping the drill trials by speed setting, sampling

frequency, or number of repetition; or when grouping the bird trials by bird or

type of manoeuvre. This suggest the headpack used is a main factor driving the

labelling performance of the EE algorithm, as we intended.

The headpack with lmax = 45 is the most compact headpack with a 100% of

correctly labelled frames across all trials, so we determine it would be a good

candidate for our application. Additionally, the minimum distance between its

clusters seems to be robust to markers’ reconstructions with large residuals (see

Appendix A.12). However, this should be tested directly.

2.4.3 Comparison between EE and temporal labelling

We compare the labelling performance of the EE and the temporal algorithms

in Figures 2.14 to 2.17.
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(a)

Temporal labellingEE labelling

(c)

(d)(b)

Figure 2.14: Labelling performance of EE and temporal algorithm in drill trials -
headpack type and rotation axis effect. The labelling performance per trial is represented,
with colour showing headpack type in (a) and (c), and rotational axis in (b) and (d). Left panels
(a and b) show the results for the EE labelling algorithm, and right panels show the results for
the temporal algorithm (c and d). Vertical lines indicate the last trial within a set using the same
headpack.
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In the drill trials, the EE labelling algorithm is more robust than the tem-

poral algorithm to the different sampling frequencies and drill speeds considered

(Figure 2.15, compare panel a to c, and b to d). As discussed in the previous

section, the EE algorithm labelled all candidate frames correctly when used with

any of the optimal headpacks; this is the case regardless of the drill speed or

sampling frequency of the trial (see Figures 2.14a, 2.15a and 2.15b). In contrast,

the temporal algorithm only reaches 100% of labelling performance in trials that

are recorded at either the highest sampling frequency (200 Hz), the lowest drill

speeds (18 or 25 Hz), or both. A Kruskal-Wallis test confirms that for the temporal

algorithm, the distribution of the labelling performance per trial is significantly

different when grouped by speed setting (χ2(3, N = 432) = 109.3, p < 0.01) or by

sampling frequency (χ2(1, N = 432) = 156.8, p < 0.01). No significant differences

are found when the labelling performance of the temporal algorithm is grouped by

headpack type (see Figure 2.14c) or rotational axis (see Figure 2.14d). No significant

differences were found when grouping the labelling performance of the temporal

algorithm by the number of the repetition either, showing that the occlusion of

the speed marker did not significantly affect the performance.

These results confirm our expectations on the performance of a time-independent

labelling algorithm: because the EE algorithm relies on features that are independent

of the frame they are computed at, it is more robust to high speeds and low sampling

frequencies than an algorithm based on temporal differences. Note that the fastest

drill speed measured over all trials (42 Hz) is below the Nyquist frequency for

both sampling frequencies considered (fNyquist = fsampling/2), so the motion should

be resolvable without aliasing distortion.

We inspect why the temporal algorithm presents such low labelling performance

in many of the drill trials. The labelling performance of the temporal algorithm

appears to group around certain values (see panels c and d in Figures 2.14 and 2.15).

We selected four trials whose labelling performance values were within these groups,

and compared their temporal labels to the EE and ground truth labels in Figure 2.16.

58



The selected trial for which the temporal algorithm labels correctly less than

5% of the candidate frames shows most markers either unlabelled or with a mix

of labels assigned to them (Figure 2.16e, left). In the trial with 25% of frames

correctly labelled, the labels seem randomly assigned to the four available markers

(Figure 2.16d, left). The trial with 33% labelling performance shows one marker

correctly labelled across the trial, but the rest of them consistently mislabelled

(Figure 2.16c, left). The trial with 70% of the candidate frames correctly labelled

shows markers with noisy reconstructions (Figure 2.16b, left), which likely affects

the performance of the temporal algorithm. The EE and ground truth labels are

also shown for comparison (Figures 2.16b to e, centre and right columns). Note how

the EE algorithm outperforms the temporal one in all cases, and only mislabels a

few markers when using the suboptimal headpack (Figure 2.16b, centre).

In the bird trials, the EE labelling algorithm also outperforms the temporal

approach when the optimal headpacks are used, with a minimum of 98.7% of

candidate frames correctly labelled across these trials, versus 30.4% for the temporal

method (see Figure 2.17a and b). The suboptimal headpack performs better with

the temporal labelling than with the EE approach in many trials; this makes sense

considering we designed it by trial-and-error in the motion capture lab. We did

not find significant differences in the distribution of the labelling performance of

the temporal algorithm when grouping the bird trials by headpack type or type of

manoeuvre recorded. We found significant differences when grouped by birds, if a

significance level of α = 0.05 is considered (χ2(3, N = 214) = 8.8, p = 0.03). This

could be due to the Drogon trials with the suboptimal headpack, which show the most

extreme outliers for the labelling performance of the temporal algorithm, possibly

due to these trials presenting larger residuals than most bird trials (see Figure A.5c).

We found that in many bird trials in which the EE labelling outperforms the

temporal one, there is often a problem of consistency in the temporal labelling.

At some point of the trial (often at the start) the temporal labels change, either

by switching between existing labels or by starting new labels. Examples of this

are shown in Figure 2.18. From visual inspection this appeared to happen more
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(a)

(b)

Temporal labellingEE labelling

(c)

(d)

Figure 2.15: Labelling performance of EE and temporal algorithm in drill trials -
sampling frequency and drill speed effect. The labelling performance per trial is represented,
with colour showing sampling frequency in (a) and (c), and speed setting in (b) and (d). Left
panels (a and b) show the results for the EE labelling algorithm, and the right panels show the
results for temporal algorithm (c and d). Vertical lines indicate the last trial within a set using
the same headpack.
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Temporal labelling EE labelling Ground-truth labelling

(a)

(b)

(c)

(d)

(e)

Figure 2.16: Labellings comparison in selected drill trials. Figure (a) shows the labelling
performance of the temporal algorithm. Figures (b) to (e) show for the selected trials the labelling
output from the temporal algorithm (left), the EE algorithm (centre) and the ground truth
algorithm (right). The labelling performance of the selected trials is marked with stars in (a);
their colour matches that of the insets (b) to (e). In (b) to (e) markers are coloured by their
assigned label, and those left unlabelled by the temporal algorithm are shown in black. The
conditions of each of the selected drill trials are: (b) suboptimal headpack rotating around the
x-axis at 18 Hz, and a sampling frequency of 100 Hz; (c) optimal headpack with lmax = 30 mm,
rotating around the x-axis at 40 Hz, and a sampling frequency of 200 Hz; (d) optimal headpack
with lmax = 75 mm, rotating around the z-axis at 35 Hz, and a sampling frequency of 200 Hz;
(e) optimal headpack with lmax = 100 mm, rotating around the z-axis at 40 Hz, and a sampling
frequency of 100 Hz. Ground truth and EE labels could be computed for all markers in all trials
shown, except for trial (b) in which only 95.75% of the markers have an EE label (only markers
with an EE label are shown). The two EE labels switched for some of the frames in (b) correspond
to the two closest clusters defined by the suboptimal headpack in EE space.
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frequently after markers were occluded (for example if the headpack is occluded

by the wings, when the bird flaps with large amplitude at take-off).

(a)

(b)

Temporal labellingEE labelling

(c)

(d)

Figure 2.17: Labelling performance of EE and temporal algorithm in bird trials. The
labelling performance per trial is represented, with colour showing headpack type in (a) and (c),
and bird executing the flight in (b) and (d). Left panels (a and b) show results for EE labelling
algorithm, and right panels show results for temporal algorithm (c and d). Vertical lines indicate
the last trial within a set using the same headpack; note they are not equally spaced for the bird
dataset.

2.5 Discussion

Marker-based motion capture systems are currently the gold standard for acquiring

precise measurements of motion. However, these systems are pushed to their limits
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Ground-truth
labelling
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Ground-truth
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(a) Example 1

(b) Example 2

Figure 2.18: Examples of label switching in the temporal algorithm. Two examples of
labels switched by the temporal algorithm in two sections of two bird trials are shown. For each
example, the temporal and ground truth labels are represented. The markers’ positions progress
in time from left to right. Markers left unlabelled, or labelled with a different labelling than the
selected one for the temporal algorithm, are show in black. In (a), the temporal algorithm switches
the yellow and light blue labels after an unlabelled section (shown in black). In (b) the temporal
algorithm switches the yellow and dark blue labels.

in animal studies. Animal motion capture experiments usually require dense marker

packs, often with small markers, to capture fast motions in large volumes. All of

these aspects challenge most commercially available systems. As a result, most

animal experiments that use marker-based motion capture end up requiring manual

labelling for a large fraction of frames or otherwise intense postprocessing work.

For example, in the recent work by Marshall et al. (2021), the authors relied on

a model based on pairwise distances between markers to label the data. They

also developed a temporal convolutional neural network trained on part of the

data, to manage mislabellings and marker dropout. Similarly, the most widespread
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video-based tracking solution used in animal behaviour and biomechanics (Hedrick,

2008) still requires a large fraction of manually labelled frames (Ravi et al., 2022;

Ingersoll et al., 2018; Khandelwal et al., 2022; Quinn et al., 2019; Kress et al.,

2015). This bottleneck in the postprocessing of motion data is currently limiting

the possibilities of high-throughput studies.

In this chapter, we have presented a method that automates the labelling of

markers without adding significant steps in the postprocessing pipeline. Instead,

our method deals with the labelling problem already when acquiring the data. We

described the design of an optimal marker pack that maximises the performance of

a per-frame labelling algorithm we call ‘EE labelling’. This algorithm clusters the

markers in the pack based on their representation in a high-dimensional space (‘EE

space’). The coordinates of the markers in this space are a function of geometric

features of the pack that can be defined at each frame. Our goal was to design an

arrangement of markers such that the representations of the markers in EE space

are as distinct as possible within the design constraints.

We focus on the particular case of tracking head movements of birds in flight,

over a large number of trials. For this application, we would like a marker pack (or

‘headpack’) as compact as possible, since it needs to be attached to the birds’ heads.

However, a smaller headpack is also expected to reduce the labelling performance of

the EE labelling approach. With experiments, we confirm that optimal headpacks

of larger size (i.e., larger lmax) produce more distinct representations of the markers

in EE space, and that this translates to an improved labelling performance. For

example, a suboptimal headpack which had two clusters very close to each other in

EE space showed a much lower performance on average than an optimal headpack

of similar size, in terms of candidate frames correctly labelled by the EE algorithm.

Although we found no difference between optimal headpacks of different sizes in the

drill trials (all of them labelled correctly 100% of the candidate frames across all

trials), we did found differences between the two smallest optimal headpacks in the

bird trials. Note that the bird trials covered a much larger volume and are more

representative of our desired application. We selected the optimal headpack of lmax =
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45 mm as a good design for our application, since it was the most compact headpack

that showed a good labelling performance across all bird and drill trials recorded.

The experiments with different headpacks rotating on a drill showed that

compared to the temporal approach, the EE labelling algorithm is more robust to

reduced sampling frequencies and higher rotational speeds. This was one of our

objectives when defining a labelling algorithm that only relied on features that can

be computed per frame. In the bird trials, the EE labelling algorithm combined

with an optimal headpack also outperformed the temporal algorithm, with all trials

having over 98.7% of the candidate frames correctly labelled (versus a minimum of

30.4% of frames correctly labelled with the temporal algorithm). We find that in

the bird trials, the lower performance of the temporal algorithm is likely due to its

sensitivity to occlusions, as labels seem to be frequently switched after a few frames

of some markers not being visible. Since our approach does per-frame labelling, it

does not present this issue and mislabellings are not carried on to subsequent frames.

The method we present here is readily applicable to motion capture studies

in other animals and has large potential to reduce the postprocessing workload

involved. However, it also has some opportunities for improvement. For example,

other definitions for the high-dimensional EE space could be considered. In fact,

a feature vector in which the first three coordinates are the sorted lengths of the

vertex edges, and the next three coordinates are the corresponding opposite edges’

lengths could have some benefits over the one we present here. This is because

applying the sorting function only once (instead of twice as we did in our case)

would lead to a larger space in which the markers’ clusters are represented. This

can be more easily seen with a 2D analogy: in an x, y plane, if we restrict the

first coordinate x to be larger than the second coordinate y, we are limiting the

space to the lower semiplane defined by x > y. The more restrictions of this

type we apply, the more limited the space. In any case the procedure followed

would be easily translatable if a different high-dimensional space is considered. The

EE labelling approach could also be further improved, for example by defining a

threshold distance beyond which markers aren’t assigned to a cluster in EE space.
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Since we didn’t have a good estimate of what this distance could be a priori, this

is not explicitly done in the work presented here.

Some of the results presented are specific to our system and setup, such as

the estimated minimum distance between markers. However, the same procedure

could be easily applied to obtain similar metrics in other setups. Although the

proposed EE labelling method focuses on labelling frames in which all markers

are visible, it would still be very useful as part of a more sophisticated labelling

pipeline, for example as a first labelling pass, or to provide a reliable template of the

marker pack based on the measured data. The EE labelling algorithm could also be

adapted for real-time tracking. We didn’t focus on this application because many

animal behaviour studies with motion capture don’t seem to require it: real-time

is the feature most voted as ’least important’ in a short survey run on researchers

studying animal collective behaviour presented in Naik (2021). However, it would

be a functionality that would extend the use of our method further.

The 74 different marker pack designs we determined during the optimisation

procedure could be very useful in collective behaviour studies, since they allow us

to distinguish an animal’s identity from the marker pack worn. This is likely to be

useful even if a commercial tracking software is used. As detailed in Naik (2021),

determining over 20 unique marker patterns manually can be quite challenging,

and there is a lack of clear guidelines in this respect. Each of the designs listed

in Tables 2.1 and 2.2 is optimal for a given pairing of opposite edges (note that

each solution comprises a tetrahedron and its dual). However, those that are

not golden solutions will have a lower minimum distance between clusters in EE

space than the solution selected here. As we have seen in our experiments, this

may not be an issue depending on the experimental setup; for example in the

drill trials, we found no difference in performance across optimal headpacks of

different sizes. We recommend exploring the feasible region for each design in the

lmin, lmax plane to make an informed decision.

Our method helps collect large and reliable motion capture datasets in animals,

by enabling further automation in areas that are currently postprocessing bottlenecks.
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Such datasets could improve video-based methods for 3D pose estimation in

animals, as ground truth motion capture data is currently lacking for many common

species (Biggs et al., 2019). Large motion capture datasets could also improve the

performance of algorithms that extract dense surface models of animals from video

or image data (Zuffi et al., 2017; Zuffi et al., 2019; Zuffi et al., 2018; Sanakoyeu et al.,

2020; Li et al., 2021; Wang et al., 2021; Badger et al., 2020), which in turn would

enable their use to study biological movement (Mathis et al., 2020a). Currently most

of them rely on priors that are not necessarily anatomically correct (Zuffi et al., 2017;

Zuffi et al., 2019; Zuffi et al., 2018). Additionally, rich motion capture datasets could

also allow us to explore novel data-driven models of animal motor control, following

previous works in humans (Merel et al., 2017) or quadrupeds (Zhang et al., 2018).
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3.1 Abstract

Diurnal birds of prey strongly rely on vision to execute flight manoeuvres that are

key to their survival, such as intercepting fast-moving targets or navigating through

clutter. A better understanding of the precise role played by vision during these

manoeuvres is not only relevant within the field of animal behaviour, but also could

have applications in visually-guided autonomous drones. Here, we present a method

that uses computer vision tools to tackle the problem of visuomotor control in bird

flight, and demonstrate its use to answer behavioural questions. Combining motion

capture data from live Harris’ hawks with a hybrid 3D model of the environment,

we produce RGB, semantic, depth and optic flow outputs that characterise the

visual experience of the bird in flight. Contrary to previous approaches, our method

allows us to consider different camera models and alternative gaze strategies for the

purposes of hypothesis testing, further allows us to consider visual input over the

complete visual field of the bird, and is not limited by the technical specifications

and performance of a head-mounted camera light enough to attach to a bird’s

head in flight. We present pilot data from three sample flights: a pursuit flight,

in which a hawk intercepts a moving target, and two obstacle avoidance flights.

With this approach, we aim to provide a reproducible method that facilitates the

collection of large volumes of data across many individuals, opening up new avenues

for data-driven models of animal behaviour.

3.2 Introduction

From intercepting moving targets to manoeuvring through clutter, birds use vision

to coordinate flight manoeuvres with an agility and flexibility beyond the reach of

current autonomous systems. Nevertheless, the links between their vision, guidance,

and control are complex and poorly understood. Much more is known about the

role of vision in insect flight (Taylor et al., 2008), because the size and sentience
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of birds complicates experimental identification of the input-output relationships

characterising their visuomotor control (Altshuler et al., 2018). To control the

visual experience of a bird, previous works (Bhagavatula et al., 2011; Schiffner et al.,

2015; Dakin et al., 2016; Ros et al., 2016) have investigated avian flight behaviour

in abstract visual environments, such as corridors with vertically or horizontally

striped walls (see Figure 3.1b). This has proven a useful first step in exploring

how birds use visual self-motion cues, and in isolating its effects on flight control.

For example, budgerigars flying through narrow corridors regulate flight speed in

response to optic flow from sliding gratings projected onto the walls (Schiffner et al.,

2015). These methods are inherited from similar studies of insects (Baird et al.,

2021; Tammero et al., 2002a; Tammero et al., 2002b; Altshuler et al., 2018), so may

oversimplify the rich visual input available to birds with their high visual acuity and

complex neural organization (Altshuler et al., 2018). Such abstract visual inputs

are far from those experienced naturally in flight, so caution is warranted if using

them to draw conclusions about the birds’ strategies in the wild.

Here, we present a method for reconstructing the scene contained within the

visual field of a bird flying through a structured environment, as a first step towards

understanding how birds use visual information to guide and control their flight.

Our synthetic reconstruction method is designed to simulate the physical stimulus

to a bird’s optomotor system, and avoids the main practical difficulties associated

with making invasive physiological measurements of its response. In developing our

method, we aim to support the analysis of large quantities of data across multiple

individuals, using environments that may vary experimentally across trials. To

achieve this, we focus on developing a non-invasive method for tracking the animal’s

self-motion, and on methods to reconstruct the geometry of the environment that

allow us to capture different levels of complexity. Specifically, we combine high-speed

motion capture data with a three-dimensional (3D) reconstruction of the laboratory

environment, which we use to generate synthetic visual inputs modelling those that

may be available to the bird in flight. These visual inputs characterise the bird’s
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visual experience of its own self-motion in detail, opening up several new avenues of

research in bio-inspired computer vision and behavioural modelling.

In summary, we present a computer vision approach to understanding the

visuomotor guidance and control of bird flight, and demonstrate the possibilities of

using the data that we generate to answer mechanistic questions in behaviour. We

present pilot data from three sample flights: one pursuit flight, in which a hawk

intercepts a moving target pulled across the ground, and two obstacle avoidance

flights, in which a hawk flies between two perches around a set of obstacles placed

at varying distances from the take-off perch.

3.2.1 Related work

Here we review the main approaches that have been used previously to investigate

the role of active vision in avian flight, in order to highlight the contribution of

the novel method that we present.

3.2.1.1 Active vision in birds

Bird vision is an active process, so understanding how birds interrogate their

visual environment is key to unravelling the cognitive processes coordinating their

flight manoeuvres. Birds mainly use head movements controlled by their neck

motor system to look around the environment. This is because their eyes have

a limited range of motion within the orbit, such that the largest eye movements

driven by the oculomotor system are small compared to those made by the head

(Yorzinski et al., 2015; Mitkus et al., 2018). The head movements of birds in

flight display a characteristic saccade-and-fixate strategy recalling primate eye

movements (Eckmeier et al., 2008; Ozawa, 2010; Kress et al., 2015; Ros et al., 2017).

This strategy supports the use of optic flow in guidance and control, because the

rotational component of the optic flow field is eliminated during fixation, leaving

only the translational component containing depth information (Eckmeier et al.,

2008). A small body of previous work has assessed how head movements are affected

by the visual environment experienced in flight. For example, the frequency and

75



(a) (b) (c) 

(e) 

(f)

10 m

10 m

296 degrees
7
6
 d

eg
rees

left eye right eye

(d) 

Figure 3.1: Related work. (a) Overhead view of a lovebird turning in flight; the alignment of
the forward direction of its head is compared against several features of the lab environment (Kress
et al., 2015). (b) Hummingbirds flying along striped corridors (Dakin et al., 2016). (c) Northern
goshawk with head-mounted camera (Kane et al., 2015). (d) Reconstruction of the environment
around a nest of homing ants, and reconstructed views (A,B,C,D) at different instances of their
recorded paths (Ardin et al., 2016). (e) Reconstruction of an ant’s field of view, combining
laser-scanned data and camera images (Stürzl et al., 2015). (f) Reconstructed view from each eye
of a mouse hunting a cricket, using laser-scanned data and texture from high-resolution images
(Holmgren et al., 2021).

amplitude of head saccades has been shown to vary in homing pigeons with the

structure of the landscape they are flying through (Kano et al., 2018), the structure

of the clutter they are negotiating (Ros et al., 2016), and the presence of another

individual when they are flying in pairs (Taylor et al., 2019).

Although head pose is the primary determinant of a bird’s gaze direction, it can

be measured most directly using eye-tracking cameras. These have so far been used

to identify where birds look when assessing mates (Yorzinski et al., 2013), watching

predators (Yorzinski et al., 2014; Yorzinski, 2021), or inspecting the environment

(Yorzinski et al., 2015). Weight limitations have so far restricted this technology
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to terrestrial use cases, but whilst miniaturisation may be possible, eye-tracking

cameras will always be challenging to use in flight, owing to the difficulty of keeping

the camera steady without occluding the frontal field of view. Most studies therefore

take head orientation as a proxy for gaze direction, which is reasonable provided that

the eyes move little relative to the head in flight, and is often sufficient to identify

the features to which a bird is attending. For example, work on lovebirds flying to a

perch (Kress et al., 2015) investigated the alignment of the bird’s head with the edges

of the perch and flight arena (see Figure 3.1a), whilst work on pigeons negotiating

a forest of vertical poles (Lin et al., 2014) investigated the alignment of the bird’s

head with the obstacles it had to traverse. Both studies analysed the problem in two

dimensions, however, focusing only on changes in head azimuth, and reducing these

extended features of the environment to single points in the visual field. A complete

understanding of the problem requires fuller knowledge of what a bird sees in flight,

which is what motivates the visual reconstruction method of the present study.

3.2.1.2 Head-mounted cameras

Head-mounted video cameras can be used to sample the view that a bird experiences

as a result of its self-motion through the environment (Figure 3.1c), and have been

used so to analyse aerial attack behaviours in hawks and falcons (Kane et al., 2015;

Kane et al., 2014; Ochs et al., 2016). This approach can be especially informative

regarding a bird’s behaviour in its natural habitat, subject to the extreme limitations

of pixel count, dynamic range, and field of view of any camera small enough to

mount on the head. Payload is conventionally limited to ≤ 5% of a bird’s body

mass on welfare grounds (Fair et al., 2010), but much more stringent limits may

be required to ensure natural behaviour if the load is carried on the head (Kane

et al., 2014). The 20 g cameras that have been used previously (Kane et al.,

2015; Kane et al., 2014) are twice the weight of many small birds, so are only

suitable for studying very large species such as raptors. Even so, it is simply not

possible for a small camera to cover a bird’s full field of view at an appropriate

optical or sampling resolution. For example, the vertical field of view (31◦) of the
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head-mounted cameras used to study Harris’ hawks (Kane et al., 2015) compares

unfavourably with the vertical extent of the binocular overlap (100◦) in this species

(Potier et al., 2016), and their 30 Hz frame rate is well below these birds’ 81 Hz flicker

fusion frequency (Potier et al., 2020). The possibilities for analysing head-mounted

video data are further impacted by their low frame rates, and the motion blur

associated with low shutter speeds and rolling shutters (Kane et al., 2014). Finally,

head-mounted cameras are prone to wobble unless surgically attached to the head

(Lev-Ari et al., 2018; Hazan et al., 2015), which is an undesirable intervention.

Head-mounted video cameras therefore have less utility for studying visually-guided

flight in birds than might first be imagined.

3.2.1.3 Synthetic reconstruction

An alternative to using head-mounted cameras to record an animal’s view of the

world is to recreate its visual input synthetically. Some works have explored the

possibility of mimicking an animal’s visual input directly using specially designed

video cameras (Stuerzl et al., 2010) or event-based cameras (Zhu et al., 2021), but

rendering avoids most of the shortcomings of camera systems, offering complete

control over the visual detail and visual field (Holmgren et al., 2021). A rendering

approach is also well suited to scientific inference, because of the possibility of

defining alternative scenarios or viewpoints for hypothesis testing.

Even so, rendering requires detailed knowledge of the animal’s head pose and/or

eye movements (see above), and typically a 3D model of its visual environment.

State-of-the-art research on image-based rendering points to the possibility of

reconstructing novel views given only a set of camera images with known pose

(Tancik et al., 2022; Mildenhall et al., 2020), but these are not yet established

techniques among non-experts. Standard modelling approaches such as simultaneous

localization and mapping (SLAM) suffer from accumulating noise and drift when

covering large areas (Schonberger et al., 2016), and automating the postprocessing

of the resulting meshes can be challenging (Risse et al., 2018; Stürzl et al., 2015).
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Nevertheless, the quality of the dense maps that can now be captured with consumer-

level hand-held devices has improved greatly in the past few years, achieving results

comparable to more expensive laser-scanning methods even in complex natural

environments (Tatsumi et al., 2022; Gollob et al., 2021).

Most examples of synthetic reconstruction of an animal’s visual field to date

have focused on insects. Several studies have investigated terrestrial navigation in

ants (Zeil et al., 2014; Ardin et al., 2015; Ardin et al., 2016) using fully synthetic

models of their environment (Figure 3.1d), and a basic geometric reconstruction

of the laboratory environment has been used to investigate the role of optic flow

in bee flight (Ravi et al., 2022; Ravi et al., 2019). More detailed 3D models

of the natural environment obtained using laser scanners, structure-from-motion

(SfM), and photographic reconstruction techniques (Figure 3.1e) have been used

to study homing flight behaviour in bees and wasps (Stürzl et al., 2015; Stuerzl

et al., 2016; Schulte et al., 2019).

This focus on insects reflects the fact that they are simpler to model than

vertebrates, owing to their lower sampling resolution, and the fact that their eyes are

rigidly fixed with respect to their head, but the same general approaches have more

recently been extended to vertebrates. In particular, by tracking the animal’s head

and eye movements together, and by combining laser-scanning and photographic

texture to produce a high-resolution 3D reconstruction of its lab environment, one

recent study was able to analyse the optic flow experienced by mice when pursuing

prey within a 1 m2 arena (Holmgren et al., 2021). Additionally, an earlier work in

zebra finches (Eckmeier et al., 2013) followed an approach similar to what we present

here: they reconstructed a bird’s perspective during a single manoeuvring flight,

considering a simple geometric model of the flight arena, to use as a naturalistic

stimuli for neural recordings. However, their work was at a much smaller scale than

we present here (their flight arena was under 1 m3 and they only reconstructed

one flight), and they estimated the bird’s perspective based on a single direction.

The growing interest in reconstructing an animal’s experience of its environment

at the much larger spatial scales relevant to ecology and conservation (Tuia et al.,
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2022) has also led to demonstrations of mapping sensors worn by a dog (McClune,

2018), and a method for embedding an animal’s track within an aerial view of its

environment obtained by a mobile camera used for tracking (Haalck et al., 2020).

A key advantage of synthetic reconstruction techniques is that they can be used to

study the appearance of the visual environment in the context of an accurate model

of the animal’s visual system. This is important in capturing detail appropriate to

the optical resolution and sampling resolution of the eyes (Holmgren et al., 2021;

Neumann, 2002), and also in matching the response properties of the motion vision

system (Windsor et al., 2017; Bian et al., 2018). Even so, rendering an RGB image

that looks realistic to a human eye is not the same as reconstructing the stimulus to

another animal’s visual system, owing to variation in the number of photoreceptor

types and their spectral response curves (e.g. whereas humans have trichromatic

vision, birds are tetrachromatic). This may not be necessary in the context of

motion vision, however, because despite the possible importance of chromatic motion

vision cues in humans (Ruppertsberg et al., 2003), changes in luminance are always

sufficient for motion vision. For example, synthetic reconstruction has been used to

study the effectiveness of movement displays of model lizards in naturalistic scenes

under different lighting scenarios and wind conditions, assuming a colour space

similar to that of humans (Bian et al., 2018; Bian et al., 2019; Bian et al., 2021).

These studies of territorial displays in lizards are perhaps the only examples to date

in which the environment has been rendered at a level of precision comparable to

that experienced by the well-developed visual system of a bird in flight, albeit that

they are rendered from the perspective of a stationary observer.

Synthetic renderings also lend themselves to being presented to an animal moving

in a virtual reality (VR) environment. This approach has been used in tethered

and free-flight studies of insect flight for some time (Kern et al., 2005; Taylor

et al., 2008; Windsor et al., 2017), but impressive VR environments have more

recently been developed for freely-moving mice, flies, and zebra fish (Stowers et al.,

2017), which enable stimulus presentation under open or closed loop experimental

conditions (Naik et al., 2020). Such environments are currently limited to volumes
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Figure 3.2: Summary of method for reconstructing the visual information contained
within the visual field of a bird in flight. The head movements of birds executing flight
manoeuvres are recorded in a large motion capture lab (left panel). The lab environment is
modelled in Blender, using geometric primitives and a dense 3D map to model objects with a more
complex geometry (centre panel). The measured head pose is then used to define a virtual camera
that is representative of the bird’s visual field (right panel). With this approach we can generate
detailed information describing the visual scene that the bird experiences in flight, including: (a)
basic RGB renderings; (b) semantic maps; (c) depth maps; or (d) optic flow. In the virtual model
of the lab shown (centre panel), the pulleys and target are displayed at twice their actual size for
clarity. The spheres representing the bird’s visual field in the right panel show the animal’s view
as it flies through the lab. The retinal margins of the left eye (blue line) and right eye (red line)
are shown for reference, as well as the blind area caudal to the area sampled by the retina (black
fill). Note that because the spheres are represented using an orthographic projection, not all the
visual field of the bird is visible.

of approximately 1 m3, however, so have yet to find use for larger animals making

larger-scale movements.

3.2.2 Contribution

Here, we combine high-speed motion capture with 3D modelling of the laboratory

environment, to render an approximation of the visual stimuli experienced by a bird

in flight. By defining a virtual camera that replicates the bird’s head pose within a

3D model of its environment, we reconstruct RGB renderings, semantic maps, depth

maps, and optic flow over the complete visual field of the bird (see Figure 3.2).

We make no attempt to model the spectral response of the bird’s visual system,

although it would in principle be possible to use this to analyse the information

contained in the RGB renderings given knowledge of the ambient lighting conditions.

The method that we present allows for the possibility of defining a hybrid model
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of the lab environment, combining basic geometric primitives with dense 3D models.

A representation based on geometric primitives alone may be sufficient to investigate

how the bird’s gaze strategy relates to the main elements in the scene (Minano et al.,

2021). However, if elements of complex shape or texture are present, then modelling

them using geometric primitives may be out of the question, which limits the scope

for high-throughput analysis. We address this by using a SLAM application on a

consumer-level handheld mapping device to capture the more complex elements

of the scene, which we combine with a more basic geometric representation of the

environment. In this way, we limit the issues of drift and noise that are typical of

the large, dense 3D maps produced by SLAM or SfM (Schonberger et al., 2016),

whilst also minimising the modelling effort.

We further facilitate the integration of the captured meshes with the motion

capture data by transforming the mesh at acquisition time to the motion capture

coordinate system using an ArUco fiducial marker (Romero-Ramirez et al., 2018;

Garrido-Jurado et al., 2014). The novelty of our method therefore lies in its fusion

of several different computer vision techniques, and in their application to the

experimental and computational study of animal behaviour. Our aim is to provide

a reproducible method that facilitates the collection and creation of large volumes

of data across many individuals, with a view to future work using behavioural

cloning and inverse reinforcement learning.

Our method has several advantages over previous approaches used to characterise

the visual experience of a bird in flight. First, it allows us to consider visual input

over the complete visual field of the bird, as opposed to reducing the analysis to

the field of view of a head-mounted camera (Ochs et al., 2016; Kane et al., 2015;

Kane et al., 2014) or to a unique gaze direction (Land, 1999; Eckmeier et al.,

2008; Yorzinski et al., 2013; Yorzinski et al., 2014; Yorzinski et al., 2015; Kress

et al., 2015; Yorzinski, 2021). Second, it enables us to characterise the visual

input of the bird without having to contain the animal within an abstract visual

environment (Bhagavatula et al., 2011; Schiffner et al., 2015; Dakin et al., 2016;

Ros et al., 2016). Third, we are not limited by the technical specifications and
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performance of a head-mounted camera light enough to attach to a bird’s head

in flight (Ochs et al., 2016; Kane et al., 2015; Kane et al., 2014). Fourth, our

method allows us to consider different camera models and alternative gaze strategies

for the purposes of hypothesis testing.

3.3 Methods

Here we describe the key details of our experimental method and reconstruction

method.

3.3.1 Bird flight experiments

We recorded Harris’ hawks (Parabuteo unicinctus) flying in a large motion capture

lab, using 22 motion capture cameras sampling at 200 Hz (Vantage V16; Vicon

Motion Systems Ltd., Oxford, UK). Here we report the results of three flights from

two different birds: one involving pursuit of a dummy target pulled along an erratic

course; the other two involving obstacle avoidance and perching manoeuvres.

To track the bird’s head, we used a custom ‘headpack’, comprising a rigid

arrangement of four or five retroreflective 6.4 mm diameter spherical markers that

we fixed to the bird on a Velcro patch glued to its head. We attached additional 6.4

mm or 14 mm diameter markers to the main static elements of the scene, to allow

us to locate these within the motion capture coordinate system. In the pursuit

flight, we tracked the target using three 6.4 mm diameter markers.

In the pursuit flight, the bird was trained to chase a 2.54 cm wide and 15 cm

long artificial target with a food reward attached, within a flight volume of 19.2

m× 5.3 m× 3.3 m. To further challenge the bird’s manoeuvring, we hung a black

curtain across the room from floor to ceiling, acting as an obstacle and creating a

gap of approximately one wingspan (1.0 − 1.1 m) on either side. A linear motor

pulled the target on a line passing around a series of pulleys, from one of three

starting positions to one of three end positions, via one of the two gaps (Figure 3.3a).

The average speed of the target was 5.6 m/s. We used a randomised experimental
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design to prevent the bird from learning the target’s path, although we only present

the results of a single flight here. The bird began flying freely from its falconer’s

fist as soon as the target appeared from inside the starting box in which it was

hidden. Before recording the pursuit, we recorded a ‘gaze calibration trial’ to

estimate the bird’s gaze direction within the headpack coordinate system. In it

the falconer held the bird on their fist whilst we displayed a piece of food with

a marker attached at a range of 0.5-1.5 m.

In the obstacle avoidance flights, the bird flew between two perches set 9 m

apart within a flight volume of 12.0 m× 5.3 m ×3.3 m (Figure 3.3b). To reach

the opposite perch, the bird had to avoid a set of four 0.3 m diameter styrofoam

pillars (height: 2 m) placed 1.5 m ahead of the end perch. The bird began flying

freely from the starting perch when one of the two falconers whistled from the

end perch. It received a food reward upon landing, and returned promptly to

the starting perch when signalled by the other falconer, for a further food reward.

The two obstacle avoidance flights that we present here to illustrate our method

are part of a larger set of perching flights recorded with and without obstacles

present. We used the complete set of flights from the same bird on the same

day to calibrate the bird’s gaze direction within the headpack coordinate system

(see Section 3.3.3). Additional details on the motion capture experiments with

the birds are included in Appendix B.1.

3.3.2 Motion capture data postprocessing

We used Nexus v2.8.0 software (Vicon Motion Systems Ltd., Oxford, UK) to

estimate the 3D positions of all of the unlabelled retroreflective markers. In the

pursuit flight, we labelled the headpack markers manually within Nexus, using

its semi-automatic labelling functionality. In the obstacle avoidance flights, we

labelled the headpack markers using the ground-truth labelling approach described

in Chapter 2 (Section 2.3.3.3 and Appendix A.10). In both trials, we used custom

scripts written in MATLAB R2020b (The Mathworks Inc., Natick, MA) to label

the stationary markers, to label the target markers, to compute and interpolate
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the position and orientation of the headpack and the target, and to handle missing

marker data (see Appendix B.2). To assess the quality of our labelling, we computed,

in a coordinate system fixed to the headpack, the maximum distance between a

labelled marker and the corresponding marker in an ideal headpack template. The

maximum distance deviation was 4.6 mm in the pursuit flight, and 2.8 mm in the

obstacle avoidance flights (see Figure B.3 in Appendix B.2). Hence, although the

ideal distance deviation without measurement error would of course be zero, the

actual distance deviation is in all cases smaller than the diameter of the headpack

markers, which implies that the markers are correctly labelled, albeit that their

precise positioning is subject to measurement error.

3.3.3 Modelling the bird’s view

We modelled the bird’s view of the scene in Blender 2.93.5 (Blender Online

Community, 2021) by defining a virtual camera whose movements are matched to

those of the bird’s head. However, as the headpack is arbitrarily placed on the

bird’s head, it is necessary to relate the headpack coordinate system to the bird’s

visual coordinate system. To do so, we make use of three assumptions (Minano

et al., 2021). First, we assume that the bird’s eye movements are negligibly small

relative to those of its head. This is a common assumption in similar studies,

especially those involving flight (Kano et al., 2018; Brighton et al., 2017; Ros

et al., 2017; Kress et al., 2015; Kane et al., 2014; Eckmeier et al., 2008). Second,

we assume that the bird fixates its gaze on points in the environment that can

be specified from first principles. For the pursuit case, we assume that the bird

fixates its gaze on the food presented to it during calibration. For the obstacle

avoidance case, we assume that the bird fixates its gaze on the perch centre as it

lands (Potier et al., 2016; Kress et al., 2015). Third, we assume that the bird holds

its eyes level when fixating the food presented to it, and also when in flight. Head

levelling behaviour has been reported multiple times in the bird flight literature

(Brighton et al., 2019; Ros et al., 2017; Warrick et al., 2002), and is confirmed

for the gaze calibration by the reference video.
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(a) Pursuit trial (b) Obstacle avoidance trial

Leg 1 Leg 2

Figure 3.3: Pursuit and obstacle avoidance flights. An overhead view of the motion capture
trajectories collected on the pursuit and obstacle avoidance trials is shown. Note the different
scale bar for each panel (bottom right). (a) The pursuit trial consists of one flight. The bird’s
head trajectory (light blue) is shown as it flies to intercept a moving target (orange). The bird
takes off spontaneously from the fist of a falconer standing 1 m behind the starting boxes (green
markers). The target is attached to a line that passes around a series of pulleys (red). It begins
hidden within the leftmost starting box in the flight shown, and is pulled by a linear motor located
at the top of the image (not shown). The curtain (black) is represented here as the best-fitting
plane to the reference markers attached to its edges. (b) The obstacle avoidance trial consists of
two flights, each corresponding to one leg of a back-and-forth flight (magenta arrows) between two
perches, with a bank of tall cylindrical obstacles located 1.5 m ahead of the end perch. The walls
(brown) are estimated as planes from the motion capture cameras’ positions and orientations. The
pursuit flight takes 2.5 s and the obstacle flights around 2 s each. Further details on the positions
of the reference markers for the different objects can be found in Appendix B.4.

We identified specific periods in the collected data in which we expect these

assumptions to hold most reliably. We used the data during these periods to

estimate v⃗gaze, the bird’s gaze direction, and n⃗sagittal, the normal to the bird’s

head symmetry plane (i.e., the sagittal plane). These vectors define the basis of

the visual coordinate system: the x-axis is defined parallel to n⃗sagittal (pointing

to the left side of the head) and the y-axis parallel to −v⃗gaze. We defined the x

and y axes in this way so that the visual coordinate system is close to parallel

to the motion capture coordinate system at the start of the trial; this facilitates
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the interpretation of the computed rotations. The following sections describe the

estimation of v⃗gaze and n⃗sagittal for the pursuit and the obstacle avoidance flights;

additional details are included in Appendix B.3.

3.3.3.1 Estimate for the pursuit flight

For the pursuit flight, we estimated the visual coordinate system using data from

the gaze calibration trial. In the corresponding reference video, we identified a

‘fixation phase’: a range of frames in which the bird is likely to be fixating on

the food reward while holding its head level. We identified these frames by a

characteristic behaviour of the bird, in which it lowers its head and prepares its

wings for a downstroke (see Appendix B.3.1, Figure B.5).

We estimated the bird’s forward gaze direction v⃗gaze by fitting a 3D line to the

food marker’s trajectory during the fixation phase, in an auxiliary coordinate system

linked to the headpack (RMSE = 47.5 mm for N = 462 samples, see Figure 3.4).

For the same range of frames, we estimated the orientation of the imaginary line

connecting the bird’s eyes, assuming the animal keeps its head approximately level

during that period. We identify this line with n⃗sagittal, the normal to the bird’s head

symmetry plane (i.e. the sagittal plane), which we define as positive when pointing to

the left side of the bird’s head. We compute n⃗sagittal as the unit vector perpendicular

to v⃗gaze that best approximates the normal to the sagittal plane in the headpack

coordinate system. We do this by solving the following least-squares problem:

θ∗ = arg min
θ

N∑
i=1

(z⃗world,i · n⃗sagittal(θ))2,

n⃗sagittal(θ) = (cosθ)⃗a + (sinθ)⃗b,

n⃗sagittal = n⃗sagittal(θ∗),

(3.1)

where z⃗world,i is the world’s z-axis in the headpack coordinate system (positive

opposite to gravity), a⃗ and b⃗ are an arbitrary orthonormal basis of the plane

perpendicular to v⃗gaze, and θ is the angle between n⃗sagittal and a⃗. The fit over the

N = 462 fixation frames yields a root-mean square residual of 0.04 (see Figure 3.5).
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(a) Motion capture coordinate system (b) Headpack coordinate system

Figure 3.4: Estimation of gaze direction for the pursuit flight. The trajectory of the
marker attached to the food reward in the gaze calibration trial is represented in two coordinate
systems: one that translates with the headpack and is parallel to the motion capture coordinate
system (a), and one fixed to the headpack (b). The estimated gaze direction v⃗gaze is the orthogonal
regression line (cyan) to the samples in the fixation phase (blue) in the headpack coordinate
system (b). The samples outside this phase are shown for reference (black, semi-transparent). The
food reward is presented to the bird at a distance between 0.5 and 1.5 m. Note how the position
of the food marker in the fixation phase in (b) falls within a small region, in contrast to the curved
trajectory it follows in (a), suggesting the bird is actively positioning the food reward on a small
area of its visual field during that phase. Inset in (b) shows the approximate orientation of the
headpack coordinate system relative to the bird’s head.

The origin of the visual coordinate system in the pursuit flight is defined as

the midpoint between the two lateral markers of the headpack (see appendix

Figure B.6a). We estimated this point to be close to the midpoint between the eyes,

the ideal origin of the visual coordinate system (Potier et al., 2016). From reference

images of the headpack on the bird’s head, we estimate that the origin is < 10 mm

from the midpoint between the bird’s eyes in the direction perpendicular to the

sagittal plane, and < 20.1 mm in the direction perpendicular to the headpack’s

baseplate (see Appendix B.3.2).

3.3.3.2 Estimate for the obstacle avoidance flights

For the obstacle avoidance flights, we estimated the visual coordinate system using

data from 15 trials with the same bird and headpack placement. Note that each trial

consists of two flights, which correspond to the two legs of the trial (see Figure 3.3).

From those 15 trials, 8 were recorded with obstacles in place, and 7 without them.
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(a) Estimation of sagittal plane (b) Local horizon

Figure 3.5: Estimation of the normal to the sagittal plane for the pursuit flight. We
estimated the normal to the sagittal plane n⃗sagittal (magenta), assuming the bird keeps its eyes
level during the fixation phase of the gaze calibration trial. In (a), dots represent the direction of
the world’s z-axis in the headpack coordinate system, during the fixation phase (blue markers)
and outside the fixation phase (black, semi-transparent). Samples outside the fixation phase show
larger variation in roll (i.e. rotation around the y-axis). In (b), the local horizon (i.e. the plane
perpendicular to the world’s z-axis in the headpack coordinate system) is represented for every
frame in the fixation phase (gray circular planes). The direction of the n⃗sagittal vector (magenta) is
the best-fit line that is perpendicular to the previously estimated v⃗gaze direction and is contained
in all these planes, in least-squares sense.

We identified two phases in all the flights within this set of trials: a final approach

phase, in which we expect the bird to fixate on the centre of the perch; and a

mid-flight phase, in which we expect the bird to keep its head level. We used these

two phases to estimate v⃗gaze and n⃗sagittal, respectively.

We estimated the bird’s forward gaze direction v⃗gaze using data from the final

approach phase. This phase was defined based on the bird’s distance to the landing

perch (0.5 to 1.0 m for the obstacle trials, 0.5 to 2.0 m for the no obstacle trials; note

that the obstacles were placed 1.5 m ahead of the end perch, as per Figure 3.3b).

We fitted a 3D line to the trajectory of the midpoint of the landing perch during

this phase, in a headpack coordinate system (see Figure 3.6). The root-mean square

error of the fit was RMSE = 65.6 mm, for N = 1274 samples. Results were similar

to those obtained by fitting each trial individually (see Appendix B.3.3, Table B.3).

We computed the normal to the sagittal plane n⃗sagittal following the same approach

as in the pursuit flight, using the data of the mid-flight phase. We defined this

phase to be when the bird was > 2 m away from either perch and flying at a speed

> 2.5 m/s; for all flights these conditions defined a continuous range of frames.
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We solved for n⃗sagittal using the set of equations in 3.1, and obtained a root-mean

square residual of 0.08 for N = 5056 samples (see Figure 3.7).

We defined the origin of the visual coordinate system as the centroid of the

headpack markers projected onto the headpack’s baseplate plane. This is different

to the definition used in the pursuit flight because we used a different headpack

design. From reference images, we estimate this point is within 12 mm of the

midpoint between the bird’s eyes in the direction perpendicular to the sagittal plane,

and within 17 mm in the direction perpendicular to the headpack’s baseplate

(see Appendix B.3.2).
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final approach - perching trials

final approach - obstacles trials

before/after final approach

Landing perch's midpoint during:

(a) Motion capture coordinate system (b) Headpack coordinate system 

Figure 3.6: Estimation of the gaze direction for the obstacle avoidance flights. The gaze direction v⃗gaze is estimated over 8 trials with obstacles
in place (obstacle trials) and 7 trials without them (perching trials). Note that each trial consists of two flights, which correspond to the two legs of the
trial (see Figure 3.3). The landing perch’s midpoint (grey and coloured dots) is represented from 5 m away until landing, in two coordinate systems: one
that translates with the headpack and is parallel to the motion capture coordinate system (a), and one fixed to the headpack (b). The estimated gaze
direction v⃗gaze is the orthogonal regression line (cyan) to the samples in the final approach phase (plotted blue for perching trials, and yellow for obstacle
trials) in the headpack coordinate system (b). Note the straightness of the perch’s midpoint trajectories in the headpack coordinate system in (b), and
compare this to the curvature of the lines in (a), which confirms unequivocally that the head pose was being stabilised in relation to the perch. Inset in
(b) shows the approximate orientation of the headpack coordinate system relative to the bird’s head.
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Figure 3.7: Estimation of the normal to the sagittal plane for the obstacle avoidance
flights. We estimated the normal to the sagittal plane n⃗sagittal (magenta) assuming the bird
keeps its eyes level during the mid-flight phase. The dots represent the direction of the world’s
z-axis in the headpack coordinate system during the mid-flight phase, for perching (blue) and
obstacle trials (yellow). Note that each trial consists of two flights, which correspond to the two
legs of the trial (see Figure 3.3). Samples outside of the mid-flight phase (black, transparent),
show qualitatively larger variation in pitch (i.e., rotation around the x-axis) and roll (i.e., rotation
around the y-axis).

3.3.3.3 Retinal margins

The retinal margins define the set of directions in the visual field that project on the

right or left retina; we represented the retinal margins of Harris’ hawks’ eyes in the

estimated visual coordinate system, using data from Potier et al., 2016 (Figure 3.8).

We identified the estimated gaze direction v⃗gaze with the direction of maximum

binocular overlap, based on the description of Fig. S1 in Potier et al., 2016. Further

details on the computation of the retinal margins are presented in Appendix B.3.5.

3.3.3.4 Virtual camera

We modelled the scene viewed by the bird in Blender, using a 360◦ virtual camera

whose translation and rotation per frame were matched to those of the estimated

visual coordinate system fixed to the bird’s head. As any vergence movements

of the eyes are unknown, we modelled the binocular visual field as a monocular

camera. We selected a resolution of 5 pixels per degree latitude and longitude,

which results in pixels within the bird’s visible visual field having a length and

width approximately 10 times larger than the minimum resolution angle of the

bird (Potier et al., 2016). For each flight, we rendered the view from this virtual
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(a) Front view (b) Back view

blind 

binocular
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Figure 3.8: Retinal margins of Harris’ hawks eyes. The retinal margins for the left (blue)
and right (red) eyes are shown on the unit sphere in the visual coordinate system, from the
front (a) and the back (b). The data points for the retinal margins from Potier et al., 2016
are represented by crosses. The blind (grey), binocular (pink) and monocular (blue) areas are
shown. The parallels on the sphere are plotted every 9◦ in latitude and the meridians every 18◦ in
longitude.

camera in the bird’s visual coordinate system using the Cycles rendering engine,

and produced RGB, depth, semantic and optic flow data per frame.

To test the effect of the bird’s head movements, we also defined a trajectory

coordinate system representing the pose of a horizon-levelled virtual camera whose

optical axis was directed tangent to the bird’s head trajectory (see Figure 3.9).

Specifically, we set the y-axis of the trajectory coordinate system parallel to the

birds’ head velocity vector and its x-axis parallel to the floor plane, whilst fixing

its origin to that of the visual coordinate system (see Appendix B.3.6). We again

rendered the view from a virtual camera following the motion of this trajectory

coordinate system for all three flights.

3.3.4 Hybrid model of the lab environment

We model the lab environment using a hybrid approach, which uses a combination

of geometric primitives for the simple geometries in the scene, and dense 3D meshes

for the most complicated ones. The dense 3D meshes are captured with a mobile

device, and expressed at acquisition time in the same coordinate system as the

motion capture trajectories. In this way we aim to minimise the modelling and

postprocessing effort, while producing realistic representations of the environment.
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(b) Trajectory coordinate system

(a) Visual coordinate system

Figure 3.9: The two coordinate systems used for rendering. For each flight, we produce
one set of renderings in which the virtual camera pose matches that of the visual coordinate
system, and one set in which it matches the pose of the trajectory coordinate system (see text for
definitions). The figure shows the pose of the virtual camera (yellow), the bird’s head trajectory
(black line) and the target’s trajectory (orange line), for a selected frame in the final stages of the
interception manoeuvre during the pursuit flight (ceiling and walls removed for clarity). In (a), the
camera tracks the estimated visual coordinate system, which we expect to be representative of the
pose of the bird’s visual field. In (b), the camera tracks the trajectory coordinate system, which
represents a horizon-level camera whose optical axis is tangent to the head trajectory. Although
the camera is represented schematically as a pyramid, a 360◦ virtual camera was considered.

We demonstrate the use of a hybrid model of the lab for the pursuit flight, modelling

the curtain using a dense 3D mesh, and the rest of the objects in the scene as

geometric primitives (see middle panel in Figure 3.2). In the obstacle avoidance

flights, we represented all the main elements of the scene using geometric primitives

(see Figure 3.10). The synthetic scene can easily be made more photo-realistic as
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required: as an example, we provide an RGB rendering in which we added texture

to the walls replicating the camouflage netting photographically (see Supplementary

videos ESM_1.avi and ESM_2.avi). Additional details on the 3D model of the

lab are included in Appendix B.4.

3.3.4.1 Geometric primitives

We modelled the floor, ceiling and walls of the lab as planes. We determined the

positions of the walls and ceiling from estimated points in the motion capture

system’s scaffolding, which we derived from the cameras’ positions and orientations

(see Appendix B.2.4). For the RGB renderings, we added texture to the walls

representing the camouflage netting that was hung from the walls of the lab to

provide a natural-looking texture and prevent the birds from perching. In the

pursuit flight, we modelled the pulleys as cones and the boxes covering the target’s

initial position as cuboids (see middle panel in Figure 3.2). We modelled the

target as a cylinder of 15 cm length and 2.54 cm diameter. We placed additional

reference markers on the curtain’s edges and on the wall netting at the curtain

gap, but only used them to measure deviation from our modelled geometry (see

Appendices B.1.2 and B.4.3). In the obstacle avoidance flights, we modelled the

obstacles as vertical cylinders, and the perches as horizontal cylinders, thereby

reducing each A-frame perch to the top rung on which the bird landed (Figure 3.10).

The position, orientation and size of these geometric elements was determined

from the retroreflective markers attached to the corresponding objects, and from

measurements of the dimensions of the real objects. Further details on the definition

of the geometric primitives are included in Appendix B.4.

3.3.4.2 Dense 3D map

To capture a dense 3D map of the curtain, we used the open-source SemanticPaint

framework (Golodetz et al., 2015; Golodetz et al., 2018), which is built on top of

InfiniTAM v3 (Prisacariu et al., 2017). We used the ASUS ZenFone AR smartphone

as a mobile mapping sensor, and to perform visual-inertial odometry (ZenFone
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Figure 3.10: Model of the lab environment for the obstacle avoidance flights. In the
obstacle avoidance flights, we modelled the lab environment using basic geometric primitives to
characterise the main elements in the environment. The walls, floor and ceiling were computed
from the positions and orientations of the motion capture cameras. The obstacles were modelled
as vertical cylinders and the perches as horizontal ones, reducing them to their top rung. The
positions of the perches and obstacles were determined from the reference retroreflective markers
attached to them. Their dimensions were derived from the motion capture markers, or from direct
measurements of the objects.

ZS571KL, ASUS, Taipei, Taiwan). To facilitate the integration of the mesh in

the virtual model of the lab, we captured it in the motion capture coordinate

system, using ArUco fiducial markers (Romero-Ramirez et al., 2018; Garrido-Jurado

et al., 2014). The voxel size was set to 10 mm and the truncation distance to

40 mm (4× the voxel size).

The coordinate transformations applied to express the mesh in the motion

capture coordinate system are summarised in Figure 3.11. By default, the 3D mesh

is captured in the SLAM world coordinate system, which is defined by the first

camera pose. To compute the required transform from the SLAM world coordinate

system to the motion capture coordinate system, we used an ArUco calibration

plate. This consisted of an ArUco fiducial marker of size 28.8 × 28.8 cm fixed to

an acrylic plastic sheet with three retroreflective markers (10 mm diameter) on

three of its corners. When brought into camera view, the coordinates of the ArUco

marker’s corners are computed in the SLAM world coordinate system. Since we

also placed retroreflective markers on these corners, their coordinates in the motion

capture coordinate system are also known. By defining an auxiliary coordinate
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system with these three points, we can compute the transform from the SLAM

world coordinate system to the motion capture one.

We used the open-source software MeshLab (Cignoni et al., 2008) to crop the

mesh, remove duplicate vertices, and remove isolated pieces. We found that the

floor plane of the mesh was slightly deviated from the motion capture system’s

xy-plane (2.4◦, see Appendix B.4.3), likely due to drift. We used MATLAB’s Point

Cloud Processing functions to fit a plane to the floor of the mesh (mean error = 3.8

cm), and to compute the required transform to match the fitted plane with the

motion capture’s XY plane. The transformed mesh deviated on average by 0.093 m

from the reference markers placed on the curtain’s edges, as they were registered

during the pursuit trial, and by 0.089 m from their position recorded just before

capturing the mesh. Further details on the postprocessing of the mesh and the

deviation metrics are included in Appendix B.4.3.

Auxiliary 
coordinate system

Motion capture 
coordinate 

Camera
coordinate system

SLAM world
coordinate 

system

Figure 3.11: Capturing the 3D dense map in the motion capture coordinate system.
By default, the 3D mesh is captured in the SLAM world coordinate system, defined by the
first camera pose. The camera’s trajectory (dashed line) and pose in this coordinate system are
computed via visual-inertial odometry. When the ArUco marker (shown in cyan) is brought into
camera view, the coordinates of three of its corners are computed in the camera coordinate system,
and thus via visual-inertial odometry they are also known in the SLAM world coordinate system.
Since we placed three retroreflective markers on these corners (grey circles), their coordinates
are also known in the motion capture coordinate system. The pose of an auxiliary coordinate
system defined by these three points is thus known in the motion capture coordinate system and
the SLAM world coordinate system, which allows us to compute the required transform. The
transforms between coordinate systems are shown in magenta, where T B

A represents the transform
from A to B.
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3.4 Results

For all three flights, we rendered the view from: (i) a virtual camera in the visual

coordinate system, representing the translation and rotation of the bird’s visual field

inclusive of all head movements; and (ii) a virtual camera following the trajectory

coordinate system, representing the translation and rotation of the bird exclusive

of rotational head movements. Videos containing each of the rendered outputs

per frame are included as Supplementary information (see Supplementary videos

ESM_1.avi to ESM_15.avi); a brief description of them is included in the section

3.6, and further details on how they were computed is provided in Appendix B.5.

As a demonstration of how these synthetic data can offer new insights into the bird’s

behaviour, we used the RGB and semantic data per frame to inspect the birds’ gaze

strategy, following a similar approach to the preliminary analysis presented by

Minano et al. (2021).

3.4.1 Pursuit flight

The RGB renderings in the visual coordinate system for the pursuit trial show

that the target remains within the bird’s area of binocular overlap for almost the

entire duration of the pursuit (see snapshots in Figure B.12, and Supplementary

videos ESM_1.avi and ESM_2.avi). In contrast, the target is not held steady or

centered within the trajectory coordinate system, for which the RGB renderings

display pronounced pitch oscillations. This comparison confirms that the bird

uses its rotational head movements to stabilize its gaze, and to keep the moving

target reasonably well centered within its visual field. To analyse these properties

quantitatively, we make use of the semantic data.

Figure 3.13 shows the frequency with which the target appears at each point in

the visual field during the flight. For each pixel, the figure displays the metric:

hi = ni

NAi

, (3.2)

where ni denotes the number of frames over which the ith pixel saw the target,

where N denotes the number of frames analysed, and where Ai denotes the solid
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angle covered by the ith pixel, normalised by the maximum solid angle that any

pixel covers. Note that as the output is an equirectangular projection of a sphere,

different pixels subtend different solid angles in the figure. We only consider those

pixels falling within the visible areas of the bird’s visual field, and exclude from

the analysis any frames in which the head transform was interpolated, and any

frames after interception (identified as the point at which the distance to the target

first reaches a local minimum in the final approach phase). The results show

that the target is held ±10◦ longitude and from −10◦ to 4◦ latitude in the visual

coordinate system for most of the flight (Figure 3.13a). This contrasts with the

results in the trajectory coordinate system, in which the target is not confined

to this central area at all (Figure 3.13b). However, a limitation of these results

is that they are affected by the apparent size of the target, and refer to data

aggregated across the whole of the flight. How does the target’s position in the

visual field vary quantitatively through the flight?

Figure 3.14 plots the evolution of the target’s edge contour in the visual

coordinate system, where the visual field is shown in equirectangular projection

and cropped close to the binocular area. The sections of flight before and after the

curtain are plotted separately for clarity (Figure 3.14a and Figure 3.14b respectively).

In the first section of the flight, the target begins drifting across the visual field, but

then seems to be stabilised at approximately 10◦ longitude (Figure 3.14a). Target

tracking seems to be lost temporarily as the bird turns around the curtain (green

contours in Figure 3.14a), but is quickly recovered with the target now stabilised at

−10◦ longitude (Figure 3.14b). Towards the end of the flight, the target gradually

becomes centred in the visual field, looming until interception. The same evolution

can be seen by inspecting the longitudinal position of the boundaries and midpoint

of the target through time (Figure 3.14c). The target’s boundaries also remain

between −10◦ and 4◦ latitude for most of the flight, except at takeoff, when turning

around the curtain, and at final interception (Figure 3.14d).

For comparison, we computed the equivalent path of the target as seen from

the trajectory coordinate system (Figure 3.15). In the first part of the flight, the
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target shows considerably more oscillations in the vertical direction, likely reflecting

wingbeat oscillations (Figure 3.15a). However just before turning around the curtain,

the target appears to be aligned longitudinally with the bird’s head velocity vector.

In the second part of the flight (Figure 3.15b), the target is clearly not aligned with

the head’s velocity vector, drifting out of the central area of the trajectory coordinate

system (Figure 3.15b). The comparison of Figures 3.15b and Figure 3.14b reflects

how the estimated gaze direction diverges from the bird’s velocity vector in the final

phase of interception. In summary, although the moving target was not perfectly

stabilised in the bird’s visual field and sometimes appeared to be held at ±10◦

longitude, rather than being centered, the effect of the bird’s head movements was

to keep the target contained within the area of binocular overlap (Figure 3.14a).
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(a) t = 0.14 s (b) t = 0.77 s (c) t = 0.99 s (d) t = 1.76 s (e) t = 2.13 s

Figure 3.12: Snapshots of the rendered pursuit flight. The spheres representing the bird’s visual field show the animal’s point of view as it is
flying through the lab; the retinal margins for the left (blue line) and right (red line) eyes are shown for reference, as well as the blind area in the visual
field (black). Note that because the spheres are represented using an orthographic projection (right panel), not all the visual field of the bird is visible.
The inset shows the approximate orientation of the estimated visual coordinate system on the bird’s head. The full flight takes 2.5 s.
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(a) Visual coordinate system

(b) Trajectory coordinate system

h

h

Figure 3.13: Semantic heatmap for the target. The heatmaps show the value of h as the
frequency with which the target appears at each pixel in the visual field throughout a flight,
normalised by the pixels’ subtended solid angle. Results are shown for a camera following the
visual coordinate system (a), and the trajectory coordinate system (b). The virtual camer axis is
marked by a red star: it corresponds to the estimated gaze direction v⃗gaze in the visual coordinate
system, and the velocity vector direction in the trajectory coordinate system. In the virtual
coordinate system (a), the target appears centred in the binocular area throughout the flight. In
the trajectory coordinate system (b), it doesn’t appear constrained to this region. We considered
n = 337 frames, from the takeoff frame to the interception frame, and excluded the frames in which
the head translation or rotation was interpolated. Note that the visible area in the bird’s visual
field extends beyond what is shown in this projection (orthographic). The colourbar maximum
value was set to match the maximum value observed in the visual coordinate system data. The
visual field is represented as seen from the bird’s point of view

.
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(a) before turning the curtain (b) after turning the curtain

(c) longitude boundaries of the target over time

(d) latitude boundaries of the target over time

Figure 3.14: Trajectory of the target in the bird’s visual field. The contour of the target
is represented per frame in an equirectangular projection of the area around the estimated gaze
direction v⃗gaze (red star), for the frames before (a) and after (b) turning around the curtain. The
colormap indicates time through the flight. The extension of the target in longitude and latitude
over time is shown in (c) and (d) respectively, with the maximum (purple) and minimum (green)
values represented per frame, and their mean (blue). For the frames in which the bird’s head
transform was interpolated, these values are shown in black. The blue vertical line in (c) and (d)
indicates the frame that defines the data split before and after turning the curtain, into (a) and
(b). Reference lines are shown in (c) and (d) at ±10◦ (red dashed lines) and at 4◦ latitude in (d)
(yellow dashed line). The normalised time is 0 at the takeoff frame, identified when the bird dips
its head just before the takeoff jump; note that it takes some frames for target to be visible but
the linear motor pulling it was already triggered. The normalised time is 1 at interception, when
the bird and the target reach a local minimum in distance in the final terminal phase. The data
shown covers 2.145 s.
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(b) after turning the curtain(a) before turning the curtain

Figure 3.15: Trajectory of the target in the trajectory coordinate system. The contour
of the target is represented per frame in an equirectangular projection of the area around the
camera axis (red star) in the trajectory coordinate system. The virtual camera’s axis corresponds
to the head velocity vector. The retinal margins of the bird’s right (red) and left (blue) eyes,
relative to the virtual camera’s axis, are show for reference. The data is split following the same
criteria as in Figure 3.14, separating the frames before (a) and after (b) turning around the curtain.
The colormap indicates time through the trial. Note that in the first part of the flight the target
shows oscillations in the vertical direction, likely reflecting the unstabilised wingbeat induced
motion of the head in the trajectory coordinate system. In the second part of the flight, the target
is not constrained to the equivalent of the binocular area, showing that the velocity vector of the
head trajectory is not aligned with the target.

3.4.2 Obstacle avoidance flights

The RGB renderings of the visual coordinate system for the obstacle avoidance trials

show the obstacles located towards the centre of the visual field (see Supplementary

videos ESM_8.avi and ESM_9.avi for leg 1, and Supplementary videos ESM_12.avi

and ESM_13.avi for leg 2). This is not the case for the renderings of the same flights

in the trajectory coordinate system, in which the obstacles are not centred, and where

wingbeat oscillations are clearly visible (see Supplementary videos ESM_10.avi and

ESM_11.avi for the flight corresponding to leg 1 of the trial, and Supplementary

videos ESM_14.avi and ESM_15.avi for the flight corresponding to leg 2). This

confirms that the bird actively stabilises its visual field against the pitch oscillations

associated with its wingbeat, and also directs its gaze so as to keep the obstacles

broadly centered. In this case, however, close inspection of the semantic data reveals

a more subtle interpretation of how the bird is directing its gaze.
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As the obstacles occupy a much larger portion of the field of view than does

the target shown in the cropped equirectangular projections of Figure 3.14, we

display the evolution of the obstacles’ edge contour using an orthographic projection

to reduce distortion in Figure 3.16. The obstacles’ edge contour is represented

from the point of takeoff until the point at which the landing perch is visible

without occlusion. The data show that the nearside edge of the obstacles seen by

the bird remains aligned longitudinally with the centre of the visual coordinate

system in both flights (Figure 3.16, top row). This alignment does not appear for

the semantic data rendered within the trajectory coordinate system (Figure 3.16,

bottom row), which reinforces the role of the bird’s head movements in fixating

the obstacles’ nearside edge.

Figure 3.17 plots how the longitudinal positions of the nearside edge, the farside

edge, and the midpoint of the obstacles and landing perch evolve through time. For

the obstacle avoidance flight comprising the first leg of the trial, the nearside edge

of the obstacles appears to remain approximately aligned with the centre of the

visual field until the point at which the landing perch first becomes fully visible

(Figure 3.17a). Beyond this point, the midpoint of the landing perch becomes the

object most closely aligned with the centre of the visual field. For the obstacle

avoidance flight comprising the second leg of the trial, the nearside edge of the

obstacles is again aligned closely with the bird’s estimated gaze direction until

the point at which the landing perch becomes visible. The bird then appears to

make a head saccade, such that its new gaze direction aligns with the nearside

edge of the landing perch, which remains the case for approximately the next

0.8 s (Figure 3.17b). The bird then seems to make another head saccade, such

that its estimated gaze direction becomes most aligned with the midpoint of the

perch. Both head saccades can be seen in the corresponding RGB rendered video

(Supplementary videos ESM_12.avi and ESM_13.avi).

In summary, when avoiding the obstacles, the bird stabilized and centered the

nearside edge of the obstacles in its visual coordinate system. The bird switched

to fixating the perch once this was fully visible, looking at the nearside edge of
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the perch first in one of the flights, and then at its midpoint before landing. It is

important to note that the latter statement is inevitable for the final set of frames

that we used to calibrate the bird’s gaze direction under the assumption that the bird

would look at the midpoint of the perch when landing. However, the coincidence of

the edge of the obstacles with the centre of the visual coordinate system provides

strong internal support for the reliability of its calibration, and the midpoint of

the perch was found to be centered within the visual coordinate system from well

before the start of the set of frames that were used in the calibration (Figure 3.17).

3.5 Discussion

Here we have presented a method generating synthetic visual inputs characterising

the visual experience of a bird whose head pose is recorded in flight using a motion

capture system or other measurement system providing similar data (e.g. a head

mounted inertial measurement unit). Although we have limited our analysis of

these data to presenting simple metrics for three flights as an illustration of the

method, these are already sufficient to show the potential of using synthetic data

generated using our method to investigate how birds use vision to guide and control

their flight. Comparable analyses would be exceedingly challenging using video data

from head-mounted cameras, given the attendant limitations on payload, resolution,

field of view, and motion blur, and would be much more limited if relying on point

estimates of the bird’s gaze direction in relation to prominent visual features in

the environment. Our method allows us to define alternative gaze strategies, by

comparing our renderings in the visual coordinate system to renderings in the

trajectory coordinate system, in order to inspect counterfactual scenarios. Again,

this would be difficult or impossible to do using any of the other reviewed approaches.

3.5.1 Key features of rendering method

Our rendering method uses a hybrid approach to model the lab environment,

which combines basic geometric primitives defined using the motion capture data
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Visual 
coordinate 
system

Trajectory 
coordinate 
system

Leg 1

Leg 1

Leg 2

Leg 2

Figure 3.16: Trajectory of the obstacles in the visual field sphere. The contour of the
obstacles is represented in the virtual camera’s visual field per frame (coloured semi-transparent),
for both obstacle avoidance flights, from takeoff until the perch is fully visible (i.e. until the second
blue dash vertical line in Figure 3.17, included). The colormap indicates time through each flight.
For the frames in which the camera’s transform was interpolated (because not enough markers
were reconstructed), the contour of the obstacles is shown in black. The retinal margins of the
bird are shown for the left eye (blue line) and right eye (red line), and the virtual camera’s axis is
shown for reference (red star). Note that the virtual camera’s axis corresponds to the estimated
gaze direction v⃗gaze in the visual coordinate system (top row), and to the head velocity vector in
the trajectory coordinate system (bottom row). In the visual coordinate system, the leftmost edge
of the obstacles stays largely aligned with the estimated sagittal plane in both flights. In contrast,
in the trajectory coordinate system, the obstacles are not stabilised in the vertical direction and
they are not aligned with the head velocity vector. The visible area in the bird’s visual field
extends beyond what is shown in this orthographic projection.
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inside edge

mid-subtended angle

outside edge

Obstacles: 

inside edge

mid-subtended angle

outside edge

Landing perch: 

Leg 1

Leg 2

Figure 3.17: Extension in longitude of the obstacles set and the landing perch per
frame, in the obstacle avoidance flights. The evolution in time of the obstacles’ and
the landing perch’s extension in longitude is represented for the two obstacle avoidance flights,
corresponding to leg 1 (top panel) and leg 2 (bottom panel) of the trial. The obstacles’ inside and
outside edges relative to the bird’s turn are shown in orange and red, and the landing perch’s in
purple and green. For reference the midpoint of the angle subtended by the obstacles is shown
in yellow, and in blue for the landing perch. Black markers denote frames in which the bird’s
head transform was interpolated. The range of frames when the landing perch per leg is partially
occluded by the obstacles is marked between two vertical dashed lines. Note that because objects
curve when they are close to the poles of the spherical virtual camera, it may be that the landing
perch is fully visible but its longitudinal extension overlaps with the obstacles’ one (e.g. around
225 frames from takeoff; see Supplementary videos ESM_8.avi and ESM_9.avi). The first and last
frames used to estimate the bird’s gaze direction v⃗gaze are marked with vertical red dashed lines.
In leg 1, the obstacles appear within the central part of the visible field after 350 frames, but in
reality the would be occluded by the bird’s body (see Supplementary video ESM_8.avi). In leg 2,
we can visually identify two potential head saccades: one 87 frames after takeofff, seems to align
the estimated gaze direction with the left edge of the landing perch, as seen by the bird; the other
one 242 frames after takeoff, seems to align the estimated gaze direction with the perch’s centre
(see Supplementary videos ESM_12.avi and ESM_13.avi). The sampling rate is 200 Hz.
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with dense 3D maps of features with more complex geometry. In this way, we

avoid the accumulated drift and noise typical of large 3D maps, whilst reducing

the modelling effort for the most intricate shapes, and making the most of the

accurate motion capture data. To facilitate the integration of the dense meshes

within the geometric model of the environment, they are expressed in the same

coordinate system as the motion capture data at the point of acquisition. We have

demonstrated the applicability of this hybrid approach for a simple example of

reconstructing a curtain that was hung to act as an obstacle to the bird. However,

the method would be especially relevant for modelling natural-looking environments

with more complicated features, such as small trees. As an illustration of the

viability of this approach, Figure 3.18 shows the 3D mesh of a set of trees that

we placed around the lab and captured using SemanticPaint, in this case using

a Kinect v1 as the mapping sensor.

3.5.2 Behavioural analyses: pursuit flight

Our analysis of the synthetic reconstructions demonstrate the potential of using

these to provide further insight into the bird’s behaviour. During the pursuit flight,

we found that the target is held within the area of the bird’s binocular overlap for

most of the flight. Modelling a counterfactual gaze strategy, in which the virtual

camera’s principal axis is aligned with the bird’s head velocity, corroborates our

conclusion that the bird actively directs its gaze to keep the target in this region of

the visual field. Inspecting the evolution of the target’s position in the visual field

through the flight, we find that the bird fixates the target at ±10◦ longitude from

the estimated gaze direction, and only centres it towards the terminal interception

phase. In common with most other raptors, Harris’ hawks have two points of

high-resolution vision per retina: one projecting frontally and the other laterally

(Mitkus et al., 2018; Potier et al., 2016). Whilst it would be premature to draw

any firm conclusions from data for a single flight of a single bird, we hypothesise

that these locations at ±10◦ longitude in the visual field may correspond to the

projections of the frontal foveae of the bird’s left and right eyes. These are estimated
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to be located at between 9◦ and 16◦ longitude from the forward direction of the head

in most raptors (Frost et al., 1990; Kane et al., 2014; Tucker, 2000), and so unlike in

humans, they may not project to a single point in the visual field—even when the

eyes converge (Tyrrell et al., 2018). This being so, our results could indicate that the

bird tracks the target with one or other of its frontal foveae throughout the flight,

before centering it in the visual field prior to interception and producing a symmetric

looming stimulus. It is also interesting that when the bird loses track of its target as

it makes a sharp turn at the curtain, it appears to reacquire it with the other fovea.

3.5.3 Behavioural analyses: obstacle avoidance

In both obstacle avoidance flights that we analysed, we found that the inside edge

of the obstacles was aligned with the longitudinal centre of the visual field for

substantial portions of the flights in which the obstacles were visible. Again this

was not observed in the counterfactual gaze strategy that we considered, in which

the virtual camera’s principal axis was aligned with the bird’s head velocity. This

is in accordance with previous findings from other birds (Kress et al., 2015) and

humans (Raudies et al., 2012; Rothkopf et al., 2009), which both seem to fixate

on the edges of objects than can be perceived as obstacles, and on the centre of

objects perceived as goals. Moreover, in the flight corresponding to the second

leg of the trial, the bird seemed to align its visual field first with the edge of the

landing perch and then with its centre (see Supplementary videos ESM_12.avi and

ESM_13.avi, around frames 2029 and 2184 as numbered in the video). This is

also in line with previous reports in lovebirds (Kress et al., 2015) and may reflect

a strategy based on aiming at intermediate goals. The agreement with previous

works indicates that our approach is reasonable. However, as with the pursuit

flight, these hypotheses can only be confirmed or rejected by analysing the complete

set of flights across different individuals.

110



3.5.4 Limitations and future work

We aimed to develop a reconstruction method that would enable the collection of

large amounts of data from many individuals. Some key steps that we have taken

towards this goal include our non-invasive tracking of head pose using marker-based

motion capture, our programmatic definition of geometric primitives based on motion

capture markers placed on objects in the environment, and our automated integration

of the dense 3D maps on the motion capture coordinate system. The key limitation in

our current pipeline is the need to calibrate the visual coordinate system against the

coordinate system of the headpack, which we achieve using two alternative methods

sharing common assumptions. A second potential limitation of the reconstruction

method is its representation of a binocular system using a monocular visual field.

One way of overcoming both limitations would be to combine data from calibrated

stereo cameras with the motion capture data. This could allow the pose of the

head to be calibrated directly within the headpack coordinate system, also allowing

measurement of the stereo baseline of the eyes. The potential for exploiting

this approach is demonstrated by recent work by Naik (2021), who developed an

annotation tool to obtain the 3D coordinates of identifiable features on a bird,

such as its bill and eyes, with respect to its head. This will be a key focus of our

future work, as it will allow us to streamline the process and obtain more accurate

estimations of the visual coordinate system. Other potential improvements could

involve automating the correction of the dense 3D maps, potentially using the

reference motion capture markers in the mapped objects as fiducials. An improved

ArUco plate would also be an easy way to improve floor alignment. Exploring

the possibilities for tracking eye movements would also be of interest in providing

better estimates of the range of the motions, or defining a more accurate visual

coordinate system (Holmgren et al., 2021).

There is still much to learn about how animals interact with their environment,

and innovative methods such as the one we propose open a wide range of possibilities

for behavioural analysis. Understanding the role of active vision in bird flight may
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Figure 3.18: 3D model of a forest environment in the lab. We used a mix of 20 small
trees (laurel and bay trees) of under 2 m height to recreate a forest environment in the motion
capture lab. The 3D model was captured using SemanticPaint and a Kinect v1 as a mapping
sensor. Note that in this case the world coordinate system of the captured map is not aligned
with the motion capture coordinate system.

reveal efficient processing strategies that could be translated to autonomous systems.

Human-inspired active vision has already been explored for robotic applications

(Seara et al., 2004; Seara et al., 2002; Seara et al., 2001), as active observers have

been shown to solve basic vision problems more efficiently than passive ones, with

many ill-posed problems becoming well-posed (Aloimonos et al., 1988). Visual-

guidance algorithms could also be tested directly using the data generated with

our approach, similar to the method followed when studying navigation in homing

ants by Ardin et al. (2015). The generated synthetic data could also be useful as

naturalistic visual stimuli in studies on motion sensitive neurons in birds, similarly

to the work by (Eckmeier et al., 2013). Finally, large datasets collected with this or

similar methods could be combined with inverse reinforcement learning frameworks,

leading to data-driven models offering new insights into the bird’s gaze strategy in

flight; similar approaches already exist that make use of human motion capture data

to generate active-sensing behaviours in synthetic humanoids (Merel et al., 2020).

In conclusion, we see many exciting opportunities for mutual collaboration between

the animal behaviour and computer vision communities in all of these areas.
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Table 3.1: Description of supplementary videos. We provide supplementary videos for the
rendered output per trial. The description field in the table specifies the output data represented
in the video, the coordinate system the virtual camera is tracking in the video and the projection
used.

Trial Filename Description
(output, coordinate system tracked, projection)

Pursuit

ESM_1.avi RGB, visual coordinate system, orthographic
ESM_2.avi RGB, visual coordinate system, equirectangular
ESM_3.avi Depth, visual coordinate system, orthographic
ESM_4.avi Semantic, visual coordinate system, orthographic
ESM_5.avi Optic flow, visual coordinate system, orthographic
ESM_6.avi RGB, trajectory coordinate system, orthographic
ESM_7.avi RGB, trajectory coordinate system, equirectangular

Obstacle
avoidance

Leg 1

ESM_8.avi RGB, visual coordinate system, orthographic
ESM_9.avi RGB, visual coordinate system, equirectangular

ESM_10.avi RGB, trajectory coordinate system, orthographic
ESM_11.avi RGB, trajectory coordinate system, equirectangular

Leg 2

ESM_12.avi RGB, visual coordinate system, orthographic
ESM_13.avi RGB, visual coordinate system, equirectangular
ESM_14.avi RGB, trajectory coordinate system, orthographic
ESM_15.avi RGB, trajectory coordinate system, equirectangular

3.6 Supplementary videos

We provide the rendered outputs as video supplementary material. For the pursuit

flight, we include videos for the RGB, semantic, depth and optic flow synthetic

data generated. For the obstacle avoidance flights, we include RGB videos. All

videos are reproduced at 20Hz, (1/10 of the real speed), except the optic flow video

which is reproduced at 5 Hz (1/40 of the real speed). The frame numbering shown

in the videos follows the motion capture data system’s numbering. A description

of each of the video files included is presented in Table 3.1.

The RGB outputs are presented using two projections: equirectangular, in which

the geometry appears distorted, but which shows the complete field of view of the

bird; and orthographic, in which the distortion is reduced but doesn’t include the

most peripheral regions of the bird’s visual field. The rest of the rendered outputs

are only represented in orthographic projection. Note that for the orthographic

case, the point of view is as if looking frontally to the bird’s visual field sphere
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(see Figure B.12). In all videos, a red contour around the figure indicates the head

transform for that frame was interpolated. The retinal margins and the blind areas

of the bird’s visual field are overlaid on the rendered output.

In the optic flow video, the colormap represents for each frame the instantaneous

angular speed per pixel, in degrees per second. The colourbar is in logarithmic

scale and capped at 10◦/s in the lower bound and 1000◦/s in the upper bound.

The vector field results from the transformation of the output data from pixel

space to the surface of the unit sphere. Further details on the computation of

the videos are included in Appendix B.5.
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4.1 Abstract

In animals with well-developed visual systems, vision is an active process: in goal-

directed behaviours, gaze is actively directed towards the information that will enable
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a successful execution of the task. Consequently, gaze motion patterns provide

information about the cognitive processes that take place during the execution

of these tasks, and can reveal important aspects about the information required,

as well as how and when it is acquired. Here, we investigate the gaze strategy

used by Harris’ hawks when executing two flight manoeuvres key to their survival:

perching and obstacle avoidance. In birds, eye movements relative to the head

are limited, and head orientation is frequently used as a proxy for gaze direction.

We tracked the head movements of four hawks in flight with a high-speed motion

capture system. We used the data to model the birds’ visual fields in flight in

a computational environment, as virtual cameras moving in a 3D model of the

lab. Using a rendering engine, we generated semantic descriptions of the birds’

visual input at every timestep along each flight. We used a subset of the generated

synthetic data to characterise the birds’ gaze strategy around the landing perch and

the obstacles. We found that Harris’ hawks use distinct gaze strategies for these

two elements: during perching manoeuvres, the landing perch is centred in the

visual field for a substantial period; in an obstacle avoidance flight, the obstacle’s

edge is aligned frontally with the bird’s sagittal plane. This suggests that the birds

adapt their gaze strategy around goals (or elements to intercept), and obstacles (or

elements with which to avoid colliding), and is in line with previous reports of similar

behaviour in humans and other birds. However in relation to the landing perch,

we found that a centring gaze strategy was not always sustained throughout the

flight. Our results suggest that the birds spend more time aligned with the perch’s

edge, and less time aligned with the perch’s centre, when the trajectory involves

more turning. This behaviour has previously been reported in lovebirds while

turning, and may reflect a steering strategy based on fixating intermediate targets.

In relation to the obstacles, we estimated that the birds stopped fixating the edge

of the obstacles frontally in their visual fields when they were 1.5 m ahead of them

on average, and 0.3 s before passing around them. This study allowed us to explore

different methods of analysis, and define a set of hypotheses to verify with the full

dataset in the future. Understanding how birds actively direct their visual input in
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flight may not only reveal important aspects about their sensory-motor decisions in

flight, but also inspire new vision-based strategies for autonomous flying systems.

4.2 Introduction

In animals with well-developed visual systems, vision is in large part an active

process: through a variety of eye, head and body movements, animals are able to

manipulate the position and orientation of their gaze relative to their environment

(Land et al., 2012). In visually-guided tasks, top-down (task driven) mechanisms of

gaze control typically dominate over bottom-up (saliency driven) ones (Land, 2006;

Mole et al., 2021). As a result, gaze motion patterns can be very informative about

the cognitive processing the animals are engaged in (Rothkopf et al., 2007), and

provide valuable insight into what information is required to successfully execute

a task, how it is acquired or when (Hayhoe, 2017).

For many animals, gaze stabilisation and control are vital in guiding their

locomotion (Land et al., 2012). In humans, active gaze control in locomotion

has been widely studied, from walking (Matthis et al., 2022; Matthis et al., 2018;

Pelz et al., 2007), to steering while driving (Land et al., 1994; Mole et al., 2021;

Pekkanen et al., 2017; Lappi, 2022) or cycling (Wilkie et al., 2008). Humans have

been reported to direct their gaze with a constant lookahead of 1.5 to 2 s when

walking over terrains of varying complexity (Matthis et al., 2018), and while steering

cars (Land et al., 1994; Mole et al., 2021) and bicycles (Wilkie et al., 2008). When

steering while driving, they have been shown to fixate their gaze on the inside edge

of the road, particularly on the stationary point of the curve (Land et al., 1994).

When walking, they have been reported to more frequently target the centre of

objects they aim to approach, and the edge of objects they mean to avoid (Rothkopf

et al., 2007; Rothkopf et al., 2009; Raudies et al., 2012). However, animals have a

wide range of visual systems (Martin, 2007) and modes of locomotion, and therefore

gaze strategies could be dramatically different across species (Yorzinski, 2019).
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Very few studies have investigated how non-human animals use gaze to guide

their locomotion (Yorzinski, 2019; Billington et al., 2020), presumably due to

challenges such as experimentally reproducing realistic visual environments, or

adapting eye-tracking equipment to a variety of species (Billington et al., 2020).

Regarding terrestrial locomotion, a set of studies investigated the acquisition of

visual information in cats relative to their step cycle (Volgushev et al., 2022; Zubair

et al., 2019; Rivers et al., 2014). An eye-tracking setup was used with peahens in

Yorzinski (2019) to study visual attention while jumping on and off a perch. In aerial

locomotion, the role of active vision in flying insects has been the most studied: flies,

bees and hawkmoths have all been reported to shape their visual input with specific

head or body movements (Schilstra et al., 1998; Cellini et al., 2020; van Breugel

et al., 2012; Windsor et al., 2017; Egelhaaf et al., 2012; Boeddeker et al., 2010). A

recent work by Ravi et al. (2022) explored the gaze strategy of bumblebees around

obstacles, and showed that the insects’ head stabilisation enabled them to detect

obstacles based on motion contrast against the background. For the case of birds,

the role of gaze in flight has mostly been studied by inspecting head stabilisation

in relation to the environment. For example, saccade-fixation patterns, in which

periods of gaze stabilisation are separated by fast gaze shifts, have been reported

in head movements of pigeons (Ros et al., 2017b), zebra finches (Eckmeier et al.,

2008) and lovebirds (Kress et al., 2015) during turning manoeuvres. Head motion

patterns have also been investigated in pigeons flying through a forest of horizontal

poles (Ros et al., 2017a), and homing over a natural landscape (Kano et al., 2018).

However, only a few studies have specifically related objects in the environment to

the birds’ gaze direction in flight. In the work by (Kress et al., 2015), birds making

tight turns were found to fixate high-contrast features frontally in their visual fields.

In Lin et al. (2014), the head orientation of pigeons in flight was analysed in relation

to a set of vertical obstacles they traversed, but to develop a gap-aiming steering

model of their flight paths, rather than to inspect the features likely fixated by

the birds. Both of these works analysed the gaze strategy of the birds, focusing

on head movements in yaw in a two-dimensional approach.
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Here, we present a study investigating the gaze strategies of Harris’ hawks

executing perching and obstacle avoidance manoeuvres. We carried out motion

capture experiments with four birds, and used the data to recreate the position

and orientation of the birds’ visual fields in flight in a computational environment.

With a rendering engine, we generated detailed information about the visual scene

the birds experience while flying to the perch and avoiding obstacles. Contrary

to previous approaches, our method allows us to analyse the full visual field of

the birds and the full 3D movements of their heads. We found that the birds use

distinct gaze strategies around the landing perch and the obstacles: while the perch

is stabilised and centred in the birds’ visual field through most of the perching

manoeuvre, the inside edge of the obstacles relative to the turn is fixated frontally

when the birds fly around them. In relation to the perch, our results suggest that

the birds are more likely to deviate from a perch-centring strategy, and instead to

fixate the edge of the perch frontally, when the trajectory involves more turning.

This study allowed us to explore different methods of analysis and to define clear

hypotheses that can be verified with the full dataset in the future.

4.3 Methods

We tracked the head movements of N = 4 Harris’ hawks executing perching and

obstacle avoidance manoeuvres in a motion capture lab, and reconstructed their

visual experience synthetically over n = 97 flights. Specifically, we used the motion

capture data collected across all flights per bird to estimate a coordinate system

representative of each bird’s visual field. For each flight, we modelled the bird’s

visual field in a 3D computer graphics package (Blender, version 2.93.5, Blender

Online Community, 2021), using a virtual camera moving through a model of the

lab environment. Using Blender’s rendering engine (Cycles), we produced semantic

maps per frame for all flights: these specify the object to which each pixel rendered

by the virtual camera back-projects. We combined the semantic maps generated

with data available in the literature defining the different regions in the visual

fields of Harris’ hawks (Potier et al., 2016), to analyse the hawks’ gaze strategies in
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flight. The methodology applied here follows the one presented in Chapter 3 for

the obstacle avoidance trial; the obstacle avoidance trial presented in Chapter 3

for demonstration is one of the Drogon trials analysed here.

4.3.1 Motion capture experiments

The birds flew in a volume of size 12.0 m × 5.3 m ×3.3 m, instrumented with 22

motion capture cameras (Vicon Vantage V16; 200 Hz sampling rate). To track the

birds’ heads, we designed 3D-printed ‘headpacks’ with four spherical retroreflective

markers each (6.4 mm diameter), which we fixed to the birds with a Velcro patch

glued to their heads (see Appendix C.1). For each bird, we attached the headpack

just before recording its set of trials, and removed it immediately after.

We recorded two types of trial: perching and obstacle avoidance. In the perching

trials, the birds flew from a starting perch to an end perch (first leg of the trial), and

back (second leg). The perches were placed 9 m apart, along the longitudinal axis of

the room. In each trial, we randomly selected the perches’ lateral positions from one

of three options (set 1 m apart, see Figure 4.1, left panel). In the obstacle avoidance

trials, we followed the same procedure, but added four cylindrical styrofoam pillars

of 0.3 m diameter and 2 m height, 1.5 m ahead of the end perch (Figure 4.1, right

panel). Note that each recorded trial consists of two flights, which correspond to the

two legs of the trial. To locate the main elements in the environment, we fixed large

markers (14 mm diameter) to the edges of the perches and the tops of the obstacles.

In this chapter, we include results for n = 97 flights across N = 4 birds; the

number of flights per bird is shown in Table 4.1, and the recorded trajectories are

represented in Figures 4.2 and 4.3. Note that the dataset is not balanced within

obstacle avoidance flights. This is because two of the birds flew over the obstacles,

rather than around them, in some of the flights executed in leg 2 of the trials

(see trajectories in black in Figure 4.3). This happened for 4 flights executed by

Charmander and 1 flight executed by Ruby; we deal with these flights separately

in the following sections. The flights analysed in this chapter are part of a larger

experimental campaign in which we recorded n = 279 trials in total. Here, we use a
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Figure 4.1: Experimental setup for the perching and obstacle avoidance trials. A
top-down view of the experimental setup for the perching and obstacle avoidance trials is shown.
In the perching trials (left), the bird flew from the starting perch (red) to the end perch (blue) in
leg 1 of the trials, and back in leg 2 of the trials. The perches were 9 m apart and we randomly
selected their lateral positions from one of three options, set 1 m apart (shown in semi-transparent
red and blue). In the obstacle avoidance trials, we additionally placed a set of four obstacles 1.5
m ahead of the end perch (black white-filled circles, centres highlighted with black markers). The
trajectories of the markers on the bird’s headpack are shown (magenta), as well as the estimated
position of the walls (yellow).

subset of the data to consolidate our analytical approach, and plan to verify our

hypotheses with the full dataset as part of the future work. Although the resulting

dataset is not balanced across birds, we consider that it is still useful for our aim

of consolidating the method of analysis. Further details on the motion capture

experiments and the full dataset are included in Appendix C.1.

We used the motion capture system’s software Vicon Nexus v2.8.0 (Vicon

Motion Systems Ltd., Oxford, UK) to extract the unlabelled 3D coordinates of the

retroreflective markers, and used custom scripts in MATLAB (version 2020b, The

Mathworks Inc., 2020) to label them, handle missing data, extract the headpacks’

positions and orientations, and compute the simplified geometry of the environment.

The headpack markers’ labels were computed following the ground-truth labelling
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Figure 4.2: Perching flights per bird. The figure shows a top-down view of the trajectories
of the birds’ heads in the perching trials, grouped by bird. Each trial consists of two flights, which
correspond to the two legs of the trial. Flights of the same trial are represented in the same colour.
The total number of flights per bird n is shown. The trajectories are represented in a grid of 1
m spacing, in the motion capture coordinate system; its orientation is shown in the bottom-left
corner. The takeoff position for leg 1 of the trials would be located at the bottom of the image.
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Figure 4.3: Obstacle avoidance flights per bird. The figure shows a top-down view of
the trajectories of the birds’ heads in the obstacle avoidance trials, grouped by bird. Each trial
consists of two flights, which correspond to the two legs of the trial. Flights of the same trial are
represented in the same colour. The total number of flights per bird n is shown. For Charmander
and Ruby, n includes the flights in which they flew over the obstacles rather than around them;
these trajectories are shown in black. The obstacles’ centres per trial are shown (colour markers,
same colour as the corresponding trial). The trajectories are represented in a grid of 1 m spacing,
in the motion capture coordinate system; its orientation is shown in the bottom-left corner. The
takeoff position for leg 1 of the trials would be located at the bottom of the image.
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Table 4.1: Number of flights analysed per bird, trial type and trial leg. For two birds,
the number of obstacle avoidance flights executed in leg 1 and leg 2 of the trials is not the same
due to trial failure: the birds flew over the obstacles in the second leg of the trial, rather than
around them. These cases are marked with a star in the table (*); we excluded these flights from
the analyses in the main text.

Perching Obstacle avoidance
Bird Leg 1 Leg 2 Leg 1 Leg 2
Drogon 7 7 8 8
Charmander 7 7 5 1*
Ruby 6 6 8 7*
Toothless 4 4 6 6

method from Chapter 2 (Section 2.3.3.3 and Appendix A.10). The labelled markers

deviated less than 3.7 mm from their corresponding positions in a reference template

across all flights (see Appendix C.2). To estimate the walls and the ceiling locations,

we used the positions and orientations of the motion capture cameras themselves,

which were mounted on scaffolding around the walls. This postprocessing approach

follows the one described for the obstacle avoidance flights in Chapter 3.

4.3.2 Visual coordinate system

To model the bird’s view of the scene in Blender, we defined for each flight a virtual

camera that replicated the bird’s head movements. This is a reasonable approach,

since in birds, the large size of their eyes relative to their heads limits the eyes’ motion,

so gaze movements across the environment are largely executed via head movements

(Mitkus et al., 2018; Yorzinski et al., 2015). However, the virtual camera axes should

be aligned with a coordinate system that is representative of the bird’s visual field.

A headpack is arbitrarily placed on the bird’s head, so a coordinate system

defined relative to the headpack markers is not necessarily aligned with the bird’s

visual field. One option would be to attach the headpack to the bird’s skull in a

precise and repeatable manner, but this would require us to restrain the animal

every time the headpack is attached, and would likely involve a surgical intervention

(Lev-Ari et al., 2018; Hazan et al., 2015). This type of procedure limits the number
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of trials that can be recorded due to animal welfare considerations, which conflicts

with our aim of collecting large amounts of data across many individuals. Instead,

we estimate a coordinate system that is representative of each bird’s visual field

using the collected data. We refer to it as the ‘visual coordinate system’, and we

define it using data recorded for the same bird and headpack placement. In this way,

we can compare our results across birds and days, and to the previous literature.

4.3.2.1 Assumptions

To define the visual coordinate system, we make use of three assumptions: first,

we assume that the bird’s eye movements relative to the head are small in flight,

such that the bird’s head orientation is a good proxy for gaze orientation. Similar

studies frequently make this assumption (Kano et al., 2018; Brighton et al., 2017;

Ros et al., 2017b; Kress et al., 2015; Kane et al., 2014; Eckmeier et al., 2008).

Although we found no reports in the literature for the range of eye motions in

Harris’ hawks, we found estimates for birds in the same Family (Accipitridae):

≤ 6◦ is estimated for goshawks (Accipiter gentilis) in Kane et al. (2015); ∼ 5◦

is estimated for red-tailed hawks (Buteo jamaicensis), in O’Rourke et al. (2010);

and ∼ 8◦ is estimated for Cooper’s hawks (Accipiter cooperi), in O’Rourke et al.

(2010). Second, we assume that the bird fixates its gaze on the perch’s centre

upon landing; we observed this during the experiments and in previous ones (see

appendix Figure C.3), and similar reports exist in the literature (Potier et al., 2016;

Kress et al., 2015). Third, we assume that the bird keeps its eyes level in flight.

This has also been reported previously in Harris’ hawks and other birds (Brighton

et al., 2019; Ros et al., 2017b; Warrick et al., 2002).

We use these assumptions to estimate for each bird its gaze direction v⃗gaze and

the normal to the symmetry plane of its head (i.e., the sagittal plane), n⃗sagittal. The

axes of the visual coordinate system are defined as follows: the x-axis is defined

parallel to n⃗sagittal (pointing to the left side of the head), the y-axis is defined

parallel to −v⃗gaze, and the z-axis follows the definition of a right-handed coordinate

system. In the following sections we describe the procedure to estimate v⃗gaze
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and n⃗sagittal per bird. This method follows the approach described in Chapter 3,

Section 3.3.3.2 for the obstacle avoidance flights.

Table 4.2: Estimated gaze direction vectors v⃗gaze per bird. The estimated gaze direction
v⃗gaze per bird is expressed in an auxiliary coordinate system fixed to the bird’s headpack. Therefore,
the vectors are not expressed in the same coordinate system across birds, since the headpack
designs and their placement on the birds’ heads vary (see further details in Appendix C.3). RMSE
stands for root mean square error, where the error is the distance between the sample points
and the fitted line. The number of samples n corresponds to the number of frames in the final
approach phase, across all trials per bird. The number of perching flights (NP ) and obstacle
avoidance flights (NOA) considered in each fit per bird is also included.

Bird v⃗gaze RMSE (mm) n NP NOA

Drogon
[
0.13, −0.94, 0.31

]
65.6 1274 14 16

Charmander
[
0.00, −0.97, 0.23

]
64.7 1328 14 10

Ruby
[
0.16, −0.96, 0.22

]
70.6 1353 12 16

Toothless
[
−0.07, −0.95, 0.31

]
46.7 847 8 12

4.3.2.2 Gaze direction estimate

If, as we have assumed, the bird is fixating the midpoint of the landing perch in its

visual field during the final approach to the perch, the trajectory of this point in a

coordinate system fixed to the headpack would be close to a straight line. Figure 4.4

confirms this is a good approximation for the collected data. To estimate the gaze

vector v⃗gaze for each bird, we fitted a 3D line to the trajectory of the landing perch

midpoint in an auxiliary coordinate system fixed to the headpack. For the fit, we

considered the frames in the ‘final approach’ phase across all flights per bird. We

define the final approach phase based on the distance to the landing perch (0.5 m

to 2.0 m for perching trials, 0.5 m to 1.0 m for obstacle trials; see Appendix C.4).

The results for each bird are shown in Figure 4.4 and Table 4.2. Note that the

v⃗gaze vectors across birds are not expressed in the same auxiliary coordinate system,

since this is defined relative to the headpack. Further details on the headpack

coordinate system for each headpack design are included in Appendix C.3. For one

of the birds (Drogon), we additionally fitted a gaze direction vector v⃗gaze per trial,

and verified that the results were similar to the gaze direction vector computed
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by aggregating all trials (see Chapter 3, Appendix B.3.3). Additional details on

the v⃗gaze fitting procedure are included in Appendix C.4.
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Ruby Toothless

Drogon Charmander

Figure 4.4: Gaze direction estimate per bird. The trajectory of the landing perch’s midpoint is represented in the headpack coordinate system for
all flights per bird, from the point the bird is 5 m away from the landing perch in y-direction until landing. The direction of v⃗gaze is estimated as the
orthogonal regression line (cyan) to the samples in the ‘final approach’ phase (blue for the perching flights, yellow for the obstacle avoidance flights). The
samples outside the final approach phase are shown for reference (grey, semi-transparent markers). The number of samples and flights per bird is included
in Table 4.2.
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4.3.2.3 Normal to the sagittal plane estimate

To estimate the normal to the sagittal plane n⃗sagittal for each bird, we computed

the unit vector perpendicular to v⃗gaze that best approximates the local horizon in

the headpack coordinate system, during the ‘mid-flight’ phase across all flights.

We defined the mid-flight phase as the period in which the bird was > 2 m away

from either perch and flying at a speed > 2.5 m/s. We identified n⃗sagittal as the

solution to the least-squares problem

θ∗ = arg min
θ

N∑
i=1

(z⃗world,i · n⃗sagittal(θ))2,

n⃗sagittal(θ) = (cosθ)⃗a + (sinθ)⃗b,

n⃗sagittal = n⃗sagittal(θ∗),

(4.1)

where z⃗world,i is the world’s z-axis in the headpack coordinate system at frame

i (positive opposite to gravity), a⃗ and b⃗ are an arbitrary orthonormal basis of

the plane perpendicular to v⃗gaze, and θ is the angle between n⃗sagittal and a⃗. The

n⃗sagittal vectors per bird are shown in Figure 4.5 and Table 4.3. In Table 4.3, RMSE

stands for root mean square error, where the error is the residual for each sample

i; that is, the projection of the fitted vector n⃗sagittal(θ∗) on the world’s z-axis at

frame i: z⃗world,i · n⃗sagittal(θ∗). Note that the world’s z-axis is parallel to the z-axis

of the motion capture coordinate system.

4.3.2.4 Trajectory coordinate system

For each trial, we defined an additional coordinate system for the virtual camera to

track, which we call the trajectory coordinate system. Its x-axis is always parallel to

the floor plane of the lab, and its y-axis is always parallel to the bird’s head velocity.

Thus, the optical axis of a virtual camera tracking the trajectory coordinate system

points tangentially along the bird’s head trajectory, while keeping the horizon level.

We use the trajectory coordinate system as a ‘null model’ for comparison with the

visual coordinate system, following the approach in Chapter 3. The mathematical

definition of the trajectory coordinate system is included in Appendix B.3.6.
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CharmanderDrogon

Ruby Toothless

Figure 4.5: Normal to the sagittal plane estimate per bird. The trajectory of the world’s
z-axis unit vector z⃗world,i is represented in the headpack coordinate system, for all flights per bird.
The normal to the sagittal plane n⃗sagittal (magenta) is estimated as the vector perpendicular to
v⃗gaze (not shown) that minimises its projection on the world’s z-axis z⃗world,i, across all frames
in the ‘mid-flight’ phase. The samples in the mid-flight phase are shown in colour (blue for the
perching flights, yellow for the obstacle avoidance flights), while the samples outside the mid-flight
phase are shown in grey (semi-transparent markers). The samples outside the mid-flight phase
show qualitatively larger variation in pitch (i.e., rotation around the x-axis) and roll (i.e., rotation
around the y-axis). The number of samples and flights per bird is included in Table 4.3.
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Table 4.3: Estimated normals to the sagittal plane n⃗sagittal per bird. The estimated
normal to the sagittal plane n⃗sagittal per bird is expressed in an auxiliary coordinate system fixed
to the bird’s headpack. Therefore, the vectors are not expressed in the same coordinate system
across birds, since the headpack designs and their placement on the birds’ heads vary (see further
details in Appendix C.3). RMSE stands for root mean square error, where the error is the residual
of the least-squares problem solved in Equation 4.1; note it is dimensionless. The number of
samples n is the number of frames in the mid-flight phase across all trials per bird. The number
of perching flights (NP ) and obstacle avoidance flights (NOA) considered in each fit per bird is
also included.

Bird n⃗sagittal RMSE n NP NOA

Drogon
[
0.99, 0.14, −0.01

]
0.08 5056 14 16

Toothless
[
1.00, −0.07, 0.02

]
0.06 3543 8 12

Charmander
[
1.00, 0.01, 0.01

]
0.03 4641 14 10

Ruby
[
0.99, 0.16, −0.02

]
0.03 5350 12 16

4.3.2.5 Origin of the visual and the trajectory coordinate system

The origin of both the visual and the trajectory coordinate systems is defined as

the projection of the headpack markers’ centroid onto the plane defined by the

headpack’s baseplate (i.e., the surface of the headpack that attaches to the bird’s

head). However, following the methodology to represent a bird’s visual field in a

sphere described in Martin (2007), a better approximation for the origin of the visual

coordinate system would be the midpoint between the tips of the eyes’ corneas.

We estimated the offset between our selected origin and the midpoint between

the eyes for one of the birds (Drogon), using reference pictures. We estimated

the selected origin to be within 12 mm of the midpoint between the bird’s eyes

in the transverse direction, and within 17 mm in the dorso-ventral direction (see

Appendix B.3.2). Since all headpacks used are of comparable size, and in all

cases we defined the origin to be at the headpack baseplate, we expect similar

displacements for the rest of the birds.

4.3.2.6 Regions in Harris’ hawks visual field

We incorporated in our analysis the boundaries of the different regions in the

visual field of Harris’ hawks (monocular, binocular and blind areas), from data
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available in the literature (Potier et al., 2016). The method is described in

Chapter 3 (Section 3.3.3.3 and Appendix B.3.5) and the identified regions are

shown in Figure 3.8.

4.3.3 Computational model in Blender

We used the Python API in Blender to model, for each trial, the simplified geometry

of the lab, and to define a virtual camera that tracked the visual coordinate

system or the trajectory coordinate system. We modelled the lab environment using

geometric primitives, following the method described in Chapter 3 (Section 3.3.4 and

Appendix B.4.2). We found this model to be sufficient for our aim of investigating

the bird’s gaze strategy in relation to the main elements in the scene, but note that

the method allows for the creation of a more detailed model (see Chapter 3,

Section 3.3.4).

We used a monocular 360◦ virtual camera to model the birds’ binocular visual

system, given that any vergence movements of the eyes were unknown. We used

an equirectangular projection to output the data from the 360◦ camera view as 2D

matrices. We selected a resolution of 5 pixels per degree latitude and longitude;

this makes the length and width of all pixels within the visible regions of the birds’

visual fields larger than the minimum resolution angle of Harris’ hawks (Potier

et al., 2016). For each flight, we rendered semantic maps per frame for a virtual

camera tracking the visual coordinate system and the trajectory coordinate system.

4.4 Results

We use the per-frame semantic data, from n = 97 flights across N = 4 birds

to investigate the birds’ gaze strategy during perching and obstacle avoidance

manoeuvres. We first investigate whether the landing perch or the obstacles are

stabilised in specific areas of a bird’s visual field (such as the binocular area), next

inspect if this stabilisation is sustained along the flight, and finally analyse in further

detail the gaze strategy in relation to the two objects.
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4.4.1 Stabilisation of the landing perch and the obstacles
in the visual field

We investigate whether the landing perch or the obstacles are stabilised in preferential

areas of a bird’s visual field for a substantial proportion of the flight, and consistently

across trials. For this we compute spherical histograms that represent the frequency

with which the contour of the landing perch or the obstacles appears at each point

in a bird’s visual field. More specifically, the spherical histograms show the following

metric for each pixel in the visual field sphere:

hi = ni

NAi

, (4.2)

where ni denotes the number of frames over which the ith pixel saw the contour of

the object of interest, N denotes the total number of frames analysed per bird, and

Ai denotes the solid angle covered by the ith pixel, normalised by the maximum solid

angle of a pixel in the visual field. We apply this normalisation to a pixel’s solid angle

so that Ai takes values in the range [0, 1], which in turn keeps the interpretation

of the metric hi as approximately expressing a fraction of frames. A schematic

describing the way the spherical histograms were computed is shown in the appendix

Figure C.5. This approach is similar to that presented in Chapter 3, Section 3.4.1.

We compute the spherical histograms using data from virtual cameras tracking

the visual coordinate system and the trajectory coordinate system. For each

histogram, we group the data by bird, type of trial (perching or obstacle avoidance),

and leg of the trial (1 or 2). We only consider the semantic data within the visible

region of a bird’s visual field, and exclude the frames in which the head pose was

interpolated. When representing the spherical histograms of the obstacles’ contour

in the main text, we horizontally mirror the semantic data from the required flights

for clarity, so that the obstacles are always on the same side of the virtual camera

when passed. This transformation produces different hi values per pixel compared to

the case in which no transformation is applied, but we find that the differences are

not substantial due to the birds’ gaze strategy around the obstacles. The spherical

histograms for the obstacles without data mirroring are included in Appendix C.5.
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We summarise the main results from the spherical histograms in Figures 4.6

to 4.8; we include the spherical histograms aggregating all flights per bird, type

of trial, and leg of the trial in Appendix C.5. In Figure 4.6, we first highlight

that, across all birds and types of manouevres, both the landing perch and the

obstacles are more stabilised and centred in the visual field when the camera tracks

the visual coordinate system than when it tracks the trajectory coordinate system.

This suggests that the birds are stabilising their head pose against oscillations likely

induced by the wingbeat motion, and is in agreement with the results obtained for

the two flights analysed in Chapter 3 (see Figure 3.16, and the supplementary videos

ESM_8.avi and ESM_10.avi). Additionally, notice how the spherical histograms

in the trajectory coordinate system reflect the shape of the trajectory relative to

the landing perch or the obstacles (see Figure C.6 for additional examples, and

the panels with red contours in Figures C.7 to C.12).

The spherical histograms in the visual coordinate system also suggest that

certain features of the objects of interest are placed in specific areas of the visual

field. The landing perch is most frequently aligned with the plane at 0◦ latitude,

and centred relative to the estimated sagittal plane (i.e., the 0◦ longitude plane).

This is the case in both perching (Figure 4.7a and b) and obstacle avoidance flights

(Figures 4.7c and d). The spherical histogram for the obstacles in Figure 4.8 shows

that the edge closest to the turn in the trajectory is most frequently aligned with

the estimated sagittal plane of the bird. This occurs for the flights executed in both

legs of the obstacle avoidance trial, although more clearly for those in leg 1 (see

Figures C.11 and C.12 for further examples). None of these features are stabilised

in the visual field when the virtual camera tracks the trajectory coordinate system

(Figure 4.6). This suggests that all birds are actively stabilising their head poses to

maintain these features in specific areas of their visual fields. We inspect whether

this is sustained or varies along the flight in the next section.

Note that in the perching flights, the period in which the landing perch is visible

is very similar for both legs of the trial. In contrast, in the obstacle avoidance

flights, the sections in which the landing perch or the obstacles are visible are very
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(a) Landing perch - perching trials, leg 1
Drogon, n = 7 flights, 2356 frames

(b) Obstacles - obstacle avoidance trials, leg 1
Drogon, n = 8 flights, 2860 frames

Visual coordinate system Trajectory coordinate system

Visual coordinate system Trajectory coordinate system

h

h

Figure 4.6: Comparison of spherical histograms in the visual coordinate system and
the trajectory coordinate system. The figure shows the spherical histograms for the landing
perch (a) and the obstacles (b), for Drogon’s flights executed in leg 1 of the trials. The results are
represented in the visual coordinate system (blue box) and the trajectory coordinate system (red
box). The visual field spheres are represented using an orthographic projection on the xz plane of
the visual or the trajectory coordinate system; note that this omits the most peripheral parts of
the bird’s visual field (see Figure 3.8). The retinal margins from the right (red) and left (blue)
eyes are shown for reference, as well as the planes at 0◦ latitude and 0◦ longitude (grey dotted
lines). The colourbars’ maximum values correspond to the rounded maximum hi values observed
for the histograms in the visual coordinate system.
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(b) Perching trials, leg 2
Drogon, n = 7 flights, 2490 frames

(c) Obstacle avoidance trials, leg 1
Drogon, n = 8 flights, 2860 frames

(d) Obstacle avoidance trials, leg 2
Drogon, n = 8 flights, 3334 frames

h h

h h

(a) Perching trials, leg 1
Drogon, n = 7 flights, 2356 frames

Visual coordinate system

Figure 4.7: Spherical histograms showing the stabilisation of the landing perch in
the visual field. The figure shows the spherical histograms for the landing perch in the visual
coordinate system (blue box) for Drogon’s perching flights (a and b), and obstacle avoidance
flights (c and d), grouped by leg of the trial. The visual field spheres are represented using an
orthographic projection on the xz plane of the visual or the trajectory coordinate system; note
that this omits the most peripheral parts of the bird’s visual field (see Figure 3.8). The retinal
margins from the right (red) and left (blue) eyes are shown for reference, as well as the planes at
0◦ latitude and 0◦ longitude (grey dotted lines). The colourbars’ maximum values correspond to
the rounded maximum hi values observed. Note that figure (a) is the same as Figure 4.6a.
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(a) Obstacle avoidance trials, leg 1
Drogon, n = 8 flights, 2860 frames

(b) Obstacle avoidance trials, leg 2
Drogon, n = 8 flights, 3334 frames

Visual coordinate system

h h

Figure 4.8: Spherical histograms showing the stabilisation of the obstacles in the
visual field. The figure shows the spherical histograms for the obstacles in the visual coordinate
system (blue box), for Drogon’s flights executed in leg 1 (a) and 2 (b) of the obstacle avoidance
trials. The visual field spheres are represented using an orthographic projection on the xz plane of
the visual or the trajectory coordinate system; note that this omits the most peripheral parts of
the bird’s visual field (see Figure 3.8). The retinal margins from the right (red) and left (blue)
eyes are shown for reference, as well as the planes at 0◦ latitude and 0◦ longitude (grey dotted
lines). The colourbars’ maximum values correspond to the rounded maximum hi values observed.

different for each leg (see Figure 4.9). This is reflected in the maximum values

observed for hi in the spherical histograms per leg (compare the colourbars in

Figures 4.7c and d, and Figures 4.8a and b).

The spherical histograms for the five flights in which two birds flew over the

obstacles are included for reference in Appendix C.5 (Figure C.13). In them, the

top edge of the obstacles appears centred and stabilised in the visual coordinate

system. This would be in agreement with a strategy of fixating the edge of the

obstacles closest to the inside of the turn, but it would need to be confirmed with

more flights. We exclude these flights from subsequent analyses.

4.4.2 Longitude angle subtended by the landing perch and
the obstacles along the trajectory

Since the landing perch and the obstacles are stabilised latitudinally, we focus

on how their subtended longitude angle varies along the trajectory. This is

represented in Figures 4.10 to 4.12, which show the maximum and minimum
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Leg 1

Leg 2

Leg 1

Leg 2

Obstacles visibilityLanding perch visibility

Obstacle avoidance trials

Figure 4.9: Visibility of the landing perch and the obstacles in an obstacle avoidance
trial. The figure shows the periods in which the landing perch (left panel) and the obstacles
(right panel) are visible, for the two flights in an obstacle avoidance trial. We consider an element
to be visible when at least part of it falls within the visible region of the bird’s visual field. For
the landing perch, we additionally require that it is not partially occluded by the obstacles. The
period in which the landing perch is visible (marked in green) is longer in leg 2 of the trial than
in leg 1, whereas the opposite occurs for the obstacles (visibility period marked in purple). The
point in which the bird’s y-coordinate crosses the obstacles’ mean y-coordinate is highlighted
(purple cross in the right panel). The obstacles appear as visible to the bird after being passed,
but in some of the frames just prior to landing they are likely occluded by the bird’s body (see
for example the section from frame 1078 in the Supplementary video ESM_8.avi; note that the
orthographic projection used in the video does not capture the bird’s full visual field).

longitude angles registered for the landing perch (Figures 4.10 and 4.11) and the

obstacles (Figure 4.12) in each bird’s visual field. The results are grouped by

bird, type of trial and leg of the trial, and plotted as a function of the normalised

distance to the landing perch in y-direction, ŷperch:

ŷperch(t) = y(t) − yL perch

yT O perch − yL perch

, (4.3)

where y(t) denotes the bird’s y-coordinate at frame t, yT O perch denotes the y-

coordinate of the takeoff perch, and yL perch denotes the y-coordinate of the landing

perch, all expressed in the motion capture coordinate system. With this representa-
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tion, the location of the landing perch and the obstacles is at a constant value of

ŷperch, which facilitates the visualisation of the data; we show later that the curves

are qualitatively similar when represented against time.

Within the obstacle avoidance flights, we focus the analysis on the legs of the

trial in which the landing perch or the obstacles are visible for longer. That is, for

the landing perch, we focus on the obstacle avoidance flights executed in leg 2, and

for the obstacles, we focus on the flights executed in leg 1 (see Figure 4.9). This

way, the number of frames analysed is comparable between the obstacle avoidance

and the perching flights. We follow the same approach in subsequent sections.

For reference, we include the curves for the remaining flights in Appendix C.6.

Additionally, in Figure 4.12 we mirror the data of the required flights so that the

obstacles are always passed on the same side relative to the bird; this is for clarity

only. The data without mirroring is included in Appendix C.6 (Figures C.19 and

C.20). The curves representing the evolution of the latitude angle subtended by

the landing perch along the trajectory are also included in Appendix C.6.

The curves shown in Figures 4.10 to 4.12 confirm that the centring behaviour

around the perch, and the edge-fixating behaviour around the obstacles are largely

sustained along the flight. They also show the different stimuli these distinct gaze

strategies induce on the birds’ visual field. When approaching the landing perch,

the birds experience a bilateral looming stimulus, in both perching and obstacle

avoidance trials (see Figures 4.10 and 4.11). In contrast, when approaching the

obstacles, the birds experience a unilateral looming stimulus. Additionally, the

fact that this edge-fixating behaviour when navigating around obstacles has been

reported previously in humans (Raudies et al., 2012; Rothkopf et al., 2009; Rothkopf

et al., 2007) and in smaller birds (Kress et al., 2015) suggests that our estimated

visual coordinate system is reasonable.

In the following sections, we inspect further the birds’ gaze strategy around the

landing perch and the obstacles, focusing on their extension in longitude angle along

the flight. For the landing perch, we inspect the ways in which the birds deviate from

an ideal symmetric expansion of the perch; from visual inspection in Figures 4.10 and
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4.11 we can see it is not perfectly symmetric in many flights. Similarly, for the gaze

strategy around the obstacles, we inspect how much the birds deviate from a perfect

alignment with the obstacles’ inside edge, and estimate for each flight the point in

the trajectory at which the obstacles’ edge is no longer fixated in the visual field.
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Figure 4.10: Longitude angle subtended by the landing perch on a bird’s visual field along the trajectory - Drogon and Charmander
flights. The figure shows the minimum and maximum longitude angles registered for the landing perch in the bird’s visual field against ŷperch, the
normalised distance to the perch in the y direction. Each subfigure shows the results across all flights per bird, type of trial and leg of the trial. Data
from the same flight are shown in the same colour, and data outside the range of frames of interest are shown in grey (see Section 4.4.3). The longitude
angle subtended by the perch is the difference between the curves for the same flight. The number of trials n per group is indicated in the bottom-left
corner of each subfigure.
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Figure 4.11: Longitude angle subtended by the landing perch on a bird’s visual field along the trajectory - Ruby and Toothless flights.
The figure shows the minimum and maximum longitude angles registered for the landing perch in the bird’s visual field against ŷperch, the normalised
distance to the perch in y direction. Each subfigure shows the results across all flights per bird, type of trial and leg of the trial. Data from the same flight
are shown in the same colour, and data outside the range of frames of interest are shown in grey (see Section 4.4.3). The longitude angle subtended by the
perch is the difference between the curves for the same flight. The number of trials n per group is indicated in the bottom-left corner of each subfigure.
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Ruby Toothless

Obstacle avoidance trials - Leg 1

Drogon Charmander

n = 8

n = 8

n = 5

n = 6

Figure 4.12: Longitude angle subtended by the obstacles on a bird’s visual field
along the trajectory. The figure shows the minimum and maximum longitude angles registered
for the obstacles in the bird’s visual field against ŷperch, the normalised distance to the perch
in the y direction. Each subfigure shows the results across all flights per bird. Data from the
same flight are shown in the same colour, and data outside the range of frames of interest are
shown in grey (see Section 4.4.4). The longitude angle subtended by the obstacles is the difference
between the curves for the same flight. For each flight, the point at which the bird passes the
mean y-coordinate of the obstacles is marked with a ŷ = constant line (red dashed lines). The
number of trials n per group is indicated in the bottom-left corner of each subfigure.
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4.4.3 Gaze strategy in perching

We first quantify how much the birds deviate from an ideal symmetric expansion of

the landing perch, and then inspect possible factors affecting larger deviations.

4.4.3.1 Deviation from an ideal symmetric expansion of the landing
perch

For each flight, we simulate an ideal symmetric expansion of the landing perch

using the motion capture data, and assuming that at every frame during the flight:

(1) the top edge of the landing perch is aligned with the 0◦ latitude plane of the

bird’s visual field, and (2) the estimated sagittal plane of the bird (i.e., the 0◦

longitude plane) is aligned with the bisector of the angle defined by the perch’s

edges and the bird’s head. Note that this is not exactly the same as assuming the

bird’s sagittal plane is aligned with the perch’s centre, but the difference is only

relevant at very close distances to the perch (see Appendix C.7).

To assess the deviation from this ideal case, we compute for each flight the

root-mean-square error (RMSE) between the longitude angles of the perch’s edges,

assuming the perch followed an ideal symmetric expansion, and the perch’s minimum

and maximum longitude angles per frame, derived from the semantic data. We

focus the analysis on a range of frames of interest per flight, which cover the period

before the final landing phase. This is because from Figures 4.10 and 4.11, and

from previous reports in the literature (Potier et al., 2016; Kress et al., 2015) we

expect the landing perch to be very close to centred relative to the sagittal plane

towards the end of the landing manoeuvre; indeed, we assume this in estimating

the visual coordinate system for each bird (see Section 4.3.2).

Specifically, we focus on the range of frames from takeoff until the bird is at a

normalised distance to the perch of ŷperch = 0.1 (approximately 0.9 m). We exclude

from this subset the frames in which the perch is partially occluded by the obstacles,

the frames in which the bird’s head transform was interpolated, and the frames

used to estimate the bird’s gaze direction v⃗gaze (see Section 4.3.2). The range of

frames of interest is highlighted with coloured markers in Figures 4.10 and 4.11.
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Figure 4.13 shows the results for the perching flights, and Figure 4.14 for the

obstacle avoidance flights. In both figures, the flights with RMSE values closer

to the 10th, 50th and 95th percentile are shown, along with a histogram of the

RMSE values over all flights. Note how the representation of the longitude angle

subtended by the landing perch against time (Figures 4.13 and 4.14) is qualitatively

similar to the representation against the normalised distance to the landing perch

ŷperch in Figures 4.10 and 4.11.

Figure 4.14 shows that the distribution of RMSE for the obstacle flights is

shifted to higher values, compared to the perching flights (Figure 4.13); the mean

RMSE over the obstacle flights is 4.9◦, which contrasts with a mean value of 1.6◦

for the perching flights. When grouping the flights by bird, type of trial and leg of

the trial, the results show the same pattern: all birds deviate more from an ideal

perch-centring strategy in the obstacle avoidance flights than in the perching ones,

in the range of frames considered (see Table 4.4). The larger mean RMSE over

Toothless’ perching flights executed in leg 1 of the trials is due to a large head

saccade in one of the flights, that temporarily places the landing perch far from the

bird’s sagittal plane (see yellow curve in the bottom-left panel of Figure 4.11).

The sampled flights in Figures 4.13 and 4.14 suggest that larger deviations from

the ideal case often involve periods in which the bird’s sagittal plane is aligned

with one of the perch’s edges. For example, the curves for the 95th percentile in

Figure 4.13 suggest the bird fixated frontally the right edge of the perch (shown

in red) for around 100 frames (500 ms) after takeoff. In Figure 4.14, the curves

corresponding to the 10th and 50th percentiles show the left edge of the perch (shown

in blue) aligned with the bird’s sagittal plane for approximately 100 frames (500 ms),

shortly after the perch is fully visible. The 95th percentile curves in Figure 4.14 show

first a period of frames in which neither the centre nor the edges of the perch appear

aligned with the bird’s sagittal plane; then a short period in which the right edge is

frontally fixated; and finally a period in which the perch appears centred. We inspect

further the periods of alignment with the perch’s centre or edges in the next section.
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Although the flights executed in leg 1 of the obstacle avoidance trials are not

the focus of the main text, we include a figure equivalent to Figure 4.14 for that

data in Appendix C.8. In these flights, the edge-aligning behaviour is less evident,

presumably due to the obstacles being visible from the perch well before takeoff,

and only for a short period during flight (see Figure 4.9). We additionally computed

the mean position of the landing perch centre in the bird’s visual field in latitude

and longitude, for the range of frames of interest; these show a similar pattern

between perching and obstacle avoidance flights as the RMSE distribution. The

results are included for reference in Appendix C.9.

Table 4.4: Mean root-mean-square error (RMSE) of the landing perch’s longitudinal
extension relative to an ideal symmetric case, over all flights per bird. The table shows
the mean RMSE values over all flights with the same bird, type of trial and leg of the trial. The
standard deviation σ and the total number of flights per group n is also reported. Note that the
sample size for Charmander’s obstacle avoidance flights is reduced to n = 1, due to excluding the
flights in which the bird flies over the obstacles.

Perching trials Obstacle avoidance trials
Bird Leg 1 Leg 2 Leg 2
Drogon 1.5◦ (σ = 0.8◦, n = 7) 1.5◦ (σ = 0.8◦, n = 7) 6.5◦ (σ = 2.8◦, n = 8)
Charmander 1.5◦ (σ = 0.3◦, n = 7) 1.8◦ (σ = 1.0◦, n = 7) 4.2◦ (σ = 0.0◦, n = 1)
Ruby 1.4◦ (σ = 1.3◦, n = 6) 1.5◦ (σ = 0.6◦, n = 6) 4.3◦ (σ = 1.1◦, n = 7)
Toothless 2.9◦ (σ = 2.0◦, n = 4) 1.3◦ (σ = 0.3◦, n = 4) 3.5◦ (σ = 1.3◦, n = 6)
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Perching trials

10th percentile 50th percentile 95th percentile

n = 48RMSE = 0.6º RMSE = 1.5º RMSE = 3.4º

(º)

n = 48

Figure 4.13: Deviation from an ideal symmetric expansion of the landing perch - Perching flights. We inspected how much each perching
flight deviated from an ideal symmetric expansion of the landing perch in longitude (i.e., azimuth) direction. We characterised the deviation with the
root-mean-square error (RMSE); the distribution of its value across the n = 48 flights analysed is shown (right panel). The three panels from the left
show the minimum (blue) and maximum (red) longitude angles registered for the perch per frame, for flights with a RMSE value corresponding to the
10th, 50th and 95th percentile. The edges of the perch in an ideal symmetric expansion case are also shown (green). Only the samples within the subset of
frames of interest are in colour; the samples outside this range are shown in grey for the data derived from the semantic maps, and black for the ideal case.
The location of the selected percentiles on the histogram is marked with red vertical lines.The sampling frequency is 200 Hz.
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Obstacle avoidance trials - Leg 2

10th percentile 50th percentile 95th percentile

(º)

RMSE = 3.0º RMSE = 4.2º RMSE = 9.6º n = 22

Figure 4.14: Deviation from an ideal symmetric expansion of the landing perch - Obstacle avoidance flights. We inspected how much each
obstacle avoidance flight deviated from an ideal symmetric expansion of the landing perch in longitude (i.e., azimuth) direction. We characterised the
deviation with the root-mean-square error (RMSE); the distribution of its value across the n = 22 flights analysed is shown (right panel). The three
panels from the left show the minimum (blue) and maximum (red) longitude angles registered for the perch per frame, for flights with a RMSE value
corresponding to the 10th, 50th and 95th percentile. The edges of the perch in an ideal symmetric expansion case are shown (green). Only the samples
within the subset of frames of interest are in colour; the samples outside this range are shown in grey for the data derived from the semantic maps, and
black for the ideal case. The location of the selected percentiles on the histogram is marked with red vertical lines. The sampling frequency is 200 Hz.
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4.4.3.2 Alignment of gaze with the landing perch’s centre and edges

We compute for each trial the fraction of frames in which the bird’s sagittal plane

is aligned with the perch’s centre, or with a perch edge, in the range of frames

of interest (see definition in Section 4.4.3.1, and colour markers in Figures 4.10

and 4.11). To do so, we registered for each frame the perch feature (its centre or

its edges) that was closest in longitude angle to the sagittal plane, and less than

3◦ from it; we selected this maximum deviation as a rough estimate of the range

of eye motion in Harris’ hawks (O’Rourke et al., 2010; Kane et al., 2015). For

each flight, we focused the analysis on the edge that was fixated for longer; from

visual inspection we did not find examples in which both edges appeared aligned

with the bird’s sagittal plane within the same flight.

We first inspect whether a larger deviation from the ideal symmetric expansion

of the perch is correlated with longer periods aligned with one of the perch’s edges;

this is shown in Figure 4.15. The correlation coefficients (ρ) suggest there is a

moderate positive correlation between the two magnitudes, in both perching and

obstacle avoidance flights (perching flights: ρ = 0.66, p < 0.01, 95%CI = [0.46, 0.80];

obstacle avoidance flights: ρ = 0.51, p = 0.01, 95%CI = [0.12, 0.77]).

We then inspect the distribution of the duration of the edge-alignment periods

and centre-alignment periods, across all flights. This is shown in Figure 4.16. In

the majority of perching flights (over 56% of them), the bird’s sagittal plane is

aligned with the perch’s centre for over 80% of the frames (top-left panel), but

with the perch’s edge less than 20% of the time (bottom-left panel). In contrast,

in the obstacle avoidance flights, both distributions become more uniform: the

fraction of frames in which the bird’s sagittal plane is aligned with the perch’s

centre reduces to 49.7% on average (bottom-left panel), and the mean period aligned

with the landing perch’s edge increases to 34.1% (bottom right panel). Since the

distributions are not close to normal, we report their medians and interquartile

ranges to better characterise their shape in Table 4.5.
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Figure 4.15: Fraction of frames aligned with one of the perch’s edges per flight,
against the RMSE relative to the ideal symmetric expansion of the perch. The figure
represents for each flight analysed, the fraction of frames in which the bird’s sagittal plane is
aligned with one landing perch’s edges against the root-mean-square error measuring the deviation
from an ideal symmetric expansion of the landing perch. Perching flights (blue, n = 48 flights)
and obstacle avoidance flights (red, n = 22 flights) are shown, as well as the correlation coefficient
for each case.

Table 4.5: Median and interquartile range for the fraction of frames (%) aligned with
the landing perch’s centre, and the fraction of frames (%) aligned with a landing
perch’s edge, over all flights. The table shows the median and interquartile range (IQR) for
the distribution of fraction of frames aligned with the landing perch’s centre, and a landing perch’s
edge per flight. Flights across all birds are aggregated and the total number of flights per group n
is reported. The obstacle avoidance flights are all executed in leg 2 of the trials.

Perching flights Obstacle avoidance flights
frames aligned with centre 89 % (IQR = 40 %, n = 48) 60 % (IQR = 48 %, n = 22)
frames aligned with edge 10 % (IQR = 39 %, n = 48) 31 % (IQR = 37 %, n = 22)

The median values across flights grouped by bird, type of trial and leg of the

trial are show in Tables 4.6 and 4.7. Since the sample size per group is small, we

report the minimum and maximum values observed rather than the interquartile

range (see values in brackets). Overall, the median values per group show a similar

pattern to the median values obtained when aggregating all flights per trial type.

For example, the median number of frames aligned with the perch’s centre is over

85% in 6 out of the 8 groups of perching flights, and over 59% in 3 out of 4 groups
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Figure 4.16: Histograms for the fraction of frames aligned with the landing perch’s
centre and the landing perch’s edge per flight. The figure shows histograms for the fraction
of frames aligned with the landing perch’s centre (top row panels) and the landing perch’s edge
(bottom row panels) per flight. The data is grouped by perching flights (left panels) and obstacle
avoidance flights executed in leg 2 of the trials (right panels). For each histogram, the mean value
is highlighted with a red vertical line and the total number of flights n considered is indicated at
the top. The median and interquartile range for each distribution are reported in Table 4.5.
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Table 4.6: Median fraction of frames (%) aligned with the landing perch’s centre,
across all flights per bird. We computed for each flight the fraction of frames for which the
landing perch’s centre is closest and within ±3◦ from the estimated sagittal plane of the bird, in
longitudinal direction; the table shows the median value over all flights per bird, trial type, and
trial leg. We also report the minimum and maximum values observed per group (in brackets)
and the number of flights n. Note that the sample size for the obstacle avoidance flights by
Charmander is reduced to n = 1, due to excluding the flights in which the bird flies over the
obstacles.

Perching trials Obstacle avoidance trials
Bird Leg 1 Leg 2 Leg 2
Drogon 87 % [39, 99] (n = 7) 96 % [50, 100] (n = 7) 22 % [5, 94] (n = 8)
Charmander 97 % [71, 99] (n = 7) 70 % [23, 100] (n = 7) 59 % [59, 59] (n = 1)
Ruby 94 % [39, 100] (n = 6) 89 % [57, 100] (n = 6) 70 % [8, 92] (n = 7)
Toothless 59 % [48, 76] (n = 4) 86 % [59, 95] (n = 4) 64 % [0, 82] (n = 6)

Table 4.7: Median fraction of frames (%) aligned with the landing perch’s edge, across
all flights per bird. We computed for each flight the fraction frames for which the landing
perch’s edge is closest and within ±3◦ from the estimated sagittal plane of the bird, in longitudinal
direction; the table shows the median value over all flights per bird, trial type, and trial leg. We
also report the minimum and maximum values observed per group (in brackets) and the number
of flights n. Note that the sample size for the obstacle avoidance flights by Charmander is reduced
to n = 1, due to excluding the flights in which the bird flies over the obstacles.

Perching trials Obstacle avoidance trials
Bird Leg 1 Leg 2 Leg 2
Drogon 11 % [1, 62] (n = 7) 4 % [0, 49] (n = 7) 49 % [2, 63] (n = 8)
Charmander 3 % [1, 30] (n = 7) 30 % [0, 77] (n = 7) 33 % [33, 33] (n = 1)
Ruby 6 % [0, 61] (n = 6) 10 % [0, 43] (n = 6) 14 % [1, 67] (n = 7)
Toothless 37 % [20, 52] (n = 4) 14 % [5, 41] (n = 4) 31 % [16, 78] (n = 6)

of obstacle avoidance flights. The median number of frames aligned with the perch’s

edge is under 15% for 6 out of the 8 groups of perching flights, and over 30%

in 3 out of 4 groups of obstacle avoidance flights. These are all comparable to

the median values obtained when grouping flights by trial type (see Table 4.5).

However, we also find variation across groups, possibly indicative of differences

between birds (Tables 4.6 and 4.7). A Wilcoxon signed-rank paired test found no

significant differences in the median fraction of frames aligned with the perch’s

edge or the perch’s centre between perching flights executed at leg 1 or leg 2 of the

trials (alignment with perch edge: p = 1, T = 150; alignment with perch centre:
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p = 0.94, T = 147). However, a larger sample size would be required to further

inspect if the differences across birds are significant.

Finally, we inspected which edge was most frequently fixated across trials. We

found that in 83.3% of the perching flights, the edge fixated for longer was also the

closest to the sagittal plane on average over the first 50 frames of visibility of the

perch. For the obstacle avoidance flights, this occurred in 86.4% of the cases.

4.4.4 Gaze strategy around obstacles

We now inspect how much the birds deviate from an ideal alignment with the

obstacles’ inside edge per flight, and estimate the instant in the trajectory at which

the bird no longer fixates the edge of the obstacles frontally. We explore across

birds whether these instants correspond to similar distances to the obstacles, and

similar time periods before passing around them.

4.4.4.1 Deviation from an ideal alignment with the obstacles’ inside edge

For the ideal gaze strategy around the obstacles, we simply assume the bird’s

sagittal plane is aligned with the inside edge of the obstacles for the whole flight.

Note that this is not what the birds do: they always stop aligning with the obstacles’

edge frontally at some point before passing them (see Figure 4.12). Since the period

in which the bird is no longer fixating the obstacles’ edge will only add error to the

RMSE metric, we limit the range of frames in our analysis to the set from takeoff

up to 25 frames (0.125 s) before the obstacles are passed, excluding the frames in

which the head pose of the bird was interpolated. We select 25 frames prior to the

point of passing the obstacles as an estimate of the time it takes the bird to fly a

distance of one body length (around 60 cm), at an approximate speed of 5 m/s. We

highlighted the range of frames of interest with colour markers in Figure 4.12.

Figure 4.14 shows the flights with the RMSE closest to the 10th, 50th, 95th and

100th percentile, and a histogram of the values computed for the n = 27 flights

considered. Note how the representation of the longitude angle subtended by the

obstacles against time in Figure 4.17 is qualitatively similar to the representation
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against the normalised distance to the landing perch ŷperch in Figure 4.12. As

we did in Figure 4.12, we mirrored the required data relative to the y-axis of the

plot in Figure 4.17, so that the edge of the obstacles that is closest to the turn

is always the edge of maximum longitude angle.

The flight corresponding to the 50th percentile suggests there is a reasonable

agreement with the ideal case for at least half of the flights; however we also observe

deviations that could be interpreted as saccadic realignments (see the period between

frames 150 and 200 in Figure 4.17, 50th percentile panel). The flights on the high

end of the distribution (95th and 100th percentile) suggest that for a few flights the

birds may be fixating on other features during the flight. For example, the flight

with the maximum deviation from the ideal case (the 100th percentile) suggests the

bird initially fixated on the edge of the obstacles that was furthest from the turn

(shown in blue), and then fixated on a feature between the edges of the obstacles

(note that the inside edge, shown in red, is not exactly constant in longitude angle

in the period between 100 and 200 frames after takeoff). The mean RMSE over all

flights is 3.4◦, which is comparable to the mean results for the flights grouped by

bird (see Table 4.8). We additionally computed the mean position of the midpoint of

the obstacles’ inside edge in the bird’s visual field, in latitude and longitude, for the

range of frames of interest. The results are included for reference in Appendix C.10.
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Obstacle avoidance trials - Leg 1

10th percentile 50th percentile 95th percentile 100th percentile

(º)

n = 27RMSE = 1.9º RMSE = 3.1º RMSE = 5.3º RMSE = 8.1º

Figure 4.17: Deviation from an ideal alignment with the obstacles’ inside edge. We inspected how much each flight deviated from the ideal
case in which the bird’s sagittal plane is always aligned with the obstacles’ inside edge. We characterised the deviation with the root-mean-square error
(RMSE); the distribution of its value across the n = 27 flights analysed is shown (right panel). The four panels from the left show the minimum (blue)
and maximum (red) longitude angles registered for the obstacles per frame, for flights with a RMSE value corresponding to the 10th, 50th, 95th and 100th

percentile. The inside edge of the obstacles in an ideal edge-fixation case is also shown (green). Only the samples within the subset of frames of interest
are in colour; the samples outside this range are shown in grey for the data derived from the semantic maps, and black for the ideal case. The frame at
which the obstacles are passed in the y direction is shown (yellow vertical dashed line). The location of the selected percentiles on the histogram is
marked with red vertical lines. The sampling frequency is 200 Hz.
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Table 4.8: Mean root-mean-square error (RMSE) between the longitude angle of the
obstacles’ inside edge and the ideal case, over all flights per bird. We computed, for
each flight, the RMSE between the longitude angle of the obstacles’ inside edge, and the ideal
case in which the bird’s sagittal plane is always aligned with the obstacles’ inside edge. The table
shows the mean RMSE values over all obstacle avoidance flights executed in leg 1, grouped by
bird. The standard deviation σ and the total number of flights per group n is also reported.

Bird Obstacle avoidance trials - Leg 1
Drogon 3.5◦ (σ = 2.1◦, n = 8)
Charmander 2.7◦ (σ = 1.5◦, n = 5)
Ruby 3.3◦ (σ = 0.7◦, n = 8)
Toothless 3.9◦ (σ = 0.8◦, n = 6)

4.4.4.2 Estimation of the loss of fixation point

To estimate the point in time at which the birds no longer frontally fixate the

obstacles’ edge, we inspect for each flight when the inside edge of the obstacles

substantially deviated from a constant longitude angle. For this analysis, we consider

the range of frames from takeoff until the obstacles are passed in the y direction

(marked with a yellow vertical dashed line in Figure 4.17), excluding the frames

in which the head pose was interpolated.

We use the M-estimator sample consensus (MSAC) algorithm, an iterative

method for model-fitting in the presence of outliers. The algorithm determines

the maximum number of samples, or ‘inliers’, that are within a certain distance of

a model. In our case, we use a constant longitude angle model and a maximum

distance of 1.5◦. This maximum distance was selected based on trial-and-error over

a subset of flights, comparing the results obtained to the point we would assign from

visual inspection. We determine the instant of loss of fixation as the sample with

the largest frame number within the computed inliers. We explore this approach

as a potential option to investigate fixations in the bird’s visual field, as it has

the advantage of imposing that a fixation is sustained in time, and it does not

require the fixations to be closer than a certain threshold to the bird’s sagittal plane.

However, for 89% of the flights, the mean longitude angle of the detected inliers

per flight is within 3◦ from the estimated sagittal plane (see Figure 4.18).
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Figure 4.18: Mean longitude angle of the MSAC inliers’ across all flights (in absolute
value). The MSAC algorithm computes for each flight the maximum number of samples in the
obstacles’ inside edge longitude angle curve that are within 1.5◦ from a constant longitude angle
model. The figure shows the distribution of the inliers’ mean longitude angle per flight, in absolute
value, for n = 27 flights.

Figure 4.19 shows the results for the loss of fixation points estimated per flight,

in terms of longitude angle and frames before the obstacles are passed. As in

previous sections, the data from the required flights is mirrored relative to the

y-axis of the plot for clarity. Figure 4.20 depicts their location along the trajectory,

in a coordinate system fixed to the obstacles. The obstacles’ coordinate system

is defined per flight, with its origin at the midpoint of the obstacles’ top markers

and parallel to the motion capture coordinate system. Table 4.9 reports the mean

perpendicular distance to the obstacles and the mean time period ahead of passing

the obstacles at the loss of fixation point, grouped by bird. The large variability

across birds may suggest that the method is not suitable for the birds’ different

strategies. We observed, for example, that Drogon often reoriented its head around

50 frames before passing the obstacles, potentially resulting in an estimated loss

of fixation point that appears ‘too late’ (see Figure 4.19). On average across all

birds, the loss of fixation point occurs at a distance of 1.51 m, and 271.7 ms (54.3

frames) before passing the obstacles.
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Ruby Toothless

Obstacle avoidance trials - Leg 1

Drogon Charmander

Figure 4.19: Estimated loss of fixation point per flight. The longitude angles of the inside
and outside edges of the obstacles are represented for each flight executed in leg 1 of the obstacle
avoidance trials, against the number of frames until the obstacles are passed. The flights are
grouped by bird. The estimated loss of fixation point per flight is shown (star markers) on the
inside edge curves, and the point of passing the obstacles is highlighted (red dashed vertical line).
The sampling frequency is 200 Hz.
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Ruby Toothless

Obstacle avoidance trials - Leg 1

Drogon Charmander

1 m

Figure 4.20: Loss of fixation point on the birds’ trajectories. The trajectories of each
bird around the obstacles are represented in the obstacles’ coordinate system (x-axis shown in
red, y-axis shown in green). The estimated loss of fixation point per flight is highlighted (purple
marker) as well as their average y-coordinate (purple dashed line). The range of frames of interest
is shown in yellow, and samples outside this range are shown in grey. The grid is represented at 1
m spacing. The obstacles’ positions (black white-filled circles) are included for reference.
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Table 4.9: Mean perpendicular distance to the obstacles, and mean time period
before passing the obstacles at the estimated loss of fixation point, over all flights
per bird. For all flights executed in leg 1 of the obstacle avoidance trial we estimated the loss
of fixation point. The table shows the mean perpendicular distance to the obstacles ȳLOF and
the mean time period ahead of passing the obstacles ∆̄tLOF at the estimated points of loss of
fixation (LOF), across all flights per bird. The mean values across all flights are also included.
The standard deviation σ and the total number of flights per group n is reported.

Bird ȳLOF (m) ∆̄tLOF (ms) n

Drogon 0.93 (σ = 0.42) 156.3 (σ = 61.0) 8
Charmander 1.40 (σ = 0.47) 261.0 (σ = 62.8) 5
Ruby 1.92 (σ = 0.79) 356.9 (σ = 142.6) 8
Toothless 1.83 (σ = 0.80) 320.8 (σ = 118.9) 6
All flights 1.51 (σ = 0.74) 271.7 (σ = 129.3) 27

4.5 Discussion

In this chapter, we carried out a study of the gaze strategy used by Harris’ hawks

when executing perching and obstacle avoidance manoeuvres. We used detailed

semantic descriptions of the visual scene the birds experience while executing these

manoeuvres, based on motion capture data from experiments with birds. The

results from the behavioural analysis showed how the generated synthetic data can

provide a unique insight into the birds’ behaviour. Additionally, the focus on a

subset of the data allowed us to consolidate the methods of analysis, and pinpoint

specific hypotheses to test with the full dataset in the future.

Head stabilisation

First, our results showed that the birds stabilised their heads in flight. The spherical

histograms in Figure 4.6 ad Appendix C.5 clearly illustrate this, by contrasting the

visual coordinate system, which represents the bird’s visual field orientation, and

the trajectory coordinate system, which did not consider the bird’s head orientation.

Head stabilisation is a well-known mechanism in birds (Land et al., 2012; Theunissen

et al., 2017; Warrick et al., 2002; Pete et al., 2015), and it is key for the extraction

of information from optic flow, such as depth or object segmentation (Eckmeier

et al., 2008; Eckmeier et al., 2013; Raudies et al., 2012; Ravi et al., 2022). In fast
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manoeuvres such as the ones studied here, birds are thought to heavily rely on

visual cues derived from optic flow (Davies et al., 1990; Lee et al., 1993; Bhagavatula

et al., 2011; Eckmeier et al., 2008) over other mechanisms such as stereopsis.

Distinct gaze strategies around landing perch and obstacles

Second, we found that the birds used distinct gaze strategies when approaching

the landing perch and the obstacles. Birds primarily centred the landing perch

relative to their sagittal planes, thereby producing a bilateral looming stimulus

in their visual fields. In contrast, birds frontally fixated the obstacles’ edge when

turning around them, thereby leading to unilateral expansion in their visual fields.

This suggests that the birds adapted their gaze strategy for goals (or elements to

intercept) and obstacles (or elements to avoid collision with), as has been suggested

in humans (Raudies et al., 2012; Rothkopf et al., 2009; Rothkopf et al., 2007), and

presumably to aid visual computation during navigation (Eckmeier et al., 2013;

Raudies et al., 2012; Rothkopf et al., 2009).

Landing perch centring

Perch centring in the final landing phase is thought to aid computing perch proximity

(Kress et al., 2015; Lee et al., 1993; Davies et al., 1990). This behaviour induces

visual cues that have been reported to support a controlled landing: the size and the

rate of expansion of the landing perch on the retina have been linked to the control

of braking (Lee et al., 1993), to the timing of foot extension (Davies et al., 1990)

and the timing of downward tail pitching (Kress et al., 2015). Electrophysiological

measurements on pigeons found evidence of a subpopulation of neurons responding

selectively to looming objects, and maximally so when the ratio between the rate of

expansion of the object and its retinal size was constant (Wang et al., 1992). This

ratio, sometimes called τ or RREV (relative retinal expansion velocity), provides a

first-order approximation to the time-to-contact and is thought to be used by many

animals to control approach manoeuvres (Wagner, 1982; van Breugel et al., 2012;

Ravi et al., 2022), including landing in Harris’ hawks (Davies et al., 1990).
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In this chapter, we built upon this well-studied behaviour to estimate the visual

coordinate system of the bird in its final approach to the perch. The data suggest

this is a solid assumption (as shown in Figure 4.4), but it does introduce a circularity

issue: we will inevitably find the bird centres the perch with respect to its sagittal

plane just before landing. However, the fact that this perch-centering behaviour

was also observed in the period before the final landing phase, and especially the

fact that the perch was held level throughout the flight, suggests that our method

of calibrating the bird’s visual coordinate system is reasonably accurate.

Frontal fixation of the obstacles’ edge

However, stronger support of our visual coordinate system calibration is that birds

frontally fixated the inside edge of the obstacles during flight; similar behaviours

around obstacles have been reported in humans walking in virtual environments

(Rothkopf et al., 2009; Rothkopf et al., 2007), in lovebirds (Kress et al., 2015), in

zebra finches (Eckmeier et al., 2013) and in bumblebees (Ravi et al., 2022). This

strategy is thought to aid obstacle segmentation based on motion contrast: by

fixating the edge of the obstacle as the animal approaches it, the contrast between

the motion of the background and the obstacle in the retina increases (Raudies

et al., 2012; Ravi et al., 2022; Eckmeier et al., 2013). Neural recordings of zebra

finches seem to support this hypothesis: when zebra finches watched an optic flow

reconstruction of an obstacle avoidance flight, individual neurons in the nucleus

rotundus peaked when the point of expansion of the optic flow field matched the

obstacle’s position (Eckmeier et al., 2013). The authors also identified neurons that

increased firing when the obstacle was laterally passed. However, in both cases, the

neurons identified were sparse and the majority did not respond to the obstacles,

which suggests that further research is needed. Frontally-fixating the edge of an

obstacle to turn around it may also serve to estimate the curvature of the turn, as

has been suggested for the case of humans steering a car. In this situation, humans

consistently fixate on the inside edge of the bend, specifically on the stationary

point of the curve (Land et al., 1994; Mole et al., 2021), presumably to predict
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the curvature of the road ahead from the angle between the velocity vector and

the gaze direction. This could be comparable to the behaviour we observed in the

birds. The visual expansion of the obstacles unilaterally in the bird’s visual field

could also be involved in mediating the steering away response, similarly to the

collision-avoidance responses observed in fruit flies (Tammero et al., 2002).

In this chapter, we have focused on the differences between the birds’ gaze

strategies around the landing perch and the obstacles based on how their extension

in longitude angle varies along the trajectory. However, if the birds are fixating

the top edge of the landing perch, as the results suggest (see Figure 4.7), they

may be doing so to facilitate the perch’s segmentation from the background, in

line with the motion contrast hypothesis. We did not analyse this further in

the current chapter, but it would be a relevant hypothesis to explore next with

the optic flow data generated.

Deviations from perch centring

We also found that the birds deviated further and more frequently from a perch-

centring strategy in the period prior to landing, when obstacles were present (1.5

m in front of the takeoff perch), than when obstacles were absent. On average,

birds also spent more time aligned with one of the landing perch’s edges, rather

than its centre, in the obstacle flights, and the fixated edge was most frequently

the closest to the sagittal plane when the perch was first visible. However, the

results suggest there may be differences across birds; this should be inspected with

a larger dataset. The behaviour of fixating on the edge of the perch closest to the

sagittal plane prior to landing has been previously reported in lovebirds making

sharp turns (Kress et al., 2015). Indeed, the difference we observe between flights

with and without obstacles suggests that the strategy may be used by the birds

when the trajectory requires more turning. As suggested by Rothkopf et al. (2009),

fixating your gaze on a target you aim to steer to may serve to simplify the control

strategy, by reducing it to servoing relative to the fixated frame; the birds may be

doing this in steps using the edge of the perch as an intermediate target.
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Limitations

The results of this chapter have allowed us to pinpoint specific hypotheses on the

gaze strategies used by the birds, but the study has some limitations. The reduced

number of flights per bird limits the power of most statistical tests. Extending the

analysis to the full dataset would allow us to verify the results obtained with more

confidence. For example, a larger dataset would allow us to inspect the behaviour

of fixating on the landing perch’s edge further, and test whether the differences

observed between flights with and without obstacles are related to the turning

demands of the trajectory, as we hypothesised. Note as well that in the analysis

of the gaze strategy during perching, the flights with and without obstacles cover

slightly different periods of the flight due to the differences in visibility of the landing

perch along the trajectory (see Figure 4.9) and due to the exclusion of the frames

used to estimate the visual coordinate system (a larger fraction of frames from the

flights without obstacles was used to fit v⃗gaze). Although we do not expect this to

change the main conclusions of the results, because the obstacle flights include a

larger period in which the bird is more likely to be centring the perch, it could be

an aspect to revisit in follow-up analyses. Statistical tests on a larger dataset would

also allow us to inspect whether the strategies across birds are significantly different.

Another important limitation of this study is the aforementioned circularity,

introduced by calibrating the gaze direction against the midpoint of the perch.

Even though the data supported the underlying assumption (see Figure 4.4), this

calibration method limits what can be concluded about the birds’ behaviour during

perching. An alternative gaze calibration approach might be considered in future

studies, potentially using a dedicated set of trials.

One of the aims of this study was to explore different methods to analyse

gaze fixations. To study the fraction of frames in which the bird was aligned

with the perch’s edge or centre, we simply considered which of those features was

closest to the sagittal plane of the bird per frame while also being within ±3◦

from it; we selected this threshold based on a rough estimate of the range of eye
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motion in the birds. This produced reasonable results for most flights, but the ±3◦

threshold seemed broad in some cases; indeed we would expect eye movements in

flight to be below this estimated maximum value (Ros et al., 2017b; Kano et al.,

2018). In the same analysis, we did not require the fixations on the perch’s edge

or centre to be sustained in time either, but we did explore this option in the

analysis of the fixation on the obstacles’ edge. A recommended next step would be

to consider a method that combines both requirements, for example by rejecting

the fits provided by the MSAC algorithm whose intercept is beyond a certain

threshold from the estimated sagittal plane.

The optic flow data generated per flight could also be used to inspect other

possible points of fixation. In the analysis presented here, we focused on specific

features that were highlighted in the spherical histograms across flights (i.e., the

landing perch’s centre and the obstacles’ edge), but inspecting the minima in the

optic flow field may point to other features fixated on by the birds. We carried

out some preliminary analyses in this direction for a single flight, in which we

found that the optic flow minima appeared most frequently aligned with the bird’s

estimated gaze direction; this was not the case when we considered the data from the

trajectory coordinate system, which provides additional support to the estimated

visual coordinate system (see further details in Appendix C.11). If the optic

flow data is used in posterior analyses, it may be worth considering a smoothing

algorithm for the head pose, since any computations based on differences across

frames will likely increase the noise in the resulting signal. This could be achieved

with a low-pass filter based on the SLERP algorithm for quaternion interpolation

(Shoemake, 1985), as we did in Chapter 3 for the pursuit flight (see Appendix B.2.2).

A total variation denoising method could also be useful to inspect saccades, as it

preserves the sharp step-like changes in the signal.

The method used to estimate the loss of fixation point on the obstacles’ edge also

presents opportunities for improvement. We found that, for some birds, it matched

the point we would estimate from visual inspection (see for example Charmander’s

flights in Figure 4.19), but less so for others (see for example Drogon’s flights in
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Figure 4.19). This may indicate that the birds are using slightly different strategies.

One way to deal with this could be to define several different criteria to estimate the

loss of fixation point and inspect the distribution of estimates obtained. Additionally,

from the work by Eckmeier et al. (2013), it seems relevant to inspect when the

focus of expansion of the optic flow field falls on the obstacles, and compare these

instants to the loss of fixation point estimated.

Next steps

The results presented here open up several new avenues for follow-up studies.

An interesting option would be to inspect whether changes in the gaze strategy

reflect changes in the trajectory. We have already suggested some points in this

direction, such as investigating whether the turning required by the trajectory

relates to the edge-fixating behaviour in perching, or inspecting the angle between

the gaze direction and the velocity vector. For these analyses, models such as

the attractor-repeller one presented in Appendix E of this thesis (inspired by

the work of Fajen et al., 2003), or the pursuit models used in Brighton et al.

(2019) could be especially useful.

Incorporating the optic flow data in the analysis may also lead to relevant

insights. For example, combining the optic flow and semantic data generated,

we can investigate the motion contrast between an obstacle and its immediate

background, as in Ravi et al. (2022). We could further inspect if this strategy is

also used to facilitate the detection of the perch. Additionally, we could inspect

how often the focus of expansion of the optic flow field coincides with the obstacles,

following the conclusions from Eckmeier et al. (2013).

The data analysed in this chapter has provided a unique insight into the birds’

behaviour and helped consolidate possible methods of analysis, but it only represents

a small part of the potential of the dataset. Combining our results with the optic

flow and depth data already generated, we will be able to inspect the gaze strategies

used in flight in further detail. Moreover, the rendering pipeline could easily

be extended to the full dataset of over 200 trials, for which the motion capture
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data has been labelled and postprocessed. Further understanding the principles

behind the birds’ gaze strategies in flight may not only reveal important aspects

about their sensory-motor decisions, but also inspire new vision-based strategies

for autonomous flying systems.
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5
Conclusions and future work

In this thesis, I have presented a novel approach to investigate the gaze strategies

of birds in manoeuvring flight. I used motion capture data from experiments with

birds, and tools from computer vision, to characterise in detail the visual scene

that the birds experience in flight, considering their full visual fields. I applied the

method to the case of Harris’ hawks executing perching and obstacle avoidance

manoeuvres, and showed how this approach can provide unique insights into the

birds’ behaviour. In the previous chapters, I discussed in detail the findings and

implications of each of the pieces of work. In this chapter, I summarise the main

conclusions of the research, discuss the general limitations of the approach, and

provide suggestions for future directions.

5.1 Main conclusions

The research presented in this thesis covered three key challenges of studying

gaze strategies of birds in flight.

First, I explored the challenge of accurately tracking an animal’s gaze direction.

Motion capture systems are currently the most accurate species-agnostic method to

track 3D movements in humans and animals. However, the commercial algorithms

that accompany these systems to track the identity of the markers over time are
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often optimised for human motion, and underperform when applied to animals.

As a result, animal studies that make use of motion capture frequently require

additional postprocessing work to identify the markers over time (i.e., label the

markers), which in turn limits the possibilities of high-throughput studies.

In Chapter 2, I presented a solution that deals with this problem by design,

deriving an optimal rigid arrangement of markers that maximises the performance of

a per-frame labelling algorithm. With experiments, I verified the aims of the design

and assessed the performance of the proposed labelling approach, comparing it to

the commercially available solution from the motion capture system. The proposed

method proved more robust to reduced sampling frequencies and higher rotational

speeds, and did not carry mislabellings from one frame to subsequent ones, thanks to

its reliance on geometrical features of the marker pack that can be defined per frame.

I focused on the case of tracking head movements of birds in flight in a motion capture

system; however, the design was parametrised to facilitate its application to other

animals and other marker-based 3D motion tracking setups. Although I focus on a

rigid arrangement of markers with no marker dropout, the method is still valuable

as a first bulk-labelling step within a more sophisticated labelling pipeline. The

proposed method supports the collection of large and accurate 3D motion datasets

in animals, which can be key to improve the performance of video-based methods

for 3D pose estimation, or to explore data-driven models of animal motor control.

In Chapter 3, I explored the problem of capturing the visual scene that the

animal experiences, focusing on the case of Harris’ hawks in flight. I proposed to

solve this computationally, using a synthetic reconstruction of the environment

that the birds fly in and an approximation of their point of view during flight.

Specifically, I used motion capture data from the birds’ head movements to estimate

a coordinate system representative of the animals’ visual fields, which I then used to

define virtual cameras that represented the birds’ perspectives in flight. To model

the lab environment, I explored a hybrid approach that combined basic geometric

primitives defined using the motion capture data, and dense 3D meshes captured

with a SLAM application. In this way, I minimised the accumulated drift and

176



noise typical of large 3D dense meshes, while also reducing the modelling effort

required for the most intricate shapes. With the proposed method, it is possible

to generate a set of synthetic visual inputs that characterise the information that

is likely available to the bird in flight: RGB data, semantic maps, depth maps,

and optic flow data. These are defined for every pixel in the bird’s visual field,

for every timestep. I used three sample bird flights, of a pursuit and an obstacle

avoidance manoeuvre, to demonstrate the unique advantages of the method: (1)

the possibility of defining alternative gaze scenarios for hypothesis testing, (2) the

ability to consider the full visual field of the bird, and (3) the possibility of adapting

the 3D model of the environment to the required level of detail. The results from the

sample flights showed that comparable analyses would be exceedingly challenging

using alternative approaches such as head-mounted cameras, or would be much

more limited if relying on point estimates of the bird’s gaze direction.

In Chapter 4, I investigated the challenge of using the generated synthetic data

to answer behavioural questions. Specifically, I generated semantic descriptions

of the visual scene that the birds experience in flight, to characterise their gaze

strategy during perching and obstacle avoidance manoeuvres in n = 97 flights. The

results showed that all birds actively stabilised their heads in flight, to maintain

the landing perch and the obstacles in specific areas of their visual fields. This

was clearly illustrated by contrasting the results obtained in the visual coordinate

system, which represents the bird’s visual field orientation, and the trajectory

coordinate system, which translates like the bird’s head but does not account for

the bird’s head rotations. I also found that the birds used distinct gaze strategies

around the landing perch and the obstacles. While the perch was centred relative

to the bird’s sagittal plane for the majority of the perching manoeuvre, the inside

edge of the obstacles was fixated frontally when the birds had to turn around them.

The fact that this edge-fixating behaviour around obstacles has been reported

previously in humans (Rothkopf et al., 2009; Rothkopf et al., 2007; Raudies et al.,

2012), lovebirds (Kress et al., 2015) and bumblebees (Ravi et al., 2022) provides

independent, if circumstantial, support to the proposed method of estimating the
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bird’s visual coordinate system. I discussed why this strategy of fixating on the

edge of an obstacle may be advantageous for a fast moving animal, focusing on

the motion contrast hypothesis that has been previously suggested. I highlighted

this point as one of the main hypotheses to inspect with the full dataset in the

future. The results of this study also suggest that when approaching the perch,

the birds deviated more frequently from a centring strategy when obstacles were in

place (1.5 m in front of the takeoff perch), than when no obstacles were present.

With obstacles in place, the birds also spent more time on average aligned with

one of the landing perch’s edges. I suggested this behaviour relates to the amount

of turning required by the trajectory, in line with similar observations of lovebirds

executing sharp turning manoeuvres (Kress et al., 2015); this would be another

key hypothesis to test with the full dataset.

5.2 Limitations and recommendations

In each of the previous chapters I discussed the specific limitations of each part

of the research and suggested directions of improvement. Here, I comment on

the broader limitations of the thesis.

The method that I used to estimate the visual coordinate system of the birds

proved to be a reasonable approach: across all birds, the data showed a good

agreement with our assumptions (see Figures 4.4 and 4.5) and the results from the

behavioural analysis were supported by the previous literature. However, there is

also room for improvement. One of the current limitations is the reliance on the a

priori assumption that the bird fixates its gaze on the landing perch upon landing.

Although this proved to be a solid assumption a posteriori, it may not be easily

translated to other manoeuvres. When perching is not involved in the manoeuvre

of interest, one option could be to calibrate the bird’s gaze direction using data

from a dedicated calibration trial, with an equivalent gaze-fixation assumption. I

explored this option in the sample pursuit flight presented in Chapter 3, for which

I calibrated the bird’s gaze direction using a trial in which a piece of meat with
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a marker was presented to the animal. However, this approach produced a much

lower number of samples appropriate for the calibration than the method based

on the perching assumption. We also noticed that after several weeks it became

harder to attract the birds’ attention with this method. An alternative option could

be to record a set of perching trials before recording the manoeuvre of interest,

exclusively to calibrate the bird’s visual coordinate system. However, this approach

would limit the number of trials of interest that can be recorded, as the reward

provided in the gaze calibration flights would count towards the total food intake of

the birds per day. Additionally, we would still have a problem of circularity when

analysing the birds’ gaze behaviour during perching (see Section 4.5); one option to

limit this issue could be to use a perch of substantially different geometry in the

gaze calibration trials, such as a falcon-type perch, which resembles a small stool.

However a better solution, which would likely improve the accuracy of the

estimated visual coordinate system, was suggested in Chapter 3: it consists of

integrating a pair of calibrated stereo cameras with the motion capture system.

Using video-based motion tracking tools, it would be possible to extract during a

calibration trial the 3D coordinates of identifiable features on the bird, such as its bill

and eyes, and express them in the headpack coordinate system; a similar approach

is described as an annotation tool in Naik et al. (2020). In this way, the bird’s head

pose could be directly estimated relative to the headpack coordinate system. Even

if this method still assumes the bird’s eyes are fixed relative to the head, it would

allow us to model more accurately the bird’s visual coordinate system, mainly by

reducing the misalignment between the estimated gaze direction and the true forward

direction of the bird’s head. In this thesis, the bird’s visual coordinate system is

estimated using a set of assumptions (see Section 3.3.3) and its origin is placed at

the headpack’s baseplate, which is < 20 mm offset from the midpoint between the

bird’s eyes (see Sections 3.3.3.1 and 3.3.3.2). This offset is expected to introduce a

small angular deviation of about 2.3◦ at 0.5 m distance, between the true line of

sight through the bird’s eyes and the estimated gaze direction. Using the suggested

stereo pair approach, we would be able to better approximate the midpoint between
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the bird’s eyes in the headpack coordinate system and reduce this error (note that

the midpoint between the bird’s eyes is the ideal origin of the sphere representing

its visual field, see Martin, 2007). We would also be able to measure precisely the

stereo baseline and use it to define the bird’s view as a binocular system in Blender.

More importantly, this approach would allow us to have a common calibration

method independent of the recorded manoeuvre, and if properly automated, it

would allow us to scale up the analyses to much larger datasets.

Throughout this thesis I have considered the forward direction of the bird’s head

as a good proxy of the animal’s gaze direction. Although this is a very frequent

approach used in the literature (Kano et al., 2018; Brighton et al., 2017; Ros et al.,

2017b; Kress et al., 2015; Kane et al., 2015; Eckmeier et al., 2008), it relies on the

assumption that eye movements relative to the bird’s head are small. The degree

of eye motion in Harris’ hawks has not been experimentally measured and we can

only rely on estimates from birds of the same family. These suggest a range of

eye motion of around 6◦ (see Chapter 4, Section 4.3.2.1 and Wallman et al., 1985).

However, the visual systems of birds of prey show large variation, and there may be

relevant differences within orders, families or even individuals (Mitkus et al., 2018).

Specifically, the magnitude of a bird’s eye movements and their converged/diverged

state will modify the extension of the binocular, monocular and blind regions in

the animal’s visual field (Potier et al., 2020; Tyrrell et al., 2018), and the estimated

positions of the frontal and lateral-facing foveas relative to the forward direction

of the head. However, since the range of eye motion is estimated around 6◦, we

don’t expect eye movements to significantly affect the main conclusions of the

work in this thesis, such as the stabilisation of the target in the binocular area in

Chapter 3. Nevertheless, precise estimates of the degree of eye motion in Harris’

hawks could be very informative for the method I present here, for example to help

define appropriate thresholds when analysing the animals’ gaze strategies.

A further improvement to the gaze direction estimate would be to track the eye

movements of the birds in flight. This would allow us to inspect how well the small

eye movements assumption holds for Harris’ hawks in flight, and would also open up
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a range of new studies. For example, we could explore changes in the bird’s visual

field configuration in flight (Tyrrell et al., 2018), inspect how the birds make use

of the high-resolution areas in their visual field (Potier et al., 2016), or investigate

whether the hawks can track targets simultaneously and independently with each

eye, as it has been shown for grackles (Yorzinski, 2021). However, this seems

currently very challenging. Although eye-tracking in free-moving mice has proven

possible (Holmgren et al., 2021), the method is not currently easily translatable to

a larger flying animal. Indeed, eye-tracking equipment in birds has only been used

in relatively large species doing terrestrial tasks (Yorzinski et al., 2013; Yorzinski

et al., 2014; Yorzinski et al., 2015; Yorzinski, 2019).

The methods I presented here to precisely track a bird’s head movements

(Chapter 2), and to generate synthetic data that characterise its visual scene in

flight (Chapter 4) were conceived to support the collection of large amounts of

data across several individuals. The data analysed in Chapter 4 represents a large

quantity of data in terms of the number of frames tracked and rendered, but was

limited in the number of flights per bird. Indeed, the size and richness of the

data created its own practical complications. Studying a subset of the full dataset

was an academic choice we made, after the pandemic disruption and due to time

constraints. This is also the reason why I focused on analysing the semantic data

in Chapter 4. However, I did explore methods of analysing the optic flow data,

and some of the preliminary results are included in Appendix C. Additionally, in

Appendix D I include a description of a larger dataset of pursuit and obstacle

avoidance flights of Harris’ hawks that I collected at the start of my DPhil. This

proved to be too noisy to reliably extract the birds’ head pose (the motion capture

system was not fully optimised for our experiments at the time), but could be used

to analyse the birds’ head trajectories in future studies.

Finally, the methods described in this thesis are primarily designed around a

motion capture system. Although this reduces the applicability of the approach in

many aspects, some of the techniques discussed could easily be adapted to equivalent

setups. For example, the marker labelling approach described in Chapter 2 could
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be directly applied to marker-based video methods, as long as the problem is

to label the 3D trajectories of unidentified markers. The basic geometric model

of the environment described in Chapter 3 could alternatively be obtained with

photogrammetry or laser-scanning methods, similarly to the work in Holmgren et al.

(2021). However, the convenience of a centralised and synchronised system, and the

accuracy provided by the motion capture system may be harder to replicate with

other setups. Using a motion capture system also meant the birds were recorded in

a lab environment, which is not representative of their natural habitat.

5.3 Future directions

The research presented here has aimed to facilitate the collection of large amounts

of data across many individuals, and as discussed, some key steps have been

taken towards this aim. However, these are only the first steps in a much larger

endeavour, and further automation of the complete pipeline would allow us to

explore a completely different approach to animal behaviour: one based on models

driven by data. This would be an exciting avenue to explore next, and this

thesis sets a solid basis for it.

With analytical models of behaviour, we typically start by defining a model

based on our prior knowledge or assumptions about the animal’s behaviour. The

model is then fitted to the empirical data, and if the fit is good, we conclude that

the model’s underlying principles also apply to the organism (Im et al., 2020). For

example, this is the aim with which the model in Appendix E was developed, and

the approach followed by most models used in animal behaviour (see for example

Brighton et al., 2017; Brighton et al., 2019; Fabian et al., 2022). With data-driven

models, frequently based on machine-learning techniques, the methodology is slightly

different: the data is fitted using complex function approximators, like deep neural

networks, that have large ability to capture a wide variety of relations (Goodfellow

et al., 2016). However, these models are difficult to interpret (Im et al., 2020; Heras

et al., 2019). But even with this caveat, there are aspects of data-driven models that
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make them interesting for behavioural modelling. The models’ complexity can allow

us to better capture the behaviour of the animal, and potentially reveal aspects

beyond our prior assumptions (Im et al., 2020). These models also facilitate the

definition of objective metrics to compare behaviours, and support the automated

analysis of very large data sets (Eyjolfsdottir et al., 2017).

Some examples of data-driven models of animal behaviour exist in the literature:

for example, the work by Zeiler et al. (2009), in which a generative model of the

head-bobbing motion of a pigeon is explored, or the work by Boots et al. (2013),

in which an imitation learning approach is used to model the navigation strategy

of a hawkmoth. More recent works include the study by Heras et al. (2019), in

which a modular deep neural network is used to model the collective behaviour

of fish, or the work by Eyjolfsdottir et al. (2017), in which the sensory-motor

relation of a fly is modelled using recurrent neural networks trained on real flies’

data. In a follow-up work (Im et al., 2020), the authors inspected further how to

ensure these machine learning models are accurate representations of the animal’s

behaviour, focusing on how well they perform on long-term predictions. In the fields

of robotics and animation there is also a growing interest in similar approaches, with

examples of imitation learning methods used with animal data to learn quadruped

locomotion (Zhang et al., 2018; Peng et al., 2020). Works such as these show

how machine learning approaches have large potential to capture the richness

of animal behaviour, and offer new insights into the algorithms animals use to

sense and act in their environment.

Another relevant development from this thesis would be to translate the approach

presented here to experiments in the field. There is a growing interest within the

fields of ecology and conservation in exploring methods to reconstruct an animal’s

experience of its environment (Tuia et al., 2022; McClune, 2018; Haalck et al.,

2020), at much larger scales than the ones I explored here. To adapt the proposed

method to the field, bio-loggers combining GPS and IMU units could be used to

track the bird’s head position and orientation (Kano et al., 2018). Note, however,

that differential GPS technology or a similar approach would likely be required to
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improve location accuracy (Keshavarzi et al., 2021; Sachs, 2016). To reconstruct

the natural environment, laser scanners, structure-from-motion or photogrammetry

techniques may be used (Tuia et al., 2022; Stürzl et al., 2015; Stuerzl et al., 2016;

Schulte et al., 2019). Consumer-level handheld mapping devices like the one I

used in Section 3.3.4.2, or more recent models, such as the iPhone 12 Pro or the

iPad Pro 2021, could be considered; these have been shown to reconstruct forest

environments with reasonably accurate results (Tatsumi et al., 2022; Gollob et al.,

2021). In fact, a 3D model of a section of the Wytham Woods forest (Oxford, UK)

covering 559 trees already exists1 (Calders et al., 2018). This location is very close

to the field station in which the Oxford Flight group is based.

On the other hand, there are still interesting research questions to address in

the lab with the approach described here. For example, cylindrical obstacles like

the ones I used are frequently considered in studies of obstacle avoidance in animals

(Ravi et al., 2022; Lin et al., 2014; Ros et al., 2017a) and humans (Fajen et al.,

2003; Rothkopf et al., 2009; Rothkopf et al., 2007), but it would be interesting to

explore how the observed gaze strategies adapt to objects of different shapes and

structure. For example, it is unclear how the birds would adapt an edge-fixation

strategy around the obstacles if these had slanted or diagonal edges. Obstacles

that are representative of the animal’s natural environment, such as small trees or

bushes, would also be relevant to explore; in Chapter 3, I showed some preliminary

results in this direction (see Figure 3.18). A set of lab experiments with a ‘simulated

forest’ could be useful for comparison with experiments in the field.

Finally, the method presented here could also be used in electrophysiological

studies, to investigate the visumotor control of birds in flight (Altshuler et al.,

2018). In Eckmeier et al. (2013), naturalistic stimuli similar to the data generated

here were presented to head-restrained zebra finches, while recording from single

neurons in the nucleus rotundus. Although the neural response was complex and

sparse, their results seemed in agreement with the motion contrast hypothesis for

the edge-fixation behaviour around obstacles. A synthetic dataset generated with
1https://bitbucket.org/tree_research/wytham_woods_3d_model/src/master/
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the method presented in this thesis could be used in a similar approach, and help

elucidate questions related to the visual cues used for flight control.

Overall, this thesis opens up several avenues for innovative research in the fields

of sensory ecology and neuroethology, and sets the path for data-driven models of

animal behaviour. Extending this method to the field may provide unique insights

into how animals perceive and interact with their environment, and potentially help

with problems of anthropogenic impact, such as bird collisions with wind turbines.

Approaches like behavioural cloning or imitation learning applied to synthetic

datasets like the ones discussed here may also help us unravel how birds use vision

to navigate clutter, and inspire new strategies for visually-guided autonomous drones.
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A.1 Triangle inequality condition
The triangle inequality states that given three face edges la, lb and lc, they will
shape a triangle if they satisfy the following:

la + lb > lc ∩ la + lc > lb ∩ lb + lc > la (A.1)
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where ∩ represents logical intersection. These three inequalities can be more
succinctly expressed as:

2max(la, lb, lc) < la + lb + lc (A.2)

The triangle inequality condition must be satisfied for each of the sets of face edges
in a non-degenerate tetrahedron. However, it is a necessary but not sufficient
condition for a set of edges’ lengths to form a tetrahedron. For example, a set of
five edges of length 4, and one edge of length 7 fulfils the triangle inequalities, but
cannot form a non-degenerate tetrahedron: if we take the five edges of length 4 as
defining two equilateral triangles that make consecutive faces, it is only possible
to define a tetrahedron with positive volume if the length of the remaining edge
is below 4

√
3 (example from Wirth et al., 2009, Figure 1).

A.2 Cayley-Menger determinant condition
The Cayley-Menger determinant condition requires the determinant D to be positive,
with D defined as follows:

D =

∣∣∣∣∣∣∣∣∣∣∣∣∣

0 1 1 1 1
1 0 la

2 lb
2 lc

2

1 la
2 0 l̃c

2
l̃b

2

1 lb
2 l̃c

2 0 l̃a
2

1 lc
2 l̃b

2
l̃a

2 0

∣∣∣∣∣∣∣∣∣∣∣∣∣
> 0 (A.3)

where la, lb, lc are three non-opposing edges defining a vertex and l̃a, l̃b and l̃c
are the corresponding opposite edges. If D is positive, its value relates to the
volume of the tetrahedron V as D = 288V 2 (Wirth et al., 2009). If D = 0 and
the face edges satisfy the triangle inequalities, we have a degenerate tetrahedron
(i.e., a tetrahedron with zero volume).

Note that the determinant D is in principle different for a tetrahedron and its
dual. This is clearer if we analyse the extended expression for D:

D = 2la
2l̃ 2

a (lb2 + l̃ 2
b + lc

2 + l̃ 2
c − la

2 − l̃ 2
a )

+ 2lb
2l̃ 2

b (lc2 + l̃ 2
c + la

2 + l̃ 2
a − lb

2 − l̃ 2
b )

+ 2lc
2l̃ 2

c (la2 + l̃ 2
a + lb

2 + l̃ 2
b − lc

2 − l̃ 2
c )

+ (la2 − l̃ 2
a )(lb2 − l̃ 2

b )(lc2 − l̃ 2
c )

− (la2 + l̃ 2
a )(lb2 + l̃ 2

b )(lc2 + l̃ 2
c )

(A.4)

The penultimate term on the right-hand side will change sign for a tetrahedron
and its dual. The determinant will be the same for both tetrahedrons only if that
anti-symmetric term is zero, which occurs if at least one pair of opposite edges
has the same length (Wirth et al., 2009).
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A.3 Optimisation procedure
Our goal is to find a set of six edges’ lengths that define a non-degenerate
tetrahedron, and maximise the minimum distance between the vertices’ repre-
sentations in EE space.

We parametrised the lengths of the six edges in the set using their maximum and
minimum values, lmin and lmax. This makes two edges’ lengths, which we call le and
lf , equal to these values: le = lmax and lf = lmin. The four remaining edges’ lengths
la, lb, lc, ld are the independent variables to optimise. We assume la ⩽ lb ⩽ lc ⩽ ld.

For each of the 15 possible pairings of opposite edges’ lengths we proceeded as fol-
lows:

1. Select a set of non-opposite edges that define a vertex. Once this
is defined, the geometric interpretation for the rest of the edge sets of the
tetrahedron (vertex edges and face edges) is fully defined. Note that even
though it seems that can select from eight different triples of non-opposite
edges, they all define the vertices or faces of just two tetrahedra, which are
dual of each other. We will see that for this first stage of the optimisation,
both dual tetrahedra give the same result, and therefore we can focus on
analysing one of them only.

2. Compute for each vertex its coordinates in EE space, following the
expression on Equation 2.1.

3. Compute the square-distances between the vertices’ representations
in EE space. For any two vertices i and j, the square-distance function will
have the form:

d2
ij = f(lmin, lmax; la, lb, lc, ld) (A.5)

where the semicolon separates the parameters from the independent variables.
Note that a tetrahedron and its dual will have the same expressions for the
square-distance between their vertices in EE space.

4. Compute the minimum square-distance h between any two vertices
in EE space. We define h as the minimum square-distance between any two
vertices:

h(lmin, lmax; la, lb, lc, ld) =
min(d2

12, d2
13, d2

14, d2
23, d2

24, d2
34)

(A.6)

The function h is piecewise, since at different regions of the la, lb, lc, ld space a
different square-distance function d2

ij will be the minimum one.

5. Find the values of la, lb, lc, ld such that h = hmax The function h is
piecewise and its derivative is not smooth across the different regions of the
la, lb, lc, ld space. We solve for the points of maximum h with a grid search,
sweeping over a range of values for la, lb, lc, ld. We first ran a coarser sweep
and then refined over the optimal points found; further details are explained
below. The maximum value of h, hmax has the following form:

hmax = α(lmax − lmin)2 (A.7)
where α has a different value for each mapping between opposite edges.
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The results for each pairing between opposite edges are shown in Table 2.1.
As we have mentioned, at this stage it is enough to consider only one of the dual
tetrahedrons for each possible pairing of opposite edges, because the square-distance
functions d2

ij (and consequently the h function) are the same for a tetrahedron and
its dual. For most pairings of opposite edges, we found several solutions, that is,
several sets of optimal edges lengths la

∗, lb
∗, lc

∗, ld
∗ where h reached its maximum

value. The edges’ lengths for each solution are shown in Table 2.2. From all the
optimal solutions, we select those with highest α and inspect them further.

In the optimisation procedure, we used for convenience the adimensional variables
for the edges’ lengths a, b, c, d, as defined in Equation 2.2. When performing the
grid search, we first swept over a coarse grid of values to obtain a set of candidate
optimal solutions. In this coarse sweep, the values for a, b, c, d ranged from 0 to 1
in steps of 0.01. We then ran a finer sweep around the candidate optimal solutions
found, considering values within ±0.1 of them, in steps of 0.001. We use these
adimensional variables to represent the solutions in Table 2.2.

A.4 Golden solutions
We refer to the solutions with largest α in Table 2.1 as golden solutions because they
have an interesting relationship between their edges’ lengths and the golden ratio.
First, for all these solutions exactly two of the four edges lengths in la

∗, lb
∗, lc

∗, ld
∗

correspond to either lmax or lmin (see Table 2.2). Second, the two remaining edges
(named l1 and l2 below) have the following relation with the golden ratio ϕ:

l1 − lmin

lmax − lmin

= 1
ϕ

,

l2 − lmin

lmax − lmin

= 1
ϕ2 ,

(A.8)

with ϕ = 1+
√

5
2 .

A.5 Design plane lmin, lmax

We can build 20 different tetrahedra from the set of 10 golden solutions, since each
of them can be constructed as a certain tetrahedron or its dual. Given any of these
solutions, we would typically select the values for the lmin and lmax parameters such
that hmax is as large as possible. However, there are some restrictions to the values of
lmin and lmax we can select: there are constraints for the set of edges to define a non-
degenerate tetrahedron, and there are constraints due to our particular experimental
application. To inspect the space of feasible values of lmin and lmax, we represent
the hmax function along with the constraints to lmin and lmax in the lmin, lmax plane.

Since the hmax function for the golden solutions has the form hmax = 0.58(lmax −
lmin)2, we can represent it in the lmin, lmax plane as a series of isolines, along which
the hmax value is constant. For convenience, we will represent

√
hmax instead, so

that its units are more easily interpretable.
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The constraints to the values of lmin and lmax define a region in the lmin, lmax

plane, which is different for each of the 20 tetrahedra that can be built from the
golden solutions. By definition, we have that lmin < lmax, and therefore the region
of feasible designs will always be in the semiplane defined by that constraint. The
rest of the constraints imposed to the lmin and lmax values are:

1. Triangle inequality condition. Each set of face edges for a solution
tetrahedron needs to fulfil the triangle inequality condition. This leads to at
most three conditions of the form:

lmin < Klmax. (A.9)

with K > 1. In the lmin, lmax plane, a triangle inequality condition restricts
the space to a semiplane with a linear boundary. The triangle conditions are,
in principle, different for a tetrahedron and its dual.

2. Cayley-Menger determinant condition.. The requirement of the Cayley-
Menger determinant to be positive leads to one constraint of the form:

K0lmin
6 + K1lmin

5lmax + K2lmin
4lmax

2

+ K3lmin
3lmax

3 + K4lmin
2lmax

4

+ K5lminlmax
5 + K6lmax

6 > 0
(A.10)

with K0, K1, K2, K3, K4, K5, K6 ∈ R. In the lmin, lmax plane, the Cayley-
Menger determinant condition represents a region delimited by a sixth-degree
polynomial, homogeneous and bivariate. As explained in Section A.2, this
constraint is in principle different for a tetrahedron and its dual.

3. Minimum edge length due to the motion capture system’s resolution,
lmin,res. There is a minimum distance between two retroreflective markers,
below which the motion capture system is unable to distinguish them as
two separate points; we call this minimum distance lmin,res. This limitation
imposes a constraint to the minimum value of lmin we can select for the
tetrahedron of the form:

lmin > lmin,res. (A.11)

4. Maximum edge length due to size constraints, lmax,size. There are
limitations to the dimensions of the marker pack depending on the application.
For example, if we are planning to attach the marker pack to the head of a
bird, we are limited by an attachment area of approximately 50×50 mm2. We
reduce this limitation to a maximum edge length allowed by the application
lmax,size, and express it in the lmin, lmax plane as a constraint of the form:

lmax < lmax,size. (A.12)

The first two conditions derive from the requirements to build a non-degenerate
tetrahedron and are different for every solution, and for a tetrahedron and its
dual. The last two conditions refer to the construction of the tetrahedron as
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a marker pack, and are common to all solutions and tetrahedrons as long as
they have the same application.

Figure A.1 shows three different region plots for three tetrahedra derived from
golden solutions. Note how two of them correspond to the same solution, but
interpreted as a tetrahedron or its dual (Figure A.1a and b), and how each defines
a different region. We selected from the set of golden solutions one with the
largest feasible region, which in practice meant the least-restrictive Cayley-Menger
determinant condition (Figure A.1c). We found six solutions with equally large
feasible regions, and selected one of them at random.

A.6 Computing 3D coordinates of vertices from
edges

Once the design point is selected in the lmin, lmax plane, we can compute the
optimal remaining edges la

∗, lb
∗, lc

∗, ld
∗ with the expressions for the corresponding

solution in Table 2.2 and with Equation 2.2. From the set of vertex edges we can
derive the lengths of the edges that connect any two vertices, by determining the
common element between the sets. Once these are known, we can solve for the
vertices’ coordinates in an arbitrary reference frame, for example by applying
the following equations:

V⃗1 = [0, 0, 0]
V⃗2 = [l1,2, 0, 0]
V3,z = 0
(V3,x − V1,x)2 + (V3,y − V1,y)2 = l2

1,3

(V3,x − V2,x)2 + (V3,y − V2,y)2 = l2
2,3

(V4,x − V1,x)2 + (V4,y − V1,y)2 + (V4,z − V1,z)2 = l2
1,4

(V4,x − V2,x)2 + (V4,y − V2,y)2 + (V4,z − V2,z)2 = l2
2,4

(V4,x − V3,x)2 + (V4,y − V3,y)2 + (V4,z − V3,z)2 = l2
3,4

(A.13)

where V⃗i = [Vi,x, Vi,y, Vi,z] are the coordinates for vertex i, and li,j is the edge
length between vertex i and vertex j. In this case the reference frame is defined
such that vertex 1 is at the origin, vertex 2 is along the x-axis in the XY plane, and
vertex 3 is in the XY plane. Vertex 4 results from the intersection of three spheres
centred at vertices 1, 2 and 3, with appropriate radii. We can import the vertices’
coordinates into a CAD software to design the marker pack support for 3D-printing.

A.7 Design considerations for 3D-printed head-
pack for birds

The main requirements for our headpack design is for it to be rigid, so that the
markers stay at constant distance, and light, to minimise the weight on the birds’
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(a) Pairing ID: 6, Solution ID: 1,
tetrahedron A

(b) Pairing ID: 6, Solution ID: 1,
tetrahedron B

(c) Pairing ID: 6, Solution ID: 2,
tetrahedron A

Figure A.1: Examples of feasible regions in the lmin, lmax plane for three solutions.
The design planes for three different tetrahedra are represented. The captions indicate the pairing
between opposite edges and the solution they represent, as per Table 2.2. Tetrahedron A refers
to the tetrahedron we can build for each solution, interpreting the first element of each pair of
opposite edges from Table 2.1 as defining a vertex; tetrahedron B would be its dual. The regions
delimited by the grey, yellow and red boundaries represent combinations of lmin, lmax parameters
that produce non-degenerate tetrahedra for each selected solution. The following boundaries are
represented: triangular faces condition (green); positive Cayley-Menger determinant (yellow);
lmin,res minimum distance between markers determined by the motion capture system (lmin

constant grey line); lmax,size maximum admissible distance between markers for a bird headpack
(lmax constant grey line); and lmin < lmax (red). The Cayley-Menger determinant condition
(yellow) is always more restrictive than the triangular conditions per face (green). In cases (b) and
(c), the triangular faces conditions for each face reduce to one boundary. Lines of constant

√
hmax

(mm) are shown, note that in some cases the isolines extend beyond the region of feasible designs.
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heads. We accomplish this using an appropriate 3D printing material: we used
DuraForm PA (polyamide nylon plastic) or ABS (acrylonitrile butadiene styrene) for
the headpacks tested on the birds. We additionally required the headpack to disturb
the birds’ visual field as little as possible. For this we explored a few preliminary
designs of the headpack, placing them at different orientations on a virtual mockup
of the bird (see Figure 2.4b). We also ensured the headpack was easy to attach and
detach, for which we collected feedback on preliminary designs from the falconers.

In our final design, we selected the vertices 2, 3 and 4 (as numbered in Equation
A.13) as the ones defining the baseplate. This is where the marker pack was attached
to the head of the bird with a piece of Velcro. The baseplate mimicked the shape
of the Velcro strip on the bird’s head, which approximated a circular sector. This
was useful in guiding the placement of the headpack and making it as repeatable as
possible. We added a small rectangular lip to the design to facilitate its detachment.

We used retroreflective markers of 6.4 mm diameter, and designed attachment
points in the shape of truncated cones to attach them by pressure-fit. To ensure
the markers’ centres were at the computed vertex coordinates, we added a flat base
to mark the surface at which the marker should be flush for its centre to be at the
correct position. To ensure the pack was rigid while minimising the weight on the
bird’s head, we connected the markers with thin rods of 2 mm diameter. Note that
the markers’ in the pack won’t be subject to strong stretching or compression, so
no specific structural requirements were considered for the rods. All headpacks
tested on the birds weighted 3 g or less, including the markers.

A.8 Design considerations for 3D-printed two-
markers supports

We designed supports to hold two markers of 6.4 mm diameter, such that their
centres would be placed at predefined distances. As in the headpack design, we
used attachment points in the shape of truncated cones where the markers were
fit by pressure. We added a flat base to mark the surfacee where the marker
should be flush at, for its centre to be at the correct position. We joined the
attachment points with a rod of 2 mm diameter.

A.9 Drill speed measurements with tachometer
For the drill experiments, we used a Bosch PSB 650 RE electronic drill (Robert
Bosch Power Tools GmbH, Stuttgart, Germany). We selected four speed settings
and measured their rotational speed using an optical tachometer (Mengshen Digital
Tachometer TH-522; iMengsh, Wuhan, China). We used these values as external
validation and for guidance when planning the experiments; however in the data
analysis, we used the speed measurement derived from the motion capture data. We
took three measurements with the tachometer at each speed setting, taking samples
for 15 s and after running the drill for 45 s. The results are shown in Table A.1.
The drill was fixed to a table using a 3-axis vice and turned on and off remotely.
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Table A.1: Drill speed measurements with optical tachometer. We used an optical
tachometer to measure the rotation speed of the drill at four different speed settings, named N1
to N4 in the table.

Speed
setting

Measurement 1
(Hz)

Measurement 2
(Hz)

Measurement 3
(Hz)

Mean
(Hz)

N1 16.6 16.8 16.8 16.7
N2 23.9 24 23.9 23.9
N3 36.5 36.9 36.9 36.8
N4 40.9 41.2 41.1 41.1

A.10 Computation of ground-truth labels
The following diagrams summarise the computation of the ground-truth labels for
the drill trials (Figure A.2) and the bird trials (Figures A.3 and A.4). White boxes
with black contour represent input data and blue boxes represent computation steps.
Lighter blue tones are used to indicate substeps. Decision points are marked with
yellow diamonds and output data is indicated by a red box.
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Figure A.2: Diagram for the computation of the ground-truth labels of the headpack markers in the drill trials.
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Figure A.3: Overview of the computation of the geometry and the ground-truth labels for the headpack markers in the bird trials.
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Figure A.4: Diagram for the computation of the ground-truth labels of the headpack markers in the bird trials.
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A.11 Definition of templates in Nexus
We used one template for each headpack recorded in the drill trials (six templates),
and one template for each bird-headpack pair in the bird trials (16 templates). We
used the first recorded trial of each headpack or bird-headpack pair to define the
template. For the drill trials, we selected the first frame when all four markers
were reconstructed. For the bird trials, we chose the frame closest to the take-off
jump in which all four markers were visible.

A.12 Histograms of residuals per trial
We inspected further why the drill trials recorded with lmax = 45 mm do not show
the increased visibility effect when rotating around the z-axis. To do so we examine
the residuals in the markers’ 3D reconstructions per trial; these are represented
in Figure A.5. We find three sets of trials with larger residuals than the rest: the
drill trials recorded with lmax = 45 mm, the drill trials recorded with lmax = 75 mm
and the bird trials recorded with Drogon and the suboptimal headpack. Larger
residuals result in larger uncertainty in the markers’ position, which results in an
increased variance of the edges’ lengths σ2

i,k and consequently a lower value of ρ.
This could explain why the drill trials recorded with lmax = 45 mm don’t show the
increased visibility effect and why they have lower mean and median ρ values than
the bird trials recorded with the same headpack. The same occurs with the Drogon
trials recorded with the suboptimal headpack, which show lower ρ values than the
trials recorded with the same headpack on the other birds (see Figure 2.12b, trials
0 to 53). The drill trials recorded with lmax = 75 mm also have large residuals, but
their effect on ρ is likely diminished due to its clusters being more distant in EE
space, compared to the lmax = 45 mm or the suboptimal headpack.

When inspecting the labelling performance of the EE algorithm across headpacks,
we find an interesting result for the trials with large residuals. The EE labelling
algorithm labels correctly 100% of the candidate frames in those trials when they
use an optimal headpack (lmax = 45 mm and lmax = 75 mm on the drill). In
contrast, in the suboptimal headpack trials on Drogon, the labelling performance is
relatively poor (below 96.2%). This suggests a headpack design with a larger ρ value
makes the EE labelling algorithm more robust against noisy marker reconstructions.
Although this would match our expectations from the theoretical point of view,
this effect should be tested directly.
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(b) Drill trials, 200 Hz

(a) Drill trials, 100 Hz

(c) Bird trials

Figure A.5: Histograms of residuals for bird and drill trials. The residuals are computed
by the motion capture system for the reconstructed 3D position of each marker. We represent
for each trial its histogram of residuals using a bivariate plot, in which the x-axis represents the
residuals’ values, binned (bin width = 0.05), and the y-axis represents a list of trials. The colour
at each x,y location corresponds to the number of residuals observed within a bin for a certain
trial. Figures (a) and (b) show the residuals for the drill trials recorded at 100 Hz and 200 Hz
respectively. Figure (c) show the residuals for the bird trials. The red lines indicate a change of
headpack (in a and b) or a change of bird-headpack pair (in c). Black lines denote a change of
rotation axis (in a and b).
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B.1 Bird flight experiments

B.1.1 Motion capture system
The motion capture lab is equipped with 22 infrared motion capture cameras
(Vantage V16, Vicon Motion Systems Ltd, Oxford, UK; sampling rate 200 Hz) and
four video cameras (Vue, Vicon Motion Systems Ltd, Oxford, UK; sampling rate
100 Hz, only used for reference). The cameras were mounted on a fixed scaffold
from which camouflage netting was hung, to provide a natural-looking background
texture and prevent the birds from perching on the lower parts of the scaffolding.
The floor was carpeted with green astroturf.

The flights presented in this paper were recorded with two different captive-
bred adult Harris’ hawks: Drogon (0.6 kg) flew the obstacle avoidance flights,
and Toothless (0.7 kg) the pursuit flight.

The pursuit flight is part of a dataset we recorded with four different birds, in
which we collected between 3 and 4 flights per bird per day, during four weeks
between December 2018 and January 2019, for a total of 251 trials. The number
of flights per bird and day in the pursuit dataset was limited by the training
approach: an extra food reward was required to get the bird off the target and
back to the falconer’s fist, which increased the food intake per trial. This reduced
the amount of flights we could record while keeping the animals motivated to
fly. Resetting the setup between trials also took more time than when recording
perching or obstacle avoidance trials.

The obstacle avoidance flights are part of a dataset we recorded with four
different birds (Drogon, Toothless, Charmander and Ruby), in which we collected
16 flights per bird per day for a total of two weeks in November 2020. Both periods
include the training weeks for the birds.

B.1.2 Placement of markers
To track the birds’ head movements, we used rigid supports of retroreflective markers
for the birds to wear as a ‘headpack’. In the pursuit flight, we used a headpack of 5
retroreflective markers, made of wooden thin rods glued to a plastic cross-shaped
plate. In the obstacle avoidance flights, we specially designed 3D-printed rigid
supports for 4 retroreflective markers.

The headpack was attached to the head of the bird by the falconer immediately
before recording its set of flights, and removed at the end of the set. To ensure that
the headpack did not move relative to the bird’s head we recorded videos of the birds
on the falconer’s fist wearing the headpacks. For the flights analysed here, we did
not detect visually any movement between the headpack and the head. The head
movements when the bird is stationary are generally of larger amplitude than those
observed in flight, so we consider these videos are a good indication that there was
no significant relative motion between the bird’s head and the headpack in flight.
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Figure B.1: Reference motion capture markers used in the pursuit trial. The median
position of the reference markers in the pursuit trial is shown in a basic geometric model of the
lab environment. The sidewalls are shown as partially transparent and the curtain is modelled as
a plane, for clarity. The spheres representing the markers’ positions are 5 times the markers’ real
size. Note that the walls’ location was estimated from the motion capture cameras’ positions and
orientations, rather than from the markers placed at the curtain gaps.

In the pursuit flight, we fixed markers of 6.4-10 mm diameter to the pulleys’
centres, to the top front vertices of the starting boxes, to the edges of the curtain
(which were reinforced with a wooden rod) and to the camouflage netting at the
curtain gap. Figure B.1 shows the median position of the reference markers used in
the pursuit flight; note that the walls’ positions were estimated with the motion
capture cameras’ position and orientation, rather than with the markers. To track
the target’s motion, we glued three markers (6.4 mm diameter) to its canvas cover.
In the obstacle avoidance flight, we placed 14 mm diameter markers to the perches’
edges and at the centre of the obstacles’ tops.

B.1.3 Experimental procedure
In the pursuit dataset, the target was pulled using a line of 3 mm thick parachute-
style cord, in green to minimise contrast with the astroturf carpet. To keep the
target in tension, a long piece of line was attached to its back end and rolled around
the first pulley of the target’s trajectory. To minimise the risk of the bird predicting
the target’s trajectory from the line’s placement, we placed dummy lines along the
alternative paths and fixed them to the pulley’s bases using small magnets. In the
complete dataset, the takeoff position of the bird and the target were randomised
between trials. The target’s trajectory also varied between trials: we did this by
randomising the pulleys the line would go through (between three options at the
start, three options at the end, and two options at the curtain gaps). The curtain
was made of two layers of flame-proofed cotton canvas of size 6.0 m × 3.5 m, and
hang from a steel cable installed transversally across the motion capture room.
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Figure B.2: Histogram of 3D point residuals. The residuals are computed by the motion
capture system as part of the reconstruction step, in which the markers’ 3D position is determined.
The results for the rendered pursuit trial (blue) and obstacle avoidance trial (red) are shown. The
obstacle avoidance trial consists of the two obstacle avoidance flights analysed in the main text.
The mean (dashed line) and median (continuous line) values for both distributions are under 1
mm. Note that all markers and recorded frames per trial are considered. The bins’ width is 0.05
mm.

The obstacle avoidance flights are part of a set in which we recorded the bird’s
head movements as it flew from the starting perch to the end perch, and back,
with and without obstacles in place. For each trial we recorded two flights, that
corresponded to the flight back and forth between the perches. Two falconers stood
at either end of the room, to handle the bird and provide the food reward. The
lateral position of the perches was randomised for every trial between three stations
each. These were centred on the longitudinal axis of the room and distributed
with 1 m spacing. Each obstacle was made up of two white expanded polystyrene
cylinders of 1 m height, stacked on top of each other and bound together with white
duct tape. The four obstacles were pushed together so that there were minimal
gaps between them. For the trials with obstacles in place, we also randomised the
side of the end perch from which the falconer would call the bird.

We calibrated the motion capture system using an active wand and following
the manufacturer guidelines. In the obstacle avoidance set of trials, we calibrated
before recording a set of trials with the same bird and headpack placement. In the
pursuit dataset, we calibrated the system without the curtain in place, and before
recording all trials per day. Since we recorded less trials in the pursuit dataset,
we don’t expect the calibration to deteriorate significantly (the flight presented
here is recorded 1.5 hours after calibrating)

B.2 Motion capture data postprocessing

B.2.1 Markers’ reconstruction and labelling
We used the commercial software Vicon Nexus 2.8.0, from the motion capture
system manufacturers, to extract the unlabelled 3D coordinates of the retroreflective
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markers per frame. This process is called ’markers’ reconstruction’. The system
provides a residual value for each reconstructed marker in 3D space to evaluate
the measurement accuracy (Motion Lab Systems, 2021). Figure B.2 shows the
histogram of residuals for the trials rendered in this paper. For the pursuit trial, the
mean residual is 0.82 mm, the standard deviation is σ = 0.29 mm, and the median
is 0.76 mm, for n = 69537 samples. For the obstacle avoidance trial, which consists
of the two obstacle avoidance flights considered, the mean residual is 0.98 mm, the
standard deviation is σ = 0.34 mm, and the median 0.92 mm, for n = 29403 samples.
All markers and recorded frames per trial are included in the computation of the
histograms (i.e., frames recorded before takeoff and after landing are also considered).

Nexus is designed for collection and annotation of 3D motion capture data, with
a particular focus on human motion. We found that our experiments pushed the
system to its limits in terms of tracking and labelling performance, and therefore
considered alternative options to process our data. For a detailed description of the
typical challenges of using marker-based motion capture on birds the reader is
referred to Naik (2021).

For the pursuit flight, we labelled the individual headpack markers per frame
using Nexus semi-automatic labelling tool. For the target, it was difficult to
separate the individual identities of the markers with manual labelling, as the
target twisted and turned during the trial. Instead we assigned a consistent set
of three labels to the target markers, that allowed us to separate them easily
from the rest. We exported the manual labels to MATLAB, and wrote custom
scripts to label the remaining markers.

For the obstacle avoidance dataset, we wrote custom MATLAB scripts to separate
headpack and object markers, and label them. To label the headpack markers, we
used the ground-truth labelling approach described in Chapter 2 (Section 2.3.3.3
and Appendix A.10). This approach has three main steps:

• first, we labelled the frames with at least 4 markers by iteratively solving
the orthogonal procrustes problem with the headpack template; we also
determined the headpack’s transform (position and orientation) at those
frames.

• second, we interpolated the headpack’s transform at the remaining frames;
and

• third, we iteratively labelled the markers in the remaining frames, by assign-
ing them the label of the closest marker of the corresponding interpolated
headpack.

We iterated over the third step, keeping a constant minimum distance for accepting a
label but updating the interpolated transform data for the headpack with the newly
labelled frames every time. We stopped when there were no new frames labelled
between two passes. To label the markers in the objects, we used predefined
bounding boxes.

To assess the quality of our labelling of the headpack markers, we computed the
maximum distance between a labelled marker and its corresponding position in the
headpack template, in a local coordinate system. Results are shown in Figure B.3
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Table B.1: Maximum distance dmax between labelled markers and corresponding
markers in headpack template. We considered all rendered frames in which the headpack
transform was not interpolated. Note that we used different headpack designs for the two trials,
and therefore the same label does not correspond to the same marker. The obstacle avoidance
trial consists of the two obstacle avoidance flights analysed in the main text.

dmax (mm)
Label Pursuit trial Obstacle avoidance trial

1 1.8 1.6
2 3.1 2.0
3 4.6 2.8
4 2.2 1.6
5 1.6 N.A.

and Table B.1. In line with our observations during manual labelling, the pursuit
trial appears to have more jitter in the markers’ positions (even though the residuals
obtained from the system are not much larger, see Figure B.2). For the set of
trials with the same bird and headpack placement as in the selected obstacle trial
(which we used to estimate the visual coordinate system), the maximum distance
registered across all trials was 3.7 mm.

(b) Obstacle avoidance trial(a) Pursuit trial

Figure B.3: Labelled markers per trial in a local coordinate system. The labelled
markers for each of the pursuit (a) and the obstacle avoidance trials (b) are shown in a coordinate
system that moves with the headpack. In (a) the visual coordinate system is used and in (b) the
headpack coordinate system is shown; both correspond to the template used for labelling with
procrustes in each trial. We considered all rendered frames in which the headpack transform was
not interpolated. Note that we used different headpack designs for the two trials. The obstacle
avoidance trial consists of the two obstacle avoidance flights analysed in the main text.s

B.2.2 Headpack transform per frame
To compute the headpack’s transform per frame, we solved the procrustes problem
on the labelled data. In the pursuit flight, we used a template computed from the
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gaze calibration data. In the obstacle avoidance flights, we used the theoretical
headpack design as template.

For the frames where there were not enough headpack markers reconstructed, or
where these could not be reliably labelled, we interpolated the headpack’s transform.
In the pursuit flight, we used a smoothing cubic spline to interpolate the headpack’s
translation. In the obstacle avoidance flights, we used a weighted variation that
takes into account the number of markers detected. In both cases we interpolated
the headpack’s rotation using the SLERP algorithm for quaternions, which assumes
constant angular velocity (Shoemake, 1985). We assumed the short path between
quaternions and constant pose in the extrapolation regions.

During manual labelling of the pursuit flight we found that some of the markers’
reconstructions were jittery and noisy for certain sections, so we computed the
procrustes transform on a subset of frames we determined as most reliable, and
interpolated the translation and rotation of the headpack for the rest of the frames.
The subset of frames considered most reliable is the set of frames with 3 or more
markers reconstructed, excluding those frames in which the procrustes error is above
a certain threshold, the markers are close to collinear, or the most prominent frontal
marker is missing. We then applied a low-pass filter to the resulting head rotations, as
a moving average filter of window size equal to 2 frames, using the SLERP algorithm:

qf (t) = slerp(qf (t − 1), q(t), p), (B.1)

where qf (t) denotes the filtered quaternion at frame t, q(t) denotes the quaternion
data point, slerp denotes the implementation of the SLERP algorithm in MATLAB,
and p is the interpolation parameter, which we set at 0.5. For the first frame
qf(0) = q(0). We applied the same filter when computing the head rotations for
the trajectory coordinate system.

B.2.3 Target transform per frame

For the pursuit flight, we modelled the target as a cylinder, with the three markers
attached to it defining a right-angled triangle. We defined a coordinate system
linked to the cylinder, whose origin is at the cylinder’s centre, its y-axis is parallel
to the longitudinal axis of the cylinder (pointing inwards), and its x and z-axis
are two perpendicular radii of the cylinder.

We computed the translation of the cylinder as the trajectory of the circumcentre
of the triangle. We estimated it using a cubic smoothing spline, that takes into
account the number of markers reconstructed.

We define the rotation of the cylinder’s coordinate system as follows: its y-axis
is always parallel to the origin’s velocity vector v⃗origin, and its x-axis is always
parallel to the floor plane of the lab. This mimics the actual motion of the target,
which was in tension between two lines, one pulled by the linear motor and one
looped around the initial pulley.
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(b) Obstacle avoidance trial(a) Pursuit trial

Figure B.4: Estimated location of the walls. We estimated the location of the walls from
the motion capture cameras’ positions and orientations for the pursuit flight (a) and the obstacle
avoidance flights (b). Cameras are shown in red. From the dimensions of the cameras and their
mounts, we estimated points in the scaffolding (black markers). We then used the scaffolding
points to the define the walls’ planes (blue transparent planes). The corners of the volume are
highlighted with blue markers. A plane representing the curtain’s location is shown for reference
in (a), computed from the markers attached to it.

B.2.4 Walls, floor and ceiling geometry
The motion capture cameras were mounted on a fixed scaffold from which camouflage
netting was hung. We estimated its location using the position and orientation
of the motion capture cameras. These were computed during the calibration. We
used the cameras’ positions and orientations to estimate points on the scaffolding,
taking into account the dimensions of the cameras and their mounts. We then fitted
the estimated scaffolding points to a line for each wall section. This provided an
estimate of the scaffolding rungs holding the netting and the cameras. We defined
each wall as the plane perpendicular to the floor that contained the corresponding
scaffolding rung, from which the camouflage netting was hung.

Figure B.4 shows the estimated walls and the motion cameras for the pursuit
and the obstacle avoidance flights. The mean angle at the walls’ corners was 90◦,
with standard deviation σ = 0.2 for the pursuit flight, and σ = 0.5 for the obstacle
avoidance flights. We set the ceiling at the mean height of the estimated scaffolding
points: 3.33 m for the pursuit flight and 3.25 m for the obstacle avoidance flights.

B.3 Modelling the bird’s view

B.3.1 Fixation phase in gaze calibration trial
For the pursuit flight, we estimated the visual coordinate system of the bird using
data from the gaze calibration trial. During this trial we recorded the bird’s head
movements while it was held on the falconer’s fist and presented with a food reward
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Figure B.5: Examples of the bird’s behaviour in the fixation phase of the gaze
calibration trial. For certain periods during the gaze calibration trial, the bird appeared to
focus on the food reward presented to it, with a characteristic behaviour of lowering its head and
preparing its wings for a downstroke. The marker on the food reward is highlighted with a red
circle.

that had a marker attached to it. We used the data from the motion capture system’s
video cameras to identify a range of frames in which the bird is likely to be fixating
on the food reward while keeping its head level, based on the animal’s behaviour. We
selected two sequences of 342 and 120 frames of motion capture data within the trial,
in which the bird lowered its head and prepared its wings for a downstroke. Three
samples of the typical posture of the bird in this phase are shown in Figure B.5.

B.3.2 Distance between the origin and the midpoint be-
tween the eyes

In the pursuit flight, the origin of the visual coordinate system is defined as the
midpoint between the two lateral markers of the headpack (see Figure B.6a). In
the obstacle avoidance flights, it is defined as the centroid of the headpack markers
projected onto the plane defined by the headpack baseplate (see Figure B.8a; note
that the headpack designs are not the same in the pursuit flight and the obstacle
avoidance flights). We selected these points aiming to be close to the midpoint
between the eyes. We estimated how much these points deviate from the midpoint
between the eyes using snapshots of the videos of the birds wearing the headpacks,
recorded before and after the trials.

The reference images used to estimate this offset for the pursuit flight are
shown in Figures B.6 and B.7. Figure B.6a shows the selected origin lies between
markers 2 and 5, and Figure B.6b shows it is closer to the sagittal plane (red
dashed line) than to marker 5. We therefore estimate that the offset in the direction
perpendicular to the sagittal plane is, at most, the distance between the origin and
marker 5, which is 10 mm. To estimate the offset in the direction perpendicular

212



1

2
3 5

4

(b)(a)

Figure B.6: Distance between selected origin and midpoint between the eyes for the
pursuit flight, in the direction perpendicular to the sagittal plane. Figure (a) shows the
disposition of the markers in the headpack coordinate system. The origin (which is the same for
the headpack, visual and trajectory coordinate systems) lies at the midpoint between markers
2 (blue) and 5 (magenta). A front view of the bird wearing the headpack is shown in (b), with
the orange segments highlighting the line between markers 2 (blue) and 5 (magenta), and the
approximate line between the eyes. The midpoints of these segments are show as black dots.
The trace of the sagittal plane (red dashed line) contains the midpoint between the eyes, and we
estimate it based on the symmetry of the bill. We can see that the distance between the sagittal
plane and the selected origin is smaller than the distance between the origin and marker 5 (10
mm).

to the headpack’s baseplate, we selected three frames in which the baseplate plane
was almost perpendicular to the camera plane. We estimated for each of them the
real length of the yellow segment, based on the known real length of the green
segment, and obtained a mean value of 20.1 mm.

(b)(a) (c)

Figure B.7: Distance between selected origin and midpoint between the eyes for the
pursuit flight, in the direction perpendicular to the headpack’s plate. We selected three
frames in which the headpack baseplate was almost perpendicular to the camera plane. We then
estimated on each of them the real length of the yellow segment (the approximate distance from
the headpack’s baseplate to the bird’s eye), based on the known length of the green segment (the
height of marker 1 above the baseplate). We obtained a mean value of 20.1 mm.

We followed the same approach for the obstacle avoidance flights; the reference
images used are shown in Figures B.8 and B.9. From these we estimate that
the midpoint between the eyes is within 12 mm from the selected origin in the
transverse direction (perpendicular to the sagittal plane), and 17.3 mm in the
direction perpendicular to the headpack baseplate.
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(a) (b) (c)

Figure B.8: Distance between selected origin and midpoint between the eyes for the
obstacle avoidance flights, in the direction perpendicular to the sagittal plane. Figure
(a) shows the disposition of the markers in the headpack coordinate system. The origin (which is
the same for the headpack, visual and trajectory coordinate systems) lies approximately between
markers 2 (blue) and 4 (yellow). A front view of the bird wearing the headpack is shown in (b),
with the line between markers 2 (blue) and 4 (yellow) and the approximate line between the eyes.
The midpoint of the line between the eyes (white dot) falls within the segment connecting markers
2 and 4. We therefore estimate that the distance between the midpoint between the eyes and the
origin is at most, the maximum distance between the origin and one of the highlighted markers
(12 mm). In (c), the red dashed line drawn following the bill’s symmetry shows the approximate
location of the sagittal plane, which contains the midpoint between the eyes.

B.3.3 Gaze direction estimate
To estimate v⃗gaze, we computed the orthogonal regression line to the assumed
points of fixation in the headpack coordinate system. We used the singular-value
decomposition approach described in Söderkvist (2021):

USV T = svd(X − X), (B.2)
v⃗gaze = U(:, 1), (B.3)

Agaze = X (B.4)

where X denotes the array of sample points (size 3 × N , with N the number of
sample points) and X is the mean of the sample points (size 3 × 1). The singular-
value decomposition is represented by the operator svd(). The matrices U , S,
V correspond to the matrix containing the left singular vectors in columns, the
diagonal matrix containing the singular values, and the matrix containing the right
singular vectors in columns, respectively. The estimated gaze direction unit vector
v⃗gaze is computed as the first column of U . Agaze is the centroid of the sample
points, and a point in the fitted line. Table B.2 shows the complete fitting results
for the flights considered in the main text.

The root mean square error (RMSE) in Table B.2 is computed with the error
being the distance between the samples and the fitted line. We additionally
computed the distance d, between the origin of the headpack coordinate system
and the fitted line (Table B.2).

For both the pursuit and the obstacle avoidance trial, the distance d is larger
than the distance we estimated between the origin of the headpack coordinate
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Figure B.9: Distance between selected origin and midpoint between the eyes for the
obstacle avoidance flights, in the direction perpendicular to the headpack’s plate.
We selected three frames in which the bird’s sagittal plane was almost parallel to the camera
plane. We then estimated on each of them the real length of the yellow segment (the approximate
distance from the headpack’s baseplate to the bird’s eye), based on the known length of the green
segment (the height of marker 1 above the baseplate). We obtained a mean value of 17.3 mm.

Table B.2: Results of the gaze direction fitting, for the pursuit and the obstacle
avoidance flights. The estimated gaze direction v⃗gaze and the point in the fitted line Agaze are
both expressed in the headpack coordinate system. The distance between the fitted line and the
origin of the headpack coordinate system is d. RMSE stands for root mean square error, where
the error is the distance between the sample points and the fitted line. The number of samples
per fit is denoted by n. For the pursuit flight, it corresponds to the number of frames in the
fixation phase in the gaze calibration trial. For the obstacle avoidance flights, it corresponds to
the number of frames in the final approach phase, across all the flights recorded with that bird
and headpack placement.

Trial Bird v⃗gaze Agaze (mm) d (mm) RMSE (mm) n

Pursuit Toothless
[
0.16, −0.94, 0.32

] [
103.7, −572.3, 251.5

]
54.3 47.5 462

Obstacles Drogon
[
0.13, −0.94, 0.31

] [
131.4, −969.9, 247.0

]
68.4 65.6 1274

system and the midpoint between the eyes in Section B.3.2. Therefore, we don’t
expect either of these lines to closely represent a line that goes through the midpoint
between the eyes. This could be due to the bird fixating on a different points
than the ones we assume, due to eye movements that we are not accounting for,
or due to existing movement of the headpack relative to the head. We would
expect this last effect to be minimal, as we didn’t find any evidence of it in the
reference videos. In any case, we expect the estimated visual coordinate system to
be more representative of the forward direction of the head and of the sagittal plane
orientation than a coordinate system simply aligned to the headpack. The fact that
our preliminary results seem in agreement with observations previously reported in
the literature would support this, although it should be confirmed with more flights.

For the obstacle avoidance trial, we checked for every trial recorded with the
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same bird and headpack placement, whether the slope of the fitted line per trial was
similar across trials. The results are shown in Table B.3). We computed a deviation
metric σv⃗gaze for the estimated unit gaze vector per trial, as the square-root of
the trace of the covariance matrix:

σv⃗gaze =
√

σ2
vx,gaze

+ σ2
vy,gaze

+ σ2
vz,gaze

, (B.5)

obtaining σv⃗gaze = 0.0463. The mean gaze vector was v⃗gaze =
[
0.11, −0.95, 0.29

]
,

very similar to the gaze direction estimate considering all trials aggregated (second
row in Table B.2). We also computed the distance from the origin of the headpack
coordinate system to the fitted line per trial, which yielded a mean value of d = 65.56
mm and a standard deviation of σd = 22.88 mm, showing the variability in the
landing perch midpoint trajectories per trial.

Table B.3: Results of the gaze direction fitting per trial, for all trials with the same
bird and headpack placement as the rendered obstacle avoidance trial. The estimated
gaze direction v⃗gaze and the point in the fitted line Agaze are both expressed in the headpack
coordinate system. The distance between the fitted line and the origin of the headpack coordinate
system is d. RMSE stands for root mean square error, where the error is the distance between the
sample points and the fitted line. The number of samples n corresponds to the number of frames
in the final approach phase, for each trial.

Trial v⃗gaze Agaze (mm) d (mm) RMSE n

Drogon perching 1
[
0.10 −0.94 0.33

] [
136.50 −1108.30 306.00

]
84.78 21.94 122

Drogon perching 2
[
0.13 −0.92 0.37

] [
112.38 −1086.61 317.02

]
113.15 48.073 123

Drogon perching 3
[
0.17 −0.93 0.33

] [
212.42 −1094.46 310.33

]
74.83 37.44 122

Drogon perching 4
[
0.12 −0.95 0.28

] [
122.18 −1138.82 285.44

]
46.50 44.70 117

Drogon perching 5
[
0.13 −0.96 0.25

] [
196.22 −1115.80 263.51

]
50.17 29.78 117

Drogon perching 6
[
0.12 −0.93 0.36

] [
149.82 −1095.98 315.56

]
99.115 54.63 124

Drogon perching 7
[
0.09 −0.96 0.27

] [
172.20 −1126.35 248.55

]
91.52 43.80 112

Drogon obstacles 1
[
0.12 −0.96 0.26

] [
141.08 −686.26 172.10

]
59.95 62.09 57

Drogon obstacles 2
[
0.07 −0.95 0.29

] [
65.88 −707.29 154.66

]
62.08 50.43 54

Drogon obstacles 3
[
0.09 −0.96 0.28

] [
19.18 −711.67 158.51

]
65.75 48.99 56

Drogon obstacles 4
[
0.15 −0.96 0.26

] [
117.33 −699.39 160.86

]
29.74 61.56 58

Drogon obstacles 5
[
0.11 −0.96 0.27

] [
85.59 −709.25 155.57

]
44.30 15.51 53

Drogon obstacles 6
[
0.09 −0.96 0.27

] [
32.18 −710.18 156.70

]
57.27 24.38 55

Drogon obstacles 7
[
0.12 −0.96 0.27

] [
109.94 −697.48 153.10

]
50.87 73.59 55

Drogon obstacles 8
[
0.12 −0.95 0.28

] [
83.00 −707.49 154.79

]
53.41 20.28 49

B.3.4 Normal to the sagittal plane estimate

Table B.4 shows the results of the n⃗sagittal estimation, for the pursuit and the
obstacle avoidance trial.
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Table B.4: Results of the normal to the sagittal plane fitting, for the pursuit and
the obstacle avoidance trial. The estimated normal n⃗sagittal is expressed in the headpack
coordinate system. RMSE stands for root mean square error, where the error is the residual of
the least-squares problem solved. The number of samples per fit is denoted by n. For the pursuit
trial, it corresponds to the number of frames in the fixation phase in the gaze calibration trial. For
the obstacle avoidance trial, it corresponds to the number of frames in the final approach phase,
across all the trials recorded with that bird and headpack placement.

Trial Bird n⃗sagittal RMSE n

Pursuit Toothless
[
0.98, 0.11, −0.16

]
0.04 462

Obstacles Drogon
[
0.99, 0.14, −0.01

]
0.08 5056

B.3.5 Retinal margins
We computed the retinal margins per eye from the data reported for Harris’ hawks by
Potier et al. (2016). The authors measured the visual field experimentally, aligning
the bird’s sagittal plane with a visual perimeter and using an ophthalmoscopic reflex
technique. They determined the degree of overlap between the retinal margins of the
bird’s eyes ∆θ, at several angles measured from the top of its head ϕ. We digitized
the data from the paper (figures 5A, 5C and 6 from Potier et al., 2016) and fitted a
smoothing spline periodic boundary conditions (8 polynomial pieces of order 2) to
the relation ∆θ vs ϕ (RMSE = 1.6◦, Figure B.10). From the interpolated overlap
∆θ we derived the retinal margins for each eye, θleft and θright, assuming symmetry
with respect to the sagittal plane. We also assumed our estimated gaze direction
corresponds to the ϕ angle where the binocular overlap is widest (ϕ = 90◦) (in line
with the point raised in the supplementary figure S1 from Potier et al., 2016).

Figure B.10: Visual field of Harris’ hawks. We digitized the data from Potier et al. (2016)
defining the overlap between the retinal margins of the bird’s eyes (∆θ) at several angles measured
from the top of its head (ϕ). We fitted the data (black crosses) to a smoothing spline (blue dots)
with periodic boundary conditions (RMSE = 1.6◦).
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B.3.6 Trajectory coordinate system
We define the trajectory coordinate system as a coordinate system with its y-
axis tangent to the forward direction of the trajectory and its x-axis parallel
to the horizontal:

y⃗T = − v⃗

||v⃗||
, (B.6)

x⃗T = y⃗T × z⃗world

||y⃗T × z⃗world||
, (B.7)

z⃗T = x⃗T × y⃗T , (B.8)

where x⃗T , y⃗T , z⃗T represent the versors of the trajectory coordinate system, v⃗
represents the velocity vector of the head, and z⃗world represents the world z-axis.
We computed the velocity vector of the head v⃗ with a central differences scheme
on the head interpolated trajectory using the gradient function in MATLAB. In
the pursuit trial, we filtered the rotations of the trajectory coordinate system using
the same approach applied to the visual coordinate system.

B.4 Hybrid model of the lab environment

B.4.1 Geometry of the pursuit flight
The pulleys used to guide the target’s trajectory were diabolos of 6.5 cm radius
and 15 cm length, glued to a metallic base of 1 cm width. We reduced their
geometry in Blender to cones of 6.5 cm radius at the base, and height determined
by the corresponding reference markers placed at the diabolos’ axes. Some pulleys
had additional markers placed on the contour but these were not used to model
their geometry.

We modelled the starting boxes as cuboids of 1 m length, with their height and
orientation defined by the reference markers placed at their top front vertices.

We modelled the target as a cylinder of 15 cm length and 2.54 cm diameter,
based on reference images of the markers’ location on the target and on the average
distances measured between the markers over the whole trial (see Table B.5).
In determining the target’s width, we took into account the diameter of the
markers attached to it (6.4 mm).

We rendered one trial in which we added a texture to the wall of the motion
capture room, that mimicked the texture of the camouflage netting. We did this by
tiling a picture of the netting with appropriate scaling. The results are presented
in the Online Resources 1 and 2.

B.4.2 Geometry of the obstacle avoidance flights
We defined the geometry and locations of the perches and obstacles based on
the position of their corresponding markers (placed at the perches’ edges and at
the centre of the obstacles’ tops).
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Table B.5: Mean distances between the markers fixed to the target. Computed from
applying k-means clustering to the distances between markers labelled as belonging to the target.
Length, width and diagonal refer to the dimensions of the cylinder with which we approximate
the target’s shape.

mean value (mm)
length 91.2
width 31.8

diagonal 97.4

We reduced the perches to their top rungs and modelled them as cylinders of
radius 4 cm (based on measurements of the actual perches). From reference images
we estimated that a line between the centres of the markers on the perch’s edges
would be approximately tangent to the top rung cylinder.

We modelled the obstacles as cylinders of 0.3 m diameter. We estimated the offset
between the larger markers’ centre and the obstacles’ tops by computing the mean
deviation from 2 m height for these markers. We took this offset into account (14 mm,
including the markers’ base) when defining the obstacles’ dimensions in Blender.

B.4.3 Dense 3D map of the curtain
The 3D mapping was carried out after collecting all bird trials of the day. To evaluate
the error in the captured mesh, we recorded a motion capture trial just before
carrying out the 3D mapping, that registered the static motion capture markers in
the scene and on the ArUco calibration plate. We call this the mapping trial. We
noticed the markers fixed to the curtain weren’t clearly identifiable in the captured
meshes, so we placed red tape around them to signal their approximate region prior
to mapping. These pieces of tape were also in place during the bird trials.

We started the mapping procedure by setting up a local wireless network
between the motion capture computer, the augmented reality smartphone and
the laptop running SemanticPaint, making use of its streaming functionality. We
then started the SemanticPaint application on the laptop and connected the
smartphone’s augmented reality app (Tango Streamer) to it. Once the connection
was verified, the ArUco calibration plate was brought into camera view to compute
the required coordinate system transformation. After visually confirming the
computed coordinate system for the mesh was correct, the mapping was carried out.

To obtain the 3D map for the curtain, we cropped it from a partial mesh of
the lab using MeshLab (Cignoni et al., 2008). We cleaned the resulting mesh by
removing duplicate vertices and isolated pieces. We noticed that the floor plane
in the captured mesh was slightly deviated from the motion capture coordinate
system’s floor so we corrected the mesh in MATLAB to match them.

To do this we first fitted a plane to the floor of the mesh with a reference
normal equal to [0, 0, 1], using pcfitplane in MATLAB. This is an implementation
of the M-estimator sample consensus algorithm (MSAC), a variant of RANSAC.
The plane was computed with a 99% confidence of finding the maximum number
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of inliers, with a maximum distance between an inlier point and the plane of 10
cm, and a maximum angular distance between the normal vector of the fitted
plane and the reference orientation [0, 0, 1] of 2.5◦. The resulting angle between the
fitted plane and the reference orientation was 2.4◦ and the mean distance between
inlier points and the fitted plane was 3.8 cm.

We rotated and translated the input mesh so that the fitted floor plane contained
the origin of the motion capture system, and its normal was parallel to [0, 0, 1].
This implied the following transforms:

R =

1.00 0.00 −0.04
0.00 1.00 0.005
0.04 −0.005 1.00

 , (B.9)

t⃗ =
[
0.00, 0.00, 3.53

]
(B.10)

where R denotes the rotation matrix applied and t⃗ the translation vector, in centime-
tres.

Table B.6: Distances between the motion capture markers fixed to the curtain and
the subset of red vertices in the curtain’s mesh. The values shown represent the maximum,
minimum and mean distance (in cm) between the median position of the curtain markers and the
20 nearest neighbours in the red vertices subset of the curtain’s mesh.

Pursuit trial Mapping trial
Original

mesh
Transformed

mesh
Original

mesh
Transformed

mesh
Mean (cm) 9.7 9.3 9.1 8.9
Minimum (cm) 5.2 5.7 5.7 5.9
Maximum (cm) 16.4 16.6 13.0 13.3

We computed the deviation from the reference motion capture markers as follows.
For the markers placed on the curtain edges, we computed their reference position
as the median of its coordinates across all frames, for the pursuit trial and for the
mapping trial. From all the points in the mesh, we selected a subset of 400 vertices,
whose colour was closest to red (i.e., the vertices whose RGB vector had lowest
sum-of-square error from the red vector, [255, 0, 0]). For each reference marker,
we computed the mean distance to the 20 nearest vertices from the red subset
(see Figure B.11). The mean, maximum and minimum distances for the original
and the transformed mesh are shown in Table B.6.

B.5 Supplementary videos
Figure B.12 shows a representation of the orthographic projection used in the
rendered videos. With an orthographic projection the distortion is less than if
we use an equirectangular projection, but the most peripheral parts of the bird’s
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field of view are not included. Both projections are used to represent the RGB
data in the supplementary videos. A description of the supplementary videos
is summarised in Table 3.1.

For the pursuit trial, we exported the RGB channel in PNG format, and the
rest of channels as part of a multilayer OpenEXR file. In the frame numbering
shown in the video, the split between the two phases of the trial (before and after
the curtain) is at frame 1132, and the interception frame corresponds to 1374.

For the obstacle avoidance trial, we exported all rendered passes as a mulitlayer
OpenEXR file. For the RGB video, we used the tonemap function in MATLAB
to read the HDR images. The analysis presented in the paper excludes the first
and last 20 frames of the videos for each leg of the trial. In the frame numbering
shown in the video, the landing perch becomes fully visible at frame 958 in leg
1, and frame 1997 in leg 2 of the trial. The observed saccades in the second leg
of the trial occur at approximately frame 2029 and frame 2184. These are more
evident in the orthographic projection.

We used the OpenEXR bindings available at https://github.com/skycaptain/
openexr-matlab to read the OpenEXR files in MATLAB.
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(b)(a) 

(c) 

Figure B.11: Correction of the captured curtain mesh. We fitted a plane to the floor of the
mesh; figure (a) shows the fitted plane (magenta) and the inlier points (yellow). We rotated the
mesh so that its fitted floor plane was parallel to the floor plane of the motion capture coordinate
system; figure (b) shows the original mesh and the fitted floor plane (magenta), and the rotated
mesh and floor plane (green). We then translated the rotated mesh so that its floor plane contained
the origin of the motion capture system (not shown). Figure (c) shows the median position of
the markers fixed to the curtain during the pursuit trial (blue dots) and the segments (blue lines)
connecting them to the nearest vertices from the red subset of the mesh (highlighted in red).
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Figure B.12: Orthographic projection of the rendered output. The point of view of the
rendered videos in orthographic projection is represented schematically. The rendered output
(here, the RGB data) is represented in the visual field unit sphere of the bird. The retinal margins
for the left (blue) and right (red) eyes are represented, as well as the blind area (black). The
direction of the orthographic projection is represented with a magenta arrow and an eye icon.
Note that when projecting the data as indicated by the arrow, the most peripheral parts of the
field of view of the bird (beyond the magenta contour) are not included.
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C.1 Motion capture experiments
We worked with four captive-bred adult Harris’ hawks, comprising three males
(Drogon, Toothless, Charmander) and one female (Ruby). We recorded approxi-

224



mately 16 flights per bird per day, for a total of two weeks (including the training
period for the birds) in November 2020. The data presented in this chapter are
from flights recorded on one day of experiments, after six days of training. The
birds wore different headpack designs because we used the collected data to validate
a custom headpack tracking algorithm, described in Chapter 2 (see Figure C.1).

Drogon Toothless Charmander Ruby

Figure C.1: Birds and headpacks used. We collected motion capture data from four Harris’s
hawks (Parabuteo unicinctus) wearing four headpack designs.

We recorded 279 trials over four days, across the four birds; however in this
chapter we focused on a subset of 74 trials (148 flights; each trial recorded two
flights) recorded on one day of experiments. From this subset, we discarded the
trials in which any of the two flights comprising the trial had invalid take-offs or
landings; we considered these invalid if the bird did not touch the perch with both
legs. We manually determined the take-off and landing frames as the point at which
the head was lowest when the bird was about to leave the perch or had just landed
on it. The RGB rendered videos include a buffer of 20 frames before the take-off
and landing frames used in the semantic data analysis.

For each recorded trial, two falconers stood at either end of the room, to handle
the bird and provide the food reward. For the obstacle avoidance trials, we used
a set of four styrofoam pillars. Each pillar was made up of two white expanded
polystyrene cylinders stacked on top of each other and bound together with white
duct tape. The four obstacles were pushed together so that there were minimal
gaps between them. In the obstacle avoidance trials we also randomised the side
of the end perch from which the falconer would call the bird.

We calibrated or recalibrated the motion capture system before each recording
each bird’s set of trials (i.e., four times per day). The headpack was attached to the
head of the bird by the falconer immediately before recording the bird’s set of trials,
and it was removed at the end. For the first half of the trials, we recorded perching
manoeuvres. For the second half, we recorded obstacle avoidance manoeuvres. To
ensure that the headpack did not move during the flights, we recorded videos of the
birds on the falconer’s fist, wearing the headpacks, before recording their trials.

C.2 Motion capture data postprocessing
We labelled the headpack markers following the procedure described in Chapter 3
Appendix B.2, which in turn follows the ground-truth labelling method for bird
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trials introduced in Chapter 2 (Section 2.3.3.3 and Appendix A.10). The method
relies on first labelling the frames with 4 or more headpack markers by solving
the orthogonal procrustes problem, and then labelling the remaining data using
estimations of the headpack’s position and orientation at the corresponding frames.

For the few frames where there were not enough headpack markers reconstructed,
or where these could not be reliably labelled, we interpolated the headpack’s
translation using a weighted cubic spline that took into account the number of
markers detected. To interpolate the headpack’s rotation, we used the SLERP
algorithm for quaternions (Shoemake, 1985), which assumes constant angular
velocity. As a verification of the quality of the labelling, we computed the distance
between labelled markers in the headpack coordinate system and their reference
position in the template, for the frames in which the headpack transform was defined
(i.e., not interpolated). For the 102 flights considered in the chapter across all birds
(97 flights plus the 5 flights in which the birds flew over the obstacles), the labelled
markers deviated less than 3.7 mm from their corresponding template position.

We followed the approach described in Chapter 3 Appendix B.2.4, to define the
position of the walls per trial. We used the motion capture cameras’ positions and
orientations and the dimensions of their mounts to estimate points in the scaffold
rungs in which the cameras were mounted. We used these points to define planes,
modelling the netting that was hung from the scaffold during the experiments (see
Appendix B.2.4). We set the ceiling at the mean height of the estimated scaffolding
points. The motion capture cameras’ positions and orientations were determined
during the calibration, and therefore were the same for all trials recorded with the
same bird. For all calibrations, the mean angle between consecutive walls was 90◦,
the standard deviation σ = 0.5◦ and the ceiling mean position 3.25 m.

C.3 Headpack coordinate system
Figure C.2 shows the position of the markers for each of the headpack designs
used in Chapter 4. The auxiliary coordinate system fixed to the headpack is
defined as follows:

• the headpack baseplate plane is the plane defined by markers 1, 2 and 3 in
the optimal headpacks, and by markers 2, 3 and 4 in the suboptimal one;

• the origin of the headpack coordinate system is the projection of the mean
position of the markers (i.e., the centroid) on the headpack baseplate plane;

• the y-axis is defined as the unit vector from the origin to the projection of
marker 1 on the baseplate plane (for the optimal headpacks, the projection of
marker 1 coincides with the position of the marker, as it is contained in the
baseplate plane);

• the x-axis is defined perpendicular to the y-axis and contained in the baseplate
plane;

• the z-axis is the required one to form a right-hand coordinate system.
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(a) Drogon, suboptimal headpack (b) Charmander, optimal headpack
 lmax=45 mm

(c) Ruby, optimal headpack
 lmax=55 mm

(d) Toothless, optimal headpack
 lmax=30 mm

Figure C.2: Headpack coordinate system for each design. The figure shows the position of
the markers for each headpack design. The markers are coloured by their assigned label (show in
text). The optimal headpacks are named based on their maximum distance between markers lmax.
The headpack coordinate system x, y and z axes are shown in red, green and blue respectively.

C.4 Visual coordinate system
To estimate the visual coordinate system, we assume that the bird fixates its gaze on
the perch midpoint during the final approach phase, and that it keeps its eyes level
in flight. These assumptions are based on reports on previous literature (Brighton
et al., 2019; Ros et al., 2017; Potier et al., 2016; Warrick et al., 2002) and on
observations from our experiments; some examples are shown in Figure C.3.

We defined the final approach phase based on the distance between the bird and
the perch: 0.5 to 2.0 m for perching trials and 0.5 to 1.0 m for obstacle trials. The
thresholds are different for the two types of trials because we found gaze shifts up
to approximately 1 m ahead of the perch in the obstacle avoidance trials; this is
shown in Figure C.4. Note that the obstacles are 1.5 m ahead of the end perch.

Table C.1 includes additional results for the fitting of the gaze direction per bird,
v⃗gaze. The distance d between the origin of the headpack coordinate system and the
fitted line is larger than the distance we expect between the origin of the headpack
coordinate system and the midpoint between the bird’s eyes. Therefore, we don’t
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(b)(a)

(d)(c)

Figure C.3: Perch fixation and eyes-level assumption. Examples of a bird keeping its eyes
level in flight, from literature Brighton et al., 2019 (a) and from our experiments (b). Examples of
a bird fixating on the perch upon landing, from literature Potier et al., 2016 (c) and from our
experiments(d).

(a) (b) Perching trials

Obstacles trials

Figure C.4: Trajectories of the landing perch midpoint in the headpack coordinate
system. Trajectories shown for all flights of one bird (Drogon), since the bird is 5 m away from
the perch until it is 0.5 m from it. Figure (a) shows the projection onto the xy plane. Figure (b)
shows the projection onto the yz plane. Note the head shifts (in the shape of steps), especially in
the obstacle trials top-down view (Figure a, red curves).

expect the fitted line to closely represent a line that goes through the midpoint
between the bird’s eyes. We further inspected this by fitting a v⃗gaze vector per trial,
for all of the trials executed by Drogon (see Appendix B.3.3, Table B.3). We found
a small variation across trials in the fitted direction, but a larger variation in the
distance d. This may result from the bird fixating a point relative to its head, but
making small adjustments to locate this point in a relevant area of the visual field
via eye movements. It could also be due to the bird fixating on a point that is
close but not exactly at the perch’s midpoint, or due to existing movement of the
headpack relative to the head. However we expect this last effect to be minimal: we
didn’t find any evidence of it in the reference videos of the birds on the falconer’s fist
wearing the headpacks while moving their heads. The results from the behavioural
analyses suggest that the estimated gaze direction is a reasonable estimate of the
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forward direction of the bird’s head, but without measurements of the eyes’ motion,
it is challenging to precisely determine the source of variation in the distance d.

Table C.1: Results of the gaze direction fits, considering all trials per bird. The
estimated gaze direction v⃗gaze and the point in the fitted line Agaze are both expressed in the
headpack coordinate system. The distance between the fitted line and the origin of the headpack
coordinate system is d. RMSE stands for root mean square error, where the error is the distance
between the sample points and the fitted line. The number of samples n corresponds to the
number of frames in the final approach phase, across all trials per bird.

Bird v⃗gaze Agaze (mm) d (mm) RMSE (mm) n

Drogon
[

0.13, −0.94, 0.31
] [

131.4, −969.9, 247.0
]

68.4 65.6 1274

Toothless
[

−0.07, −0.95, 0.31
] [

−55.5, −969.6, 231.1
]

82.1 46.7 847

Charmander
[

0.004, −0.97, 0.23
] [

36.7, −1046.4, 174.6
]

73.9 64.7 1328

Ruby
[

0.16, −0.96, 0.22
] [

206.5, −966.0, 158.3
]

66.3 70.6 1353

C.5 Spherical histograms
Figure C.5 shows a schematic of how the spherical histograms were computed.

Figure C.6 shows two spherical histograms represented in the trajectory coordi-
nate system. Note how the histograms reflect the shape of the bird’s head trajectory
relative to the objects of interest (i.e., the landing perch or the obstacles). This is
easily seen for the histograms computed for the landing perch, in the perching trials
(Figure C.6a). In them, the landing perch appears centred in longitude, but shows
variation in latitude. This reflects the geometry of a perching manoeuvre in which
the bird flies straight to the landing perch with a dive and a subsequent pitch-up. In
the equivalent histogram for the obstacle avoidance trials (Figure C.6b), the contour
of the landing perch additionally shows variation in longitude, reflecting a larger
turn relative to the landing perch than in the perching trials. The comparison with
the histograms computed from the visual coordinate system data show how the birds’
gaze strategy unifies the view of the landing perch across different manoeuvres.

Figures C.7 to C.13 show the spherical histograms for the contour semantic data
grouped by bird, type and leg of the trial, and coordinate system. Figure C.13
shows the results for the flights in which two birds flew over the obstacles, rather
than around them.
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Figure C.5: Spherical histograms computation. The figure shows a schematic of how the
spherical histograms were computed, focusing on the case of the obstacles. For each frame f , we
set the value of the pixels defining the contour of the obstacles to 1, and the rest to 0 (left panel).
Only pixels within the visible regions of the bird’s visual field are considered; the retinal margins
for the left (blue) and right (red) eye are shown for reference. We then add the results across the
subset of frames considered and represent the results in the sphere of the bird’s visual field.

(a) Perching trials, leg 1
Drogon, n = 7 flights, 2356 frames

(b) Obstacle avoidance trials, leg 1
Drogon, n = 8 flights, 2860 frames

Trajectory coordinate system

Figure C.6: Spherical histograms in trajectory coordinate system reflect the geometry
of the trajectory. The figure shows the spherical histograms for the landing perch, for the
flights executed by Drogon in leg 1 of the perching trials (a) and the obstacle avoidance trials (b).
The visual field spheres are represented using an orthographic projection on the xz plane of the
trajectory coordinate system; only the frontal hemispheres of the visual field are represented. The
retinal margins from the right (red) and left (blue) eyes are shown for reference. The range of
frames considered includes all frames from takeoff to landing, excluding the frames in which the
head pose of the bird was interpolated (see number of flights n and total number of frames in
subfigures’ captions). Note the colourbars in (a) and (b) are not in the same range: the maximum
values were selected to highlight the points of highest h metric per pixel in the corresponding
representations in the visual coordinate system (see Figures C.7 and C.9). The planes at 0◦

latitude and 0◦ longitude are shown for reference (grey dotted lines).
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Leg 1 Leg 2

(n = 7 flights, 2356 frames)

(n = 7 flights, 2932 frames) (n = 7 flights, 2869 frames)

(n = 7 flights, 2490 frames)

Figure C.7: Spherical histograms for the landing perch in the perching flights - Drogon and Charmander. The figure shows the spherical
histograms for the landing perch in the perching flights of Drogon and Charmander, grouped by bird, leg of the trial and coordinate system. The visual
field spheres are represented using an orthographic projection on the xz plane of the visual coordinate system (blue boxes) or the trajectory coordinate
system (red boxes); only the frontal hemispheres of the visual field are represented. The retinal margins from the right (red) and left (blue) eyes are
shown for reference. The range of frames considered includes all frames from takeoff to landing, excluding the frames in which the head pose of the bird
was interpolated (see number of flights n and total number of frames in subfigures’ captions). Note the colourbars across birds and legs of the trial are not
in the same range: the maximum values were selected to highlight the points of highest h metric per pixel in the visual coordinate system representation.
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(n = 6 flights, 2199 frames)

(n = 4 flights, 1366 frames) (n = 4 flights, 1365 frames)

(n = 6 flights, 2430 frames)

Leg 1 Leg 2

Figure C.8: Spherical histograms for the landing perch in the perching flights - Ruby and Toothless. The figure shows the spherical
histograms for the landing perch in the perching flights of Ruby and Toothless, grouped by bird, leg of the trial and coordinate system. The visual field
spheres are represented using an orthographic projection on the xz plane of the visual coordinate system (blue boxes) or the trajectory coordinate system
(red boxes); only the frontal hemispheres of the visual field are represented. The retinal margins from the right (red) and left (blue) eyes are shown
for reference. The range of frames considered includes all frames from takeoff to landing, excluding the frames in which the head pose of the bird was
interpolated (see number of flights n and total number of frames in subfigures’ captions). Note the colourbars across birds and legs of the trial are not in
the same range: the maximum values were selected to highlight the points of highest h metric per pixel in the visual coordinate system representation.
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Leg 1 Leg 2

(n = 8 flights, 2860 frames)

(n = 5 flights, 2306 frames) (n = 1 flight, 441 frames)

(n = 8 flights, 3334 frames)

Figure C.9: Spherical histograms for the landing perch in the obstacle avoidance flights - Drogon and Charmander. The figure shows the
spherical histograms for the landing perch in the obstacle avoidance flights of Drogon and Charmander, grouped by bird, leg of the trial and coordinate
system. The visual field spheres are represented using an orthographic projection on the xz plane of the visual coordinate system (blue boxes) or the
trajectory coordinate system (red boxes); only the frontal hemispheres of the visual field are represented. The retinal margins from the right (red) and left
(blue) eyes are shown for reference. The range of frames considered includes all frames from takeoff to landing, excluding the frames in which the head
pose of the bird was interpolated (see number of flights n and total number of frames in subfigures’ captions). Note the colourbars across birds and legs of
the trial are not in the same range: the maximum values were selected to highlight the points of highest h metric per pixel in the visual coordinate system
representation. The figure caption in red highlights that some flights were excluded from the set because the bird flew over the obstacles rather than
around them.

233



R
u
b
y

T
o
o
th
le
ss

(n = 8 flights, 3269 frames)

(n = 6 flights, 2250 frames) (n = 6 flights, 2303 frames)

(n = 7 flights, 2977 frames)

Leg 1 Leg 2

Figure C.10: Spherical histograms for the landing perch in the obstacle avoidance flights - Ruby and Toothless. The figure shows the
spherical histograms for the landing perch in the obstacle avoidance flights of Ruby and Toothless, grouped by bird, leg of the trial and coordinate system.
The visual field spheres are represented using an orthographic projection on the xz plane of the visual coordinate system (blue boxes) or the trajectory
coordinate system (red boxes); only the frontal hemispheres of the visual field are represented. The retinal margins from the right (red) and left (blue)
eyes are shown for reference. The range of frames considered includes all frames from takeoff to landing, excluding the frames in which the head pose of
the bird was interpolated (see number of flights n and total number of frames in subfigures’ captions). Note the colourbars across birds and legs of the
trial are not in the same range: the maximum values were selected to highlight the points of highest h metric per pixel in the visual coordinate system
representation. The figure caption in red highlights that some flights were excluded from the set because the bird flew over the obstacles rather than
around them.
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(n = 8 flights, 2860 frames) (n = 8 flights, 3334 frames)

(n = 1 flight, 441 frames)(n = 5 flights, 2306 frames)

Figure C.11: Spherical histograms for the obstacles in the obstacle avoidance flights - Drogon and Charmander. The figure shows the
spherical histograms for the obstacles in the obstacle avoidance flights of Drogon and Charmander, grouped by bird, leg of the trial and coordinate system.
The visual field spheres are represented using an orthographic projection on the xz plane of the visual coordinate system (blue boxes) or the trajectory
coordinate system (red boxes); only the frontal hemispheres of the visual field are represented. The retinal margins from the right (red) and left (blue)
eyes are shown for reference. The range of frames considered includes all frames from takeoff to landing, excluding the frames in which the head pose of
the bird was interpolated (see number of flights n and total number of frames in subfigures’ captions). Note the colourbars across birds and legs of the
trial are not in the same range: the maximum values were selected to highlight the points of highest h metric per pixel in the visual coordinate system
representation. The figure caption in red highlights that some flights were excluded from the set because the bird flew over the obstacles rather than
around them.
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Figure C.12: Spherical histograms for the obstacles in the obstacle avoidance flights - Ruby and Toothless. The figure shows the spherical
histograms for the obstacles in the obstacle avoidance flights of Ruby and Toothless, grouped by bird, leg of the trial and coordinate system. The visual
field spheres are represented using an orthographic projection on the xz plane of the visual coordinate system (blue boxes) or the trajectory coordinate
system (red boxes); only the frontal hemispheres of the visual field are represented. The retinal margins from the right (red) and left (blue) eyes are
shown for reference. The range of frames considered includes all frames from takeoff to landing, excluding the frames in which the head pose of the bird
was interpolated (see number of flights n and total number of frames in subfigures’ captions). Note the colourbars across birds and legs of the trial are not
in the same range: the maximum values were selected to highlight the points of highest h metric per pixel in the visual coordinate system representation.
The figure caption in red highlights that some flights were excluded from the set because the bird flew over the obstacles rather than around them.
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Figure C.13: Spherical histograms for the obstacles and the landing perch, for the flights over the obstacles. The figure shows the
spherical histograms for the obstacles and the landing perch in the flights of Charmander and Ruby in which they flew over the obstacles, rather than
around them. The data is grouped by bird, leg of the trial, coordinate system and object of interest (landing perch or obstacle). The visual field spheres
are represented using an orthographic projection on the xz plane of the visual coordinate system (blue boxes) or the trajectory coordinate system (red
boxes); only the frontal hemispheres of the visual field are represented. The retinal margins from the right (red) and left (blue) eyes are shown for
reference. The range of frames considered includes all frames from takeoff to landing, excluding the frames in which the head pose of the bird was
interpolated (see number of flights n and total number of frames in subfigures’ captions). Note the colourbars across birds and legs of the trial are not in
the same range: the maximum values were selected to highlight the points of highest h metric per pixel in the visual coordinate system representation.
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C.6 Latitudinal and longitudinal extension of the
landing perch and the obstacles

In this section, we include the curves for the extension in latitude of the landing
perch along the trajectory, for the perching flights (Figures C.14 and C.15) and the
obstacle avoidance flights (Figures C.16 and C.17). Additionally, in Figures C.19
and C.20 we represent the curves for the longitudinal extension of the obstacles,
without mirroring the data relative to the y-axis of the plot.

C.7 Alignment with landing perch centre or bi-
sector direction

We inspected the difference between assuming the bird is aligned with the landing
perch’s centre, and assuming it is aligned with the bisector of the angle subtended
by the landing perch in longitudinal direction. To do so, we considered the triangle
defined by the position of the bird’s head and the landing perch’s edges, as shown
in Figure C.21. Specifically, we computed the difference in angle β between the
vector along the median segment −−→

OM , and the bisector vector −−→
OB.

We first express the vectors from the bird’s position O to the landing perch edges
as: −−→

OE1 = r1(cos α, sin α),
−−→
OE2 = r2(cos α, − sin α),

(C.1)

where r1 and r2 are the distances from the bird to each of the edges. The vector
from O along the median segment is by definition:

−−→
OM =

−−→
OE1 + −−→

OE2

2 . (C.2)

From these we compute β as:

tan β = OMy

OMx

= r1 sin α − r2 sin α

r1 cos α + r2 cos α

=
(

r1 − r2

r1 + r2

)
tan α

(C.3)

where OMx and OMy are the x and y components of the −−→
OM vector respectively,

and α is half of the angle subtended by the perch.
We computed β across all 102 flights (including the flights in which the birds

flew over the obstacles) using the motion capture data of the birds’ head trajectories
and the landing perch’s edges. The results are shown in Figure C.22, where the
contour of the data represents the maximum values observed at each value of ŷperch.
The maximum value of β observed across all flights is under 1◦ from take-off until
the bird is at ŷperch = 0.14 (1.26 m). Note that in the analysis of the deviation of
the bird’s gaze strategy with respect to an ideal symmetric expansion of the landing
perch, we don’t consider samples closer than ŷ = 0.1. The angle β only reaches 5◦

when the bird is closer than ŷperch = 0.06 to the perch (approximately 0.54 m).
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Figure C.14: Latitudinal extension of the landing perch in the bird’s visual field along
the trajectory - Drogon and Charmander perching flights. The latitudinal extension of
the landing perch in the bird’s visual field is represented against ŷperch, the normalised distance to
the perch in y direction. The flights are grouped by bird and leg of the trial. We focus on a specific
set of samples when analysing the deviation of a bird’s gaze strategy from an ideal symmetric
expansion of the landing perch in the visual field; this is the range of data points highlighted with
coloured markers. The same colour is used for data points in the same flight and the samples
outside of this range are shown in grey.
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Figure C.15: Latitudinal extension of the landing perch in the bird’s visual field along
the trajectory - Ruby and Toothless perching flights. The latitudinal extension of the
landing perch in the bird’s visual field is represented against ŷperch, the normalised distance to the
perch in y direction. The flights are grouped by bird and leg of the trial. We focus on a specific
set of samples when analysing the deviation of a bird’s gaze strategy from an ideal symmetric
expansion of the landing perch in the visual field; this is the range of data points highlighted with
coloured markers. The same colour is used for data points in the same flight and the samples
outside of this range are shown in grey.
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Figure C.16: Latitudinal extension of the landing perch in the bird’s visual field along
the trajectory - Drogon and Charmander obstacle avoidance flights. The latitudinal
extension of the landing perch in the bird’s visual field is represented against ŷperch, the normalised
distance to the perch in y direction. The flights are grouped by bird and leg of the trial. We
focus on a specific set of samples when analysing the deviation of a bird’s gaze strategy from an
ideal symmetric expansion of the landing perch in the visual field; this is the range of data points
highlighted with coloured markers. The same colour is used for data points in the same flight and
the samples outside of this range are shown in grey.
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Figure C.17: Latitudinal extension of the landing perch in the bird’s visual field along
the trajectory - Ruby and Toothless obstacle avoidance flights. The latitudinal extension
of the landing perch in the bird’s visual field is represented against ŷperch, the normalised distance
to the perch in y direction. The flights are grouped by bird and leg of the trial. We focus on
a specific set of samples when analysing the deviation of a bird’s gaze strategy from an ideal
symmetric expansion of the landing perch in the visual field; this is the range of data points
highlighted with coloured markers. The same colour is used for data points in the same flight and
the samples outside of this range are shown in grey.
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Ruby Toothless

Obstacle avoidance trials - Leg 1

Drogon Charmander

Figure C.18: Longitudinal extension of the landing perch in the bird’s visual field
along the trajectory - Obstacle avoidance leg 1 flights. The longitudinal extension of the
landing perch in a bird’s visual field is represented against ŷperch, the normalised distance to the
perch in y direction. The flights are grouped by bird, type of trial and leg of the trial they are
executed at. We focus on a specific set of samples when analysing the deviation of a bird’s gaze
strategy from an ideal symmetric expansion of the landing perch in the visual field; this is the
range of data points highlighted with coloured markers. The same colour is used for data points
in the same flight and the samples outside of this range are shown in grey. The perch is fully
visible on the first sample show in colour; earlier samples either show a partially visible perch, or
a thin stretch of the perch that is slightly visible through the gaps between the obstacles.

243



D
ro
g
o
n

C
h
a
rm
a
n
d
e
r

Leg 1 Leg 2

Obstacle avoidance trials

Figure C.19: Longitudinal extension of the obstacles in the bird’s visual field along the
trajectory (not mirrored) - Drogon and Charmander flights. The longitudinal extension
of the obstacles in a bird’s visual field is represented against ŷperch, the normalised distance to
the perch along the y-axis of the motion capture coordinate system. The flights are grouped by
bird and leg of the trial. We focus on a specific set of samples when analysing the deviation of
the bird’s gaze strategy from an ideal alignment with the inside edge of the obstacles; this is the
range of data points highlighted with coloured markers. The same colour is used for data points
in the same flight, and the samples outside of this range are shown in grey. For each trial, the
point at which the bird’s head trajectory passes the mean y-coordinate of the obstacles is marked
with a ŷ = constant line (red dashed lines).
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Figure C.20: Longitudinal extension of the obstacles in the bird’s visual field along
the trajectory (not mirrored) - Ruby and Toothless flights. The longitudinal extension
of the obstacles in a bird’s visual field is represented against ŷperch, the normalised distance to
the perch along the y-axis of the motion capture coordinate system. The flights are grouped by
bird and leg of the trial. We focus on a specific set of samples when analysing the deviation of
the bird’s gaze strategy from an ideal alignment with the inside edge of the obstacles; this is the
range of data points highlighted with coloured markers. The same colour is used for data points
in the same flight, and the samples outside of this range are shown in grey. For each trial, the
point at which the bird’s head trajectory passes the mean y-coordinate of the obstacles is marked
with a ŷ = constant line (red dashed lines).
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Figure C.21: Median and bisector of triangle defined by the bird’s head and the
landing perch’s edges. The figure shows the geometry of the triangle defined by the bird’s head
(O) and the landing perch’s edges (E1 and E2). The median of the triangle from the O vertex
is the −−→

OM vector, where M is the midpoint between the perch’s edges E1 and E2. The bisector
of the angle subtended by the perch 2α (pink angle) is the vector −−→

OB (pink vector), which by
definition coincides with the x-axis of the plot. The angle β (highlighted in green) is the angular
difference between the vector along the median segment −−→

OM and the bisector vector −−→
OB.

Figure C.22: Values of β angle per frame across all flights against the normalised
distance to the landing perch ŷperch. The figure shows the values for the computed β angle
per frame, across all flights, against the normalised distance to the landing perch ŷperch (n=102
flights, including the flights in which the birds flew over the obstacles). Semi-transparent markers
are used to reflect the density of the data. Reference lines at β = 5◦ (red dashed line) and β = 1◦

(green dashed line) are shown. When ŷperch = 0.06 (vertical black line), the maximum value of β
observed is 5◦.
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C.8 Deviation from an ideal symmetric expansion
of the landing perch

In the main text, we focused on leg 2 of the obstacle avoidance trials when analysing
the gaze strategy around the landing perch. We made this choice because the landing
perch in that leg was visible for longer (see Figure 4.9). For reference, we include here
the results for the flights executed in the other leg of the obstacle avoidance trials
(leg 1); Figure C.23 shows the results from the root-mean-square (RMSE) analysis.
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Obstacle avoidance trials - Leg 1

10th percentile 50th percentile 95th percentile

(º)

RMSE = 1.8º RMSE = 5.4º RMSE = 16.6º n = 27

Figure C.23: Deviation from an ideal symmetric expansion of the landing perch in longitudinal direction in the bird’s visual field -
Obstacle avoidance leg 1 flights. We inspected for each obstacle avoidance flight executed in leg 1 of the trials, how much the longitudinal extension
of the landing perch in the visual field deviated from an ideal symmetric expansion. We characterised the deviation with the root-mean-square error; the
distribution of its value across the n = 27 flights analysed is shown (right panel). The three panels from the left show the longitudinal extension of the
perch for flights with a root-mean-square error corresponding to the 10th, 50th and 95th percentile. The right and left edge of the landing perch are shown
(red and blue respectively), as well as the edges in an ideal symmetric expansion case (green). Only the samples within the subset of frames of interest are
shown in colour. The samples outside this range are shown in grey for the data derived from the semantic maps of the landing perch, and black for the
ideal symmetric expansion. The location of the selected percentiles on the histogram is marked with red vertical lines.
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C.9 Mean position of the landing perch centre
in the visual field

We computed the mean position of the landing perch in the bird’s visual field in
latitude and longitude, for each flight. If in a given flight, the centre of the landing
perch stays aligned with the estimated gaze direction for the majority of the frames,
the mean position of the landing perch in the visual field for that flight will be close
to 0◦ latitude and 0◦ longitude. If the centre of the landing perch is not aligned with
the gaze direction for a large portion of the flight (for example, because another
feature, such as the edge of the perch, is fixated instead), we expect the mean
position of the landing perch to deviate from the estimated gaze direction.

To assess the landing perch’s mean position, we computed the mean position of
the midpoint of its top edge (the edge of maximum latitude in the landing perch’s
contour). The midpoint is computed in angle, as the bisector of the longitudinal
angle subtended by the perch; for short we refer to it as simply the midpoint.
We included all frames from take-off up to a normalised distance to the perch of
ŷperch = 0.1, excluding the frames used in the estimation of v⃗gaze and the frames in
which the head pose was interpolated (see colour markers in Figures 4.10, 4.11 and
C.18). In the obstacle avoidance flights, we only considered the frames in which the
landing perch is fully visible (that is, not partially occluded by the obstacles).

Figure C.24 shows the mean position of the landing perch centre for the perching
flights, in the latitude and longitude plane. The value for each flight is coloured
by leg of the trial, direction of the lateral offset between the takeoff and the
landing perch (right, straight or left), and bird. The results suggest the landing
perch midpoint is reasonably aligned with the estimated gaze direction throughout
most of the perching flights.

Figure C.25 shows the mean position of the landing perch centre for the obstacle
avoidance flights. The value for each flight is coloured by leg of the trial, side
around the obstacles and bird. The results show larger variation in longitude than
in the perching flights, and the flights executed in leg 1 of the trials seem biased to
lower mean latitude values. This may be due to the landing perch being visible for
very different parts of the trajectory in each leg of the trial. The flights in which
the birds turn around the obstacles’ right or left side also seem biased to positive
and negative mean longitude angles respectively. Note that the side the birds turn
around the obstacles also determines the side the landing perch appears from.

C.10 Mean position of the obstacle’s edge in the
visual field

We computed the mean position of the edge of the obstacles in the birds’ visual
field, for each flight. We considered the range of frames from takeoff up to 25
frames (0.125 s) before the obstacles are surpassed. The obstacles are surpassed
when the y-coordinate of the bird’s head is equal to the mean y-coordinate of
the obstacles. We selected 25 frames prior to this point as an estimate of the
time it takes the bird to fly a distance of one body length, at an approximate
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Landing perch - Perching trials

(a)

(b)
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Figure C.24: Mean position of the landing perch centre in the bird’s visual field per
flight - Perching flights. The figure shows the mean position of the landing perch’s centre
per flight, in the latitude-longitude plane representative of the bird’s visual field. We computed
the landing perch’s centre as the midpoint of the top edge. The values per flight are coloured by
(a) leg of the trial; (b) direction of the lateral offset between takeoff and landing perch (Right,
Straight or Left); and (c) bird (Drogon, Charmander, Ruby, Toothless). The 0◦ latitude and 0◦

longitude lines are highlighted for reference (red dashed lines).
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Landing perch - Obstacle avoidance trials

(a)

(b)

(c)

Figure C.25: Mean position of the landing perch centre in the bird’s visual field
per flight - Obstacle avoidance flights. The figure shows the mean position of the landing
perch’s centre per flight, in the latitude-longitude plane representative of the bird’s visual field.
We computed the landing perch’s centre as the midpoint of the top edge. The values per flight
are coloured by (a) leg of the trial; (b) side around the obstacles the bird flies (Right or Left);
and (c) bird (Drogon, Charmander, Ruby, Toothless). The 0◦ latitude and 0◦ longitude lines are
highlighted for reference (red dashed lines).
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speed of 5 m/s. The range of frames considered per trial is shown with colour
markers in Figures C.19 and C.20. For this range of frames, we computed the
mean longitudinal position of the inside edge of the obstacles (relative to the bird’s
turn), and the mean mid-latitude of the obstacles. Note that we don’t expect the
midpoint of the obstacles in latitude to be aligned with the estimated gaze direction
throughout the flight; we use its mean value to assess how stabilised the obstacles
are in latitude in the range of frames considered.

Figure C.26 shows the mean position of the obstacles’ edge midpoint in latitude
and longitude. The value for each flight is coloured by leg of the trial, side around
the obstacles and bird. In the flights executed in leg 1 of the trials, the mean
position in longitude of the obstacles’ inside edge is within ±5◦ from the estimated
gaze direction. In leg 2 of the trials there is larger variability. From the figure we
don’t see evident biases based on the side of the obstacles the bird turns around,
but this should be checked with statistical tests.

C.11 Location of the minima of optic flow in the
bird’s visual field

For one of Drogon’s obstacle avoidance trials, we investigated the most frequent
location of the optic flow minima in the visual field. To do so, we computed spherical
histograms representing the frequency with which an optic flow minimum appeared
at each point in the visual field sphere. We defined an optic flow minimum per frame
as a pixel whose backprojected 3D point displaced less than 10◦/s from that frame
to the next. We computed spherical histograms in the visual and the trajectory
coordinate system; the results are shown in Figure C.27. We use the same metric h
as in the main text, to represent the fraction of frames normalised by the pixel’s
size. We excluded the frames in which the bird’s head pose was interpolated.

In the visual coordinate system, the minima of optic flow appear more frequently
in the binocular area and close to the estimated gaze direction for both legs of the
trial. In contrast, in the trajectory coordinate system, the minima of optic flow occur
most frequently in areas outside the binocular region and not centred in the visual
field. The optic flow data per frame in the visual coordinate system for the flight
executed in leg 1 in Figure C.27 is included as a supplementary video ESM_16.avi.
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Obstacles' edge - Obstacle avoidance trials

(a)

(b)

(c)

Figure C.26: Mean position of the obstacles’ inside edge midpoint in the bird’s visual
field per flight. The figure shows the mean position of the midpoint of the obstacles’ inside edge
per flight, in the latitude-longitude plane representative of the bird’s visual field. The values per
flight are coloured by (a) leg of the trial; (b) side around the obstacles the bird flies (Right or
Left); and (c) bird (Drogon, Charmander, Ruby, Toothless). The 0◦ latitude and 0◦ longitude
lines are highlighted for reference (red dashed lines).
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Figure C.27: Location of minima of optic flow in the visual field sphere, for two of
Drogon’s flights. The figure shows the spherical histograms for the minima of optic flow, for
one of Drogon’s obstacle avoidance trials. The results are represented in the visual coordinate
system (blue box) and the trajectory coordinate system (red box), for both legs of the trial. The
visual field spheres are represented using an orthographic projection on the xz plane the visual or
the trajectory coordinate system. The retinal margins from the right (red) and left (blue) eyes are
shown for reference and the caudal blind area is shaded in black. The maximum value for the
colourbars is the rounded maximum value observed per histogram. The planes at 0◦ latitude and
0◦ longitude are shown for reference (grey dotted lines); the estimated gaze direction is at their
intersection.
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A dataset of obstacle avoidance flights in

Harris’ hawks, with static and moving
goals
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D.1 Introduction

This appendix describes a set of experiments carried out between November 2018
and January 2019, in which we used motion capture to record head movements of
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N = 4 Harris’ hawks in obstacle avoidance flights. The purpose of this appendix
is to provide a description of the experiments and the dataset collected, in case
they are used in future studies.

We considered two types of trial: static and moving goal trials. In the static
goal trials, the goal is a perch placed at one end of the room, opposite to the takeoff
point. In the moving goal trials, the goal is the lure, a moving target that we
dragged along the floor using a system of pulleys and a linear motor. We recorded
in total 1217 static goal trials, and 202 moving goal trials (excluding familiarisation
or ‘warmup’ trials). Each trial consists of one flight.

Apart from the perches in the static goal trials, and the lure in the moving
goal trials, we added different elements to the environment to guide or alter the
trajectory of the birds. We placed a curtain perpendicularly to the longitudinal
axis of the room, leaving two gaps of around 1 − 1.1 m each between the curtain
edges and the walls, to force larger turns in the birds’ trajectories. We also added
obstacles in front and behind the curtain at randomised locations to interfere with
the birds’ expected trajectories. We considered two types of obstacles, pillars and
monoliths. These were made of styrofoam, for ease of handling and to minimise
the damage on the birds in case of unlikely impact.

In the static goal trials, we explored a variety of arrangements between the
obstacles, and different options for randomisation schemes. In retrospect, we find
this part of the dataset would have benefited from more consistency. However,
we include details of all the variations used, in case subsets of the data can be
used in later studies. The moving goal trials are more consistent in terms of
obstacles and randomisation schemes used.

The experiments were planned and carried out by the author of this thesis
in collaboration with DPhil student James Kempton, and supervised by Graham
Taylor. The labelling of the motion capture data was carried out using a custom
algorithm developed by the author, and an algorithm developed by postdoctoral
researcher Dr. Marco Klein Hereenbrink.

D.2 Materials

The experiments were carried out in the Flight lab, in a volume of 19.2 m× 5.3
m× 3.3 m equipped with 22 motion capture cameras (Vicon Motion Systems Ltd.,
Oxford, UK). A schematic is shown in Figure D.1.

The walls of the room were covered with a camouflage net, which provided
a natural-looking background texture and prevented the birds from landing on
the motion capture cameras’ scaffolding. The floor was carpeted with astroturf.
Additional elements were placed in the flight lab for the experiments. The main
setup consisted of a curtain and obstacles placed in front and/or behind it (see
Figure D.1). In the static goal trials, we additionally placed two perches, each at
one end of the room. In the moving goal trials, we added a system of pulleys and a
linear motor. These elements are described in the next sections.
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D.2.1 Curtain

The curtain was made of two layers of flame-proofed cotton canvas of size 6.0 m
× 3.5 m. It was hung from a steel cable installed transversally across the room
(see Figure D.3). It was extended leaving a gap on either side, between curtain
and wall, of approximately 1 - 1.1 m in all trials (around one wingspan). The
gap’s width was exactly measured by placing between 1 and 4 markers on each
side of the wall netting and the curtain edges. The longitudinal location of the
curtain was kept constant for practical reasons.

Figure D.1: Schematic of the flight lab, with the curtain and obstacles. The curtain
was used to force turns. Obstacles made of individual pillars are shown. Camera icons from
https://www.vicon.com/hardware/cameras/. Not to scale.

(a) Initial astroturf cover (b) Final astroturf cover

Figure D.2: Flight lab with the two astroturf covers. Camouflage netting is used to cover
the sidewalls. (a) For the first 8 weeks of the experiments (all static goal trials and three weeks of
moving goal trials) the astroturf covered the central part of the room. (b) For the final three
weeks it was extended to cover the width between the side wall netting
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(a) Without reinforced edge (b) With reinforced edge

Figure D.3: Curtain. Its extension was kept approximately constant for all experiments, with
a gap width of 1 - 1.1 m. The gap width was registered for every trial by placing retroreflective
markers in the curtain edge and wall netting.

D.2.2 Perches
In the static goal trials the birds were trained to fly from perch to perch, each one
placed in opposite sides of the curtain. The perches were 60 cm wide and 134 cm
high. We randomised the initial and end perch positions.

D.2.3 Pulleys and linear motor
In the moving goal trials, the birds were trained to follow a moving target, attached
to a line and pulled by a linear motor. The target’s line was passed through several
pulleys (13 cm diameter, 16 cm high) placed on the floor. We used green lines
to minimise contrast with the astroturf carpet and placed dummy lines along the
alternative pulley paths, to minimise the risk of the bird predicting the target’s
trajectory from the lines’ placement.

D.2.4 Obstacles
We used obstacles in both types of trial. In the static goal trials, we explored
different types of obstacles, arrangements and randomisations for their locations.
From there we consolidated a configuration for moving goal trials that was both
practical (i.e., one we could rearrange quickly to capture as many flights as possible)
and forced substantial turning in the birds’ trajectories. In the moving goal trials,
we used one type of obstacles and arrangement, which was an adaptation of the
best configuration we found during the static goal trials. The types of obstacles
and arrangements explored are described below.

Obstacle types

We used two types of obstacles, of simple geometry to facilitate their later synthetic
reconstruction:

• monoliths or cuboid obstacles, of dimensions 2.4 m x 0.4 m x 0.225 m with a
base of dimensions 0.5 m x 0.425 m x 0.075 m for stability. We used these in
the static goal trials only.
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• pillars or obstacles of cylindrical shape, of 2 m high and 30 cm wide. We used
these in the static and the moving goal trials.

We trialled a different kind of obstacles (thinner poles) in some of the warmup
(familiarisation) flights, but since they didn’t force large turns in the birds’ tra-
jectories we discontinued their use.

Obstacle arrangements

We use the term obstacle arrangement to refer to a way of grouping obstacle elements
to form an obstacle unit. For example, a pair of pillars is an obstacle arrangement
that consists of grouping two pillars together to form one obstacle unit. We explored
different obstacle arrangements, with the aim of inducing larger turning in the
birds. We did that by using wider obstacles and/or by placing obstacles ahead
of the curtain as well as behind it. We usually introduced obstacles in the back
section first, following recommendations from the falconers.

The obstacle arrangements used are described in Table D.1 and shown in
Figures D.4 to D.10. From the exploration during the static goal trials, we concluded
the three pillars arrangement in the front and back sections was a good choice for
our aims. We used this arrangement as a reference for the moving goal trials.

Figure D.4: Monoliths. Views from end perch. Arrangement used in static goal trials only.

Figure D.5: Individual pillars. Views from end perch. Arrangement used in static goal trials
only.

D.3 Experimental procedure
In the static goal setup, each individual flew approximately 16 flights. For the first
6 out of 28 days we carried out ’warmup trials’ (150 trials), to familiarise the
birds with the setup.
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Table D.1: Obstacle arrangements used in static and moving goal trials. Front and
back sections refer to the areas ahead of and behind the curtain respectively. Except when stated,
pillars are made up of two cylinders of 1 m height and 30 cm diameter stacked on top of each
other.

Obstacle arrangement Type of trial Description

Monoliths Static goal • Placed in the front and back sections.
• 369 recorded flights.

Individual pillars Static goal
• Placed in the back section only
or in the front and back sections simultaneously.
• 219 recorded flights.

Pairs of pillars Static goal

• Pillars grouped in pairs
to form wider obstacles (60 cm wide).
• Placed in the back section only.
• 257 recorded flights.

Monoliths (front) and
pairs of pillars (back) Static goal

• Monoliths in the front section,
and pairs of pillars in the back section.
• 64 recorded flights.

Three pillars
(front and back) Static goal

• Pillars grouped in threes
to form wider obstacles (90 cm wide).
• Placed in the front and back sections
simultaneously.
• 155 recorded flights.

Pairs of high pillars (front)
and three pillars (back) Static goal

• Higher pillars (3 m high)
by stacking three cylinders.
• Placed pairs of high pillars in the front section
and groups of three regular pillars
in the back section.
• 25 recorded flights.

Pillars in 2+1 configuration
(front and back) Moving goal

• Groups of three pillars in a 2+1 configuration.
• A gap is left between a pair and a single one
to allow the target to pass through.
• Apart from the location, the side of the most
voluminous obstacle is randomised.
• Arrangement used in all moving goal trials.
• 251 recorded flights.

Figure D.6: Pairs of pillars. Views from end perch. Arrangement used in static goal trials
only.
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Figure D.7: Monoliths (front) and pairs of pillars (back). Views from end perch.
Arrangement used in static goal trials only.

Figure D.8: Three pillars (front and back). Views from end perch. Arrangement used in
static goal trials only.

Figure D.9: High pillars (front) and three pillars (back). Views from initial perch (left)
and end perch (right). Arrangement used in static goal trials only.

Figure D.10: Pillars in 2+1 configuration (front and back). View from initial perch (left)
and end perch (right). This arrangement was used in all moving goal trials.
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In the moving goal setup we collected maximum 4 flights per bird. The number
of trials was lower than in the static goal case because of the training approach:
a food reward (’pick-up piece’) was required to get the bird off the lure, which
meant larger food intake per trial. This limited the amount of flights we could
carry out while keeping the animals motivated to fly. We used the trials on the
first 6 out of 20 days as warmup trials (49 trials).

On any day of experiments, we first calibrated the motion capture system with
the curtain removed. We then installed the curtain, generated the randomisation
tables and prepared the setup for either the static or the moving goal trials. Before
the flights, we carried out a gaze calibration recording, in which we recorded the
pose of the head markers on the bird while a food reward with a marker was
presented to it, at a range of 0.5 − 1.5 m. We then recorded the bird’s flights. After
the flights across all birds were recorded, we carried out a ‘coverage recording’, in
which we spun around the motion capture volume a cluster of markers at known
distances between them. The aim was to later quantify how uniform the quality of
the reconstruction was across the room. At the end of every day the lab environment
was mapped using the SLAM application deployed in a virtual-reality smartphone.

The following sections provide further details on the experimental procedure
followed in the static and the moving goal trials.

D.3.1 Static goal trials

In the static goal trials we randomised the initial and end perch positions and
the obstacles positions. We collected 1217 trials, 1089 with obstacles in place and
128 without obstacles (warmup trials excluded).

Initial and end perches

We randomised the initial and end perch positions in two ways:

• Three discrete locations. For 848 trials, the perches positions were randomised
between three possible options.

• Continuous initial perch. For a smaller set of trials (369 trials), the position
of the initial perch was varied continuously in a range of 3.5 m, centred at the
midpoint between the camouflage nets on the sidewalls. For 255 of these trials,
the end perch position was fixed; for the remaining 114 trials the end perch
was randomised in three possible locations. For all trials without obstacles
(128 trials) the initial perch was varied continuously and the end perch was
fixed.

The perches locations for static goal trials are represented schematically in Fig-
ure D.11. The distances in the Figure D.11 are indicative, and for gaze analysis
and the reconstruction of the environment the motion capture data is always
used as ground truth.
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Obstacles for static goal trials

In 1089 of the 1217 static goal trials recorded we had obstacles in place. We
explored two randomisations for their positions:

• For the monoliths we used a randomisation based on stations, for which we
discretised the longitudinal position of the obstacles in several stations. We
used variations of this approach for a total of 369 flights. Further details on
this approach are included in Section D.6.

• For the pillars we used a randomisation based on grid, in which we defined a
grid over the obstacles’ space, and randomly picked a cell to determine the
obstacles’ position for each trial, with some restrictions. We used variations
of this approach for the rest of static goal trials (720 flights). Further details
on the variations of this approach are presented in Section D.7.1.

A schematic of these two approaches is shown in Figure D.12. In the grid
randomisation, we restricted the possible locations of the obstacles to a certain
set of cells for the majority of the trials. We again used the static goal trials to
explore different ways of restricting the space, and then selected one for the moving
goal trials. Schematics of the restrictions explored in static goal trials are shown
in D.13 and further described in Section D.7.1.

D.3.2 Moving goal trials
In the moving goal trials we randomised the trajectory of the target by randomising
the pulleys the line went through. We also randomised the obstacles’ locations.
We collected 202 flights (warmup trials excluded).

Pulleys

The location of the initial and end pulleys was randomised between three different
positions each (see Figure D.15). The gap pulley, located at the curtain edges, was
randomised between the left or right side. An additional pulley (called ‘central
pulley’) was introduced between the curtain and the end pulley, and its longitudinal
position was randomised. The addition of this central pulley was also randomised,
distinguishing paths in diamond configuration (i.e., no central pulley) or in zigzag
configuration (i.e., with central pulley). Figures D.14 and D.15 show top-down
view schematics and pictures of the Flight lab for each configuration. We also
randomised the falconer’s position, who stood around 1 m behind of the initial
pulleys, since the birds take off from their fist.

Obstacles for moving goal trials

In the moving goal trials, we used pillar obstacles in a 2+1 configuration. This
configuration is based on the three pillar one from the static goal trials, but with
a gap in between a pair and a single pillar. This was to prevent the bird from
successfully avoiding the obstacles by simply closely following the target. With
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a 2+1 configuration the target was able to go through the gap between them,
but the bird was forced to turn.

We used a randomisation based on grid using reference trajectory restriction
(‘RTR’, see Figure D.16). The reference trajectories for restricting the grid cells
are possible target trajectories. We didn’t use the actual initial and end positions
of the target per trial, instead we randomised the reference trajectory for the grid
restriction separately. This was done so that the bird couldn’t predict from the
obstacles’ positions the trajectory of the target. Further details on the randomisation
approach for the moving goal trials are presented in Section D.7.2.

D.4 Summary of recorded flights
Tables D.2 and D.3 summarise the number of recorded flights for each type of obstacle
arrangement, for the static goal trials and the moving goal trials respectively.
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Figure D.11: Initial and end perches (static goal trials). The approximate locations of the
perches (blue rectangles) and curtain (grey rectangle) are indicated in the figure. We considered
three discrete positions for the initial and end perch (blue numbers). The black crosses represent
the location of the perches’ centres at these three positions. The red arrow indicates the range
of positions for the initial perch when varied continuously. Note that the room is asymmetric
in the way the side camouflage net is hung (khaki dotted line), so we centred the curtain and
position 2 of the perches to the midpoint between the nets at the sidewalls. The perches’ width is
approximately 0.6 m. The direction of flight is from the bottom of the image to the top. Note we
always use the motion capture data to determine the exact position of the static objects. Not to
scale.
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(a) Based on stations. Used for the
monolith obstacles in the static goal trials.
Approximate measurements shown. Not to
scale.

(b) Based on grid. Approach used for the
pillar obstacles in the static and the moving
goal trials. Not to scale.

Figure D.12: Randomisation approaches (top-down view). The curtain (grey rectangle)
and perches (blue rectangles) are shown, as well as the gaps’ midpoints (grey dots). The lateral
boundaries are the sidewalls netting (dotted khaki lines). Figure (a) shows the location of the
different stations considered (green crosses) and their transversal deviations (red dots) along the
reference line (grey dotted line). The initial perch was moved continuously (indicated by red
arrow) in a range of 3.5 m, centred at the midpoint between nettings on the sidewalls. The end
perch was fixed, except for the last 114 trials. Further details on the variations are presented on
Table D.4. Figure (b) shows the general grid approach for static goal trials. The areas for the
front obstacles (cyan box) and the back obstacles (yellow box) are indicated. The two rows ahead
the initial and end perches were excluded following recommendations from the falconers (light
grey cells). The distances shown were used for computing the reference trajectories.

267



(a) No restrictions, 15
columns, 12 front rows, 24
back rows.

(b) Triangle restriction,
17 columns, 24 back rows.

(c) Reference trajectory
restriction (RTR)

Figure D.13: Restrictions for static goal trials. The possible obstacle locations are shown
as grey cells. The perches (blue rectangles) and the curtain (grey rectangle) are also shown, as
well as the gap midpoints (grey circles). The number of rows and columns is indicated when
different from the general grid definition. For the case of reference trajectory restriction (RTR)
(c), a sample hypothetical reference trajectory is shown (green line) and the reference cells (cells
that overlap with the trajectory) are shown in grey. A certain amount of cell deviations from
these reference cells was considered (from 0 to 3 cells, see Tables D.5 and D.6)

(a) Front section.

(b) Back section: diamond configuration. (c) Back section: zig-zag configuration.

Figure D.14: Pictures of the pulleys’ configuration (moving goal trials). The pulleys
define the trajectory points for the path of the target. (a) The initial pulleys and the boxes
behind them that cover the target at the start are shown. The bird takes off from the falconer’s
fist around 1 m behind the row of initial pulleys. (b) End and gap pulleys are shown. (c) End,
gap and central pulleys are shown.
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(a) Diamond configuration (b) Zig-zag configuration

Figure D.15: Schematic of the pulleys’ configuration (moving goal trials). The red
circles represent the possible pulleys’ locations and the red dotted lines the target’s possible
trajectories. Trajectories are obtained by randomising between three possible locations for the
initial pulley, two possible locations for the gap pulley (left or right) and three locations for the
end pulley. For the zig-zag configuration (b), we also randomised the longitudinal position of an
additional central pulley, located between the curtain and the end pulley. The curtain’s location
is the same as in the static goal trials (repeated distances are omitted for clarity). The direction
of flight is from the bottom of the image to the top. The birds take off from the falconers’ fist,
approximately 1 m behind the initial pulleys; this starting position was also randomised. The
approximate location of the side netting is represented by the khaki dotted line. Schematic not to
scale.
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(a) Reference trajectory
restriction - diamond

(b) Reference trajectory
restriction - zigzag

Figure D.16: Restrictions for moving goal trials. The figure shows two sample hypothetical
reference trajectories (green lines) and their reference cells (cells that overlap with the trajectory,
in grey). The pulleys’ locations are also shown (red circles). Note that a certain amount of cell
deviations from these reference cells was considered (from 0 to 3 cells, diagonally or laterally, see
Table D.7). The reference trajectories match the target’s possible paths and thus go through
the gap pulleys instead of the gap midpoints. Figure (b) shows the range of locations for the
central pulley (red arrow). The two front rows ahead and behind the central pulley were excluded
following recommendations from the falconers.
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Table D.2: Types of obstacles and arrangements for the static goal trials. Percentages with respect to total recorded flights (in bold).

Type of obstacle N flights N flights
no obstacles

N flights
back obstacles only

N flights
front obstacles only

N flights
front and back obstacles

Monoliths 369 (27%) 5 45 56 263
Individual pillars 219 (16%) 0 102 0 117
Pair of pillars 257 (18%) 0 257 0 0
Monoliths (front) and pair of pillars (back) 64 (5%) 0 0 0 64
Three pillars 155 (11%) 0 0 0 155
Two high pillars (front) and three pillars (back) 25 (2%) 0 0 0 25
No obstacles 128 (9%) 128 0 0 0
Warmup (no obstacles or poles) 150 (11%) 54 72 8 16
Total (excluding warmup) 1217 138 400 56 623
Total 1367 192 (14%) 472 (35%) 64 (5%) 639 (47%)

Table D.3: Types of obstacles and arrangements for the moving goal trials. Percentages with respect to total recorded flights (in bold).

Type of obstacle N flights N flights
no obstacles

N flights
back obstacles only

N flights
front obstacles only

N flights
front and back obstacles

2+1 configuration 202 (80 %) 1 27 9 165
Warmup trials 49 (20 %) 49 0 0 0
Total raw 251 50 (20%) 27 (11%) 9 (4%) 165 (66%)
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D.5 Labelling procedure
We developed custom algorithms to label the motion capture data. The method
followed was similar to the one used to label the ground-truth data in the bird
trials of Chapter 2.

For each trial, we first separated static and moving markers. We used an
approach based on bounding boxes to label the static markers based on the object
they belonged to. Two examples of the object labelling are shown in Figures D.17b
and D.18b, for a static and moving goal trial respectively. Figure D.18a shows
an example of the bounding boxes used.

From the set of moving markers per trial, we identified the set of headpack
markers using a custom clustering algorithm. We used a modified version of an
algorithm developed by Marco Klein Hereenbrink. This algorithm defines markers
as belonging to the same cluster if they are: (1) separated by less than a certain
distance, (2) existing for a minimum number of frames, and (3) separated by a
gap of a maximum number of frames. We manually tuned these parameters until
the results were satisfactory. For the moving goal trials, we identified the target’s
markers following a similar approach, with additional constraints on the maximum
z-coordinate observed. The identified cluster of headpack markers is shown in
magenta for the sample trials in Figures D.17b and D.18b.

Once the set of headpack markers was identified, we used another custom
algorithm to label the individual headpack markers per frame, and to extract the
headpack translation and rotation per frame. This was only applied to the static
goal trials. The approach is very similar to the one described in Chapter 2 to
compute the ground-truth labels of the headpack markers on the bird trials; a
schematic is shown in Figure D.19. The approach combines per-frame and temporal
labelling methods. From an input template (or an estimated one from the data),
a first set of labels is computed using geometric features of the headpack (in the
figure, ‘labelling in edges space’; note this is not the same as the ‘EE’ space defined
in Chapter 2) and iteratively solving the procrustes problem per frame (in the
figure, ‘iprocrustes’). Then, the headpack transform per frame is computed in the
labelled frames, and interpolated in the unlabelled frames. The unlabelled markers
in the interpolated frames are labelled if they are close enough to the markers in the
interpolated headpack, using a constant threshold (‘iterative minimum distance’,
and ‘minimum distance’ in the figure). Finally, we combine all the labels from the
different steps, define a final template using the data and extract the final headpack
transform per frame. Figure D.20 shows an example flight in which the headpack
pose was extracted after labelling the individual headpack markers.

D.6 Randomisation based on stations
We defined several longitudinal positions for the monolith obstacles, along the lines
that join the midpoints of the curtain gaps and the central position of the perches
(grey dotted line in Figure D.12a). The distance between stations is 1 m along
this reference line. We explored six variations of this randomisation approach,
which are summarised in Table D.4. Figure D.22 shows the area covered by the
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(a) Stationary and moving markers. Moving markers (red crosses) and stationary
markers (colour dots) are shown.

(b) Labelled objects for static goal trial. Markers are labelled according to the
object they belong to. Objects are colour-coded: initial and end perch (navy), walls
(yellow), curtain (grey), front obstacles (cyan) and back obstacles (green) are shown.
Headpack markers are shown in magenta. Unlabelled markers are shown in black.

Figure D.17: Labelling of markers for a static goal trial.
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(a) Stationary and moving markers. Moving markers (red crosses) and stationary
markers (colour dots) are shown. Moving markers are mostly headpack markers and
target markers. The bounding boxes for the different objects are shown in blue.

(b) Labelled objects for moving goal trial. Markers are labelled according to the
object they belong to. Objects are colour-coded: starting (purple), pulleys (red), walls
(yellow), curtain (grey), front obstacles (cyan) and back obstacles (green) are shown.
Headpack markers are shown in magenta and lure markers in blue. Unlabelled markers
are shown in black.

Figure D.18: Labelling of markers for a moving goal trial
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Figure D.19: Labelling approach followed for the individual markers on the headpack.
The yellow diamond indicates the headpack template was updated using all the labelled data up
to that point.

obstacles in each of these variations. For this set of trials only, when the trials
were ‘without obstacles’, we placed the obstacles just in front or behind the curtain
(away from the reference line but not hidden from view, see the area around the
middle of the curtain in Figures D.22b to D.22f).
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Figure D.20: Headpack pose for a sample static goal flight. The figure shows the headpack
pose computed for a sample static goal flight. The red, green and blue vectors per frame represent
the x, y and z-axis of a coordinate system fixed to the headpack. The headpack markers are
plotted in black; note that for a portion of the flight no headpack markers were reconstructed.
In the period before and after the missing markers there weren’t enough markers to extract the
headpack pose.

276



Table D.4: Randomisation based on stations. Summary of the variations of this approach. ’Cont.’ stands for continuous

Randomisation
variation

Number of
obstacles

Initial
perch

End
perch Front obstacles Back obstacles

Longitudinal
position

2 monoliths
(front or back) Cont. Fixed

• 0-8 stations
• 0 is ’no obstacles’
• 1-7 are back obstacles stations
• 8 is ’front obstacles only’

Transversal
position 1

4 monoliths
(2 front, 2 back) Cont. Fixed • 0-3 stations

• Inner/outer
• 0-7 stations
• Inner/outer

Transversal
position 2

4 monoliths
(2 front, 2 back) Cont. Fixed • 0-3 stations

• Inner/centre/outer
• 0-7 stations
• Inner/centre/outer

Transversal
asymmetry (back)

4 monoliths
(2 front, 2 back) Cont. Fixed • 0-3 stations

• Inner/centre/outer

• 0-7 stations
• Left back obstacle:
Inner/centre/outer
• Right back obstacle:
Inner/centre/outer

Gap option (back) 4 monoliths
(2 front, 2 back) Cont. Fixed • 0-3 stations

• Inner/centre/outer

• 0-7 stations
• Back obstacle 1:
left/right branch + inner/centre/outer
• Back obstacle 2:
left/right branch + inner/centre/outer

Gap option (front) 4 monoliths
(2 front, 2 back) Cont. 3 stations

• 0-3 stations
• Front obstacle 1:
left/right branch +
continuous transversal
• Front obstacle 2:
left/right branch +
continuous transversal position

• 0-7 stations
• Back obstacle 1:
left/right branch +
continuous transversal position
• Back obstacle 2:
left/right branch +
continuous transversal position
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D.7 Randomisation based on grid

D.7.1 Static goal trials
We divided the obstacles’ space into a grid and selected a cell of the grid at random
with some restrictions, to define the obstacles’ locations. Figure D.21 shows the
grids defined for static goal trials and moving goal trials, and the possible obstacle
locations prior to applying restrictions (grey cells). The differences between the
grids’ definitions owe to practical measures regarding the pulleys setup. In the static
goal trials we explored different ways of restricting the space, and then selected
one of the approaches for the moving goal trials.

In the static goal trials we explored the following options (schematics of each
case are shown in Figure D.13):

• no restrictions (all cells). For the first 152 flights we randomly assigned
obstacles at one of the possible locations as shown in Figure D.13a. We used
individual pillars in both back and front sections. Figures D.23a to D.23c
show the obstacles’ cover with this approach.

• triangle restriction. For the next 67 trials, we excluded the area in the wake
of the curtain (see Figure D.13b). The area covered by the individual pillars
in these trials is shown in Figure D.23d.

• reference trajectory restriction (RTR). For the majority of the trials we only
considered cells that fell within a certain range of a hypothetical reference
trajectory. This range (cell deviation) varied from 0 to 3 cells from the
reference trajectory, diagonally or along the same row, depending on the set
of trials. For the static goal trials, the reference trajectories started and ended
at the actual initial and end perch positions of the given trial, but the curtain
side they went through was randomly assigned (left or right). We first applied
this approach on the back section only with a pair of pillars. Figure D.24
shows the obstacle cover for these trials. We then extended it to the front
section as well, and used wider obstacles made of three pillars, or monoliths.
Figure D.25 shows the obstacle cover for these.

The variations of these general approaches used in the static goal trials are
summarised in Table D.5 and D.6.
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(a) Grid for static goal trials. . (b) Grid for moving goal trials.

Figure D.21: Grid definitions for static and moving goal trials. The curtain and gap
midpoints are shown (grey rectangle and grey dots respectively), as well as the areas for front
obstacles (cyan box) and back obstacles (yellow box). Cells omitted from the randomisation are
shown as translucent; grey cells are potential obstacle locations before applying restrictions. The
maximum area considered for obstacles is shown (see Tables D.5 and D.6 for particular cases).
Figure (a) shows initial and end perches’ positions (blue rectangles). Figure (b) shows the pulleys
locations in the grid (red circles). Note that both initial and end pulleys are pushed inwards with
respect to the perches’ positions. Note the cells around these and the central pulley were excluded
following recommendations from the falconers. The range of locations of the central pulley is
indicated (red arrow). The boundaries of the obstacle areas used in the previous static goal trials
are shown (dark thick row lines next to initial and end pulleys).
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Table D.5: Randomisation based on grid for static goal trials: individual and pair of pillars.

Randomisation variation Obstacles arrangement Front obstacles? Description Number
of flights

No restriction (all cells) Individual pillars Yes • 15 columns, 12 rows front, 24 rows back 152
Triangle restriction Individual pillars No • 17 columns, 24 rows back 67

Reference trajectory restriction
+ Biased
+ Transversal position 1

Pair of pillars No

• 17 columns, 24 rows back
• Ref. trajectory biased to right gap
for initial position 2
• Transversal displacement
along row (0-3 cells)
• Side of second obstacle:
closest to reference trajectory

64

Reference trajectory restriction
+ Biased
+ Transversal position 2

Pair of pillars No

• 17 columns, 24 rows back
• Transversal displacement
along cell’s diagonal (0-3 cells)
• Maximum three cells deviation

64

Reference trajectory restriction
+ Unbiased
+ Spread

Pair of pillars No

• 17 columns, 24 rows back
• Ref.trajectory for initial position 2,
randomly pick a curtain side
• Two and one cell deviations
• An error in the computed geometry led to
further obstacle spread
• Random position of second obstacle
along the cell’s diagonal
• Added two columns symmetrically

64

Reference trajectory restriction
+ Unbiased
+ One cell deviation

Pair of pillars No
• 17 columns, 26 rows back
• One cell deviation
• Added two rows at the back

65
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Table D.6: Randomisation based on grid for static goal trials: obstacles in front and back

Randomisation variation Obstacles arrangement Front obstacles? Description Number
of flights

Reference trajectory restriction
+ Unbiased
+ One cell deviation

Monoliths (front) and
pair of pillars (back) Yes

• 17 columns, 12 rows front, 26 rows back
• Monolith as an obstacle unit
for the front section

64

Three pillars Yes • The randomised cell is the centre
of the block of three pillars 131

Reference trajectory restriction
+ all trials with obstacles Three pillars Yes

• 17 columns, 12 rows front, 26 rows back
• For each trial, an obstacle is placed
using reference trajectories
through both gaps

49
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D.7.2 Moving goal trials
For the moving goal trials, we generated two hypothetical trajectories per flight,
with a 1/4 possibility of having no obstacles (in both front and back). In the zig-zag
configuration, we used the actual position of the central pulley (randomised from
row 5 to 18 in the back) when generating the hypotheses for the reference trajectory.
We randomised the lure speed between 7.5 and 8.5 m/s, in steps of 0.45 m/s after
the first 16 trials, then capped the speed to 8 m/s after 48 trials. The specific
variations on these approaches are summarised in Table D.7.
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Table D.7: Randomisation based on grid for moving goal trials.

Randomisation variation Obstacles arrangement Description Number
of flights

Diamond - gap midpoints 2+1 configuration
(2 back only)

• Initial pulleys at row 2
• 17 columns, 8 front rows, 23 back rows
• Reference trajectory through gap midpoints
• Cell randomisation indicates central pillar
• Max one cell deviation transversally
• Side of block of two always closest to ref. trajectory
• Probability 1/4 of no obstacles for front and back

16

Diamond - varying lure speed 2+1 configuration
(2 front, 2 back)

• Introduced lure speed variation (from 7.5m/sto8.5m/s)
• Initial pulleys at row 0
• 17 columns, 10 front rows, 23 back rows
• Cell from randomisation indicates gap between
pair and single pillar
• Side of block of two is randomised
• Max one cell deviation

16

Diamond - gap pulleys 2+1 configuration
(2 front, 2 back)

• Reference trajectory through gap pulleys,
assumed at curtain edges
•No cell deviation

16

Diamond - capped lure speed 2+1 configuration
(2 front, 2 back)

• Lure speed capped to 8m/s
• No cell deviation 30

Zigzag 2+1 configuration
(2 front, 2 back)

• Introduced randomisation of central pulley
• No cell deviation 100

Combined 2+1 configuration
(2 front, 2 back)

• We randomised per trial whether to do diamond
or zigzag configuration (probability of 1/2 each) 32

283



(a) Longitudinal
position, n = 64

(b) Transversal
position 1, n = 64

(c) Transversal
position 2, n = 63

(d) Transversal
asymmetry
(back), n = 64

(e) Gap option
(back), n = 50

(f) Gap option
(front), n = 64

Figure D.22: Area covered by the obstacles for the static goal trials using the
randomisation based on stations. Labelled object markers are shown for n trials. Figure
titles refer to the variation used on the randomisation approach (see Table D.4). Markers belonging
to initial and end perch (navy), walls (light blue), curtain (red), front obstacles (cyan shades)
and back obstacles (yellow shades) are shown.



(a) No restriction, n = 64 (b) No restriction, n = 64

(c) No restriction, n = 24 (d) Triangle restriction, n = 67

Figure D.23: Area covered by the obstacles in the static goal trials using the
randomisation based on grid - Individual pillars. Labelled object markers are shown for n
trials. Figure titles refer to the variation used on the randomisation approach (see Table D.5).
Markers belonging to initial and end perch (navy), walls (light blue), curtain (red), front obstacles
(cyan shades) and back obstacles (yellow shades) are shown.
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(a) RTR, biased and transversal posi-
tion 1, n = 64

(b) RTR, biased and transversal posi-
tion 2, n = 64

(c) RTR, unbiased and spread, n = 64 (d) RTR, unbiased, one cell deviation,
n = 65

Figure D.24: Area covered by the obstacles in the static goal trials using the
randomisation based on grid - Pair of pillars (back only). Labelled object markers are
shown for n trials. Figure titles refer to the variation used on the randomisation approach (see
Table D.5); ’RTR’ stands for reference trajectory restriction. Markers belonging to initial and end
perch (navy), walls (light blue), curtain (red), front obstacles (cyan shades) and back obstacles
(yellow shades) are shown. Pink markers are noise (candidate perch markers). An error in the
defined geometry in (c) led to further spread locations for a certain set of trials.



(a) Monoliths (front)
and pair of pillars
(back), n = 64

(b) Three pillars, n = 48 (c) Three pillars, n = 59

(d) Three pillars, n = 24 (e) Three pillars, n = 24 (f) Pair of high pillars
(front) and three pillars
(back), n = 25

Figure D.25: Area covered by the obstacles in the static goal trials using randomisa-
tion based on grid - Obstacles front and back. Labelled object markers are shown for n
trials. Figure titles refer to the obstacle configuration used; for the randomisation all use the
variation RTR (reference trajectory restriction) - unbiased, one cell deviation, except (c,d) which
use all trials with obstacles (see Table D.6). Markers belonging to initial and end perch (navy),
walls (light blue), curtain (red), front obstacles (cyan shades) and back obstacles (yellow shades)
are shown. Pink markers are noise (candidate perch markers).



(a) Diamond - gap mid-
point, n = 16

(b) Diamond - varying
lure speed, n = 16

(c) Diamond - gap pul-
leys, n = 16

(d) Diamond - capped lure speed, n =
14

(e) Diamond - capped lure speed, n =
16

Figure D.26: Area covered by the obstacles in the moving goal trials - Diamond.
Labelled object markers are shown for n trials. Figure titles refer to the variation used on the
randomisation approach (see Table D.7). Markers belonging to the pulleys (purple), walls (light
blue), curtain (red), front obstacles (cyan shades) and back obstacles (yellow shades) are shown.



(a) Zigzag, n = 16 (b) Zigzag, n = 15 (c) Zigzag, n = 16

(d) Zigzag, n = 4 (e) Zigzag, n = 9 (f) Zigzag, n = 12

Figure D.27: Area covered by the obstacles in the moving goal trials - Zigzag. Labelled
object markers are shown for n trials. Figure titles refer to the variation used on the randomisation
approach (see Table D.7). Markers belonging to the pulleys (purple), walls (light blue), curtain
(red), front obstacles (cyan shades) and back obstacles (yellow shades) are shown. Pink markers
are candidate obstacle markers not clustered as a separate obstacle.



(a) Zigzag, n = 14 (b) Zigzag, n = 14

(c) Combined, n = 16 (d) Combined, n = 16

Figure D.28: Area covered by the obstacles in the moving goal trials - Zigzag and
combined. Labelled object markers are shown for n trials. Figure titles refer to the variation
used on the randomisation approach (see Table D.7). Markers belonging to the pulleys (purple),
walls (light blue), curtain (red), front obstacles (cyan shades) and back obstacles (yellow shades)
are shown. Pink markers are candidate obstacle markers not clustered as a separate obstacle.
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E.1 Introduction
The model presented here was conceived to analyse the data described in Appendix D
(specifically, the static goal trials). Therefore, it refers to the setup of those
experiments and the elements added to guide or alter the birds’ trajectories. These
elements were: an initial and an end perch, where the bird was trained to takeoff
and land; a curtain, which we transversally across the room, at approximately
one third of the total length of the room from the take-off position and leaving
two gaps of around 1 m between the curtain edges and the walls; and different
obstacles, in the shape of pillars or monoliths.

The goal of the model was to characterise the flight trajectories of Harris’
hawks navigating through obstacles. In particular, we wanted to identify which
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information about the environment is relevant for planning their manoeuvre through
clutter, and when it is acquired.

This obstacle avoidance model is inspired in the work by Fajen et al. (2003) and
is based on the attractor-repeller paradigm from robotics. This paradigm considers
an agent (in our case, the bird) responding with different steering commands to
the elements in the environment (such as a landing perch, an obstacle, the walls,
the floor...). The steering commands depend on whether the environment element
is classified as an attractor (or an element the bird will aim to fly towards, like
the landing perch) or a repeller (or an element the bird will try to avoid, like the
obstacles). In our model, steering commands additionally depend on the distance
between the bird and the element, and on the angular position of the element
relative to the bird’s velocity vector. Apart from steering commands, our model also
considers acceleration commands in the velocity vector, with simple predefined rules
for accelerating, gliding and braking based on observations from the bird trajectories.

The landing perch of the experiments would typically be considered the ‘goal’
of the bird. We also consider the walls and the floor of the lab as elements
the bird must avoid.

E.2 Model overview
The total acceleration on the bird at every timestep is the sum of the acceleration
due to aerodynamic forces and the acceleration due to gravity:

a⃗bird = a⃗aero + g⃗, (E.1)

where a⃗aero denotes the acceleration due to aerodynamic forces, and g⃗ the accelera-
tion due to gravity, defined as g⃗ = −gk⃗ with k⃗ positive in the direction opposite
to gravity. We decompose the acceleration due to aerodynamic forces into a
component perpendicular to the birds velocity a⃗n , and a component parallel
to the bird’s velocity a⃗t:

a⃗aero = a⃗n + a⃗t (E.2)

The normal acceleration a⃗n exclusively changes the direction of the velocity vector,
and not its magnitude. Therefore, it can be seen as a steering command. The
tangential acceleration a⃗t changes only the magnitude of the velocity vector, and
not its direction, so it can be seen as a thrust (forward acceleration) command.

E.3 Steering commands: normal acceleration
The elements of the environment (goal, curtain, walls, obstacles) contribute to
the normal acceleration a⃗n:

a⃗n = a⃗n,goal +
Nobstacles∑

j=1
a⃗n,obstaclej

+ a⃗n,floor + a⃗n,walls (E.3)
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If we combine all attractor elements together (in this case, just the goal) and
all repeller elements together (each individual obstacle, the curtain, the floor and
the walls), we obtain a more compact expression:

a⃗n =
Nattractors∑

k=1
a⃗n,k +

Nrepellers∑
j=1

a⃗n,j (E.4)

The magnitude of the steering contribution of an element i, |⃗an,i|, depends on
two factors: the distance from the bird to the element, and the angular position of
the element relative to the bird’s velocity. This way, elements that are closer to the
bird impose a larger steering command than those that are further, and elements
most aligned with the bird’s current trajectory will also have more effect on the
bird’s steering. The direction of the steering command of the ith element, a⃗n,i, is
a function of a desired steering direction d⃗i, defined for each element, and which
captures the repulsion or attraction behaviour of the element.

Mathematically, we define the steering command from the ith element as:

a⃗n,i = −Ks,iKϕ,iV⃗ × V⃗ × d⃗i

|V⃗ × d⃗i|
(E.5)

where V⃗ is the bird’s velocity vector and d⃗i is the desired steering direction for the
element i. Ks, i is a scalar function that depends on a distance-related metric s to
the element i. Kϕ, i is a scalar function that depends on the angle ϕ between the
bird’s velocity vector V⃗ and the desired direction vector d⃗i. Except for the bird’s
velocity V⃗ , all the other terms are a function of the distance-related metric s. We
explain in further detail the terms in Equation E.5 in the following sections.

E.3.1 Scalar field s

The distance-related metric s is a scalar field defined for each element i of the
environment. It captures the interaction of the ith element with the bird. We
choose s to represent a distance metric to the element i. For example, for the
curtain, a scalar field is used with s equal to the sum of distances to the curtain
edges. The desired direction vector d⃗, the scalar function Ks and the scalar function
Kϕ are all functions of the scalar field s.

The isosurfaces of these scalar fields are the collection of points for which the
scalar field s has a certain constant value. For example, for the curtain case,
ellipses parallel to the floor plane with foci on the curtain edges have a constant
s value. Similarly for the other elements of the environment, the isosurfaces are
also associated to the element’s shape.

The gradient of the scalar field s, ∇s, is a vector field whose vectors are always
perpendicular to the isosurfaces of s, and always point in the direction of steepest
increase. Because of the way the scalar field s is defined, the direction of the
gradient vector ∇s can be seen as a direction of attraction or repulsion, to or
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from the element; this idea is what guides the definition of a scalar fields s for
each element in the first place.

The vector d⃗ is defined always parallel or antiparallel to ∇s, depending on
whether the element is an attractor or repeller. The double cross product term
between V⃗ and d⃗ in Equation E.5 results in the steering command being always
perpendicular to V⃗ but as aligned as possible to the desired steering direction d⃗.

E.3.2 Ks,i and Kϕ,i functions
The Ks,i and Kϕ, i functions also depend on the scalar field s of the element. The
Ks,i function is an exponential function of s. It captures the decay of the steering
command of an element as its distance to the bird (or more precisely, its value
of s) increases. We define Ks,i as a sum of two exponentials, each capturing the
long range and the short range effect:

Ks,i = KSR,ie
− s

cSR,i + KLR,ie
− s

cLR,i . (E.6)

The cSR,i and cLR,i parameters represent the area of influence for the short range and
long range terms, respectively; these can be interpreted as the distance at which an
element becomes relevant for the bird. The KSR,i and KLR,i parameters represent
the magnitude of the response in the short and the long range regions, respectively.

The Kϕ,i function captures the effect on the steering command of the angular
position of an element i relative to the bird’s velocity vector V⃗ . We use different
expressions for Kϕ,i, depending on whether the element i is attractor or a repeller.

For an attractor element, we define it as

Kϕ,i = sin(ϕi

2 ), (E.7)

with ϕi denoting the angle between the bird velocity V⃗ and the desired steering
direction of the element, d⃗i. The variable ϕi is defined from 0◦ to 180◦, so that Kϕ,i

increases as ϕi increases. Note that Kϕ,i is maximal when the bird is at ϕi = 180◦

from the desired direction. For a repeller we use the following expression:

Kϕ,i =
sin(ϕi

2 )

1 + e
cos ϕi−cos ϕth

cϕ

, (E.8)

The numerator of Kϕ,i for repellers is the same as the Kϕ,i expression for attractor
elements (see Equation E.7). This makes sense since we would also like the bird
to try to align with the desired direction d⃗i. However, the repeller’s expression
includes an attenuation factor in the form of a sigmoid. This sigmoid is a function
of the cosine of ϕ. It effectively attenuates the steering command of the element if
its located at an angle ϕi beyond a certain threshold relative to the velocity vector
V⃗ . The threshold angle for attenuation is captured by the parameter ϕth. In this
way ϕth can be interpreted as a measure of the relevant field of view for the bird.
The parameter cϕ relates to the extent of the linear region of the sigmoid.
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E.4 Thrust commands: tangential acceleration
The tangential acceleration captures the change in the bird’s speed. From the
empirical bird trajectories we observed the bird increases its mechanical energy
approximately until the end perch becomes visible (when turning around the
curtain). From then on, the bird dissipates its mechanical energy until landing,
reaching the end perch at a fairly repeatable landing speed. With this in mind,
we modelled the tangential acceleration as a piecewise function, with the visibility
of the end perch as a decision parameter .

At the start of the flight, while the end perch is not visible, the bird accelerates.
We model the tangential acceleration at this phase as an acceleration at constant
power, parallel to the bird’s velocity V⃗ . This is a reasonable assumption for
the bird’s power strategy.

When the end perch becomes visible, the bird starts decelerating until it lands
on it. We model the tangential acceleration at this phase as a constant acceleration,
applied in the direction opposite to the velocity vector V⃗ . This constant acceleration
can be interpreted as a constant dissipative force (or aerodynamic drag) per unit
mass. From the bird trajectories, we find it varies in the decelerating phase. We
simplified the problem by distinguishing two regimes within the decelerating phase:

• At the start of the decelerating phase, the bird flies at approximately constant
speed and constant dissipative force. We found the value of the force in this
phase matched the wind tunnel measurements for the drag of a gliding Harris’
hawk, flying at similar speed (Tucker et al., 1990). We call this first phase
‘gliding phase’ and use the wind tunnel drag measurements to derive the
constant acceleration value for our model.

• After this gliding phase, we observed in the bird trajectories that the dissipative
force increases sharply, before reducing again upon landing. We simplified
this phenomena in our model by considering a different, but higher value for
the constant acceleration when the bird is in the ‘braking phase’.

We model when the decelerating bird should switch from gliding to braking
based on a simple rule. At every timestep in the decelerating phase, we estimate the
mechanical energy the bird needs to dissipate from its current state to reach the end
perch at a certain landing speed. We additionally estimate the mechanical energy
the bird would dissipate if decelerating in ’braking configuration’ until the end
perch (assuming a straight line trajectory). If the mechanical energy the bird needs
to dissipate is larger than the estimated dissipated energy in braking configuration,
then the bird will start braking. Otherwise, the bird will continue gliding.
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Abstract

Birds of prey rely on vision to execute flight manoeuvres that are key to their survival, such as
intercepting fast-moving targets or navigating through clutter. A better understanding of the role
played by vision during these manoeuvres is not only relevant within the field of animal behaviour,
but could also have applications in autonomous drones. Here, we present a novel method that uses
computer vision tools to analyse the role of active vision in bird flight, and demonstrate its use to
answer behavioural questions. Combining motion capture data from Harris’ hawks with a hybrid 3D
model of the environment, we render RGB images, semantic maps, depth information, and optic flow
outputs that characterise the visual experience of the bird in flight. Contrary to previous approaches,
our method allows us to consider different camera models and alternative gaze strategies for the
purposes of hypothesis testing, allows us to consider visual input over the complete visual field of the
bird, and is not limited by the technical specifications and performance of a head-mounted camera
light enough to attach to a bird’s head in flight. We present pilot data from three sample flights: a
pursuit flight, in which a hawk intercepts a moving target, and two obstacle avoidance flights. With
this approach, we provide a reproducible method that facilitates the collection of large volumes of
data across many individuals, opening up new avenues for data-driven models of animal behaviour.

Keywords: animal vision, visual field, reconstruction, bird, flight
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1 Introduction

From intercepting moving targets to manoeuvring
through clutter, birds use vision to coordinate
flight manoeuvres with an agility and flexibility
beyond the reach of current autonomous sys-
tems. Nevertheless, the links between their vision,
guidance, and control are complex and poorly
understood. Much more is known about the role
of vision in insect flight (Taylor et al, 2008),
because the size and sentience of birds complicates
experimental identification of the input-output
relationships characterising their visuomotor con-
trol (Altshuler and Srinivasan, 2018). To control
the visual experience of a bird, previous works
(Bhagavatula et al, 2011; Schiffner and Srini-
vasan, 2015; Dakin et al, 2016; Ros and Biewener,
2016) have investigated avian flight behaviour in
abstract visual environments, such as corridors
with vertically or horizontally striped walls (see
Figure 1b). This has proven a useful first step in
exploring how birds use visual self-motion cues,
and in isolating its effects on flight control. For
example, budgerigars flying through narrow cor-
ridors regulate flight speed in response to optic
flow from sliding gratings projected onto the walls
(Schiffner and Srinivasan, 2015). These methods
are inherited from similar studies of insects (Baird
et al, 2021; Tammero and Dickinson, 2002b,a;
Altshuler and Srinivasan, 2018), so may oversim-
plify the rich visual input available to birds with
their high visual acuity and complex neural orga-
nization (Altshuler and Srinivasan, 2018). Such
abstract visual inputs are far from those experi-
enced naturally in flight, so caution is warranted
if using them to draw conclusions about the birds’
strategies in the wild.

Here, we present a method for reconstruct-
ing the scene contained within the visual field

of a bird flying through a structured environ-
ment, as a first step towards understanding how
birds use visual information to guide and control
their flight. Our synthetic reconstruction method
is designed to simulate the physical stimulus to
a bird’s optomotor system, and avoids the main
practical difficulties associated with making inva-
sive physiological measurements of its response.
In developing our method, we aim to support the
analysis of large quantities of data across multi-
ple individuals, using environments that may vary
experimentally across trials. To achieve this, we
focus on developing a non-invasive method for
tracking the animal’s self-motion, and on meth-
ods to reconstruct the geometry of the environ-
ment that allow us to capture different levels of
complexity. Specifically, we combine high-speed
motion capture data with a three-dimensional
(3D) reconstruction of the laboratory environ-
ment, which we use to generate synthetic visual
inputs modelling those that may be available to
the bird in flight. These visual inputs characterise
the bird’s visual experience of its own self-motion
in detail, opening up first several new avenues
of research in bio-inspired computer vision and
behavioural modelling.

In summary, we present a computer vision
approach to understanding the visuomotor guid-
ance and control of bird flight, and demonstrate
the possibilities of using the data that we generate
to answer mechanistic questions in behaviour. We
present pilot data from three sample flights: one
pursuit flight, in which a hawk intercepts a moving
target pulled across the ground, and two obstacle
avoidance flights, in which a hawk flies between
two perches around a set of obstacles placed at
varying distances from the take-off perch.

1.1 Active vision in birds

Bird vision is an active process, so understanding
how birds interrogate their visual environment is
key to unravelling the cognitive processes coordi-
nating their flight manoeuvres. Birds mainly use
head movements controlled by their neck motor
system to look around the environment. This is
because their eyes have a limited range of motion
within the orbit, such that the largest eye move-
ments driven by the oculomotor system are small
compared to those made by the head (Yorzinski
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Fig. 1 Related work. (a) Overhead view of a lovebird turning in flight; the alignment of the forward direction of its
head is compared against several features of the lab environment (Kress et al, 2015). (b) Hummingbirds flying along striped
corridors (Dakin et al, 2016). (c) Northern goshawk with head-mounted camera (Kane et al, 2015). (d) Reconstruction of
the environment around a nest of homing ants, and reconstructed views (A,B,C,D) at different instances of their recorded
paths (Ardin et al, 2016). (e) Reconstruction of an ant’s field of view, combining laser-scanned data and camera images
(Stuerzl et al, 2015). (f) Reconstructed view from each eye of a mouse hunting a cricket, using laser-scanned data and
texture from high-resolution images (Holmgren et al, 2021)

et al, 2015; Mitkus et al, 2018). The head move-
ments of birds in flight display a characteristic
saccade-and-fixate strategy recalling primate eye
movements (Eckmeier et al, 2008; Ozawa, 2010;
Kress et al, 2015; Ros and Biewener, 2017). This
strategy supports the use of optic flow in guidance
and control, because the rotational component of
the optic flow field is eliminated during fixation,
leaving only the translational component that con-
taining depth information (Eckmeier et al, 2008).
A small body of previous work has assessed how
head movements are affected by the visual envi-
ronment experienced in flight. For example, the
frequency and amplitude of head saccades has
been shown to vary in homing pigeons with the
structure of the landscape they are flying through
(Kano et al, 2018), the structure of the clutter
they are negotiating (Ros and Biewener, 2016),

and the presence of another individual when they
are flying in pairs (Taylor et al, 2019).

Although head pose is the primary determi-
nant of a bird’s gaze direction, it can be measured
most directly using eye-tracking cameras. These
have so far been used to identify where birds
look when assessing mates (Yorzinski et al, 2013),
watching predators (Yorzinski and Platt, 2014;
Yorzinski, 2021), or inspecting the environment
(Yorzinski et al, 2015). Weight limitations have
so far restricted this technology to terrestrial use
cases, but whilst miniaturisation may be possible,
eye-tracking cameras will always be challenging
to use in flight, owing to the difficulty of keeping
the camera steady without occluding the frontal
field of view. Most studies therefore take head ori-
entation as a proxy for gaze direction, which is
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reasonable provided that the eyes move little rel-
ative to the head in flight, and is often sufficient
to identify the features to which a bird is attend-
ing. For example, work on lovebirds flying to a
perch (Kress et al, 2015) investigated the align-
ment of the bird’s head with the edges of the
perch and flight arena (see Figure 1a), whilst work
on pigeons negotiating a forest of vertical poles
(Lin et al, 2014) investigated the alignment of the
bird’s head with the obstacles it had to traverse.
Both studies analysed the problem in two dimen-
sions, however, focusing only on changes in head
azimuth, and reducing these extended features of
the environment to single points in the visual field.
A complete understanding of the problem requires
fuller knowledge of what a bird sees in flight,
which is what motivates the visual reconstruction
method of the present study.

1.2 Related work

Here we review the main approaches that have
been used to reconstruct what animals see of their
environment, as broader context for the contribu-
tion of the method that we present. These amount
either to recording video using animal-borne cam-
eras, or to reconstructing images synthetically
using specialised hardware or rendering software,
which is the approach that we adopt here.

1.2.1 Head-mounted cameras

Head-mounted video cameras can be used to
sample the view that a bird experiences as a
result of its self-motion through the environment
(Figure 1c), and have been used so to analyse
aerial attack behaviours in hawks and falcons
(Kane et al, 2015; Kane and Zamani, 2014; Ochs
et al, 2016). This approach can be especially infor-
mative regarding a bird’s behaviour in its natural
habitat, subject to the extreme limitations of pixel
count, dynamic range, and field of view of any
camera small enough to mount on the head. Pay-
load is conventionally limited to ≤ 5% of a bird’s
body mass on welfare grounds (Fair et al, 2010),
but much more stringent limits may be required
to ensure natural behaviour if the load is carried
on the head (Kane and Zamani, 2014). The 20
g cameras that have been used previously (Kane
et al, 2015; Kane and Zamani, 2014) are twice the
weight of many small birds, so are only suitable for
studying very large species such as raptors. Even

so, it is simply not possible for a small camera to
cover a bird’s full field of view at an appropriate
optical or sampling resolution. For example, the
vertical field of view (31◦) of the head-mounted
cameras used to study Harris’ hawks (Kane et al,
2015) compares unfavourably with the vertical
extent of the binocular overlap (100◦) in this
species (Potier et al, 2016), and their 30 Hz frame
rate is well below these birds’ 81 Hz flicker fusion
frequency (Potier et al, 2020). The possibilities
for analysing head-mounted video data are fur-
ther impacted by their low frame rates, and the
motion blur associated with low shutter speeds
and rolling shutters (Kane and Zamani, 2014).
Finally, head-mounted cameras are prone to wob-
ble unless surgically attached to the head (Lev-Ari
and Gutfreund, 2018; Hazan et al, 2015), which is
an undesirable intervention. Head-mounted video
cameras therefore have less utility for studying
visually-guided flight in birds than might first be
imagined.

1.2.2 Synthetic reconstruction

The only obvious alternative to recording the
scene using head-mounted cameras is to recon-
struct it using specialist hardware (Stuerzl et al,
2010; Zhu et al, 2020) or rendering software
(Holmgren et al, 2021). Rendering is attractive in
offering complete control of the detail presented
over the visual field (Holmgren et al, 2021), and
is particularly well suited to scientific inference,
because of the possibility of defining alterna-
tive views for hypothesis testing. State-of-the-art
research on image-based rendering points to the
possibility of reconstructing novel views given only
a set of camera images with known pose (Tancik
et al, 2022; Mildenhall et al, 2020), but cur-
rent rendering applications require an explicit 3D
model of the environment. Standard modelling
approaches such as simultaneous localization and
mapping (SLAM) suffer from accumulating noise
and drift when covering large areas (Schonberger
and Frahm, 2016), and automating the post-
processing of the resulting meshes can be chal-
lenging (Risse et al, 2018; Stuerzl et al, 2015).
Nevertheless, the quality of the dense maps that
can now be captured with consumer-level hand-
held devices has improved greatly in the past
few years, achieving results comparable to more
expensive laser-scanning methods even in complex
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natural environments (Tatsumi et al, 2022; Gollob
et al, 2021).

Most synthetic reconstructions to date have
focused on insects. Several studies have inves-
tigated ant navigation (Zeil et al, 2014; Ardin
et al, 2015, 2016) using fully synthetic mod-
els of the natural environment (Figure 1d), and
a basic geometric reconstruction of the labora-
tory environment has been used to investigate
the role of optic flow in bee flight (Ravi et al,
2019, 2022). More detailed 3D models of the nat-
ural environment obtained using laser scanners,
structure-from-motion (SfM), and photographic
reconstruction techniques (Figure 1e) have been
used to study homing flight behaviour in bees and
wasps (Stuerzl et al, 2015, 2016; Schulte et al,
2019). This focus on insects reflects the fact that
they are simpler to model than vertebrates, owing
to their lower sampling resolution, and the fact
that their eyes are rigidly fixed with respect to
their head, but the same general approaches have
more recently been extended to vertebrates. In
particular, by tracking the animal’s head and
eye movements together, and by combining laser
scanning and photographic texture to produce a
high-resolution 3D reconstruction of its lab envi-
ronment, one recent study was able to analyse
the optic flow experienced by mice when pursuing
prey within a 1 m2 arena (Holmgren et al, 2021).
The growing interest in reconstructing an animal’s
experience of its environment at the much larger
spatial scales relevant to ecology and conservation
(Tuia et al, 2022) has also led to demonstrations of
mapping sensors worn by a dog (McClune, 2018),
and a method for embedding an animal’s track
within an aerial view of its environment obtained
by a mobile camera used for tracking (Haalck et al,
2020).

Fully synthetic reconstruction techniques have
been used to study the effectiveness of movement
displays of model lizards in naturalistic scenes
under different lighting scenarios and wind con-
ditions, assuming a realistic model of the lizard
motion vision system (Bian et al, 2018, 2019,
2021). These are perhaps the only studies to date
in which the environment has been rendered at
a level of precision comparable to that experi-
enced by the well-developed visual system of a
bird in flight, albeit that they are rendered from
the perspective of a stationary observer. Such fully
synthetic renderings also lend themselves to being

presented to an animal moving in a virtual real-
ity (VR) environment. This approach has been
used in tethered and free-flight studies of insect
flight for some time (Kern et al, 2005; Taylor et al,
2008; Windsor and Taylor, 2017), but impressive
VR environments have more recently been devel-
oped for freely-moving mice, flies, and zebra fish
(Stowers et al, 2017), which enable stimulus pre-
sentation under open or closed loop experimental
conditions (Naik et al, 2020). Such environments
are currently limited to volumes of approximately
1 m3, so have yet to find use for larger animals
making larger-scale movements.

A key advantage of synthetic reconstruction
is that it can be used to study the appearance
of the visual environment in the context of an
accurate model of the animal’s visual system cov-
ering its entire field of view. This is important
in capturing detail at spatiotemporal frequencies
appropriate to the optical and sampling resolu-
tion of the eyes (Holmgren et al, 2021; Neumann,
2002), and the response properties of the motion
vision system (Windsor and Taylor, 2017; Bian
et al, 2018). Even so, rendering an RGB image
that looks realistic to a human eye is not the same
thing as reconstructing the stimulus that another
animal’s visual system receives, owing to variation
in the number of photoreceptor types and their
respective spectral response curves. For instance,
whereas most humans are trichromatic, most birds
are tetrachromatic. These details may not mat-
ter in the context of motion vision, however,
because changes in luminance are always sufficient
for motion detection, notwithstanding the possi-
ble importance of chromatic motion vision cues
in humans (Ruppertsberg et al, 2003). Synthetic
reconstruction therefore has considerable poten-
tial as an approach to studying visually-guided
behaviours of all kinds.

1.3 Contribution

Here, we combine high-speed motion capture with
3D modelling of the laboratory environment, to
render an approximation of the visual stimuli
experienced by a bird in flight. By defining a vir-
tual camera that replicates the bird’s head pose
within a 3D model of its environment, we recon-
struct RGB renderings, semantic maps, depth
maps, and optic flow over the complete visual field
of the bird (see Figure 2). We make no attempt
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to model the spectral response of the bird’s visual
system, although it would in principle be possible
to use this to analyse the information contained
in the RGB renderings given knowledge of the
ambient lighting conditions. Analogous data have
been generated at much lower spatial resolution
for insects (Ravi et al, 2022, 2019; Schulte et al,
2019; Stuerzl et al, 2016, 2015), but this is the first
time, to our knowledge, that such data have been
produced for a bird in flight.

The method that we present allows for the
possibility of defining a hybrid model of the lab
environment, combining basic geometric primi-
tives with dense 3D models. A representation
based on geometric primitives alone may be suf-
ficient to investigate how the bird’s gaze strategy
relates to the main elements in the scene (Minano
and Taylor, 2021). However, if elements of com-
plex shape or texture are present, then modelling
them using geometric primitives may be out of
the question, which limits the scope for high-
throughput analysis. We address this by using a
SLAM application on a consumer-level handheld
mapping device to capture the more complex ele-
ments of the scene, which we combine with a more
basic geometric representation of the environment.
In this way, we limit the issues of drift and noise
that are typical of the large, dense 3D maps pro-
duced by SLAM or SfM (Schonberger and Frahm,
2016), whilst also minimising the modelling effort.

We further facilitate the integration of the
captured meshes with the motion capture data
by transforming the mesh at acquisition time to
the motion capture coordinate system using an
ArUco fiducial marker (Romero-Ramirez et al,
2018; Garrido-Jurado et al, 2014). The novelty
of our method therefore lies in its fusion of sev-
eral different computer vision techniques, and in
their application to the experimental and com-
putational study of animal behaviour. Our aim
is to provide a reproducible method that facili-
tates the collection and creation of large volumes
of data across many individuals, with a view to
future work using behavioural cloning and inverse
reinforcement learning.

2 Methods

Here we describe the key details of our experimen-
tal method and reconstruction method. Further

supporting detail on both aspects may be found
in the Appendices.

2.1 Experimental method

We recorded several hundred flights from n = 5
Harris’ hawks (Parabuteo unicinctus) flying in a
large (20 × 6 × 3.3 m) motion capture lab, using
22 Vicon Vantage V16 motion capture cameras
sampling at 200 Hz and a set of 4 Vicon Vue refer-
ence video cameras (Vicon Motion Systems Ltd.,
Oxford, UK). As our aim is only to describe and
illustrate the reconstruction method, a complete
description of these experiments will be provided
separately elsewhere. Here we report on the results
of three flights from two birds. One of these flights
involved pursuit of a dummy target with food
reward that was pulled along an erratic course; the
others represent the two discrete legs of a back-
and-forth flight involving obstacle avoidance and
perching. Results from the two obstacle avoidance
flights have also been presented in the preprint
by Minano and Taylor (2021), using a slightly dif-
ferent analysis approach. Further details on the
experimental procedure for these three flights are
included in Appendix A.

2.1.1 Flight trials

For the pursuit trials, the bird chased a cylindrical
artificial target with food reward (length: 0.15 m;
diameter: 0.025 m) that was dragged in an unpre-
dictable direction around a series of pulleys at an
average speed of 5.6 m s-1. To further challenge
the bird’s manoeuvring, we hung a black curtain
across the room from floor to ceiling, leaving a
gap of approximately one wingspan (1.0− 1.1 m)
to either side, through which the bird and tar-
get passed. For the obstacle avoidance flights, the
bird flew back and forth between two perches set
9 m apart, with a set of four cylindrical styrofoam
pillars (height: 2 m; diamater: 0.3 m) placed 1.5
m in front of one the perches. The walls of the
laboratory environment were hung with camou-
flage netting, and other reconstruction cases that
we trialled included placing small trees within this
environment.

2.1.2 Motion capture

We tracked the bird’s head, using a custom ‘head-
pack’ comprising a rigid arrangement of four
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Virtual camera

Target

Mocap experiments Virtual model in Blender Rendered outputs

(a) (b)
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Fig. 2 Summary of method for reconstructing the visual information contained within the visual field of
a bird in flight. The head movements of birds executing flight manoeuvres are recorded in a large motion capture lab
(left panel). The lab environment is modelled in Blender, using geometric primitives and a dense 3D map to model objects
with a more complex geometry (centre panel). The measured head pose is then used to define a virtual camera that is
representative of the bird’s visual field (right panel). With this approach we can generate detailed information describing
the visual scene that the bird experiences in flight, including: (a) basic RGB renderings; (b) semantic maps; (c) depth maps;
or (d) optic flow. In the virtual model of the lab shown (centre panel), the pulleys and target are displayed at twice their
actual size for clarity. The spheres representing the bird’s visual field in the right panel show the animal’s view as it flies
through the lab. The retinal margins of the left eye (blue line) and right eye (red line) are shown for reference, as well as
the blind area caudal to the area sampled by the retina (black fill). Note that because the spheres are represented using an
orthographic projection, not all the visual field of the bird is visible

or five 6.4 mm diameter spherical retroreflective
markers that we fixed to a Velcro patch glued to
the bird’s head. We tracked the target using three
6.4 mm diameter markers, and attached further
6.4 mm or 14 mm diameter markers to the main
static elements of the scene, to allow us to locate
these within the coordinate system of the motion
capture measurements. We used Nexus v2.8.0 soft-
ware (Vicon Motion Systems Ltd., Oxford, UK)
to estimate the 3D positions of all the unlabelled
retroreflective markers. For the pursuit flight, we
labelled the headpack markers manually within
Nexus, using its semi-automatic labelling func-
tionality. For the obstacle avoidance flights, we
labelled the markers automatically using custom
scripts written in MATLAB R2020b (The Math-
works Inc., Natick, MA). These were designed
to label stationary obstacle markers, to compute
and interpolate the pose of the headpack and tar-
get, and to handle missing marker data. Further
detail on these post-processing steps is presented
in Appendix B.

2.1.3 Ethics statement

This work has received approval from the Ani-
mal Welfare and Ethical Review Board of the

Department of Zoology, University of Oxford, in
accordance with University policy on the use of
protected animals for scientific research, permit
no. APA/1/5/ZOO/NASPA, and is considered
not to pose any significant risk of causing pain,
suffering, damage or lasting harm to the animals.
No adverse effects were noted during the trials.

2.2 Simulated visual input

We modelled the bird’s view of the scene using
Blender 2.93.5 (Blender Online Community, 2021)
by defining a virtual camera whose field of view
was matched that of the bird’s eyes, and whose
pose was matched to that of the bird’s head.
To relate the headpack coordinate system to the
bird’s visual coordinate system, we make three
assumptions (Minano and Taylor, 2021). First,
we assume that the bird’s eye movements are
negligibly small compared to those of its head
(Kano et al, 2018; Brighton et al, 2017; Ros
and Biewener, 2017; Kress et al, 2015; Kane and
Zamani, 2014; Eckmeier et al, 2008). Second, we
assume that the bird’s gaze direction is known
from first principles during calibration. In the pur-
suit case, we assume that the bird looks at food
presented to it by the falconer; in the obstacle
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Target's
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(a) Pursuit trial (b) Obstacle avoidance trial

Leg 1 Leg 2

Fig. 3 Pursuit and obstacle avoidance flights. An
overhead view of the motion capture trajectories collected
on the pursuit and obstacle avoidance trials is shown. Note
the different scale bar for each panel (bottom right). (a)
The pursuit trial consists of one flight. The bird’s head
trajectory (light blue) is shown as it flies to intercept a
moving target (orange). The bird takes off spontaneously
from the fist of a falconer standing 1 m behind the start-
ing boxes (green markers). The target is attached to a line
that passes around a series of pulleys (red). It begins hid-
den within the leftmost starting box in the flight shown,
and is pulled by a linear motor located at the top of the
image (not shown). The curtain (black) is represented here
as the best-fitting plane to the reference markers attached
to its edges. (b) The obstacle avoidance trial consists of two
flights, each corresponding to one leg of a back-and-forth
flight (magenta arrows) between two perches, with a bank
of tall cylindrical obstacles located 1.5 m ahead of the end
perch. The walls (brown) are estimated as planes from the
motion capture cameras’ positions and orientations. The
pursuit flight takes 2.5 s and the obstacle flights around 2 s
each. Further details on the positions of the reference mark-
ers for the different objects can be found in Appendix D

avoidance case, we assume that the bird looks at
the perch centre upon landing (Potier et al, 2016;
Kress et al, 2015). Third, we assume that the bird
holds its eyes level during the calibration. This
behaviour has been reported repeatedly in the bird
flight literature (Brighton and Taylor, 2019; Ros
and Biewener, 2017; Warrick et al, 2002), and is
confirmed by the reference video. Further detail of
these calibrations is provided in Appendix C.

2.2.1 Virtual camera

We modelled the scene viewed by the bird in
Blender, using a 360◦ virtual camera whose trans-
lation and rotation per frame were matched to
those of the estimated visual coordinate system
fixed to the bird’s head. As any vergence move-
ments of the eyes are unknown, we modelled the
binocular visual field as a monocular camera. We
selected a resolution of 5 pixels per degree lati-
tude and longitude, which results in pixels within
the bird’s visual field having a length and width
approximately 10 times larger than the mini-
mum resolution angle of the bird (Potier et al,
2016). For each flight, we rendered the view from
this virtual camera in the bird’s visual coordi-
nate system using the Cycles rendering engine,
and produced RGB, depth, semantic and optic
flow data per frame. To test the effect of the
bird’s head movements, we also defined a trajec-
tory coordinate system representing the pose of a
horizon-levelled virtual camera whose optical axis
was directed tangent to the bird’s head trajectory
(see Figure 4). Specifically, we set the y-axis of
the trajectory coordinate system parallel to the
birds’ head velocity vector and its x-axis parallel
to the floor plane, whilst fixing its origin to that of
the visual coordinate system (see Appendix C.5).
We again rendered the view from a virtual camera
following the motion of this trajectory coordinate
system for all three flights.

2.2.2 Hybrid model approach

We model the lab environment using a hybrid
approach, which uses a combination of geomet-
ric primitives for the simple geometries in the
scene, and dense 3D meshes for the most com-
plicated ones. The dense 3D meshes are captured
with a mobile device, and expressed at acquisi-
tion time in the same coordinate system as the
motion capture trajectories. In this way we aim to
minimise the modelling and postprocessing effort,
while producing realistic representations of the
environment. We demonstrate the use of a hybrid
model of the lab for the pursuit flight, modelling
the curtain using a dense 3D mesh, and the rest
of the objects in the scene as geometric primitives
(see middle panel in Figure 2). In the obstacle
avoidance flights, we represented all the main ele-
ments of the scene using geometric primitives (see
Figure 5). The synthetic scene can easily be made
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(b) Trajectory coordinate system

(a) Visual coordinate system

Fig. 4 The two coordinate systems used for ren-
dering. For each flight, we produce one set of renderings
in which the virtual camera pose matches that of the visual
coordinate system, and one set in which it matches the
pose of the trajectory coordinate system (see text for def-
initions). The figure shows the pose of the virtual camera
(yellow), the bird’s head trajectory (black line) and the tar-
get’s trajectory (orange line), for a selected frame in the
final stages of the interception manoeuvre during the pur-
suit flight. In (a), the camera tracks the estimated visual
coordinate system, which we expect to be representative
of the pose of the bird’s visual field. In (b), the camera
tracks the trajectory coordinate system, which represents
a horizon-level camera whose optical axis is tangent to
the head’s trajectory. Although the camera is represented
schematically as a pyramid, a 360◦ virtual camera was used
for all renderings

more photo-realistic as required: as an example,
we provide an RGB rendering in which we added
texture to the walls replicating the camouflage
netting photographically (see Online Resource 1
and 2). The code to generate the model of the
lab environment and define the corresponding vir-
tual camera in Blender will be made available in
GitHub upon publication.

2.2.3 Geometric primitives

We modelled the floor, ceiling and walls of the
lab as planes. We determined the positions of
the walls and ceiling from estimated points in
the motion capture system’s scaffolding, which we
derived from the cameras’ positions and orienta-
tions (see Appendix B.4). For the RGB renderings,
we added texture to the walls representing the
camouflage netting that was hung from the walls
of the lab to provide a natural-looking texture
and prevent the birds from perching. In the pur-
suit flight, we modelled the pulleys as cones and
the boxes covering the target’s initial position as
cuboids (see middle panel in Figure 2). We mod-
elled the target as a cylinder of 15 cm length
and 2.54 cm diameter. We placed additional ref-
erence markers on the curtain’s edges and on
the wall netting at the curtain gap, but only
used them to measure deviation from our mod-
elled geometry (see Appendices A.2 and D.3). In
the obstacle avoidance flights, we modelled the
obstacles as vertical cylinders, and the perches
as horizontal cylinders, thereby reducing each A-
frame perch to the top rung on which the bird
landed (Figure 5). The position, orientation and
size of these geometric elements was determined
from the retroreflective markers attached to the
corresponding objects, and from measurements of
the dimensions of the real objects. Further details
on the definition of the geometric primitives are
included in Appendix D.

2.2.4 Dense 3D map

To capture a dense 3D map of the curtain, we
used the open-source SemanticPaint framework
(Golodetz et al, 2015, 2018), which is built on top
of InfiniTAM v3 (Prisacariu et al, 2017). We used
the ASUS ZenFone AR smartphone as a mobile
mapping sensor, and to perform visual-inertial
odometry (ZenFone ZS571KL, ASUS, Taipei, Tai-
wan). To facilitate the integration of the mesh
in the virtual model of the lab, we captured it
in the motion capture coordinate system, using
ArUco fiducial markers (Romero-Ramirez et al,
2018; Garrido-Jurado et al, 2014). The voxel size
was set to 10 mm and the truncation distance to
40 mm (4× the voxel size).

The coordinate transformations applied to
express the mesh in the motion capture coor-
dinate system are summarised in Figure 6. By
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default, the 3D mesh is captured in the SLAM
world coordinate system, which is defined by the
first camera pose. To compute the required trans-
form from the SLAM world coordinate system to
the motion capture coordinate system, we used
an ArUco calibration plate. This consisted of an
ArUco fiducial marker of size 28.8× 28.8 cm fixed
to an acrylic plastic sheet with three retroreflective
markers (10 mm diameter) on three of its corners.
When brought into camera view, the coordinates
of the ArUco marker’s corners are computed in
the SLAM world coordinate system. Since we also
placed retroreflective markers on these corners,
their coordinates in the motion capture coordinate
system are also known. By defining an auxiliary
coordinate system with these three points, we
can compute the transform from the SLAM world
coordinate system to the motion capture one.

We used the open-source software MeshLab
(Cignoni et al, 2008) to crop the mesh, remove
duplicate vertices, and remove isolated pieces. We
found that the floor plane of the mesh was slightly
deviated from the motion capture system’s xy-
plane (2.4◦, see Appendix D.3), likely due to
drift. We used MATLAB’s Point Cloud Process-
ing functions to fit a plane to the floor of the
mesh (mean error = 3.8 cm), and to compute the

Starting perch

End perch

Obstacles

Virtual camera

Fig. 5 Model of the lab environment for the obsta-
cle avoidance flights. For the obstacle avoidance flights,
we modelled the lab environment using basic geometric
primitives to characterise the main elements in the envi-
ronment. The walls, floor and ceiling were computed from
the positions and orientations of the motion capture cam-
eras and markers. The obstacles were modelled as vertical
cylinders and the perches as horizontal ones, reducing the
perches to their top rung. The positions of the perches
and obstacles were determined using retroreflective mark-
ers attached to them. Their dimensions were derived from
the motion capture markers, or from direct measurements
of the objects

Auxiliary 
coordinate system

Motion capture 
coordinate 

Camera
coordinate system

SLAM world
coordinate 

system

Fig. 6 Capturing the 3D dense map in the motion
capture coordinate system. By default, the 3D mesh
is captured in the SLAM world coordinate system, defined
by the first camera pose. The camera’s trajectory (dashed
line) and pose in this coordinate system are computed via
visual-inertial odometry. When the ArUco marker (shown
in cyan) is brought into the camera’s view, the coordi-
nates of three of its corners are computed in the camera
coordinate system. Thus, via visual-inertial odometry, they
are also known in the SLAM world coordinate system.
Since we placed three retroreflective markers on these cor-
ners (grey circles), their coordinates are also known in the
motion capture coordinate system. The pose of an aux-
iliary coordinate system defined by these three points is
therefore known in both the motion capture coordinate sys-
tem and the SLAM world coordinate system, which allows
us to compute the required transformation between them.
The transforms between coordinate systems are shown in
magenta, where TB

A represents the transform from A to B

required transform to match the fitted plane with
the motion capture’s XY plane. The transformed
mesh deviated on average by 0.093 m from the ref-
erence markers placed on the curtain’s edges, as
they were registered during the pursuit trial, and
by 0.089 m from their position recorded just before
capturing the mesh. Further details on the post-
processing of the mesh and the deviation metrics
are included in Appendix D.3.

2.3 Comparison to previous
approaches

Our method has several advantages over previ-
ous approaches to characterising the visual input
experienced by a bird in flight (see Introduction).
First, it allows us to consider visual input over
the complete visual field of the bird, as opposed
to confining this to the available field of view of
a head-mounted camera (Ochs et al, 2016; Kane
et al, 2015; Kane and Zamani, 2014) or to local
features of the scene falling in the direction of
the bird’s gaze (Land, 1999; Eckmeier et al, 2008;
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Yorzinski et al, 2013; Yorzinski and Platt, 2014;
Yorzinski et al, 2015; Kress et al, 2015; Yorzinski,
2021). Second, it enables us to characterise this
visual input without having to contain the animal
within an abstract visual environment (Bhagavat-
ula et al, 2011; Schiffner and Srinivasan, 2015;
Dakin et al, 2016; Ros and Biewener, 2016). Third,
we are not limited by the technical specifications
and performance of a camera that is practical to
attach to a bird’s head in flight (Ochs et al, 2016;
Kane et al, 2015; Kane and Zamani, 2014). Fourth,
our method allows us to consider different cam-
era models and alternative gaze strategies for the
purposes of hypothesis testing, as we have done
here in comparing views rendered in the visual
coordinate system and trajectory coordinate sys-
tem, respectively. Our method thereby opens up
new avenues for research using data-driven mod-
els of animal behaviour, along the lines of those
proposed to model quadruped locomotion for ani-
mation (Zhang et al, 2018), or motor control and
perception in humanoids (Merel et al, 2020). As
we now show, these data also offer unique insights
into the bird’s gaze strategy.

3 Results

For all three flights, we rendered the view from: (i)
a virtual camera in the visual coordinate system,
representing the translation and rotation of the
bird’s visual field inclusive of all head movements;
and (ii) a virtual camera following the trajectory
coordinate system, representing the translation
and rotation of the bird exclusive of rotational
head movements. Videos containing each of the
rendered outputs per frame are included as Sup-
plementary information (Online Resources 1 to
15); a brief description of them is included in the
section Supplementary information, and further
details on how they were computed is provided
in Appendix E. As a demonstration of how these
synthetic data can offer new insights into the
bird’s behaviour, we used the RGB and semantic
data per frame to inspect the birds’ gaze strategy,
following a similar approach to the preliminary
analysis presented by Minano and Taylor (2021).

3.1 Pursuit flight

The RGB renderings in the visual coordinate sys-
tem for the pursuit trial show that the target

remains within the bird’s area of binocular overlap
for almost the entire duration of the pursuit (see
snapshots in Figure 7, and Online Resources 1 and
2). In contrast, the target is not held steady or
centered within the trajectory coordinate system,
for which the RGB renderings display pronounced
pitch oscillations. This comparison confirms that
the bird uses its rotational head movements to
stabilize its gaze, and to keep the moving target
reasonably well centered within its visual field. To
analyse these properties quantitatively, we make
use of the semantic data.

Figure 8 shows the frequency with which the
target appears at each point in the visual field
during the flight. For each pixel, the figure displays
the metric:

hi =
ni

NAi
, (1)

where ni denotes the number of frames over which
the ith pixel saw the target, where N denotes the
number of frames analysed, and where Ai denotes
the solid angle covered by the ith pixel, normalised
by the maximum solid angle that any pixel cov-
ers. Note that as the output is an equirectangular
projection of a sphere, different pixels subtend
different solid angles in the figure. We only con-
sider those pixels falling within the visible areas
of the bird’s visual field, and exclude from the
analysis any frames in which the head transform
was interpolated, and any frames after intercep-
tion (identified as the point at which the distance
to the target first reaches a local minimum in the
final approach phase). The results show that the
target is held ±10◦ longitude and from −10◦ to
4◦ latitude in the visual coordinate system for
most of the flight (Figure 8a). This contrasts with
the results in the trajectory coordinate system, in
which the target is not confined to this central area
at all (Figure 8b). However, a limitation of these
results is that they are affected by the apparent
size of the target, and refer to data aggregated
across the whole of the flight. How does the tar-
get’s position in the visual field vary quantitatively
through the flight?

Figure 9 plots the evolution of the target’s edge
contour in the visual coordinate system, where
the visual field is shown in equirectangular pro-
jection and cropped close to the binocular area.
The sections of flight before and after the curtain
are plotted separately for clarity (Figure 9a and
Figure 9b respectively). In the first section of the
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(a) t = 0.14 s (b) t = 0.77 s (c) t = 0.99 s (d) t = 1.76 s (e) t = 2.13 s

Fig. 7 Snapshots of the rendered pursuit flight. The spheres representing the bird’s visual field show the animal’s
view as it flies through the lab; the retinal margins for the left eye (blue line) and right eye (red line) are shown for
reference, as well as the blind area caudal to the visual field (black fill). Note that because the spheres are represented using
an orthographic projection (right panel), not all of the visual field of the bird is visible. The inset shows the approximate
orientation of the estimated visual coordinate system on the bird’s head. The full flight takes 2.5 s

flight, the target begins drifting across the visual
field, but then seems to be stabilised at approxi-
mately 10◦ longitude (Figure 9a). Target tracking
seems to be lost temporarily as the bird turns
around the curtain (green contours in Figure 9a),
but is quickly recovered with the target now sta-
bilised at −10◦ longitude (Figure 9b). Towards the
end of the flight, the target gradually becomes cen-
tred in the visual field, looming until interception.
The same evolution can be seen by inspecting the
longitudinal position of the boundaries and mid-
point of the target through time (Figure 9c). The
target’s boundaries also remain between −10◦ and
4◦ latitude for most of the flight, except at take-
off, when turning around the curtain, and at final
interception (Figure 9d).

For comparison, we computed the equivalent
path of the target as seen from the trajectory
coordinate system (Figure 10). In the first part
of the flight, the target shows considerably more
oscillations in the vertical direction, likely reflect-
ing wingbeat oscillations (Figure 10a). However
just before turning around the curtain, the tar-
get appears to be aligned longitudinally with the
bird’s head velocity vector. In the second part of
the flight (Figure 10b), the target is clearly not
aligned with the head’s velocity vector, drifting
out of the central area of the trajectory coor-
dinate system (Figure 10b). The comparison of
Figures 10b and Figure 9b reflects how the esti-
mated gaze direction diverges from the bird’s
velocity vector in the final phase of interception.
In summary, although the moving target was not
perfectly stabilised in the bird’s visual field and
sometimes appeared to be held at ±10◦ longitude,
rather than being centered, the effect of the bird’s

head movements was to keep the target contained
within the area of binocular overlap (Figure 9a).

3.2 Obstacle avoidance flights

The RGB renderings of the visual coordinate sys-
tem for the obstacle avoidance trials show the
obstacles located towards the centre of the visual
field (see Online Resources 8 and 9 for leg 1,
and Online Resources 12 and 13 for leg 2). This
is not the case for the renderings of the same
flights in the trajectory coordinate system, in
which the obstacles are not centred, and where
wingbeat oscillations are clearly visible (see Online
Resources 10 and 11 for the flight corresponding
to leg 1 of the trial, and Online Resources 14 and
15 for the flight corresponding to leg 2). This con-
firms that the bird actively stabilises its visual
field against the pitch oscillations associated with
its wingbeat, and also directs its gaze so as to keep
the obstacles broadly centered. In this case, how-
ever, close inspection of the semantic data reveals
a more subtle interpretation of how the bird is
directing its gaze.

As the obstacles occupy a much larger por-
tion of the field of view than does the target
shown in the cropped equirectangular projections
of Figure 9, we display the evolution of the
obstacles’ edge contour using an orthographic pro-
jection to reduce distortion in Figure 11. The
obstacles’ edge contour is represented from the
point of takeoff until the point at which the land-
ing perch is visible without occlusion. The data
show that the nearside edge of the obstacles seen
by the bird remains aligned longitudinally with
the centre of the visual coordinate system in both
flights (Figure 11, top row). This alignment does
not appear for the semantic data rendered within
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(a) Visual coordinate system

(b) Trajectory coordinate system

h

h

Fig. 8 Semantic heatmaps of the target for the pur-
suit flight. The heatmaps show the value of h (Eq. 1),
representing the frequency with which the target appears
at each pixel in the visual field throughout a flight, nor-
malised by the relative area of the solid angle that each
pixel subtends. Results are shown for a camera following
the visual coordinate system (a), and the trajectory coor-
dinate system (b). The virtual camera axis is marked by
a red star: it corresponds to the estimated direction of the
bird’s gaze v⃗gaze in the visual coordinate system, and to
the direction of the head’s velocity vector in the trajectory
coordinate system. In the virtual coordinate system (a), the
target appears centred in the binocular area throughout
the flight. In the trajectory coordinate system (b), it does
not appear to be constrained to this region. We considered
n = 337 frames, from the takeoff frame to the interception
frame, and excluded those frames in which the head trans-
lation or rotation was interpolated. Note that the bird’s
visual field extends beyond what is shown in this projec-
tion (orthographic). The maximum value of the colormap
was set to match the maximum value observed in the visual
coordinate system data. The visual field is represented as
seen from the bird’s point of view

the trajectory coordinate system (Figure 11, bot-
tom row), which reinforces the role of the bird’s
head movements in fixating the obstacles’ nearside
edge.

Figure 12 plots how the longitudinal positions
of the nearside edge, the farside edge, and the mid-
point of the obstacles and landing perch evolve

through time. For the obstacle avoidance flight
comprising the first leg of the trial, the nearside
edge of the obstacles appears to remain approxi-
mately aligned with the centre of the visual field
until the point at which the landing perch first
becomes fully visible (Figure 12a). Beyond this
point, the midpoint of the landing perch becomes
the object most closely aligned with the centre of
the visual field. For the obstacle avoidance flight
comprising the second leg of the trial, the nearside
edge of the obstacles is again aligned closely with
the bird’s estimated gaze direction until the point
at which the landing perch becomes visible. The
bird then appears to make a head saccade, such
that its new gaze direction aligns with the nearside
edge of the landing perch, which remains the case
for approximately the next 0.8 s (Figure 12b). The
bird then seems to make another head saccade,
such that its estimated gaze direction becomes
most aligned with the midpoint of the perch. Both
head saccades can be seen in the corresponding
RGB rendered video (Online Resources 12 and
13).

In summary, when avoiding the obstacles, the
bird stabilized and centered the nearside edge of
the obstacles in its visual coordinate system. The
bird switched to fixating the perch once this was
fully visible, looking at the nearside edge of the
perch first in one of the flights, and then at its
midpoint before landing. It is important to note
that the latter statement is inevitable for the final
set of frames that we used to calibrate the bird’s
gaze direction under the assumption that the bird
would look at the midpoint of the perch when
landing. However, the coincidence of the edge of
the obstacles with the centre of the visual coor-
dinate system provides strong internal support
for the reliability of its calibration, and the mid-
point of the perch was found to be centered within
the visual coordinate system from well before the
start of the set of frames that were used in the
calibration (Figure 12).

4 Discussion

Here we have presented a method generating
synthetic visual inputs characterising the visual
experience of a bird whose head pose is recorded
in flight using a motion capture system or other
measurement system providing similar data (e.g. a
head mounted inertial measurement unit). To our
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(a) before turning the curtain (b) after turning the curtain

(c) longitude boundaries of the target over time

(d) latitude boundaries of the target over time

Fig. 9 Trajectory of the target in the bird’s visual field. The edge contour of the target is represented for each frame
of the pursuit flight in a cropped equirectangular projection of the area around the estimated gaze direction v⃗gaze (red star),
for the frames before (a) and after (b) turning around the curtain. The colormap indicates time through the flight. The
extension of the target in longitude and latitude over time is shown in (c) and (d) respectively, with the maximum (purple),
minimum (green), and mean (blue) values represented per frame. For those frames in which the bird’s head transform was
interpolated, these values are shown in black. The blue vertical line in (c) and (d) indicates the frame that defines the data
split before (a) and after (b) turning the curtain. Reference lines are shown in (c) and (d) at ±10◦ (red dashed lines) and at
4◦ latitude in (d) (yellow dashed line). The normalised time is 0 at the takeoff frame, identified when the bird dips its head
just before the takeoff jump; note that it takes some frames for the target to become visible, but the linear motor pulling
it was already triggered at this point. The normalised time is 1 at interception, when the bird and the target reach a local
minimum of distance in the terminal phase of interception. The data shown cover 2.145 s

knowledge, this is the first time that such detailed
data covering the complete visual field of an ani-
mal has been generated for non-human animals in
general, and especially for birds in flight. Although

we have limited our analysis of these data to pre-
senting simple metrics for three flights as an illus-
tration of the method, these are already sufficient
to show the potential of using synthetic data gen-
erated using our method to investigate how birds
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(b) after turning the curtain(a) before turning the curtain

Fig. 10 Trajectory of the target in the trajectory coordinate system. The edge contour of the target is represented
for each frame of the pursuit flight in a cropped equirectangular projection of the area around the camera axis (red star) in
the trajectory coordinate system. The virtual camera’s axis corresponds to the direction of the head’s velocity vector. The
extent of the retinal margins of the bird’s right eye (red) and left eye (blue) is shown relative to the virtual camera’s axis
for reference, although they are not expected to be positioned correctly or consistently in this coordinate system. The data
is split following the same criteria as in Figure 9, separating the frames before (a) and after (b) turning around the curtain.
The colormap indicates time through the trial. Note that in the first part of the flight the target shows prominent pitch
oscillations likely reflecting the reaction to the wingbeat. In the second part of the flight, the target is not constrained to
the equivalent of the binocular area, showing that the velocity vector of the head trajectory is not aligned with the target

use vision to guide and control their flight. Com-
parable analyses would be exceedingly challenging
using video data from head-mounted cameras,
given the attendant limitations on payload, resolu-
tion, field of view, and motion blur, and would be
much more limited if relying on point estimates of
the bird’s gaze direction in relation to prominent
visual features in the environment. Our method
allows us to define alternative gaze strategies, by
comparing our renderings in the visual coordinate
system to renderings in the trajectory coordinate
system, in order to inspect counterfactual scenar-
ios. Again, this would be difficult or impossible to
do using any of the other reviewed approaches.

4.1 Key features of rendering
method

Our rendering method uses a hybrid approach to
model the lab environment, which combines basic
geometric primitives defined using the motion cap-
ture data with dense 3D maps of features with
more complex geometry. In this way, we avoid the
accumulated drift and noise typical of large 3D
maps, whilst reducing the modelling effort for the
most intricate shapes, and making the most of the
accurate motion capture data. To facilitate the

integration of the dense meshes within the geomet-
ric model of the environment, they are expressed
in the same coordinate system as the motion
capture data at the point of acquisition. We
have demonstrated the applicability of this hybrid
approach for a simple example of reconstructing a
curtain that was hung to act as an obstacle to the
bird. However, the method would be especially rel-
evant for modelling natural-looking environments
with more complicated features, such as small
trees. As an illustration of the viability of this
approach, Figure 13 shows the 3D mesh of a set of
trees that we placed around the lab and captured
using SemanticPaint, in this case using a Kinect
v1 as the mapping sensor.

4.2 Behavioural analyses: pursuit
flight

Our analysis of the synthetic reconstructions
demonstrate the potential of using these to pro-
vide further insight into the bird’s behaviour. Dur-
ing the pursuit flight, we found that the target is
held within the area of the bird’s binocular overlap
for most of the flight. Modelling a counterfactual
gaze strategy, in which the virtual camera’s prin-
cipal axis is aligned with the bird’s head velocity,
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Visual 
coordinate 
system

Trajectory 
coordinate 
system

Leg 1

Leg 1

Leg 2

Leg 2

Fig. 11 Trajectory of the obstacles in the visual field sphere. The edge contour of the set of obstacles is represented
in the virtual camera’s visual field for each frame (coloured semi-transparent) of both obstacle avoidance flights, from the
point of takeoff to the point at which the perch is fully visible (i.e. until the second blue dashed vertical line in Figure 12). The
colormap indicates time through each flight. For the frames in which the camera’s transform was interpolated (i.e. because
not enough markers were reconstructed), the contour of the obstacles is shown in black. The retinal margins of are shown
for the left eye (blue line) and right eye (red line), and the virtual camera’s axis is shown for reference (red star). Note that
the virtual camera’s axis corresponds to the estimated gaze direction v⃗gaze in the visual coordinate system (top row), and
to the direction of the head’s velocity vector in the trajectory coordinate system (bottom row). In the visual coordinate
system, the leftmost edge of the set of obstacles stays largely aligned with the estimated sagittal plane in both flights. In
contrast, in the trajectory coordinate system, the obstacles are not stabilised in the vertical direction and they are not
aligned with the head velocity vector either. The visible area in the bird’s visual field extends beyond what is shown in this
orthographic projection

corroborates our conclusion that the bird actively
directs its gaze to keep the target in this region
of the visual field. Inspecting the evolution of the
target’s position in the visual field through the
flight, we find that the bird fixates the target at
±10◦ longitude from the estimated gaze direction,
and only centres it towards the terminal intercep-
tion phase. In common with most other raptors,
Harris’ hawks have two points of high-resolution
vision per retina: one projecting frontally and the
other laterally (Mitkus et al, 2018; Potier et al,
2016). Whilst it would be premature to draw any
firm conclusions from data for a single flight of
a single bird, we hypothesise that these locations
at ±10◦ longitude in the visual field may corre-
spond to the projections of the frontal foveae of
the bird’s left and right eyes. These are estimated

to be located at between 9◦ and 16◦ longitude from
the forward direction of the head in most raptors
(Frost et al, 1990; Kane and Zamani, 2014; Tucker,
2000), and so unlike in humans, they may not
project to a single point in the visual field—even
when the eyes converge (Tyrrell et al, 2018). This
being so, our results could indicate that the bird
tracks the target with one or other of its frontal
foveae throughout the flight, before centering it in
the visual field prior to interception and producing
a symmetric looming stimulus. It is also interest-
ing that when the bird loses track of its target as
it makes a sharp turn at the curtain, it appears to
reacquire it with the other fovea.
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inside edge

mid-subtended angle

outside edge

Obstacles: 

inside edge

mid-subtended angle

outside edge

Landing perch: 

Leg 1

Leg 2

Fig. 12 Longitudinal extension of the set of obstacles and landing perch for the obstacle avoidance flights.
The evolution through time of the longitudinal extension of the obstacles and landing perch is represented for the two obstacle
avoidance flights, corresponding to leg 1 (top panel) and leg 2 (bottom panel) of the trial. The inside and outside edges of
the obstacles and landing perch are labelled relative to the bird’s turn, together with the midpoint of the angle subtended
by the obstacles and landing perch. Black markers denote frames in which the bird’s head transform was interpolated. The
range of frames when the landing perch is partially occluded by the obstacles is marked between two vertical dashed lines.
Note that because objects curve when they are close to the poles of the spherical virtual camera, it may be that the landing
perch is fully visible but that its longitudinal extension overlaps with that of the obstacles (e.g. at around 225 frames from
takeoff; see Online Resources 8 and 9). The first and last frames used to estimate the bird’s gaze direction v⃗gaze are marked
with vertical red dashed lines. In leg 1 of the flight, the obstacles appear within the central part of the visible field after 350
frames, but in reality the would have been occluded by the bird’s body (see Online Resource 8). In leg 2, we can visually
identify two potential head saccades: one at 87 frames after takeoff seems to align the estimated gaze direction with the
left edge of the landing perch, as seen by the bird; the other at 242 frames after takeoff seems to align the estimated gaze
direction with the centre of the perch (see Online Resources 12 and 13). The sampling rate is 200 Hz

4.3 Behavioural analyses: obstacle
avoidance

In both obstacle avoidance flights that we anal-
ysed, we found that the inside edge of the obstacles
was aligned with the longitudinal centre of the

visual field for substantial portions of the flights
in which the obstacles were visible. Again this was
not observed in the counterfactual gaze strategy
that we considered, in which the virtual cam-
era’s principal axis was aligned with the bird’s
head velocity. This is in accordance with previous
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findings from other birds (Kress et al, 2015) and
humans (Raudies et al, 2012; Rothkopf and Bal-
lard, 2009), which both seem to fixate on the edges
of objects than can be perceived as obstacles, and
on the centre of objects perceived as goals. More-
over, in the flight corresponding to the second leg
of the trial, the bird seemed to align its visual field
first with the edge of the landing perch and then
with its centre (see Online Resources 12 and 13,
around frames 2029 and 2184 as numbered in the
video). This is also in line with previous reports
in lovebirds (Kress et al, 2015) and may reflect
a strategy based on aiming at intermediate goals.
The agreement with previous works indicates that
our approach is reasonable. However, as with the
pursuit flight, these hypotheses can only be con-
firmed or rejected by analysing the complete set
of flights across different individuals.

4.4 Limitations and future work

We aimed to develop a reconstruction method that
would enable the collection of large amounts of
data from many individuals. Some key steps that
we have taken towards this goal include our non-
invasive tracking of head pose using marker-based
motion capture, our programmatic definition of
geometric primitives based on motion capture
markers placed on objects in the environment,
and our automated integration of the dense 3D
maps on the motion capture coordinate system.
The key limitation in our current pipeline is the
need to calibrate the visual coordinate system
against the coordinate system of the headpack,
which we achieve using two alternative methods
sharing common assumptions. A second poten-
tial limitation of the reconstructions method is
its representation of a binocular system using a
monocular visual field.

One way of overcoming both limitations would
be to combine data from calibrated stereo cameras
with the motion capture data. This could allow the
pose of the head to be calibrated directly within
the headpack coordinate system, also allowing
measurement of the stereo baseline of the eyes.
The potential for exploiting this approach is
demonstrated by recent work by Naik (2021), who
developed an annotation tool to obtain the 3D
coordinates of identifiable features on a bird, such
as its bill and eyes, with respect to its head. This
will be a key focus of our future work, as it will

allow us to streamline the process and obtain more
accurate estimations of the visual coordinate sys-
tem. Other potential improvements could involve
automating the correction of the dense 3D maps,
potentially using the reference motion capture
markers in the mapped objects as fiducials. An
improved ArUco plate would also be an easy way
to improve floor alignment. Exploring the possibil-
ities for tracking eye movements would also be of
interest in providing better estimates of the range
of the motions, or defining a more accurate visual
coordinate system Holmgren et al (2021).

Fig. 13 3D model of a forest environment in the
lab.We used a mix of 20 small laurel and bay trees of under
2 m height to recreate a forest environment in the motion
capture lab. The 3D model was captured using Semantic-
Paint and a Kinect v1 as a mapping sensor. Note that in
this case the world coordinate system of the captured map
is not aligned with that of the motion capture coordinate
system

There is still much to learn about how animals
interact with their environment, and innovative
methods such as the one we propose open a
wide range of possibilities for behavioural anal-
ysis. Understanding the role of active vision in
bird flight may reveal efficient processing strate-
gies that could be translated to autonomous sys-
tems. Human-inspired active vision has already
been explored for robotic applications (Seara
and Schmidt, 2004; Seara et al, 2002, 2001),
as active observers have been shown to solve
basic vision problems more efficiently than passive
ones, with many ill-posed problems becoming well-
posed (Aloimonos et al, 1988). Visual-guidance
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algorithms could also be tested directly using
the data generated with our approach, similar to
the method followed when studying navigation
in homing ants by Ardin et al (2015). Finally,
large datasets collected with this or similar meth-
ods could be combined with inverse reinforcement
learning frameworks, leading to data-driven mod-
els offering new insights into the bird’s gaze
strategy in flight; similar approaches already exist
that make use of human motion capture data
to generate active-sensing behaviours in synthetic
humanoids (Merel et al, 2020). In conclusion,
we see many exciting opportunities for mutual
collaboration between the animal behaviour and
computer vision communities in all of these areas.

Supplementary information. We provide the
rendered outputs as video supplementary mate-
rial. For the pursuit flight, we include videos for
the RGB, semantic, depth and optic flow synthetic
data generated. For the obstacle avoidance flights,
we include RGB videos. All videos are reproduced
at 20Hz, (1/10 of the real speed), except the optic
flow video which is reproduced at 5 Hz (1/40 of the
real speed). The frame numbering shown in the
videos follows the motion capture data system’s
numbering. A description of each of the video files
included is presented in Table 1.

The RGB outputs are presented using two pro-
jections: equirectangular, in which the geometry
appears distorted, but which shows the complete
field of view of the bird; and orthographic, in
which the distortion is reduced but doesn’t include
the most peripheral regions of the bird’s visual
field. The rest of the rendered outputs are only
represented in orthographic projection. Note that
for the orthographic case, the point of view is as
if looking frontally to the bird’s visual field sphere
(see Figure 30). In all videos, a red contour around
the figure indicates the head transform for that
frame was interpolated. The retinal margins and
the areas of the bird’s visual field (blind, monoc-
ular and binocular) are overlaid on the rendered
output.

In the optic flow video, the colormap repre-
sents for each frame the instantaneous angular
speed per pixel, in degrees per second. The col-
orbar is in logarithmic scale and capped at 10◦/s
in the lower bound and 1000◦/s in the upper
bound. The vector field results from the trans-
formation of the output data from pixel space

to the surface of the unit sphere. Further details
on the computation of the videos are included in
Appendix E.
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Appendix A Motion capture
experiments

A.1 Motion capture system

The motion capture lab is equipped with 22
infrared motion capture cameras (Vantage V16,
Vicon Motion Systems Ltd, Oxford, UK; sam-
pling rate 200 Hz) and four video cameras (Vue,
Vicon Motion Systems Ltd, Oxford, UK; sampling
rate 100 Hz, only used for reference). The cam-
eras were mounted on a fixed scaffold from which
camouflage netting was hung, to provide a natural-
looking background texture and prevent the birds
from perching on the lower parts of the scaffolding.
The floor was carpeted with green astroturf.

The flights presented in this paper were
recorded with two different captive-bred adult
Harris’ hawks: Drogon (0.6 kg) flew the obsta-
cle avoidance flights, and Toothless (0.7 kg) the
pursuit flight.

The pursuit flight is part of a dataset we
recorded with four different birds, in which we col-
lected between 3 and 4 flights per bird per day,
during four weeks between December 2018 and
January 2019, for a total of 251 trials. The num-
ber of flights per bird and day in the pursuit
dataset was limited by the training approach: an
extra food reward was required to get the bird off
the target and back to the falconer’s fist, which
increased the food intake per trial. This reduced
the amount of flights we could record while keep-
ing the animals motivated to fly. Resetting the
setup between trials also took more time than
when recording perching or obstacle avoidance
trials.
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Table 1 Description of supplementary videos. We provide supplementary videos for the rendered output per trial.
The description field in the table specifies the output data represented in the video, the coordinate system the virtual
camera is tracking in the video and the projection used.

Trial Filename
Description

(output, coordinate system tracked, projection)

Pursuit

ESM 1.avi RGB, visual coordinate system, orthographic
ESM 2.avi RGB, visual coordinate system, equirectangular
ESM 3.avi Depth, visual coordinate system, orthographic
ESM 4.avi Semantic, visual coordinate system, orthographic
ESM 5.avi Optic flow, visual coordinate system, orthographic
ESM 6.avi RGB, trajectory coordinate system, orthographic
ESM 7.avi RGB, trajectory coordinate system, equirectangular

Obstacle
avoidance

Leg 1

ESM 8.avi RGB, visual coordinate system, orthographic
ESM 9.avi RGB, visual coordinate system, equirectangular

ESM 10.avi RGB, trajectory coordinate system, orthographic
ESM 11.avi RGB, trajectory coordinate system, equirectangular

Leg 2

ESM 12.avi RGB, visual coordinate system, orthographic
ESM 13.avi RGB, visual coordinate system, equirectangular
ESM 14.avi RGB, trajectory coordinate system, orthographic
ESM 15.avi RGB, trajectory coordinate system, equirectangular

The obstacle avoidance flights are part of a
dataset we recorded with four different birds (Dro-
gon, Toothless, Charmander and Ruby), in which
we collected 16 flights per bird per day for a total
of two weeks in November 2020. Both periods
include the training weeks for the birds.

A.2 Placement of markers

To track the birds’ head movements, we used rigid
supports of retroreflective markers for the birds
to wear as a ‘headpack’. In the pursuit flight,
we used a headpack of 5 retroreflective markers,
made of wooden thin rods glued to a plastic cross-
shaped plate. In the obstacle avoidance flights, we
specially designed 3D-printed rigid supports for 4
retroreflective markers.

The headpack was attached to the head of the
bird by the falconer immediately before recording
its set of flights, and removed at the end of the
set. To ensure that the headpack did not move
relative to the bird’s head we recorded videos of
the birds on the falconer’s fist wearing the head-
packs. For the flights analysed here, we did not
detect visually any movement between the head-
pack and the head. The head movements when the
bird is stationary are generally of larger amplitude

than those observed in flight, so we consider these
videos are a good indication that there was no sig-
nificant relative motion between the bird’s head
and the headpack in flight.

In the pursuit flight, we fixed markers of 6.4-
10 mm diameter to the pulleys’ centres, to the top
front vertices of the starting boxes, to the edges of
the curtain (which were reinforced with a wooden
rod) and to the camouflage netting at the curtain
gap. Figure 14 shows the median position of the
reference markers used in the pursuit flight; note
that the walls’ positions were estimated with the
motion capture cameras’ position and orientation,
rather than with the markers. To track the target’s
motion, we glued three markers (6.4 mm diame-
ter) to its canvas cover. In the obstacle avoidance
flight, we placed 14 mm diameter markers to the
perches’ edges and at the centre of the obstacles’
tops.

A.3 Experimental procedure

In the pursuit trial, a linear motor pulled the tar-
get on a line passing around a series of pulleys.
The trajectory of the target was randomised by
selecting for each trial a set of pulleys, from one of
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Fig. 14 Reference motion capture markers used in the pursuit trial. The median position of the reference markers
in the pursuit trial is shown in a basic geometric model of the lab environment. The sidewalls are shown as partially
transparent and the curtain is modelled as a plane, for clarity. The spheres representing the markers’ positions are 5 times the
markers’ real size. Note that the walls’ location was estimated from the motion capture cameras’ positions and orientations,
rather than from the markers placed at the curtain gaps

three starting positions to one of three end posi-
tions, via one of the two gaps around the curtain
(Figure 3a). The curtain was made of two layers
of flame-proofed cotton canvas of size 6.0 m × 3.5
m, and hang from a steel cable installed transver-
sally across the motion capture room. The line
was a 3 mm thick parachute-style cord, in green to
minimise contrast with the astroturf carpet, and
the average speed of the target was 5.6 m/s. To
keep the target in tension, a long piece of line
was attached to its back end and rolled around
the first pulley of the target’s trajectory. We also
randomised the takeoff position of the bird and
placed dummy lines along the alternative paths,
to minimise the risk of the bird predicting the tar-
get’s path. The bird began flying freely from its
falconer’s fist as soon as the target appeared from
inside the starting box in which it was hidden.
Before recording the pursuit trial, we recorded
a ‘gaze calibration trial’ to estimate the bird’s
gaze direction within the headpack coordinate sys-
tem. In it the falconer held the bird on their fist
whilst we displayed a piece of food with a marker
attached at a range of 0.5-1.5 m.

The obstacle avoidance flights are part of a
set in which we recorded the bird’s head move-
ments as it flew from the starting perch to the

end perch, and back, with and without obstacles
in place. For each trial we recorded two flights,
which corresponded to the trajectories back and
forth between the perches. Two falconers stood at
either end of the room, to handle the bird and pro-
vide the food reward. The lateral position of the
perches was randomised for every trial between
three stations each. These were centred on the
longitudinal axis of the room and distributed
with 1 m spacing. Each obstacle was made up of
two white expanded polystyrene cylinders of 1 m
height, stacked on top of each other and bound
together with white duct tape. The four obstacles
were pushed together so that there were minimal
gaps between them. For the trials with obstacles
in place, we also randomised the side of the end
perch from which the falconer would call the bird.
We used the complete set of flights from the same
bird on the same day to calibrate the bird’s gaze
direction within the headpack coordinate system
(see Section 2.2).

We calibrated the motion capture system using
an active wand and following the manufacturer
guidelines. In the obstacle avoidance set of trials,
we calibrated before recording a set of trials with
the same bird and headpack placement. In the
pursuit dataset, we calibrated the system without
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the curtain in place, and before recording all tri-
als per day. Since we recorded less trials in the
pursuit dataset, we don’t expect the calibration to
deteriorate significantly (the flight presented here
is recorded 1.5 hours after calibrating)

Appendix B Motion capture
data
postprocessing

B.1 Markers’ reconstruction and
labelling

We used the commercial software Vicon Nexus
2.8.0, from the motion capture system manufac-
turers, to extract the unlabelled 3D coordinates of
the retroreflective markers per frame. This process
is called ’markers’ reconstruction’. The system
provides a residual value for each reconstructed
marker in 3D space to evaluate the measurement
accuracy (Motion Lab Systems, 2021). Figure 15
shows the histogram of residuals for the trials
rendered in this paper. For the pursuit trial, the
mean residual is 0.82 mm, the standard deviation
is σ = 0.29 mm, and the median is 0.76 mm, for
n = 69537 samples. For the obstacle avoidance
trial, which consists of the two obstacle avoid-
ance flights considered, the mean residual is 0.98
mm, the standard deviation is σ = 0.34 mm, and
the median 0.92 mm, for n = 29403 samples. All
markers and recorded frames per trial are included
in the computation of the histograms (i.e., frames
recorded before takeoff and after landing are also
considered).

Nexus is designed for collection and annota-
tion of 3D motion capture data, with a particular
focus on human motion. We found that our exper-
iments pushed the system to its limits in terms of
tracking and labelling performance, and therefore
considered alternative options to process our data.
For a detailed description of the typical challenges
of using marker-based motion capture on birds the
reader is referred to Naik, 2021.

For the pursuit flight, we labelled the indi-
vidual headpack markers per frame using Nexus
semi-automatic labelling tool. For the target, it
was difficult to separate the individual identities
of the markers with manual labelling, as the tar-
get twisted and turned during the trial. Instead
we assigned a consistent set of three labels to

the target markers, that allowed us to separate
them easily from the rest. We exported the man-
ual labels to MATLAB, and wrote custom scripts
to label the remaining markers.

For the obstacle avoidance dataset, we wrote
custom MATLAB scripts to separate headpack
and object markers, and label them. To label
the headpack markers, we used the following
approach:

• first, we labelled the frames with at least 4
markers by iteratively solving the orthogonal
procrustes problem with the headpack tem-
plate; we also determined the headpack’s trans-
form (position and orientation) at those frames.

• second, we interpolated the headpack’s trans-
form at the remaining frames; and

• third, we iteratively labelled the markers in
the remaining frames, by assigning them the
label of the closest marker of the corresponding
interpolated headpack.

We iterated over the third step, keeping a con-
stant minimum distance for accepting a label but
updating the interpolated transform data for the
headpack with the newly labelled frames every
time. We stopped when there were no new frames
labelled between two passes. To label the markers
in the objects, we used predefined bounding boxes.

To assess the quality of our labelling of the
headpack markers, we computed the maximum
distance between a labelled marker and its cor-
responding position in the headpack template, in
a local coordinate system. Results are shown in
Figure 16 and Table 2. Although the ideal dis-
tance deviation without measurement error would
of course be zero, the actual distance deviation is
in all cases smaller than the diameter of the head-
pack markers, which implies that the markers are
correctly labelled, albeit that their precise posi-
tioning is subject to measurement error. In line
with our observations during manual labelling,
the pursuit trial appears to have more jitter in
the markers’ positions (even though the residuals
obtained from the system are not much larger, see
Figure 15). For the set of trials with the same bird
and headpack placement as in the selected obsta-
cle avoidance trial (which we used to estimate the
visual coordinate system), the maximum distance
registered across all trials was 3.7 mm.
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Fig. 15 Histogram of 3D point residuals. The residuals are computed by the motion capture system as part of the
reconstruction step, in which the markers’ 3D position is determined. The results for the rendered pursuit trial (blue) and
obstacle avoidance trial (red) are shown. The obstacle avoidance trial consists of the two obstacle avoidance flights analysed
in the main text. The mean (dashed line) and median (continuous line) values for both distributions are under 1 mm. Note
that all markers and recorded frames per trial are considered. The bins’ width is 0.05 mm

(b) Obstacle avoidance trial(a) Pursuit trial

Fig. 16 Labelled markers per trial in a local coordinate system. The labelled markers for each of the pursuit (a)
and the obstacle avoidance trials (b) are shown in a coordinate system that moves with the headpack. In (a) the visual
coordinate system is used and in (b) the headpack coordinate system is shown; both correspond to the template used
for labelling with procrustes in each trial. We considered all rendered frames in which the headpack transform was not
interpolated. Note that we used different headpack designs for the two trials. The obstacle avoidance trial consists of the
two obstacle avoidance flights analysed in the main text

B.2 Headpack transform per frame

To compute the headpack’s transform per frame,
we solved the procrustes problem on the labelled
data. In the pursuit flight, we used a template
computed from the gaze calibration data. In the
obstacle avoidance flights, we used the theoretical
headpack design as template.

For the frames where there were not enough
headpack markers reconstructed, or where these
could not be reliably labelled, we interpolated the

headpack’s transform. In the pursuit flight, we
used a smoothing cubic spline to interpolate the
headpack’s translation. In the obstacle avoidance
flights, we used a weighted variation that takes
into account the number of markers detected. In
both cases we interpolated the headpack’s rota-
tion using the SLERP algorithm for quaternions,
which assumes constant angular velocity (Shoe-
make, 1985). We assumed the short path between
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Table 2 Maximum distance dmax between labelled
markers and corresponding markers in headpack
template. We considered all rendered frames in which the
headpack transform was not interpolated. Note that we used
different headpack designs for the two trials, and therefore
the same label does not correspond to the same marker. The
obstacle avoidance trial consists of the two obstacle
avoidance flights analysed in the main text

dmax (mm)

Label Pursuit trial Obstacle avoidance trial

1 1.8 1.6
2 3.1 2.0
3 4.6 2.8
4 2.2 1.6
5 1.6 N.A.

quaternions and constant pose in the extrapola-
tion regions.

During manual labelling of the pursuit flight
we found that some of the markers’ reconstruc-
tions were jittery and noisy for certain sections,
so we computed the procrustes transform on a
subset of frames we determined as most reliable,
and interpolated the translation and rotation of
the headpack for the rest of the frames. The sub-
set of frames considered most reliable is the set
of frames with 3 or more markers reconstructed,
excluding those frames in which the procrustes
error is above a certain threshold, the markers are
close to collinear, or the most prominent frontal
marker is missing. We then applied a low-pass fil-
ter to the resulting head rotations, as a moving
average filter of window size equal to 2 frames,
using the SLERP algorithm:

qf (t) = slerp(qf (t− 1), q(t), p), (2)

where qf (t) denotes the filtered quaternion at
frame t, q(t) denotes the quaternion data point,
slerp denotes the implementation of the SLERP
algorithm in MATLAB, and p is the interpolation
parameter, which we set at 0.5. For the first frame
qf (0) = q(0). We applied the same filter when
computing the head rotations for the trajectory
coordinate system.

B.3 Target transform per frame

For the pursuit flight, we modelled the target as
a cylinder, with the three markers attached to
it defining a right-angled triangle. We defined a
coordinate system linked to the cylinder, whose

origin is at the cylinder’s centre, its y-axis is
parallel to the longitudinal axis of the cylinder
(pointing inwards), and its x and z-axis are two
perpendicular radii of the cylinder.

We computed the translation of the cylinder as
the trajectory of the circumcentre of the triangle.
We estimated it using a cubic smoothing spline,
that takes into account the number of markers
reconstructed.

We define the rotation of the cylinder’s coordi-
nate system as follows: its y-axis is always parallel
to the origin’s velocity vector v⃗origin, and its x-
axis is always parallel to the floor plane of the lab.
This mimics the actual motion of the target, which
was in tension between two lines, one pulled by
the linear motor and one looped around the initial
pulley.

B.4 Walls, floor and ceiling
geometry

The motion capture cameras were mounted on a
fixed scaffold from which camouflage netting was
hung. We estimated its location using the position
and orientation of the motion capture cameras.
These were computed during the calibration. We
used the cameras’ positions and orientations to
estimate points on the scaffolding, taking into
account the dimensions of the cameras and their
mounts. We then fitted the estimated scaffolding
points to a line for each wall section. This pro-
vided an estimate of the scaffolding rungs holding
the netting and the cameras. We defined each wall
as the plane perpendicular to the floor that con-
tained the corresponding scaffolding rung, from
which the camouflage netting was hung.

Figure 17 shows the estimated walls and the
motion cameras for the pursuit and the obstacle
avoidance flights. The mean angle at the walls’
corners was 90◦, with standard deviation σ = 0.2
for the pursuit flight, and σ = 0.5 for the obstacle
avoidance flights. We set the ceiling at the mean
height of the estimated scaffolding points: 3.33 m
for the pursuit flight and 3.25 m for the obstacle
avoidance flights.
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(b) Obstacle avoidance trial(a) Pursuit trial

Fig. 17 Estimated location of the walls. We estimated the location of the walls from the motion capture cameras’
positions and orientations for the pursuit flight (a) and the obstacle avoidance flights (b). Cameras are shown in red. From
the dimensions of the cameras and their mounts, we estimated points in the scaffolding (black markers). We then used the
scaffolding points to the define the walls’ planes (blue transparent planes). The corners of the volume are highlighted with
blue markers. A plane representing the curtain’s location is shown for reference in (a), computed from the markers attached
to it

Appendix C Visual
coordinate
system
calibration

To define the visual coordinate system relative to
a headpack coordinate system, we made use of
three assumptions (see Section 2.2). We identified
specific periods in the collected data in which we
expect these assumptions to hold most reliably.
We used the data during these periods to esti-
mate v⃗gaze, the bird’s gaze direction, and n⃗sagittal,
the normal to the bird’s head symmetry plane
(i.e., the sagittal plane). These vectors define the
basis of the visual coordinate system: the x-axis
is defined parallel to n⃗sagittal (pointing to the left
side of the head) and the y-axis parallel to −v⃗gaze.
We defined the x and y axes in this way so that
the visual coordinate system is close to parallel
to the motion capture coordinate system at the
start of the trial; this facilitates the interpretation
of the computed rotations. The following sections
describe the estimation of v⃗gaze and n⃗sagittal for
the pursuit and the obstacle avoidance flights.

C.1 Estimate for the pursuit flight

For the pursuit flight, we estimated the visual
coordinate system using data from the gaze cal-
ibration trial. During this trial, we recorded the
bird’s head movements while it was held on the
falconer’s fist and presented with a food reward
that had a marker attached to it. In the corre-
sponding reference video, we identified a ‘fixation
phase’: a range of frames in which the bird is likely
to be fixating on the food reward while holding its
head level. We identified these frames by a char-
acteristic behaviour of the bird, in which it lowers
its head and prepares its wings for a downstroke;
three samples of the typical posture of the bird in
this phase are shown in Figure 18. We selected two
sequences of 342 and 120 frames of motion cap-
ture data within the trial in which this behaviour
was most apparent.

We estimated the bird’s forward gaze direction
v⃗gaze by fitting a 3D line to the food marker’s tra-
jectory during the fixation phase, in an auxiliary
coordinate system linked to the headpack (RMSE
= 47.5 mm for N = 462 samples); the resulting
vector is shown in Table 3 and Figure 19.

For the same range of frames, we estimated the
orientation of the imaginary line connecting the
bird’s eyes, assuming the animal keeps its head
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Fig. 18 Examples of the bird’s behaviour in the fixation phase of the gaze calibration trial. For certain
periods during the gaze calibration trial, the bird appeared to focus on the food reward presented to it, with a characteristic
behaviour of lowering its head and preparing its wings for a downstroke. The marker on the food reward is highlighted with
a red circle

approximately level during that period. We iden-
tify this line with n⃗sagittal, the normal to the bird’s
head symmetry plane (i.e. the sagittal plane),
which we define as positive when pointing to the
left side of the bird’s head. We compute n⃗sagittal

as the unit vector perpendicular to v⃗gaze that best
approximates the normal to the sagittal plane in
the headpack coordinate system. We do this by
solving the following least-squares problem:

θ∗ = argmin
θ

N∑

i=1

(z⃗world,i · n⃗sagittal(θ))
2,

n⃗sagittal(θ) = (cosθ)⃗a+ (sinθ)⃗b,

n⃗sagittal = n⃗sagittal(θ
∗),

(3)

where z⃗world,i is the world’s z-axis in the headpack
coordinate system (positive opposite to gravity),

a⃗ and b⃗ are an arbitrary orthonormal basis of the
plane perpendicular to v⃗gaze, and θ is the angle
between n⃗sagittal and a⃗. The fit over the N = 462
fixation frames yields a root-mean square residual
of 0.04; the resulting vector is shown in Table 4
and Figure 20.

The origin of the visual coordinate system
in the pursuit flight is defined as the midpoint
between the two lateral markers of the headpack
(see Figure 23a). We estimated this point to be
close to the midpoint between the eyes, the ideal
origin of the visual coordinate system (Potier et al,
2016). From reference images of the headpack on
the bird’s head, we estimate that the origin is < 10
mm from the midpoint between the bird’s eyes in
the direction perpendicular to the sagittal plane,
and < 20.1 mm in the direction perpendicular to
the headpack’s baseplate (see Appendix C.3).

C.2 Estimate for the obstacle
avoidance flights

For the obstacle avoidance flights, we estimated
the visual coordinate system using data from 15
trials with the same bird and headpack place-
ment. Note that each trial consists of two flights,
which correspond to the two legs of the trial (see
Figure 3). From those 15 trials, 8 were recorded
with obstacles in place, and 7 without them. We
identified two phases in all the flights within this
set of trials: a final approach phase, in which we
expect the bird to fixate on the centre of the perch;
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(a) Motion capture coordinate system (b) Headpack coordinate system

Fig. 19 Estimation of gaze direction for the pursuit flight. The trajectory of the marker attached to the food reward
in the gaze calibration trial is represented in two coordinate systems: one that translates with the headpack and is parallel
to the motion capture coordinate system (a), and one fixed to the headpack (b). The estimated gaze direction v⃗gaze is the
orthogonal regression line (cyan) to the samples in the fixation phase (blue) in the headpack coordinate system (b). The
samples outside this phase are shown for reference (black, semi-transparent). The food reward is presented to the bird at a
distance between 0.5 and 1.5 m. Note how the position of the food marker in the fixation phase in (b) falls within a small
region, in contrast to the curved trajectory it follows in (a), suggesting the bird is actively positioning the food reward on a
small area of its visual field during that phase. Inset in (b) shows the approximate orientation of the headpack coordinate
system relative to the bird’s head

(a) Estimation of sagittal plane (b) Local horizon

Fig. 20 Estimation of the normal to the sagittal
plane for the pursuit flight We estimated the normal to
the sagittal plane n⃗sagittal (magenta), assuming the bird
keeps its eyes level during the fixation phase of the gaze
calibration trial. In (a), dots represent the direction of the
world’s z-axis in the headpack coordinate system, during
the fixation phase (blue markers) and outside the fixation
phase (black, semi-transparent). Samples outside the fixa-
tion phase show larger variation in roll (i.e. rotation around
the y-axis). In (b), the local horizon (i.e. the plane per-
pendicular to the world’s z-axis in the headpack coordinate
system) is represented for every frame in the fixation phase
(gray circular planes). The direction of the n⃗sagittal vector
(magenta) is the best-fit line that is perpendicular to the
previously estimated v⃗gaze direction and is contained in all
these planes, in least-squares sense

and a mid-flight phase, in which we expect the bird
to keep its head level. We used these two phases
to estimate v⃗gaze and n⃗sagittal, respectively.

We estimated the bird’s forward gaze direction
v⃗gaze using data from the final approach phase.

This phase was defined based on the bird’s dis-
tance to the landing perch (0.5 to 1.0 m for the
obstacle trials, 0.5 to 2.0 m for the no obstacle
trials; note that the obstacles were placed 1.5 m
ahead of the end perch, as per Figure 3b). We fit-
ted a 3D line to the trajectory of the midpoint of
the landing perch during this phase, in a headpack
coordinate system (see Figure 21). The root-mean
square error of the fit was RMSE = 65.6 mm, for
N = 1274 samples; the resulting vector is shown in
Table 3. Results were similar to those obtained by
fitting each trial individually (see Appendix C.4,
Table 5).

We computed the normal to the sagittal plane
n⃗sagittal following the same approach as in the pur-
suit flight, using the data of the mid-flight phase.
We defined this phase to be when the bird was > 2
m away from either perch and flying at a speed
> 2.5 m/s; for all flights these conditions defined a
continuous range of frames. We solved for n⃗sagittal

using the set of equations in 3, and obtained a
root-mean square residual of 0.08 for N = 5056
samples; the resulting vector is shown in Table 4
and Figure 22.

We defined the origin of the visual coordinate
system as the centroid of the headpack markers
projected onto the headpack’s baseplate plane.
This is different to the definition used in the pur-
suit flight because we used a different headpack
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final approach - perching trials

final approach - obstacles trials

before/after final approach

Landing perch's midpoint during:

(a) Motion capture coordinate system (b) Headpack coordinate system 

Fig. 21 Estimation of the gaze direction for the obstacle avoidance flights. The gaze direction v⃗gaze is estimated
over 8 trials with obstacles in place (obstacle trials) and 7 trials without them (perching trials). Note that each trial consists
of two flights, which correspond to the two legs of the trial (see Figure 3). The landing perch’s midpoint (grey and coloured
dots) is represented from 5 m away until landing, in two coordinate systems: one that translates with the headpack and is
parallel to the motion capture coordinate system (a), and one fixed to the headpack (b). The estimated gaze direction v⃗gaze
is the orthogonal regression line (cyan) to the samples in the final approach phase (plotted blue for perching trials, and
yellow for obstacle trials) in the headpack coordinate system (b). Note the straightness of the perch’s midpoint trajectories
in the headpack coordinate system in (b), and compare this to the curvature of the lines in (a), which confirms unequivocally
that the head pose was being stabilised in relation to the perch. Inset in (b) shows the approximate orientation of the
headpack coordinate system relative to the bird’s head

Fig. 22 Estimation of the normal to the sagittal
plane for the obstacle avoidance flights.We estimated
the normal to the sagittal plane n⃗sagittal (magenta) assum-
ing the bird keeps its eyes level during the mid-flight phase.
The dots represent the direction of the world’s z-axis in the
headpack coordinate system during the mid-flight phase,
for perching (blue) and obstacle trials (yellow). Note that
each trial consists of two flights, which correspond to the
two legs of the trial (see Figure 3). Samples outside of the
mid-flight phase (black, transparent), show qualitatively
larger variation in pitch (i.e., rotation around the x-axis)
and roll (i.e., rotation around the y-axis)

design. From reference images, we estimate this
point is within 12 mm of the midpoint between
the bird’s eyes in the direction perpendicular to
the sagittal plane, and < 20 mm in the direction
perpendicular to the headpack’s baseplate (see
Appendix C.3).

C.3 Distance between the origin
and the midpoint between the
eyes

In the pursuit flight, the origin of the visual coor-
dinate system is defined as the midpoint between
the two lateral markers of the headpack (see
Figure 23a). In the obstacle avoidance flights, it
is defined as the centroid of the headpack markers
projected onto the plane defined by the headpack
baseplate (see Figure 25a; note that the headpack
designs are not the same in the pursuit flight and
the obstacle avoidance flights). We selected these
points aiming to be close to the midpoint between
the eyes. We estimated how much these points
deviate from the midpoint between the eyes using
snapshots of the videos of the birds wearing the
headpacks, recorded before and after the trials.

The reference images used to estimate this off-
set for the pursuit flight are shown in Figures 23
and 24. Figure 23a shows the selected origin lies
between markers 2 and 5, and Figure 23b shows
it is closer to the sagittal plane (red dashed line)
than to marker 5. We therefore estimate that the
offset in the direction perpendicular to the sagittal
plane is, at most, the distance between the origin
and marker 5, which is 10 mm. To estimate the
offset in the direction perpendicular to the head-
pack’s baseplate, we selected three frames in which
the baseplate plane was almost perpendicular to
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Table 3 Results of the gaze direction fitting, for the pursuit and the obstacle avoidance flights. The
estimated gaze direction v⃗gaze and the point in the fitted line Agaze are both expressed in the headpack coordinate
system. The distance between the fitted line and the origin of the headpack coordinate system is d. RMSE stands for root
mean square error, where the error is the distance between the sample points and the fitted line. The number of samples
per fit is denoted by n. For the pursuit flight, it corresponds to the number of frames in the fixation phase in the gaze
calibration trial. For the obstacle avoidance flights, it corresponds to the number of frames in the final approach phase,
across all the flights recorded with that bird and headpack placement

Trial Bird v⃗gaze Agaze (mm) d (mm) RMSE (mm) n

Pursuit Toothless
[
0.16, −0.94, 0.32

] [
103.7, −572.3, 251.5

]
54.3 47.5 462

Obstacles Drogon
[
0.13, −0.94, 0.31

] [
131.4, −969.9, 247.0

]
68.4 65.6 1274

Table 4 Results of the normal to the sagittal plane fitting, for the pursuit and the obstacle avoidance
trial. The estimated normal n⃗sagittal is expressed in the headpack coordinate system. RMSE stands for root mean square
error, where the error is the residual of the least-squares problem solved. The number of samples per fit is denoted by n.
For the pursuit trial, it corresponds to the number of frames in the fixation phase in the gaze calibration trial. For the
obstacle avoidance trial, it corresponds to the number of frames in the final approach phase, across all the trials recorded
with that bird and headpack placement

Trial Bird n⃗sagittal RMSE n

Pursuit Toothless
[
0.98, 0.11, −0.16

]
0.04 462

Obstacles Drogon
[
0.99, 0.14, −0.01

]
0.08 5056

the camera plane. We estimated for each of them
the real length of the yellow segment, based on
the known real length of the green segment, and
obtained a mean value of 20.1 mm.

We followed the same approach for the obsta-
cle avoidance flights; the reference images used are
shown in Figures 25 and 26. From these we esti-
mate that the midpoint between the eyes is within
12 mm from the selected origin in the transverse
direction (perpendicular to the sagittal plane),
and 17.3 mm in the direction perpendicular to the
headpack baseplate.

C.4 Gaze direction fit

To estimate v⃗gaze in both the pursuit and the
obstacle avoidance trials, we computed the orthog-
onal regression line to the assumed points of
fixation in the headpack coordinate system. We
used the singular-value decomposition approach
described in Söderkvist (2021):

USV T = svd(X −X), (4)

v⃗gaze = U(:, 1), (5)

Agaze = X (6)

where X denotes the array of sample points (size
3×N , with N the number of sample points) and

X is the mean of the sample points (size 3 × 1).
The singular-value decomposition is represented
by the operator svd(). The matrices U , S, V cor-
respond to the matrix containing the left singular
vectors in columns, the diagonal matrix contain-
ing the singular values, and the matrix containing
the right singular vectors in columns, respectively.
The estimated gaze direction unit vector v⃗gaze
is computed as the first column of U . Agaze is
the centroid of the sample points, and a point in
the fitted line. Table 3 shows the complete fitting
results for the flights considered in the main text.

The root mean square error (RMSE) in Table 3
is computed with the error being the distance
between the samples and the fitted line. We addi-
tionally computed the distance d, between the
origin of the headpack coordinate system and the
fitted line (Table 3).

For both the pursuit and the obstacle avoid-
ance trial, the distance d is larger than the dis-
tance we estimated between the origin of the head-
pack coordinate system and the midpoint between
the eyes in the previous section, Appendix C.3.
Therefore, we don’t expect either of these lines to
closely represent a line that goes through the mid-
point between the eyes. This could be due to the
bird fixating on a different points than the ones
we assume, due to eye movements that we are not
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3 5
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(b)(a)

Fig. 23 Distance between selected origin and midpoint between the eyes for the pursuit flight, in the
direction perpendicular to the sagittal plane. Figure (a) shows the disposition of the markers in the headpack
coordinate system. The origin (which is the same for the headpack, visual and trajectory coordinate systems) lies at the
midpoint between markers 2 (blue) and 5 (magenta). A front view of the bird wearing the headpack is shown in (b), with
the orange segments highlighting the line between markers 2 (blue) and 5 (magenta), and the approximate line between the
eyes. The midpoints of these segments are show as black dots. The trace of the sagittal plane (red dashed line) contains the
midpoint between the eyes, and we estimate it based on the symmetry of the bill. We can see that the distance between
the sagittal plane and the selected origin is smaller than the distance between the origin and marker 5 (10 mm)

(b)(a) (c)

Fig. 24 Distance between selected origin and midpoint between the eyes for the pursuit flight, in the
direction perpendicular to the headpack’s plate. We selected three frames in which the headpack baseplate was
almost perpendicular to the camera plane. We then estimated on each of them the real length of the yellow segment (the
approximate distance from the headpack’s baseplate to the bird’s eye), based on the known length of the green segment
(the height of marker 1 above the baseplate). We obtained a mean value of 20.1 mm

accounting for, or due to existing movement of the
headpack relative to the head. We expect this last
effect to be minimal, as we didn’t find any evi-
dence of it in the reference videos. In any case, we
expect the estimated visual coordinate system to
be more representative of the forward direction of
the head and of the sagittal plane orientation than
a coordinate system simply aligned to the head-
pack. The fact that our preliminary results seem in
agreement with observations previously reported
in the literature would support this, although it
should be confirmed with more flights.

For the obstacle avoidance trial, we checked for
every trial recorded with the same bird and head-
pack placement, whether the slope of the fitted

line per trial was similar across trials. The results
are shown in Table 5). We computed a deviation
metric σv⃗gaze

for the estimated unit gaze vector
per trial, as the square-root of the trace of the
covariance matrix:

σv⃗gaze
=

√
σ2
vx,gaze

+ σ2
vy,gaze

+ σ2
vz,gaze

, (7)

obtaining σv⃗gaze
= 0.0463. The mean gaze vec-

tor was v⃗gaze =
[
0.11, −0.95, 0.29

]
, very similar

to the gaze direction estimate considering all tri-
als aggregated (second row in Table 3). We also
computed the distance from the origin of the head-
pack coordinate system to the fitted line per trial,
which yielded a mean value of d = 65.56 mm and
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(a) (b) (c)

Fig. 25 Distance between selected origin and midpoint between the eyes for the obstacle avoidance flights,
in the direction perpendicular to the sagittal plane. Figure (a) shows the disposition of the markers in the headpack
coordinate system. The origin (which is the same for the headpack, visual and trajectory coordinate systems) lies approxi-
mately between markers 2 (blue) and 4 (yellow). A front view of the bird wearing the headpack is shown in (b), with the
line between markers 2 (blue) and 4 (yellow) and the approximate line between the eyes. The midpoint of the line between
the eyes (white dot) falls within the segment connecting markers 2 and 4. We therefore estimate that the distance between
the midpoint between the eyes and the origin is at most, the maximum distance between the origin and one of the high-
lighted markers (12 mm). In (c), the red dashed line drawn following the bill’s symmetry shows the approximate location
of the sagittal plane, which contains the midpoint between the eyes

Fig. 26 Distance between selected origin and midpoint between the eyes for the obstacle avoidance flights,
in the direction perpendicular to the headpack’s plate. We selected three frames in which the bird’s sagittal plane
was almost parallel to the camera plane. We then estimated on each of them the real length of the yellow segment (the
approximate distance from the headpack’s baseplate to the bird’s eye), based on the known length of the green segment
(the height of marker 1 above the baseplate). We obtained a mean value of 17.3 mm

a standard deviation of σd = 22.88 mm, show-
ing the variability in the landing perch midpoint
trajectories per trial.

C.4.1 Retinal margins

The retinal margins define the set of directions
in the visual field that project on the right or
left retina. We represented the retinal margins of

Harris’ hawks’ eyes in the estimated visual coor-
dinate system, using data from Potier et al (2016)
(Figure 27).

The authors in Potier et al (2016) measured
the visual field experimentally, aligning the bird’s
sagittal plane with a visual perimeter and using
an ophthalmoscopic reflex technique. They deter-
mined the degree of overlap between the retinal
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Table 5 Results of the gaze direction fitting per trial, for all trials with the same bird and headpack
placement as the rendered obstacle avoidance trial. The estimated gaze direction v⃗gaze and the point in the fitted
line Agaze are both expressed in the headpack coordinate system. The distance between the fitted line and the origin of
the headpack coordinate system is d. RMSE stands for root mean square error, where the error is the distance between
the sample points and the fitted line. The number of samples n corresponds to the number of frames in the final approach
phase, for each trial

Trial v⃗gaze Agaze (mm) d (mm) RMSE n

Drogon perching 1
[
0.10 −0.94 0.33

] [
136.50 −1108.30 306.00

]
84.78 21.94 122

Drogon perching 2
[
0.13 −0.92 0.37

] [
112.38 −1086.61 317.02

]
113.15 48.073 123

Drogon perching 3
[
0.17 −0.93 0.33

] [
212.42 −1094.46 310.33

]
74.83 37.44 122

Drogon perching 4
[
0.12 −0.95 0.28

] [
122.18 −1138.82 285.44

]
46.50 44.70 117

Drogon perching 5
[
0.13 −0.96 0.25

] [
196.22 −1115.80 263.51

]
50.17 29.78 117

Drogon perching 6
[
0.12 −0.93 0.36

] [
149.82 −1095.98 315.56

]
99.115 54.63 124

Drogon perching 7
[
0.09 −0.96 0.27

] [
172.20 −1126.35 248.55

]
91.52 43.80 112

Drogon obstacles 1
[
0.12 −0.96 0.26

] [
141.08 −686.26 172.10

]
59.95 62.09 57

Drogon obstacles 2
[
0.07 −0.95 0.29

] [
65.88 −707.29 154.66

]
62.08 50.43 54

Drogon obstacles 3
[
0.09 −0.96 0.28

] [
19.18 −711.67 158.51

]
65.75 48.99 56

Drogon obstacles 4
[
0.15 −0.96 0.26

] [
117.33 −699.39 160.86

]
29.74 61.56 58

Drogon obstacles 5
[
0.11 −0.96 0.27

] [
85.59 −709.25 155.57

]
44.30 15.51 53

Drogon obstacles 6
[
0.09 −0.96 0.27

] [
32.18 −710.18 156.70

]
57.27 24.38 55

Drogon obstacles 7
[
0.12 −0.96 0.27

] [
109.94 −697.48 153.10

]
50.87 73.59 55

Drogon obstacles 8
[
0.12 −0.95 0.28

] [
83.00 −707.49 154.79

]
53.41 20.28 49

margins of the bird’s eyes ∆θ, at several angles
measured from the top of its head ϕ. We digitized
the data from the paper (figures 5A, 5C and 6
from Potier et al (2016)) and fitted a smoothing
spline periodic boundary conditions (8 polynomial
pieces of order 2) to the relation ∆θ vs ϕ (RMSE
= 1.6◦, Figure 28). From the interpolated overlap
∆θ we derived the retinal margins for each eye,
θleft and θright, assuming symmetry with respect
to the sagittal plane. We also assumed our esti-
mated gaze direction corresponds to the ϕ angle
where the binocular overlap is widest (ϕ = 90◦)
(in line with the point raised in the supplementary
figure S1 from Potier et al (2016)).

C.5 Trajectory coordinate system

We define the trajectory coordinate system as a
coordinate system with its y-axis tangent to the
forward direction of the trajectory and its x-axis
parallel to the horizontal:

y⃗T = − v⃗

v⃗
, (8)

x⃗T =
y⃗T × z⃗world

y⃗T × z⃗world
, (9)

z⃗T = x⃗T × y⃗T , (10)

(a) Front view (b) Back view

blind 

binocular

monocular

Fig. 27 Retinal margins of Harris’ hawks eyes. The
retinal margins for the left (blue) and right (red) eyes are
shown on the unit sphere in the visual coordinate system,
from the front (a) and the back (b). The data points for the
retinal margins from Potier et al (2016) are represented by
crosses. The blind (grey), binocular (pink) and monocular
(blue) areas are shown. The inset shows the approximate
position of the visual coordinate system relative to the
bird’s head. The parallels on the sphere are plotted every
9◦ in latitude and the meridians every 18◦ in longitude

where x⃗T , y⃗T , z⃗T represent the versors of the tra-
jectory coordinate system, v⃗ represents the veloc-
ity vector of the head, and z⃗world represents the
world z-axis. We computed the velocity vector of
the head v⃗ with a central differences scheme on
the head interpolated trajectory using the gradi-
ent function in MATLAB. In the pursuit trial, we
filtered the rotations of the trajectory coordinate
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Fig. 28 Overlap between retinal margins of Harris’
hawks’ eyes. We digitized the overlap between the retinal
margins of the bird’s eyes (∆θ) at several angles measured
from the top of its head (ϕ). We fitted the data (black
crosses) to a smoothing spline (blue dots) with periodic
boundary conditions (RMSE = 1.6◦)

system using the same approach applied to the
visual coordinate system.

Appendix D Model of the
lab
environment

D.1 Geometry of pursuit flight

The pulleys used to guide the target’s trajectory
were diabolos of 6.5 cm radius and 15 cm length,
glued to a metallic base of 1 cm width. We reduced
their geometry in Blender to cones of 6.5 cm radius
at the base, and height determined by the corre-
sponding reference markers placed at the diabolos’
axes. Some pulleys had additional markers placed
on the contour but these were not used to model
their geometry.

We modelled the starting boxes as cuboids of 1
m length, with their height and orientation defined
by the reference markers placed at their top front
vertices.

We modelled the target as a cylinder of 15
cm length and 2.54 cm diameter, based on refer-
ence images of the markers’ location on the target
and on the average distances measured between
the markers over the whole trial (see Table 6).
In determining the target’s width, we took into
account the diameter of the markers attached to
it (6.4 mm).

We rendered one trial in which we added a tex-
ture to the wall of the motion capture room, that
mimicked the texture of the camouflage netting.
We did this by tiling a picture of the netting with

appropriate scaling. The results are presented in
the Online Resources 1 and 2.

Table 6 Mean distances between the markers
fixed to the target. Computed from applying k-means
clustering to the distances between markers labelled as
belonging to the target. Length, width and diagonal refer
to the dimensions of the cylinder with which we
approximate the target’s shape

mean value (mm)

length 91.2
width 31.8

diagonal 97.4

D.2 Geometry of obstacle
avoidance flights

We defined the geometry and locations of the
perches and obstacles based on the positions
of their corresponding markers (placed at the
perches’ edges and at the centre of the obstacles’
tops).

We reduced the perches to their top rungs and
modelled them as cylinders of radius 4 cm (based
on measurements of the actual perches). From ref-
erence images we estimated that a line between
the centres of the markers on the perch’s edges
would be approximately tangent to the top rung
cylinder.

We modelled the obstacles as vertical cylin-
ders of 0.3 m diameter. We estimated the offset
between the larger markers’ centre and the obsta-
cles’ tops by computing the mean deviation from
2 m height for these markers. We took this off-
set into account (14 mm, including the markers’
base) when defining the obstacles’ dimensions in
Blender.

D.3 Dense 3D map of the curtain

The 3D mapping was carried out after collecting
all bird trials of the day. To evaluate the error in
the captured mesh, we recorded a motion capture
trial just before carrying out the 3D mapping, that
registered the static motion capture markers in the
scene and on the ArUco calibration plate. We call
this the mapping trial. We noticed the markers
fixed to the curtain weren’t clearly identifiable in
the captured meshes, so we placed red tape around
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(b)(a) 

(c) 

Fig. 29 Correction of the captured curtain mesh. We fitted a plane to the floor of the mesh; figure (a) shows the
fitted plane (magenta) and the inlier points (yellow). We rotated the mesh so that its fitted floor plane was parallel to the
floor plane of the motion capture coordinate system; figure (b) shows the original mesh and the fitted floor plane (magenta),
and the rotated mesh and floor plane (green). We then translated the rotated mesh so that its floor plane contained the
origin of the motion capture system (not shown). Figure (c) shows the median position of the markers fixed to the curtain
during the pursuit trial (blue dots) and the segments (blue lines) connecting them to the nearest vertices from the red
subset of the mesh (highlighted in red)

them to signal their approximate region prior to
mapping. These pieces of tape were also in place
during the bird trials.

We started the mapping procedure by setting
up a local wireless network between the motion
capture computer, the augmented reality smart-
phone and the laptop running SemanticPaint,
making use of its streaming functionality. We then
started the SemanticPaint application on the lap-
top and connected the smartphone’s augmented
reality app (Tango Streamer) to it. Once the con-
nection was verified, the ArUco calibration plate

was brought into camera view to compute the
required coordinate system transformation. After
visually confirming the computed coordinate sys-
tem for the mesh was correct, the mapping was
carried out.

To obtain the 3D map for the curtain, we
cropped it from a partial mesh of the lab using
MeshLab (Cignoni et al, 2008). We cleaned the
resulting mesh by removing duplicate vertices and
isolated pieces. We noticed that the floor plane in
the captured mesh was slightly deviated from the
motion capture coordinate system’s floor so we
corrected the mesh in MATLAB to match them.
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Table 7 Distances between the motion capture markers fixed to the curtain and the subset of red vertices
in the curtain’s mesh. The values shown represent the maximum, minimum and mean distance (in cm) between the
median position of the curtain markers and the 20 nearest neighbours in the red vertices subset of the curtain’s mesh

Pursuit trial Mapping trial

Original
mesh

Transformed
mesh

Original
mesh

Transformed
mesh

Mean (cm) 9.7 9.3 9.1 8.9
Minimum (cm) 5.2 5.7 5.7 5.9
Maximum (cm) 16.4 16.6 13.0 13.3

To do this we first fitted a plane to the floor of
the mesh with a reference normal equal to [0, 0, 1],
using pcfitplane in MATLAB. This is an imple-
mentation of the M-estimator sample consensus
algorithm (MSAC), a variant of RANSAC. The
plane was computed with a 99% confidence of
finding the maximum number of inliers, with a
maximum distance between an inlier point and
the plane of 10 cm, and a maximum angular dis-
tance between the normal vector of the fitted plane
and the reference orientation [0, 0, 1] of 2.5◦. The
resulting angle between the fitted plane and the
reference orientation was 2.4◦ and the mean dis-
tance between inlier points and the fitted plane
was 3.8 cm.

We rotated and translated the input mesh so
that the fitted floor plane contained the origin
of the motion capture system, and its normal
was parallel to [0, 0, 1]. This implied the following
transforms:

R =



1.00 0.00 −0.04
0.00 1.00 0.005
0.04 −0.005 1.00


 , (11)

t⃗ =
[
0.00, 0.00, 3.53

]
(12)

where R denotes the rotation matrix applied and
t⃗ the translation vector, in centimetres.

We computed the deviation from the reference
motion capture markers as follows. For the mark-
ers placed on the curtain edges, we computed their
reference position as the median of its coordinates
across all frames, for the pursuit trial and for the
mapping trial. From all the points in the mesh,
we selected a subset of 400 vertices, whose colour
was closest to red (i.e., the vertices whose RGB
vector had lowest sum-of-square error from the
red vector, [255, 0, 0]). For each reference marker,

we computed the mean distance to the 20 nearest
vertices from the red subset (see Figure 29). The
mean, maximum and minimum distances for the
original and the transformed mesh are shown in
Table 7.

Appendix E Supplementary
videos

Figure 30 shows a representation of the ortho-
graphic projection used in the rendered videos.
With an orthographic projection the distortion is
less than if we use an equirectangular projection,
but the most peripheral parts of the bird’s field of
view are not included. Both projections are used
to represent the RGB data in the supplementary
videos. A description of the supplementary videos
is summarised in Table 1.

For the pursuit trial, we exported the RGB
channel in PNG format, and the rest of channels
as part of a multilayer OpenEXR file. In the frame
numbering shown in the video, the split between
the two phases of the trial (before and after the
curtain) is at frame 1132, and the interception
frame corresponds to 1374.

For the obstacle avoidance trial, we exported
all rendered passes as a mulitlayer OpenEXR file.
For the RGB video, we used the tonemap func-
tion in MATLAB to read the HDR images. The
analysis presented in the paper excludes the first
and last 20 frames of the videos for each leg of the
trial. In the frame numbering shown in the video,
the landing perch becomes fully visible at frame
958 in leg 1, and frame 1997 in leg 2 of the trial.
The observed saccades in the second leg of the
trial occur at approximately frame 2029 and frame
2184. These are more evident in the orthographic
projection.
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Fig. 30 Orthographic projection of the rendered
output. The point of view of the rendered videos in
orthographic projection is represented schematically. The
rendered output (here, the RGB data) is represented in the
visual field unit sphere of the bird. The retinal margins for
the left (blue) and right (red) eyes are represented, as well
as the blind area (black). The direction of the orthographic
projection is represented with a magenta arrow and an eye
icon. Note that when projecting the data as indicated by
the arrow, the most peripheral parts of the field of view of
the bird (beyond the magenta contour) are not included

We used the OpenEXR bindings available at
https://github.com/skycaptain/openexr-matlab
to read the OpenEXR files in MATLAB.
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