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Krylov Subspace Acceleration for First-Order
Splitting Methods in Convex Quadratic Programming

Gabriel Berk Pereira, Paul J. Goulart†

Abstract— We propose an acceleration scheme for first-order
methods (FOMs) for convex quadratic programs (QPs) that
is analogous to Anderson acceleration and the Generalized
Minimal Residual algorithm for linear systems. We motivate
our proposed method from the observation that FOMs applied
to QPs typically consist of piecewise-affine operators. We
describe our Krylov subspace acceleration scheme, contrasting
it with existing Anderson acceleration schemes and showing
that it largely avoids the latter’s well-known ill-conditioning
issues in regions of slow convergence. We demonstrate the
performance of our scheme relative to Anderson acceleration
using standard collections of problems from model predictive
control and statistical learning applications. We show that our
method is faster than Anderson acceleration across the board
in terms of iteration count, and in many cases in computation
time, particularly for optimal control and for problems solved
to high accuracy.

I. INTRODUCTION

We consider throughout the following general convex
quadratic program (QP):

minimise
1

2
x⊤Px+ c⊤x

subject to Ax+ s = b

s ∈ Rm1
+ × {0}m2

(QP)

with decision variables x ∈ Rn and s ∈ Rm, positive
semidefinite Hessian matrix P ∈ Sn+, c ∈ Rn, A ∈ Rm×n,
and b ∈ Rm. The feasible set for the slack variable s encodes
m1 inequality constraints and m2 equality constraints (m1+
m2 = m).

Problems of the form (QP) arise in numerous applications
in engineering, operations research, finance, signal process-
ing, and other fields [1]. Model predictive control (MPC)
applications often require a solution of a QP at each time
step [2], [3]. In machine learning, this includes support
vector machines [4], Lasso [5], and Huber fitting problems
[6]. Many signal processing problems of interest can also
be formulated as QPs [7]. In finance, they are common in
portfolio optimisation [8]. Besides these, techniques such
as sequential quadratic programming (SQP) for nonlinear
programs [9, §18] and branch-and-bound methods for mixed-
integer optimisation [10] have QP subproblems at their core.
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While interior point methods (IPMs) — increasingly pop-
ular during the 1980s and 1990s — became standard in
many commercial solvers by the turn of the century [11],
[12], since the 2010s there has been a resurgent interest in
first-order methods (FOMs) for both very large-scale and
embedded optimisation applications [13], [14], [15].

Broadly speaking, FOMs have much cheaper iterations
than IPMs — which require a matrix factorisation at every
step — but their performance is much more sensitive to
problem conditioning [16], [15]. They can be quicker to find
modest-accuracy solutions, particularly in large problems for
which linear system factorisation can be very expensive,
which is tolerable especially in data science applications
where the objective function is often a surrogate for another
performance metric of interest [13]. In embedded applica-
tions like MPC, advantages also include the ease with which
they can be warm-started and the possibility to make them
division-free at deployment [15].

A. FOM Acceleration in Convex Solvers

A large variety of FOM acceleration techniques are used
to mitigate potentially slow convergence [17]. Nesterov’s fast
gradient method for smooth unconstrained optimisation [18,
§2] and the fast iterative shrinkage-thresholding algorithm
(FISTA) for non-smooth problems [19] are canonical exam-
ples of “momentum” acceleration. However, incorporation
of these ideas into general-purpose FOM-based solvers is
uncommon. Analogous schemes have been developed for
the widely used alternating direction method of multipliers
(ADMM) [13], but their success has been limited and re-
stricted to problems satisfying stronger assumptions, such as
strong convexity [20, §1].

On the other hand, Anderson acceleration (AA) [21] is
useful for practical performance improvement in the general-
purpose solvers SCS [22] and COSMO [23]. It proposes a
candidate iterate by constructing an affine combination of
past iterates that minimises the norm of the corresponding
combination of past fixed-point residuals [17, §3], and in
large conic programs (including QPs) can be used at little
additional cost. However, it suffers from conditioning prob-
lems when past fixed-point residuals are nearly collinear,
which frequently happens in regions of slow convergence
[24]. The solver SCS seeks to avoid this by only updating
its AA module every 10 iterations by default [25]. COSMO
rejects the candidate outright if the norm of the inner least
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squares solution is too large, indicating a poorly-conditioned
subproblem [24].

Using the fact that ADMM for equality-constrained QPs
consists of linear updates, the authors in [20] apply the
Generalized Minimal Residual (GMRES) method [26], orig-
inally devised to solve linear systems, to this context. They
briefly observe that whenever iterate update equations are
nonlinear (e.g. ADMM for general QPs), they “might still
be approximated by their linearisation”, but do not further
pursue this direction.

In fact, there is a close equivalence between AA and
GMRES in iterative methods with affine dynamics [27,
Thm. 2.2]. The latter includes, as a relevant example, ADMM
applied to equality-constrained QPs, an observation which
authors exploit in [20]. Our proposed acceleration method
leverages the idea of a local linearisation of the piecewise-
affine dynamics typical of FOMs applied to general QPs
(i.e. allowing for inequality as well as equality constraints),
with an acceleration procedure which is nearly equivalent
to Anderson acceleration in exact arithmetic (in the sense
of [27]) but sidesteps its conditioning problems through the
Arnoldi process’s orthogonalisation [28, §33].

B. Paper Outline

In Section II, we recall notions relating to FOMs in
convex optimisation as well as the well-known ADMM
baseline which we use thereafter for illustration. In Sec-
tion III, we motivate and propose a novel Krylov subspace
acceleration procedure which is equivalent in a sense to
Anderson acceleration, while largely sidestepping the latter’s
ill-conditioning issues. Then, in Section IV, we compare
the numerical performance of our Krylov method against
Anderson acceleration on 104 benchmark problems arising
in model predictive control and statistical learning.

All reported numerical experiments were performed
single-threaded using Julia v1.11.5 on an Intel Xeon
w9-3475X workstation with 256GB RAM.

C. Notation

We denote the identity matrix of dimension d with Id, or
I where the dimension is clear. Subscripts denote iteration
counters. For vectors, they may also denote entry indices;
context clarifies the use case. The symbol Sd+ denotes the
set of symmetric positive semidefinite matrices of dimension
d× d. We write A ⪰ 0 when A is positive semidefinite.

The indicator function of a set C is IC , valued ∞ for
inputs in C and 0 otherwise. The projection operator onto a
set C with respect to the Euclidean norm is ΠC . The norm
with which a normed vector space is endowed is denoted by
∥·∥. The common Euclidean norm is ∥·∥2.

II. FIRST-ORDER METHODS FOR QUADRATIC
PROGRAMMING

FOMs for convex optimisation are often posed as iterations
of some fixed-point operator denoted by T , for which two

properties are sought. First, that the set of its fixed points is
the set of solutions to the optimisation problem of interest.
Second, that it has properties, e.g. averagedness or nonexpan-
siveness, which allow us to straightforwardly design iterative
algorithms whose iterates converge to that fixed point set.
In simple cases, an iteration of the form uk+1 ← Tuk

converges to a solution to the optimisation problem [29],
[30]. We reserve the symbol T to generically denote the
operator defining a FOM under consideration.

This paper’s contribution relies on the observation that
FOMs for QPs often consist of a piecewise-affine (PWA)
iterate update operator. We are not the first to observe this
property, and we refer the reader to [31, §2] for a description
in these terms of a suite of primitive algorithmic steps found
in this setting.

We will use the well-known alternating direction method
of multipliers (ADMM) [13] as an illustrative example here,
as well as in the benchmarks of Section IV, though our
approach is generically applicable to any FOM that amounts
to a PWA mapping. In various guises, ADMM is the basis for
such convex solvers as OSQP [15], SCS [22], and COSMO
[23]. For this, we recast the problem (QP) into one with
a composite objective and linear constraints. Let f(x) :=
1
2x

⊤Px+c⊤x and g(s) := IK(s), where K := Rm1
+ ×{0}m2 .

Then we drop the inclusion constraints in (QP) and let the
objective of the recast problem be f(x) + g(s). A common
formulation of ADMM [13, §3] is then

xk+1 = argmin
x∈Rn

{
f(x)− ⟨yk, Ax⟩+ ρ

2
∥b−Ax− sk∥22

}
sk+1 = argmin

s∈Rm

{
g(s)− ⟨yk, s⟩+

ρ

2
∥b−Axk+1 − s∥22

}
yk+1 = yk + ρ (b−Axk+1 − sk+1) .

It is convenient for us to manipulate this a bit before
proceeding. We start by eliminating the slack variable s from
the updates above with elementary algebra and simplifying
expressions by substituting in f and g. If (and only if) P +
ρA⊤A ⊁ 0, we also add a regularisation term δ

2∥x− xk∥22 to
the x minimisation subproblem objective, with small δ > 0.1

In general we let W := P + ρA⊤A+ δI , with nonnegative
δ. The resulting iteration is

yk+1 = ΠK∗ (yk + ρ(Axk − b)) (1a)
ȳk+1 = 2yk+1 − yk (1b)

xk+1 = xk −W−1
(
Pxk + c+AT ȳk+1

)
. (1c)

The dual cone in (1a) is K∗ := Rm1
+ × Rm2 . That is, the

multipliers of the m1 inequality constraints are projected
to the nonnegative cone, while those of the m2 equal-
ity constraints are “free”. Note that the term ȳk is only
for simplicity of exposition — the iteration is carried by
(x, y)k+1 ← T (x, y)k ∈ Rm+n.

1This ensures that the minimiser xk+1 exists and is unique. Asymptotic
convergence of the method is retained for any δ > 0; see [32, §3.2].
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It is straightforward to verify that the preceding is a
preconditioned proximal point method [33] applied to a stan-
dard saddle-point formulation of (QP), with preconditioning
matrix

M =

[
ρA⊤A+ δI A⊤

A 1
ρIm

]
≻ 0; (2)

see [34, §3.5] and [35, §3.2]. The proximal point method [36]
is commonly used in analysis of algorithms of this type, so
this form will be useful when designing a safeguard for our
acceleration method.

III. KRYLOV ACCELERATION OF FOMS FOR QPS

A. FOMs for QPs as Piecewise-Affine Mappings
Consider the updates for (x, y)k in (1). The primal update

(1c) is an affine function of (x, y)k. The dual update (1a)
is a composition of an affine function and the projection
ΠK∗ . While (x, y)k+1 is therefore generally a non-affine
function of (x, y)k, this projection operator is still simple in
some sense. Indeed, Rm+n can be partitioned into polyhedra
within each of which the transformation describing the
primal-dual iterate update is locally affine.

Consider the following example. We let a⊤j denote the jth
row of A. Given some xk ∈ Rn, within the polyhedron in
Rm defined by the system of m1 inequalities

y1 + ρ
(
a⊤1 xk − b1

)
≤ 0

y2 + ρ
(
a⊤2 xk − b2

)
≥ 0

· · ·
ym1

+ ρ
(
a⊤m1

xk − bm1

)
≥ 0,

(3)

the projection operation in (1a) is linear: it acts as the identity
for entries 2 to m, and as the constant zero function for the
first entry. Such a system of inequalities can be interpreted
as an active set J ⊆ {1, . . . ,m1}, where ≤ and ≥ indicate
inactive and active inequality constraints respectively (hence
zero and non-zero multipliers post-projection respectively).
It becomes clear that Rm+n can be partitioned into 2m1

polyhedra, within each of which the mapping (1) from
(x, y)k to (x, y)k+1 is affine.

Since other FOMs for QPs share a PWA structure [31,
§2], we refer to a generic optimisation iterate u ∈ Rd for the
remainder of this section. And since the mapping in such a
region is determined by an active set, we write such FOM
updates as

uk+1 = GJ uk + hJ , (4)

with GJ ∈ Rd×d and hJ ∈ Rd. In our ADMM example,
for a given point uk = (x, y)k, the active set J in (4) is
determined by the signs of the entries of yk + ρ (Axk − b).
In other FOMs, the details of this relation may differ. We will
refrain from explicitly notating a dependence for simplicity.

Note that if one of the problem’s minimisers has active
set J ∗ then the solutions of the linear system

(GJ ∗ − I)u = −hJ ∗ (5)

are QP solutions with that active set. We shall refer to such
sets as “optimal active sets”.

B. Krylov Subspace FOM Acceleration

In [20], the authors apply ADMM to a class of equality-
constrained QPs. In this scenario the active set is fixed, so
solving a system like (5) returns solutions to the optimisation
problem. Leveraging this fact, they use the affine mapping
defining their baseline method in a GMRES routine [26],
with residual-minimising iterates drawn from nested Krylov
subspaces of growing dimension.

In fact, GMRES is intimately related to the original (“type-
II”) AA (see [37, §2] for an explanation of this as well as
“type-I” AA). The authors in [27] show that, under mild
assumptions, there is an immediate connection between AA
applied to finding the fixed point of an affine mapping and the
GMRES iterates for solution of a closely, naturally related
linear system [26].

We use our earlier observations about the ADMM map-
ping (1) being PWA to extend the method of [20] to the
much broader class of general QPs. This is trivial if one
knows a priori an optimal active set of the QP at hand, so
that we can obtain solutions to it from an easily reformulated
equality-constrained problem.

Generally, of course, FOMs can expend a considerable
number of iterations “searching for” an optimal active set
in the first place [38]. In any case, we consider applying an
identical GMRES routine based on whichever affine operator
is determined by the “current” active set, even though it will
generally not be an optimal one. The rationale is that we
replace the nonlinear iterate update mapping with a locally
exact affine approximation to the PWA FOM mapping.

We perform the Arnoldi process of GMRES [28, §35] in
parallel with conventional fixed-point operator updates to the
true optimisation iterate. So long as the active set J remains
invariant for a number of consecutive iterations, this is a
bona fide Arnoldi process for the respective linear operator.
Even if J changes, we blindly carry out the same steps,
resulting in a perturbed Arnoldi recurrence. We rely on a
safeguarding measure described in Section III-C to avoid this
naı̈veté leading to nonsensical iterates.

Given a current active set J , we can state our initial
problem of interest as finding a point u approximating a
solution to

(GJ − I)u = −hJ . (6)

GMRES [26] finds the best such approximation (in the
sense of minimising the residual’s Euclidean norm) within
a Krylov subspace. The method computes an orthogonal
basis of a Krylov subspace using the Arnoldi process, which
requires computing products through (GJ − I) as well as
the orthogonalisation of basis vectors using the modified
Gram-Schmidt (MGS) process [28, §8]. This circumvents ill-
conditioning problems which Anderson acceleration suffers
from when recent residuals are nearly collinear [24, §3B],
as noted in Section I-A.

As in restarted GMRES [26, §3.1], we cap the dimension
of the Krylov subspaces used at some “memory size” µ, then
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restart (i.e. discard Krylov subspace data from previous iter-
ates and start over). As usual in GMRES, we take the initial
basis vector each time to be the system residual given our
best estimate of the solution, namely the current optimisation
iterate. At step j of the Arnoldi process, assuming that the
active set has remained invariant since the last restart, this
translates to the relation

(GJ − I)Qj−1 = QjH̃j−1, (7)

where Qj ∈ Rd×j is a matrix of j orthonormal Krylov
basis vectors (Qj−1 is formed from it by removing the
final column) and H̃j−1 ∈ Rj×(j−1) is upper Hessenberg.
But note that we follow these steps even if the active set
does change, which leads to a (possibly heavily) perturbed
analogue of (7).

While this Arnoldi process grows a basis and a Hessenberg
matrix at every solver iteration, we can avoid incurring the
costs of computing a candidate point at every step. If we
choose to do it at iteration k, with Arnoldi process at step
j, we start by solving

zKr =argmin
z∈Rj−1

∥(GJ − I) (uk +Qj−1z) + hJ ∥22

=argmin
z∈Rj−1

∥∥∥H̃j−1z +Q⊤
j rJ (uk)

∥∥∥2
2
, (8)

where rJ (·) returns the residual of a candidate solution to
(6). This is a j × (j − 1) least squares problem whose
Hessenberg structure makes it cheaply solvable through a
QR method based on first triangularising H̃j−1 with j − 1
Givens rotations [26, §3.2], which we compute and store at
each Arnoldi iteration.

There is a natural alternative formulation which we un-
cover if we use the Krylov subspace generated by GJ
instead. The Arnoldi mechanics are the same, with an
analogous relation obtained from (7) by replacing GJ − I
with GJ . Then we pose

zKr =argmin
z∈Rj−1

∥(GJ − I)(uk +Qj−1z) + hJ ∥22

=argmin
z∈Rj−1

∥∥∥∥(H̃j−1 −
[
Ij−1

0

])
z +Q⊤

j rJ (uk)

∥∥∥∥2
2

. (9)

Regardless of our chosen formulation, from this subprob-
lem we obtain uKr = uk + Qj−1zKr. To reflect the close
relationship between type-II AA and GMRES in the sense
of [27, Thm. 2.2], we define the Krylov-accelerated candidate
as ûk := TuKr.

C. Safeguarding

The conic solvers SCS and COSMO use safeguards for their
AA modules based on the (Euclidean) norm of the fixed-
point residual [25], [23]. Thus they reject candidate accel-
erated iterates that would increase the fixed-point residual
norm. Here, we adapt and simplify the safeguarding frame-
work designed for learnt optimisers in [39]. The authors there
consider only FOMs which are averaged in the Euclidean

sense, but one can straightforwardly extend the analysis to
averagedness in general metrics.

Suppose we have a FOM operator T which is averaged in
a norm ∥·∥. At arbitrary iterations k, an arbitrary acceleration
module proposes a point ûk. Say we impose the safeguard

∥T ûk − ûk∥ ≤ η ∥Tuk − uk∥ and (10)
∥ûk − uk∥ ≤ c ∥Tuk − uk∥ (11)

with parameters η ∈ (0, 1) and c > 0 as a condition
for assigning uk+1 ← T ûk. If rejected, a standard (non-
accelerated) iteration uk+1 ← Tuk is taken instead. Then the
accelerated method retains its basic convergence properties
in the sense of [39, Thm. 2].

Preconditioned proximal point methods are averaged in the
norm induced by the preconditioning matrix [33, Lem. 2.6].
Thus, for the ADMM updates (1), the appropriate norm in
which to evaluate the safeguard is ∥·∥M with M as in (2).

A summary of the safeguarded Krylov-accelerated method
we have described is presented in Algorithm 1. In this
pseudocode, we reserve matrix subscripts to index working
matrices. Namely, given a matrix A, Ai,j denotes the entry
in row i, column j. We use colons (:) to denote index ranges
defining submatrices and subvectors in the natural way.

D. Computational Considerations

1) Arnoldi Process Concurrency: The reader might sup-
pose that an iteration of Algorithm 1 is much more expensive
than a standard FOM iteration, since the additional matrix-
vector product required by the Arnoldi step at each iteration
seemingly incurs practically the same costs as an application
of the FOM operator itself (4).

But in marginal terms this is not so. Consider keeping a
complex working vector2 whose real part is the optimisation
iterate uk and imaginary part is the Arnoldi working vector
denoted by q in Algorithm 1. The costliest primitives in
the application of a typical FOM operator for QPs, such
as (1) — vector products through sparse matrices; implicit
multiplication by a matrix inverse; vector addition — can be
performed on this complex working vector, with significant
cuts to the marginal cost of these typically memory-bound
operations.

The exception is the projection, in our case to K∗ =
Rm1

+ × Rm2 . We must first perform it for the optimisation
iterate, deducing the local linearisation in the process. Then
we can apply the appropriate analogous affine operation to
the Arnoldi working vector, and proceed thereafter process-
ing both simultaneously again. Since this is a very cheap
primitive, the serial duplication of work does not constitute
a great performance loss.

2) SpMV and Linear Solution Costs: Accounting for the
fact that many QP application problems — e.g. in statistical
learning, control, and portfolio optimisation — have sparse
data [15], matrices P and A are stored and manipulated

2or, more generally, any vector composed of two-element data structures.
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Algorithm 1 Safeguarded Krylov-accelerated FOM for QP
Require: Baseline FOM α-averaged operator T . Safeguard

parameters η ∈ (0, 1) and c > 0. Memory size µ.
Acceleration attempt set G ⊆ {3, . . . , µ+1} with
µ+ 1 ∈ G. Subspace flag mode ∈ {obv,alt}.

1: k ← 0, j ← 1, H ← 0(µ+1)×µ, Q← 0d×µ

2: while not converged do
3: if j ∈ G then ▷ Attempt accelerated step
4: if mode = obv then solve (8) else solve (9)
5: uKr ← uk +Q1:d,1:j−1zKr
6: ûk ← TuKr
7: if ûk satisfies (10) and (11) then
8: uk+1 ← T ûk

9: if j > µ then ▷ Memory full, restart
10: H ← 0(µ+1)×µ, Q← 0d×µ, j ← 0
11: else
12: uk+1 ← Tuk

13: Deduce current J
14: if j = 1 then ▷ Initialise Krylov basis
15: q ← Tuk − uk

16: q ← q/∥q∥2
17: Q1:d,1 ← q
18: else ▷ Arnoldi step
19: if mode = obv then
20: q ← (GJ − I)q
21: else
22: q ← GJ q
23: Orthogonalise q against Q1:d,1:j−1 with MGS

and normalise, in-place. Store coefficients in
H1:j,j−1.

24: Q1:d,j ← q
25: Apply and store Givens rotation to eliminate

new subdiagonal entry Hj,j−1 in-place.
26: k ← k + 1, j ← j + 1

in our code in Compressed-Sparse-Column (CSC) format
[40] (as in OSQP, for instance). We are therefore concerned
with computational costs in the context of CSC matrix
representations.

One crucial such matter is that of sparse matrix-vector
multiply (SpMV) operations [41]. These have low oper-
ational intensity, i.e. few flops are executed per byte of
retrieved memory. Hence the limiting factor in SpMV speed
tends to be memory, not floating-point performance, i.e. this
is a memory-bound operation [42]. Similar considerations
apply when solving linear systems given sparse factor struc-
tures (in our case, a sparse Cholesky factorisation [40, §3]).

Thus, one can exploit memory locality to perform two of
these operations simultaneously in less than twice the time
it takes to compute one. As we have mentioned already, a
simple way to achieve this is to compute these products with
complex vectors.

Using @belapsed from the BenchmarkTools.jl
library in Julia, we benchmarked SpMV and in-place

Cholesky linear solutions — with coefficient matrices W as
in (1) — using vectors with (64-bit) real as well as complex
entries. We used P and A matrices from subsets of the
mpc and sslsq problem collections which we describe in
Section IV. For each of the SpMV operations through P ,
A, and A⊤, with a real and a complex vector, we take the
minimum time in the @belapsed call as representative.

The complex-to-real time ratios of these operations on
these data are shown in histograms in Figures 1 and 2.

Fig. 1. Histogram of ratio between SpMV (Px, Ax, and A⊤y) times with
complex/real 64-bit floating point vectors. CSC matrices P and A taken
from 108 mpc and sslsq problems with m,n ≤ 100 000. (3 samples
with ratio smaller than 1 removed.)

Fig. 2. Histogram of ratio between time to solve linear systems in-place
with matrix W for one versus two right-hand sides. W as in (1) with
ρ = 0.1. CSC matrices P and A taken from 104 mpc and sslsq problems
with m,n ≤ 20 000.

IV. NUMERICAL BENCHMARKS

In this section we present the results of numerical exper-
iments with the purpose of comparing safeguarded (type-II)
Anderson- and Krylov-based acceleration methods for FOMs
on QPs. The benchmark problem sets we consider are among
those used in [43, §5], which we refer the reader to for more
details on QP formulations and applications.

A. Benchmark Setup

For a baseline method we use ADMM as in (1). We fix
ρ = 0.1 throughout (the starting step size in OSQP [15,
§5.2]). As mentioned in the discussion of (1), wherever the
Cholesky routine provided by SparseArrays.jl fails at
first with δ = 0, we set δ = 10−10 for positive definiteness
of W . For both Anderson- and Krylov-accelerated methods,
we use memory size µ = 15. For simplicity when evaluating
the safeguard, we only check for condition (10) with η = 1.

For our Krylov methods, we consistently found that using
mode = alt in Algorithm 1 led to better performance over
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mode = obv, so all results presented use the former.3 Fur-
ther, we use two Krylov variants differing on the frequency
with which the method proposes an accelerated iterate, i.e.
differing G in Algorithm 1. In one, we have G = {16}.
This means that we only carry out the steps to propose an
accelerated point once the Krylov basis matrix has been fully
populated with 15 orthogonal vectors. In the other, we use
G = {6, 11, 16}, proposing a new accelerated iterate 3 times
per restart. The trade-off is as follows. Proposing accelerated
points more frequently can be costlier, owing especially to
additional applications of T in evaluating the candidate as
well as the safeguard. However, this can mitigate issues
caused by active set changes during the Arnoldi process,
which perturb relation (7) and often render subsequent can-
didates before the next restart unusable.4 In figures we denote
these variants with “tries = 1” and “tries = 3” respectively.

We use an efficient type-II AA implementation with
restarted memory and QR-based least squares solution, pro-
vided in the COSMOAccelerators.jl package and used
in the COSMO solver. This can mostly be thought of as
plugged into Algorithm 1 in lieu of our proposed Krylov
acceleration steps, but a couple of differences are worth
noting. For one, we let the type-II AA method propose
an iterate every time the accelerator is updated with a
new input/output pair (unlike in our Krylov method, this
alone does not require applying T ). Besides the obvious
analogue, we also use a variant of AA which only lets
the acceleration module “see” every 10th iterate. This is
equivalent to applying AA to the composition T 10, and it
is used by default in SCS as a way to mitigate numerical
issues associated with near collinearity of residuals [25]. In
figures we denote these variants with “interval = 1” and
“interval = 10” respectively.

We run each combination of solver and problem twice and
take the best wall-time performance to represent it.

B. Performance Profiles

We monitor solution progress using the following residual
measures, which we update every 25 iterations:

rp =
∥[Ax− b]+∥∞

1 + max{∥Ax∥∞, ∥b∥∞}

rd =

∥∥Px+A⊤y + c
∥∥
∞

1 + max{∥Px∥∞, ∥A⊤y∥∞, ∥c∥∞}

pd =
|x⊤Px+ c⊤x+ b⊤y|

1 + max{|(1/2)x⊤Px+ c⊤x|, |(1/2)x⊤Px+ b⊤y|}
.

3This is an interesting result in itself, especially since the alternative
formulation does not satisfy the conditions of [27, Thm. 2.2] for GMRES-
AA equivalence. We note that this has a similar flavour to the “type-I”
Anderson-like scheme, which the authors of [37] also derived using classical
(type-II) AA’s relationship with other methods (quasi-Newton, in that case).

4Intriguingly, this is not always the case. We occasionally find accelerated
points of good quality following a perturbed Arnoldi process, even though
our method does nothing to address the perturbations. Literature on this
behaviour exists, though we have not made explicit use of it; see [44].

Here, [·]+ denotes a vector’s entry-wise nonnegative part.
We declare a problem solved with accuracy ϵ > 0 when
max {rp, rd, pd} ≤ ϵ (this is also done e.g. in [45, §5]).

We compare methods using (relative) performance profiles
[46]. Given a set of test problems, for each solver s and
problem p we let tϵp,s denote the budget (either iteration
count or wall time) used by solver s in solving problem
p to accuracy ϵ (set to ∞ if the solver fails to solve the
problem within 20 000 iterations). We then define the relative
performance ratio as

uϵ
p,s =

tϵp,s
mins tϵp,s

. (12)

In a given benchmark, we let Nsolved denote the number
of problems which was solved by at least one of the solvers
under consideration. The relative performance profile for a
solver s at accuracy ϵ plots the function P ϵ

s : [1,∞) 7→ [0, 1]
given by

P ϵ
s (τ) =

1

Nsolved

∑
p

1{·≤τ}(u
ϵ
p,s), (13)

where 1{·≤τ}(u) equals 1 if u ≤ τ and 0 otherwise. All
profiles use a logarithmic horizontal axis.

C. Model Predictive Control Problems (mpc)

We use 72 QPs derived from MPC problems in industrial
and academic settings from [3], with m,n ≤ 20 000. These
are the same MPC instances as used in the paper presenting
the Clarabel IPM solver [43]. Time profiles for ϵ = 10−3

and ϵ = 10−6 are shown in Figures 3 and 4 respectively.
The Krylov methods broadly outperform the Anderson

ones on this benchmark set, with 3 tries per memory yielding
a wall time advantage over the other Krylov variant. The
Anderson variant applied to T 10 does better than that which
is applied to T itself, demonstrating the potential benefit
of this technique in mitigating conditioning issues in least
squares subproblems.

Fig. 3. Relative time performance profile for tolerance ϵ = 10−3 on subset
of mpc problems used in [43]. 49 out of 72 problems were solved by at
least one solver.

https://github.com/oxfordcontrol/COSMOAccelerators.jl
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Fig. 4. Relative time performance profile for tolerance ϵ = 10−6 on subset
of mpc problems used in [43]. 46 out of 72 problems were solved by at
least one solver.

D. SuiteSparse Least Squares Problems (sslsq)

We use 32 Huber [6] and Lasso [5] fitting problems
derived from the SuiteSparse collection [47] as in the OSQP
paper [15], with m,n ≤ 20 000. Time profiles for ϵ = 10−3

and ϵ = 10−6 are shown in Figures 5 and 6 respectively.
Since these problems are relatively easy, the additional

time expended by the Krylov methods operating on two
working vectors and orthogonalising Arnoldi vectors does
not pay off for ϵ = 10−3. But at ϵ = 10−6, AA struggles to
solve the most difficult 10% of problems, as its conditioning
difficulties begin to manifest when FOM convergence slows
down near optimality. Here, the Krylov method’s work in
avoiding conditioning issues does pay off and it outperforms
the AA incumbents. Indeed, presumably having identified
optimal active sets, requesting higher accuracy seems not to
be a big challenge to the Krylov methods, whose profiles for
ϵ = 10−3 and ϵ = 10−6 are qualitatively similar.

Fig. 5. Relative time performance profile for tolerance ϵ = 10−3 on subset
of sslsq problems with m,n ≤ 20 000. All 32 problems were solved by
at least one solver.

V. CONCLUSION

We proposed a novel Krylov acceleration method for
FOMs on QPs. While equivalent in a sense to Anderson’s,

Fig. 6. Relative time performance profile for tolerance ϵ = 10−6 on subset
of sslsq problems with m,n ≤ 20 000. All 32 problems were solved by
at least one solver.

our method exploits the Arnoldi process at the heart of
GMRES to avoid the conditioning issues which often plague
the former in regions of slower convergence. Moreover, we
found that an alternative Krylov procedure which arises
naturally from this framing (but breaks GMRES-Anderson
equivalence) consistently performs better than its more ob-
vious counterpart.

We included a brief discussion of a broadly applicable
safeguarding rule with theory guarantees adapted from ex-
isting literature. Further, we considered computational per-
formance in sparse matrix-vector products and linear system
solutions, the relevant primitives which our method has to
perform for two working vectors simultaneously, in contrast
with Anderson acceleration’s requirements.

With thorough benchmarks on QPs arising in model pre-
dictive control and statistical learning, we demonstrated the
performance of our method on an ADMM baseline compared
to an efficient Anderson acceleration module used by the
COSMO conic solver.

We found that our Krylov method is stronger across the
board in terms of iterations. In many cases it also performs
better in wall time terms, particularly for optimal control
problems and for problems solved to higher accuracy.
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