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Abstract

Many mathematical models in biology and physiology are represented by

systems of nonlinear differential equations. In recent years these mod-

els have become increasingly large-scale and multiphysics, as increasing

amounts of data are available on the properties and behaviour of biolog-

ical systems. Often an observed behaviour of interest in a model may be

written as a linear functional. A key question therefore is to determine

which terms in the model have the greatest effect on functionals of interest.

An approach for answering this question has recently been developed, called

model reduction using a posteriori analysis. The method was initially de-

veloped for systems of nonlinear initial value ordinary differential equations,

and automatically identifies regions of the computational domain and com-

ponents of the model solution where an accurate mathematical represen-

tation of the model is required to accurately calculate a linear functional

of interest. Initial-value ordinary differential equations can be written as

a first-order derivative term plus an algebraic ‘reaction’ term. In previous

work on model reduction using a posteriori analysis the algebraic ‘reaction’

term is removed from the equations in the reduced model.

The first contribution of this thesis is to extend the method so that the first-

order derivative term is removed from the differential equation instead of the

algebraic ‘reaction’ term, resulting in a quasi-steady state approximation

in automatically identified regions of the domain and components of the

solution. The second contribution of this thesis is to extend the method

to boundary value problems and partial differential equations. We consider

differential equations with algebraic terms, first order terms and second

order terms, any combination of which may be nonlinear. The method is

used to automatically simplify several differential equation models including

models of chemotaxis and tissue-level cardiac electrophysiology.
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Nomenclature

Linear algebra nomenclature

u vector with N components
ui ith entry of u
A matrix with N ×N entries
Aij entry of A in ith row and jth column
ai ith row of a matrix

Calculus nomenclature

Ω computational domain, for example, interval [a, b] or [0, T ]
L2(Ω) Hilbert space of square integrable functions, with norm ||f || =(∫

Ω f
2 dx

)1/2
〈f, g〉 inner product between functions f(x) and g(x),

∫
Ω f(x)g(x) dx

〈f , g〉 inner product between vector-valued functions f(x) and g(x),
∫

Ω f(x) ·
g(x) dx

[f(x)]x
+
k

x−k
f(x+

k ) − f(x−k ), where f(x+
k ) is the limit of f(x) as x → xk from above,

and f(x−k ) is the limit of f(x) as x→ xk from below
J(·) functional – a map from L2(Ω) to R
L differential operator – a map from the appropriate subspace of L2(Ω) to

L2(Ω)
Li differential operator that produces a subset of the terms that the differen-

tial operator L produces when applied to a function
u′ derivative of u for u a function of one independent variable
δ(x−x0) dirac delta function,

∫
Ω f(x)δ(x−x0) dx = f(x0) for all well-defined func-

tions f .

Nomenclature specific to method

Si subregion of Ω that may be made up of several disjoint regions
S vector with entries Si for i from 1 to N
χi(x) indicator function that is 1 if x ∈ Si and 0 otherwise
Ncont number of elements added to S on each iteration of the algorithm
TOL desired accuracy in J(·), the quantity of interest

iv



1

Introduction

Complex differential equation models are becoming increasingly common in systems

biology [10, 31, 36, 54]. Such models may contain tens or hundreds of variables, several

different types of differential operator [27, 43, 50, 55], and describe processes over a

wide range of spatial and temporal scales [40]. Complex systems biology models are fre-

quently opaque in the sense that it is difficult to identify the components of the model

which are responsible for observed behaviours of interest. While the development of

detailed biophysical models is gathering pace, there is a lack of tools to automatically

analyze these new models. A big challenge in systems biology is understanding the dy-

namics of these models. This means identifying the components of a model that control

healthy and diseased state respectively, and making testable predictions relating to how

systems dynamics can be altered with drugs or other kinds of intervention. Greater

understanding of the mechanisms responsible for behaviours of interest is needed, and

mathematical tools are helpful towards this end.

Model reduction using a posteriori analysis is a method for identifying key compo-

nents that affect a user-defined quantity of interest in a differential equation model and

identifying the time-space regions where accurate representation of those components

is important [75]. The method borrows ideas from a posteriori error analysis in numer-

ical analysis. Whereas error analysis for finite element methods is used to construct a

suitably accurate numerical discretisation of the differential operator, model reduction

using a posteriori analysis is used to construct a sufficiently accurate reduced differen-

tial operator. In previous work on a posteriori model reduction the method has been

applied to coupled nonlinear IVPs, and the reduced model is the original IVP with the
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algebraic terms removed in regions of the domain where those terms have little effect

on the user-defined quantity of interest in the model [75].

A key benefit of using a posteriori model reduction over other methods is that it is

automated. This makes the analysis of large-scale models practical. Many mathemat-

ical methods such as perturbation methods require significant mathematical expertise,

and are difficult to apply to systems with more than a few variables. Furthermore

a posteriori model reduction automatically gives information about all model compo-

nents over all regions of the domain, therefore providing more information and insight

than many perturbation methods.

In the order that they appear, the main contributions of this thesis are as follows:

• Development of a novel variant of the method that removes the first-order deriva-

tive terms in automatically identified regions of the domain for coupled nonlinear

IVPs.

• Extension of the methodology to coupled nonlinear Boundary Value Problems

(BVPs). We develop the method for a linear steady-state reaction-diffusion equa-

tion and two forms of the method are introduced: one that removes the reaction

term and another that removes the diffusion term, in automatically identified re-

gions of the domain. We also give a general error bound derivation for nonlinear

coupled BVPs, where the nonlinearity can be either in the algebraic terms or in

the second-order terms.

• Extension of the methodology to coupled nonlinear reaction-diffusion and advection-

diffusion Partial Differential Equations (PDEs).

Each novel development of the method is applied to one or more model problems.

For example, the novel variant of the method for IVPs is applied to the Michaelis-

Menten equations to identify regions of the domain where a quasi-steady state approx-

imation applies; the method for BVPs is applied to several reaction-diffusion equations

including a chemotaxis model with a nonlinear second-order x-derivative term; and

the method for PDEs is applied Fisher’s equation, the monodomain equation, and two

advection-diffusion equations.

The development of the method in this thesis aims to establish two additional

benefits of the method. One is that it can be applied to a wide range of different types
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of differential equation model. The other is that the method can be used to assess

the importance of any of the terms in the model equations, provided that the model

is still well-posed after these terms have been removed. Given these aims, we focus on

differential equation models that are relatively simple and well understood, in order

to demonstrate the effectiveness of the method. It should be remembered throughout

that the methodology is general and automated, and can be applied to models with

more terms and or components than are present in the models that we analyze.

In Chapter 2 we review the most commonly used methods for model analysis in

systems biology, and discuss in more detail questions that may be answered using a

posteriori model reduction that cannot be answered using other methods.

In Chapter 3 we first re-state the main results from the original paper on a posteriori

model reduction for IVPs [75], and apply the method to two model problems. We then

develop a novel variant of the method for IVPs that automatically identifies regions of

the domain where a quasi-steady state approximation is appropriate. This novel variant

of the method is then applied to the same two model problems as were analyzed with

the original method. Also, we evaluate the effect of varying one of the algorithm

parameters, allowing the method to be made more computationally efficient for the

problems analyzed.

In Chapter 4 we extend the methodology to BVPs. We first consider a linear

BVP and show how the method can be formulated so that either the reaction term or

diffusion term is removed in automatically identified regions of the domain. We then

consider nonlinear BVPs, where the nonlinearity may be in either the algebraic term,

the second order term, or in both terms. The error bound derivation in this section is

the most mathematically technical part of the thesis. The error bound is then applied

to two model problems that are nonlinear in the algebraic and second-order terms. As

in Chapter 3, we evaluate the effect of varying one of the algorithm parameters.

In Chapter 5 we extend the methodology to PDEs with a linear first-order time

derivative term and algebraic, first order and second order x-derivative terms, any

combination of which may be nonlinear. The method is applied to four different model

problems, each of which display a different kind of travelling wave behaviour. The

method is shown to give insight into these equations and the results are consistent with

what is known mathematically and physiologically. As in Chapters 3 and 4, we evaluate

the effect of varying one of the algorithm parameters.
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2

Model analysis in systems biology

2.1 Mathematical modelling in systems biology

Biological systems contain many different components and are governed by multiple

physical mechanisms. Consequently, mathematical models of the these systems are

increasingly large-scale and multiphysics. A key challenge in systems biology is to

understand how changes in the dynamics of the model components affect behaviours

of interest in the model.

One of the first great successes of mathematical modelling in biology was the

Hodgkin-Huxley model of electrophysiology in the squid giant axon [30]. The Hodgkin-

Huxley model contained three ionic variables, and a variable for voltage, and accu-

rately reproduced the action potential dynamics of the squid giant axon. Following the

publication of the Hodgkin-Huxley model, an early pioneer in mathematical biology,

Richard Fitzhugh, worked extensively on analysis of the Hodgkin-Huxley equations

[20, 21]. He also introduced a simplification of the Hodgkin-Huxley equations, known

as the FitzHugh-Nagumo model [21, 52]. Fitzhugh’s work illustrates the close relation-

ship between model analysis and model development. One of Fitzhugh’s insights was

that in the Hodgkin-Huxley model, two of the four variables act on a fast timescale,

and the other two variables act on a slow timescale. The fast variables are responsible

for activation and the slow variables are responsible for recovery of the transmembrane

potential. This led him to develop what is now known as the Fitzhugh-Nagumo model,

which contains a single fast activation variable and a single slow recovery variable.

The FitzHugh Nagumo model qualitatively reproduces many features of the Hodgkin-
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2.1 Mathematical modelling in systems biology

Huxley model, and has subsequently been used extensively as a model problem for

excitable media in cardiac electrophysiology [11] and computational neuroscience [37].

The Hodgkin-Huxley model coupled electrical activity with ion channel kinetics,

and was a prototype for many subsequent mathematical models in biology. Generally

speaking, mathematical models have become increasingly complex both in the number

of components included in the model and in the physical mechanisms included in the

model. Ordinary Differential Equation (ODE) models with tens and even hundreds

of model components have been developed in cardiac electrophysiology [36, 54], cell

cycle dynamics [10], circadian clocks [22, 45], metabolism [33, 68, 72], and cell sig-

nalling [32, 53]. Partial Differential Equation (PDE) models have been developed that

couple multiple physical effects such as diffusion, advection, viscosity, elasticity, and

or other stresses. Some examples include the bidomain equation which couples elec-

trical conduction with ion channel kinetics and biochemical reactions [40]; chemotaxis

models that couple transport of cell populations with diffusion of chemical signal, and

kinetics of the chemical signal [27, 50]; and crawling cell models that describe the cell

as a viscous fluid coupled with contractile and swelling stresses, and chemical kinetics

[43, 55].

Many models in systems biology attempt to reproduce the dynamics of as many

components in the system as possible, as accurately as possible. This results in dif-

ferential equation models that contain tens or hundreds of terms. However, for many

applications there is some quantity of interest in the model that needs to be accurately

computed. It is therefore important to identify which terms need to be included in

the model in order to accurately compute the quantity of interest. This leads to a

greater understanding of the model, and allows clearer hypotheses to be made about

the important components and important physical effects in the biological system.

Another feature of models in systems biology is that different terms may be influ-

ential in different regions of the computational domain. A simple example of this is

the FitzHugh Nagumo model, where the recovery variable has little effect during the

activation phase, but is important during the recovery phase of the action potential.

Therefore we are interested not only in identifying which terms in the model are impor-

tant for accurately calculating the quantity of interest, but also in identifying regions

of the computational domain where inclusion of the term in the model has an effect on

the quantity of interest.
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2.2 Existing methods for model analysis and reduction

2.2 Existing methods for model analysis and reduction

2.2.1 Sensitivity analysis

The most commonly used technique for model analysis is sensitivity analysis. Sen-

sitivity analysis studies will often set out to answer the question, “Which parameter

values in the model equations have the greatest effect on a model output of interest?”

Answering this question is important for deciding which parameters in a model need to

be accurately estimated, and also for predicting how system behaviour will change in

response to different interventions. A separate question that model analysis will often

set out to answer is, “Which terms in the model equations have the greatest effect on a

model output of interest?” The method developed in this thesis does not aim to answer

the first question but does aim to answer the second one. In reviewing the sensitivity

analysis literature we therefore focus on the extent to which the second question can

be answered using sensitivity analysis.

We first discuss the relationship between the two questions posed above. Suppose

that we are analyzing an ODE system of the form,

du
dt

+ f(t, u) = 0, u(0) = u0, (2.1)

where f(t, u) =
J∑
j=1

kjfj(t, u). Then k1, . . . , kJ are termed linear parameters. Setting a

linear parameter, kj , to zero is equivalent to removing the term fj(t, u) from the model

equations. Therefore if a sensitivity analysis shows that the model output is insensitive

to variations in a linear parameter kj over a range of values that includes zero, it follows

that the corresponding term fj(t, u) has little effect on the model output.

Sensitivity analysis methods can broadly be divided into local methods and global

methods. Local methods consider variations of parameter values around a fixed point

in parameter space. If a local sensitivity method only considers ±30% variation in

parameter values, then it cannot be used to determine whether a term can be removed

from the model equations. Global sensitivity methods are capable, at least in theory,

of exploring an arbitrarily large region of the parameter space. However because of the

high computational cost of global sensitivity methods, these methods are often applied

to a relatively small region of parameter space, as for example in [41].
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2.2 Existing methods for model analysis and reduction

The simplest form of sensitivity analysis is to repeatedly simulate the model with

different parameter values and measure how quantities of interest in the model vary as

a result of the parameter changes. The studies of Ihekwaba et al [34] and Romero et

al [64] apply sensitivity analysis by repeated simulation to systems biology models, the

first for NF-κB signalling, the second for cardiac electrophysiology. Parameters varia-

tions of −50%,+100% in [34] and −30%,+30% in [64] were applied to one parameter

in the model at a time, and the results were used to identify which terms in the model

outputs of interest were most sensitive to. The method used in [34] and [64] could be

modified so that a −100% variation in parameter values is performed for a full set of

linear parameters. This would indicate whether individual terms can be removed from

the equations. However since the method considers parameters one at a time it would

not be effective in generating a reduced model. An additional drawback of the method

is that it is computationally expensive. It is not feasible to apply the method using a

desktop computer for typical systems biology models which are nonlinear and contain

tens or hundreds of components.

Metabolic Control Analysis (MCA) is a form of sensitivity analysis that calculates

local derivatives of a model solution and of biochemical reaction rates [18, 26, 39]. The

MCA methodology was developed to analyze properties of the system steady state for

ODE models of metabolism. Key quantities in MCA are termed control coefficients

and flux control coefficients. These can be interpreted as sensitivities of a parameter-

augmented system [61]. Classical MCA is limited to studying the properties of steady

state solutions. However a generalization of MCA was introduced in the study of Rand

[60]. The method assesses the effect parameter perturbations on transient and or pe-

riodic behaviour of models as well as on steady state behaviour. Also, the method is

capable of analyzing the effect of parameter perturbations on the whole of the model

solution rather than on a single quantity of interest. The goal of the study in [60] was to

assess the robustness and fragility of systems biology models such as NF-κB signalling

and circadian clock models. Rand’s results show that certain features of the model

are robust to variations in the majority of their parameters. For example, sensitivi-

ties at maxima and minima of the model solution were calculated for the mammalian

circadian clock model of Leloup and Goldbeter [45]. It was found that only 12 out of

56 parameters in the model had more than 1% of the maximum sensitivity for these

features. This does suggest that it may be possible to remove terms from the model
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2.2 Existing methods for model analysis and reduction

without greatly changing features of interest in the model solution. However only first-

order derivatives of the solution with respect to parameters are calculated in [60]. If

higher-order derivatives are non-negligible, then for large parameter perturbations, the

approximation using only the first-order derivatives will not accurately predict the ef-

fect of the perturbation on the model. If higher-order derivatives are negligible, there

is a linear relationship between the parameters and the model solution over the whole

parameter space. As we will see below this is not generally the case for systems biology

models.

The study of Sobie, [69], analyzed the effect of parameter variations on key proper-

ties of cardiac electrophysiology models. Parameters were varied randomly and linear

regression was performed for selected outputs of the model. Variations of ∼ ±30% in

parameter values were applied. Accurate linear regression models were found linking

outputs of interest with model parameters. However these linear regression models

were only validated within the ±30% range. If there was a linear relationship between

parameters and outputs of interest over the whole parameter space, then the method

used in [69] would be a global method, and could be used to identify redundant terms

in the model. This point is not discussed in [69], but it has been shown for other models

of a similar type that the relationship between parameters and outputs of interest is in

general nonlinear. For example in [9, 16, 17], Estep, Buzby et al combine derivative-

based sensitivity analysis with Monte-Carlo methods to estimate regions of parameter

space where a linear relationship between model parameters and outputs of interest is

valid. For a nonlinear multicomponent model of bubonic plague transmission, it was

shown that regions where the linear approximation is accurate are relatively small [9].

Another method that has been used to assess linearity of the relationship between pa-

rameters and model outputs is the Morris method [49]. For a given output of interest,

the Morris method returns a set of indices, µi and σi for each model parameter. A

high value of µi indicates a high linear effect, and a high value of σi indicates nonlin-

ear behaviour. In [67], Sher et al apply the Morris method to several recent cardiac

electrophysiology models, and found that many parameters in the models have high

σi values. A standard local sensitivity analysis can also be used to evaluate whether

there is a nonlinear relationship between parameters and outputs. The sensitivity anal-

ysis in [34] showed that for an NF-κB signalling model the sensitivities were strongly

dependent on the magnitude of the parameter change applied. This is evidence of a
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2.2 Existing methods for model analysis and reduction

nonlinear relationship between parameters and outputs of interest. The examples in

[9, 16, 17, 34, 67] support the idea that for nonlinear multicomponent models, there is

often a nonlinear relationship between model parameters and outputs of interest. This

means that neither a linear regression analysis nor a first-order local derivative based

sensitivity analysis can in general be used to determine whether terms can removed

from systems biology models.

Other sensitivity analysis methods suffer from similar drawbacks to those discussed

above. In summary, for the purpose of determining whether terms can be removed

from large-scale nonlinear models, existing sensitivity methods are either (i) local in

parameter space meaning that it is not possible to evaluate the effect of changing a

parameter to zero [9, 16, 17, 18, 26, 39, 60, 69], or (ii) prohibitively computationally

expensive [34, 41, 64]. The approach of Estep et al which combines local information

with Monte Carlo simulations may offer the best approach for model reduction, but no

work in this direction has yet been done.

For broader reviews of sensitivity analysis in the context of chemical kinetics, the

reader is referred to the work of Rabitz [59], Turanyi [73], and Saltelli [66]. The field

of chemical kinetics faces similar challenges to systems biology in the analysis of large-

scale nonlinear models. An interesting area of future work, outside the scope of this

thesis, would be to review the chemical kinetics literature in more detail in order to

evaluate whether there are less well-known sensitivity methods developed in chemical

kinetics that would be useful in systems biology. Some work in this direction has been

done, for example [47, 71].

2.2.2 Perturbation analysis and other methods for model reduction

In the previous section we assessed whether sensitivity analysis can be used to answer

the question, “Which terms in a model’s equations have the greatest effect on a model

output of interest?” We found that for large-scale nonlinear models it is challenging, if

not impossible, to use sensitivity analysis to answer this question.

Here, we review another methodology for answering the same question – perturba-

tion analysis. Broadly speaking the goal of perturbation analysis is to identify small

terms that can be removed from differential equation models. An example of this is fast-

slow analysis for ODEs, where model components that change on a fast time-scale are

set to their quasi-steady state and model components that change on a slow time-scale
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2.2 Existing methods for model analysis and reduction

are set to their initial conditions. Fast-slow analysis has a long history in chemistry

and biology dating back to one of the earliest models of enzyme kinetics, the Michaelis-

Menten equations [8, 40]. Canonical model problems where a standard perturbation

analysis can be applied include the Van der Pol oscillator [28], the Oregonator model

of chemical oscillations [19, 35, 76], and the FitzHugh Nagumo equations [21].

While it is relatively straightforward to apply perturbation methods to equations

with a small number of components, applying perturbation methods to larger systems

of equations is more difficult. Examples of successful fast-slow analysis for systems

biology models include approximations of a cardiac electrophysiology model, Bernus

et al [6], a Calcium-Induced Calcium Release (CICR) model, Hinch et al [29], and an

NF-κB signalling model, Krishna et al [42]. In each case, considerable knowledge of the

system and mathematical skill is required to make the correct approximations. To our

knowledge, there does not exist a general theory or a standard methodology for doing

fast-slow analysis on large-scale nonlinear systems, and it is therefore a time-consuming

process that requires specialist expertise.

In control engineering there are well-developed methods for model reduction of

large-scale systems [12, 24, 48, 77]. However control engineers are usually interested in

reproducing the input-output properties of a system, rather than understanding the role

of each component in the system. As a result many of the methods developed in control

engineering, such as balanced truncation, introduce a coordinate transform that turns

the model into a black box. It is difficult to identify biologically meaningful variables

in the model after such a coordinate transform. Control engineering methods that do

not introduce a coordinate transform have been applied in systems biology [1, 58]. For

example, in [1], Anderson, Papachristodoulou et al develop a method for automatically

identifying components in a large-scale EGFR-MAPK signalling pathway model that

can be approximated by their quasi-steady state. Although having the benefit of being

automatic, the method is limited to studying properties of the linearized system in the

neighbourhood of equilibrium points, and therefore cannot give a full characterization

of system behaviour.
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2.3 Previous work on the a posteriori model reduction method

2.3 Previous work on the a posteriori model reduction

method

We now consider the methodology that will be the subject of the remainder of the thesis,

model reduction using a posteriori analysis, [75]. We will often refer to the method

as a posteriori model reduction. A posteriori model reduction sets out to answer the

same question as perturbation methods, “Which terms in the model equations have the

greatest effect on a model output of interest?” In contrast to perturbation methods,

a posteriori model reduction is an automatic method that could be applied within a

software package by researchers without specialist mathematical skills. Furthermore

the method has wide applicability, enabling analysis of models that would be difficult

or impossible to analyze with perturbation methods.

A posteriori error analysis is a methodology that originated in the Finite Element

Method (FEM) community. The basic idea of a posteriori error analysis in FEM is to

use a computed numerical solution and the solution to an adjoint problem to identify

regions of the computational domain where further refinement of the computational

mesh is required in order to accurately calculate some quantity of interest of the model

solution. A posteriori methods were pioneered in the 1970’s by Babuška and Rheinboldt

[3, 4], and have since been used extensively as a method for efficiently constructing

computational meshes. The resulting meshes indicate regions of the domain where a

more accurate discrete approximation is required to accurately calculate some quantity

of interest. Comprehensive reviews of a posteriori error analysis can be found in [5, 15,

23].

A posteriori error analysis has been used extensively within the Finite Element

Method (FEM) for constructing discrete approximations to continuous differential op-

erators. However the application of the a posteriori methodology for constructing

continuous-domain differential equation approximations is relatively recent. To date

there is, to our knowledge, one paper on a posteriori model reduction [75], where the

method is introduced for initial-value ODEs and applied to a model of cardiac elec-

trophysiology. Briefly, a posteriori model reduction uses the computed solution to a

reduced differential equation, and the solution to an adjoint problem to identify regions

of the domain where the original differential equation needs to be solved in order to

accurately calculate some quantity of interest of the model solution. A full exposition
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2.3 Previous work on the a posteriori model reduction method

of the method is given in Chapter 3. In [75], the model output of interest was chosen

to be the average transmembrane potential (an important variable in electrophysiology

models) over a given time interval. Application of the method indicated that the action

potential upstroke can be accurately reproduced using the dynamics of only 3 out of

22 components in the model. The result reproduces known physiology, but does so in

a way that does not require prior knowledge of the system, or specialist mathematical

skills.

The established advantages of using a posteriori model reduction over other meth-

ods are that it is automatic, in the sense of not requiring any analytical work beyond

the development of the method, and it can be applied to large-scale nonlinear mod-

els. In this thesis we aim to demonstrate two additional advantages. One is that the

method can be applied to general mixed-type BVP and PDE models. This is important

in the context of systems biology, where models increasingly include different physical

effects that are described mathematically by different types of differential operator.

Secondly we will develop the method so that the reduced model can contain any subset

of the terms contained in the original model. This means, for example, that a quasi-

steady state or an initial value approximation can be made for initial-value ODEs,

and an algebraic reaction approximation or a diffusion approximation can be made for

reaction-diffusion equations. This allows for a full characterization of the effect of all

terms in the model.

12



3

Initial-Value Ordinary

Differential Equations

In the first section of this chapter we review a posteriori model reduction as it is

presented in [75]. In [75], reduced model variables are approximated by removing

algebraic terms from the equations in regions of the domain that are automatically

identified by the algorithm. In the second section, we present a novel variant of a

posteriori model reduction that approximates reduced model variables by their quasi-

steady state. We apply both forms of the method to two model problems, one of

which, the Michaelis-Menten equations, has a variable that can be well-approximated

by its quasi-steady state. This is automatically identified by the new form of the a

posteriori model reduction method. In the final section we demonstrate that, for the

model problems analyzed in this chapter, a 10-20 fold increase in efficiency may be

obtained by increasing one of the algorithm parameters, causing a negligible change in

the results.

3.1 Initial-value approximation

3.1.1 Derivation of error bound

In [75], an a posteriori error bound in a user-defined functional of interest is derived for

a differential equation approximation to a general system of first-order Ordinary Differ-

ential Equations (ODEs). We re-state the derivation here, following closely that given

in [75], so that the novel developments of the method in this thesis are easy to identify.

The method is given the name a posteriori model reduction because a computed solu-

13



3.1 Initial-value approximation

tion to a reduced differential equation is used to estimate localized errors. Progressively

more accurate solutions are obtained iteratively by changing the differential operator

in the regions of the domain that contribute most to the error in the quantity of in-

terest. A posteriori error analysis originates from the Finite Element Method (FEM)

literature [14]. In FEM, a posteriori error analysis is used to identify regions of the

domain where a finer mesh is required to accurately compute a user-defined functional

of interest. However in the present context, the focus is on the differential operator

rather than the numerical solution (which we assume has been accurately obtained).

Before applying the algorithm the user must decide what the linear functional of

interest will be, and what the reduced differential equation is. Here, we construct a

reduced differential equation by removing terms from the original differential equation,

but the method does not require the reduced differential equation to be constructed in

this way.

Initially, the reduced differential equation is solved over the whole domain. Regions

of the domain contributing most to the error in the user-defined quantity of interest are

identified using a posteriori error analysis. Then, the original differential operator is

applied in regions identified by the algorithm, and the reduced differential operator is

applied elsewhere, and the solution to the reduced model is re-calculated. This process

of identifying regions of the domain and re-calculating the solution of the reduced

model continues until the user-defined quantity of interest is accurately calculated.

This process will always terminate because it can continue until the original differential

equation is applied over the whole domain, in which case the user-defined quantity

of interest is identical in the reduced and original models. If one or more terms in

the equations are not required for accurately calculating the quantity of interest, the

algorithm should be able to identify this and generate a reduced model where the

original differential operator is applied is some regions of the domain, and the reduced

differential operator is applied in others. It is important to note that the goal of the

method is to accurately calculate the user-defined functional with the reduced model,

and so a reduced model generated using the a posteriori method typically will not

accurately reproduce the solution to the original problem over the whole domain.

We define the primal problem to be

du
dt

+ f(t,u) = 0, (3.1)
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3.1 Initial-value approximation

where u(t) is an N -component vector defined on the interval t = [0, T ], and specify

initial conditions u(0) = u0.

Suppose that U is an approximation of u. We require U to satisfy the following

conditions, which are required for deriving the error bound below:

1. U(t) is continuous for 0 < t < T ;

2.
dU(t)

dt
is continuous for 0 < t < T , except at a finite set of points in time.

3. U(t) satisfies the initial conditions of the primal problem, i.e., U(0) = u(0).

We are interested in a user-defined linear functional of the solution, which we denote

by J(u). Examples of linear functionals are the average of a component of the model

solution over the interval [0, T ], and the value of a component of the model solution

at a point in [0, T ]. By the Riesz representation theorem any linear functional can be

written as J(v) =
∫ T

0 v · g dt where v, g ∈ L2([0, T ]), see for example [65]. We call g

a weighting function, and it is usually straightforward to work out what it should be

given the definition of J(v). If |J(u)−J(U)| is small, then U is a good approximation

to u, at least for calculating the quantity of interest.

We now define an adjoint problem. First we give a formal definition of the adjoint

operator. Suppose that u is a member of some function space V , and L is a differential

operator, and 〈·, ·〉 is an inner product on V . Then the adjoint, L∗, is the differential

operator that satisfies,

〈Lu,v〉 = 〈u, L∗v〉, (3.2)

for all u,v ∈ V [44]. However for nonlinear differential operators it is not possible

to find an L∗ that satisfies (3.2) for all u,v. We therefore give a weaker definition of

the adjoint that applies to nonlinear operators. Given u,U ∈ V an adjoint, L∗, is a

differential operator that satisfies,

〈L(u−U),v〉 = 〈u−U , L∗v〉, (3.3)

for all v ∈ V .

The adjoint equation used below is of the form L∗v = g. As will be shown be

shown below, the adjoint solution plays a key role in a posteriori analysis, because
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3.1 Initial-value approximation

the adjoint solution quantifies the effect of errors in the reduced model solution on

|J(u) − J(U)|. The adjoint solution is heavily dependent on the choice of g. This

is important to remember below, in order to understand how the choice of functional

affects the reduced model that is generated.

The adjoint problem is defined as follows,

−dφ
dt

+Aφ = g, (3.4)

where φ(t) is an N -component vector defined on the interval t = [0, T ]. We apply the

final condition φ(T ) = 0 at t = T . The choice of boundary conditions on the primal and

adjoint problems is important for the error bound derivation, as correct formulation of

the boundary conditions ensures that boundary terms at t = 0 and t = T that arise

from integration by parts will be zero. The function g is the weighting function in the

functional of interest.

The matrix A has entries given by,

Aij(t) =
∫ 1

0

∂fj
∂ui

(t,α(s, t)) ds, for i, j = 1, . . . , N, (3.5)

where

α(s, t) = su(t) + (1− s)U(t). (3.6)

The following property holds for the coefficient matrix A(t) and will be used in the

error bound derivation below,

N∑
i=1

Aij(t)(ui(t)− Ui(t)) =
N∑
i=1

∫ 1

0

∂fj
∂ui

(α(s, t))(ui − Ui) ds

=
N∑
i=1

∫ 1

0

∂fj
∂αi

∂αi
∂s

ds

=
∫ 1

0

dfj
ds

ds.

= fj(t,u)− fj(t,U). (3.7)

Now we use the solution of the adjoint problem to derive a bound on the error in

J(·) introduced by approximating u by U .
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3.1 Initial-value approximation

J(u)− J(U) =
∫ T

0
(u−U) · g dt

=
∫ T

0
(u−U) ·

(
−dφ

dt
+Aφ

)
dt

=
∫ T

0

N∑
i=1

(ui − Ui)

−dφi
dt

+
N∑
j=1

Aijφj

 dt

=
∫ T

0

N∑
i=1

(dui
dt
− dUi

dt

)
φi + (ui − Ui)

N∑
j=1

Aijφj

 dt

+
N∑
i=1

−
[
(ui − Ui) φi

]T
0

, (3.8)

using integration by parts. We have assumed that u,U , and φ are continuous. The

boundary term is zero because u(0) = U(0), and φ(T ) = 0. Now we use identity (3.7)

to obtain, ∫ T

0

N∑
i=1

(
dui
dt
− dUi

dt

)
φi dt+

∫ T

0

N∑
j=1

N∑
i=1

Aij(ui − Ui)φj dt

=
∫ T

0

N∑
i=1

(
dui
dt
− dUi

dt

)
φi dt+

∫ T

0

N∑
j=1

(fj(t,u)− fj(t,U))φj dt.

(3.9)

All terms involving u disappear by definition of the primal problem, (3.1). We may

therefore write our error bound as,

|J(u)− J(U)| ≤
N∑
i=1

M∑
k=1

∫ tk

tk−1

∣∣∣∣dUidt
+ fi(t,U)

∣∣∣∣ |φi| dt,

where t0 = 0 < t1 . . . < tM = T is a subdivision of the computational domain.

3.1.2 Application to model problems

In [75], the error bound above was used in an algorithm for constructing reduced models.

Here, we re-state the algorithm in its original form, and then apply it to two model

problems.

We choose the following form for the reduced primal problem,

dU
dt

+ f̂(t,U) = 0, (3.10)
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3.1 Initial-value approximation

where U(t) is an N -component vector defined on the interval t = [0, T ], and,

f̂i(t,U) =
{
fi(t,U), for t ∈ Si,
0, otherwise.

where Si is a union of one or more intervals in [0, T ], for i from 1 to N , to be determined

by the algorithm. The initial conditions of the original equations are applied: U(0) =

u0. We call this the initial-value approximation, because for any interval, [t1, t2] that is

not in Si, Ui is equal to Ui(t1) over that interval. There are two reasons why the initial-

value approximation may be suitable in this context. One reason is that if a component

of the model has little or no effect on the quantity of interest, then an accurate solution

for that component is not necessary for accurately calculating the quantity of interest.

The other reason is that if the initial-value approximation is sufficiently close to the

model solution for a given component, then the quantity of interest can be accurately

calculated using the initial-value approximation of that component.

The initial-value approximation algorithm is then defined as follows:

Initialization: Set Si = ∅ for i from 1 to N , so that, in this case,
dUi
dt

= 0 for all t,

and for i from 1 to N . Compute φ using equation (3.4).

Iteration:

1. Compute err(1:N,1:M) where

err(i, k) =
∫ tk

tk−1

∣∣∣∣dUidt
+ fi(t,U)

∣∣∣∣ |φi| dt. (3.11)

2. Identify the largest Ncont elements of err, and add the corresponding time inter-

vals to Si for i from 1 to N .

3. Re-compute U , φ.

Termination: Stop when

|J(u)− J(U)| < TOL.

The inputs to the algorithm are as follows: Ncont, the number of t-intervals added

to S on each iteration of the algorithm; TOL, the desired accuracy in the quantity of

interest; and, g, the weighting function in the quantity of interest.

Note that if Si is the entire computational domain for i = 1, . . . , N , then J(u) =

J(U). This means that the algorithm will always terminate because it is always possible

to obtain |J(u)− J(U)| < TOL, for TOL > 0.
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3.1 Initial-value approximation

To illustrate the effectiveness of the method we apply the algorithm to two model

problems. The first is the linear ODE,

du1

dt
= −u1,

du2

dt
= u1 + u2, (3.12)

for 0 < t < T . with the initial conditions, u1(0) = u2(0) = 1. As shown in Figure 3.1,

u1 decays exponentially to zero, and u2 grows exponentially. We therefore expect that

if the u1 solution is obtained using a reduced differential operator for large t, the change

in the quantity of interest will be negligible. Also, by inspecting equation (3.12), we can

see that u1 is independent of u2. We therefore expect that if the quantity of interest

is independent of u2, the u2 solution does not need to be accurately computed. This

problem was analyzed in [75], and we reproduce the results. We choose the following

quantities of interest,

J(u) =
∫ T

0
u1 dt,

and

J(u) =
∫ T

0
u2 dt.

When J(u) =
∫ T

0
u1 dt = O(1), the algorithm correctly identifies that J(·) can be

computed to within TOL = 10−3 with du2/dt = 0 for all t. When J(u) =
∫ T

0
u2 dt =

O(104), the algorithm identifies that J(·) can be computed to within TOL = 0.1 with

du1/dt = 0 for t > 5.75 – Figure 3.1.

The second problem is the Michaelis-Menten model of enzyme kinetics, defined as

follows,

ds
dt

= −s+ c(s+K − λ),

ε
dc
dt

= s− (s+K)c, (3.13)

where K,λ, ε are constants, 0 < ε� 1, 0 < t < T , with the initial conditions, s(0) = 1,

c(0) = 0. The Michaelis-Menten equations have the property that on an O(1) timescale,
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3.2 Quasi-steady state approximation

the variable c is at quasi-steady state. Since the existing method is designed to identify

slow variables it is not well-suited to this second problem. We present the results here

in order to demonstrate that the new variant of the method to be introduced in the

next section is better for problems where one or more components are at quasi-steady

state over the time-scale of interest. The same quantities of interest as for the previous

problem are used, J(u) =
∫ T

0
u1 dt and J(u) =

∫ T

0
u2 dt.

For both quantities of interest, both du1/dt and du2/dt cannot be approximated

by dui/dt = 0 until t > 3.8. The method has failed to identify the desired information

in the problem, which is that du2/dt can be approximated by its quasi-steady state

on an O(1) time-scale. The reason the method has failed is because the initial-value

approximation has been chosen as the form of the reduced model. We address this issue

in the next section, by re-formulating the error bound derivation and the algorithm, so

that a quasi-steady state approximation can be used as the reduced model.

3.2 Quasi-steady state approximation

In the previous section we reproduced the form and results of an existing method,

from [75], for automatically constructing reduced models. The form of reduced model

was called the initial-value approximation because for any interval not included in the

reduced model for a given component, that component was set to the initial value of

the component at the beginning of the interval.

In this section we introduce a novel variant of the method. We will call it the

quasi-steady state approximation because for any interval that is not included in the

reduced model for a given component, that component will be set to the quasi-steady

state value of the component over the interval. As for the initial-value approximation,

there are two reasons why the quasi-steady state approximation may be suitable in

this context. One reason is that if a component of the model has little or no effect on

the quantity of interest, then an accurate solution for that component is not necessary

for accurately calculating the quantity of interest. The other reason is that if the

quasi-steady state approximation is sufficiently close to the model solution for a given

component, then the quantity of interest can be accurately calculated using the quasi-

steady state approximation of that component.

The aim of the new method is to automatically identify the regions of the domain

where a quasi-steady state approximation results in a relatively small change in the
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3.2 Quasi-steady state approximation

(a) J(u) =
∫ 10

0

u1 dt, TOL = 10−3

(b) J(u) =
∫ 10

0

u2 dt, TOL = 10−1

Figure 3.1: Initial-value approximation for linear IVP in automatically identified regions
of the domain. Left and middle figures: solid blue line is the numerical solution to the
linear IVP (3.12), obtained using the forwards Euler method with ∆t = 10−3. The initial
conditions were u1(0) = u2(0) = 1. The dashed red line is U , and the black lines above the
curves represent the time intervals where the algebraic terms are included in the reduced
model. Here Ncont = 5. Right figure |J(u) − J(U)|, as a function of the fraction of the
domain included in the reduced model.
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3.2 Quasi-steady state approximation

(a) J(u) =
∫ 5

0

u1 dt

(b) J(u) =
∫ 5

0

u2 dt

Figure 3.2: Initial-value approximation for Michaelis-Menten equations in automatically
identified regions of the domain. Left and middle figures: solid blue line is the numeri-
cal solution to the Michaelis-Menten equations (3.13), obtained using the forwards Euler
method with ∆t = 10−3. The initial conditions were u1(0) = s(0) = 1, u2(0) = c(0) = 0.
The dashed red line is U , and the black lines above the curves represent the time intervals
where the algebraic terms are included in the reduced model. Here ε = 0.01, K = 1, λ = 2,
Ncont = 5, and TOL = 10−3. Right figure |J(u) − J(U)|, as a function of the fraction of
the domain included in the reduced model.
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3.2 Quasi-steady state approximation

quantity of interest, J(·). One approach to do this would be to start by setting all model

components to their steady-state, and then iteratively include the time derivative where

it is required. However this approach will fail if the residual function from the previous

section is used to identify regions that need to be included. The reason for this is that

the steady-state solution satisfies the original problem (without the initial conditions).

Therefore the residual of the steady-state approximation is zero everywhere.

This simplest approach fails, and so we need to consider other variations of the

method in order to automatically generate the quasi-steady state approximation. When

deriving the original error bound, the adjoint problem is formulated so that u is elimi-

nated, and the error is expressed as the product of the adjoint solution with a residual,

which is a function of U . However the adjoint problem can be re-formulated, so that

the error is expressed as the product of the a ‘pseudo-adjoint’ solution with a residual

which is a function of u, plus terms that arise from discontinuities in the solution of the

reduced primal and adjoint problems. This is what we do below. The re-formulated

adjoint problem is referred to as a ‘pseudo-adjoint’ problem because, as a result of the

terms arising from discontinuities, the ‘pseudo-adjoint’ operator does not satisfy the

adjoint definition given in equation (3.3). Alternative constraints can be imposed on

the re-formulated adjoint problem to make it to satisfy equation (3.3). However this is

not desirable for reasons that are discussed below.

An algorithm for model reduction can be formulated in a similar way as before and

has been successful when applied to the Michaelis-Menten ODEs that model enzyme

kinetics. In the Michaelis-Menten model, one of the model components can be well-

approximated by its quasi-steady state. This is automatically identified by the new

variant of a posteriori model reduction.

3.2.1 Derivation of error bound

As before, the primal problem is a system of initial-value ODEs of the form,

du
dt

+ f(t,u) = 0, (3.14)

where u(t) is an N -component vector defined on the interval t = [0, T ], and the initial

conditions are u(0) = u0.
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3.2 Quasi-steady state approximation

In contrast to the method presented in the previous section, we have to define the

form of the reduced primal problem in order to derive the error bound. Therefore we

define the reduced primal problem to be,

χ(t)
dU
dt

+ f(t,U) = 0, (3.15)

where

χi(t) =
{

1 for t ∈ Si
0 otherwise,

where Si is a union of one or more intervals in the t-domain to be determined by the

algorithm. Under this definition, component i evolves according to the ith ODE in

regions where χi(t) = 1, and according the the quasi-steady state in regions where

χi(t) = 0. The indicator χi(t) may change from 1 to 0, or 0 to 1 an arbitrary number

of times. At points where χi(t) changes from 1 to 0, there is a discontinuity in Ui as

that component ‘jumps’ to its quasi-steady state. At points where χi(t) changes from

0 to 1, we choose to enforce continuity of Ui by using the quasi-steady at those time

points as the initial condition for the ODE in the adjacent region where χi(t) = 1.

Setting the initial conditions in the reduced model is more complicated than before,

because if we are solving the quasi-steady state at t = 0 then an initial condition is

not required, and cannot be applied. If the system has a single steady-state, we set the

initial conditions of the reduced model as follows:

Ui(0) =
{
ui(0) if 0 ∈ Si
solution to fi(0,U) = 0 otherwise.

If the system has multiple steady states then fi(0,U) = 0 has multiple solutions.

In this case the initial conditions of the reduced model can be set as follows:

Ui(0) =

{
ui(0) if 0 ∈ Si ,

lim
s→∞

vi(s), where
dvi
dt

+ fi(s,v) = 0 otherwise,

where v(0) = u(0). If one or more components of the system have no steady state so-

lution, the method is not applicable to these components, and the first-order derivative

term has to included over the whole domain.

We now re-define the adjoint problem. We can think of the re-formulated adjoint

problem as being approximately adjoint to the reduced model, whereas the adjoint
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3.2 Quasi-steady state approximation

problem used before is adjoint to the original model. We will refer to the re-formulated

adjoint problem as an adjoint, even though it does not satisfy equation (3.3).

We are still interested in the same functional of the solution, J(v) = 〈v, g〉. The

new adjoint problem is to find φ satisfying,

−χ(t)
dφ
dt

+A(t)φ = g, (3.16)

where A is defined in the same way as before:

Aij(t) =
∫ 1

0

∂fj
∂ui

(t,α(s, t))ds, (3.17)

where

α(s, t) = su(t) + (1− s)U(t). (3.18)

As in the previous section, the adjoint problem is solved backwards in time. In

contrast to the previous section, the adjoint problem now contains an indicator function

χ. Therefore the final condition at t = T is set in a similar way to the initial condition

of the reduced model:

φi(T ) =


0 if T ∈ Si

solution to
N∑
j=1

Aij(T ) φj = gi otherwise.

Note, a solution to these equations is not guaranteed. However once A has been

calculated, it is easy to check that whether these equations have a solution by checking

that the linear system is non-singular. If there are multiple solutions to the equations,

a unique condition can be defined as follows:

φi(T ) =


0 if T ∈ Si ,

lim
s→−∞

vi(s), where
dvi
dt

+
N∑
j=1

Aij(T ) φj = gi otherwise,

where v(T ) = 0.

Now we use the solution of the adjoint problem to derive a bound on the error in

J(·) introduced by approximating u by U .
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3.2 Quasi-steady state approximation

J(u)− J(U) =
∫ T

0
(u−U) · g dt

=
∫ T

0
(u−U) ·

(
−χdφ

dt
+Aφ

)
dt

=
∫ T

0

N∑
i=1

(ui − Ui)

−χi(t)dφi
dt

+
N∑
j=1

Aijφj

 dt

=
∫ T

0

N∑
i=1

(dui
dt
− dUi

dt

)
χiφi + (ui − Ui)

N∑
j=1

Aijφj

 dt +

N∑
i=1

−
[
(ui − Ui) χiφi

]T
0

+
N∑
i=1

Mi∑
k=0

[
(ui − Ui)χiφi

]t+k
t−k

, (3.19)

using integration by parts. The term [(ui−Ui)χiφi]
t+k
t−k

is the jump in (ui(tk)−Ui(tk))χi(tk)
φi(tk) at the points, {tk} where χi is discontinuous. The notation t+k denotes the limit

as t tends to tk from above, and t−k denotes the limit as t tends to tk from below. These

discontinuities arise on the boundary of S, where there is a transition from solving

a 1st order ODE to solving a quasi-steady state equation. The first boundary term

disappears because either ui(0)−Ui(0) = 0, or χi(0) = 0 at t = 0, and either φi(T ) = 0

or χi(T ) = 0 at t = T .

Now we use identity (3.7),

∫ T

0

N∑
i=1

(
dui
dt
− dUi

dt

)
χiφi dt+

∫ T

0

N∑
j=1

N∑
i=1

Aij(ui − Ui)φj dt

=
∫ T

0

N∑
i=1

(
dui
dt
− dUi

dt

)
χiφi dt+

∫ T

0

N∑
j=1

(fj(t,u)− fj(t,U))φj dt. (3.20)

The integral terms involving U disappear by definition of the reduced primal problem,

(3.15). We may therefore write our error bound as,

|J(u)− J(U)| ≤
N∑
i=1

M∑
k=1

∫ tk

tk−1

∣∣∣∣χi(t)dui
dt

+ fi(t,u)
∣∣∣∣|φi| dt+

[
(ui − Ui)χiφi

]t+k
t−k

.

From the error bound it is clear that for v = g, 〈L(u − U),v〉 6= 〈u − U , L∗v〉
because of the interior boundary terms. Hence L∗ does not satisfy the definition of the
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3.2 Quasi-steady state approximation

adjoint operator, equation (3.3). We could make the boundary conditions disappear by

setting Ui(t+k ) = ui(t+k ) when χi(t+k ) = 1, and φi(t−k ) = 0 when χi(t−k ) = 1. However,

applying these conditions would be against the philosophy of the method because the

solution of the reduced model should depend only on the terms in the reduced model,

not on terms that have been removed. It is therefore undesirable to make the boundary

terms disappear.

3.2.2 Application to model problems

We now define the algorithm for generating reduced models with the quasi-steady state

approximation. The algorithm has a similar structure to the initial-value approximation

algorithm. The differences are that the adjoint solution is now obtained using equation

(3.16), the expression for the residual is different, and the reduced model is now the

quasi-steady state.

The quasi-steady state approximation algorithm is then defined as follows:

Initialization: Set Si = ∅ for i from 1 to N , so that, in this case, fi(t,U) = 0 for all

t, and for i from 1 to N . Compute φ using equation (3.16).

Iteration:

1. Compute err(1:N,1:M) where

err(i, k) =
∫ tk

tk−1

∣∣∣∣χi(t)dui
dt

+ fi(t,u)
∣∣∣∣|φi|dt+

[
(ui − Ui)χiφi

]t+k
t−k

. (3.21)

2. Identify the largest Ncont elements of err, and add the corresponding time inter-

vals to Si for i from 1 to N .

3. Re-compute U , φ.

Termination: Stop when

|J(u)− J(U)| < TOL.

As before, the inputs to the algorithm are as follows: Ncont, the number of t-

intervals added to S on each iteration of the algorithm; TOL, the desired accuracy in

the quantity of interest; and, g, the weighting function in the quantity of interest.

We apply the quasi-steady state approximation algorithm to the same two model

problems that were analyzed in the previous section: the linear IVP (3.12) and the
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3.3 Robustness of a posteriori model reduction to the Ncont parameter

Michaelis-Menten equations (3.13). We consider the same quantities of interest as

before, J(u) =
∫ T

0
u1 dt, and J(u) =

∫ T

0
u2 dt.

A comparison of Figures 3.1 and 3.3 demonstrates that, for the linear IVP, the

regions of the domain where the reduced model is applied are very similar for the

quasi-steady state and the initial-value approximations. When the average of u1 is the

quantity of interest, the choice of approximation for u2 has no effect on the results

because the variable u2 has no effect on u1. However u1 does have an effect on u2. For

the initial-value approximation, u1 is close to 0 in the region where the reduced model is

applied. The quasi-steady state of u1 is u1 = 0. Therefore when the average of u2 is the

quantity of interest, the results are similar because the two different approximations

give very similar solutions in the region of the domain where the reduced model is

applied.

For the Michaelis-Menten equations, the results are quite different when the quasi-

steady state approximation is used – Figure 3.4. The quasi-steady state approximation

is a good approximation for u2 for t > 0.01. For this reason the a posteriori method

identifies that when TOL = 10−3, u2 can be approximated by its quasi-steady state for

t > 0.01 for both quantities of interest – Figure 3.4.

3.3 Robustness of a posteriori model reduction to the

Ncont parameter

The robustness of a posteriori model reduction to the algorithm parameter Ncont was

tested by comparing the included regions of the domain for a range of Ncont values.

Ncont is the number of t-intervals added to S on each iteration of the algorithm. (A

region is included if the method has identified it as a region where the full model needs to

be solved in order to accurately compute the quantity of interest.) Figures 3.5-3.8 show

that both the initial-value and quasi-steady state forms of a posteriori model reduction

are robust to the algorithm parameter Ncont. For the two model problems considered in

this chapter, a 10-20 fold increase in efficiency may be obtained by increasing Ncont so

that fewer iterations are required to obtain a reduced model that accurately reproduces

the quantity of interest. The results here support the idea that in general the method

is robust to the value of Ncont. This is important for more computationally expensive

problems where running the algorithm with a small value of Ncont takes a prohibitively

long time.
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3.3 Robustness of a posteriori model reduction to the Ncont parameter

(a) J(u) =
∫ 10

0

u1 dt, TOL = 10−3

(b) J(u) =
∫ 10

0

u2 dt, TOL = 10−1

Figure 3.3: Quasi-steady state approximation for linear IVP in automatically identified
regions of the domain. Left and middle figures: solid blue line is the numerical solution
to the linear IVP (3.12), obtained using the forwards Euler method with ∆t = 10−3. The
initial conditions were u1(0) = u2(0) = 1. The dashed red line is U , and the black lines
above the curves represent the time intervals where the time derivative term is included
in the reduced model. Here Ncont = 5. Right figure |J(u) − J(U)|, as a function of the
fraction of the domain included in the reduced model.
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3.3 Robustness of a posteriori model reduction to the Ncont parameter

(a) J(u) =
∫ 5

0

u1 dt

(b) J(u) =
∫ 5

0

u2 dt

Figure 3.4: Quasi-steady state approximation for Michaelis-Menten equations in auto-
matically identified regions of the domain. Left and middle figures: solid blue line is
the numerical solution to the Michaelis-Menten equations (3.13), obtained using the for-
wards Euler method with ∆t = 10−3. The initial conditions were u1(0) = s(0) = 1,
u2(0) = c(0) = 0. The dashed red line is U , and the black lines above the curves represent
the time intervals where the time derivative term is included in the reduced model. Here
ε = 0.01, K = 1, λ = 2, Ncont = 5, and TOL = 10−3. Right figure |J(u) − J(U)|, as a
function of the fraction of the domain included in the reduced model.
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3.4 Summary

There is a limit to how much Ncont can be increased without substantially changing

the results. This limit will depend on how finely the error has been subdivided over the

computational domain. For all the results in this thesis, the mesh used to obtain the

numerical solution was used to subdivide the error, so that each element of the error

array corresponds to an element of the mesh for a particular component of the solution.

An important number therefore is the ratio between the total number of elements in

the error array, NM , and Ncont, the number of t-intervals added to S on each iteration

of the algorithm. This ratio is the maximum number of iterations required by the

algorithm: MaxIter = NM/Ncont. On the basis of our numerical experiments, we

recommend that MaxIter should be at least 100.

3.4 Summary

In this chapter we have derived a novel variant of a posteriori model reduction that

approximates reduced model variables by their quasi-steady state in automatically iden-

tified regions of the domain. The problem in applying the quasi-steady approximation

in the original form of the method is that the residual is a function of U and when

U is the quasi-steady state solution this residual is zero. We therefore re-formulated

the adjoint problem so that the residual in the error bound is a function of u, and is

non-zero in regions of the domain where the reduced model is applied. For comparison,

both forms of a posteriori model reduction were applied to two model problems, a

linear IVP (3.12), and the Michaelis-Menten equations (3.13).

For the linear IVP, it was found that the two methods gave similar results. However,

for the Michaelis-Menten equations the initial-value method and the quasi-steady state

method gave different results – the quasi-steady state method automatically identi-

fied where a quasi-steady state approximation is suitable for accurately computing the

quantity of interest.

Above we said that there are two reasons why a given approximation may be suit-

able. Either, the component has little or no effect on the quantity of interest, or the

approximation is accurate in the region of the domain where the approximation is ap-

plied. By applying both methods to both problems we can identify more precisely

which of the two reasons is true. For the linear BVP the results were similar for both

approximations. For one of the quantities of interest, this was because the accuracy
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3.4 Summary

of the two different approximations was very similar. For the other quantity of in-

terest considered, it was because the component being approximated had no effect on

the quantity of interest. For the Michaelis-Menten equations, the results were differ-

ent with the two different methods. A region of the domain was identified where the

quasi-steady state approximation can be applied, but the initial value approximation

cannot be applied. This implies that in this region of the domain the quasi-steady state

approximation is accurate.

As the method is automatic and can be applied to ODEs with an arbitrary number

of components, it could be used to identify variables that are near quasi-steady state in

large systems of ODEs that are otherwise difficult to analyze with fast–slow analysis.

We also assessed the effect of varying the algorithm parameter Ncont, the number

of t-intervals added to S on each iteration of the algorithm. It was shown that varying

this parameter has a negligible effect on the results of the method. The method can

be made computationally more efficient by increasing the value of Ncont, since fewer

iterations are required for larger values of Ncont. For the model problems in this chapter

no information is lost by increasing Ncont from 5 to 100. This discussion is further

developed in the next chapter, where different types of problems are analyzed, and the

effect of varying Ncont is assessed.
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3.4 Summary

(a) J(u) =
∫ 10

0

u1 dt (b) J(u) =
∫ 10

0

u2 dt

Figure 3.5: Linear IVP. A posteriori model reduction with initial-value approximation is
robust to changes in Ncont parameter. As in Figures 3.1 and 3.3, the black lines represent
the time intervals that are included in the reduced model. In each panel, the top line
represents u1, and the bottom line represents u2. Apart from Ncont, all other parameter
values are the same as in Figures 3.1 and 3.3.
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3.4 Summary

(a) J(u) =
∫ 5

0

u1 dt (b) J(u) =
∫ 5

0

u2 dt

Figure 3.6: Michaelis-Menten equations. A posteriori model reduction with initial-value
approximation is robust to changes in Ncont parameter. As in Figures 3.2 and 3.4, the
black lines represent the time intervals that are included in the reduced model. In each
panel, the top line represents u1, and the bottom line represents u2. Apart from Ncont, all
other parameter values are the same as in Figures 3.2 and 3.4.
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3.4 Summary

(a) J(u) =
∫ 10

0

u1 dt (b) J(u) =
∫ 10

0

u2 dt

Figure 3.7: Linear IVP. A posteriori model reduction with quasi-steady state approx-
imation is robust to changes in Ncont parameter. As in Figures 3.1 and 3.3, the black
lines represent the time intervals that are included in the reduced model. In each panel,
the top line represents u1, and the bottom line represents u2. Apart from Ncont, all other
parameter values are the same as in Figures 3.1 and 3.3.
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3.4 Summary

(a) J(u) =
∫ 5

0

u1 dt (b) J(u) =
∫ 5

0

u2 dt

Figure 3.8: Michaelis-Menten equations. A posteriori model reduction with quasi-steady
state approximation is robust to changes in Ncont parameter. As in Figures 3.2 and 3.4,
the black lines represent the time intervals that are included in the reduced model. In each
panel, the top line represents u1, and the bottom line represents u2. Apart from Ncont, all
other parameter values are the same as in Figures 3.2 and 3.4.
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4

Boundary-Value Differential

Equations

In the literature review (Chapter 2) we discussed the most widely used methods for

model analysis in systems biology, and evaluated whether these methods are suitable for

answering the question “Which terms in the model equations have the greatest effect

on a model output of interest?” We concluded that existing methods for answering

this question, such as perturbation methods, require specialist mathematical skill to

apply. Furthermore application of these methods becomes more difficult as the number

of components and different types of term in the model increases. A further limitation

of many existing methods is that they only give information about whether terms are

negligible over the whole computational domain, and are unable to say, for example,

whether a term is negligible over a given time interval in the domain. In contrast, the

a posteriori model reduction methodology requires no more mathematical skill than is

required to solve the model equations numerically. It can be applied to models with

arbitrary number of components, and, as we will see below, equations with a wide range

of different types of terms. And, it is more powerful than perturbation methods in that

it automatically gives insight into the structure and behaviour of all model components

in all regions of the computational domain.

In the previous chapter we applied a posteriori model reduction to systems of initial

value ODEs. We reproduced the error bound derivation from [75], showing how the

error in a user-defined quantity of interest can be expressed as the inner product of

a residual with an adjoint solution. We also developed a novel variant of a posteriori
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4.1 The finite element method for reaction-diffusion equations

model reduction for automatically determining regions of the problem domain where a

quasi-steady state approximation is suitable, given a user-defined quantity of interest.

Both forms of the method were applied to two initial-value problems, and the results

showed that the reduced model generated by the algorithm depends on the quantity of

interest and on whether the initial-value or quasi-steady state approximation is applied

in the reduced model.

In this chapter we consider Boundary-Value Problems (BVPs), with one depen-

dent variable. The dependent variable can be thought of as space for the problems

considered here. A similar methodology to that used in the previous chapter is used

to express the error in a user-defined quantity of interest as the product of a residual

with an adjoint solution. We start by considering a linear reaction-diffusion equation.

For this problem we consider two types of approximation, which we call the diffusion

approximation and the reaction approximation, based on whether the diffusion or the

reaction term remains in the reduced model in regions of the domain where the orig-

inal differential operator is not applied. As in the previous chapter the error bound

derivation is different for different types of approximation. We then move on to con-

sider general nonlinear reaction-diffusion equations, with the nonlinearity being either

in the diffusion term or the reaction term, or in both terms. Equations of this type can

be used to model gradient-dependent advection, for example in chemotaxis [27], and

also viscosity, an effect considered in many fluid mechanics models. The error bound is

then applied to reduce a single-component nonlinear reaction-diffusion equation and a

coupled nonlinear reaction-diffusion equation that has been used to model chemotaxis.

Finally we assess the robustness of the results to the algorithm parameter Ncont

(the number of elements included in the reduced model on each step of the iteration).

We show that there are minor differences in the output of the algorithm when Ncont is

varied. This means that increasing the efficiency of the algorithm by increasing Ncont

causes a minor reduction in the information gained by applying the method.

4.1 The finite element method for reaction-diffusion equa-

tions

The method developed in this thesis requires the equations for the primal, reduced

primal and adjoint problems to be solved. In special cases, one or more of these

equations may have an analytic solution. However, many of the problems we consider
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4.1 The finite element method for reaction-diffusion equations

are nonlinear, and do not have a known analytic solution. We therefore require accurate

numerical approximations for these problems. A posteriori model reduction does not

require a particular numerical method to be used. We choose to use the finite element

method, [62], because it is a general methodology that applies to all problems considered

in this thesis, and in its simplest form it is relatively easy to implement. Computational

efficiency is not a major consideration for the problems analyzed in this thesis. If it was

a major consideration, other numerical methods may be more appropriate, depending

on the problem.

The Finite Element Method gives an approximate solution of a differential equa-

tion as the solution of a system of algebraic equations. To illustrate how the system

of algebraic equations is derived we work through the method for a simple example.

Suppose we would like to find u such that,

−∇2u+ c(x)u = f(x),

for x ∈ Ω, where c(x), f(x) ∈ L2(Ω). We apply the boundary conditions u(x) = 0 for

x ∈ ∂Ω. The weak formulation of the problem is to find u ∈ H1
0 (Ω) such that,

∫
Ω
∇u∇v dx+

∫
Ω
c(x)u v dx =

∫
Ω
f(x) v dx,

for all v ∈ H1
0 (Ω), where H1

0 (Ω) denotes the space of functions that are zero on the

boundary of the domain, ∂Ω, and whose first derivatives are in L2(Ω).

The weak formulation is useful for proving that a unique solution exists, in this

case by the Lax-Milgram theorem [70]. However the weak formulation is not directly

useful for computing a solution because H1
0 (Ω) is an infinite-dimensional space. The

finite element method approximates the weak formulation by restricting u and v to a

finite-dimensional subspace of H1
0 (Ω), termed Vh. The finite element method is to find

uh ∈ Vh such that,

∫
Ω
∇uh∇v dx+

∫
Ω
c(x)uh v dx =

∫
Ω
f(x) v dx,

for all v ∈ Vh. In this chapter we consider problems on a 1-D domain, that is partitioned

by a = x0 < x1 < . . . < xn = b, where xi = xi−1 + h, h = (b − a)/n, and n is a freely

chosen integer. We choose the basis functions of our finite element space to be,
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4.2 Linear reaction-diffusion equation

φk(x) =
{

1− |x−xk|
h if x ∈ [xk−1, xk+1],

0 otherwise,

for k = 1, . . . , n−1. These basis functions are generally termed piecewise linear, or hat

functions, and through the finite element method are used to construct a piecewise lin-

ear approximation to the solution of the original differential equation. If the boundary

conditions were not zero Dirichlet, then we would also need an extra basis function at

each boundary of the domain.

The finite element method then becomes, find U1, . . . , UN such that

N∑
j=1

∫
Ω
∇Ujφj ∇φi dx+

N∑
j=1

∫
Ω
c(x)Ujφj φi dx =

∫
Ω
f(x)φi dx,

for i = 1, . . . , N . This is a system of N equations for N unknowns. In this case the

system is linear and the error of interpolation into Vh from H1
0 (Ω) is O(h2), [38]. For

nonlinear differential equations the system is nonlinear, and we have evaluated accuracy

in a heuristic manner by evaluating and inspecting the finite element solution for several

different values of h.

More details on the finite element method can be found in a number of standard

textbooks, for example [13, 62]. A reference with good practical advice on implementing

the finite element method for nonlinear problems is [63].

When implementing the Finite Element Method (FEM) within the a posteriori

model reduction algorithm we recommend looping over elements in the domain when

calculating the finite element integrals. In any case this is advisable for complex prob-

lems, but in the context of a posteriori model reduction an additional advantage is

gained because looping over elements in the domain makes it straightforward to ap-

ply one differential operator to a user-defined set of elements and another differential

operator to the other elements.

4.2 Linear reaction-diffusion equation

4.2.1 Derivation of error bound for diffusion approximation

We begin by deriving an a posteriori error bound for a linear elliptic ODE BVP. The

error bound forms the basis for a method to iteratively generate a reduced model. As

in the previous chapter we are interested in accurately computing some quantity of
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4.2 Linear reaction-diffusion equation

Figure 4.1: Solution to −εu′′ +
u = 1, u(0) = u(1) = 0, with ε =
10−3.

interest of the model solution. It will be seen below that the results of the a posteriori

method depend heavily on the quantity of interest chosen.

The derivation is a modification of the error-bound derivation for initial-value ODEs,

found in [75] and presented in Chapter 3. Deriving an error bound for the BVP requires

modification of the adjoint problem and modification of the analysis underpinning the

calculation of |J(u)− J(U)|.
Here we define an example primal problem to be

−εu′′ + u = 1, (4.1)

with u defined on the interval [0, 1] and 0 < ε� 1. We apply the boundary conditions,

u(0) = u(1) = 0. This problem has the feature that the solution changes rapidly near

x = 0 and x = 1, but is relatively flat in other regions of the domain – see Figure 4.1.

The analysis below can be extended to general BVPs, but for clarity and ease we delay

consideration of more general cases to later sections.

We are interested in some functional of the solution, which we denote by J(u). By

the Riesz representation theorem the functional can be written as J(v) = 〈v, g〉 where

v, g ∈ L2([0, 1]), see for example [65]. The primal problem is self-adjoint. An adjoint

problem is therefore,

−εφ′′ + φ = g, (4.2)

with φ defined on the interval [0, 1]. We apply the boundary conditions, φ(0) = 0,

φ(1) = 0.

Suppose that U is an approximation of u. If |J(u)−J(U)| is small, then U is a good

approximation to u, at least for the purpose of calculating the quantity of interest. We
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4.2 Linear reaction-diffusion equation

require U to satisfy the following conditions, which are required for deriving the error

bound below:

1. U(x) and U ′(x) are continuous for 0 < x < 1;

2. U(x) satisfies the boundary conditions of the primal problem, i.e., U(0) = U(1) =

0.

Now we use the solution of the adjoint problem to derive a bound on the error in

J(·) introduced by approximating u by U .

J(u)− J(U) =
∫ 1

0
(u− U) g dx

=
∫ 1

0
(u− U)(−εφ′′ + φ) dx

= −
∫ 1

0
(u′ − U ′)(−εφ′) + (u− U)φ dx+

[
(u− U)(−εφ′)

]1
0
,

using integration by parts. This uses the assumptions that u, U , φ′ are continuous

on 0 < x < 1. These assumptions follow directly from the definitions above. The

boundary term is zero as u− U = 0 at x = 0 and x = 1. We now apply integration by

parts again to obtain,

J(u)− J(U) =
∫ 1

0
(u′′ − U ′′)(−εφ) + (u− U)φ dx−

[
(u′ − U ′)(−εφ)

]1
0

=
∫ 1

0
(1 + εU ′′ − U)φ dx. (4.3)

This uses the assumptions that u′, U ′, φ are continuous on 0 < x < 1. Again these

assumptions follow directly from the definitions above. All terms involving u disappear

by definition of the primal problem, (4.1). The boundary term is zero as φ = 0 at x = 0

and x = 1.

Therefore we may write our error bound as,

|J(u)− J(U)| ≤
N∑
j=1

∫ xj

xj−1

|1 + εU ′′ − U ||φ| dx, (4.4)

where a = x0 < x1 . . . < xN = b is a subdivision of the computational domain.

The reason for splitting up the integral into a sum of smaller integrals is so that

we can identify the relative contribution of each (xj−1, xj) interval to |J(u) − J(U)|.
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Equation (4.4) is convenient because it expresses |J(u) − J(U)| as a sum of easily

computable local errors. This is useful for determining the region of the domain where

an accurate representation of the original model is required to accurately calculate the

quantity of interest.

4.2.2 Application to a model problem

The algorithm we now present generates a reduced model of the form

−εU ′′ + U = 1 for x ∈ S

−εU ′′ = 0 otherwise, (4.5)

where S is a union of one or more intervals in the x-domain that is determined by the

algorithm, and U is defined on the interval [0, 1]. We apply the boundary conditions

U(0) = U(1) = 0. To fully determine the problem we require that U(x) is continuously

differentiable on the interval [0, 1]. Requiring U(x) to be continuously differentiable

means that the error bound in equation (4.4) can be applied. One way of describing

the reduced model is to say that the reaction and diffusion terms are present in the

region S, whereas only the diffusion term is present otherwise.

For the results below we choose the quantity of interest firstly to be,

J(u) =
∫ 1

0
u dx,

which may be interpreted as the average of u over [0, 1]. Then we consider,

J(u) = u(0.5) =
∫ 1

0
u δ(x− 0.5) dx,

where δ(·) is the Dirac delta function. The Dirac delta function can be thought of as

the limit of a zero-centred normal distribution as the standard deviation tends to zero.

The algorithm is then defined as follows:

Initialization: Set S = ∅, so that, in this case, −εU ′′ = 0 for all x. Compute φ using

equation (4.2).

Iteration:

1. Compute err(1:N) where

err(j) =
∫ xj

xj−1

|1 + εU ′′ − U ||φ| dx. (4.6)
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2. Identify the largest Ncont elements of err, and add the corresponding space in-

tervals to S.

3. Re-compute U .

Termination: Stop when

|J(u)− J(U)| < TOL.

As in the previous chapter, the inputs to the algorithm are as follows: Ncont, the

number of x-intervals added to S on each iteration of the algorithm; TOL, the desired

accuracy in the quantity of interest; and, g, the weighting function in the quantity of

interest.

The finite element method with linear basis functions was used to solve both the

primal and adjoint problems. The reduced models generated by the algorithm are

shown in Figure 4.2. As expected, when J(u) = u(0.5), the reaction term is present in

a smaller region of the reduced model than when J(u) =
∫ 1

0
u dx.

4.2.3 Derivation of error bound for reaction approximation

In the previous section the problem of interest was a linear reaction-diffusion equation.

The form of reduced model was the diffusion approximation: for x /∈ S a linear diffusion

equation was solved, and for x ∈ S the original reaction-diffusion equation was solved.

More precisely, the problem of interest was of the form Lu = 0, where L = Ldiffusion +

Lreaction, and the form of the reduced model was as follows: solve Ldiffusionu = 0 for

x /∈ S, and solve (Ldiffusion + Lreaction)u = 0 for x ∈ S.

In this section we adapt the method developed in the previous section so that a

reaction approximation can be applied. The new algorithm will construct a reduced

model such that for x /∈ S an algebraic reaction equation is solved, and for x ∈ S the

original reaction-diffusion equation is solved. More precisely, this can be written as

follows: solve Lreactionu = 0 for x /∈ S, and solve (Ldiffusion + Lreaction)u = 0 for x ∈ S.

As in the previous section we are interested in some user-defined functional of the

solution, and the region S is determined by the algorithm so that the user-defined

functional can be accurately computed from U .

The simplest approach for applying the reaction approximation would be to use the

method as presented in the previous section, replacing the diffusion approximation with

the reaction approximation. The algorithm would then start by solving the algebraic
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Figure 4.2: Diffusion approximation for linear reaction-diffusion model problem. Different
quantities of interest result in different reduced models. Left panels: solid blue line is the
finite element solution to −εu′′ + u = 1 with 200 elements, dashed red line is solution
to the reduced model, equation (4.5), and the black lines above the curves represent the
space intervals where the reaction term is included in the reduced model. Here ε = 10−3,
Ncont = 1 and TOL = 10−3. Right panels: |J(u)− J(U)|, as a function of the fraction of
the domain included in the reduced model.
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reaction equation over the whole domain, and iteratively include the diffusion term

where it is needed. However this approach will fail if the residual function from the

previous section is used, for analogous reasons to those discussed in section 3.2. The

reaction approximation solution satisfies the original problem (without the boundary

conditions), hence the residual of the reaction approximation is zero everywhere.

We therefore take a similar approach to section 3.2. The adjoint problem is re-

formulated, so that the error is expressed as the product of a ‘pseudo-adjoint’ solution

with a residual which is a function of u, plus some extra terms that arise from dis-

continuities in the first derivatives of the reduced primal and adjoint problems. The

error is used in an algorithm for model reduction which is applied to the same linear

reaction-diffusion equation that was analyzed in the previous section. Regions of the

domain where the reaction approximation results in a relatively small change in J(·)
are automatically identified.

As in the previous chapter, when integration by parts is applied to the re-formulated

adjoint problem, not all of the boundary terms disappear. Therefore the re-formulated

adjoint problem does not satisfy the definition of the adjoint given in Chapter 3. It is

more accurate to say that the re-formulated adjoint problem is approximately adjoint.

However we still refer to it as the adjoint problem.

As before, the primal problem is the following linear reaction-diffusion equation,

−εu′′ + u = 1, (4.7)

with u defined on the interval [0, 1], 0 < ε� 1, and boundary conditions u(0) = u(1) =

0.

In contrast to the method presented in the previous section, we have to define the

form of the reduced primal problem in order to derive the error bound. Therefore we

define the reduced primal problem to be,

−εχ(x)U ′′ + U = 1, (4.8)

where

χ(x) =
{

1 for x ∈ S
0 otherwise,
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where S is a union of one or more intervals in the x-domain, to be determined by the

algorithm. This form of reduced model corresponds to solving U = 1 for x /∈ S, and the

original reaction diffusion equation for x ∈ S. As in section 3.2, we must take account

of χ when setting the boundary conditions of the reduced primal problem:

U(0) =
{

0 if 0 ∈ S
1 otherwise,

U(1) =
{

0 if 1 ∈ S
1 otherwise.

We now re-define the adjoint problem. As in section 3.2, this adjoint problem is

adjoint to the reduced model. The new adjoint problem is to find φ satisfying,

−εχ(x)φ′′ + φ = g, (4.9)

with φ defined on the interval [0, 1]. The boundary conditions are set in a similar way

to the boundary conditions of the reduced model:

φ(0) =
{

0 if 0 ∈ S
g(0) otherwise,

φ(1) =
{

0 if 1 ∈ S
g(1) otherwise.

Now we use the solution of the adjoint problem to derive a bound on the error in

J(·) introduced by approximating u by U .

J(u)− J(U) =
∫ 1

0
(u− U)g dx

=
∫ 1

0
(u− U)(−εχφ′′ + φ) dx

= −
∫ 1

0
(u′ − U ′)(−εχφ′) + (u− U)φ dx+

[
(u− U)(−εχφ′)

]1
0

+
M∑
j=1

[
(u− U)(−εχφ′)

]x+
j

x−j
, (4.10)

using integration by parts. The boundary term [(u− U)(−εχφ′)]
x+

j

x−j
is the jump in

(u(xj)−U(xj))(−εχ(xj)φ′(xj)) at the points, {xj} where χ(xj) and φ′(xj) are discon-

tinuous. The notation x+
j denotes the limit as x tends to xj from above, and x−j denotes

the limit as x tends to xj from below. These discontinuities arise on the boundary of

S, where there is a transition from solving the 2nd order BVP to solving the algebraic

reaction term. The boundary terms at x = 0 and x = 1 disappear because either
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u(0) − U(0) = 0, or χ(0) = 0 at x = 0, and either u(1) − U(1) = 0, or χ(1) = 0 at

x = 1. Now we apply integration by parts again to obtain,

J(u)− J(U) =
∫ 1

0
(u′′ − U ′′)(−εχφ) + (u− U)φ dx+

[
(u′ − U ′)(−εχφ)

]1
0

+
M∑
j=1

[
(u− U)(−εχφ′)

]x+
j

x−j
+

M∑
j=1

[
(u′ − U ′)(−εχφ)

]x+
j

x−j

=
∫ 1

0
(−εχu′′ + u− 1)φ dx+

M∑
j=1

[
(u− U)(−εχφ′)

]x+
j

x−j

+
M∑
j=1

[
(u′ − U ′)(−εχφ)

]x+
j

x−j
. (4.11)

Again, a jump term arises on the boundary of S. The boundary terms at x = 0 and

x = 1 disappear because either φ(0) = 0, or χ(0) = 0 at x = 0, and either φ(1) = 0,

or χ(1) = 0 at x = 1. The integral terms involving U disappear by definition of the

reduced primal problem, (4.8).

We may therefore write our error bound as,

|J(u)− J(U)| ≤
M∑
j=1

∫ xj

xj−1

∣∣−εχu′′ + u− 1
∣∣ |φ| dx+

[
(u− U)(−εχφ′)

]x+
j

x−j

+
[
(u′ − U ′)(−εχφ)

]x+
j

x−j
, (4.12)

where a = x0 < x1 . . . < xN = b is a subdivision of the computational domain.

From the error bound it is clear that for v = g, 〈L(u−U), v〉 6= 〈u−U,L∗v〉 because

of the interior boundary terms. Hence L∗ does not satisfy the definition of the adjoint

operator, equation (3.3). We could make the boundary conditions disappear by setting,

u(x−j )− U(x−j ) = 0, φ(x−j ) = 0, if χ(x−j ) = 1,

u(x+
j )− U(x+

j ) = 0, φ(x+
j ) = 0, if χ(x+

j ) = 1, (4.13)

for j from 1 to M . This would ensure that both (u− U)(−εχφ′) and (u′ − U ′)(−εχφ)

would be zero at x−j and x+
j for each boundary term. However, as in the previous

chapter, applying these conditions would be against the philosophy of the method

because the solution of the reduced model should depend only on the terms in the

reduced model, not on terms that have been removed. It is therefore undesirable to

make the boundary terms disappear.
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4.2.4 Application to model problem

We now define the algorithm for generating reduced models with the reaction approx-

imation. The algorithm has a similar structure to the diffusion approximation. The

differences are that the adjoint solution is now obtained using equation (4.9), the ex-

pression for the residual is different, and the reduced model is now the solution to the

algebraic reaction equation.

The reaction approximation algorithm is then defined as follows:

Initialization: Set S = ∅, so that, in this case, U = 1 for all x. Compute φ using

equation (4.9).

Iteration:

1. Compute err(1:N) where

err(j) =
∫ xj

xj−1

∣∣−εχu′′ + u− 1
∣∣ |φ| dx+

[
(u− U)(−εχφ′)

]x+
j

x−j

+
[
(u′ − U ′)(−εχφ)

]x+
j

x−j
. (4.14)

2. Identify the largest Ncont elements of err, and add the corresponding space in-

tervals to S.

3. Re-compute U , φ.

Termination: Stop when

|J(u)− J(U)| < TOL.

The algorithm was implemented for the same quantities of interest as in the previous

section, J(u) =
∫ 1

0
u dx, and J(u) = u(0.5) =

∫ 1

0
u ·δ(x−0.5) dx. The reduced models

generated by the algorithm are shown in Figure 4.3. From looking at the solution to

the original equation it is clear that U = 1 is a good approximation away from the

boundary. The output of the algorithm confirms this: when J(u) =
∫ 1

0
u dx and

TOL = 10−3 the resulting reduced model is the original reaction-diffusion equation

near the boundary, and the reaction approximation away the from the boundary. When

J(u) = u(0.5) =
∫ 1

0
u · δ(x− 0.5) dx and TOL = 10−3 the resulting reduced model is

U = 1 everywhere since u(0.5)− 1 < 10−3.
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Figure 4.3: Reaction approximation for linear reaction-diffusion model problem. Different
quantities of interest result in different reduced models. Left panels: solid blue line is the
finite element solution to −εu′′ + u = 1 with 200 elements, dashed red line is solution
to the reduced model, equation (4.8), and the black lines above the curves represent the
space intervals where the diffusion term is included in the reduced model. Here ε = 10−3,
Ncont = 1 and TOL = 10−3. Right panels: |J(u)− J(U)|, as a function of the fraction of
the domain included in the reduced model.
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4.3 Nonlinear reaction-diffusion equations

4.3.1 Derivation of error bound

In the previous sections we analysed a second-order linear differential equation. We

saw that integration by parts could be used to derive an error bound for a user-defined

quantity of interest. The error bound was expressed as the product of a residual with

the solution to an adjoint problem. In this section, we derive an error bound in a

more general setting – for coupled nonlinear systems of BVP ODEs. We will see that

a combination of linearisation and integration by parts can be used to derive a similar

error bound to the one derived in section 4.2.1.

Let the general form of the primal problem be defined as,

d
dx

(
h(u, x)

du
dx

)
+ f(u, x) = 0, for a < x < b, (4.15)

where h(u, x) is a general N×N matrix. We apply the boundary conditions u(a) = ua

and h(u, x)
du
dx

(b) = nb, where nb is a vector. Choosing one Neumann and one Dirich-

let boundary condition illustrates the minor differences in the analysis between Dirich-

let and Neumann boundary conditions. Using the methodology presented here it is

straight-forward to modify the error bound for a problem with two Dirichlet conditions

or two Neumann conditions.

Define a quantity of interest,

J(u) =
∫ b

a
u · g dx.

Suppose that we have a solution to a reduced primal problem, U(x). We require

that:

1. U(x) and h(u, x)
dU(x)

dx
are continuous for 0 < x < 1;

2. U(x) satisfies the boundary conditions of the primal problem, i.e., U(a) = u(a)

and h(U , x)
dU
dx

(b) = h(u, x)
du
dx

(b).

Then the adjoint problem is,

d
dx

(
A

dφ
dx

)
−A′dφ

dx
+ Fφ = g, (4.16)
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where the matrices A, A′, and F have entries given by,

Aij(x) =
∫ 1

0

hji(α(s, x)) ds

A′ij(x) =
∫ 1

0

N∑
k=1

∂hjk
∂ui

(α(s, x))
∂αk
∂x

ds

Fij(x) =
∫ 1

0

∂fj
∂ui

(α(s, x)) ds,

where α(s, x) = su(x) + (1 − s)U(x). We apply the boundary conditions φ(a) =

0,
dφ
dx

(b) = 0.

We now derive the following property for the coefficients A(x) and A′(x) which will

be needed when deriving the a posteriori error bound below,

N∑
i=1

Aij(x)
(

dui
dx
− dUi

dx

)
+

N∑
i=1

A′ij(x)(ui − Ui)

=
N∑
i=1

(∫ 1

0

hji(α(s, x))
∂2αi
∂x∂s

ds+
∫ 1

0

N∑
k=1

∂hjk
∂ui

(α(s, x))
∂αk
∂x

∂αi
∂s

ds

)

=
∫ 1

0

N∑
k=1

hjk
∂2αk
∂x∂s

+
N∑
k=1

N∑
i=1

∂hjk
∂αi

∂αi
∂s

∂αk
∂x

ds

=
∫ 1

0

∂

∂s

(
N∑
k=1

hjk
∂αk
∂x

)
ds

=
N∑
k=1

hjk(u)
duk
dx
−

N∑
k=1

hjk(U)
dUk
dx

. (4.17)

The following property holds for the coefficient F (x),

N∑
i=1

Fij(x)(ui(x)− Ui(x)) =
N∑
i=1

∫ 1

0

∂fj
∂ui

(α(s, x))(ui − Ui) ds

=
N∑
i=1

∫ 1

0

∂fj
∂αi

∂αi
∂s

ds

=
∫ 1

0

dfj
ds

ds.

= fj(u, x)− fj(U , x). (4.18)
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Now we can express the error in the quantity of interest introduced by the approx-

imation U to u as,

J(u)− J(U) =
∫ b

a
(u−U) · g dx

=
∫ b

a
(u−U) ·

(
d

dx

(
A

dφ
dx

)
−A′dφ

dx

)
+
∫ b

a
(u−U) · Fφ dx

= I + II.

We first analyze term I,

I =
∫ b

a

N∑
i=1

(ui − Ui) ·

 d
dx

 N∑
j=1

Aij(x)
dφj
dx

− N∑
j=1

A′ij(x)
dφj
dx

 dx

= −
∫ b

a

N∑
i=1

(
dui
dx
− dUi

dx

)
·

 N∑
j=1

Aij(x)
dφj
dx

+
N∑
i=1

(ui − Ui) ·

 N∑
j=1

A′ij(x)
dφj
dx

 dx

+
N∑
i=1

[
(ui − Ui) ·

 N∑
j=1

Aij(x)
dφj
dx

]b
a

,

using integration by parts. This uses the assumptions that u, U , and dφ/dx are

continuous. These assumptions follow from the primal and adjoint problem definitions

above. Since U(a) = u(a) and
dφ
dx

(b) = 0, the boundary term disappears. Therefore,

I = −
∫ b

a

N∑
i=1

(
dui
dx
− dUi

dx

)
·

 N∑
j=1

Aij(x)
dφj
dx

+
N∑
i=1

(ui − Ui) ·

 N∑
j=1

A′ij(x)
dφj
dx

 dx

= −
∫ b

a

N∑
j=1

(
N∑
i=1

Aij(x)
(

dui
dx
− dUi

dx

)
+

N∑
i=1

A′ij(x)(ui − Ui)

)
· dφj

dx
dx

= −
∫ b

a

N∑
j=1

(
N∑
k=1

hjk(u)
∂uk
∂x
− hjk(U)

∂Uk
∂x

)
· dφj

dx
dx [by (4.17)]

=
∫ b

a

N∑
j=1

(
d

dx

(
N∑
k=1

hjk(u)
duk
dx

)
− d

dx

(
N∑
k=1

hjk(U)
dUk
dx

))
· φj dx

−
N∑
j=1

[( N∑
k=1

hjk(u)
duk
dx
−

N∑
k=1

hjk(U)
dUk
dx

)
· φj
]b
a

, (4.19)

using integration by parts again. This uses the assumptions that du/dx, dU/dx, and

φ are continuous. These assumptions follow from the primal and adjoint problem
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definitions above. In this case the boundary term disappears because φ(a) = 0 and

h(U , x)
dU
dx

(b) = h(u, x)
du
dx

(b). For term II we have,

II =
∫ b

a

N∑
i=1

(ui − Ui) ·

 N∑
j=1

Fij(x)φj

 dx

=
∫ b

a

N∑
j=1

(
N∑
i=1

Fij(x)(ui − Ui)

)
φj dx

=
∫ b

a

N∑
j=1

(fj(u)− fj(U))φj dx [by (4.18)]

When we calculate (I + II), all terms involving u disappear by definition of the

primal problem (4.15). We may therefore write our error bound as,

|J(u)− J(U)| ≤
N∑
i=1

M∑
j=1

∫ xj

xj−1

∣∣∣∣ d
dx

(
N∑
k=1

hik(U)
dUk
dx

)
+ fi(U)

∣∣∣∣ · ∣∣∣∣φi∣∣∣∣ dx, (4.20)

where x0 = a < x1 . . . < xM = b is a subdivision of the computational domain.

4.3.2 Application to a single-component model problem

The derivation above applies to a wide class of second-order differential equations. The

novel feature of the derivation is that it allows for the nonlinear terms to be a function

of the solution and the solution derivatives, whereas in the derivation for nonlinear

initial-value ODEs (see Chapter 3, and [75]), the nonlinear terms were a function of

the solution only. We therefore apply the derivation to obtain a reduced model for a

single-component model problem that contains a term that is a nonlinear function of

the solution and the solution derivatives. The model problem is defined by,

−ε d
dx

(
u

du
dx

)
− u2 + 1 = 0, for 0 < x < 1, (4.21)

with 0 < ε � 1, and boundary conditions u(0) = u(1) = 0. Similarly to the linear

model problem, this problem has the feature that the solution changes rapidly near

x = 0 and x = 1, but is relatively flat in other regions of the domain – Figure 4.4. For

the results below the same quantities of interest as for the previous model problem are

used (i.e., the average and a point-value of the solution).
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We choose the following form for the reduced primal problem,

−ε d
dx

(
U

dU
dx

)
− U2 + 1 = 0 for x ∈ S

−εd2U

dx2
= 0 otherwise, (4.22)

where S is a union of one or more intervals in the x-domain to be determined by

the algorithm; U is defined on the interval [0, 1], and the boundary conditions are

U(0) = U(1) = 0. To fully determine the problem we require that U(x) is continuously

differentiable on the interval [0, 1]. Requiring U(x) to be continuously differentiable

means that the error bound from equation (4.20) can be applied. In the reduced

model, the reaction and diffusion terms are present in the region S, whereas only the

diffusion term is present otherwise, as in section 4.2.1.

The algorithm is then defined as follows:

Initialization: Set S = ∅, so that, in this case, −εd2U

dx2
= 0 for all x. Compute φ using

equation (4.16).

Iteration:

1. Compute err(1:N) where

err(j) =
∫ xj

xj−1

∣∣∣∣− ε d
dx

(
U

dU
dx

)
− U2 + 1

∣∣∣∣|φ| dx. (4.23)

2. Identify the largest Ncont elements of err, and add the corresponding space in-

tervals to S.

3. Re-compute U and φ.

Termination: Stop when

|J(u)− J(U)| < TOL.

The algorithm was implemented in Matlab using the Finite Element Method with

linear basis functions. Again, the algorithm successfully generates reduced models –

Figure 4.4. As in section 4.2.1, it is shown that when the quantity of interest is u(0.5),

the reaction term in the equation needs to be present in a smaller region of the domain

than when the quantity of interest is
∫ 1

0
u dx.
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Figure 4.4: Diffusion approximation for nonlinear reaction-diffusion model problem. Dif-
ferent quantities of interest result in different reduced models. Left panels: solid blue line
is the finite element solution to (4.21) with 200 elements, dashed red line is solution to
the reduced model, equation (4.22), and the black lines above the curves represent the
space intervals where the reaction term is included in the reduced model. Here ε = 0.001,
Ncont = 5 and TOL = 0.01. Right panels: |J(u) − J(U)|, as a function of the fraction of
intervals included in the reduced model divided by total number of intervals in domain.
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4.3.3 Application to a multi-component model of chemotaxis

The derivation presented in section 4.3.1 was for coupled systems of nonlinear differen-

tial equations. We have thus far applied the derivation to analyze a single-component

nonlinear reaction-diffusion equation. In this section, we therefore apply the derivation

to a two-component system of nonlinear reaction-diffusion equations. The equations

come from the chemotaxis literature, [27], and are defined as follows,

d
dx

((
D −χu
0 1

)
du
dx

)
+

(
0

u

1 + ψu
− v

)
= 0, (4.24)

with u = (u, v) defined on the interval [0, 1], χ � D > 0, and ψ > 0. For the results

below we specify the boundary conditions u(0) = 10, u(1) = 0, v(0) = 1, v(1) = 0.

In this model, u represents cell density, and v represents the concentration of a chem-

ical signal. In the first equation, the term
d

dx

(
D

du
dx

)
represents undirected diffusive

cell migration, and
d

dx

(
−χudv

dx

)
represents advective cell migration dependent on the

gradient of the chemical signal. In the second equation, the term
d

dx

(
dv
dx

)
represents

diffusion of the chemical signal, and
u

1 + ψu
−v represents production and degradation

of the chemical signal. Numerous different representations of the chemical signal reac-

tion term have been suggested [27]. The representation chosen here, saturating signal

production, was chosen because it is nonlinear but still relatively simple, and has been

used in a number of studies, for example [46, 51].

For the parameters and boundary conditions chosen above, the advective cell mi-

gration term produces high cell density near the x = 0 boundary, and low cell density

over the rest of the domain. The chemical signal concentration equation is dominated

by the diffusion term, and so the concentration solution is approximately a straight line

between v(0) = 1 and v(1) = 0, see Figure 4.5.

As for previous problems we chose the quantities of interest to be averages and point-

values of the solution. For this problem there are two components, so we consider four

different quantities of interest - the average of each component in the model, and the

point-value at x = 0.5 of each component in the model.

For the initial reduced model we choose to neglect the advective cell migration

term and the reaction term for chemical signal production and degradation. This
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leaves a term for diffusive cell migration in the first equation and a term for diffusion

of the chemical signal in the second equation. In order to define the reduced model

mathematically we introduce the linear diffusion tensor,

d =

(
d1

d2

)
=

(
D 0
0 1

)
,

where d1 and d2 are vectors representing the first and second rows of the matrix d.

Similarly, h1 and h2 are vectors representing the first and second rows of the matrix h.

The reduced model is then defined as follows,

d
dx

(
ĥ(U , x)

dU
dx

)
+ f̂(U , x) = 0, for a < x < b, (4.25)

where,

f̂i(U , x) =
{
fi(U , x) for x ∈ Si,
0 otherwise,

and,

ĥi(U , x) =
{
hi(U , x) for x ∈ Si,
di otherwise,

where Si is a union of one or more intervals in the x-domain to be determined by

the algorithm, U = (U1, U2) is defined on the interval [0, 1], and we specify boundary

conditions U(0) = u(0), U(1) = u(1). To fully determine the problem we require

that U(x) is continuously differentiable on the interval [0, 1]. Requiring U(x) to be

continuously differentiable means that the error bound from equation (4.20) can be

applied.

The algorithm is then defined as follows:

Initialization: Set S = ∅, so that, in this case, D
d2U1

dx2
= 0,

d2U2

dx2
= 0 for all x.

Compute φ using equation (4.16).

Iteration:

1. Compute err(1:2,1:M) where

err(i, j) =
∫ xj

xj−1

∣∣∣∣ d
dx

(
N∑
k=1

aik(U)
dUk
dx

)
+ fi(U)

∣∣∣∣ · ∣∣∣∣φj∣∣∣∣dx. (4.26)
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4.4 Robustness of a posteriori model reduction to the Ncont parameter

2. Identify the largest Ncont elements of err, and add the corresponding space in-

tervals to S.

3. Re-compute U and φ.

Termination: Stop when

|J(u)− J(U)| < TOL.

The reduced models generated by the algorithm are shown in Figures 4.5 and 4.6.

The results show that for J(u) =
∫ 1

0
u1 dx, J(u) =

∫ 1

0
u2 dx, and J(u) =

∫ 1

0
u2 δ(x−

0.5) dx the reduced model is almost identical to the original model, i.e., the original

differential equation is solved on almost the entire domain. If there does exist a larger

fraction of the domain where the reduced model is a good approximation, then the

algorithm is unable to identify it. For J(u) =
∫ 1

0
u1 δ(x − 0.5) dx, the advective cell

migration term can be neglected for 0 < x < 0.25, because an accurate solution for u1

is not required in this region to accurately compute the quantity of interest.

4.4 Robustness of a posteriori model reduction to the

Ncont parameter

As in the previous chapter, the robustness of a posteriori model reduction to the al-

gorithm parameter Ncont was tested by comparing the regions of the domain identified

by the algorithm for a range of Ncont values. For the linear BVP, the results are rel-

atively robust to Ncont – Figure 4.7. In the case of the diffusion approximation there

are differences because on the first iteration a region in the middle of the domain is

identified, and on subsequent iterations regions near the boundary of the domain are

identified, for all values of Ncont. Therefore for larger values of Ncont a greater region

in the middle of the domain is identified because more intervals are identified on the

first iteration. When the reaction approximation is used the results are robust to the

value of Ncont (not shown).

For the chemotaxis equations the results are less easy to interpret. There do appear

to be differences in the region identified by the algorithm as Ncont is varied, although

these differences are relatively minor – Figures 4.8-4.9.

Note that regardless of the value of Ncont, the algorithm will always construct a

reduced model such that |J(u) − J(U)| < TOL. If the original differential operator
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4.4 Robustness of a posteriori model reduction to the Ncont parameter

(a) J(u) =
∫ 1

0

u1 dx

(b) J(u) =
∫ 1

0

u1 δ(x− 0.5) dx

Figure 4.5: Diffusion approximation for nonlinear reaction-diffusion model of chemotaxis.
Different quantities of interest result in different reduced models. Left and middle figures:
solid blue line is the numerical solution to the chemotaxis model (4.24), obtained using
the finite element method with linear basis functions. The boundary conditions were
u(0) = [10, 1], u(1) = [0, 0]. The dashed red line is U , and the black lines above the
curves represent the space intervals where the reaction term is included in the reduced
model. Here Ncont = 5, TOL = 1e − 2. Right figure |J(u) − J(U)|, as a function of the
fraction of the domain included in the reduced model.
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4.4 Robustness of a posteriori model reduction to the Ncont parameter

(a) J(u) =
∫ 1

0

u2 dx

(b) J(u) =
∫ 1

0

u2 δ(x− 0.5) dx

Figure 4.6: Diffusion approximation for nonlinear reaction-diffusion model of chemotaxis.
Different quantities of interest result in different reduced models. Left and middle figures:
solid blue line is the numerical solution to the chemotaxis model (4.24), obtained using
the finite element method with linear basis functions. The boundary conditions were
u(0) = [10, 1], u(1) = [0, 0]. The dashed red line is U , and the black lines above the
curves represent the space intervals where the reaction term is included in the reduced
model. Here Ncont = 5, TOL = 1e − 2. Right figure |J(u) − J(U)|, as a function of the
fraction of the domain included in the reduced model.
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4.5 Computational Efficiency

(a) J(u) =
∫ 1

0

u dx (b) J(u) = u(0.5) =
∫ 1

0

u δ(x− 0.5) dx

Figure 4.7: Robustness of a posteriori model reduction to the Ncont parameter for linear
reaction-diffusion model problem, diffusion approximation. As in Figure 4.2 and, the black
lines represent the time intervals that are included in reduced model. In each panel, the
top line represents u1, and the bottom line represents u2. Apart from Ncont, all other
parameter values are the same as in Figure 4.2.

is applied over a greater proportion of the domain because a larger value of Ncont has

been used, this means that there is more redundancy in the reduced model than there

would be if a smaller Ncont had been used. Another way of saying this is that less

information about the model may be obtained if a larger value of Ncont is used. For

some problems it may be justified to choose a larger value of Ncont in order to reduce

computation time.

4.5 Computational Efficiency

Using Matlab on a standard desktop computer, the results obtained in this chapter

require from 1-2 minutes to 2-3 hours of computer time depending on the complexity of
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4.5 Computational Efficiency

(a) J(u) =
∫ 1

0

u1 dx (b) J(u) =
∫ 1

0

u1 δ(x− 0.5) dx

Figure 4.8: Robustness of a posteriori model reduction to the Ncont parameter nonlinear
reaction-diffusion model of chemotaxis. As in Figure 4.5, the black lines represent the time
intervals that are included in reduced model. In each panel, the top line represents u1, and
the bottom line represents u2. Apart from Ncont, all other parameter values are the same
as in Figure 4.5.
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4.5 Computational Efficiency

(a) J(u) =
∫ 1

0

u2 dx (b) J(u) =
∫ 1

0

u2 δ(x− 0.5) dx

Figure 4.9: Robustness of a posteriori model reduction to the Ncont parameter nonlinear
reaction-diffusion model of chemotaxis. As in Figure 4.6, the black lines represent the time
intervals that are included in reduced model. In each panel, the top line represents u1, and
the bottom line represents u2. Apart from Ncont, all other parameter values are the same
as in Figure 4.6.
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the problem, and the value of Ncont (the number of elements included on each iteration).

Computational savings can be made by using a compiled language such C++, as shown

in Chapter 5 for the monodomain equation.

In this chapter we have only considered 1-D problems. We believe that the method

would also be computationally feasible for a large number of 2-D steady-state problems.

A 2-D problem will typically be solved on a computational mesh that contains O(n2)

elements, compared to a corresponding 1-D problem that is solved on a mesh containing

O(n) elements. As the a posteriori model reduction method is iterative and includes

a fixed number of elements on each iteration, the total computation time for a 2-D

problem is at least the square of that for a 1-D problem. The other factor that needs

to be taken into account is the extra computation time required on each iteration for

solving a 2-D problem as opposed to a 1-D problem. We estimate that 2-D models that

require 30-60 seconds to solve on a computational mesh of 10,000 elements, require up

to 1-2 days of computer time for the a posteriori model reduction method to be applied

if Ncont = 10, and up to 2-4 weeks of computer time if Ncont = 1. This information is

summarized in Table 4.1.

Table 4.1: Example computation times for steady-state problems. The first two rows
are actual computation times for the chemotaxis model, equation (4.24), in Matlab. The
third row is a hypothetical computation time for a 2-D steady-state problem. A single-
component model on a 100×100 quadrilateral mesh would have 10,000 elements, as would
a four-component model on a 50× 50 quadrilateral mesh.

Number of Ncont Time required to Maximum number Maximum amount
elements solve original model of iterations of time required

200 10 4.77s 400 12 minutes

1,000 1 30s 2, 000 55.1 hours

10,000 1 60s 10, 000 4 weeks

4.6 Summary

In this chapter we have extended the a posteriori model reduction methodology to a

large class of Boundary-Value Problems. The first problem we considered was a linear

reaction-diffusion equation. For this equation we developed the method so that the

algebraic reaction term is removed in automatically identified regions of the domain.

We then developed the method so that the diffusion term is removed in automatically
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identified regions of the domain. We called these methods the diffusion approximation

and the reaction approximation respectively. These developments parallel the develop-

ments for initial-value ODEs that we presented in the previous chapter. In both cases

different adjoint problems were required for different types of approximation. Also,

when the highest order derivative in the reduced model is lower than the highest order

derivative in the original problem, then jump terms arise in the error bound because

of discontinuities in the reduced model solution or its derivatives and the adjoint solu-

tion or its derivatives. This is the case for both the quasi-steady state approximation

presented in the previous chapter, and for the reaction approximation presented in this

chapter. In applying the error bounds, these jump terms have been incorporated into

the element-wise errors. An area for further work would be to investigate what effect,

if any, ignoring these jump terms would make on the resulting reduced model. We have

done some preliminary experiments into this and found that for the problems consid-

ered here, the resulting reduced model is similar when the jump terms are ignored. For

the 1 dimensional problems considered in this chapter it is not challenging to calculate

jump terms. However, for 2 or 3 dimensional problems calculating the jump terms is

complicated as it is necessary to identify neighbouring elements in the domain, and

calculate integrals involving derivatives of the solution across element boundaries.

An interesting feature of the results for the linear reaction-diffusion equation is how

similar the included region in the reduced model is for the diffusion approximation

and the reaction approximation. From inspecting the equation, −εu′′ + u = 1, u(0) =

u(1) = 0, we can see that if ε is small, the dominant terms away from the boundary are

u and 1. Doing an elementary perturbation analysis would therefore tell us that u = 1

is a good approximation away from the boundary, and this is confirmed by applying

a posteriori model reduction. However applying the same perturbation analysis would

not tell you that −εu′′ = 0 is also a good approximation away from the boundary,

provided that −εu′′ + u = 1 is solved near the boundary. For this particular equation,

it is clear from inspecting the solution that −εu′′ = 0 can be a good approximation

away from the boundary because the solution is relatively flat in this region, and the

solution to −εu′′ = 0 is a straight line. For other problems this kind of information

may not be so readily available, and applying a posteriori model reduction could yield

non-intuitive insights that cannot be obtained using perturbation methods. A more
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in depth comparison of perturbation methods and a posteriori model reduction is a

potentially fruitful area for further work.

In the discussion above we were implicitly assuming that we are interested in ac-

curately computing the solution over the whole domain. For the linear BVP, this

corresponds to taking the quantity of interest to be the average of the solution over the

whole domain. We also obtained results for when the quantity of interest is a point-

value of the solution. In this case, an accurate solution to the linear reaction-diffusion

equation is only required in the immediate neighbourhood of the point of interest. This

was demonstrated by applying a posteriori model reduction.

In the second part of the chapter we derived an error bound for nonlinear reaction-

diffusion equations. The novel feature of the derivation is that the second-order term

in the equation can be nonlinear. This allows for the method to be applied to models

that include effects such as gradient-dependent advection and viscosity. As for the

preceding problems, the error in the quantity of interest was expressed as the product

of a residual with an adjoint solution.

We applied the error bound to a single-component nonlinear reaction diffusion equa-

tion, and to a coupled nonlinear model of chemotaxis. The solution of the nonlinear

reaction-diffusion equation was qualitatively the same as the solution to the linear

reaction-diffusion equation considered earlier. As a consequence of this the results ob-

tained for the nonlinear reaction-diffusion equation are very similar to the results for

the linear reaction-diffusion equation. We have not presented the reaction approxima-

tion for nonlinear equations, although it would be relatively straightforward to apply

the reaction approximation by using the methods from this chapter.

For the chemotaxis equations, the a posteriori model reduction method returns a

reduced model that is very similar to the original model for three out of four of the

quantities of interest chosen. By this we mean that in the model produced by the

algorithm, the original differential operator is applied over almost the entire domain.

These results are somewhat surprising given that one of the model component solu-

tions is flat over a large portion of the domain. One would expect that a diffusion

approximation would be appropriate in this region. However this is not identified by

the method. For the other quantity of interest, u(0.5), the method demonstrated that,

on a domain x = [0, 1], the cell density at x = 0.5 can be accurately computed with a

reduced model where the concentration-dependent advection term is removed over the
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interval 0 < x < 0.25. In this case, the quantity of interest is accurately calculated even

though the solution over the whole domain is inaccurate for both model components.

We also assessed the robustness of the method to varying the algorithm parameter

Ncont. This was done in order to find out whether the method can be made compu-

tationally faster by increasing Ncont. The results of varying Ncont for the chemotaxis

model show that the resulting reduced models are not widely different. However the

resulting reduced models are different enough to suggest that caution should be used

in setting the value of Ncont, particularly for nonlinear multi-component models.
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Partial Differential Equations

In Chapter 3 we developed the a posteriori model reduction methodology for IVPs,

and in Chapter 4 we developed the methodology for BVPs. In this chapter we consider

reaction-diffusion and advection-diffusion PDEs in one space dimension. Reaction-

diffusion and advection-diffusion PDEs are common models in biology, for examples

see [40, 50]. The problems will contain the same type of terms that the problems

encountered in Chapters 3 and 4 contained. Therefore we combine the results for IVPs

with the results for BVPs to derive an error bound first for a specific PDE – Fisher’s

equation – and then for a general class of PDEs. The second of these error bounds can

be applied to PDEs with a linear first-order time derivative and algebraic, first-order

and second-order x-derivative terms, any combination of which may be nonlinear. We

apply the general error bound to study three more PDEs, each of which have different

travelling wave properties. Applying the method to these problems demonstrates the

wide applicability of the method, and also gives insight into the properties of different

types of travelling waves.

A feature of all the problems analyzed in this chapter is that they contain a diffusion

term. For PDEs that do not contain a diffusion term, there are restrictions in applying

a posteriori model reduction. We briefly discuss these restrictions for linear and quasi-

linear first-order PDEs.

We also discuss computational efficiency concluding that the current implementa-

tion of the algorithm makes it challenging to apply the method to problems in more

than two independent variables.
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5.1 Numerical schemes for time-dependent problems

The structure of the chapter is as follows. In the first section we briefly discuss the

numerical schemes used to solve the equations in the chapter. In the second section

we derive an error bound for Fisher’s equation - a single-component reaction-diffusion

equation. The error bound is then applied to generate a reduced model for Fisher’s

equation. In the third section we give an error bound derivation for a more general

PDE system containing a linear first-order time derivative term and algebraic, first order

and second order x-derivative terms, any combination of which may be nonlinear. The

error bound is then applied to the monodomain equation (a coupled reaction-diffusion

equation), a linear advection diffusion equation, and a nonlinear advection-diffusion

equation. Then we briefly discuss how the method could be applied to linear and quasi-

linear first-order PDEs, section 5.4. This is followed by an analysis of the efficiency of

the algorithm, sections 5.5, 5.6.

5.1 Numerical schemes for time-dependent problems

For similar reasons to those given in the previous chapter we use the Finite Element

Method (FEM) to generate a numerical solution to all problems in this chapter. When

applying the finite element method to problems with time and space as independent

variables, it is common to apply the finite element method in space, and use some other

method to discretise time. As in the previous chapter we do not require state-of-the-

art numerical methods to solve the equations because computational efficiency is not a

major consideration here. All equations in this chapter are solved with a uniform time-

step. For Fisher’s equation, and the advection-diffusion equations we apply an implicit

scheme, equivalent to the backward Euler method. For the monodomain equation a

semi-implicit scheme is used, details of which can be found in [56, 74]. This semi-

implicit scheme for the monodomain equation is part of the Chaste environment, [57],

and has shown to be a stable and computationally efficient scheme for the monodomain

equation [56, 74].

As in the previous chapter, we have evaluated accuracy in a heuristic manner by

evaluating and inspecting the finite element solution for several different values of h

and ∆t, where ∆t is the size of the time-step used in the numerical scheme.
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5.2 Fisher’s equation

5.2 Fisher’s equation

5.2.1 Derivation of error bound

We begin by deriving an error bound for Fisher’s equation, a single-component time-

dependent reaction-diffusion equation that has travelling wave solutions. The derivation

follows a similar pattern to the derivation for initial-value ODEs and BVPs in previous

chapters, the difference being that there are now two independent variables rather than

one.

Fisher’s equation is defined as follows,

∂u

∂t
− ∂2u

∂x2
− f(u) = 0, (5.1)

where f(u) = k u(1− u), u is defined for 0 < x < 10, 0 < t < T . For the results below,

k = 10, and T = 3. Elementary analysis shows that u = 0 and u = 1 are unstable

and stable steady states of this equation respectively. We apply the initial conditions

u(x, 0) = exp(−x2), and the boundary conditions u(0, t) = 1, u(10, t) = 0. The solution

to equation (5.1) is shown in Figure 5.1. Since u = 1 and u = 0 are steady states,

removing f(u) from the equation in regions where the solution is near 1 or 0 should

cause a relatively small change in the solution.

Figure 5.1: Solution to Fisher’s equation, (5.1), at selected time-points. Here u(x, 0) =
exp(−x2), u(0, t) = 1, u(10, t) = 0. The finite element method with linear basis functions
was used for the x domain (100 elements) and the backwards Euler formula was used for
the time domain (∆t = 0.02). For solution at t = 0 and t = 3 see Figure 5.2.
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5.2 Fisher’s equation

As before we are interested in some functional of the solution, which we denote by

J(u) = 〈u, g〉 =
∫ T

0

∫ 10

0
u g dx dt. Suppose that we have a solution, U , to a reduced

problem. We require U(x, t) and ∂U(x, t)/∂x to be continuous, and to satisfy the

boundary and initial conditions of the original primal problem. The adjoint problem

is then,

−∂φ
∂t
− ∂2φ

∂x2
−Aφ = g, (5.2)

where φ is defined for 0 < x < 10, 0 < t < T , and the coefficient A is given by,

A(x, t) =
∫ 10

0

∂f

∂u
(α(s, x, t)) ds, (5.3)

where α(s, x, t) = su(x, t) + (1 − s)U(x, t). We apply the condition φ(x, T ) = 0 at

t = T , and the boundary conditions φ(0, t) = φ(10, t) = 0.

Since A is of the same form as in Chapter 3, we can apply equation (3.7) in the

error bound below, i.e., A(u− U) = f(u)− f(U).

Now we can express the error in the quantity of interest introduced by the approx-

imation U to u as,

J(u)− J(U) =
∫ T

0

∫ 10

0
(u− U) g dx dt

=
∫ T

0

∫ 10

0
(u− U)

(
−∂φ
∂t
− ∂2φ

∂x2
−Aφ

)
dx dt

=
∫ T

0

∫ 10

0

(
∂u

∂t
− ∂U

∂t

)
φ dx dt−

∫ 10

0

[
(u− U)φ

]T
0

dx

+
∫ T

0

∫ 10

0

(
∂u

∂x
− ∂U

∂x

)
∂φ

∂x
dx dt−

∫ T

0

[
(u− U)

∂φ

∂x

]10

0

dt

−
∫ T

0

∫ 10

0
A (u− U) φ dx dt, (5.4)

using integration by parts. This uses the assumptions that u, φ,
∂φ

∂x
are continuous on

0 < x < 10, 0 < t < T . These assumptions follow directly from the definitions above.

The first boundary term is zero as u(x, 0) − U(x, 0) = 0 and φ(x, T ) = 0. The second

boundary term is zero as u(0, t)− U(0, t) = 0 and u(10, t)− U(10, t) = 0.
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We now apply integration by parts again and use equation (3.7) to obtain,

J(u)− J(U) =
∫ T

0

∫ 10

0

(
∂u

∂t
− ∂U

∂t

)
φ dx dt

−
∫ T

0

∫ 10

0

(
∂2u

∂x2
− ∂2U

∂x2

)
φ dx dt+

∫ T

0

[(
∂u

∂x
− ∂U

∂x

)
φ

]10

0

dt

−
∫ T

0

∫ 10

0
(f(u)− f(U)) φ dx dt

=
∫ T

0

∫ 10

0

(
−∂U
∂t

+
∂2U

∂x2
+ f(U)

)
φ dx dt. (5.5)

This uses the assumption that
∂u

∂x
,
∂U

∂x
, φ are continuous on 0 < x < 10, 0 < t < T .

The boundary term is zero as φ(0, t) = φ(10, t) = 0. All terms involving u disappear

by definition of the primal problem, (5.1).

Therefore we may write our error bound as,

|J(u)− J(U)| ≤
M∑
j=1

K∑
k=1

∫ tk

tk−1

∫ xj

xj−1

∣∣∣∣∂U∂t − ∂2U

∂x2
− f(U)

∣∣∣∣ |φ| dx dt, (5.6)

where 0 = x0 < x1 . . . < xM = 10 is a subdivision of the interval [0, 10] and 0 =

t0 < t1 . . . < tK = T is a subdivision of the interval [0, T ]. Note that the expression∣∣∣∣∂U∂t − ∂2U

∂x2
− f(U)

∣∣∣∣ is the left-hand side of the original PDE, equation (5.1), with U

instead of u. This expression is called the residual and it measures the extent to which

U satisfies the original PDE.

5.2.2 Application to Fisher’s equation

The algorithm we now present generates a reduced model of the form,

∂U

∂t
− ∂2U

∂x2
− f(U) = 0, for (x, t) ∈ S

∂U

∂t
− ∂2U

∂x2
= 0, otherwise, (5.7)

where S is a union of one or more intervals in the (x, t)-domain that is determined by the

algorithm, and U is defined for 0 < x < 10, 0 < t < T . We apply the initial conditions

and boundary conditions of the original problem: U(x, 0) = u(x, 0) = exp(−x2), and

U(0, t) = u(0, t) = 1, U(10, t) = u(10, t) = 0. This form of reduced model corresponds

to a time-dependent version of the diffusion approximation from the previous chapter.
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The reaction and diffusion terms are present in the region S, whereas only the diffusion

term is present otherwise.

For the results below we choose the quantity of interest firstly to be,

J(u) =
1

10T

∫ T

0

∫ 10

0
u dx dt, (5.8)

which may be interpreted as the average of u over t = [0, T ] and x = [0, 10]. Then we

consider,

J(u) =
1
T

∫ T

0
u(x∗, t) dt =

1
T

∫ T

0

∫ 10

0
u δ(x− x∗) dx dt, (5.9)

where 0 < x∗ < 10. This can be interpreted as the average value of u at x = x∗ over

t = [0, T ]. In the results below x∗ = 5. As before δ(·) is the Dirac delta function, and

can be thought of as the limit of a zero-centred normal distribution as the standard

deviation tends to zero.

The algorithm is then defined as follows:

Initialization: Set S = ∅, so that, in this case,
∂U

∂t
− ∂2U

∂x2
= 0 for all x. Compute φ

using equation (5.2).

Iteration:

1. Compute err(1:N,1:K) where

err(j, k) =
∫ tk

tk−1

∫ xj

xj−1

∣∣∣∣∂U∂t − ∂2U

∂x2
− f(U)

∣∣∣∣|φ| dx dt. (5.10)

2. Identify the largest Ncont elements of err, and add the corresponding regions of

the domain to S.

3. Re-compute U , φ.

Termination: Stop when

|J(u)− J(U)| < TOL.

As in the previous chapters, the inputs to the algorithm are as follows: Ncont,

the number of (x, t)-intervals added to S on each iteration of the algorithm; TOL,

the desired accuracy in the quantity of interest; and, g, the weighting function in the

quantity of interest.
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The reduced models generated by the algorithm are shown in Figures 5.2 and 5.3.

The resulting reduced models are different for the different quantities of interest. In

Figure 5.2, which shows the application of the algorithm when the quantity of interest

is the average over time and space, the reaction term is included in a band that moves

across the domain. This band is located on the wavefront of the solution as it travels

from near x = 0 to near x = 10. The results show that the reaction term only needs

to be included on the wave-front, i.e., in regions of the domain where u is not close

to either 1 or 0. Since we have set the Dirichlet condition u(10, t) = 0, the reaction

term is included near x = 10 for 1 < t < 3. If the reaction term was not included at

all, the solution would tend to a straight line between 1 and 0. When the quantity

of interest is the average of u(5, t) over time, the included region is again a band that

moves across the domain, except in this case the band stops moving across the domain

when it reaches x = 5 – Figure 5.3.

5.3 Nonlinear mixed-type PDEs

5.3.1 Derivation of error bound

In the previous section we analysed Fisher’s equation – a single-component time-

dependent reaction-diffusion equation. We combined the analysis for IVPs (Chapter 3,

[75]) with integration by parts to derive an error bound for a user-defined quantity of

interest. The error bound for Fisher’s equation has the same form as error bounds in

previous chapters. In this section, we derive an error bound, again with the same form,

in a more general setting – for PDEs with a linear first-order time derivative term and

algebraic, first order and second order x-derivative terms, any combination of which

may be nonlinear. The derivation is a straightforward application of the mathematical

results obtained in previous sections. Results from previous sections will be cited in

order to shorten the derivation.

Let the general form of the primal problem be defined as,

∂u

∂t
+

∂

∂x

(
h(u, x, t)

∂u

∂x

)
+

∂

∂x

(
c(u, x, t)

)
+ f(u, x, t) = 0, (5.11)

for a < x < b, 0 < t < T , where h(u, x, t) is a general N × N matrix, u(x, t),

c(u, x, t),f(u, x, t) are vectors of length N . We specify initial conditions u(x, 0) = u0,

and Dirichlet boundary conditions, u(a, t) = ua, u(b, t) = ub. The derivation would be
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Figure 5.2: Time-dependent diffusion approximation for Fisher’s equation, J(u) =
1

10 T

∫ T

0

∫ 10

0
u dxdt. Top panels: solid blue line is the numerical solution to Fisher’s equa-

tion, (5.1). The finite element method with linear basis functions was used for the x domain
(100 elements) and the backwards Euler formula was used for the time domain (∆t = 0.02).
The dashed red line is U . Here T = 3, Ncont = 10 and TOL = 10−2. Bottom left panel :
region of the domain where the reaction term is included in the reduced model. Bottom
right panel : |J(u) − J(U)|, as a function of the fraction of the domain included in the
reduced model.
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Figure 5.3: Time-dependent diffusion approximation for Fisher’s equation, J(u) =
1
T

∫ T

0
u(5, t) dt. Top panels: solid blue line is the numerical solution to Fisher’s equation,

(5.1). The finite element method with linear basis functions was used for the x domain
(100 elements) and the backwards Euler formula was used for the time domain (∆t = 0.02).
The dashed red line is U . Here T = 3, Ncont = 10 and TOL = 10−2. Bottom left panel :
region of the domain where the reaction term is included in the reduced model. Bottom
right panel : |J(u) − J(U)|, as a function of the fraction of the domain included in the
reduced model.
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very similar if Neumann boundary conditions were applied at one or both boundaries

instead of Dirichlet boundary conditions. See section 4.3.1 for a general error bound

derivation with a Neumann boundary condition.

Define a quantity of interest,

J(u) =
∫ T

0

∫ b

a
u · g dx dt.

Suppose that we have a solution to a reduced primal problem, U(x, t). We require

that:

1. U(x, t) and h(U , x, t)
∂U(x, t)
∂x

are continuous for 0 < x < 1;

2. U(x, t) has identical initial conditions to u(x, t), i.e., U(x, 0) = u(x, 0).

3. U(x, t) has identical boundary conditions to u(x, t), i.e., U(a, t) = u(a, t), U(b, t) =

u(b, t).

Then the adjoint problem is,

−∂φ
∂t

+
∂

∂x

(
A
∂φ

∂x

)
−A′∂φ

∂x
− C∂φ

∂x
+ Fφ = g, (5.12)

where the matrices A, A′, F , and C have entries given by,

Aij(x, t) =
∫ 1

0

hji(α(s, x, t)) ds

A′ij(x, t) =
∫ 1

0

N∑
k=1

∂hjk
∂ui

(α(s, x, t))
∂αk
∂x

ds

Fij(x, t) =
∫ 1

0

∂fj
∂ui

(α(s, x, t)) ds

Cij(x, t) =
∫ 1

0

∂cj
∂ui

(α(s, x, t)) ds,

where α(s, x, t) = su(x, t)+(1−s)U(x, t). We specify the final conditions φ(x, T ) = 0,

and the boundary conditions φ(a, t) = 0, φ(b, t) = 0.

The matrices A and A′ are defined in the same way as in section 4.3.1 so equation

(4.17) holds. The matrices F and C are defined in the same way as the matrix A in

section 3.1 so equation (3.7) holds. Summarizing this information we have.
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5.3 Nonlinear mixed-type PDEs

N∑
i=1

Aij

(
∂ui
∂x
− ∂Ui

∂x

)
+

N∑
i=1

A′ij(ui − Ui) =
N∑
m=1

hjm(u)
∂um
∂x
−

N∑
m=1

hjm(U)
∂Um
∂x

(5.13)
N∑
i=1

Fij(x, t)(ui(x, t)− Ui(x, t)) = fj(u, x, t)− fj(U , x, t) (5.14)

N∑
i=1

Cij(x, t)(ui(x, t)− Ui(x, t)) = cj(u, x, t)− cj(U , x, t). (5.15)

Now we can express the error in the quantity of interest introduced by the approx-

imation U to u as,

J(u)− J(U) =
∫ T

0

∫ b

a
(u−U) · g dx dt

=
∫ T

0

∫ b

a
(u−U) ·

(
−∂φ
∂t

+
∂

∂x

(
A
∂φ

∂x

)
−A′∂φ

∂x
− C∂φ

∂x
+ Fφ

)
dx dt

=
∫ T

0

∫ b

a
(u−U) ·

(
−∂φ
∂t
− C∂φ

∂x

)
dx dt

+
∫ T

0

∫ b

a
(u−U) ·

(
∂

∂x

(
A
∂φ

∂x

)
−A′∂φ

∂x
+ Fφ

)
dx dt

= I + II, (5.16)

where we have simply re-arranged the terms so that II is the error of the elliptic

terms of PDE, integrated over time, and I is the error of the other terms that we have

introduced.

We now analyze term I,

I =
∫ T

0

∫ b

a

N∑
i=1

(ui − Ui)

−∂φi
∂t
−

N∑
j=1

Cij
∂φj
∂x

 dx dt

=
∫ T

0

∫ b

a

N∑
i=1

(
∂ui
∂t
− ∂Ui

∂t

)
φi dx dt−

∫ b

a

N∑
i=1

[
(ui − Ui)φi

]T
0

dx

−
∫ T

0

∫ b

a

N∑
j=1

N∑
i=1

Cij(ui − Ui)
∂φj
∂x

dx dt,

(5.17)
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using integration by parts. We have assumed that u, U , and φ are continuous in t.

The boundary term is zero because u(x, 0) = U(x, 0), and φ(x, T ) = 0. Now we use

identity (5.15) to obtain,

I =
∫ T

0

∫ b

a

N∑
i=1

(
∂ui
∂t
− ∂Ui

∂t

)
φi dx dt−

∫ T

0

∫ b

a

N∑
j=1

(cj(u)− cj(U))
∂φj
∂x

dx dt,

=
∫ T

0

∫ b

a

N∑
i=1

(
∂ui
∂t
− ∂Ui

∂t

)
φi dx dt+

∫ T

0

∫ b

a

N∑
i=1

∂

∂x
(ci(u)− ci(U))φi dx dt,

−
∫ T

0

N∑
i=1

[
(ci(u)− ci(U))φi

]b
a

dt, (5.18)

using integration by parts again. We have assumed that u, U , and φ are continuous

in x. The boundary term is zero because φ(a, t) = φ(b, t) = 0.

For term II we state the result rather than proving it because the analysis is the

same as the analysis for nonlinear BVPs in section 4.3.1.

II =
∫ T

0

∫ b

a

N∑
j=1

(
∂

∂x

(
N∑
m=1

hjm(u)
∂um
∂x

)
− ∂

∂x

(
N∑
m=1

hjm(U)
∂Um
∂x

))
· φj dx dt

+
∫ T

0

∫ b

a

N∑
j=1

(fj(u)− fj(U))φj dx dt. (5.19)

When we calculate (I + II), all terms involving u disappear by definition of the

primal problem (5.11). We may therefore write our error bound as,

|J(u)− J(U)| ≤
N∑
i=1

M∑
j=1

K∑
k=1

∫ tk

tk−1

∫ xj

xj−1

∣∣∣∣∂Ui∂t
+

∂

∂x

(
N∑
m=1

him(U)
∂Um
∂x

)
+

∂

∂x

(
ci(U)

)
+ fi(U)

∣∣∣∣∣∣∣∣φi∣∣∣∣ dx dt,

(5.20)

where a = x0 < x1 . . . < xM = b is a subdivision of the interval [a, b] and 0 = t0 <

t1 . . . < tK = T is a subdivision of the interval [0, T ]. As for Fisher’s equation, the

error bound is the product of the left-hand side of the original PDE evaluated at U

(i.e., the residual), with the solution to the adjoint equation.
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5.3.2 Application to monodomain equation

The derivation above applies to a wide class of PDEs. We have already analyzed Fisher’s

equation, which is an example of an equation to which the derivation applies. We now

apply the derivation to analyze the monodomain equation – a coupled reaction-diffusion

PDE that models tissue-level cardiac electrophysiology [40]. The diffusion term in the

monodomain equation models electrical conduction, and the reaction terms model the

ion channel kinetics and biochemical reactions of cardiac cells. Here we choose to use

the FitzHugh-Nagumo equations as the cell model. However other cell models could

also be used.

The monodomain equation with the FitzHugh-Nagumo cell model is defined as,

χCm
∂V

∂t
= ∇ · (σ∇V )− χf1(t,u)− Istim(t, x),

dw
dt

= −f2(t,u), (5.21)

where u = (V,w) is defined for 0 < x < 1, 0 < t < T , Cm represents membrane

capacitance, σ is a conductivity tensor, χ is the surface-area-to-volume ratio of a cardiac

cell, and Istim(t, x) is an external stimulus. In the simulations below we set Istim(t, 0) =

−10 for 0 < t < 0.5, and Istim(t, x) = 0 otherwise. We apply the initial condition

u(0, t) = 0, and the Neumann boundary conditions ∂V (0, t)/∂x = 0, ∂V (1, t)/∂x = 0.

The variable V represents transmembrane potential, and the variable w is termed

the recovery variable because it applies negative feedback to V , bringing it back towards

its resting potential. The function f(t,u) is defined as follows,

f1(t,u) = V (V − α)(1− V )− w

f2(t,u) = ε(V − γw). (5.22)

In what follows we set α = −0.08, γ = 3.00, ε = 0.005, so that V = w = 0 is an

unstable steady-state [40], and the system has a stable limit cycle. The solution to

equation (5.21) at t = 5, t = 25, and t = 50 is shown in Figure 5.4.

The monodomain equation is of the form (5.11), with

a(u, x) =
(
−σ 0
0 0

)
,

81



5.3 Nonlinear mixed-type PDEs

Figure 5.4: Solution to the monodomain equation, (5.21), at selected time-points. Here
u(0, t) = 0, ∂V (0, t)/∂x = 0, ∂V (1, t)/∂x = 0. The finite element method with linear basis
functions was used for the x domain (100 elements) and a time-step of 0.5 was used.

c(u, x, t) = 0, and f(t,u) as in equation (5.22). Therefore the error bound in equation

(5.20) applies. The error bound derivation for the monodomain equation would not

be exactly the same as in the previous section, because we applied Neumann bound-

ary conditions to the monodomain equation, and Dirichlet boundary conditions were

applied in the error bound. However the end result is the same. For an error bound

derivation that includes treatment of a Neumann boundary condition see the derivation

in section 4.3.1. For implementing the algorithm, the important difference is that Neu-

mann boundary conditions are applied to the adjoint problem when Neumann boundary

conditions are specified in the primal problem.

As for Fisher’s equation we choose the quantities of interest to be the average over

time and space,

J(u) =
1
T

∫ T

0

∫ 1

0
V dx dt,

and the average over time at a point in space,

J(u) =
1
T

∫ T

0
V (x∗, t) dt =

1
T

∫ T

0

∫ 1

0
V δ(x− x∗) dx dt.

We define the reduced primal problem as follows,
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χCm
∂U1

∂t
= ∇ · (σ∇U1)− χf̂1(t,U)− Istim(t, x),

dU2

dt
= −f̂2(t,U), (5.23)

where

f̂i(t,U) =
{
fi(t,U) for (x, t) ∈ Si
0 otherwise,

where Si is a region of the (x, t) domain to be determined by the algorithm, and U is de-

fined for 0 < x < 1, 0 < t < T . We apply the initial conditions and boundary conditions

of the original problem: U(0, t) = u(0, t) = 0, and ∂U1(0, t)/∂x = ∂V (0, t)/∂x = 0,

∂U1(1, t)/∂x = ∂V (1, t)/∂x = 0. We require U to be continuously differentiable in

x. In the reduced model the term for electrical conduction is present everywhere in

the domain, whereas the term for the transmembrane potential cell dynamics is only

present in the region S1, and the term for the recovery variable cell dynamics is only

present in the region S2.

The algorithm is then defined as follows:

Initialization: Set S1, S2 = ∅, so that, in this case,

χCm
∂U1

∂t
= ∇ · (σ∇U1)− Istim(t, x),

dU2

dt
= 0, (5.24)

for all (x, t). Compute φ using equation (5.12) with Neumann boundary conditions.

Iteration:

1. Compute err(1:N, 1:M, 1:K) where

err(1, j, k) =
∫ tk

tk−1

∫ xj

xj−1

∣∣∣∣Cm∂U1

∂t
−∇ · (σ∇U1) + f1(t,U) + Istim(t, x)

∣∣∣∣ |φ1| dx dt

err(2, j, k) =
∫ tk

tk−1

∫ xj

xj−1

∣∣∣∣dU2

dt
+ f2(t,U)

∣∣∣∣ |φ2| dx dt.

2. Identify the largestNcont elements of err, and add the corresponding (x, t) regions

to the appropriate Si.

3. Re-compute U and φ.
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Termination: Stop when

|J(u)− J(U)| < TOL.

The algorithm was implemented in the Chaste environment [57]. Although the

FitzHugh-Nagumo equations were used as the cell model, the algorithm would also

work for other cell models. As for previous examples, different reduced models are

generated for different choices of J(·). In Figure 5.5, which shows the application of

the algorithm when J(u) = ave|Ω(V ), the average value of V over the whole domain

and over time, we see that the only regions where the reaction terms are not included

are those that the propagating wave has not yet reached – e.g. regions far away from

the location of the initial stimulus at early times. Another feature of the solution that

is identified by the algorithm is that the reaction term for the recovery variable, w, is

included later than the reaction term for the activation variable, V . This confirms that

the reaction term for the recovery variable is not required during the action potential

upstroke, i.e., recovery can only happen after activation. So, applying the method to

the monodomain equation gives results that are physiologically correct.

In Figure 5.6, which shows the application of the algorithm when J(v) = ave|x=0.3(V ),

the average value of V over time at the point x = 0.3, we see that the reaction terms

are required over a smaller region of the domain than in the previous case. This is

what we expect because the functional of interest depends on a smaller region of the

domain. Since the action potential propagates from x = 0 to x = 1, the regions nearer

x = 0 are more important for calculating J(u) = ave|x=0.3(V ). This fact is confirmed

by the reduced model. It is also interesting to observe in Figure 5.6 that, towards the

end of the simulation, the reaction terms are not included in the reduced model in the

region near x = 0. This is because the action potential in this region does not affect

the action potential at x = 0.3 before the end of the simulation.

5.3.3 Application to a linear advection-diffusion equation

In the previous section we applied the general error bound derivation from section 5.3.1

to the monodomain equation – a coupled reaction-diffusion equation. The error bound

derivation allowed for the PDE to contain a first-order x-derivative term. Therefore in

this section we apply the error bound derivation to a linear advection-diffusion equation.
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Figure 5.5: Time-dependent diffusion approximation for the monodomain equation,
J(u) = ave|Ω(V ). Top-left panel: Solid blue line is solution to monodomain equation
(5.21) at x = 1, with FitzHugh-Nagumo as the cell model, and dashed red line is solution
to reduced monodomain equation (5.23). Top-right panel: |J(u) − J(U)| as a function
of fraction of intervals included in the reduced model. Bottom-left panel: Region where
f1(u, t) is included in the reduced model. Bottom-right panel: Region where f2(u, t) is
included in the reduced model. The following parameters were used: χ = 1, Cm = 1,
Ncont = 50, TOL = 10−4. All equations were solved on a 100 element mesh with the finite
element method and a time-step of 0.5 was used.
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Figure 5.6: Time-dependent diffusion approximation for the monodomain equation,
J(u) = ave|x=0.3(V ). Top-left panel: Solid blue line is solution to monodomain equa-
tion (5.21) at x = 0.3, with FitzHugh-Nagumo as the cell model, and dashed red line is
solution to reduced monodomain equation (5.23). Top-right panel: |J(u) − J(U)| as a
function of fraction of intervals included in the reduced model. Bottom-left panel: Region
where f1(u, t) is included in the reduced model. Bottom-right panel: Region where f2(u, t)
is included in the reduced model. The following parameters were used: χ = 1, Cm = 1,
Ncont = 50, TOL = 10−4. All equations were solved on a 100 element mesh with the finite
element method and a time-step of 0.5 was used.
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We define the primal problem to be,

∂u

∂t
+
∂u

∂x
= ε

∂2u

∂x2
, (5.25)

where 0 < ε � 1 and u is defined for 0 < x < 2π, 0 < t < T . We apply periodic

boundary conditions to u, and the initial condition u(x, 0) = sin(x). The solution to

equation (5.25) at t = 0.5, t = 1, and t = 1.5 is shown in Figure 5.7. The bound-

ary conditions are different from the type of boundary conditions considered in the

error bound above. However with periodic boundary conditions, the boundary terms

disappear because contributions from each boundary cancel each other out. Periodic

boundary conditions are also applied to the adjoint problem.

Figure 5.7: Solution to linear advection-diffusion equation, (5.25), at selected time-points.
Here u(x, 0) = sin(x), and u has periodic boundary conditions. The finite element method
with linear basis functions was used for the x domain (100 elements) and the backwards
Euler formula was used for the time domain (∆t = 0.02).

We choose the following form for the reduced primal problem,

∂U

∂t
+
∂U

∂x
= ε

∂2U

∂x2
for (x, t) ∈ S

∂U

∂t
= ε

∂2U

∂x2
otherwise, (5.26)

where S is a region of the (x, t) domain to be determined by the algorithm, and U is

defined for 0 < x < 2π, 0 < t < T . We apply the initial conditions and boundary

conditions of the original problem: U(0, t) = u(0, t) = sin(x), and U has periodic
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boundary conditions. We require U to be continuously differentiable in x. In the

reduced model the term for diffusion is included everywhere in the domain, whereas

the advection term is only included in the region S.

For the results below we choose the quantity of interest to be,

J(u) =
1
T

∫ T

0
u(x∗, t) dt =

1
T

∫ T

0

∫ 2π

0
u · δ(x− x∗) dx dt.

Note that for this problem, if J(u) was the average of u over x and t, then we would

have |J(u)−J(U)| = 0 for all choices of S because of the periodic boundary conditions

and the absence of a reaction term.

The algorithm is then defined as follows:

Initialization: Set S = ∅, so that, in this case,
∂U

∂t
= ε

∂2U

∂x2
for all x. Compute φ

using equation (5.12).

Iteration:

1. Compute err(1:N,1:K) where

err(j, k) =
∫ xj

xj−1

∫ tk

tk−1

∣∣∣∣∂U∂t +
∂U

∂x
− ε∂

2U

∂x2

∣∣∣∣|φ| dx dt. (5.27)

2. Identify the largestNcont elements of err, and add the corresponding (x, t) regions

to S.

3. Re-compute U .

Termination: Stop when

|J(u)− J(U)| < TOL.

The algorithm was implemented in Matlab. The results are shown in Figures 5.8

and 5.9. The quantity of interest was chosen to be the average of u(π, t) over time,

and the dominant effect in the problem is advection/wave propagation in the positive

x-direction. Therefore, we expect that the advection term is only required in regions

of the domain where the solution wave reaches x = π before t = T . This is indeed the

case, indicating that the method has successfully determined the region of the domain

that is important for calculating the quantity of interest.

Note we have obtained results for two different domains: x = [0, 2π], t = [0, 0.5],

and, x = [0, 2π], t = [0, 2]. Similar results are obtained in both cases - Figures 5.8
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and 5.9. In Figure 5.9, which shows the application of the algorithm when t = [0, 2],

the included region extends to part of π < x < 2π, because the periodic boundary

conditions and the longer time interval enable to solution to travel to x = π from this

region. Also, for t = [0, 2], there is a characteristic of the solution in the domain of

influence with ∂u/∂x = 0 (the maximum of the solution). In Figure 5.9 we see that the

advection term is not included in a small neighbourhood of this characteristic. This

makes sense because the advection term will be small in that region.

5.3.4 Application to a nonlinear advection-diffusion equation

In the previous section we analyzed a linear advection-diffusion equation. The error

bound derivation in section 5.3.1 allowed for the first-order derivative term to be non-

linear. Therefore we apply the error bound to Burgers’ equation [7], a model problem

from fluid mechanics that contains a nonlinear first-order term. Burgers’ equation is

defined as,

∂u

∂t
+ u

∂u

∂x
= ε

∂2u

∂x2
, (5.28)

where 0 < ε � 1 and u is defined for 0 < x < 2π, 0 < t < T . We apply periodic

boundary conditions to u, and the initial condition u(x, 0) = sin(x). The solution to

equation (5.28) is shown in Figure 5.10.

We choose the following form for the reduced primal problem,

∂U

∂t
+ U

∂U

∂x
= ε

∂2U

∂x2
for (x, t) ∈ S

∂U

∂t
= ε

∂2U

∂x2
otherwise, (5.29)

where S is a region of the (x, t) domain to be determined by the algorithm, and U is

defined for 0 < x < 2π, 0 < t < T . We apply the initial conditions and boundary

conditions of the original problem: U(0, t) = u(0, t) = sin(x), and U has periodic

boundary conditions. We require U to be continuously differentiable in x. In the

reduced model the term for diffusion is included everywhere in the domain, whereas

the nonlinear advection term is only included in the region S.

For the results below we choose the quantity of interest to be,

J(u) =
1
T

∫ T

0
u(x∗, t) dt =

1
T

∫ T

0

∫ 2π

0
u · δ(x− x∗) dx dt.

89



5.3 Nonlinear mixed-type PDEs

Figure 5.8: Time-dependent diffusion approximation for linear advection-diffusion equa-
tion (5.25), T = 0.5, J(u) = 1

T

∫ T

0
u(π, t) dt. Quantity of interest accurately computed

with less than 10% of domain included in the reduced model. Top panels: Solid blue line
is the finite element solution to (5.25) with 100 elements, ∆t = 0.02. Dashed red line
is solution to the reduced model, (5.26). Here ε = 0.05, Ncont = 20 and TOL = 0.01.
Bottom-left panel: Region of the domain where advection term is included in the reduced
model. Bottom-right panel: |J(u) − J(U)|, as a function of the fraction of the domain
included in the reduced model.
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Figure 5.9: Time-dependent diffusion approximation for linear advection-diffusion equa-
tion (5.25), T = 2, J(u) = 1

T

∫ T

0
u(π, t) dt. Quantity of interest accurately computed with

32% of domain included in the reduced model. Top panels: Solid blue line is the finite
element solution to (5.25) with 100 elements, ∆t = 0.02. Dashed red line is solution to
the reduced model, (5.26). Here ε = 0.05, Ncont = 20 and TOL = 0.01. Bottom-left panel:
Region of the domain where advection term is included in the reduced model. Bottom-right
panel: |J(u) − J(U)|, as a function of the fraction of the domain included in the reduced
model.
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5.3 Nonlinear mixed-type PDEs

Figure 5.10: Solution to nonlinear advection-diffusion equation, (5.28), at selected time-
points. Here u(x, 0) = sin(x), and u has periodic boundary conditions. The finite element
method with linear basis functions was used for the x domain (100 elements) and the
backwards Euler formula was used for the time domain (∆t = 0.02).

Note that as for the linear advection-diffusion PDE, if J(u) was the average of u

over x and t, then we would have |J(u)− J(U)| = 0 for all choices of S because of the

periodic boundary conditions and absence of a reaction term.

The algorithm is then defined as follows:

Initialization: Set S = ∅, so that, in this case,
∂U

∂t
= ε

∂2U

∂x2
for all x. Compute φ

using (5.12).

Iteration:

1. Compute err(1:N,1:K) where

err(j, k) =
∫ xj

xj−1

∫ tk

tk−1

∣∣∣∣∂U∂t + U
∂U

∂x
− ε∂

2U

∂x2

∣∣∣∣|φ| dx dt. (5.30)

2. Identify the largestNcont elements of err, and add the corresponding (x, t) regions

to S.

3. Re-compute U and φ.

Termination: User-defined. (See discussion below.)

The algorithm was implemented in Matlab. The results are shown in Figure 5.11.

As in the linear case (section 5.3.3), the quantity of interest was chosen to be the

average of u(π, t) over time, and the dominant effect in the problem is advection/wave
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5.4 Remarks on applying a posteriori model reduction to quasi-linear
PDEs

propagation in the positive x-direction. Therefore, we expect that the advection term

is only required in regions of the domain where the solution wave reaches x = π before

t = T . This is indeed the case, indicating that the method has successfully determined

the region of the domain that is important for calculating the quantity of interest.

Note we have obtained results for two different domains: x = [0, 2π], t = [0, 0.5],

and, x = [0, 2π], t = [0, 2]. Similar results are obtained in both cases - Figures 5.11

and 5.12. In Figure 5.12, which shows the application of the algorithm when t = [0, 2],

the included region extends to part of π < x < 2π, as in the linear case, because the

periodic boundary conditions and the longer time interval enable to solution to travel

to x = π from this region. However there is a problem in the case x = [0, 2π], t = [0, 2].

In this case J(u) − J(U) crosses zero, so the algorithm would stall if the algorithm is

terminated with |J(u) − J(U)| < TOL. In order to avoid this we ran the algorithm

without a stopping condition, and stopped the algorithm manually when J(u)− J(U)

was converging on zero (as opposed to when it was passing through zero). A question

for further research is how to stop the algorithm automatically when J(u)−J(U) passes

through zero.

5.4 Remarks on applying a posteriori model reduction to

quasi-linear PDEs

The problems we have considered in this chapter have all contained a diffusion term.

The presence of a diffusion term simplifies the mathematics and the numerics of the

problem because a second-order derivative introduces two arbitrary constants in to the

problem. These constants can be used to enforce continuous differentiability in x of

the model solution when the time-dependent diffusion approximation is applied in the

reduced model. If there is no second-order derivative in the PDE, then some choices of

reduced model lead to a solution that is a multi-valued in some regions of the domain

and undefined in other regions of the domain. This difficulty can be overcome for some

PDEs, generally termed quasilinear PDEs, by using the method of characteristics to

convert the PDE to a system of ODEs.

We consider the following linear hyperbolic problem,

∂u

∂t
+
∂u

∂x
= 0, for 0 < x < 2π, (5.31)
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5.4 Remarks on applying a posteriori model reduction to quasi-linear
PDEs

Figure 5.11: Time-dependent diffusion approximation for nonlinear advection-diffusion
equation (5.28), T = 0.5, J(u) = 1

T

∫ T

0
u(π, t) dt. Quantity of interest accurately computed

with 10.5% of domain included in the reduced model. Top panels: Solid blue line is the
finite element solution to (5.28) with 100 elements, ∆t = 0.02. Dashed red line is solution
to the reduced model, (5.29). Here ε = 0.05, Ncont = 20 and TOL = 0.01. Bottom-
left panel: Region of the domain where advection term is included in the reduced model.
Bottom-right panel: |J(u)− J(U)|, as a function of the fraction of the domain included in
the reduced model.
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5.4 Remarks on applying a posteriori model reduction to quasi-linear
PDEs

Figure 5.12: Time-dependent diffusion approximation for nonlinear advection-diffusion
equation (5.28), T = 2, J(u) = 1

T

∫ T

0
u(π, t) dt. Quantity of interest accurately computed

with 31% of domain included in the reduced model. Top panels: Solid blue line is the
finite element solution to (5.28) with 100 elements, ∆t = 0.02. Dashed red line is solution
to the reduced model, (5.29). Here ε = 0.05, Ncont = 50. Bottom-left panel: Region of
the domain where advection term is included in the reduced model. Bottom-right panel:
|J(u)− J(U)|, as a function of the fraction of the domain included in the reduced model.
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5.5 Robustness of a posteriori model reduction to algorithm parameters

with the initial condition u(x, 0) = sin(x) and periodic boundary conditions. The

solution to this problem is u(x, t) = sin(x− t). Suppose we define a reduced model as

follows,

∂u

∂t
+
∂u

∂x
= 0, for 0 < x < x∗,

∂u

∂t
= 0, for x∗ < x < 2π,

with the initial condition u(x, 0) = sin(x) and periodic boundary conditions. Using

the method of characteristics gives u(x, t) = sin(x − t) in the set {(x, t) : 0 < x <

2π and x − x∗ < t < x}, and u(x, t) = sin(x) in the set {(x, t) : x∗ < x < 2π}.
These two regions overlap with each other and the two solutions do not agree with each

other in the overlapping regions. Therefore the solution is multi-valued. Also in the

set {(x, t) : 0 < x < x∗ and x < t < (x + 2π)} the solution is undefined because no

characteristics pass through this region.

The choice of reduced model above is not appropriate. In order to apply a posteriori

model reduction to equation (5.31), we could use the method of characteristics to

convert it to a system of initial-value ODEs [7, 25]. The method of characteristics can

be applied to equations of the form,

P (u, x, t)
∂u

∂t
+Q(u, x, t)

∂u

∂x
= R(u, x, t), (5.32)

termed quasi-linear PDEs. A posteriori model reduction can be applied using the

theory developed in Chapter 3 for IVPs to such equations after the method of charac-

teristics has been applied.

5.5 Robustness of a posteriori model reduction to algo-

rithm parameters

For all the problems considered in this chapter the algorithm parameter Ncont can

be increased from 1 to 20 or more with negligible changes to the results. In Figures

5.13 and 5.14 we show the results of varying Ncont for the linear advection-diffusion

and nonlinear advection-diffusion equations. In Figures 5.15 and 5.16, we show what

happens to the results for the monodomain equation when Ncont is increased to a point

where the results are considerably different. In the previous chapter we gave a rule

96



5.5 Robustness of a posteriori model reduction to algorithm parameters

Figure 5.13: A posteriori model reduction with time-dependent diffusion approximation
is robust to changes in Ncont parameter for linear advection-diffusion equation, T = 2. As
in Figure 5.9, the black area represents the region of the domain where advection term is
included in the reduced model. Apart from Ncont, all other parameter values are the same
as in Figures 5.9.

of thumb that MaxIter – the maximum number of iterations that the algorithm can

take should be at least 100. Figures 5.15 and 5.16 support this rule of thumb. For the

parameters we have chosen there are 80,800 elements in the computational domain that

can be included in the reduced model. In order to make sure that MaxIter is more

than 100, Ncont has to be less than 808. Figures 5.15 and 5.16 show that the results

are relatively similar for Ncont = 50 and Ncont = 100, but become increasingly different

for Ncont = 500 and Ncont = 1000. Even when Ncont = 1000, it could be argued that

the results are qualitatively the same as they are for Ncont = 50. This supports the

recommendation of ensuring that MaxIter is at least 100.
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5.5 Robustness of a posteriori model reduction to algorithm parameters

Figure 5.14: A posteriori model reduction with time-dependent diffusion approximation
is robust to changes in Ncont parameter for nonlinear advection-diffusion equation, T = 2.
As in Figure 5.12, the black area represents the region of the domain where advection
term is included in the reduced model. The termination step was changed so that in each
case the algorithm stopped after the advection term was included in 3,500 elements of the
domain. In each case |J(u)− J(U)| is less than 2 · 10−4. All other parameter values apart
from Ncont are the same as in Figures 5.12.
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5.5 Robustness of a posteriori model reduction to algorithm parameters

Figure 5.15: A posteriori model reduction with time-dependent diffusion approximation
is robust to changes in Ncont parameter for monodomain equation, J(u) = ave|x=0.3(V ).
As in Figure 5.6, the black area represents the region of the domain where reaction term is
included in the reduced model. Apart from Ncont, all other parameter values are the same
as in Figure 5.6.
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5.5 Robustness of a posteriori model reduction to algorithm parameters

Figure 5.16: A sufficiently large increase in Ncont causes a posteriori model reduction to
give different results for the monodomain equation with time-dependent diffusion approxi-
mation, J(u) = ave|x=0.3(V ). As in Figure 5.6, the black area represents the region of the
domain where reaction term is included in the reduced model. All other parameter values
apart from Ncont are the same as in Figure 5.6.
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5.6 Computational efficiency

5.6 Computational efficiency

The algorithm used to obtain the results for the monodomain equation – Figures 5.5

and 5.6 – currently takes 15-20 minutes to run. When the functional of interest is the

average transmembrane potential at a particular node, the algorithm takes less time.

This is because a smaller region of the domain has to be included in order to accurately

compute the quantity of interest, compared to the case when the quantity of interest

is the average transmembrane potential over the whole domain.

It is possible to estimate the computational feasibility of applying the algorithm

to problems with more degrees of freedom. For simplicity, we restrict ourselves to

considering the monodomain equation in one spatial dimension with two components.

However, this is sufficient to see that it may be difficult to apply the method to prob-

lems in two spatial dimensions. The algorithm includes a fixed number of sub-regions

on each iteration. This causes an approximately linear increase in the computation

time with the number of nodes in the mesh. The computation time for each iteration

increases approximately quadratically with the number of nodes. This is because the

reduced monodomain equation and an adjoint problem are solved on each iteration,

and the rate-limiting step of solving these equations is in solving a linear system of

equations. Multiplying these factors together tells us that there is an approximately

cubic increase in computation time with the number of degrees of freedom in the orig-

inal problem. We estimate that applying the method to 2-D problems would require

over a month of simulation time, unless the current implementation can be made faster.

This information is summarised in table 5.1.

Although our implementation is relatively fast, there are ways that it can be made

faster. The algorithm is implemented in Chaste [57], an efficient C++ environment

that is designed for solving large-scale cardiac and other tissue-level problems. A faster

implementation would be obtained through using the C or Fortran languages, since

features of C++ such as virtual redirection slow down the implementation. Also, the

Chaste solvers calculate the solution on a uniform mesh with uniform time-stepping.

More sophisticated numerical solvers, e.g., using higher-order polynomials adaptively

in the FEM [2], offer a further potential speed-up. These suggestions may be more

time-consuming for the user to implement than the implementation used to generate

the results in this thesis.
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5.7 Summary

A 10-20 fold increase in computational efficiency can be obtained by increasing the

algorithm parameter Ncont (the number of elements added to the included region on

each iteration of the algorithm). As shown in the previous section, for the problems in

this chapter, the change in the results is relatively small for increases of Ncont from 1

to 20.

Table 5.1: Current computation times with parameter settings as above: T = 200ms,
dt = 0.5ms, Ncont = 50, FitzHugh Nagumo cell model.

Time required to do Maximum number Maximum amount
1 iteration of iterations of time required

100 nodes 0.90s 8 · 104 24 minutes

1,000 nodes 4.82s 8 · 105 21.5 hours

10,000 nodes 25s 8 · 106 46.3 days

5.7 Summary

In this chapter we combined the results for IVPs and BVPs to derive an error bound for

PDEs with a linear first-order time derivative term and algebraic, first order and second

order x-derivative terms, any combination of which may be nonlinear. We applied a

posteriori model reduction to two reaction-diffusion PDEs (Fisher’s equation and the

monodomain equation), and two advection-diffusion PDEs (a linear model problem and

Burger’s equation). The quantities of interest we considered were the average over time

and space for a component of the model solution, and the average over time at a single

point in space for a component of the model solution.

Reduced models that accurately calculate an average over time and space were gen-

erated for Fisher’s equation and the monodomain equation. (Reduced models for the

advection-diffusion equations were not generated for this type of quantity of interest

because the average over time and space was the same regardless of whether the advec-

tion term was included.) Both Fisher’s equation and the monodomain equation have

travelling wave solutions. In results for Fisher’s equation the reaction term is included

in the reduced model only on the wave-front. The reason the reaction term is not

included behind the wave-front is that the solution is close to a steady state in this

region, and the reaction term is zero at the steady state. Similarly for the region ahead

of the wave-front. In results for the monodomain equation the reaction term is included
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5.7 Summary

in the reduced model on or behind the wave-front. The recovery variable reaction term

is included in the reduced model later than the activation variable recovery term, in-

dicating that the recovery variable reaction term is only required after activation has

taken place. The reason the reaction term is included behind the wave-front is that the

solution tends towards a stable limit cycle in this region, and both reaction terms are

non-zero on the limit cycle.

Reduced models that accurately calculate an average over time at a single point in

space were generated for all four of the PDEs analyzed in this chapter. In results for

Fisher’s equation, the reaction term was included in a band that travelled across the

domain with the wave-front until it reached x = x∗. For the monodomain equation

the reaction terms are required over a larger region of the domain. In both cases, the

included region is smaller than when the quantity of interest is an average over time

and space, indicating that less information from the original problem is required when

the domain of integration for the quantity of interest is restricted to a point in space.

For the two advection-diffusion equations, results show that the method identifies the

domain of influence in the problem, i.e., the advection term is only included in regions

of the domain where the solution wave reaches the point of interest before t = T . For

larger values of T the advection term is included over a greater region of the domain

as the solution wave travels further during the simulation.

An issue that we faced in applying the method to Burger’s equation was that J(u)−
J(U) passes through 0 before it converges on zero. This is not a problem if the user is

only interested in finding a model that accurately calculates the quantity of interest.

However, when an average is chosen as a quantity of interest the user will often be

interested in accurately reproducing the solution of the original problem over the entire

region over which the average is taken. For Burger’s equation the method finds a

reduced model such that J(u) − J(U) is close to zero but the solution to the reduced

model is inaccurate almost everywhere on the computational domain. This is because

large positive and negative contributions to J(u) − J(U) cancel each other out. We

resolved this issue for Burger’s equation by removing the termination condition, |J(u)−
J(U)| < TOL, and instead running the algorithm for a fixed number of iterations,

saving data on included regions periodically. This made it possible to manually find

out when J(u) − J(U) starts converging on zero. An area for further work would be
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5.7 Summary

to implement the algorithm with an improved stopping criterion to avoid premature

termination of the algorithm.

In this chapter we have considered a single type of reduced model – the time-

dependent diffusion approximation. In this case the reduced model contains only a time

derivative and a diffusion term in regions of the domain where the original differential

operator is not applied. An area for further work is to consider different types of

approximation for PDEs. For reaction-diffusion PDEs, a straightforward extension

of the reaction approximation method introduced in Chapter 4 would give a reduced

model where the diffusion term is only included in automatically identified regions of

the domain. Similarly, for advection-diffusion PDEs an alternative approximation could

be made by only including the diffusion term in automatically identified regions of the

domain. There are a couple of potential issues that need to be considered in this case.

First, if we are solving a reduced model where an advection-diffusion equation is solved

in one region, and an advection equation is solved elsewhere, it will not be possible

to ensure that the solution to the reduced model is continuously differentiable. As in

the case of the reaction approximation, this is because there are not enough arbitrary

constants in the problem to enforce continuous differentiability. Second, the region

where the advection equation is solved would have to coincide with characteristics of

the advection equation. If the boundary between the included and non-included region

was parallel to the t-axis, as it is in all of the reduced models in this chapter, then the

solution to the reduced model would not in general be well-defined.

The work in this chapter could be continued by analyzing a time-dependent form

of the chemotaxis equations from section 4.3.3 and [27]. Another potential application

area is PDE models of crawling cells [43, 55]. The models in [43, 55] couple hyper-

bolic, parabolic and elliptic PDEs. The error bound derived in section 5.3.1 can be

applied to both the chemotaxis and the crawling cell models, and many other PDEs in

systems biology that take account of effects such as diffusion, chemical kinetics, wave

propagation, and viscosity.
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6

Discussion

The aim of this thesis is to contribute to the development of the a posteriori model

reduction methodology for model analysis in systems biology. Mathematical modelling

in biology promises to deliver predictive models of physiological and pathophysiolog-

ical systems. However a major challenge for achieving this goal is that the dynamic

behaviour of many mathematical models in systems biology is in general not very well

understood. One reason for this is that mathematical models in systems biology are

increasingly large-scale and multiphysics. This means that it is difficult to apply many

existing methods for model analysis that have been developed in other areas of science.

Two approaches that have been successful for model analysis in systems biology are sen-

sitivity analysis and perturbation methods. Sensitivity analysis is suited to answering

questions such as – “Which parameter values in the model equations have the greatest

effect on a model output of interest?” However, as discussed in Chapter 2, the question

– “Which terms in the model equations have the greatest effect on a model output

of interest?” – has not been answered using sensitivity analysis methods for systems

biology models. Perturbation methods can answer the second of these questions. How-

ever perturbation methods require specialist mathematical skills to apply. Furthermore

perturbation methods become increasingly unwieldy as the number of components in

the model increases. There is therefore a need for a methodology that applies to large-

scale multiphysics models and can answer the question – “Which terms in the model

equations have the greatest effect on a model output of interest?” A relatively new

method, a posteriori model reduction, is able to answer this question through applica-

tion of a computational algorithm. The method can be used with limited mathematical
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knowledge, and is suited for application to large-scale multiphysics models.

Previous work on a posteriori model reduction has developed the method for re-

moving algebraic terms from nonlinear coupled IVPs in regions of the domain where

those terms are not required for accurately computing some user-defined quantity of

interest [75]. In this thesis we have developed the method to automatically remove,

• the first-order derivative term from nonlinear coupled IVPs resulting in a quasi-

steady state approximation,

• either the algebraic or the second-order derivative terms from nonlinear coupled

BVPs,

• either algebraic or first-order x-derivative terms from time-dependent nonlinear

coupled PDEs,

in regions of the domain where those terms are not required for accurately computing

some user-defined quantity of interest.

We have applied the new variants of the method to a number of model problems

including the Michaelis-Menten equations – a nonlinear ODE system; a chemotaxis

PDE model containing a nonlinear second-order term; the monodomain equation – a

time-dependent coupled reaction-diffusion equation with nonlinear reaction term; and

Burger’s equation – a nonlinear advection-diffusion equation. Summaries of the results

for all model problems can be found at the end of Chapters 3, 4, and 5.

An overall conclusion that can be drawn in this thesis is that the method automati-

cally constructs informative reduced models for a wide range of problems. The method

seems to work better for linear problems in the sense that for some of the nonlinear

problems analyzed, such as the chemotaxis model, we expected the included region of

the domain to be smaller. Understanding why this is the case is an area for further

work.

A feature of the method that has been preserved in the development of the method

in this thesis is that it is automatic. The user has to specify the quantity of interest

and the choice of the reduced model. Because of the simplicity of the algorithm, almost

all of the user’s work is in solving the primal problem, and the adjoint problem as it

has been defined in this thesis. If the user is able to accurately calculate the solution to
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the primal problem, solving the adjoint problem is also possible and no more difficult

technically than solving the primal problem.

Another area for further work would be to extend the automaticity of the method so

that the choice of reduced model is automatically generated. For example many IVPs

in systems biology contain a number of different reaction terms. It may be desirable

to identify which of these reaction terms is important for accurately calculating J(·).
This could be done, for example, by further decomposing the expression for the error

into contributions from each of the individual reaction terms. Note that automatically

generating the choice of reduced models for BVPs and PDEs that contain several dif-

ferent types of term may be more challenging, as it can be difficult to identify whether

the reduced model will always have a solution.

The question of computational efficiency is a pertinent one as the method scales

approximately cubicly with the number of elements in the computational domain. This

would make it difficult to apply the method to problems with more than two indepen-

dent variables, unless an order of magnitude decrease in the computation time for the

differential equation solvers was obtained. This may be possible by using C or Fortran,

and or by using more sophisticated numerical solvers, e.g., using higher-order polyno-

mials adaptively in the FEM [2]. We have investigated whether the method can be

made more computationally efficient by increasing the algorithm parameter Ncont (the

number of elements added to the included region on each iteration of the algorithm).

Results show that the effect of increasing Ncont by a factor of 10 or 20 has a negligi-

ble effect for the the IVPs and majority of BVPs and PDEs considered in this thesis.

However an exception to this is the chemotaxis model where differences were observed

between resulting reduced models for different values of Ncont. This warrants further

investigation.

The areas for further work outlined above aim to extend the applicability of the

method to a wider range of problems. Another important area for further work is

to apply the method in its existing form to other models that are currently not well-

understood in order to gain insight into the importance of different terms in the equa-

tions, and therefore potential insight into the important physical effects in the system

that the model is approximating. An obvious starting place would be to apply the

method to other large-scale IVPs. Previously the method has been applied to a large-

scale cardiac electrophysiology model [75]. There are many other IVPs that could be
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analyzed, for example [10, 22, 32, 45, 53]. The variant of the method that makes a

quasi-steady state approximation is novel, and has thus far only been applied to the

two model problems presented in Chapter 3. There are also many mixed-type PDEs in

systems biology to which the general error bound derived in Chapter 5 can be applied.

For example, there are models for cell motility that couple hyperbolic, parabolic and

elliptic PDEs [43, 55]. The quantity of interest in these models is the speed at which the

cell moves, and the equations are of the general form of the PDEs in Chapter 5. These

equations are therefore an obvious candidate for application of the method. Applying a

posteriori model reduction to any of these problems can be done using the algorithms

developed in this thesis.

Summary

Model analysis in systems biology is important for development of detailed biophysical

models that accurately reproduce the underlying physiology. Because models in systems

biology are increasingly large-scale and multiphysics, model analysis poses a significant

challenge. The long term aim of this project is the development of the a posteriori

model reduction methodology for identifying which terms in a model have the greatest

effect on a model output of interest, and where in the computational domain these

terms are required in the model. The contributions of this thesis have been to further

develop the methodology for IVPs and to extend the methodology to BVPs and PDEs.

We have considered differential equations with algebraic terms, first order terms, and

second order terms any combination of which may be nonlinear. We have given several

examples of how a reduced model can be constructed such that any one of these terms is

removed in automatically identified regions of the domain. The methodology can now

be applied to other problems that are less well understood than the model problems

analyzed in this thesis. Moreover there is scope to further develop the method to widen

its applicability.
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