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A B S T R A C T 

The arri v al of the Vera C. Rubin Observatory’s Le gac y Surv e y of Space and Time (LSST), Euclid-Wide and Roman wide-area 
sensitiv e surv e ys will herald a new era in strong lens science in which the number of strong lenses known is expected to rise 
from O(10 

3 ) to O(10 

5 ). Ho we ver, current lens-finding methods still require time-consuming follow-up visual inspection by 

strong lens experts to remove false positives which is only set to increase with these surv e ys. In this work, we demonstrate a 
range of methods to produce calibrated probabilities to help determine the veracity of an y giv en lens candidate. To do this we 
use the classifications from citizen science and multiple neural networks for galaxies selected from the Hyper Suprime-Cam 

surv e y. Our methodology is not restricted to particular classifier types and could be applied to any strong lens classifier which 

produces quantitative scores. Using these calibrated probabilities, we generate an ensemble classifier, combining citizen science, 
and neural network lens finders. We find such an ensemble can provide improved classification over the individual classifiers. 
We find a false-positive rate of 10 

−3 can be achieved with a completeness of 46 per cent, compared to 34 per cent for the best 
indi vidual classifier. Gi ven the large number of g alaxy–g alaxy strong lenses anticipated in LSST, such impro v ement would 

still produce significant numbers of false positives, in which case using calibrated probabilities will be essential for population 

analysis of large populations of lenses and to help prioritize candidates for follow-up. 

Key words: gravitational lensing: strong – methods: data analysis – methods: statistical. 
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 I N T RO D U C T I O N  

ravitational lensing is the deflection of light due to gravity as it
asses a massive object. This can occur at a wide range of mass
cales, ranging from microlensing of single stars by a compact source 
e.g. a black hole; Sahu et al. 2022 ), to lensing of galaxies by galaxy
lusters (e.g. Southern MAssive Cluster Survey (SMACS) 0723; 
ascale et al. 2022 ). Strong lensing occurs when, from the perspective 
f the observer, the source appears as multiple images surrounding 
he lens. Strong lensing is a rare occurrence: only the most massive
alaxies can deflect the source light sufficiently to be resolvable 
rom the lensing galaxy. The number of galaxy-scale strong lenses 
dentified to date is of order 1000 (hundreds of which have been
onfirmed, e.g. Bolton et al. 2008 ; Brownstein et al. 2012 ). These
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ave been found across a range of surveys and telescopes, such as
he Dark Energy Surv e y (DES, e.g. Jacobs et al. 2019a , b ), Canada-
rance-Ha waii Telescope Le gac y Surv e y (CFHTLS, Marshall et al.
016 ; More et al. 2016 ; Jacobs et al. 2017 ), Canada-France Imaging
urv e y (CFIS, Savary et al. 2022 ), Sloan Digital Sky Survey (SDSS,
.g. Bolton et al. 2006 , 2008 ), Hyper-Suprime Cam (Sonnenfeld
t al. 2020 ; Ca ̃ nameras et al. 2021 ; Shu et al. 2022 ), Hubble Space
elescope (Faure et al. 2008 ; Jackson 2008 ; P a wase et al. 2014 ), Kilo-
e gree Surv e y (KiDS, Petrillo et al. 2017 , 2019 ; He et al. 2020 ; Li

t al. 2021 ) including in the radio (e.g. the Very Large Array; Browne
t al. 2003 ; Myers et al. 2003 ). The known lenses therefore span a
ide resolution range and all come with different selection functions. 
he number of lenses useful for a particular science case is typically
uch smaller than the number of known lenses, particularly if that

cience case requires spectroscopic redshifts or data at particular 
avelengths. Such cases include constraining the stellar initial mass 

unction o v er a lens population (Sonnenfeld et al. 2019 ) or the
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h permits unrestricted reuse, distribution, and reproduction in any medium, 
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edshift evolution of the velocity dispersion function of early-type
alaxies (ETG’s, Geng et al. 2021 ) which both required spectroscopic
edshifts, or the mass of the fuzzy-dark matter particle through
igh-resolution very long baseline interferometry observations (Pow-
ll et al. 2022 , 2023 ).The ∼100 Sloan Lens ACS Surv e y (SLACS)
enses (Bolton et al. 2006 , 2008 ) have been a go-to lens sam-
le owing to the availability of redshift and high-resolution data.
ith the arri v al of wide-area surv e ys such as Le gac y Surv e y of

pace and Time (LSST; Ivezi ́c et al. 2019 ), the Euclid Wide
urv e y (Euclid Collaboration 2022 ), and Roman High Latitude
ide Area surv e y (Spergel et al. 2015 ; Akeson et al. 2019 ),

trong lensing science will mo v e from small samples of strong
enses to population-level analysis of the hundreds of thousands
f lenses (Collett 2015 ; Holloway et al. 2023 ) identified by these
urv e ys. Although the 4 MOST Strong Lensing Spectroscopic Le gac y
urv e y (Collett et al. 2023 ) will provide spectroscopic redshifts
or ∼10 000 lens-source pairs, this will leave the majority with-
ut spectroscopic confirmation and follow-up visual inspection of
he ∼100 000 strong lens candidates (and many more false posi-
ives) put forward by lens finding methods will be an unenviable
ask. 

Strong lenses have been found using a wide variety of methods.
hese include machine learning [typically convolutional neural net-
orks (CNN’s), e.g. Lanusse et al. 2018 ; Schaefer et al. 2018 though
ther methods including Support Vector Machines (e.g. Hartley
t al. 2017 ) and self-attention-based encoding models (Thuruthipilly
t al. 2022 ) have also been used], citizen science (Geach et al.
015 ; Marshall et al. 2016 ; More et al. 2016 ; Sonnenfeld et al.
020 ; Garvin et al. 2022 ), arc-finding algorithms (e.g YATTALENS,
onnenfeld et al. 2018 ; Arcfinder, Seidel & Bartelmann 2007 ), and
xpert visual inspection (Faure et al. 2008 ; Jackson 2008 ; Pawase
t al. 2014 ). Although the automated methods e.g. CNN’s are
ontinually impro ving o v er time, the y still require visual follow-
p inspection of high-scoring candidates by strong lens experts to
emo v e false positiv es. Ev en with small-medium sized surv e ys, this
s time consuming and difficult: strong lens identification is not clear-
ut, particularly with ground-based imaging or when using single-
and imaging. From recent lens searches (Sonnenfeld et al. 2020 ;
a ̃ nameras et al. 2021 ; Rojas et al. 2022 ) the number of high-scoring
andidates which underwent visual inspection exceeded the resulting
umber of A–B grade lenses by factors ≥10 ×. Furthermore, Rojas
t al. ( 2023 ) found that ∼6 expert graders are required to reduce
he classification error below 0.1 (on a 0–1 grading system). With
ide-area surv e ys, lens finding methods which scale-up easily will
e key to identifying most lenses; ho we ver, these will still leave a
arge number of high-scoring false positives to remo v e. This paper
ims to address this problem. The goals of this paper are two-fold: 

(i) To produce calibrated probabilities that a gi v en galaxy
ystem is a lens . We define a calibrated score X as one for which
ystems with this score are indeed lenses X per cent of the time,
s verified on a distinct test set. For wide-area surv e ys, follow-up
pectroscopy or visual inspection of all lens candidates will not be
ossible. It will therefore be important to have accurate probabilities
or lens candidates in order to perform unbiased population-level
nalysis, the alternative being significantly reducing the sample size
o those which have been spectroscopically or visually confirmed.
urthermore, having accurate probabilities allows direct comparison
f lens candidates across different lens finders. 
(ii) To create an ensemble strong lens classifier . A given survey
ay be targeted by multiple lens finding methods, each with their

wn strengths and weaknesses. Neural network ensembles have been
NRAS 530, 1297–1310 (2024) 
nvestigated previously (e.g. Schaefer et al. 2018 ; Canameras et al.
023 for g alaxy–g alaxy lensing and Andika et al. 2023 for lensed
uasars), simply averaging over the individual network scores. We
ish to take this method further, by incorporating the calibrated
robabilities generated abo v e in a Bayesian framework, as well as
ncluding a citizen science classifier to diversify our ensemble beyond
eural networks. 

In the process of reaching these goals, we aim to answer the
ollowing questions: 

(i) Is there a significant impro v ement in performance using an
nsemble method compared to a single classifier? 

(ii) Are there regions of parameter space which suit certain
ethods best? 
(iii) How does the degree of impro v ement change when combining

nly neural network classifiers, compared to combining neural
etworks with a citizen science classifier? 

This paper is structured as follows: We detail the data used in
his work in Section 2 . In Sections 3.1 and 3.2 , we summarize and
pply different classifier calibration methods. In Section 3.3 , we
hen combine these calibrated probabilities into a single ensemble
lassifier. Our results are presented in Section 4 and discussed further
n Section 5 , including implications for forthcoming lens searches in
SST and other wide-area surv e ys in Section 5.4 . We conclude in
ection 6 . 

 DATA  

o develop our ensemble classifier, we used the classification outputs
rom six strong lens finders applied to Hyper-Suprime Cam (HSC)
ubaru Strategic Program data (Aihara et al. 2022 ). This, being a
round-based surv e y o v er hundreds of square de grees, was a useful
roxy for LSST-like data. The wide-area surv e y is being conducted
n grizy bands, co v ering ∼ 1200 square de grees . The HSC S17A and
ublic Data Release 2 (PDR2) data releases (Aihara et al. 2018 ,
019 ) co v ered 1026 square de grees (225) and 1114 square de grees
305), respectively, in at least one band (all bands) to a 5 σ depth of i

26.2. Only the gri bands were used in this work. The strong lens
lassifiers used are described below: 

(i) Citizen Science (Sonnenfeld et al. 2020 ): A citizen science
earch by the Space Warps project, which used the HSC S17A data
elease (Aihara et al. 2018 , 2019 ) and provided citizen classifications
or ∼300 000 objects. The galaxies selected for this search had
hotometric redshifts 0.2 < z < 1.2 and inferred stellar masses
og ( M ∗/M �) > 11.2. 

(ii) Neural Network 1 (Ca ̃ nameras et al. 2021 ): A ResNet
lassifier, which used HSC PDR2 data (Aihara et al. 2019 ) o v er
 much larger sample of objects (network scores and positions were
vailable for 5.4 × 10 7 objects). The objects chosen for this search
ere required to have i -band Kron radius ≥0.8 arcsec, to narrow

he search to Luminous Red Galaxies with image separations likely
reater than the median seeing. 
(iii) Neural Network 2 (Shu et al. 2022 ): A ResNet classifier

rom Lanusse et al. ( 2018 ), using HSC PDR2 data and in particular
argeting high-redshift lens systems. The primary selections for this
earch were colour cuts: 0.6 < g − r < 3.0 and 2.0 < g − i < 5.0
o identify red, high-redshift galaxies. These cuts were taken from
acobs et al. ( 2019b ) to select lens galaxies with z ≥ 0.8. The lenses
n the training set of this network lay in the range 0.1 � z � 1.0. 

(iv) Neural Network 3 : The second classifier presented by Shu
t al. ( 2022 ), differing from the first in having a higher fraction of z
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 0.6 lenses in the training set, and image pre-processing. The lenses
n the training set of this network lay in the range 0.4 ≤ z ≤ 1. 

(v) Neural Networks 4 (Ishida et al., in prep.) and 5 (Jaelani 
t al. 2023 ): These networks were both convolutional neural networks 
pplied to HSC PDR2. They shared the same training set, in particular
argeting smaller Einstein radii > 0.5 arcsec (the distribution of 
instein radii in the training distribution of Einstein radii decreased 

oughly exponentially from 0.5 to 3.0 arcsec while Networks 1–3 
ocused on θE � 0.75 arcsec). The galaxies were originally selected 
ased on pre-selection criteria, such as stellar mass > 5 × 10 10 M �,
pecific star formation rate < 10 −10 , and redshift range 0.2 < z <

.2. Ho we ver, in this work, these CNNs were applied to the sample
f galaxies with classifier outputs available from all of the first four
lassifiers listed. 

The objects in each catalogue were cross-matched, with a maxi- 
um separation of 1 arcsec, to produce a sample of 126 312 galaxies
ith both citizen science and neural network outputs. The main cuts 

rom the parent samples which affected the resulting cross-matched 
ample were therefore: 

(i) Photometric redshift: 0.2 < z < 1.2 (CS) 
(ii) Stellar mass: log ( M ∗/M �) > 11.2 (CS) 
(iii) Kron radius ( i -band): R Kron, i ≥ 0.8 arcsec (NN 1) 
(iv) Colour cut 1: 0.6 < g − r < 3.0 (NN 2 + 3) 
(v) Colour cut 2: 2.0 < g − i < 5.0 (NN 2 + 3) 

A subset (109 128 objects), with ≥5 citizen classifications, was 
sed in the following analysis. On investigating the properties of 
he cross-matched and parent samples, we found the properties of 
he lens candidates (such as redshift, stellar mass, or colour) found 
y each classifier were similar even though the parent distributions 
aried between classifiers. It was therefore reasonable to combine 
hese classifiers into an ensemble. In order to calibrate the output 
cores of the classifiers, we required a ‘ground truth’, i.e. a list of
lassified objects of known lenses/non-lenses. We collated such a list 
sing expert grades from four sources: the Survey of Gravitationally- 
ensed Objects in HSC Imaging VI (SuGOHI VI, Sonnenfeld et al. 
020 ), Highly Optimized Lensing Investigations of Supernovae, 
icrolensing Objects, and Kinematics of Ellipticals and Spirals 
I (HOLISMOKES VI, Ca ̃ nameras et al. 2021 ), HOLISMOKES 

III (Shu et al. 2022 ), and the online SuGOHI data base 1 of lens
andidates. We then assigned each cross-matched object with an 
 v erall grade according to the following order: HOLISMOKES VI, 
uGOHI VI, SuGOHI data base, and HOLISMOKES VIII. These 
rades (G) were indications of the confidence that a given object was
 lens. They were defined in the range [0,3] where G = 3 indicated
certain lens’ (e.g. multiple images, in the correct configuration), G 

 2 indicated ‘probable lens’ (most features consistent with a strong
ens), and G = 1 indicated ‘possible lens’ (e.g. a single arc, which
ould well be a contaminant). In this work, we refer to A–B grade
enses as those with G ≥ 1.5, and A–C grade lenses as those with
 ≥ 1.0. There were 34 objects whose grades differed by ≥2 which
ere inspected by PH and re-assigned an appropriate grade (typically 

aking the average of the rele v ant grades except in clear-cut cases).
n total, 3744 cross-matched objects had assigned grades, of which 
89 were graded A–B and were treated as true lenses. 
 http://www- utap.phys.s.u- tokyo.ac.jp/ ∼oguri/sugohi/

t
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o  

h  

u  
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ur first aim was to produce calibrated scores for each classifier
ndividually. The graded objects were split into three sets: a training
‘calibration’) set, a validation set and a test set, in ratios 2:1:1.
or this work, we considered A + B grade lenses as true lenses, and

he remainder (graded or otherwise) as non-lenses. Excluding the 
ngraded objects would lead to unrealistic values for the receiver 
perating characteristic (ROC) curve and purity-completeness sum- 
ary statistics and it is likely the vast majority of true lenses were

dentified by at least one of our sources of expert grades. 

.1 Summary of calibration methods 

he purpose of calibration is to produce accurate probabilities that a
iven object is a lens. The true distribution of (raw) classifier scores
hich a large population of lenses (and non-lenses) would receive 

rom a given classifier is generally not known but could be inferred
rom a sample of data (this is known as density estimation). The
alibration methods described below are similar to such density 
stimation, ho we ver, here we produce a continuous distribution 
unction of the proportion of objects with a given score which are
enses, inferred from a finite sample of classifier scores and their
lassifications. These are then tested against a separate ‘test’ set to
erify the calibration is robust. 

We demonstrate the various common methods available to map 
 classifier score to a probability via a toy model shown in
ig. 1 . For this, 10 4 ‘systems’ were generated, with classifier scores
 x ) assigned uniformly in the range [0,1] and a class (lens or not)
hich was allocated randomly with probability P true given by a 
uartic function of its score, P true ( x ); this function is shown in Fig.
 (a). This function represents ‘perfect’ calibration as for each score it
aps to the true probability a given system is a lens. The calibration
ethods considered in this work are described below with their 

alibration curves for this toy data shown in the remaining panels of
his figure. 

(i) Isotonic re gression (Zadrozn y & Elkan 2002 ) is a non-
arametric, discontinuous fit of a monotonically increasing curve 
o the classifier output distribution. 

(ii) Platt scaling (Platt 2000 ) is a parametric calibration method of
he form: 

 ( L | x) = 

1 

1 + exp ( Ax + B) 
, (1) 

here A and B are fitted to the data and P ( L | x ) refers to the probability
hat a systen is a lens ( = L ) given a classifier score x . Although
ommonly used, this requires the calibration curve to closely match 
 sigmoid function, which a priori may not be true. 

(iii) Kullback Leibler importance estimation procedure (KLIEP; 
ugiyama et al. 2008 ): This minimizes the KL divergence of the
atio f ( x | L )/ f ( x ) with probability density functions f ( x | L ) and f ( x ) of
 classifier score x (given the subject is a lens in the first case).
rom Bayes’ Theorem, weighting this by P ( L ) gives the probability
 subject is a lens, given a classifier score. KLIEP uses a Gaussian
ixture model, with Gaussians of fixed width placed at the positions

f the lenses in classifier-output space. Their respective weights are 
uned to minimize the KL divergence. 

(iv) Variable bin fitting: This was designed to account for the small
umber of lenses in our sample, compared to the much larger number
f non-lenses. The method was adapted from that for generating a
istogram but here we allowed the bins to o v erlap and rather than
sing bins of fix ed width, the y had a fixed number of lenses in each
MNRAS 530, 1297–1310 (2024) 
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M

Figure 1. Calibration curves applied to a toy model for the range of calibration methods considered. The perfect calibration curve is shown on the far left. Platt 
scaling is the worst performing as the class distribution does not follow a sigmoid shape and thus is not considered further in this work. A subset of the bins 
used to generate the calibration curve in (d) are shown; the bin widths become smaller for larger classifier outputs as the fraction of lenses increases. 
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and thus a varying total bin occupancy). We chose to use bins of
ve lenses. Bins at lower scores were therefore wider (due to the

ower occurrence of lenses) while at higher scores were narrower.
he calibration curve was then formed from the fraction of lenses in
ach bin compared to the total bin occupation. This provided higher
esolution calibration in regions where there were lots of lenses (i.e.
or high classifier scores), while averaging out the calibration where
enses were sparse (i.e. for low classifier scores). Fig. 1 (d) shows a
emonstration of this on toy data with a subset of the bins shown. 

.2 Application of calibration methods 

e applied a subset of calibration methods to our data. We did
ot apply Platt Scaling as we did not expect our calibration curves
o match a sigmoid function. A key feature of the data was the
ignificant class imbalance: only ∼ 0 . 2 per cent of all objects used
n this work were lenses, and these are more concentrated at high
lassifier scores. We used this to achieve higher-resolution calibration
or high-scoring subjects. 

For each calibration method, we applied the calibration algorithm
o the rank values of the classifier outputs, rather than the outputs
hemselves. The ranks are defined as the ordered positions of the
ystems from lowest to highest raw classifier output for a given
lassifier; they do not depend on expert grade. We then interpolated
ack from rank to classifier score to produce the calibration map.
e wished our calibration method to be independent of the type of

lassifier used and the score distribution of its output. The distribution
f outputs can change significantly between different classifiers
cting on the same objects, ho we ver an excess of high (raw) scoring
bjects from a particular classifier should not be treated as all of
hese objects having high calibrated probabilities. Using the ranks
emo v ed this effect and simply assumes that a higher classifier score
qualitatively) implies higher confidence of a lens. 

The KLIEP and variable binning methods have hyperparameters
e fixed prior to calibration. We used a Gaussian kernel of width σ
 40; a balance between o v erfitting to the training data (occurring

rom a smaller kernel) and preventing oversmoothing at high scores
from a larger kernel). The KLIEP Gaussian mixture model had
he same number of kernels as lenses. As shown by the calibration
urve, the fraction of objects which are lenses increases significantly
or high scores: using the rank values allowed finer tuning to these
egions while not overfitting at lower classifier scores. Fig. 2 shows
he calibration curves for each of the methods applied. In all cases
he curves steepen for high scores: choice of score threshold will
ave a significant impact on purity in this region. The calibration
urves do not follow the y = x line (dotted), indicating that (as
xpected) the original classifier outputs were not already calibrated.
he mappings from the variable bin and isotonic regression method
NRAS 530, 1297–1310 (2024) 
re relatively similar to each other, across all classifiers; the KLIEP
ethod differs more significantly as the probability density function

PDF) only becomes non-zero close to the positions of the lenses in
he training set. This effect would be reduced by increasing the kernel
ize, but would lead to underfitting at the highest classifier scores.
ince we were primarily focused on high-probability candidates, we
rioritized reducing this underfitting. 
We validated these calibration curves against a separate test set,

hown in Fig. 3 . These show that spanning a wide range on log- p , the
alibration mapping can produce accurate probabilities. The isotonic
alibration produced the smallest variation upon bootstrapping, so is
sed for the subsequent analysis. 

.3 Summary of combination methods 

i ven no w-calibrated classifier outputs, we considered methods to
ombine them to produce a single score. The combined score will
ot necessarily itself be calibrated, thus further calibration stage
sing the methods abo v e may be required. The aim of this classifier
ombination was to maximize the purity of the resultant sample.
e tested three different methods: a generalized mean, dependent
ayesian combination, and independent Bayesian combination. The

atter two methods produce a posterior probability that a given object
s a lens, given the calibrated outputs of the individual classifiers. The
ormer is a simple ad hoc method for combining multiple scores but
oes not strictly produce a posterior probability. 

.3.1 Generalized mean 

e first considered a simple generalized mean of the form: 

 combo = 

( 

1 

N 

N ∑ 

i= 1 

p 

α
i 

) 

1 
α

, (2) 

here N denotes the total number of classifiers in the ensemble, and
 i is the calibrated probability for a particular object from the i th
lassifier. This takes on a variety of useful functions for different
alues of α, in particular the arithmetic mean, harmonic mean,
inimum and maximum of p i across the N classifiers for α = 1,
1, −∞ , and +∞ , respectively. 

.3.2 Dependent Bayesian classifier combination 

lthough we have generated calibrated probabilities for each classi-
er, the dependence (agreement) of each classifier on another has
ot yet been quantified. F or e xample if two identical classifiers
oth gave probabilities of 0.9 for the same object, our combined
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Figure 2. Calibration mapping for a range of calibration methods for each of the classifiers used in this work. For clarity, only the top 20 per cent of classifier 
scores are shown in each panel. The red and blue histograms refer to the fraction of lenses (blue/bottom) and non-lenses (red/top) in each bin. The mappings 
should be expected to roughly follow these histograms but not al w ays, for example at the highest classifier scores, where the fraction of true lenses increases 
rapidly within a single bin. The bars are shaded by the number of objects in each bin. The dashed line is the y = x line, which the calibration curves would 
follow if the outputs of the classifiers were already calibrated. 
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Figure 3. Validation of the calibration curves, applied to a separate test set of graded images. The y -axis is determined using the variable-binning method, and 
the error-bars are determined from bootstrapping. Each method shows good calibration (perfect calibration would be along the y = x line), but are occasionally 
underconfident particularly for the highest scores. 
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osterior should be 0.9 (the second, identical, classifier adds no new 

nformation), but if those classifiers were independent, we would 
xpect the posterior would be > 0.9. We here outline a Bayesian
pproach to model this dependence as follows. We calculate the 
osterior P ( L | { R i } ), where { R i } ≡ { R 1 ,... R N } is the set of score
ankings for a given object from each classifier and the ground truth
s labelled L and L̄ for ‘lens’ and ‘non-lens’, respectively. We denote 
he corresponding set of calibrated classifier scores as { C i } . From
ayes’ Theorem we can determine this posterior probability that a 
iven system is a lens, as a function of the score rankings from all N
lassifiers: 

 ( L |{ R i } ) = 

f ( { R 2 , ...R N }| L, R 1 ) P ( L | R 1 ) 

f ( { R 2 , ...R N }| R 1 ) 
, (3) 

here f denotes a multidimensional probability density function, P 

enotes the probability of a discrete random variable, and N denotes 
he total number of classifiers in the ensemble. P ( L | R 1 ) is known
lready, given a 1–1 relation between rank and calibrated score (i.e. 
he calibration mapping is strictly monotonic), as it is given by the
alibrated output: P ( L | R 1 ) = C 1 . The choice of which classifier is
enoted as C 1 is free, and as we will subsequently show, does not
ffect the result. We rewrite equation ( 3 ), in terms of the difference
etween the classifier outputs, with respect to classifier C 1 : { � i } =
 R i } − R 1 : 

 ( L |{ R i } ) = 

f ( { � 2 , ...� N }| L, R 1 ) 

f ( { � 2 , . . . , � N }| R 1 ) 
· C 1 . (4) 

e now model both numerator and denominator PDFs as Gaussian 
istributions, constant with respect to R 1 . For independent classifiers, 
he denominator in equation ( 4 ) tends towards a triangle distribution
see Fig. 4 ); the distribution of X –Y , where X and Y are two random
ariables (i.e. the ranks) drawn from a uniform distribution, is a 
riangle distribution. If the classifiers are not completely independent, 
he distribution will deviate from a triangle distribution ho we ver 
oth are well approximated by a Gaussian. We therefore used output 
anking, rather than the classifier output itself as this provides a better
t to this distribution but this does not change the result. We now
ave: 

 ( L |{ R i } ) = 

n ( { � 2 , ...� N }| μlens , � lens ) 

n ( { � 2 , ...� N }| μfull , � full ) 
· C 1 , (5) 

here n denotes the Gaussian function. For six classifiers, the mul-
idimensional Gaussians in equation ( 5 ) are five-dimensional. These 

ulti v ariate normal distributions are independent to permutation of 
lassifiers (i.e. which classifier is chosen to be C 1 does not change
he best-fitting Gaussian distribution). Ho we ver, this would change 
he value of C 1 (assuming all classifiers are not in exact agreement).

ith no reason, a priori , to fa v our one classifier o v er another, it is
easonable to average over the classifiers. Equation ( 5 ) becomes: 

 ( L |{ R i } ) = 

(
n ( { � 2 , � 3 , � 4 , � 5 , � 6 }| μlens , � lens ) 

n ( { � 2 , � 3 , � 4 , � 5 , � 6 }| μfull , � full ) 

)
· 〈 C i 〉 . (6) 

ote, this stems from our (strong) assumption that the ratio of
DFs in equation ( 4 ) can be modelled as a ratio of two fixed
ulti v ariate Gaussians; more complex functions would not suffer 

his problem. More flexible models (2 and 3-component mixture 
odels of multi v ariate Gaussian distributions) were also tested, but 

id not provide significant improvements in the resultant combined 
alibrated score. The cases where the bracketed term in equation 
 6 ) exceeds 1 refer to when there is greater agreement between
he individual classifiers than would be expected from the overall 
istribution (i.e. when the blue curv e e xceeds the black in Fig. 4 ) so
he subject should therefore belong to the lens class. 
.3.3 Independent Bayesian classifier combination 

e also considered a case where the results from each classifier
ere entirely independent of each other. From Bayes’ Theorem, for 
 single classifer: 

 ( L | C 1 ) = 

f ( C 1 | L ) · P ( L ) 

f ( C 1 ) 
= 

f ( C 1 | L ) · P 0 

f ( C 1 | L ) · P 0 + f ( C 1 | ̄L ) · (1 − P 0 ) 
. (7) 

or a set of calibrated probabilities, { C i } , for a given object: 

 ( L |{ C i } ) = 

P 0 ·
∏ N 

i= 1 f ( C i | L ) 

P 0 ·
∏ N 

i= 1 f ( C i | L ) + (1 − P 0 ) ·
∏ N 

i= 1 f ( C i | ̄L ) 
. (8) 

ince { C i } are in fact calibrated probabilities, we know: 

 i = 

N L · f ( C i | L ) 

( N L + N NL ) · f ( C i ) 
, (9) 

here N L and N NL refer to the number of lenses and non-lenses in
he (training) sample. We can therefore simplify equation ( 8 ): 

 ( L |{ C i } ) = 

P 0 ·
∏ N 

i= 1 
C i 
N L 

P 0 ·
∏ N 

i= 1 
C i 
N L 

+ (1 − P 0 ) ·
∏ N 

i= 1 
(1 −C i ) 
N NL 

. (10) 

or an accurate prior: P 0 = N L /( N L + N NL ): 

 ( L |{ C i } ) = 

N 

1 −N 
L · ∏ N 

i= 1 C i (
N 

1 −N 
L · ∏ N 

i= 1 C i 

)
+ 

(
N 

1 −N 
NL · ∏ N 

i= 1 (1 − C i ) 
) , (11) 

here N denotes the number of classifiers in the ensemble. 

 RESULTS  

.1 Testing the Bayesian combination approaches 

e generated a toy model using simulated classifier scores to test
he differences between the dependent and independent combination 

ethods described abo v e. A set of six ‘independent’ classifiers was
enerated as follows: 
(a) A simulated sample of classifier scores was drawn from the

istribution y = 2 x (for x ∈ [0, 1]). These scores were assigned
s belonging to true lenses. A second, equally sized sample of
cores was drawn from a y = 2(1 − x ) distribution, and assigned
s non-lenses. By construction, the combined sample of scores was 
alibrated as we used an equal number of lenses and non-lenses. 

(b) This was repeated for N classifiers ( N = 6 in this case). 
Sets of six ‘dependent’ classifiers were generated as follows: 
(c) A set of scores from distributions y = 2 x and y = 2(1 − x ) were

rawn, as in stage 1) above. This was defined as Classifier 1. 
(d) Five further classifiers were generated by adding varying 

egrees of random noise to the Classifier 1 scores. Varying the
evel of noise altered the degree of dependence (agreement) between 
lassifiers. 

e) Each classifier was then calibrated via isotonic regression. 
We then compared the Receiver operating characteristic (ROC) 

urves measured using the dependent and independent Bayesian 
ethods. We found that in the independent case, the Independent 
ayesian classifier combination provided the best ensemble (in Area 
nder ROC (AUROC) and completeness at false positive rate (FPR) 
f 10 −3 ), while for the dependent case, the best combination method
Dependent or Independent) depended on the degree of noise added 
n Step d) abo v e. F or sets of real classifiers, we would therefore
ecommend applying both to verify which performs best. 
MNRAS 530, 1297–1310 (2024) 
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Figure 4. Distributions of the difference in ranking of the classifier scores for the cross-matched objects. The ranks were first normalized to take values in 
the range [0,1]. The black (bold) and blue histograms show the o v erall and lens distributions, respectively. The respectiv e curv es show the projections of the 
best-fitting multi v ariate Gaussian to the data. The dashed curve shows a triangle distribution (which hasn’t been fitted to the data) which results from taking the 
difference between two uniformly distributed variables. 
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.2 Applying the Bayesian combination methods 

e investigated the dependence of the six classifiers used in this
nalysis. Fig. 4 shows the binned distributions of the difference
n classifier ranking (with rankings normalized to 1), along with
 multi v ariate Gaussian fit. The greatest correlation (for the whole
ross-matched sample) is seen between the two HOLISMOKES VIII
eural network classifiers; this is perhaps expected as these networks
ave the same architecture and similar non-lens training data. The
istributions (black) shown in Fig. 4 which include the citizen
cience classifier (i.e. ‘Neural Net. X – Citizen Science’) are near-
riangular. This demonstrates these rankings are nearly uncorrelated
nd suggests the networks and citizen classifiers found different
bjects easier/more difficult to classify (otherwise, the same objects
ould have received similar rankings from each). There was much
reater agreement between classifiers when presented with a true
ens (shown in blue in Fig. 4 ), than there was with non-lenses. It
s this property which is used by the dependent Bayesian classifier
ombination method described in Section 3.3.2 . 
NRAS 530, 1297–1310 (2024) 

s

Upon inspecting the ensemble probabilities for a small number
f spectroscopically confirmed lenses, we observed that in some
ases, while the citizen science classifier would correctly identify
he lens, the scores from the netw orks w ould not be sufficiently high
o map to high probabilities. The networks could then ef fecti vely
outvote’ the citizen science classifier in the independent Bayesian
nsemble. We therefore tested generating a network-only ensemble,
ecalibrating this, then further combining this ensemble with the
itizen science classifier. We show the ROC curve for this method
s ‘Network Ensemble + CS’ in Fig. 5 which shows the ROC
urves for the individual classifiers along with the best-performing
nsemble methods. A wider comparison of the ensemble methods
escribed in Section 3.3 is given in Appendix A1 . When considering
he A–B lenses (Fig. 5 a), the ensemble methods show impro v ed
lassification o v er their individual constituent classifiers. We find
6 per cent completeness can be achieved with a false-positive rate
f 10 −3 ; by comparison, the best individual classifier achieved 34
er cent completeness on the same data set. How this relates to the
ample purity is discussed in Section 5.4 . 
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Figure 5. Receiver operating characteristic (ROC) curve for the individual lens classifiers (dashed) and combined methods, applied to a separate test set to 
that which the calibration methods were tuned. Ungraded subjects were treated as non-lenses. The dashed guidelines show the 50 per cent completeness and 
0.1 per cent false-positive rate. The ROC curve for a random classifier is shown as the dashed curve ( y = x ). Note the y -axes are linear, while the x -axes are 
logarithmic. 
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 DISCUSSION  

.1 Comparison with previous work 

he o v erlap in lenses found by machine learning, citizen science,
nd spectroscopy was investigated by Knabel et al. ( 2020 ). They
ound very little overlap between the three methods: out of 107 
enses identified, only two were identified by more than one method 
machine learning (ML) + citizen science (CS)). They attributed 
hese two differences in the parent sample (e.g. different redshift 
uts) and particular behaviours of each method (e.g. ML typically 
nding lenses similar to its training set). Our results are derived 
rom a different parent sample but show citizen science and machine 
earning can be in much greater agreement. There are ho we ver two
ignificant differences between our methods: first, Knabel et al. 
 2020 ) employed GalaxyZoo (Lintott et al. 2008 ; Marshall et al.
016 ; Holwerda et al. 2019 ; Kelvin et al. in prep) as their citizen
cience classifier, which uses a question tree to identify the o v erall
alaxy morphology, including the presence of lensing whereas 
onnenfeld et al. ( 2020 ) only looked for strong lenses. Furthermore,

n this work we only compare cross-matched objects which both 
echniques classified as opposed to objects simply in the same field, 
emoving the effect of differing selection functions for each sample. 
he difference in our results highlights the importance of object 
election when conducting lens searches; a narrow selection could 
ignificantly reduce the number of lenses identified. 

.2 Comparison of citizen science versus a network ensemble 

e investigated the qualitative properties of the galaxy systems 
dentified and rejected by the citizen science classifier compared 
o those receiving high/low scores from an ensemble of five neural 
etworks. Fig. 6 shows a selection of such cutouts. The upper (lower)
uadrants show subjects which received a high- (low-) posterior 
robability from the network-only ensemble. The right- (left-) hand 
uadrants show subjects which received high- (low-) calibrated 
robabilities from the citizen science search. The vast majority 
f those which receiv ed v ery high (low) probabilities from both
he ensemble and citizen science were correctly identified as (non) 
enses. Those which received high-citizen scores but low-ensemble 
cores contained a mix of true lenses and interlopers (according to the
xpert grades used). There is no clear trend in these objects, but the
resence of many bright bulges suggest that the network classifiers 
ay have learnt to reject these; it should be noted that the networks

id not have access to lens-subtracted images (unlike the citizen 
cientists) which would make some images, for example those with 
right bulges but small Einstein radii, harder for the networks to
lassify. Furthermore, a small number of candidates were groups or 
ad lensing features outside of the cutouts provided to the network,
o it is unsurprising the networks rejected these – we tested the effect
f this below (Section 5.3 ). The top-left quadrant of Fig. 6 shows a
election of objects which received high-ensemble probabilities but 
ow-citizen science probabilities. These contained a number of face- 
n spiral galaxies where some networks may have been misidentified 
he spiral arms as lensed arcs. 

.3 Effect of ground-truth selection on classifier performance 

s demonstrated in Section 5.2 , some of the objects which the
etwork ensemble assigned a low probability to were galaxy clusters, 
hich would not have been included in their training sets. These
ould, ho we v er, hav e been identifiable in a citizen science search.
e identified galaxy clusters which had previously been assigned as 

true lenses’ as follows. We cross-matched the A–C grade lenses in
he masterlens data base 2 (Moustakas 2012 ) with our object sample
nd retrieved those flagged as cluster-scale (‘CLUST-GAL’) from 

he data base. Since not all the objects in our object sample were
lso in the data base, we conducted a further visual inspection of
he A–C graded candidates in our sample, flagging the cluster-scale 
enses. Any objects identified by either method which had received 
MNRAS 530, 1297–1310 (2024) 
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Figure 6. Example cutouts of high- and low-scoring objects from the citizen science search and the ensemble of five neural network classifiers. Objects with 
expert grades 1.5 < G < 2 are outlined in orange, and those with 2 ≤ G are outlined in green. The outer and inner dashed lines show the respective cutout sizes 
shown to the networks in Ca ̃ nameras et al. ( 2021 ) and Shu et al. ( 2022 ), respectively, while the whole cutout was shown to the citizen scientists. The ( P 1 , P 2 ) 
values abo v e each cutout indicate the calibrated probabilities from the Citizen Science classifier and the calibrated posterior for the Network-only Ensemble, 
respectively. 
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 grade greater than the rele v ant cutof f ( ≥B grade, or ≥C grade,
s specified) were remo v ed from the sample. These accounted for

25 per cent of the lens systems in our sample. We show the
orresponding ROC curves for the individual classifiers in this work
ith/without the clusters remo v ed in Appendix A2 . We find there is
 small narrowing in the performance difference between the citizen
cience and neural network classifiers when the cluster-scale lenses
re excluded, ho we ver, a combination of the classification method
nd use of lens subtraction means the citizen science classifier still
utperforms the networks for our object sample. 
Since removing cluster-scale lenses reduced our ground-truth

ample size, we also investigated the inclusion of C-grade lenses as
true lenses’ in our ensemble. While a sizeable fraction may not be
enses in reality, this mimics the effect of increasing the sample size of
enses for the calibration, as may be available for a wider surv e y. We
ound that this impro v ed the calibration for our classifiers; validation
lots for this setup are shown in Appendix A3 . In turn, we found
his impro v ed the performance of the classifier ensemble compared
o the individual classifiers. Fig. 5 (b) shows the ROC curves using
–C grade lenses as true lenses and with cluster-scale candidates

emo v ed. We found the ensemble of networks only (no CS) provided
ubstantial impro v ement abo v e the best individual network and
erforms better (in AUROC, FPR at 50 per cent completeness and
rue positive rate (TPR) at FPR = 10 −3 ) than the individual citizen
cience classifier. When citizen science was included, the ensemble
urther impro v ed, increasing the completeness from 27 per cent
Network-only) to 40 per cent at FPR = 10 −3 . 

.4 Expectations and implications for LSST 

n Fig. 7 , we compare the number of true and false positives
xpected for an LSST-like surv e y for an ensemble including and
xcluding the citizen science classifier. In these plots, we have
caled the total number of strong lenses to 10 5 and used the
rue and false-positive rate functions stemming from the ensemble
nd individual classifiers applied to the HSC data in this work.
e find that, when including citizen science in our sample, a 40
NRAS 530, 1297–1310 (2024) 
er cent complete sample can be achieved with 49 per cent purity,
ompared to 32 per cent purity for the best individual classifier.
o we ver, for higher completeness (towards the left of each plot),

he sample would remain o v erwhelmingly false positiv es. We will
urther discuss the implications and mitigation for population-level
nalysis in a future work (Holloway et al. in prep). The difference
s more substantial when the citizen science classifier is excluded,
early doubling the purity to 28 per cent for a 40 per cent complete
ample. 

For such large samples, expert grading of all but the highest
anked candidates becomes intractable. It thus becomes even more
mportant that the outputs of lens-finders are calibrated to allow
tatistical analysis of large samples of strong lenses including a
nown proportion of false positi ves. Fig. 8 sho ws the ef fecti ve sample
ize of both the individual calibrated classifiers and the ensemble. It
emonstrates the ensemble can retrieve a larger ef fecti ve sample
f lenses from the data, as well as a clear plateau, the ‘knee’
f which would be a useful initial starting point as a statistical
ample of uncertain lenses. Having calibrated probabilities also
llows comparison of objects inspected by different classifiers. This
ould allow rank-ordering across different samples of objects, not
ecessarily all seen by the same classifier which could be used for
dentifying candidates for follow-up and may be useful for selecting
he forthcoming 4 MOST sample (Collett et al. 2023 ). 

Given that for high completeness, the number of expected false
ositives from LSST is still large, we discuss here further avenues
or improving lens searches. Due to the huge data volume anticipated
ith forthcoming surv e ys, such alternativ es must still minimize
uman intervention. Individual lens finding algorithms will continue
o impro v e: the best network in Canameras et al. ( 2023 ) further
mpro v es upon that of Ca ̃ nameras et al. ( 2021 ) used here (the
ormer was not applied to the whole HSC surv e y) and suggest
PR 0 ∼ 60 per cent could be achie v able. With respect to ensemble
lassifiers, the large differences in the rank ordering of objects
etween classifiers (Fig. 4 ) suggest classifiers trained on a diverse
ange of training data find different types of non-lenses easier/more
ifficult to classify. This suggests that larger ensembles could offer
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Figure 7. A plot of the expected number of true and false positives for LSST; 
the total number of lenses has been fixed to 10 5 . These plots use the false- 
positive and true-positive rates as a function of the score threshold for the 
HSC classifiers used in this work (with A–B grade lenses as ‘true’ lenses), 
assuming the classifier performance in LSST matches those applied to HSC 

here. The curv es hav e been cutoff when there were < 5 lenses or non-lenses 
remaining in the test set, to reduce the effect of small-number statistics. 
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ef fecti ve sample size was determined by rank-ordering the objects in order 
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recalibrated by isotonic regression after forming the ensemble. The ensemble 
classifier can produce the largest ef fecti ve sample size out of all the classifiers. 
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urther impro v ement. We inv estigated this with the classifiers used in
his work. We measured the AUROC, FPR 50 (false-positive rate at 50 
er cent completeness) and TPR −3 (completeness at an FPR of 10 −3 )
s a function of number of classifiers in the ensemble, averaged over
he combinations of available classifiers. We find the primary benefit 
n these metrics is achieved when adding ≥3 classifiers, though the 
nsemble continued to impro v e up to the six used in this work. While
 ery div erse, some aspects of the lens classifiers were similar (e.g.
he lens model and non-lens sample used in Network 2 and 3) causing
orrelation between their scores. Although beyond the scope of this 
urrent w ork, it w ould be interesting to compare the performance of
n ensemble of classifiers trained with non-o v erlapping samples of
on-lenses with a single network trained on the whole data set, the
enefit of an ensemble being that it should be able to mitigate the
ffects of any biases in an individual classifier. 

The citizen science classifier (which used lens subtracted imaging) 
erformed the best out of the classifiers used here ho we ver without
ignificant increases in citizen numbers or object selection, it is 
ikely unfeasible to apply citizen science to the whole LSST field
Marshall et al. 2016 ). Nevertheless, citizen science will still remain
 key tool for lens-finding in this new era. The use of citizen-
nformed networks (i.e. active learning) such as applied to galaxy 

orphology classification (Walmsley et al. 2020 ) could be used 
nstead to further impro v e automated classification. Similarly, using 
itizen science classifications as labelled training data for lens- 
nding neural netw orks w ould increase the size of a training set
hich used e xclusiv ely real images. Currently the number of known

trong lenses is too small to train a network, which therefore typically
ely on simulated lenses, ho we ver once data begins to arrive from
ide-area surv e ys, citizen classifications of the real data could
rovide large volumes of labelled training data. Simultaneous fast 
ens modelling such as developed by Park et al. ( 2021 ) and Wagner-
arena et al. ( 2021 ) could also help impro v e current lens finding
lgorithms. 

A key component of the methodology described abo v e is the
resence of a ground truth from which to base the calibration. In this
ork, we compiled expert grades from a range of sources, in order

o maximize the number of objects with assigned grades. While it
ay initially appear that having a known ground truth for a random

ample of objects would be optimal for calibration, in practice the
igh-score regime is where calibration is most important and the 
alibration mapping changes the most rapidly. Citizen science could 
e used here to provide high-quality lens candidates to use as a
round truth for network calibration. For LSST, this ground truth 
ould then be used for calibrating automated methods such as neural
etworks across the whole surv e y area. 
MNRAS 530, 1297–1310 (2024) 
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 C O N C L U S I O N  

his work had two fundamental aims: (1) to provide calibrated
robabilities for a sample of galaxy cutouts that a given galaxy is
 strong lens system and (2) to combine neural network and citizen
cience classifiers into an ensemble classifier, to maximize the purity
f the resulting sample, without compromising on completeness.
e used six classifiers (one citizen science search and five neural

etworks) previously applied to HSC data, chosen as a proxy for the
orthcoming LSST. Having achieved these aims, our conclusions are
s follows: 

(i) It is possible to post-process the outputs of a given lens classifier
o produce accurate calibrated probabilities that a given classified
bject is a lens. The original outputs of such classifiers are not a
riori calibrated probabilities, and should not be treated as such in a
tatistical analysis. 

(ii) There is very little correlation between classifiers of the scores
f non-lenses. This can be used advantageously to help remo v e false
ositi ves, as dif ferent classifiers find certain systems easier/more
ifficult to classify. 
(iii) An ensemble classifier can provide improved classification

bo v e its constituent components. For an FPR of 10 −3 , an ensemble
lassifier can increase the completeness of the resultant sample from
4 per cent to 46 per cent. 
(iv) Given ∼10 5 strong lenses in LSST, further improvements in

calable lens finding methods will be needed in order to achieve
ompletenesses > 50 per cent without significant contamination by
alse positives. 
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PPEN D IX  A :  

1 ROC cur v es for different ensemble methods 

n Fig. A1 , we show the ROC curves for an ensemble classifier,
ombining the classifiers using the methods described in Section 3.3 . 
e find that, in the low false-positiv e re gion, the Independent
ayesian methods provide the greatest completeness. 

2 ROC cur v es using A–B grade candidates with/without 
lusters 

n Fig. A2 , we show the ROC curves for the individual lens classifiers
hen altering the ground truth for ‘true lenses’. We observe a small
arrowing between the performance of the neural networks and 
hat of the citizen science classifier when cluster-scale lenses are 
xcluded. 
igure A1. ROC Curves for a selection of different classifier-combination 
ethods. The best-performing methods at the lo w-false-positi ve end were 

he Independent Bayesian methods (with/without generating a network-only 
nsemble first), which are used in the rest of the paper. The ROC curve for a 
andom classifier is shown as the dashed curve ( y = x ). The α labels refer to 
he generalized mean combination from Section 3.3.1 . 

Figure A2. ROC curve for the individual lens classifiers, applied to the whole 
cross-matched data set. The ROC curve for a random classifier is shown as 
the dashed curve ( y = x ). Note the y -axes are linear, while the x -axes are 
logarithmic. 
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3 Calibration validation curves with A–C grade candidates, 
xcluding clusters 

n Fig. A3 , we show the validation plots for each calibration method,
hen treating A–C grade lenses (but not cluster-scale systems) 

s ‘true lenses’. Overall we see improved calibration accurately 
eaching higher calibrated probabilities. 
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Figure A3. Validation of the calibration curves, applied to a separate test set of graded images. A–C grade lenses are counted as ‘true lenses’ for these plots, 
and cluster-scale candidates receiving A–C grades have been excluded. 
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