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Abstract

Biomedical knowledge graphs (KGs) are widely used in the life sciences, yet many are derived from
unstructured documents and therefore lack schema-level constrains, whereas graphs assembled from
structured resources are difficult to harmonize into a unified representation. We present OpriMmusKG,
a multimodal biomedical labeled property graph (LPG) built from structured and semi-structured
resources to preserve factual, type-specific metadata across molecular, anatomical, clinical, and en-
vironmental domains. OpriMusKG contains 190,531 nodes across 10 entity types, 21,813,816 edges
across 26 relation types, and 67,249,863 property instances encoding 110,276,843 values across 150
distinct property keys, derived from 18 ontologies and controlled vocabularies. The graph enforces a
top-level schema for nodes and edges and retains granular, type-specific properties, cross-references,
and provenance across molecular, anatomical, clinical, and environmental domains. We assessed the
validity of OpTiMmUsKG by evaluating whether graph relationships are supported by evidence from the
scientific literature using a multimodal agent, PaperQA3. PaperQA3 identified supporting evidence
for 70.0% of sampled edges, whereas 83.4% of sampled false edges received no supporting evidence.
Edges without literature support were concentrated in associations derived from experimental and
functional genomics resources, suggesting that OpriMmusKG captures biomedical knowledge that may
precede synthesis in the scientific literature. OpTiMUSKG is distributed as Apache Parquet files, pro-
viding a standardized resource for graph-based machine learning, knowledge-grounded retrieval with
large language models, and biomedical discovery use cases such as hypothesis generation.
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Background & Summary

Al models that are trained on or that reason over graphs have enabled advances in clinical informa-
tion extraction [1], disease diagnosis [2], drug discovery [3] and repurposing [4, 5], genetic target
identification [6], hypothesis generation [7], perturbation prediction [8], spatial tissue analysis [9],
and many other applications across life science and healthcare [10, 11]. Integrating knowledge
graphs (KGs) with large language models (LLMs) has been shown to improve generalization [12],
planning [13], reasoning [ 14, 15], and zero-shot learning [16], including in biomedical settings [17,
18]. Critically, the performance of these methods depends on the quality, comprehensiveness, and

recency of the underlying graphs [19, 20].

This dependence has catalyzed the development of a vast ecosystem of KGs upon which
biomedical graph Al is grounded. General purpose biomedical KGs include PrimeKG [21],
BioKG [22], CROssBAR [23], Hetionet [24], MegaKG [25], OpenBioLink [26], PharmKG [27],
ROBOKOP [28], RTX-KG2 [29], and SPOKE [30]. Several KGs are designed for drug devel-
opment and pharmacology, such as BIKG [31], DRKG [32], DrugMechDB [33], IPM-KG [34],
OREGANO [35], NeDRexDB [36], and TarKG [37]. Other KGs have been mined from the
literature, like CovidPubGraph [38], GNBR [39], iKraph [5], KnowLife [40], MEDAKA [41],
PKG [42], and SemMedDB [43]. Some KGs are centered around specific data modalities; these
include CKG [44], GenomicKB [45], GenomicsKB [46], IDP-KG [47], ProteinKG65 [48], and
RNA-KG [49, 50]. Still other KGs are specialized to certain diseases, including Alzheimer’s
disease [51, 52], colorectal cancer [53], COVID-19 [54, 55], diabetes [56], hepatocellular carci-

noma [57], Kawasaki disease [58], major depressive disorder [59], and rare disease [2, 60].

Despite their widespread use, current biomedical KGs suffer from several limitations [61].
Many KGs do not conform to a standardized schema, creating differences in entity definitions,
relation semantics, and identifier harmonization that hinder interoperability. Even widely-used
KGs are often released as single snapshots and may rapidly become outdated. The code or data
used to construct KGs is often not publicly available or reproducible [62]. Finally, most KGs do not
provide structured or free-text metadata about nodes or edges, precluding graph-language learning,
nor do they include provenance information, making it difficult to assess evidence quality, update
stale assertions, or trace claims back to their original sources. Many KGs also lack built-in quality
checks during construction and systematic evaluation procedures for verifying graph elements after
release. As a result, existing biomedical KGs often lack consistent schema alignment and provide

insufficient provenance and validation, restricting their utility for reproducible data integration and



machine learning applications.

To address these limitations, we developed OpTiMusKG, a multimodal biomedical knowledge
graph that combines ontology-grounded schema alignment with property-rich representations that
preserve type-specific metadata. OpTimusKG is a labeled property graph (LPG) that adheres to a
unified schema and supports granular representations for type-specific node and edge properties.
It consists of 190,531 nodes across 10 entity types (Table 1), 21,813,816 edges across 26 relation
types (Table 2), and 67,249,863 property instances encoding 110,276,843 values across 150 distinct
property keys, derived from 65 high-quality heterogeneous datasets (Table 3) and 18 ontologies
and controlled vocabularies (Table 4, Figure 1). OptimusKG integrates entities from multiple
ontology trees and has broad ontological coverage across molecular, anatomical, clinical, and
environmental domains. To preserve interoperability through standardized identifiers, the upper
ontology of OpTiMUsKG is the Biolink Model [63]. The graph follows the FAIR (Findable,
Accessible, Interoperable, and Reusable) principles [64] and includes provenance information to
enable evidence tracing and updates. The construction of OpTiMUsKG is enabled by a modular
data pipeline that performs ontology harmonization via the BioCypher framework [65]. To assess
the validity of OpriMmusKG, we further evaluated edges in OptimusKG using a literature search
and reasoning agent that retrieves scientific evidence and assigns support scores based on the
published record [66]. This verification provides an additional quality check on the graph and helps
characterize which associations are well supported in the literature and which may originate from
databases or experimental resources. OpTiMUsKG is distributed as Apache Parquet files, providing
an efficient format for applications in graph-based machine learning, knowledge-grounded retrieval

with large language models, and integrative biomedical analysis.

Methods

Development of OPTIMUSKG

We constructed OptimusKG with a reproducible, ontology-grounded data pipeline designed to
integrate heterogeneous biomedical resources spanning molecular, anatomical, and clinical scales
into a unified labeled property graph. The pipeline is fully version-controlled and designed to enable
reproducible reconstruction of the knowledge graph from raw data sources. Data sources were
selected based on relevance, curation quality, update frequency, and compatibility with standardized

ontologies. Table 3 summarizes the sources present in OpriMmusKG with their corresponding



versions.

The pipeline follows a medallion data lake architecture [67], comprising four layers (LANDING,
Bronzg, SiLvERr, GoLp) that organizes data into successive stages of increasing structure, validation,
and integration. The pipeline is orchestrated using the Kedro workflow manager [68] (Figure 2). All
transformations are defined as modular, deterministic steps within the pipeline, ensuring consistent
outputs across executions. At ingestion, the pipeline interfaces with heterogeneous data sources,
including APIs (e.g., NCBI), FTP servers (e.g., Open Targets), external databases, and static
files. Access to each resource is mediated through a unified dataset abstraction, in which sources
are encapsulated as concrete implementations of a common interface, decoupling source-specific
interface heterogeneity from downstream transformations (Table 5). Raw data are replicated into
the LANDING layer as immutable artifacts, preserving original formats (e.g., ZIP, SQL, CSV, JSON,
OWL). This design preserves full traceability to original data sources and enables auditability of

all downstream transformations.

The Bronze layer performs initial normalization, converting raw datasets into standard-
ized, machine-readable representations, primarily columnar formats (i.e., Apache Parquet) com-
plemented by semi-structured formats (i.e., JSON). In the SiLvERr layer, the pipeline applies data
quality validation (Table 6), schema alignment, entity harmonization, and cross-source integration
to construct a consistent intermediate graph representation. Edges are first constructed from nor-
malized datasets, after which nodes are materialized from edge endpoints to ensure that all nodes

participate in at least one relationship.

The SiLvER layer constrains all nodes and edges to a shared top-level schema, augmented with
type-specific properties. The node and edge schemas are defined in Tables 7 and 8, respectively,
and all labels are restricted to a predefined set of enumerated values (Table 9). Schema constraints
are enforced at this stage to ensure consistency across entity types and compatibility with the

underlying ontology.

The GoLp layer produces OpriMusKG in Apache Parquet format. Nodes and edges are stored
as separate Parquet files, with properties encoded using native columnar types, including nested
structures that capture rich scientific metadata (Figure 3). This representation enables efficient
storage, vectorized processing, and schema-level validation across entity types. The resulting files
can be materialized into graph databases (e.g., Neo4j), relational systems (e.g., PostgreSQL), or
vector indexes for embedding-based retrieval. These outputs constitute the released dataset and can

be directly used or ingested into downstream systems.



Ontology harmonization

While some existing biomedical KGs emphasize scale or breadth, OpTimusKG prioritizes ontology-
based validation. To ensure consistency between biomedical data sources, the pipeline uses the
BioCypher framework [65]. We defined the Biolink Model (v3.2.1) as the base ontology, which pro-
vides high-level semantic categories and standardized CURIE namespace conventions. Additional
ontologies were incorporated through explicit mapping pairs of the form (head node, tail
node), allowing the attachment of additional ontology trees to the base structure and extending
semantic granularity. We extended Biolink with the Gene Ontology (GO) and Uber Anatomy On-
tology (UBERON) to increase vocabulary resolution across molecular functions (MFN), biological

processes (BPO), cellular components (CCO), and anatomical entities (ANA).

Beyond these ontologies, OptimusKG includes entities derived from ontology trees referenced
through CURIE namespaces encoded as prefixes of node identifiers. These prefixes correspond
to established ontologies (e.g., HPO, DOID, ChEMBL, Orphanet), and therefore the effective
ontological coverage of OpTiMUsKG reflects the union of all ontology trees present in the under-
lying primary data sources. Although entities may originate from external ontologies, BioCypher
enforces that all identifiers map to the merged ontology tree. In particular, CURIE prefixes are
validated against the set of allowed namespaces specified by Biolink, ensuring that only compliant

prefixes are incorporated into the graph.

This constraint enables OpTiMusKG to have a dynamic expansion of ontology coverage while
preserving a consistent semantic representation. Table 4 summarizes the resulting ontological

coverage of OptiMUsKG.

Primary data resources

We implemented dataset-specific content filtering within the OprimusKG data pipeline. Filtering
operates across layers and frequently requires joins across intermediate representations. Conse-
quently, filtering decisions are embedded within the broader integration logic rather than executed
as isolated, source-specific steps. We summarize here the principal filtering criteria applied to
each primary resource, excluding mechanical deduplication (e.g., removal of duplicated entities,

repeated elements within lists, redundant property attributes).

Bgee. Bgee provides gene expression data across anatomical and developmental contexts [69].

We subset the Homo sapiens expression advanced dataset (v2024-05-17) for unique Uberon-coded



anatomical entities while preserving information on expression rank and call quality. We removed
intersection terms (e.g., “liver N cortex”) which represent composite measurements, not discrete

tissues.

Comparative Toxicogenomics Database (CTD). CTD provides associations between envi-
ronmental exposures, genes, phenotypes, and diseases [70]. We filtered exposure data (v2025-
10-01) to retain curated human associations and mapped all entities to standardized MeSH, NCBI

Gene, and Gene Ontology identifiers, preserving references to associated publications.

DisGeNet. DisGeNet is a platform for integrating data on disease-associated genes and variants

[71]. We separate disease and phenotype data into two entity types.

DrugBank. DrugBank is a database of drugs and drug targets, along with chemical, pharmaco-
logical, and pharmaceutical metadata [72]. We extracted drug-target, drug-enzyme, drug-carrier,

and drug-transporter associations, mapping protein identifiers to standardized gene identifiers.

DrugCentral. DrugCentral is a drug information resource that provides information on active
ingredients, mechanisms of action, pharmaceutical approvals, and other drug properties [73]. We
keep only drug entities where both CAS registry number and UMLS CUI can be cross-referenced.
We divided drug-disease and drug-phenotype edges.

Gene names. Standardized gene names and symbols for all human genes, including protein-
coding genes, non-coding RNA, and pseudogenes, were retrieved from the HUGO Gene Nomen-
clature Committee (HGNC) [74].

ONSIDES. OnSIDES is a database of adverse drug events extracted from FDA Structured Product
Labels by a fine-tuned PubMedBERT language model [75]. We keep drug identifiers with pure

numeric (*\d+$) RxNorm concepts.

Open Targets. The Open Targets Platform aggregates gene target-disease and drug target associ-
ations [76]. In addition to drugs and targets, this database also contains information about diseases,
phenotypes, variants, and genome-wide association studies (GWAS). We deduplicate records that
have the same name but different ontology identifiers. For cross-reference mappings, we restrict

that the database prefix starts with UMLS identifiers for downstream disease harmonization.

Protein-protein interactions. Human protein-protein interaction information was included
from Menche et al. [77], BioGRID [78], STRING [79], and the Human Reference Interactome

generated by Luck ef al. [80]. We remove duplicate protein-protein interaction edges.



Reactome. Reactome is a database of molecular reactions, interactions, and biological pathways

curated from the scientific literature [81]. We keep only human pathways.

Because OprimusKG integrates resources with varying scope and coverage, the distribution
of edges across relation types reflects the composition of underlying data sources. In particular,
large-scale resources such as Open Targets contribute a substantial fraction of associations, which

may introduce imbalances in coverage across entity and relation types.

Primary ontologies

Biolink. The Biolink Model is a data model that provides a standardized vocabulary for biomed-
ical entities, including genes, diseases, chemicals, anatomical structures, and phenotypes, across

knowledge graphs [63].

Human Disease Ontology Knowledgebase (DO-KB). DO-KB is a classification of genetic,
infectious, cancer, environmental, complex, rare, and common human diseases represented in the
semantic Web Ontology Language (OWL) [82]. DO-KB includes disease features and relationships

along with cross-references to other clinical vocabularies.

Gene Ontology (GO). GO is an ontology that describes the functions of genes in three categories:

molecular functions, cellular components, and biological processes [83, 84].

Human Phenotype Ontology (HPO). HPO is a vocabulary of the phenotypic features of human
disease [85].

Mondo Disease Ontology. Mondo is a disease classification framework that harmonizes disease
definitions in Online Mendelian Inheritance in Man (OMIM), Orphanet, Medical Subject Headings
(MeSH), National Cancer Institute Thesaurus (NCIt) and other databases [86].

Orphanet Rare Disease Ontology (ORDO). ORDO is a structured vocabulary for rare dis-

eases, associated genes, and clinical features derived from the Orphanet database [87].

Uber-anatomy ontology (Uberon). Uberon is a cross-species anatomical ontology that con-
tains information about anatomical, phenotypic, and expression data, along with anatomical entities

classified by structure, function, and developmental lineage [88].

As with any integrated resource, OpTiMUsKG inherits limitations from its source datasets,

including potential inconsistencies in curation quality, coverage, and update frequency.



Data Record

Release documents

OprTimUsKaG is released in Apache Parquet format in two distributions: the complete graph and its
largest connected component. The complete release provides the full graph as separate node and
edge tables, whereas the second distribution contains the largest connected component (LCC) of
OptiMUsKG, whose connected component cardinalities are summarized in Table 10. Because node
and edge types have heterogeneous, type-specific schemas (Figure 3a), the flat nodes.parquet
and edges.parquet files serialize properties as JSON strings. To support native typed access,
Op1imUsKG also provides stratified Parquet files in the nodes/ and edges/ subdirectories, with
one file per node or edge type, in which the properties field is materialized as anested St ruct
with native Polars types (e.g., nodes/gene.parquet, edges/anatomy_gene.parquet)
(Figure 3b).

Node records

Op1imusKG encodes 10 node types spanning molecular, clinical, anatomical, and environmental
entities (Figure 1a, Table 1). All nodes follow a standardized base schema comprising id:Stri
ng (unique identifier) and label:String (e.g., GEN). Provenance is tracked via sources: {d
irect:String[],indirect:String[]}. Each node includes a properties:struct key
containing type-specific attributes. The following sections describe the node types in OpTiMmusKG

and their corresponding properties.

Gene (GEN). Captures protein-coding and non-coding genes with molecular and clinical attributes
harmonized across sources. symbol:String (approved gene symbol), name: String (human-
readable gene name), and biotype : St ring (gene biotype classification) record core gene identity.
Transcript-level attributes include transcript_ids:String[] (list of transcript identifiers), c
anonical_transcript:{id:String, chromosome:String, start:Int64,end:Int64,

strand:String} (primary transcript with identifier, genomic coordinates, and strand), and c
anonical_exons:String[] (identifiers of canonical exons), while genomic coordinates are
stored in genomic_location:{chromosome:String, start:Int64,end:Int64, stran
d:Int32} (genomic locus defined by chromosome, start/end positions, and strand). Synonym

and cross-reference resolution is encoded via synonyms: {label:String, source:String}



[1 (gene synonyms with label and provenance source), symbol_synonyms: { label:String,
source:String} [] (alternative gene symbols with source), name_synonyms: {label:Stri
ng, source:String} [] (alternative gene names with source), and xrefs: {id:String, sou
rce:String} [] (external database cross-references with identifier and source), with deprecated
labels via obsolete_symbols:{label:String, source:String}[] (deprecated symbols
with source) and obsolete_names: {label:String, source:String} [] (deprecated names
with source). Functional characterization includes function_descriptions:String[] (free-
text functional annotations), subcellular_locations:{location:String, source:Stri
ng,term_sl:String, label_sl:String} [] (subcellular localization with location, ontology
term, label, and source), target_class:{id:Int64,label:String, level:String} []
(drug target classification with identifier, label, and hierarchy level), hallmarks_attribute
s:{pmid:Int64,description:String, attribute_name:String} [] (cancer hallmark
attributes with literature reference, description, and attribute name), and cancer_hallmarks: {p
mid:Int64,description:String, impact:String, label:String} [] (cancer hallmark
classifications with reference, description, impact, and label). Relational context is provided by
homologues: {species_id:String, species_name:String, homology_type:String
,target_gene_id:String,is_high_confidence:String,target_gene_symbol:St
ring, query_percentage_identity:float,target_percentage_identity:float,
priority:Int64}[] (homologous genes with species metadata, target identifiers, homology
type, confidence, sequence identity metrics, and priority) and alternative_genes:String
[1 (alternative gene identifiers). Drug discovery fields include tractability: {modality:
String, id:String,value:bool} [] (drug tractability assessments with modality, identifier,
and boolean value), safety_liabilities:{event:String,event_id:String,effect
s:{direction:String,dosing:String}[],biosamples:{cell_format:String, ce
11_label:String,tissue_id:String,tissue_label:String}[],datasource:Str
ing,literature:String,url:String, studies: {description:String, name:Strin
g,type:String} []1}[] (safety liabilities with event metadata, nested effects and biosamples,
provenance, references, and supporting studies), target_enabling_package: {target_fro
m_source_id:String,description:String,therapeutic_area:String,url:Stri
ng} (target enabling package with source identifier, description, therapeutic area, and reference
URL), chemical_probes: {control:String,drug_id:String, id:String,is_high_
quality:bool,mechanism_of_action:String[],origin:String[],probe_miner_s
core:Int64,probes_drugs_score:Int64,score_in_cells:Int64,score_in_organ

isms:Int64,target_from_source_id:String,urls:{nice_name:String,url:Stri



ng} []}[] (chemical probes with identifiers, quality flags, mechanisms, origin, multiple scoring
metrics, target mapping, and external URLSs), and associated_proteins: {id:String, sou
rce:String} [] (linked protein identifiers with source). Constraint scores are in constraint
_scores: {constraint_type:String, score:float,exp:float,obs:Int64,o0e:floa
t,oe_lower:float,oe_upper:float,upper_rank:Int64,upper_bin:Int64, upper_
bin6:Int64} [] (constraint and intolerance metrics including expected/observed counts, ratios,
confidence bounds, and ranking bins) and transcriptional context in transcription_start_si

te:Int64 (TSS coordinate).

Drug (DRG). Represents pharmacological compounds with chemical, regulatory, and clinical
information. Identity fields include name:String (drug name), inchi_key:String (InChl
key identifier), type:String (drug classification), and canonical_smiles:String (canon-
ical SMILES representation). Chemical attributes are captured through cd_formula:String
(molecular formula), cd_mol_weight: float (molecular weight), calculated_log_p:floa
t (lipophilicity estimate), alogs: float (predicted aqueous solubility descriptor), tpsa: float
(topological polar surface area), 1ipinski: float (Lipinski rule violations score), and structural
descriptors including aromatic_carbons:Int32 (count of aromatic carbons), sp3_count:In
t£32 (count of sp3 -hybridized atoms), sp2_count : Int 32 (count of spz—hybridized atoms), sp_c
ount : Int 32 (count of sp-hybridized atoms), halogen_count : Int 32 (count of halogen atoms),
hetero_sp2_count: Int32 (count of sp® heteroatoms), rotatable_bonds:Int32 (count of
rotatable bonds), o_n: Int32 (count of oxygen and nitrogen atoms), and oh_nh:Int32 (count of
OH and NH groups). Regulatory and clinical status are encoded in is_approved:bool (approval
status flag), has_been_withdrawn:bool (withdrawal status flag), maximum_clinical_tria
1_phase: float (maximum clinical trial phase reached), year_of_first_approval:Int64
(year of first approval), black_box_warning:bool (presence of FDA black box warning), and
status:String (drug development or regulatory status), with additional context provided by £
da_labels:Int32 (count of FDA labels) and number_of_formulations:Int32 (count of
available formulations). Naming and cross-references are represented via synonyms:String[]

(alternative drug names), t rade_names:String[] (brand or trade names), accession_numbe
rs:String[] (accession identifiers), sources: {direct:String[],indirect:String[]}

(data provenance with direct and indirect source lists), source_ids:String[] (source-specific
identifiers), chemical_abstracts_service_number:String (CAS registry number), and
unique_ingredient_identifier:String (UNII identifier). Structural representations are

provided viamol_file_base64:String (base64-encoded MOL file), mol_image_base64:S

10



tring (base64-encoded molecular structure image), inchi : String (InChl string), mrdef: Stri
ng (molecular representation description), enhanced_stereo:bool (enhanced stereochemistry
flag), cd_id:sString (calculated descriptor identifier), struct_id:String (structure identi-
fier), and rgb: float (numeric RGB encoding). Free-text annotation is captured in descriptio

n:String (textual description of the drug).

Disease (DIS). Encodes human diseases with hierarchical ontology structure and clinical anno-
tations. Identity is resolved by name : St ring (disease name), description:String (free-text
disease description), and code : St ring (disease identifier). Ontological relationships are defined
via parents:String[] (parent disease identifiers in the ontology hierarchy), children:Stri
ng[] (child disease identifiers), is_leaf:bool (flag indicating whether the node is a leaf in the
hierarchy), ancestors:String[] (all ancestor disease identifiers), and descendants:Strin
g[] (all descendant disease identifiers). Synonymy spans exact_synonyms:String[] (exact
lexical synonym matches), related_synonyms:String[] (semantically related synonyms), b
road_synonyms:String[] (broader terms), and narrow_synonyms:String[] (narrower
terms), with deprecated terminology tracked in obsolete_terms:String[] (deprecated dis-
ease terms) and obsolete_xrefs:String[] (deprecated external references). Cross-database
reference is enabled through xrefs:String[] (external cross-references), concept_ids:Stri
ng [] (linked concept identifiers), concept_names:String[] (linked concept names), umls_c
ui:String (UMLS Concept Unique Identifier), snomed_full_names:String[] (SNOMED
CT preferred names), and snomed_concept_ids:String[] (SNOMED CT concept iden-
tifiers). Clinical context is captured via therapeutic_areas:String[] (therapeutic area

classifications) and cui_semantic_type:String (UMLS semantic type classification).

Phenotype (PHE). Represents clinical features and phenotypic abnormalities. Identity attributes
include name : St ring (phenotype name), description:String (free-text phenotype descrip-
tion), and code:String (phenotype identifier). Hierarchical organization is defined through p
arents:String[] (parent phenotype identifiers in the ontology hierarchy), children:Stri
ng[] (child phenotype identifiers), ancestors:String[] (all ancestor phenotype identifiers),
and descendants:String[] (all descendant phenotype identifiers), with is_leaf:bool (flag
indicating whether the node is a leaf in the hierarchy). Synonym resolution is encoded via exa
ct_synonyms:String[] (exact lexical synonym matches), related_synonyms:String[]
(semantically related synonyms), broad_synonyms:String[] (broader terms), and narrow_
synonyms:String[] (narrower terms), with deprecated terminology tracked in obsolete_t

erms:String[] (deprecated phenotype terms) and obsolete_xrefs:String[] (deprecated

11



external references). Ontology metadata is retained through ontology: {title:String, vers
ion:String, license:String,description:String} (ontology metadata including title,
version, license, and description), and type: St ring (phenotype classification or ontology type).
Clinical mappings are provided via concept_ids:String[] (linked concept identifiers), con
cept_names:String[] (linked concept names), umls_cui:String (UMLS Concept Unique
Identifier), snomed_full_names:String[] (SNOMED CT preferred names), snomed_conc
ept_ids:String[] (SNOMED CT concept identifiers), and cui_semantic_type:String
(UMLS semantic type classification).

Anatomy (ANA). Encodes anatomical structures and tissues. Identity descriptors include nam
e:String (anatomical structure name) and definition:String (free-text anatomical defini-
tion). Cross-references and synonyms are captured via xrefs:String[] (external ontology and
database cross-references) and synonyms:String[] (alternative anatomical names and labels).
Ontology metadata is preserved through ontology: {title:String, version:String, lice
nse:String, description:String} (ontology metadata including title, version, license, and

description).

Pathway (PWY). Represents biological pathways capturing molecular interactions. Identity
fields include name:String (pathway name) and species:String (organism or taxonomic

label associated with the pathway).

Biological process (BPO). Encodes Gene Ontology biological processes describing coordi-
nated biological activities. Identity descriptors include name : St ring (biological process name)
and definition:String (formal ontology definition of the process). Cross-references and syn-
onymy are represented via xrefs:String[] (external ontology and database cross-references)
and synonyms:String[] (alternative process names and labels). Ontology metadata is encoded
via ontology:{title:String, version:String, license:String,description:Str
ing} (ontology metadata including title, version, license, and description). Provenance is captured
through sources: {direct:String[],indirect:String[]} (data provenance with direct

and indirect source lists).

Cellular component (CCO). Represents Gene Ontology cellular components corresponding to

subcellular structures and compartments. Mirrors biological procces (BPO) schema.

Molecular function (MFN). Encodes Gene Ontology molecular functions describing biochemi-

cal and enzymatic activities. Mirrors biological procces (BPO) schema.

12



Exposure (EXP). Captures chemical, physical, and environmental exposures linked to biological
and clinical outcomes. Identity is resolved via name : St ring (exposure name), source_catego
ries:String[] (categories describing the origin or context of the exposure), and source_det

ails:String (free-text description providing additional source-specific details).

Edge records

OpTimusKG encodes 26 edge types spanning molecular, clinical, anatomical, and environmental
interactions (Figure 1b, Table 2). All edges follow a standardized base schema comprising fro
m, to (node identifiers), label (e.g., ANA-GEN), relation (relationship type), undirected
(directionality flag). Provenance is captured via sources: {direct:String[],indirect:St
ring[]}. In addition, each edge includes a properties:struct key containing type-specific
attributes. The following sections describe the edge types in OpTiMmusKG and their corresponding

properties.

Anatomy-Gene (ANA-GEN). Links anatomical structures to genes expressed in those tissues.
Quantitative expression is captured via expression_rank:Int32 (relative expression ranking
across tissues), and confidence through call_guality:String (qualitative confidence level of

the expression call).

Anatomy-Anatomy (ANA-ANA). Represents hierarchical relationships (e.g., part-of, adjacent-

to) between anatomical structures.

Disease-Gene (DIS-GEN). Encodes disease-gene associations. Evidence strength is captured
through evidence_score:float (aggregate evidence score), evidence_count:Int64 (num-
ber of supporting evidence records), evidence_index: float (normalized evidence index), and
disgenet_score:float (DisGeNET association score), with specificity and pleiotropy mea-
sured by disease_specificity_index:float (degree of disease specificity) and disease_
pleiotropy_index:float (degree of gene pleiotropy across diseases). Temporal coverage is
encoded via year_initial:String (earliest reported association year) and year_final:Str
ing (most recent reported association year), with supporting evidence quantified through number_
of_pmids:Int32 (number of supporting publications) and number_of_snps:Int32 (number
of associated SNPs).

Disease-Disease (DIS-DIS). Represents hierarchical (e.g., parent) and semantic (e.g., synonym)

relationships between diseases.
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Disease-Phenotype (DIS-PHE). Links diseases to phenotypic features. Clinical descriptors in-
clude aspect:String[] (phenotype aspect categories), evidence_type:String[] (evidence
codes supporting the association), frequency:String[] (phenotype frequency annotations or
ontology terms), onset:String[] (age of onset categories), modifiers:String[] (phe-
notypic modifiers), and sexes:String[] (sex-specific occurrence annotations), with negation
captured through qualifier_not:bool (flag indicating explicit absence of the phenotype). Bib-
liographic support and curation are recorded in bio_curation:String[] (curation provenance
strings with curator and date) and references:String[] (supporting literature and database

references).

Phenotype-Gene (PHE-GEN). Encodes associations between genes and phenotypic features.

Properties mirror disease-gene (DIS-GEN) associations.

Phenotype-Phenotype (PHE-PHE). Represents hierarchical relationships between phenotypic

features, including compositional (e.g., is_a) and part-whole (e.g., has_part) structures.

Drug-Gene (DRG-GEN). Captures drug-target interactions with pharmacological annotations.
Mechanistic details are encoded via mechanisms_of_action:String[] (descriptions of the
biochemical or pharmacological mechanisms of action), with cross-references captured in sour
ce_ids:String[] (source-specific identifiers) and source_urls:String[] (external URLs

linking to supporting resources).

Drug-Disease (DRG-DIS). Encodes drug—disease associations including therapeutic and clin-
ical development context. Clinical progression is represented through highest_clinical_tri
al_phase: float (maximum clinical trial phase achieved for the drug—disease association), with
supporting identifiers in st ructure_id: String (internal or source-specific structure identifier),
drug_disease_id:String (association identifier), and reference_ids:String[] (external

reference identifiers supporting the association).

Drug-Phenotype (DRG—PHE). Represents drug effects on phenotypic outcomes. Mirrors
drug-disease (DRG-DIS) schema.

Drug-Drug (DRG-DRG). Encodes drug—drug interactions, including combinatorial and adverse

interaction effects via interaction_description:String.
Gene-Gene (GEN-GEN). Represents gene—gene (e.g., protein-protein, genetic) interactions.

Biological process—Gene (BPO-GEN). Encodes gene participation in biological processes.
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Gene Ontology evidence codes are captured via evidence:String[] (GO evidence codes
supporting the association), with gene product context provided via gene_product:String][]
(identifiers of gene products associated with the process) and eco_ids:String[] (Evidence and

Conclusion Ontology identifiers corresponding to the evidence).

Molecular function—-Gene (MFN—GEN). Encodes gene products and their molecular functions.
Mirrors biological process-gene (BPO-GEN) schema.

Cellular component—Gene (CCO-GEN). Encodes gene localization to cellular components.
Mirrors biological process-gene (BPO-GEN) schema.

Biological process—Biological process (BPO-BPO). Represents hierarchical relationships
between biological processes, including part—-whole (e.g., part-of) and temporal ordering (e.g.,

precedes) relationships.

Cellular component—Cellular component (CCO-CCO). Represents hierarchical (e.g., part-

of) and spatial relationships (e.g., located_in) between cellular components.

Molecular function—Molecular function (MFN—MFN). Represents hierarchical relationships

(e.g., part_of, related_to) between molecular functions.

Pathway—Gene (PWY-GEN). Encodes gene participation in biological pathways, linking molec-

ular entities to higher-level functional modules.

Pathway—Pathway (PWY—-PWY). Represents hierarchical (e.g., part_of) and compositional

relationships (e.g., related_to) between pathways.

Exposure—Gene (EXP-GEN). Encodes exposure—gene interactions with epidemiological con-
text. Evidence is recorded through evidence_count:Int32 (number of supporting evidence
records). Receptor context is provided via number_of_receptors:Int32 (count of associated
receptors), receptors:String[] (receptor identifiers or names), and receptor_notes:Str
ing[] (free-text receptor annotations). Demographic stratification includes smoking_status
es:String[] (smoking status categories), sexes:String[] (sex-specific annotations), race
s:String[] (reported race or ethnicity categories), and age distributions via age_entries:St
ring[] (age category entries), age_range_values:String[] (age ranges), age_mean_valu
es:String[] (mean age values), age_median_values:String[] (median age values), age_
point_values:String[] (point estimates of age), and age_open_range_values:String

[1 (open-ended age ranges). Experimental and analytical context is captured via methods:Stri
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ng[] (experimental or analytical methods), detection_limit:String[] (detection threshold
values), detection_limit_uom:String[] (units of measurement for detection limits), det
ection_frequency:String[] (frequency of detection), mediums:String[] (biological or
environmental sample types), and assay_notes:String[] (free-text assay descriptions). Ge-
ographic metadata includes study_countries:String[] (countries of study), states_or
_provinces:String[] (subnational regions), and city_town_region_areas:String]]
(local geographic areas). Outcome and study context are encoded via outcome_relationshi
ps:String[] (type of exposure—outcome relationship), exposure_outcome_notes:String
[1 (free-text outcome annotations), references:String[] (supporting literature references),
associated_study_titles:String[] (titles of associated studies), enrollment_start_
yvears:String[] (study enrollment start years), enrollment_end_years:String[] (study
enrollment end years), study_factors:String[] (study design or covariates), and exposure

_event_notes:String[] (free-text exposure event descriptions).

Exposure—-Disease (EXP-DIS). Encodes environmental exposure—disease associations. Mir-
rors exposure-gene (EXP-GEN) schema.

Exposure—Exposure (EXP—EXP). Represents compositional and hierarchical relationships

between exposure types. Mirrors exposure-gene (EXP-GEN) schema.

Exposure—Biological process (EXP—BPO). Encodes environmental exposure effects on bi-

ological processes. Mirrors exposure-gene (EXP-GEN) schema.

Exposure—Cellular component (EXP-CCO). Encodes environmental exposure effects on

cellular components. Mirrors exposure-gene (EXP-GEN) schema.

Exposure—Molecular function (EXP-MFN). Encodes environmental exposure effects on

molecular functions. Mirrors exposure-gene (EXP-GEN) schema.

The OptiMmusKG pipeline (Figure 2) supports periodic updates as underlying data sources
evolve, enabling regeneration of the graph with updated versions of primary datasets and ontolo-

gies.
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Technical Validation

To assess the biological and clinical validity of edges in OpTimusKG as a data resource, we
evaluated whether graph relationships are supported by evidence from the scientific literature. We
used PaperQA3, a multimodal Al agent for deep research [66, 89] that synthesizes evidence from
scientific literature. PaperQA3 retrieves information from over 150 million research papers and
patents and aggregates supporting evidence for scientific queries. It has been shown to match
human expert performance on literature review and search [90] and we use it here to assess whether

edges in OpTiMUsKG are supported by evidence from the scientific literature [7].

We first performed stratified sampling of seed nodes across all node types represented in
OptiMUsKG. The top and bottom 10% of nodes by within-type undirected degree centrality were
excluded from sampling to avoid concepts that are extremely generic hubs or peripheral nodes
with insufficient connectivity for evaluation, respectively (Supplementary Figure 1). From the
remaining pool, we uniformly sampled 100 seed nodes per type, for a total of 1,000 seed nodes.
For each seed, we constructed a validation set of true edges by sampling up to 10 distinct neighbors
in OpTiMUsKG with non-empty descriptions. 743 seed nodes had degree < 10; for these nodes,
the full neighborhood was sampled for evaluation. As a negative control, we also sampled one
false neighbor per seed not connected to the seed in OprimusKG. The final evaluation set consisted
of 459 edges incident on exposure nodes (EXP, d = 5.20, where d represents the mean degree
across sampled seeds, Figure 4a), 343 edges incident on cellular component nodes (CCO, d = 3.85,
Figure 4b), 164 edges incident on anatomy nodes (ANA, d = 1.64, Figure 4c), 274 edges incident
on molecular function nodes (MFN, d = 2.74, Figure 4d), 690 edges incident on pathway nodes
(PWY, d = 12.37, Figure 4e), 367 edges incident on phenotype nodes (PHE, d = 4.03, Figure 4f),
444 edges incident on biological process nodes (BPO, d = 4.70, Figure 4g), 439 edges incident on
drug nodes (DRG, d = 58.68, Figure 4h), 528 edges incident on disease nodes (DIS, d = 37.25,
Figure 4i), and 1,000 edges incident on gene nodes (GEN, d = 229.27, Figure 4j), for a total of
4,708 true edges, along with 1,000 false edges.

For each edge, PaperQA3 was prompted to retrieve relevant literature and assign an integer
evidence score on a scale from 1 to 5, where 1 indicates no supporting evidence found, 2 indicates
weak evidence, with 1-2 papers in support; 3 indicates moderate evidence, with 3-4 papers in
support; 4 indicates strong evidence, with 5-6 papers in support; and 5 indicates very strong
evidence, with over 6 supporting papers or substantial experimental evidence (Supplementary

Note 1). PaperQA3 also produced a rationale for each evaluation along with references to supporting
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peer-reviewed scientific or clinical evidence. The agent generated a successful response for 5,706
of the 5,708 queries. This procedure provides a quantitative measure of literature support for graph

edges and enables assessment of OpTiMmUsKG dataset validity.

Literature evidence was identified for 70.0% of sampled edges in OpTiMmUusKG (n = 3,293); of
those, 12.2% were weakly supported (i.e., 1-2 papers, n = 575), 17.6% were moderately supported
(i.e., 3-4 papers, n = 826), 10.9% were strongly supported (i.e., 5-6 papers, n = 511), and 29.3%
were very strongly supported (i.e., greater than 6 papers, n = 1,381) (Figure 4). PaperQA3 could
not find evidence to support 30% of edges (n = 1,413); of these, the most prevalent edge type was
ANA-GEN (n = 661, 46.8% of rating = 1, Figure 4j), followed by DIS-GEN (n = 204, 14.4%
of rating = 1, Figure 4j) and DRG-DRG (n = 118, 8.4% of rating = 1, Figure 4h). This pattern
likely reflects a lag between primary experimental data deposition and its synthesis in the scientific
literature. Many gene expression, disease target, and drug-drug interaction edges in OpTiMmusKG
were derived from primary experimental data or functional genomics screens available via Open
Targets [76] or similar platforms. Associations are often deposited in these platforms as raw data
before they are synthesized into narrative text, and as such, would not be accessible to literature
search agents like PaperQA3. By contrast, 83.4% (n = 834) of false edges were not supported
by any evidence, and only 1.4% (n = 14) of false edges were very strongly supported, indicating
that the graph has high specificity with respect to literature-supported relationships. Together,
these results indicate that OpTimusKG is broadly consistent with the scientific literature and also
includes experimental data that is not yet widely represented in published studies. These analyses
demonstrate a scalable agentic approach for assessing the validity of large knowledge graphs using

literature evidence.
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Data availability. The OprimusKG project is available at https://optimuskg.ai. OptiMUusKG
is versioned and available through Harvard Dataverse at https://doi.org/10.7910/DVN/IYNGEV,
with accompanying documentation at https://optimuskg.ai/docs. The release includes the complete
graph and the largest connected component in Apache Parquet format, together with flat and strati-
fied representations for nodes and edges. Each release is versioned and linked to the corresponding
pipeline code and source definitions used to generate the exported graph. OprimusKG integrates
multiple primary data resources, each of which is subject to its own license and terms of use. These
terms may impose restrictions on redistribution, commercial use, or downstream applications of
the resulting knowledge graph or its subsets. Some resources provide data under academic or
noncommercial licenses, while others may impose attribution or usage requirements. As a result,
use of OpriMmusKG may be partially restricted depending on the specific data components included
in a given instantiation. Users are responsible for reviewing and complying with the license and
terms of use of each primary dataset, as specified by the original data providers. OpriMmusKG does
not alter or override these source-specific licensing conditions.

Code availability. The OptimusKG codebase, including the data pipeline used to generate the
released graph, is released under the MIT License and available at https://github.com/mims-harvard/
optimuskg. OpriMusKG data pipeline and analysis dependencies are available at https://github.
com/mims-harvard/optimuskg/blob/main/pyproject.toml. OpTiMUusKG client is available at https:
/lpypi.org/project/optimuskg.
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Figure 1: Overview of OPTIMUSKG. (a) Metagraph of OprimusKG, illustrating the node types and the hetero-
geneous relationships connecting them. (b) Pairwise edge type distribution across the graph. Each cell reports the
number of edges between two node types. Edges remain asymmetric; a reverse edge is added only when the undi
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Bubble size is proportional to the number of non-null properties associated with the entities. (d) Metapath counts
across increasing path lengths (1-4). Metapaths are defined as unique triples of the form (from, relation, to).

ANA BPO CCO DIS DRG EXP GEN MFN PWY PHE

ANA BPO CCO DIS DRG EXP GEN MFN PWY PHE

Only the lower triangle is stored, as all edges are treated as bidirectional.
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Data sources

Ontologies
(e.9. Bioportal, OBO Foundry)

3rd Party APIs
(e.g. NCBI Datasets API)

Ad-hoc files

(e.g. Blob storage, HTTP(s), Local)

External databases
(e.g. PostgreSQL, Neod)

FTP servers
(e.9. Open Targets Platform)
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(Origin hooks)

Workflow manager

Data quality
(QualityCheck hooks)
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Query and process

Interactive experimentation
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Processing
(Paralll, Sequentia, Thread, DryRun)

Query engine
(Polars)

Medallion architecture
(Landing, Bronze, Silver, Gold)

Configuration management
(Parametrization, Logging, Environments, Catalog, Ontology alignment)

Data discovery
(URI-based filesystem)

Transform

Data modeling
(Polars)

Workflow manager
(Kedro)

Ontology harmonization
(BioCypher)

Output

Data store

Hypothesis generation
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Figure 2: OPTIMUSKG data pipeline architecture. Heterogeneous sources are ingested in the LANDING layer via
data replication and Kedro-managed workflows. Configuration management and URI-based data discovery primitives
provide governance and traceability. The pipeline uses a medallion architecture to logically organize the data in
increasing structure and quality as it flows throught each layer (LANDING, BRONZE, SILVER, and GoLD). Transformations
are done with Polars. The pipeline supports parallel, sequential, and thread execution modes. BioCypher [65] is used
to validate that each entity in the graph is ontology-grounded.
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show the distribution of literature evidence scores (no evidence, weak, moderate, strong, very strong) for true edges
(colored by edge type) and false edges (gray) for each node type. (@) 459 true edges and 100 false edges incident on
exposure (EXP) nodes were evaluated. Evidence was identified for 96.7% of true edges (n = 38 weak, 90 moderate,
72 strong, 244 very strong). (b) 343 true edges and 100 false edges incident on cellular component (CCO) nodes were
evaluated, with evidence identified for 82.8% of true edges (n = 19 weak, 81 moderate, 37 strong, 147 very strong).
(c) 164 true edges and 100 false edges incident on anatomy (ANA) nodes were evaluated, with evidence identified for
81.1% of true edges (n = 13 weak, 18 moderate, 29 strong, 73 very strong). (d) 274 true edges and 100 false edges
incident on molecular function (MFN) nodes were evaluated, with evidence identified for 86.5% of true edges (n = 17
weak, 59 moderate, 44 strong, 117 very strong). (€) 690 true edges and 100 false edges incident on pathway (PWY)
nodes were evaluated, with evidence identified for 84.3% of true edges (n = 81 weak, 139 moderate, 83 strong, 279
very strong). (f) 367 true edges and 100 false edges incident on phenotype (PHE) nodes were evaluated, with evidence
identified for 89.6% of true edges (n = 51 weak, 63 moderate, 68 strong, 147 very strong). (g) 443 true edges and
100 false edges incident on biological process (BPO) nodes were evaluated, with evidence identified for 77.0% of true
edges (n = 35 weak, 88 moderate, 69 strong, 149 very strong). (h) 439 true edges and 100 false edges incident on drug
(DRG) nodes were evaluated, with evidence identified for 69.2% of true edges (n = 70 weak, 88 moderate, 43 strong,
103 very strong). (i) 528 true edges and 100 false edges incident on disease (DIS) nodes were evaluated, with evidence
identified for 65.0% of true edges (n = 122 weak, 87 moderate, 44 strong, 90 very strong). (j) 999 true edges and 100
false edges incident on gene (GEN) nodes were evaluated, with evidence identified for 29.6% of true edges (n = 129
weak, 113 moderate, 22 strong, 32 very strong). Across all node types, false edges were predominantly assigned no
evidence, supporting the specificity of the evaluation.
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Node type Label Count Percent (%) Primary sources Ontologies

Gene GEN 61,306 32.2 Bgee, DisGeNET, ENSG, NCBIGene
Open Targets

Disease DIS 36,345 19.1 DrugCentral, DOID, EFO,
Mondo, Open MONDO, MP,
Targets NCIT, OBA, OBI,

OGMS, OTAR,
Orphanet, PATO

Biological Process BPO 25,754 13.5 GO GO

Phenotype PHE 19,341 10.2 HPO, MedDRA, HP, MedDRA
Open Targets

Drug DRG 16,766 8.8 DrugBank, CHEMBL,
DrugCentral, DRUGBANK,
OnSIDES, Open RXNORM
Targets

Anatomy ANA 13,120 6.9 Uberon UBERON

Molecular Function MFN 10,161 5.3 GO GO

Cellular Component CCO 4,052 2.1 GO GO

Pathway PWY 2,805 1.5 Open Targets, REACT
Reactome

Exposure EXP 881 0.5 CTD MESH

Total 190,531 100.0 13 22

Table 1: Distribution of node types in OPTIMUSKG. Each node type in OprimusKG is characterized by its
provenance from primary data sources and, where applicable, by its alignment to standardized ontologies or controlled
vocabularies. Primary sources denote resources ingested through the OpriMmusKG pipeline, whereas ontology and
vocabulary mappings provide harmonized identifiers and semantic standardization across nodes.
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Label Count

(%)

Primary sources

Indirect sources

DIS-GEN 9,734,774 44.6 DisGeNET, Open Targets CGI, CTD, ClinGen, Genomics
England, Orphanet, PsyGeNET,
UniProt
ANA-GEN 8,787,955 40.3 Bgee
DRG-DRG 1,345,376 6.2 DrugBank, Open Targets
PHE-GEN 793,279 3.6  DisGeNET, Open Targets CTD, ClinGen, Genomics
England, Orphanet, UniProt
GEN-GEN 327,924 1.5 PrimeKG APID, BioGRID, BioPlex,
CoFrac, ENCODE,
HINT-binary, HINT-complex,
HIPPIE, HiUnion, INSIDER,
INSTRUCT, InWeb, InnateDB,
IntAct, Interactome3D,
KinomeNetX, LitBM17, MINT,
PINA, PhosphoSP, QUBIC,
SigNalink
BPO-GEN 158,410 0.7  Open Targets
DIS-PHE 157,144 0.7  Open Targets HPO
CCO-GEN 105,309 0.5 Open Targets
MFEN-GEN 90,933 0.4  Open Targets
DRG-DIS 70,442 0.3 DrugCentral, Open Targets ATC, Clinical Trials, DailyMed,
EMA, FDA, INN, USAN
PWY-GEN 46,977 0.2  Open Targets Reactome
BPO-BPO 44,494 02 GO
DIS-DIS 44215 0.2  Open Targets
PHE-PHE 24,862 0.1 HPO
DRG-GEN 20,694 0.1 DrugBank, Open Targets BNF, Clinical Trials, DOI,
DailyMed, EMA, Expert, FDA,
HMA, ISBN, IUPHAR, KEGG,
Other, PMC, Patent, PubChem,
PubMed, UniProt, Wikipedia
ANA-ANA 17,082 0.1  Uberon
DRG-PHE 13,758 0.1  DrugCentral, OnSIDES, Open ATC, Clinical Trials, DailyMed,
Targets EMA, FDA, INN, USAN
MFN-MEN 12,587 0.1 GO
CCO-CCO 4,639 0.0 GO
EXP-GEN 2,989 0.0 CTD, Open Targets
PWY-PWY 2,819 0.0 Reactome
EXP-EXP 2,443 00 CTD
EXP-DIS 2,391 0.0 CTD Mondo
EXP-BPO 2,260 0.0 CTD GO
EXP-MFN 47 0.0 CTD GO
EXP-CCO 13 0.0 CTD GO
Total 21,813,816 100.0 12 53

Table 2: Distribution of edge types in OPTIMUSKG. Counts and proportions of each edge type in OprimusKG,
together with the corresponding primary and indirect data sources. Primary sources are resources ingested through
the OptiMUsKG pipeline. Indirect sources are upstream resources that contribute information through these primary
sources, including cases where a primary source aggregates or serves data originating elsewhere, and are represented
through provenance relationships.



Primary source
Open Targets

DrugBank

DrugCentral
DisGeNET

Bgee
CTD

OnSIDES
Reactome
HGNC

PrimeKG

Indirect sources

ATC, BNF, CGI, ClinGen, Clinical
Trials, DailyMed, DOI, EMA,
Expert, FDA, Genomics England,
HMA, HPO, INN, ISBN, IUPHAR,
KEGG, Orphanet, Other, Patent,
PMC, PsyGeNET, PubChem,
PubMed, Reactome, UniProt, USAN,
Wikipedia

BNF, Clinical Trials, DailyMed,
DOI, EMA, Expert, FDA, HMA,
ISBN, IUPHAR, KEGG, Other,
Patent, PMC, PubChem, PubMed,
UniProt, Wikipedia

ATC, Clinical Trials, DailyMed,
EMA, FDA, USAN

CGI, ClinGen, Genomics England,
Orphanet, PsyGeNET, UniProt

GO, MeSH, Mondo

MedDRA, RxNorm

APID, BioGRID, BioPlex, CoFrac,
ENCODE, HI-Union, HINT-binary,
HINT-complex, HIPPIE, InnateDB,
InSIDER, InSTRUCT, IntAct,
Interactome3D, InWeb,
KinomeNetX, LitBM17, MINT,
PhosphoSP, PINA, QuBIC,
SignaLink

Version
25.06

5.1.13

v2023-11-01

current
current

v3.1.0
current
current
current

Format
Parquet

XML, CSV

SQL dump
TSV

ZIP
ZIP

ZIP
TSV
TSV
CSV

License
CC01.0

CCBY-NC 4.0

CCBY-SA 4.0

CC BY-NC-SA
4.0

CC01.0
Custom
(academic)
MIT
CC01.0
CC01.0
MIT

Table 3: Data sources used in OPTIMUSKG construction. OprimusKG integrates 10 primary sources that
are ingested through the OpTiMmusKG pipeline. Beyond these data resources, OprimusKG also incorporates 55 indirect
sources that are referenced through provenance relationships within the primary sources. This approach captures the
full lineage of the underlying data for transparent tracing of each OpTiMusKG association back to its original datasets,
databases, and publications.

28



Source Namespace Description

Explicitly ingested

Biolink Model —
Gene Ontology GO
Human Phenotype HP
Ontology

Uberon UBERON
Mondo MONDO
Disease Ontology DOID
Orphanet Orphanet

Referenced via Open Targets v25.06

Experimental Factor EFO

Ontology

Ontology of OBA

Biological Attributes

Open Targets OTAR
Disease Ontology

NCI Thesaurus NCIT

Phenotype and Trait PATO
Ontology

Mammalian MP
Phenotype Ontology

Ontology for General OGMS
Medical Science

Ontology for OBI
Biomedical

Investigations

Controlled vocabularies

Medical Subject MESH
Headings

MedDRA MEDDRA
RxNorm RXNORM

Upper-level schema for
biomedical entities and
relations

Ontology of biological
processes, cellular
components, and molecular
functions

Vocabulary for human
phenotypic abnormalities
Cross-species anatomy
ontology

Unified disease ontology
across classification systems
Structured disease
classification for
Cross-resource mapping
Rare disease ontology with
clinical annotations

Ontology of experimental
variables and disease traits
Ontology linking phenotypic
attributes to entities

Internal disease classification
used in Open Targets

Cancer and biomedical
terminology ontology
Ontology of phenotypic
qualities

Vocabulary for mammalian
phenotype annotation
Ontology for clinical and
disease representation
Ontology of experimental
protocols and assays

Thesaurus for indexing
biomedical literature
Regulatory terminology for
diseases and adverse events

Normalized drug ingredient
vocabulary

Version

v3.2.1

current

v2025-
05-06

v2025-
05-28

current

v656

v30

v3.1.0

v3.1.0

Format

OWL

JSON

JSON

JSON

JSON

OWL

OWL

OWL

OWL

JSON

OWL

OWL

OWL

OWL

OWL

UMLS

UMLS

UMLS

License

Apache
2.0

CCBY
4.0

CCBY
4.0
CCBY
3.0
CCBY
4.0
CC01.0

CC BY
4.0

Apache
2.0
CC01.0

CC01.0

CCBY
4.0
CC BY
4.0
CC BY
4.0
CC BY
4.0
CC BY
4.0

Custom
(UMLS)
Custom
(aca-
demic)
Custom
(UMLS)

Table 4: Ontologies and controlled vocabularies used to align entities in OPTIMUSKG. Ontologies and
controlled vocabularies are used to align OprimusKG entities across data sources by providing standardized identifiers
and semantic definitions. They are stratified by ingestion level, including ontologies ingested into OpTIMUSKG,

ontologies referenced through upstream data sources, and external controlled vocabularies used for normalization and

harmonization.



Dataset name Description Source

ParquetDataset Loads and saves Parquet files using Polars. optimuskg.datasets
Supports local, remote and embedded
filesystems via £ sspec. Includes
schema-based type parsing via configuration.

JsonDataset Loads and saves (ND)JSON files using Polars. optimuskg.datasets

ZipDataset Wraps a zip archive and extracts a file toload  optimuskg.datasets
via a configurable nested dataset type.

SQLDumpQueryDataset  Restores a PostgreSQL database from a optimuskg.datasets

gzipped SQL dump using Docker, executes a
SQL query, and returns a Polars DataFrame.

LXMLDataset Loads and saves XML files using 1xml .etr optimuskg.datasets
ee.

OWLDataset Loads and saves OWL files (XML-based). optimuskg.datasets
Returns a dataclass containing the content
string and filepath.

CSVDataset Loads and saves CSV files using Polars. optimuskg.datasets

PartitionedDataset Manages collections of partitioned files as a kedro_datasets

single logical dataset.

Table 5: Dataset abstractions in the OPTIMUSKG pipeline. Each dataset abstraction provides a stan-
dardized interface for loading and persisting data across storage backends. Most catalog entries (77.7%) use
the custom ParquetDataset, whereas the remaining entries rely on Kedro built-in abstractions, primarily
PartitionedDataset.
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Hook Layers Behavior

Origin LANDING Reads the origin metadata field from the
catalog entry and validates it as a known provider
model (HTTP, DrugBank, BioOntology, Open
Targets). If the file does not exist, triggers a
download via the appropriate provider. If origin
metadata is missing and the file is absent, creates
an empty placeholder file with the correct
schema to prevent pipeline failure on private or
manual datasets.

Checksum LANDING, BRONZE, Before loading any dataset, computes a Blake2b
SILVER checksum of the file on disk and compares it
against the expected value stored in
metadata.checksum. Logs a warning on
mismatch.

QualityChecks SILVER, GOLD Performs post-node validation and logs warnings
for violations. Enforces snake_case naming
conventions for all columns. Validates that
columns prefixed with id contain no null values.
Ensures that values in the relation column
conform to the Relat ion enum defined in
constants.py,raising aDatasetError
for unknown values and logging warnings when
mapped to Relation.OTHER, including
counts and proportions of affected rows.

Table 6: Overview of Kedro hooks and dataset-level validation mechanisms across pipeline layers
in OPTIMUSKG. The table summarizes hooks that operate at different stages of the OprimusKG pipeline and their
corresponding behaviors. Hooks are executed in a last-in, first-out order: Origin and Checksum are applied
prior to pipeline execution during dataset loading, whereas QualityChecks are applied after node execution. The
Origin hook ensures that input data are available by validating the declared data provider and triggering downloads
when needed, or by creating schema-compliant placeholder files for missing private or manually curated datasets.
The Checksum hook verifies data integrity by comparing file checksums against expected values stored in metadata.
The QualityChecks hook performs post-processing validation, enforcing naming conventions, checking identifier
completeness, and validating relation types against controlled vocabularies. Hard failures (for example, invalid relation
values or missing required files) halt pipeline execution, whereas soft warnings (for example, checksum mismatches,
naming violations, or null identifiers) are logged but do not interrupt execution. In addition, schema enforcement is
applied at dataset load time within the dataset abstraction, ensuring type consistency at ingestion.
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Key Type

id String
label String
properties Struct

Description

Globally unique node identifier in CURIE format
{namespace} [:_]{local_id}. Namespace prefixes
map to source ontologies (e.g., ENSG, GO, HP, CHEMBL)
and may share node types (e.g., EFO and MONDO map to
DIS). All prefixes are validated against the Biolink Model
(e.g., ENSG00000139618, GO_0000001,
MESH:C000188).

Node type label matching the enumerated 3-letter values
(e.g., GEN, DIS, DRG)

Nested struct containing all node-type-specific attributes
(varies per node type)

Table 7: Top-level schema shared across all node types in OPTIMUSKG. Each node is represented by a
unique identifier, a type label, and a properties struct that contains attributes specific to the node type.

Key Type
from String
to String
label String
relation String
undirected Boolean
properties Struct

Description

Source node ID

Target node ID

Edge type label encoding the node type pair in
{from}—-{to} format (e.g., ANA-GEN, DRG-DIS)
Semantic relation type with 37 enumerated values (e.g.,
EXPRESSION_PRESENT, INDICATION)

Whether the edge is undirected (true, 88% of edges) or
directed (false, 12%)

Nested struct containing edge-type-specific attributes
(varies per edge type)

Table 8: Top-level schema shared across all edge types in OPTIMUSKG. Each edge is defined by a source
node and a target node, together with a typed relation that specifies the nature of the connection. Additional edge-
specific attributes are stored in a properties struct.
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Node type Label

Gen GEN
Anatomy ANA
Disease DIS

Drug DRG
Environmental exposure EXP
Phenotype PHE
Pathway PWY
Biological process BPO
Cellular component CCO
Molecular function MEN

Table 9: Mapping of node types to node type labels in OPTIMUSKG. Each node type is assigned a standard-
ized 3-letter label used throughout OpriMmusKG. Edge labels are generated dynamically from pairs of node labels using
the format { from}-{to} (e.g., ANA-GEN, DRG-DIS).

Size (nodes) Number of
components

189,364 1

226 1

6 1

5 6

4 3

3 55

2 364

Table 10: Distribution of connected network components in OPTIMUSKG. The largest connected com-
ponent (LCC) contains 189,364 nodes (approximately 99.4% of the graph), whereas the remaining 1,167 nodes are
distributed across 430 smaller components, primarily pairs and triplets.
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Supplementary Note 1: PaperQA3 prompt template

The following template was used to prompt the PaperQA3 multimodal Al agent to assess the biological and
clinical validity of edges within OpTiMmUSKG. The {seed_type}, {target_type}, {seed_name},
and {target_name} fields were dynamically populated with the metadata of each sampled edge in the
evaluation set.

Is there any scientific or medical evidence to support
an association between the {seed_type} {seed_name}
and the {target_type} {target_name}? Please rate the
strength of the evidence on a 5-point scale, where:

1 = No evidence (zero papers mentioning both {seed_name} and
{target_name})

2 = Weak evidence (1-2 papers mentioning both {seed_name} and
{target_name} and no experimental evidence)

3 = Moderate evidence (3-4 papers mentioning both
{seed_name} and {target_name} or experimental evidence)

4 = Strong evidence (5-6 papers mentioning both {seed_name}
and {target_name} or several experimental studies)

5 = Very strong evidence (more than 6 papers mentioning both
{seed_name} and {target_name} or substantial experimental evidence)

In your response, please also explain the reasoning behind
your rating and reference any relevant scientific or medical
sources (e.g., peer-reviewed studies, clinical guidelines,
experimental data) that support your assessment. For

each part of your response, indicate which sources most
support it via citation keys at the end of sentences, like
(Example2012Example pages 3-4). Only use valid citation keys.

Instructions to the LLM: Respond with the following XML format

exactly.

<response>

<reasoning>...</reasoning>

<rating>...</rating>

</response>

‘rating' is one of the following (must match exactly): 1, 2, 3, 4, or
5. Do not include any additional keys or text.
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Supplementary Figure 1: Topological properties of OPTIMUSKG. (a) Closeness cenrtality is concentrated
at intermediate values with a sparse tail of highly central nodes, indicating that most entities are separated by few hops,
while a small subset serves as globally hubs. (b) Degree distribution (log-log) with a heavy tail and few high-degree
hubs with many low-degree nodes, reflecting heterogeneous connectivity. (€) Complementary cumulative distribution
function (CCDF) of node degree with different fitted models shows slower-than-exponential decay, consistent with rich
structure and long-range connectivity.



