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Abstract—We investigate graph signal reconstruction and sample
selection for classification tasks. We present general theoretical charac-
terisations of classification error applicable to multiple commonly used
reconstruction methods, and compare that to the classical reconstruction
error. We demonstrate the applicability of our results by using them to
derive new optimal sampling methods for linearized graph convolutional
networks, and show improvement over other graph signal processing
based methods.

Index Terms—Graph signal processing, sampling, reconstruction, least
squares, classification.

I. INTRODUCTION

Signal processing and machine learning on graphs have become
increasingly common, with many applications such as analysing and
predicting brain fMRI signals [1]], urban air pollution [2], political
preferences [3]] and protein function [4]. However, data defined on a
network domain, often called ‘graph signals’, is frequently noisy and
sometimes even incomplete, making such tasks challenging.

The graph signal processing (GSP) community has addressed
the issue of noisy and incomplete data by generalising the tools
of sampling and reconstruction from classical signal processing,
via extending the classical shift operator to a graph shift operator
[5] such as the Laplacian. The majority of studies on graph-based
sampling focus on designing efficient sampling schemes for criteria
which approximate [6]—[12]] or bound [[13]], [14] reconstruction loss,
grounded in the optimal design of experiments [[15]], with some work
simultaneously learning the underlying graph topology [16]-[18].
Theoretical results have also been derived on the performance of
sample choice and signal reconstruction under reconstruction loss
[11], [19]-]23]. However, these results do not immediately carry
over to other tasks such as classification, as they rely on the specific
structure of reconstruction loss — e.g., the proof of near-optimality
of greedy sampling on graphs [20] relies on the loss’s (approximate)
supermodularity. Thus, there is a significant lack of investigation in
the GSP literature of the impact of incomplete data on downstream
learning tasks.

The graph machine learning (GML) community, on the other hand,
does address the issue of incomplete data, often in the context of
downstream tasks such as node classification. They take two main
approaches — label prediction and feature imputation. Label prediction
sidesteps the issue of missing data by directly predicting the missing
node class labels, such as by label propagation [24] or by using graph
neural networks (GNNs) on the partial data with modified message
passing [25[, [26]. Feature imputation involves reconstructing the
graph signals, potentially alongside missing edges, usually as a pre-
processing step to inference. Such methods include matrix completion
methods [27] and autoencoder-based methods [28]]. Another exam-
ple is feature propagation [29], which is a graph Laplacian-based
feature imputation method that applies a GSP-motivated approach
to downstream tasks such as classification with GNNs. Finally,
some approaches combine label prediction and feature imputation

in an end-to-end training framework [30], [31]]. While work in GML
engages with missing data in settings with varied downstream tasks,
it has done so through an empirical lens — evaluating the performance
of the proposed methods on specific datasets — and thus theoretical
results remain scarce.

The separation of the two lines of work above points to an
important aspect of dealing with incomplete data: sampling and
reconstruction should be designed to serve the downstream task at
hand and, depending on the task, the “reconstruction error” we care
about might be different. For example, with recommender systems
with incomplete participant data, our goal is to make effective
recommendations (which can be formulated as a classification task)
rather than reconstructing the attributes of the participants.

In this paper, we fill this gap in the literature by providing a
theoretical characterisation of the performance of binary classification
with a linearized graph convolutional network (GCN) under missing
data and noisy observation (Theorem [[). We provide a bound
showing the relationship between classification and reconstruction
error (Corollary [I.T), and compare the change in classification versus
reconstruction error as a function of the sample size both theoretically
and empirically. We show that optimal sampling derived in the recon-
struction setting can underperform random sampling when applied to
classification tasks. We then apply our theoretical results to derive a
novel sample selection scheme for classification under a linearized
GCN, and demonstrate that it improves upon using sample selection
schemes which are optimal in the reconstruction setting.

II. BACKGROUND
A. Graphs and graph signals

A graph G consists of a set V of IV vertices, a set of edges £
between these vertices and a corresponding set of edge weights.
We assume that G is connected and undirected. A graph signal x
is a real-valued function  : V — R, equivalently written as a
vector in RY by having each component correspond to a vertex.
We define the adjacency matrix A,; = 1{(i,j) € £}, the degree
matrix D;; = deg(i)1{i = j}, the normalized adjacency matrix
A=D 2AD 7 and the normalized augmented adjacency matrix
A, =(D+ 71)_%(A +~I)(D + ’yI)_% where I is the identity
matrix. This augmentation can be understood as adding self-loops to
G, and note adding no loops yields Ay = A. Throughout this paper,
we consider the symmetrically normalized Laplacian L = I — A.

B. Sampling of graph signals

For any matrix X, we define [X]4,5 to be the submatrix of
X with row indices in A and column indices in 5. Similarly,
we write [@]4 for the subvector of & with indices in A. We let
N={1,...,N},D={1,...,d} and K = {1,...,k}, and for any
index set S, we write S” = {i € N | i ¢ S}. We write L = UAU”
to be the eigendecomposition of L, so the columns of U correspond
to the eigenvectors of L, ordered by eigenvalue in increasing order
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(all of which are nonnegative). We define Iy i) = [Uln < [UlX x
to be the projection matrix which makes a signal k-bandlimited,
i.e., it acts as a ideal bandpass filter, keeping only the components
corresponding to the k lowest eigenvalues of L.

C. Reconstruction Methods

A reconstruction method takes (potentially) noisy observations of
a graph signal on a node sample set S. We consider linear methods
such as Least Squares (LS) or Feature Propagation (FP) [29]]. This
means that for a fixed sample set S, we can write the reconstruction
operator as a matrix Rgs : RIS — RY:

LS: Rs = [UlnclUl% 1)
FP: Rs = [I|x.s + [I] sc [Llse [Llse s - 2)
D. Problem Setting

We assume the following setup for all results:

o A feature matrix X € RV*, where the columns are jointly

Gaussian graph signals that each follow A\ (0, X). We assume
a smooth signal model (e.g. 3 = Iy k) [32] or Lt 133D

o Binary labels I € {—1, 1}N generated by a known function f :
RYN*4 5 RN (ie., I = sign (f (X)) with sign elementwise);

o Observations of X at a sample set S corrupted by white noise
of variance n* (i.e., [X 417 - €ls.p)

« A linear reconstruction X of the feature matrix, such as LS or
FP, giving X = Rs[X + 17 - €]

We consider the following losses:

Classification Loss = ZP (sign (f(X)s:) # sign(f(X)i)) 3)

i€V
Reconstruction Loss = E [||X - X||%} . 4)

S, D

The classification loss defined above is the sum of per-node mis-
classification probabilities. We refer to f(X) € RN and f(X) € RY
as vectorial ‘clean output’ and ‘reconstructed output’, respectively,
and f(X) — f(X) as the ‘output error’. We let f(X); denote the
component of f(X) at node 3.

III. THEORETICAL RESULTS AND IMPLICATIONS
A. General Results

We begin with a core lemma:

Lemma 1. Consider X, Y real scalar random variables with ();) ~
N (0, (fff 5 )) with 0, v, ¢ € R. Let p = Corr(X,Y) = = Then

arccos p

P (sign(X) # sign(Y)) = )

s

Proof. Let X' = XY = ¥ then (£,) ~ N (0, (17)). Note that
sign(X) # sign(Y) < XY <0 < X'Y’ < 0; therefore
PP (sign(X) # sign(Y)) = P(X'Y" < 0). Therefore we only need to

prove the lemma for X’ and Y’, i.e., when 0 = v =1 and ¢ = p.

Letr = % and

_p2
7' =rX' —/1+72Y’ . Then
()Z(,l) ~ N (0,I) and
P(X'Y' <0)
=P(rX?<X'7)
=P{rX' < Z and X' >
0}u{rX’' > Z" and X' < 0}).
We depict this set as the shaded
area in Figure [T}

pX'

[
2=

i
X'

Fig. I: {rX”? < X'Z'}

Note that 6 = arccos(p). The distribution of ()z('/ ) is rotationally

invariant, so for any positive integer m, if 7" € Z, we can copy
and rotate the shaded area 2™ times to cover the plane m times (one
covering of the plane corresponds to P (X' € R, Z’ € R) = 1). Thus
the shaded area is P (XY’ < 0) = %. Otherwise let 0,, = —m=

mm

and our argument applies if the shaded area were shrunk to 6,,. T%en

0, tends to 6 from below as m — oo and by countable additivity
of measures, P (XY’ < 0) = limy o0 22 = £, O

™ ™

We now characterise our losses for a class of linear f which we
interpret as a linearized GCN (see Sec for a specific example):

Theorem 1. If the function f generating the labels from the features
can be written as

F(X) = GXw
where G € RY*Y and w € R*\{0}, then for a sample set S,
1
Classi i Ss = — s (pi
assification Loss Z arccos (pi(@)) (6)
i€V
and if d = 1,

Reconstruction Loss = Z (o:(1))? + (ni(I))* = 2¢:(I) (7
i€V

where for any matrix M, we let

C = Cov(Xw) - ([lwll3) ™", ®
ci(M) = (MRs[ClsnyM")u, )
(0:(M))* = (MCM "), (10)
(vs(M))* = (MRs [C +n’In] s RSM" )y, 11)
C; M

pi (M) = m 12)
Proof. As X is independent to the noise and E[X] =

0. Cov(f(X)f(X)) = E[fXAX)T]
GRs[I)svE [(X +7-eww" X"] G" =
GRs [Cov(Xw)|s » GT = llwl3ci(G).  Similarly,

Var(£(X):) = [lwl? (0:(G))? and Var(f(X)s) = ||w]|? (1i(G))?
giving p;i(G) = Corr(f(X)s, f(X);). For classification loss,
as (f(X): and f(X);) are linear transformations of X, they
are jointly Gaussian and we can apply Lemma to get that
the misclassification probability at node 7 is arecos(pi(G)) . gy
across all nodes to get the total loss. For the Reconstruction
loss, E[HX—XH%]g = E[w(XX7)] + E[tr(XXT)] -

9E [tr(XxT)] = 3.0y dVar(X,) + dVar(X,) — 2dCov(X;, X.).
AsE[X]=E [X] =0, if d =1 this expands to . O

If we let G be a polynomial p of A, then I = sign(p(A-)Xw),
which corresponds to a multi-layer SGC [34] or a single layer
polynomial-based GNl\ﬂ like Chebnet [35|], FavardGNN [36]], Jacobi-
Net [37] or BernNet [38]|. Then the classification loss in Theorem [T]
is the difference in output when applying the GNN to the full data
X versus to the reconstructed data X. Note that in the case where
the columns of X are independent, C = X, and therefore for SGC
the classification loss does not depend on the weights, only on the
number of layers.

To interpret Theorem [T} we consider any G and LS reconstruction
of a noise-free k-bandlimited signal; specifically 3 = Ty k).
In this case, \/¢;(G) = vi(G) and the classification loss is

'We assume that all feature dimensions share the same polynomial filter.



Diev L arccos (1 /C—?) where 0 < £ < 1. Thus, we expect the
™ (e} T

behaviour of classification loss as it changes with sample size to
look similar to x — arccos (/).

B. Relationship between Reconstruction and Classification Loss

We now relate the reconstruction and classification losses via the
error in reconstructing the output of f. All statements in the following
Corollary hold for any integer value of d > 1.

Corollary 1.1. Assume the setting and definitions of Theorem
Define the normalized output error at node ¢ as

—1 P’
Brroroue,s = (|[wl ) E [I(FGO0)N — GENIB] a3
Let ||G|| be the spectral norm of G, then
Z Error,,: ; < ||GJ|® - Reconstruction Loss (14)

i€V

and for every node ¢, the following is always a valid triangle.

«a = Node ¢ misclassifi-
cation probability

Fig. 2: Relationship between misclassification probability (angle) and
normalized output error at node ¢

Proof. We first prove (I4). By linearity of f, (f(X)); — (f(X)): =
(G(X — X)w)s. Then ¥, IF(X); — F(X)il = [[G(X —
X)wli3 < IGIP - |(X ~ X)wl < |GII? - (X — X)|2 - [wl}
where the last inequality is because || - ||2 = || - ||F for vectors and
from sub-multiplicativity of || - || ». Taking expectations on both sides
gives Hwﬂgzzev Errorout,; < ||G||?-Reconstruction Loss-||w]|3.

Secondly, we prove Fig. 2] forms a valid triangle. Through the same
expansion and independence arguments as in the proof of Theorem I}
Errorout,i = d - ((0i(G))* + (1i(@))* — 2pi(G)). As pi(G) is the
probability of misclassification of node ¢ (see the proof of Theorem
[[), the sides and angle of Fig. 2] obey the law of cosines and thus
form a valid triangle. O

For SGCs, ||G/|| < 1 (as ||A|| < 1 by Gershgorin’s Disc Theorem
1391, so ¥y > 0 : ||A,]| < 1 by [34, Theorem 1] and therefore
[|AZ|| < 1forall 7 > 1). Therefore, by (T4), the sum of the per-node
normalized output errors (which are directly related to the per-node
misclassification probabilities, as shown in Fig. 2) is upper bounded
by the reconstruction loss.

While inequality (T4) suggests optimising reconstruction loss
to minimise ), .., Erroroye,i, the non-linear relationship between
Erroro.t,; and the classification loss at node ¢ make this sum a poor
proxy for total classification error. We discuss experimental results
around optimising reconstruction loss as a proxy for classification
loss in Section [V=Cl

C. Sampling for Classification

We use Theorem [I] to design a sampling scheme specifically for
classification, minimising mean classification loss rather than the
common mean reconstruction loss objective [6]—[8], [32]. We propose
greedily choosing S to optimize (€) from Theorem

IV. EMPIRICAL RESULTS
A. Experimental Setup

1) Synthetic Graph Generation: We generate 32 graphs with N =
500 nodes from each of the following models:

« Barabdsi-Albert (BA) with a preferential attachment to 3 vertices

at each step of construction;

o Stochastic Blockmodel (SBM) with intra- and inter- cluster edge

probabilities of 0.7 and 0.1, respectively.

2) Synthetic Signal Generation: We draw features X as described
in Section [II-D| with & = IIy(x), i.i.d. columns, bandwidth k = &%
and noise variance 7> = 1073 so the SNR is 20dB, like in [13].

3) Choice of f: For each graph, we construct f as a linearized
GCN with randomly initialized weights and added self-loops (y = 1).
We choose our architecture to mimic the strong baselines in [40],
but keep to a single convolutional layer to minimise oversmoothing.
Specifically, we set

f(X) = A1 X (W1 W2)

where W, € R%**32) W, € R32X! are both populated via Glorot
initialization [41]].

4) Real-world Datasets: We consider an FMRI dataset with nodes
corresponding to brain regions and 292 graph signals corresponding
to blood oxygen levels [32], [42], subsampling a connected graph
with N = 367 nodes using neighbourhood sampling [43]]. We do
not bandlimit the given signals. We construct a classification task by
subtracting the mean from all signals and taking the sign as node
class labels, representing high or low blood oxygen levels.

5) Sample Set Selection: We consider three sampling methods:

(15)

o Random sampling;

o Greedy sampling optimizing classification loss (6), which is

described in Sec

o Greedy sampling optimizing reconstruction loss (7). For LS, this

is the same as optimizing for the frequently used A-optimal
objective for reconstruction [6]—[8], [32].

To sample on real world data, we need to compute losses for our
sampling to optimize. This requires making assumptions about the
noise level and distribution of the features. For the FMRI dataset, we
assume the features are i.i.d. N'(0, Iy x)) with k = | ] and that
the SNR is 20dB (i.e., n°> = 1073).

B. Experimental Validation

We experimentally validate our derivation of expected classification
loss for different graph models, noise levels, reconstruction methods
and versions of f. Subfigures (b) and (c) of Figs. display the
empirical loss calculations via directly reconstructing signals, and the
analytic loss calculations using Theorem [I] respectively. We see that
the empirical results largely agree with our theoretical derivations.

We also see that under noiseless LS reconstruction (Figs. [3] and [§),
our classification loss looks like © — arccos (y/x), which follows
the theoretical interpretation in

C. Optimal Sampling

In the noiseless setting, under LS reconstruction, our method
outperforms both random and A-optimal sampling (Fig. [3b) by a
small but consistent margin, with no difference in reconstruction error
(Fig. Ba). This margin is even larger in the SBM case (Fig. [6D).
Surprisingly, A-optimal sampling underperforms random sampling;
optimizing for reconstruction loss is worse than random sampling
under classification loss. This emphasises how sampling schemes
need to be designed in light of the downstream task.
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In the FP reconstruction case (Fig. F_l[), we see that both forms of
optimal sampling are approximately equal, with both beating random
sampling significantly. We do see that reconstruction-optimal sam-
pling marginally beats classification sampling under reconstruction
loss, and vice-versa for classification loss.

In the noisy case (Fig. B, we see classification-optimal sampling
has lower classification loss except for sample sizes near the band-
width (marked with the vertical dashed line); near the bandwidth, the
impact of noise is the highest for LS and thus reconstruction-
optimal sampling, which optimizes for noise sensitivity more aggres-

sively, has both lower reconstruction and classification loss. This is
an artefact of the greedy construction of our sampling sets. We refer
to [32]) for analysis of the spike in reconstruction error in Fig. [5a]

In our real-world dataset (Fig. [7) we find, for classification loss,
both reconstruction and classification-optimal sampling outperform-
ing random sampling, with our novel classification-optimal sampling
scheme marginally outperforming at sample sizes over 90.

V. CONCLUSION

In this paper we have studied how classification differs from recon-
struction in the presence of noise and missing data. We have given
theoretical and empirical characterisation of the relationship between
classification and reconstruction error, where classification is done
by a linearized GCN. We have shown that reconstruction-optimal
sampling can underperform random sampling, which emphasises the
point that sampling schemes need to be designed with the specific
task in mind. We have then presented a novel optimal sampling
scheme specifically for classification with a GCN, and showed its
performance across multiple graph models, reconstruction methods
and noise levels.
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