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Fault-tolerant quantum computation
without distillation on a 2D device
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We show how looped pipeline architectures—which use short-range shuttling of physical qubits to
achieve bounded non-local connectivity—can efficiently implement the fault-tolerant non-Clifford
gate between 2D surface codes described in (Sci. Adv. 6, eaay4929 (2020)). The shuttling schedule
required is only marginally more complex than is required for implementing the standard 2D surface
code in this architecture. We compare the resource cost with the cost of magic state distillation and
find that, at present, this comparison is heavily in favour of distillation. The high cost of the non-Clifford
gate is largely due to the relatively low performance of the just-in-time decoder used in the procedure,
which necessitates very large code distances in order to achieve suitably low logical error rates. We
argue that, as little attention has been given to the study and optimisation of these decoders, there are
potentially significant improvements to be made in this area.

It is well known that all logical gates implementable by a constant-depth
circuit in a two-dimensional topological code must belong to the Clifford
group1, and also that any quantum circuit composed entirely of Clifford
operations is efficiently simulable ona classical computer2.Other techniques
for performing logic in these codes (e.g. defect braiding) are similarly
constrained3, meaning that more complex and costly procedures must be
employed in order to implement the non-Clifford gates necessary for a
universal gate set. Typically these procedures involve the preparation of
magic states which can be used to implement non-Clifford gates via a gate-
teleportation circuit. The most commonly considered method of preparing
magic states is distillation4, which uses Clifford operations to transform
many low-fidelity copies of a magic state into a small number of higher-
fidelity copies. An alternative is to use a three-dimensional topological code
where transversal non-Clifford gates can be implemented fault-tolerantly5

and magic states can be prepared in constant time, but simulations of the
performance of this approach suggest that it does not substantially improve
space-timeoverhead6 and it also comeswith the added requirement of either
a three-dimensional architecture or extensive non-local connectivity.

These issues can be avoided if we allow for logical operations imple-
mented by circuitswith non-constant depth.Making these operations fault-
tolerant is more challenging as it can be difficult to correct for errors which
occur at intermediate points in the circuit, but one example that canbemade
fault-tolerant is a linear-depth (in the codedistance)CCZgatebetween three
2D surface codes7. This gate implementation works by exchanging a spatial
dimension for a temporal one so that the constant-time CCZ gate in the 3D
surface code8 becomes a linear-time gate in the 2D code. The fault-tolerance
of this procedure comes from a decoding strategy called just-in-time (JIT)
decoding9which attempts to guess the correction based onpartial syndrome

information of the corresponding 3D code at each time step of the circuit.
The logical gate fidelity will therefore be lower than for the constant-time
gate in the 3D code (where no guessing is required) butO(d) fewer physical
qubits are necessary for its implementation.

In addition to this non-standard decoding strategy, the linear time gate
also requires a bounded amount of non-local connectivity, and so cannot be
implemented on a device with strictly 2D connectivity. However, recent
hardware developments have shown that this is a much less demanding
requirement than it might once have appeared10,11, and in particular the
looped pipeline architecture in12 uses short-range shuttling of physical
qubits to provide exactly this kind of connectivity.

In this work we show exactly how to use a looped pipeline architecture
to implement this gate and examine the corresponding resource cost relative
to the cost of using the same architecture for magic state distillation. The
physical operations required for this (short-range shuttling on fixed paths,
single- and two-qubit physical gates, single qubit measurement in a Pauli
basis) are identical to those required for the implementation of multiple
copies of the standard planar surface code in this architecture, and the only
differences in our case are the inclusion of local, constant-depth circuits that
compile the physical CCZ gate and minor modifications to the shuttling
sequence. Given that a fault-tolerance proof for the JIT decoder was pre-
sented in7 we thus expect the entire protocol to be fault-tolerant.

Results
In this section we give a high-level overview of surface codes, the linear-
time CCZ gate (Sec. II B) and the looped pipeline architecture (Sec. II C).
Readers wishing to read about these topics in more detail can
consult7,13 and12.
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Review of surface codes
The 2D surface code is typically defined via an assignment of qubits, X
stabilisers and Z stabilisers to the edges, vertices and faces (respectively) of a
square lattice14, with the commutativity of the resulting stabiliser group
ensured by the fact that there are always exactly two edges of a face sharing
any given vertex. More generally, a surface code can be defined in the same
way on any simple graph and commutativity will be guaranteed by the same
property. This gives a natural extension of the code to other 2D and higher-
dimensional tilings.

An alternate way to define a 2D surface code is to place qubits on the
vertices of a 2D square lattice and assign X and Z stabilisers to alternate
faces15. This approach also generalises to other 2D tilings provided the the
faces can be two-coloured such that two faces with different colours either
meet at an edge or not at all. Another example of such a tiling is the kagome
lattice, where one type of stabiliser (X or Z) can be supported on hexagonal
faces while the other type can be supported on triangular faces. Examples of
2D surface codes defined on square and kagome lattices canbe seen in Fig. 6.

Logical qubits in surface codes can be created by defining the code
either on a tessellation of a topologically non-trivial manifold or by defining
appropriate boundaries. Specifically we can define two kinds of boundaries,
which we will refer to as X and Z boundaries, and which correspond to
placeswhere strings ofX/Zoperators can terminatewithout anticommuting
with any stabilisers. As can be seen in Fig. 6, a surface code encoding a single
logical qubit typically has two X and two Z boundaries, with logical
operators corresponding to strings of single-qubit X or Z operators con-
necting boundaries of the appropriate type.

As mentioned above, surface codes can also be defined on higher-
dimensional lattices, and of particular relevance to this work is the 3D
surface code. This code is most commonly defined on a cubic lattice in the
fashion described previously16, with logical Z operators still corresponding

to strings of physical Z operators connecting pairs of Z boundaries, but
logical X operators now taking the form of membranes of X operators
stretching between four X boundaries. Additionally, in8 it was shown that a
set of three 3D surface codes can be defined using a 3D tiling of octahedra
and cuboctahedra, with qubits on vertices andX andZ stabilisers on subsets
of faces andcells. Remarkably,whendefined in this fashion these threecodes
support a logical CCZ gate implemented by transversal application of
physical CCZ between qubits of the three codes. This is the transversal
logical operation that forms the basis for the procedure described in7 which
implements a linear-time logical CCZ between three 2D surface codes by
trading a spatial dimension for a temporal one.

Surface code without distillation
Using the transversal (constant-time)CCZavailable between three copies of
the 3D surface code8, we can prepares a CCZ magic state using the fol-
lowing steps:
• Initialise all physical qubits in ∣þi, measure all Z stabilisers and apply

an X correction based on the outcomes of these measurements. This
will prepare all three 3D codes in the logical ∣þi state.

• Apply transversal physical CCZ between the three 3D codes
• Measure out all of the physical qubits not supported on a particular set

of boundaries to project the states of the 3D codes to states of 2D codes
supported on these boundaries. Alternatively, the three 3D codes can
be entangledwith three 2Dcodes and thenall thequbits of the3Dcodes
can be measured out to teleport their states to the 2D codes.

The linear-time CCZ is best understood as a reordering of the
operations involved in the process above. In the linear-time gate, the
sequence of operations experienced by each qubit is identical (barring
differences in calculated corrections due to the different decoding
strategies). The difference is that, for each of the three codes, the qubits
are not all initialised at once. Instead, a thin slice of the 3D code is
initialised, the physical CCZs are performed, and the physical qubits on
the “bottom” of the slice are measured out while a new layer of qubits is
initialised at the “top” (wewill use the term “layer” to refer to a strictly 2D
code while “slice” refers to a 3D code composed of a small number of
layers). Individual CCZ gates are only applied to qubits after all Z sta-
bilisers supported on that qubit have been measured, so the order of
operations for each individual qubit is identical to the 3D case. After
O(d) timesteps, the spacetime history of the code will look like the full-
distance 3D code and the final layer of qubits to be initialised will end up
in the same state as the final 2D code in the constant-time procedure.

A practical implementation of this procedure would not be quite so
simple. One notable issue comes from the fact that for the procedure to be
fault-tolerant our slices through each code must contain distance d repre-
sentations of the logical operators of that code. In each of these codes, the
logical Z operators are stringlike, so we require there to be a Z logical
operator representation lying in the plane normal to the time direction.
However, for CCZ between three 3D surface codes to be transversal, the
logical Z operators of the three codes must all be perpendicular and so we
cannot choose a single timedirection that preserves codedistance in all three
codes. Instead, at least one of the three codes must have a different time
direction to the other two and our slices should be taken normal to the net
time direction (see Fig. 1).Wemust additionally extend each of the three 3D
codes along their respective time directions in order to preserve distance
throughout the procedure and the result is that the three codes overlap on
only a subset of qubits and CCZ is applied only between the qubits in this
subset. Qubits not in this subset exist only to preserve the code distance and
are not strictly necessary for the logical operation, meaning that the
spacetime cost of the linear-time procedure is higher than for the constant-
time version. Altogether this gives a procedure inwhichwe beginwith three
patches of 2D surface code (two overlapping and one disjoint) which move
towards, through each other, and then apart again as the gate is performed.
The point of maximum overlap between the three patches is shown by the
grey slice in Fig. 1.

Fig. 1 | An example of three 3D surface code volumes which support a
transversal CCZ. The thick black lines represent two overlapping codes while the
third code is oriented in an orthogonal direction. When interpreted as a spacetime
diagram for three 2D codes time for the two vertical codes runs bottom-to-top while
time for the horizontal code runs left to right. A slice through the three codes is
shown in grey and three logical Z operators are shown as coloured lines (note that
although the red and green operators are parallel they run between different pairs of
boundaries).
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In Sec. IV we describe in detail how pipelining can allow for the
implementation of a valid set of 3D slices in a strictly 2D device with local
connections. Formore details on the decoding strategies and fault-tolerance
of the procedure readers should consult7,13.

Looped pipeline
In many hardware architectures like semi-conductor spin qubits and
trapped-ion qubits, in order to provide enough spaces for the control
electronics and to avoid cross-talks, the qubits are often spaced out

using linear shuttling highways and only brought together for two-
qubits interactions17–23 as shown in Fig. 2a. It was proposed in12 that the
above challenges also be solved by having qubits running around
shuttling loops in synchronisation as shown in Fig. 2b. As the qubit at
the centre loop moves around, it will meet and interact with qubits in
the neighbouring loops one by one, carrying out all possible nearest-
neighbour interactions after moving one full cycle around the loop. At
first glance, such an architecture based on shuttling loops is no dif-
ferent from the linear version since they use the same amount of
hardware. However, using the exact same looped architecture for one
qubit array, we can fit additional qubits into each loop as shown in
Fig. 2c. There the yellow qubits follow the exact same path as the blue
qubits, just one step behind, thus forming a yellow-qubit array that is
entirely independent of the blue array we had. In a similar way, as we fit
K qubits in each loop, we can now store and process a stack of K qubit
arrays in parallel with the exact same connectivity. Such a looped
pipelined architecture thus allows us to increase the qubit density by K
times without needing to add any additional hardware.

Now we have seen that interacting the corresponding qubits between
different loops (inter-loop interactions) allows for intra-layer interactions
within the stackof qubit arrays. Ifwe interactwith thequbitswithin the same
loops (intra-loop interactions) as shown in Fig. 3, then we are effectively
interacting with the corresponding qubits in between the different layers of
qubits, i.e. performing transversal operations between qubits. This effec-
tively gives us a limited amount of 3D qubit connectivity on a 2D platform
through pipelining.

One needs to note that even though shuttling might be useful for
arbitrarily increasing qubit connectivity in small experiments, it remains a
challenge to devise efficient shuttling schemes in a scalable way taking into
account the shuttled distance, scheduling, etc. The looped pipeline

Fig. 2 | Five-qubit arrays implemented using different shuttling architectures.
Multiple qubits can be stored on the same loop through pipelining, which corre-
sponds to multiple layers of five-qubit arrays. aA five-qubit array in linear shuttling
tracks. b A five-qubit array in shuttling loops. c Four five-qubit arrays in shuttling
loops using pipelining.

Shuttling tracks

Gate devices

Initialisation/
readout devices

Qubits

Intra-layer (inter-loop) 
interactions

Inter-layer (intra-loop) 
interactions

Enabling intra-loop interactions

Enabling inter-loop interactions

Fig. 3 | Interactions within layers are enabled by inter-loop (red) interactions while
transversal interaction in between layers are enabled by intra-loop (green)
interactions.
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architecture is such a scalable scheme for increasing qubit connectivity that
is applicable to platforms like silicon spins, trapped ions and neutral atoms.

Problem setting
In this section, we will compare the resource overhead of the architecture
with and without magic state factories. We will consider the case of
implementing parallel CCZ gates covering all qubits, which is a bottleneck
step in the conventional approach with magic state factories if we want to
implement the carry lookahead adder in24 (to be exact, it does not require
parallel CCZ covering exactly all qubits, but it is a good approximation).
Adders are key components in Shor’s algorithm, and to factor 2048 bit
numbers, we need around N = 6000 logical qubits, Dcycle = 2.5 × 1010 code
cycles andMCCZ = 3 × 109CCZgates25.Hence, our targeted logical error rate
per code cycle and our target logical CCZ error rate are Pcycle = 1/N/Dcycle

~6 × 10−15 and PCCZ = 1/MCCZ ~3 × 10−10, respectively. Note that here we
are assuming magic state distillation is not the bottleneck when we are
calculating Pcycle.

We will be considering the case where the physical gate error is
p = 5 × 10−4. Using the formula Pcycle = 0.1(100p)(d+1)/2 26, the minimum
code distance d we need to achieve the target logical error rate
Pcycle ≤ 6 × 10−15 is d = 21.

Using theCCZ factories outlined in ref. 27,fixing the level-2 distance at
d = 21, the level-1 distance d1 needed to achieve the target logical error rate
PCCZ ≤ 3 × 10−10 is d1 = 13 (outputs PCCZ ~10

−12). The footprint of the CCZ
factories is shown in Fig. 1 of ref. 27, which is 12d1 × (16d1 + 4d) ≈ 7.5d ×
14d, for our case. The magic state production rate is limited by the level-1
distance in this case since d1*2 + 1 ≥ d. Hence, the rounds of repetition
needed for operations like lattice surgery is d1 × 2+ 1 = 27, and we need 8.5
rounds, which means the number of code cycles needed to produce one
CCZ state is 27 × 8.5 ≈230. If we allow consecutive rounds of magic state
production to overlap, we can potentially reduce the number of rounds
needed from 8.5 to 5.527, but wewill notmake use of this here for simplicity.
We need to implement one round of logical CNOT for T gate teleportation,
whichwill take 2d code cycles using lattice surgeries. After the teleportation,
we require up to 3 (and on average 1.5) CZ corrections based on the tele-
portation measurement result, which adds in 1.5 × 2d = 3d more code
cycles. Hence, the total number of code cycles needed to implement a CCZ
gate from the beginning of magic state distillation is Tmsd = 230+ 2d+ 3d

≈330. Our discussion so far is entirely about 2D surface code architecture
without looped pipelines, and thus no transversal entangling gates are used.
Naive implementation of looped pipelines will enable a stack of such CCZ
factory to be implemented in parallel, which we will compare against linear
CCZ in the next section. It will also be interesting to further optimise the
whole CCZ factories using transversal operations in future work28.

Comparison to linear in-place CCZ
To estimate the code distance dCCZ required to achieve a logical error rate
PCCZ ~ 3 × 10−10 with the linear time CCZ, we can extrapolate from
numerical data. The only prior data available is from ref. 13. The decoder
used in that work can be understood at a high level as a modified version of
minimum-weight perfect matching in which repeated occurrences of the
same syndrome result in alterations of the edge weights in the matching
graph. However, due to finite-size effects, meaningful extrapolation cannot
be performed using only the distances simulated in thatwork. Therefore,we
use the same code29 to perform additional simulations at larger distances as
shown inFig. 4.Wenote that detailedfitting (e.g. to estimate a threshold and
assess sub-threshold scaling) was already performed in ref. 13, and the same
analysis applies here. Extrapolating from these data, we estimate the
required distance to be dCCZ ~100. We emphasise that this estimate is
unreliable for anumberof reasons, such as the large amountof extrapolation
employed and the lack of a circuit-level noise model in these simulations,
and thus the real-world performance can be worse than this. Additionally,
the slices simulated in ref. 29 are not the same sliceswe have described above
and so some amount of variation in performance can be expected to result
fromthis.Regardless,we considerdCCZ~100 tobe a suitable lowerboundon
the code distance required and note that larger values of dCCZ would not
change any of the conclusions of the following analysis.

Given dCCZ~100, the footprint of each logical qubit during the linear
CCZgates is expanded intodCCZ × 2dCCZ≈ 5d × 10d. Anatural architecture
that allows the implementation of linear CCZ is shown in Fig. 5b, where we
have these 5d × 10d patches laying side-by-side. Each patch in Fig. 5b
actually represents a stack of such patches using the looped pipeline
architecture, CCZ gates can be implemented on almost all logical qubits in
parallel (except for those at the boundary) by simultaneously sliding the
layers in all patches. The same layer in different stacks will represent the
same code out of the three and thus will slide in the same direction, while
different layers in the same stackmay slide in different directions since they
can represent different code configurations out of the three. When not
implementing the linearCCZ, the surface codepatcheswill shrink to the size
of d × d as shown in Fig. 5a, where we have a corridor with width 4d in one
direction and 9d in the other.

As shown inFig. 5c, this is actually enough tofit in oneCCZ factory per
3 logical code patches, and in the looped pipeline architecture, this translates
into a stack of CCZ factories per 3 stacks of logical code patches. If we want
to perform CCZ gate over all qubits in this layout, we only need to output
one magic state per magic state factory plus the time needed for gate tele-
portation, which is Tmsd ≈ 330 as derived above. In Sec. IV C, we have
calculated the timeoverheadof the linearCCZgates to beTlin = 6dCCZ=600.
We also need to add in the dCCZ rounds needed for expanding the code
patch from d to dCCZ, thus the total time for the in-place CCZ is
T 0
lin ¼ 7dCCZ ¼ 700. Hence, the space needed for implementing linear

CCZ is enough for fitting a CCZ factory in place right next to the target
qubits, and the time required for the CCZ factory to produce and teleport a
CCZ gate is around T 0

lin=Tmsd � 2 times faster than linear CCZ.

Comparison to linear CCZ factories
The 2-times speed up here is for the case in which we want to apply parallel
CCZ to all of the qubits. In practice, inmost time stepswewill not require so
many CCZ gates such that one factory per three logical qubits is a gross
overestimation. In fact, 14 factories are enough formagic state distillation to
be a non-rate-limiting step in our 6000-qubit problem of factoring a 2048-
bit integer using ripple carry adders (28 factories if using carry runways
adders)25. In these regimes, the architecture in Fig. 5 that allows in-place

Fig. 4 | Logical X error probability (pfail) in a single surface code (the red code
described above) vs distance (L) when performing a linear-time CCZ under
phenomenological noise, using code from13,29 and physical error probability
p= 4.67 × 10−4. Between 1 × 108 and 2 × 108 samples were taken for each value of L.
Empty points are data from13 while filled points are new data produced for this work.
The solid line is a linear fit to the five data points in the range 30 < L ≤ 40. We
emphasise that this performance is dependent on the JIT decoder and not an
inherent property of the linear-time CCZ, and so overheads would improve given an
improved decoder. Data for this plot is available at40.
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CCZgates everywherewill lead to amassivewaste of space. Instead, onemay
want to create space only at the logical qubits and at the timewhere wewant
to implement the CCZ gates, by moving other logical qubits around.

Alternatively, we can also use linear CCZ to implement CCZ factories.
Wecanconstruct such factories using a row inFig. 5b, a rowofM stackswith
3 layers per stack (and 6 layers during CCZ implementation) will give usM
− 1 linear CCZ factories. Hence, the average space overhead of a ~ dCCZ ×
2MdCCZ/(M− 1) ≈ 50d2-size stack per linear CCZ factory (forM≫ 1). In
this model of fitting three layers per stack, three distillation factories can be
fit into a stack of the size 7.5d× 14d as derived above, i.e. the space overhead
is on average a 7.5d × 14d/3 = 35d2-size stack per CCZ distillation factory,
this is 1.4 times smaller than the linear CCZ factory. Compared to the in-
place CCZ gates, we do not need to expand the code patch from d to dCCZ in
the linear CCZ factory, thus the time overhead is reduced from T 0

lin ¼
7dCCZ to Tlin = 6dCCZ. However, such a reduction is marginal, and thus the
linear CCZ factory is still around 2-times slower than the CCZ distillation
factory. The routing overhead, etc, will be similar for both the linear CCZ
and the CCZdistillation factories. In this setting, it is also possible to achieve
a space-time tradeoff by using a standard 3DSCX error decoder to check the
correction produced by the JIT decoder after the gate is complete, and then
post-select on outcomes where these two decoders agree. However, we do
not expect that this can be used to make the linear CCZ competitive with
distillation as the latter already outperforms the former in both space and
time cost, and Fig. 4 suggests that even a small reduction in code distance
would lead to a significant reduction in the success probability.

In our consideration here, we have made a range of favourable
assumptions for the linear CCZ gates. We assume the expansion of layers
into slices in the implementation of the linear CCZ does not exceed the
number of qubits allowedper loopanddoesnot increase the code cycle time.
Furthermore, the distance 100 that we are assuming here for linear CCZ is
not based on a circuit-level error threshold, thus the actual distance needed
for linearCCZ canbe even higher. TheCCZ factorieswe use here are simply
the ones designed for a 2D layout, and we can fit multiple of them in a stack
using the looped pipeline architecture. There is an additional possibility of
taking advantage of the transversal entangling operationswithin the stack to
further reduce the space overhead of the CCZ factories12, whichwe have not
explored here.

Discussion
We have shown that the linear-time CCZ gate of ref. 7 is highly compatible
with looped pipeline architectures, requiring a qubit shuttling schedule that
is only slightly more complex than the standard surface code. This provides
us with a valuable example of the utility of this architecture for the practical
implementation of fault-tolerant CCZ, demonstrating how complex codes
and fault-tolerant protocols can be straightforwardly implemented using a
fairly minimal set of almost local operations. On a less positive note, the
practical spacetime overheads for this particular fault-tolerant protocol still
exceed those of magic-state distillation, even under a range of favourable
assumptions.More specifically, if wewant to perform in-place linearCCZof
error rate PCCZ = 10−10 among all logical qubits, the distance needed for
linearCCZwill create a corridor large enough tofit aCCZdistillation factory
next to every triple of logical qubits as shown in Fig. 5, so there is no
advantage in the space overhead. The speed of CCZ distillation is two times
faster than linear CCZ in our estimate.

The large overhead of the linear-time CCZ is mostly due to the low
threshold and poor sub-threshold scaling of the JIT decoder. Hence, we
expect the performance gap between these approaches to decrease
when we have a smaller target CCZ error rate. For example, if we are
targeting PCCZ = 10−7 instead, we will require d1 = 9 and d = 15 for
magic state distillation, which translates into a space overhead of 7d ×
14d and a time overhead of (d1 × 2+ 1) × 8.5+ 5d = 236.5 code cycles.
For linear CCZ, we will need dCCZ = 50, which translate into 3.3d × 6.6d

Fig. 5 | Each patch here actually represents a stack of K code layers where K is the
number of qubits per loop in the looped pipeline architecture. Similarly themagic
state factory here actually contains a stack of Kmagic state factories. a Logical qubit
layout. b Logical qubit expansion for linear CCZ. c Inserting magic state factories.
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and 7dCCZ = 350 code cycles for space and time overhead, respectively.
In this case, the space in the corridor created for implementing linear
CCZ is no longer enough to fit one CCZ factory per 3 logical qubits,
thus we need to consider how CCZ resource states are stored, shared
and routed when using CCZ factories. The time improvement is also
reduced from 2 times to 1.5 times. The CCZ distillation factories
approach will still have the advantage taking into full consideration the
various additional factors mentioned at the end of the previous section,
but such an advantage is reduced compared to when PCCZ = 10−10.

One also needs to keep in mind that magic state distillation, being
a method that uses post-selection, an exponential suppression in the
output error rate will require an exponential increase in the number of
trials (i.e. an exponential decrease in the pass rate of the checks). This
characteristic is even more prominent in the recent related cultivation
scheme30, which only targets a specific range of output error rates. On
the other hand, the linear CCZ being a fault-tolerant approach only
requires a linear increase in the code distance to achieve exponentially
stronger error suppression, even though such an advantage over magic
state distillation will only occur at ultra-small target CCZ error rate far
below the regime of practical interests with the current schemes. Thus
more interestingly, one can look into ways to merge the philosophy of
post-selection from the distillation/cultivation schemes into the linear
CCZ schemes in order to achieve a better balance between asympto-
tically good behaviour and practical performance. The decoder cross-
checking method mentioned previously is one such idea.

It is also worth noting that the JIT decoder used to obtain these
performance estimates is (to our knowledge) the only such decoder
that has been investigated numerically, and there is no reason to believe
that it is optimal, or even close to optimal. Improved decoders that have
higher thresholds or better sub-threshold scaling would also lead to
significant reductions in the associated resource costs for the linear-
time CCZ. Recently, more sophisticated versions of the protocol stu-
died in this work have been proposed31,32 and these may provide
additional perfomance improvements independent of those arising
from improved JIT decoders, or may allow for new opportunities to
improve these decoders. Even if these improvements by themselves
cannot make the linear-time gate competitive with magic state dis-
tillation in the practical regime, especially with the continuous progress
in magic state distillation30, when combined with other factors (e.g.
lower target logical error rates as discussed above) there may exist
regimes where these approaches have a similar cost.

Methods
In this section, we describe how to use the looped pipeline architecture
described previously to implement the error correcting codes and linear-
time non-Clifford gate described in7.

Code details
The slices of 3Dcodeused to perform the linear-timeCCZcannot be chosen
arbitrarily and only certain choiceswill preserve the code distancewhile also
being compatible with the CCZ gate and JIT decoder. Two proposals for
valid slices exist in the literature7,13. The first (one that is consistent with Fig.
1) has the advantage of being composed of only two layers per slice, whereas
the second requires three layers of qubits per slice but allows for a qubit
initialisation and measurement sequence that is synchronised across the
three codes. In this work, we will use the former set of slices as fewer layers
lead to fewer qubits per loop, which should simplify scheduling and reduce
errors.

Examples of distance-3 single layers and two-layer slices for the three
codes are shown in Fig. 6, which have different lattice structures8. In the first
of the three (red faces) the 2D layers are equivalent to surface codes defined
ona square gridwithqubitsonvertices andXandZ stabilisers onalternating
faces. The 2D layers in the other two codes (blue and green faces) are defined

Fig. 6 | Layers and slices through each of the three codes + their overlap. Black
circles are qubits, black stars are X stabilisers and coloured faces are Z stabilisers
(different colours are only used to differentiate the three codes). Logical Z repre-
sentations are shown by pink lines and logicalX representations are shown by yellow
lines/membranes.
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with qubits on the vertices of a kagome lattice, Z stabilisers on triangular
faces and X stabilisers on hexagonal faces. These two codes are mirrored
with respect to each other.

We assign a vertical time direction to the red and blue codes and a
horizontal time direction to the green code. In each case the 3D slice is
obtained by taking a copy of the layer and translating it one lattice

unit in the relevant time direction (and enforcing any appropriate
intermediate stabilisers from the 3D code bulk). For the blue and
green codes we must also mirror the translated layer along one axis
and add extra qubits which lie between the top and bottom layers but
are not part of either layer. Boundary stabilisers for each of the three
codes are chosen so that logical Z operators run between a different
pair of boundaries in each case (more obvious in the slices than in the
layers). The final two images of Fig. 6 show the layers and slices at
their point of maximal overlap (corresponding to the shaded slice
position shown in Fig. 1).

Pipelined implementation
Before describing an implementation of these slices using a pipelined
architecture it is helpful to first consider a mapping of to a pair of square
gridswith qubits on edges as shown inFig. 7. Thefirst red andblue layers are
initialised at the right-hand end of the two grids and subsequent layers are
shifted to the left relative to these first layers. Thefirst layer of the green code
is initialised at the left-hand end of the grids and subsequent layers will be
shifted to the right. This motion corresponds to the projection of the layers
and slices onto the plane normal to the sumof both time direction vectors in
Fig. 1.

To obtain a pipelined implementation of these layers and slices, we
first combine the two grids from Fig. 7 into a single grid (by associating
edges which differ only in their z coordinate). Then we assign one loop
to each vertex, edge and face of this grid. Each of these loops will
contain 0, 1 or 2 qubits per code as required. A detailed description of
this implementation and the shuttling schedule for each code will be
discussed below.

A useful feature of the linear-time CCZ procedure is that we only
need to measure the Z stabilisers of the slices and not the X stabilisers
(only the Z stabiliser measurements are required to initialise the code
and errors will not accumulate on the physical qubits because they are
being constantly measured out and reinitialised). In fact, we could not
measure the X stabilisers even if we wished to because they do not
commute with the CCZ gate, so they can be measured only in the first
and last layers (at the start and end of the procedure) and not at any
point in between. Note that this does not mean that the single-qubit X
measurements themselves are not used, or that we can completely
disregard the effect of Z errors occuring during the protocol. Instead,
these measurement outcomes are used to compile an X stabiliser
syndrome for the full 3D code in postprocessing and this syndrome is
used (in conjuction with 2D stabiliser measurements at the end of the
protocol) to compute a Z correction for the final 2D code. This is
convenient because the X stabilisers have fairly high weights and
become highly non-planar when mapped to 2D. The Z stabilisers, on
the other hand, are at most weight-4 and can be mapped to 2D much
more easily. Accordingly, our pipelined implementation will allow
for measurement of X and Z stabilisers in the layers but only for
measurement of Z stabilisers in the slices.

Figure 8 shows the pipelined implementation for each of the three
layers. The first layer is simply the familiar 2D surface code on a square
lattice and the implementationwe obtain for this code is identical to the
one described in12. The second and third images in Fig. 8 show
implementations of the two kagome lattice layers. The most natural
implementation these layers would measure each hexagonal X stabi-
liser using a single large ancilla loop, the qubits of which could interact
with all six data qubits in the stabiliser’s support. However, we wish to
use the same set of loops for all three codes so instead we measure these
stabilisers using a two-step process. For the blue code (and in the bulk
of the green code) we have two types of ancilla loop for eachX stabiliser,
which we label A and B (notice that the B loops are ancilla qubit loops
in these codes but data qubit loops in the red code). To measure the
stabiliser the qubits in the twoA loops are first entangled with all three
adjacent data qubits, then they are both entangled with the qubit of the
B loop which can then be measured out to complete the stabiliser

Fig. 7 | Mapping of the layers and slices from Fig. 6 to a pair of square grids with
qubits on edges. Only Z stabilisers are shown. The assignment of the qubits of the
first layer to the top or bottom grid is arbitrary, but the choice shown here gives a nice
symmetry between this and subsequent layers.
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measurement. An example of a suitable circuit is

where the two qubits prepared in ∣0i are the ancilla qubits in theA loops
and also function as flag qubits, while the qubit prepared in ∣þi is the
ancilla in the B loop.

At the Z boundaries of the green code we have an additional loop type
(C) whose ancilla qubit is responsible for measuring both a Z boundary
stabiliser and two of the qubits of an X stabiliser. This is not a problem
provided we first measure all Z stabilisers and then all X stabilisers rather
than all in parallel (this is actually required even for the red code12).

As mentioned above, we do not need to directly measure the X stabi-
lisers of the slices so our proposed implementation (shown in Fig. 9) only
allows forZ stabilisermeasurements. Unlike in the layers, some of the loops
now contain two qubits (one from each layer in the slice). In this setting we
can consider three different kinds of qubit, those which belong to only a
single layer, thosewhichbelong toboth layers, and thosewhichbelong to the
slice but to neither layer. We also have two different kinds of Z stabiliser
which we refer to as intra-layer and inter-layer stabilisers. Intra-layer sta-
bilisers are those which are supported entirely on qubits belonging to only a
single common layer, while inter-layer stabilisers are all other stabilisers.
Note that even stabilisers fully supported within a single layer are still
regarded as inter-layer stabilisers if some qubits in their support belong to
both layers. All data-ancilla interactions necessary for measuring the intra-
layer stabilisers can be performed in a single loop cycle.However, the ancilla
qubits for the inter-layer stabilisers are in phase with the data qubits from
only one of the layers, but in antiphasewith the data qubits of the other layer.
We therefore propose the following three-step procedure for measuring all
the stabilisers of these slices
1. Perform one full loop cycle. All interactions for intra-layer stabilisers

and all possible interactions for inter-layer stabilisers are performed.
2. Advance all inter-layer ancilla by half a cycle.
3. Perform one more full loop cycle. The remaining operations for the

inter-layer stabilisers can be performed in this cycle.

The operations performed in step 1 are similar to that of a code cycle in
the 2D codes. Step 2 consists of pure shuttling, which is usually not the rate-
limiting step inmany hardware21,33. The number of operations performed in
step 3 is fewer than the usual code cycles since we are only interacting with
the data qubits in one of the layers for the inter-layer stabilisers. Hence, we
will approximate the total time needed in steps 2 and 3 as one code cycle,
whichmeans the full process of the three steps above takes around two code
cycles.

Because the partitioning of loops into “data” and “ancilla” is consistent
across all three slices (unlike with the layers) the half-cycle advancement of
the ancilla qubits does not interfere with the scheduling of any other qubits.
Even in the case where intra- and inter-layer ancillas share a loop there are
no issues because the intra-layer ancillas have already completed all
necessary interactions.

For the first image in Fig. 9 the correspondence between inter-layer
stabilisers and loops is straightforward as each loop containing one (two)

A B A A B A

A B A A B A

A B A

A B A

C B A

A B C

A

Fig. 8 | Pipelined implementation of the three 2D layers from Figs. 6, 7.Coloured
(grey) faces are Z (X) stabilisers. Grey loops contain data qubits and black loops
contain ancilla qubits. Qubits move clockwise in all loops. The final image shows the
overlap of all three layers. OnlyZ stabilisers are shown in this case as this overlap only
occurs at the midpoint of the procedure when we do not need to measure X
stabilisers.
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inter-layer ancilla overlaps with exactly one (two) of the inter-layer
stabilisers. This is less straightforward in the second and third images
and additional modifications are required to accommodate the bound-
ary stabilisers in these codes. In Fig. 9 the inter-layer ancillas in the loops
labelled A measure the two inter-layer stabilisers (also labelled A) to

their right while those labelled Bmeasure the two inter-layer stabilisers
to their left. Additionally, the green code has loops labelled C and D
which each contain one inter-layer ancilla that measures the adjacent
stabiliser with that same label. The C loops also contain an intra-layer
ancilla that measures the intra-layer stabiliser which overlaps with the
loop. Finally, one boundary of the blue code supports boundary stabi-
lisers which are supported on two qubits of the same loop. In isolationwe
could measure these stabilisers by interacting these two qubits with each
other or by adding an ancilla qubit to this loop, but when multiple slices
overlap these two qubits will be separated by qubits from the other codes.
Instead, we introduce static ancilla qubits next to this boundary which
can interact with the data qubits as they move past.

Fig. 9 | Pipelined implementation of the three slices from Fig. 6 and 7. The three
colours of faces in each slice distinguish Z checks that exist in the bottom layer, top
layer, and only in the slice. Single-coloured (two-coloured) circles are data qubits
belonging to only one layer (neither/both layers) or ancilla qubits for intra-layer
(inter-layer) stabilisers.

Fig. 10 | Conversion of a distance-3 rotated surface code (thick black lines) to the
red code shown previously.New Z stabilisers are shown in red.X (blue) and Z (red)
logical operator representations are also shown.

Fig. 11 | Conversion of a distance-3 rotated surface code to the blue code shown
previously.The code isfirst expanded to an unrotated code and then some qubits are
measured out in the Z basis (blue circles). X checks in the new code are products of
checks from the old code, while Z checks are checks from the old code restricted to
their supports on unmeasured qubits. The displayed logical operator implementa-
tions are valid for both initial and final codes.
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Step-by-step examples of the shuttling and interaction schedules
for each of the three codes are provided in the supplementary
information.

In the last image we show the overlap of all three slices. Notice that in
the loopswhich contain six qubits these qubits are arranged in twogroups of
three so that the same-layer qubits from all three codes are together. These
are the triples of qubits between which we need to apply CCZ, so this
arrangement makes the application of this gate more straightforward.

In-place gate
Besides using the linear-time CCZ gate as a way to prepare magic states
without using distillation, it can also perform logical CCZ directly between
any triple of surface code lattice patches in the computer by moving these
patches into the correct positions and using code deformation techniques to
transform the lattices as necessary. These transformations are shown in
Figs. 10, 11, and 12. The transformation is simplest for the red code (Fig. 10)
where we just need to prepare new qubits in ∣þi and measure additional Z
stabilisers to transform a rotated surface code into the unrotated code
required for the gate. For the blue code (Fig. 11)we show the transformation
in two steps,first the rotated code is transformed into an unrotated code and
then single-qubit Z measurements are used to transform from a square
lattice to a kagome lattice. For the green code the process is similar, but the
rotated code must first be transformed into a large unrotated code, then
single-qubit X and Zmeasurements are used to obtain the target code.

Implementing logical CCZ using this in-place gate instead of magic
state injection removes the cost associated with routing magic states from
factories to the places theywill be consumed, and also avoids computational
bottlenecks that may occur if the rate of magic state consumption is higher
than the rate of production.

Wewill write the distance of the codes used in the in-place gate as dCCZ,
and note that in general this can differ from the distance used when per-
forming Clifford operations with the rotated codes. We can count the
number of data qubit loops required to implement this gate by first noticing
that a single layerwithdistancedCCZfits inside adCCZ×dCCZ×dCCZ cube, as
shown in Fig. 13a. There are thendCCZdata qubits along the horizontal edge
of the layer and 2dCCZ− 1 qubits on the diagonal edge (dCCZ qubits on grid
vertices plus dCCZ− 1 qubits on grid faces). As mentioned in Sec. II B, the
target code patches of the CCZ gates start in two disjoint stacks, slide over
eachother during the application of the gate and end indisjoint stacks again.
Hence, to perform the CCZ gate we need space to place two stacks end-to-
endwith a small space (at least one data qubit loop) between them, as shown
in Fig. 13b.We also need to have a small amount of extra space (two loops in
one direction and one in the other) around the edges of these patches for the
transformation of the green code from rotated to unrotated, and for the
boundary ancillas for the blue code. The final dimensions are then (4dCCZ−
1) × (dCCZ + 2) data qubit loops.

The fullCCZ requires the codeson the left and right to switchplaces, so
each codeneeds to travel (2dCCZ−1)+ 1=2dCCZdata qubit loops to the left
or right. Each step of the gate consists of three stages: expanding a layer to a
slice, applying transversal physical CCZ and collapsing to the next layer, and
the codewill travel to left or right by onedata qubit loop after one step. Thus,
in total 2dCCZ steps are required for the fullCCZgate. ThephysicalCCZgate
can be compiled using 6 CNOTs as outlined in34. Alternatively, there can be
native implementations of CCZ (or Toffoli) in different platforms35–39. For

Fig. 12 | Conversion of a distance-3 rotated surface code to the green code shown
previously. The code is first expanded to a large unrotated code and then some
qubits aremeasured out in either theX orZ basis (green forZ and grey forX).X andZ
checks in the new code are (products of) checks in the old code restricted to their
supports on unmeasured qubits. The displayed logical operator implementations
commute with all new stabilisers and single-qubit measurements.

Fig. 13 | Space required for implementation of linear-time CCZ in the looped
pipeline architecture. a A distance dCCZ layer of one code (here the red code) fits
inside a dCCZ × dCCZ × dCCZ cube using 2dCCZ − 1 data qubits on the diagonal edge
(here dCCZ = 3). bCode layout (measured in number of data qubit loops) needed for
linear CCZ gates. The dark grey regions represent the space required for the three

codes, while the extra space in the light grey region is used for the transformation of
the green code from rotated to unrotated and for some of the boundary ancillas in the
blue code. Here we assume that the green code is on the left while the red and blue
codes are on the right.
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simplicity, wewill assume the gate error rate for CCZ is the same as the two-
qubit error rate, since we are trying to see if linear CCZ can compete with
magic state distillation using the most favourable assumption. As discussed
previously, the expand stage requires 2 code cycles. The collapse stage is
simplymeasuring out the relevant data qubits, combined with the gate time
needed for the physical CCZ, the total time needed for both of these stages is
roughly 1 code cycle. In this way, the total number of code cycles neededper
step is 2+ 1 = 3, and the total number of code cycles needed for performing
linear CCZ is Tlin = 3 × 2dCCZ = 6dCCZ.

Data availability
All data generated as part of this work can be found at https://github.com/
tRowans/looped_pipeline_jit_data.

Code availability
All code used in this work can be found in the github repository located at29.
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