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Abstract

The numerical simulation of voltammetry and amperometry at a microdisc electrode
is implemented with a parallel algorithm using GPU (CUDA in C++) and adapting
the implicit finite di↵erence approximation with the ADI method. This leads to high
performance simulation of the current response whilst maintaining the high stan-
dard of accuracy required for such electrochemical systems. We gained a maximum
speed-up of 20 times with a standard graphic card specifications (Quadro K4000) in
comparison to a single core of 3.2Ghz CPU. The simplified allocation and data flow
allows an accessible code which produces a starting point for researchers to manipu-
late the code to study new problems in electrochemical and surface reaction systems
that require high performance simulation.

Keywords: Voltammetry, GPU, simulation, microdisc electrode simulation, Finite
Di↵erence, CUDA, Adsorption

1. Introduction

The numerical modelling of the current-time response from electrodes in physico-
chemical systems is key to understanding mass transport and kinetics in electro-
chemical cells. [1–3]. One of the strongest tools is voltammetry, where a scanning
potential applied to an electrode allows the investigation of surface kinetic processes
and determination of the di↵usion coe�cient of electroactive species. In another im-
portant technique, amperometry, the investigation of mass transport and especially
di↵usion can be achieved by holding the electrode at a fixed potential to measure
current over time from the oxidation or reduction of adsorbing or reacting entities.

Experimental electrochemical systems are known to be accurate and are widely
used as sensitive and quantitative analytical methods, and with conjunction of ac-
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curate simulation, physical parameters can be extracted. These include di↵usion
coe�cients, reaction mechanisms, kinetic constants, adsorption and catalytic pa-
rameters [4, 5]. Finite Di↵erence algorithms are widely used for the latter purpose,
especially among researchers, due to the easy manipulation of the code to get a
deep understanding of subtle e↵ects on the transport, but in general, it involves the
modelling of relatively simple geometries.

Performance and accuracy are a significant part of the modelling methods, and
uncompromising space grids or time steps [1, 6], can make calculations be very
long, even for relatively simple routine investigations for example, extraction of
kinetic parameters and reaction mechanism with a non-linear boundary condition
problem[3, 7] or studying the life cycle of thousand charge/discharge processes in
a multi-dimensional battery cell [8, 9]. Therefore, high performance simulation is
important for making the problems practicable for study and application.

Recently, the simulation of voltammetry using the graphic processor unit (GPU)
was introduced for the solution of the finite di↵erence problem via the explicit method
[10]. Although the explicit method is a natural parallel problem, it is numerically
unstable in comparison for the implicit method as shown for voltammetry prob-
lems by Bieniasz et al [11]. Thus, finite di↵erence studies generally use the implicit
method to avoid inaccuracy, and sometimes utilize the interface OpenMP (Open
Multi-Processing) or the high performance implementation of MPI (Message Pass-
ing Interface) to gain a fair performance [6]. However, with growing interest in
parallel algorithms using GPU, very recent computational studies show that chang-
ing the naturally sequential Thomas algorithm to solve the dominant diagonal matrix
with the a less e�cient but inherently parallel algorithm ’Parallel Cyclic Reduction’
(PCR), enables high performance in recent GPU architectures [12–14]. GPU imple-
mentations were reported for heat transfer [13] and are popular for fluid dynamics
calculations [15], however, they have not yet introduced for electrochemical and sur-
face kinetics either for research or applications.

We here introduce the Finite Di↵erence simulation using the GPU for the implicit
case of voltammetry at a disc electrode, using a two dimensional grid and kinetic
boundary conditions for charge transfer in the case of redox reaction between species
with equal di↵usion coe�cients. We also provide a simulation for the case of am-
perometry. The code provides a starting point for many other modelling systems
that can be achieved by modifying and altering the code, such as complex simula-
tion of multi-species with unequal di↵usion coe�cients, multi-reaction mechanism,
adsorption problems and non-linear boundary conditions, or arrays. The code itself
is written in an accessible way using CUDA with C++. That said, we optimize the
code to be easy to understand rather than to be fully performance optimized. The
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results were also tested in comparison to the serial code with the Thomas algorithm
and the analytical theoretical values for voltammetry.

2. Physical model

We model a representative electrochemical system of statistical di↵usion towards
a disc electrode. This case is generally assumes a full supporting electrolyte, where
migration is negligible[16]. On the elecrode surface, we use a kinetic and thermo-
dynamic boundary condition with the widely used Butler-Volmer expression for the
reaction mechanism on the disc surface[5].

The geometry is illustrated in figure 1a. Using axial symmetry around r = 0
(figure 1b) , we can solve Fick’s second law for a cylindrical space [17]:
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where r and z are the cylindrical coordinates, as shown in figure 1b. D is the di↵usion
coe�cient, c is the concentration of the active species in an electrochemical cell with
the redox couple (A and B). We define two distances in the r direction, the disc
electrode radius (r

d

) and the surface radius (r
s

) as illustrated in figure 1.
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Figure 1: 3D Illustration of the microdisc electrode surrounded by an insulator (a) and the 2D

system in the simulation model (b).

The electron transfer electrochemical reaction on the electrode r  r
d

:

A ⌧ B + e� (3)
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The kinetics of the reaction on the electrode is defined by the boundary condition
as shown below. Assuming equal di↵usion coe�cients for both species, A and B, and
a single step reaction of A to B, we can solve Eq.1 only for species A, and determine
the concentration of species B by:

1 =
[B] + [A]

[B]⇤ + [A]⇤
(4)

where [A]* is the initial concentration of species A, and [B]* is the initial concentra-
tion of B.
In the work reported below, [B]⇤ is essumed to be zero.

2.1. Boundary Conditions

In voltammetry, the scanned potential (E/V) is applied on the electrode with a
scan rate ⌫(V/s). At z = 0 we define the kinetics at the adsorbing surface (r

d

<
r  r

s

), and the electrode boundary condition (r  r
d

). At the disc electrode, the
letter is set to be the flux of each species related to the electrode potential (E/V)
according to the Butler-Volmer equation [5]:
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F is the Faraday constant, and R and T are the gas constant and temperature,
respectively. k0 is the kinetic constant, and ↵ and � are the transfer coe�cients for
the reaction.

In the case of voltammetry, E depends on the potential scan rate (⌫) which is
applied on the electrode via:

Forward scan E
min

! �
max

E(t) = E⌫ + E
min

(6)

Backward scan E
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are the lowest negative and highest positive potentials in the (cyclic) voltam-
metry, respectively. The maximum time (t

max

) is chosen to be a full time of one cycle
in the cyclic voltammetry:
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In the case of amperometry, we adjust the potential to a constant high potential
where no kinetic barrier exists and the current is then driven only by di↵usion. In
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the case of high potential, very small time steps should be included due to the large
gradients in concentration adjacent to the electrode. However, since the long time
steady state behaviour is of interest we must use an expanding time grid to solve
the problem for short and long time, bearing in mind that this can be a source of
instability [11] and thus the expanding factor should be adjusted carefully.

On the other boundaries of the cell, we define a wall/insulation boundary condi-
tion for A and B:

t � 0
r
d

< r , z = 0

✓
@[A]

@z

◆
=

✓
@[B]

@z

◆
= 0 (8)

where r
max

and z
max

are set to be the cell boundaries which is generally far enough
to a↵ect di↵usion in the time scale of experiment. Invariably, we chose r

max

and z
max

to be larger size than 6
p
Dt

max

in both directions (r, s), to simulate an ”infinite cell”
[5].

From symmetry, the flux across the z axes can be set to zero:
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Finally, the edges in the outer space of the simulation set to the bulk concentration
of species A:
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2.2. Current Calculation

The flux inward the disk electrode is given by:
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Integrating the flux (j) over the disc, we obtain the net flux(J) inward the disc
electrode and thus the Faradaic current of the one electron redox reaction is:

I = 2⇡F [A]⇤D

Z
rd

0

j
r,0,t

rdr , (12)

3. Numerical Methods

The partial di↵erential equation is discretized over a spatially expanding 2D grid
with m

max

rows and n
max

columns (r(n
max

)⇥ z(m
max

)) which also gives the matrix
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sent for calculation. This space is meshed generally with an expanding grid around
the nodes: r

0

, r
d

, r
max

, r
z

, where a large perturbation of flux and discontinuities are
expected and high accuracy is needed to get a converged result. This can be seen
in figure 2a which shows the grid points next to the edge of the electrode and the
supporting insulator. The first di↵erences around the nodes have minimum �r and
�z values, after which the di↵erences grow exponentially in space (r,z), before be-
ing compressed again around the boundaries r = 0, and r

max

. The concentration
equations is set for each species (in this case only for species A) in the space.

a)

b)

Figure 2: (a) The expending grid next to the nodes. (b) Illustration of the ADI method algorithm.

The partial di↵erential equations for both species, along with the boundary con-
ditions are solved numerically with the finite di↵erence method for each time step,
using the implicit Crank-Nicolson method [18]. The alternating direction implicit
(ADI) method is used to approximate the implicit solution [6, 13, 19]. Within each
time step the calculation is divided into two half time steps where at the first half
step the z direction is defined implicitly and the r direction is defined explicitly and
vice versa for the second half step [19]. The ADI method allows the solution of each
column(j) in the z direction or row (i) in the r direction to be solved in parallel. At
each row or column there are a set of equations that form tri-diagonal matrices that
need to be solved. In the algorithm the discretization of the set of equations is in
the form:
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for the z direction from j=0 to j=m, or
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for the r direction from i=0 to i=n. ( All coe�cients for the domains and boundaries
are shown in the code or in the literature [6]). The coe�cients ↵, �, � form a tri-
diagonal dominant matrix (A) which satisfies the equation:

A�1b = c (15)

The normal use of the Thomas algorithm for Gauss elimination in the case of
a diagonal dominant matrix is carried out with linear e�ciency (O(n)). OpenMP
or MPI is a good way to increase the parallelism and create a better performance,
optimizing several cores, when each core solves a full row or column in the concentra-
tion matrix. However, implementing the algorithm on GPU (to have many threads)
makes the algorithm memory usually limited. Therefore, changing the algorithm to
a less e�cient but inherently parallel algorithm overcomes the memory tra�c limit
and a high performance calculation can be achieved. Parallel Cyclic Reduction is
an inherently parallel algorithm and used to solve the diagonal dominant matrix in
many previous finite di↵erence models. Its e�ciency is linear-logarithmic, O(nlogn),
but can be easily spread to many threads in the current GPU architectures. We
therefore use the PCR algorithm to solve the set of concentration equations of each
column in the z-direction and row in the r-direction. The pseudo code and details
on the PCR algorithm can be found in the literature [12, 14].

3.1. Memory allocation in the GPU device

In order to make the algorithm performance optimized to GPU processing, care
needs to be take when assigning arrays to the global or shared memory of every
block. In some cases, in order to get better performance on the GPU it is necessary
to divide the matrix to smaller matrices that can be fit the ’cache’ level, to fully
utilize the tra�c between the various cache levels and the wraps or blocks. This for
example can be achieved by the technique of dividing the matrix into smaller sub
matrices that can e�ciently calculated with the PCR algorithm and use the Thomas
algorithm to connect back the sub-matrices into the origin matrix [14]. For our
purpose, we use a simplified memory allocation (discussed below) in order to make
the shared code accessible as a starting point for high performance voltammetry
calculations, so a scientist can relatively easy take the CUDA code, and alter the
shared code further for their specific study. The allocation of the main pseudo 2D
array of initial concentration values of size equals m⇥n is created on the host and is
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allocated in the global memory of the device along with the constant 1D array values
of the expanding z grid (z

0

� z
m

), and the constant 1D arrays along the r direction
(r

0

� r
n

).
These arrays along with constant parameters, and atomic variable for integration

summation, are used in the kernels, and the coe�cients arrays are defined in the
kernel with shared memory for each block of threads. We use the allocation where
each row or column is assigned to one block of threads. The mapping into the
block is illustrated in figure 3. This limits the size of a direction to the maximum
size of blocks in the specific GPU architecture, but it is enough for most practical
applications whilst keeping the coding fairly simple. In order to make larger grids,
it is necessary to modify the mapping strategy with extra coding[12, 14].

a)

b)

Figure 3: Illustration of allocation in the blocks (a), where each block is assigned to a row or a

column in the concentration matrix (b).

3.2. Implementation

The parallelization of ADI solver using NVIDIA CUDA was implemented through
C++. The test machine was a Xeon E5-1650, 3.2GHz. The GPU tested is a NVIDIA
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Quadro K4000 with 4GB graphics memory and a 48KB shared memory (Kepler
architecture), with 768 cores.

We use the serial solving method where each direction is solved in a di↵erent
kernel. Optimization for a better performance was found using the transpose of the
array matrix between each direction, and using texture memory, but we can avoid
this alteration in this stage [12]. The diagram in figure 4 shows the implementation
on the GPU device. The calculation method is divided into three serial kernels
to get synchronization between the blocks. The first is for solving the z direction
for each half time step by assigning the coe�cients in the matrix including the
respective boundary conditions, and using the PCR algorithm it returns the new
concentration maps. The second kernel makes the integration using atomic addition
to get global reduction and copy back the concentration to use in the third kernel.
In the same kernel, we solve the r direction, and the third kernel is for saving results
and parameter updates. It is noted that the z and r calculation kernels re-assign
↵, �, and � coe�cients at each step which is not essential in this calculation, but in
some cases it is needed as in the case of bulk or surface reaction and adsorption, or
when adding a drift (migration) term to the di↵usion equation [6].

4. Calculations

In the following, we show typical current responses of voltammetry and amper-
ometry simulations carried out on the GPU with the PCR algorithm. First, we show
the validation of a voltammetry without kinetic limitation to validate the result with
theory, and discuss the performance in comparison to the simulation carried out
with the Thomas algorithm on the GPU. Second, we test the simulation in various
electrode kinetic constants voltammetry and the case for amperometry, in order to
demonstrate the ability to model the common use of electrochemical simulations.
Third, we discuss the performance of the GPU calculation in comparison to calcula-
tions on the CPU at various matrix sizes.

It is convenient to convert the calculation and output results to dimensionless
units where � = EF/RT is a dimensionless potential ⌧ = Dt/r2

d

and therefore the
scan rate is defined as: � = � · r2

d

/D [17]. The dimensionless flux is defined as : J =
I(A)/FD[A]⇤r

d

, and lastly, the kinetic constant k0(m/s) is defined in dimensionless
units as K=k0r

d

/D, simplifying all calculations are presented in dimensionless form.

4.1. Typical Voltammetry

The results of GPU calculations for typical voltammetry is shown in figure 5 for
two dimensionless scan rates. This shows the net (dimensionless) flux response as
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Figure 4: Illustration of the data flow at each time step.

function of (dimensionless) potential applied on the electrode surface when there is
no kinetic limitation on the electrode reaction (reversible process).

The results in figure 5 show high accuracy and can be validated and approximated
with theoretical values of the peak values by the formula[5]:

J
peak

= �4r
d

[A]⇤(0.34 exp(�0.66
p
�) + 0.66� 0.13 exp(�11/

p
�) + 0.351

p
�) (16)

The results of the simulation show a deviation up to 0.02%. The simulations
were also calculated in the CPU using the traditional method of Thomas algorithm
and show similar results, with a deviation of a maximum 2 · 10�8 between the net
fluxes. This is a negligible error. However it is a crucial observation to validate the
model due to the di↵erences between the methods for eliminating the matrix. note
the PCR algorithm has a significantly larger amount of arithmetic operations per
time step, that might express more rounding errors from the approximations made
in the model. In terms of performance, the calculation of voltammetry in the CPU
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Figure 5: Calculation of a characteristic voltammogram for two dimensionless scan rates, � = 20,

and � = 1.

with the Thomas algorithm took 22 minutes in comparison with 72s on the GPU, a
speed up factor of 19 for this hardware configuration.

4.2. Kinetics in voltammetry, and the simulation of amperometry

The results for voltammetry calculated on the GPU in the case of various ki-
netic dominant constants (K = 1000, 100, 10) are shown in figure 6a and for the
amperometry simulation applying a high potential to measure the decay of current,
is presented in figure 6b. The results are in full agreement with the simulation made
on the CPU [20]. The maximum di↵erence between the calculations found to be
bound to 5 · 10�8. It is important to note that when using an expanding time step,
for achieving the steady state behaviour at very long time, we found that the PCR
algorithm is more sensitive to numerical oscillation than the Thomas algorithm for
this model of amperometry due to accumulated error when using the expanding time
step. This is reasonable since many more arithmetic operations are made in the PCR
algorithm which will thus grow the error faster.
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Figure 6: a) Calculation of a characteristic voltammogram for a various dimensionless kinetic

constants. b) Amperometry simulation plotted on a logarithmic scale.

12



4.3. Performance tests

We evaluate the performance of the GPU implementation relative to the CPU
for various concentration matrix sizes in Table 4.3. It is shown that a significant
increase of speed is gained in small and large size matrices. The result for maximum
speed up at a matrix size of 103X103 is specific to the GPU architecture used here
(Kepler architecture and 768 cores). The di↵erent speed ups for various matrix sizes
and the maximum speed up at 103X103 are due to better time optimization between
the memory tra�c of the various cache memory levels to the computing time of
the threads for this specific GPU. This keeps the maximum number of cores busy
during the calculations. The NVIDIA profiler analysis implies that increasing the
number of cores would increase significantly the speed and therefore it is important
to mention that the algorithm made on only single core CPU rather than using
parallel CPU implementation, since both the number of cores in CPU often varies ,
and also the number of GPU cores tested is relatively low compared to other models.
Bearing in mind that the serial Thomas algorithm is tra�c limited, we found that
using the interface OpenMP (Open Multi-Processing) for eight cores in the ADI
method increases by a factor of three the speed on average. Running the program
in the NVIDIA visual profiler implies that most of the time is spent on arithmetic
calculations which requires the assigning of the coe�cients before the PCR algorithm.
Therefore, higher performance can be achieved by pre-assigning parameters in the
shared memory and/or using the texture memory.

Matrix size Speed up GPU/CPU maximum di↵erence in flux
32X32 8.2 6.48⇥ 10�8

45X45 13.3 1.08⇥ 10�9

103X103 20.3 1.2⇥ 10�8

400X400 12.09 2.0⇥ 10�7

732X732 11.5 3.0⇥ 10�8

1016X1016 14.5 8.0⇥ 10�8

Table 1: Performance evaluation for a specific CPU 1core Xeon E5-1650, 3.2Ghz, and GPU device

with Kepler architecture and 768 cores.

4.4. Program availability

The program is provided by request from the author or can be downloaded at
http://compton.chem.ox.ac.uk.
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5. Conclusions

Simulation code is introduced using CUDA NVIDIA for the parallel computing
of voltammetry and amperometry of a small disc in a 2D cylindrical system with
a boundary condition of kinetic charge transfer, and equal di↵usion coe�cients for
both species in a redox reaction. The implementation is used via the implicit fi-
nite di↵erence approximation with the ADI method and the PCR algorithm. This
introduces high performance simulation of the current response whilst maintaining
the high accuracy required in electroanalytical studies of mass transport and surface
reaction/adsorption. The simulation was validated and tested in comparison with
the Thomas algorithm and theoretical values of the peak currents and steady state
values. We gained up to 20 times faster simulation of voltammetry with a relatively
standard graphic card (Quadro K4000) in comparison with a single core of Xeon
3.2GHz CPU. The simplified allocation and data flow used allows an accessible code
which is a starting point for researchers to manipulate the code via C++ to study
new models of electrochemical and surface reaction systems which require high per-
formance, such as kinetic studies and highly costs simulation for many species with
unequal di↵usion coe�cients.
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