Predicting Parameters in Deep Learning
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Abstract

We demonstrate that there is significant redundancy in the parameterization of
several deep learning models. Given only a few weight values for each feature it
is possible to accurately predict the remaining values. Moreover, we show that not
only can the parameter values be predicted, but many of them need not be learned
at all. We train several different architectures by learning only a small number of
weights and predicting the rest. In the best case we are able to predict more than
95% of the weights of a network without any drop in accuracy.

1 Introduction

Recent work on scaling deep networks has led to the construction of the largest artificial neural
networks to date. It is now possible to train networks with tens of millions [13] or even over a
billion parameters [7, 16].

The largest networks (i.e. those of Dean et al. [7]) are trained using asynchronous SGD. In this
framework many copies of the model parameters are distributed over many machines and updated
independently. An additional synchronization mechanism coordinates between the machines to en-
sure that different copies of the same set of parameters do not drift far from each other.

A major drawback of this technique is that training is very inefficient in how it makes use of parallel
resources [1]. In the largest networks of Dean et al. [7], where the gains from distribution are largest,
distributing the model over 81 machines reduces the training time per mini-batch by a factor of 12,
and increasing to 128 machines achieves a speedup factor of roughly 14. While these speedups are
very significant, there is a clear trend of diminishing returns as the overhead of coordinating between
the machines grows. Other approaches to distributed learning of neural networks involve training in
batch mode [8], but these methods have not been scaled nearly as far as their online counterparts.

It seems clear that distributed architectures will always be required for extremely large networks;
however, as efficiency decreases with greater distribution, it also makes sense to study techniques
for learning larger networks on a single machine. If we can reduce the number of parameters which
must be learned and communicated over the network of fixed size, then we can reduce the number
of machines required to train it, and hence also reduce the overhead of coordination in a distributed
framework.

In this work we study techniques for reducing the number of free parameters in neural networks
by exploiting the fact that the weights in learned networks tend to be structured. The technique we
present is extremely general, and can be applied to a broad range of models. Our technique is also
completely orthogonal to the choice of activation function as well as other learning optimizations; it
can work alongside other recent advances in neural network training such as dropout [12], rectified
units [20] and maxout [9] without modification.



Figure 1: The first column in each block shows four learned features (parameters of a deep model).
The second column shows a few parameters chosen at random from the original set in the first col-
umn. The third column shows that this random set can be used to predict the remaining parameters.
From left to right the blocks are: (1) a convnet trained on STL-10 (2) an MLP trained on MNIST,
(3) a convnet trained on CIFAR-10, (4) Reconstruction ICA trained on Hyvirinen’s natural image
dataset (5) Reconstruction ICA trained on STL-10.

The intuition motivating the techniques in this paper is the well known observation that the first layer
features of a neural network trained on natural image patches tend to be globally smooth with local
edge features, similar to local Gabor features [6, 13]. Given this structure, representing the value
of each pixel in the feature separately is redundant, since it is highly likely that the value of a pixel
will be equal to a weighted average of its neighbours. Taking advantage of this type of structure
means we do not need to store weights for every input in each feature. This intuition is illustrated in
Figures 1 and 2.

The remainder of this paper is dedicated to elaborating on this observation. We describe a general
purpose technique for reducing the number of free parameters in neural networks. The core of the
technique is based on representing the weight matrix as a low rank product of two smaller matrices.
By factoring the weight matrix we are able to directly control the size of the parameterization by
controlling the rank of the weight matrix.

Naive application of this technique is straightforward but
tends to reduce performance of the networks. We show
that by carefully constructing one of the factors, while
learning only the other factor, we can train networks with
vastly fewer parameters which achieve the same perfor-
mance as full networks with the same structure.

The key to constructing a good first factor is exploiting
smoothness in the structure of the inputs. When we have
prior knowledge of the smoothness structure we expect to Figure 2: RICA with different amounts
see (e.g. in natural images), we can impose this structure ¢ parameter prediction. In the left-
directly through the choice of factor. When no such prior o<t column 100% of the parameters
knowledge is available we show that it is still possible t0 .o Jearned with L-BFGS. In the right-

make a good data driven choice. most column, only 10% of the parame-

We demonstrate experimentally that our parameter pre- ters learned, while the remaining values
diction technique is extremely effective. In the best cases are predicted at each iteration. The in-
we are able to predict more than 95% of the parameters termediate columns interpolate between
of a network without any drop in predictive accuracy. these extremes in increments of 10%.

Throughout this paper we make a distinction between dy-

namic and static parameters. Dynamic parameters are updated frequently during learning, poten-
tially after each observation or mini-batch. This is in contrast to static parameters, whose values are
computed once and not altered. Although the values of these parameters may depend on the data and
may be expensive to compute, the computation need only be done once during the entire learning
process.

The reason for this distinction is that static parameters are much easier to handle in a distributed
system, even if their values must be shared between machines. Since the values of static parame-
ters do not change, access to them does not need to be synchronized. Copies of these parameters
can be safely distributed across machines without any of the synchronization overhead incurred by
distributing dynamic parameters.
























