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Abstract

Quantum theory challenges classical causal explanations for physical phenomena, calling

for a quantum generalisation of causal structure. This thesis advances the study of

causal decompositions, a research programme that aims to bridge two prominent, yet

conceptually distinct types of structural assumption found across the quantum causality

literature. The first is in terms of the global dependency relations between input and

output systems of quantum transformations, which in the unitary case we shall refer to

as causal structure; the second is in terms of the compositional structure of quantum

circuits or networks. Concretely, a causal decomposition is a circuit representation of

a unitary transformation in which no-influence relations that hold between its inputs

and outputs are made manifest in the absence of paths through the circuit connecting

them. Applications include translating between different quantum causal modelling

frameworks; equipping a framework based on unitary causal structure with a local,

bottom-up description via generalised autonomous causal mechanisms; and relating

notions of compatibility between quantum transformations and relativistic causality.

Whether causal decompositions always exist remains an open problem. The contri-

butions of this thesis are threefold.

First, we develop an order-theoretic account of circuit syntax and demonstrate that

every circuit with a given input-output connectivity can be rewritten into a one of

a canonical form given by the concept lattice construction from lattice theory. This

systematises the search for causal decompositions by providing the shape of the quantum

circuit one should look for.

Second, we establish a combinatorial condition that fully characterises when causal

decompositions into unitary quantum circuits exist without requiring the generalisation

to routed quantum circuits prompted by earlier research. This solves a well-defined sub-

problem of the broader quest, and our proof, an interplay of order theory and operator

algebra, lays a foundation for future extensions.

Third, we detail the application to relativistic causality. Within a multipartite

framework generalising existing literature, we emphasise that the mere lack of superlu-

minal signalling through a quantum channel is not sufficient to conclude its realisability

by dynamics that are locally consistent with relativity theory. We conjecture that, on

the other hand, a lack of superluminal causal influences through its unitary dilations is

sufficient—at least up to arbitrarily small errors. We demonstrate this in various special

cases and show that the general statement reduces to the existence of a weak version of

causal decompositions.

i





Contents

Abstract i

Contents iii

Acknowledgements v

Contributions vii

1 Introduction 1

2 Compositional structure 11

2.1 First definitions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.2 Morphisms as syntactical circuit rewrites . . . . . . . . . . . . . . . . . . 13

2.3 Connectivity and interaction . . . . . . . . . . . . . . . . . . . . . . . . 19

2.4 Characterisation of the concept lattice . . . . . . . . . . . . . . . . . . . 21

2.5 A dual construction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

3 Causal and compositional structure 33

3.1 Quantum systems and quantum channels . . . . . . . . . . . . . . . . . 35

3.2 Compositional structure of quantum channels . . . . . . . . . . . . . . . 36

3.3 Signalling and causal structure . . . . . . . . . . . . . . . . . . . . . . . 40

3.3.1 The unitary case . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

3.4 Causal decompositions . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

3.4.1 Causally faithful decompositions . . . . . . . . . . . . . . . . . . 44

3.4.2 Existing results and routed quantum circuits . . . . . . . . . . . 45

3.4.3 Decompositions of generic quantum channels . . . . . . . . . . . 48

3.5 Characterisation of unitary causal decompositions . . . . . . . . . . . . 49

3.5.1 Overview of the proof . . . . . . . . . . . . . . . . . . . . . . . . 51

3.5.2 The C3 exclusion property in terms of the concept lattice . . . . 52

3.5.3 Sufficiency of the C3 exclusion property . . . . . . . . . . . . . . 54

3.5.4 Necessity of the C3 exclusion property . . . . . . . . . . . . . . . 60

3.6 Appendix: Operator algebra and proof of lemma . . . . . . . . . . . . . 63

4 Relativistic, causal, and compositional structure 71

4.1 Bipartite case studies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 73

iii



iv CONTENTS

4.1.1 One-way constraint . . . . . . . . . . . . . . . . . . . . . . . . . . 73

4.1.2 Two-way constraints; the significance of unitary dilations . . . . 75

4.1.3 Jamming and causal atomicity . . . . . . . . . . . . . . . . . . . 79

4.1.4 Nonlocal quantum computation . . . . . . . . . . . . . . . . . . . 81

4.2 Definitions and conjecture in the multipartite case . . . . . . . . . . . . 84

4.2.1 Preliminary definitions . . . . . . . . . . . . . . . . . . . . . . . . 84

4.2.2 Main conjecture . . . . . . . . . . . . . . . . . . . . . . . . . . . 87

4.3 Characterising approximate realisability . . . . . . . . . . . . . . . . . . 88

4.4 Equivalence to causal decompositions . . . . . . . . . . . . . . . . . . . . 92

4.5 The Clifford case . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 96

5 Conclusion and outlook 101

Bibliography 107



Acknowledgements

The past three and a half years as a DPhil student at Oxford have been among my

most rewarding and formative, and they would not have been without the support of

many remarkable people. I am grateful to Jonathan Barrett and Giulio Chiribella, my

supervisors, whose guidance, inspiration, and encouragement have been invaluable—

both for the projects that led to this thesis and for those that we collaborated on during

the earlier stages of my DPhil. Heartfelt thanks also go to all other members of the

Quantum Group—Nick, Augustin, Hlér, James, Amin, Isaac, Nicola, Matty, Aleks, Jan,

John, David, Boldi, Shengqiao, Matt, Cole, Razin, Lia, Richie, Paul, Máté, and others.
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Chapter 1

Introduction

The deepest understanding of a scientific phenomenon is reached when one can give it

an explanation of a causal nature: one that not merely identifies or predicts patterns

in correlations, but tells a complete story, giving a structured account of all causal

processes at play. Over the past half-century, structural causal models [76, 93] have

emerged as a powerful framework for formulating and answering questions about caus-

ation as rigorously as those about correlation. These models have not only aided our

understanding across the sciences—by mirroring the way we naturally think about the

world and make decisions—but have also provided crucial insights for predicting the

outcomes of interventions, be they in medical practice or social policy. A key insight of

the field is that imposing basic structural assumptions onto a model, guided by existing

knowledge of the way the world works, enables significantly stronger conclusions about

causal relations than approaches relying on raw data alone.

The same half-century has seen a ‘second quantum revolution’ unfold, accompanied

by the emergence of an abstract, informational approach to quantum theory. This ap-

proach has aided the development of new applications, from computing to cryptography,

but has also helped deepen our foundational grasp of what has the reputation of being,

still, the least understood scientific theory of all. Arguably the most significant obstacle

to a full understanding of quantum theory is Bell’s theorem [15], which since 1964 has

challenged our classical ideas of how a physical theory should explain observations. In-

deed, cast in modern terms, the theorem asserts precisely that the correlations predicted

by quantum theory and observed in quantum experiment defy satisfactory explanation

within the structural causal modelling framework [120]—a framework otherwise so suc-

cessful across many areas of science.

That quantum theory is in tension with notions of causality is by no means an in-

sight that relies on the formal framework of structural causal models and it has indeed

been recognised independently in various contexts, with the term ‘causality’ taking on

many different meanings. In physics literature, the term is perhaps most commonly

associated with principles of relativity theory; and the conflict between quantum the-

ory and relativistic causality is a famous one that has puzzled physicists ever since at

least 1935 [36]. Bell’s theorem itself played no small part in this, prompting a close

1



2 1. INTRODUCTION

consideration of what compatibility or ‘peaceful coexistence’ [89] with relativistic caus-

ality should in fact mean. In the modern quantum foundations literature, it has given

rise to the development of generalised, ‘post-quantum’ probabilistic theories [10, 80],

in which context ‘causality’ often refers to the operational criterion of ‘no signalling

outside the future’—whether with respect to a spacetime or a circuit topology [29,

57]. Another field concerned with relativistic causality is quantum field theory, where

the compatibility of isolated evolutions with relativity theory is ensured by the micro-

causality condition of commuting spacelike observables while a still growing body of

literature is devoted to how conformity with relativistic causality can be guaranteed

in the presence of successive measurements, too [3, 19, 39, 91]. A further example of

a research direction highlighting the conflict between causality and quantum theory is

that of indefinite causal order, inspired in part by quantum superpositions of spacetime

geometries [30, 51, 73]. Together, these examples represent only a small fraction of the

literature investigating principles of causality, understood in some or other sense, in the

quantum-theoretical context.

However, the formulation of Bell’s theorem as a statement of incompatibility with

the structural causal modelling paradigm has provided a precise and compelling per-

spective on how quantum theory—even independently of any spacetime considerations—

challenges our classical notion of causality, and with it, our classical way of explaining

and understanding the world [22, 23, 120]. As a result, it has led to a recent surge of

interest in causality in quantum theory, in particular by raising the question of whether

an appropriately generalised notion of quantum causal model exists that can accommod-

ate for and perhaps even offer satisfactory explanations for the correlations observed in

quantum experiments [4, 11, 27, 33, 42, 44, 52, 78, 79, 83, 101, 111]. Any such frame-

work should in particular specify what it means for a piece of quantum data to have, or

be compatible with, a given causal structure, most commonly expressed, following the

classical framework, in terms of a directed acyclic graph (DAG). Two approaches are

worth detailing.

The first is that pioneered by Allen et al. [4] and Barrett, Lorenz and Oreshkov [11]

and subsequently developed in e.g. [12, 62, 75, 99, 110]. It takes as a starting point the

functional interpretation of classical causal models: that underlying every model is a

functional causal model in which the dynamics between all variables in the model are

deterministic, reducing all stochasticity to ignorance about local noise sources affecting

individual variables. Causal structure ultimately refers, in this reading, to the functional

(in)dependences between variables satisfied on this fundamental, deterministic level.

Generalising this to the quantum case, where fundamental dynamics are described by

unitary transformations rather than functions, the framework of [4, 11] is based on the

notion of causal influence between inputs and outputs of unitaries. The data in this

framework—quantum channels or, more generally, process operators or higher-order

quantum transformations—are considered compatible with a causal structure described

by a DAG if they admit of a unitary dilation whose influences are, roughly, a subset

of the directed edges of the DAG. The result is a fully quantum framework that enjoys

many direct analogies to the classical one, including a d-separation theorem and a
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calculus for do-interventions [11]. One might say the type of causal structure imposed

by this formalism is ‘top-down’ in nature: it regards a unitary transformation as a

black box whose compatibility with a causal structure is expressed completely in terms

of its global input-output behaviour. In this sense it can be compared to the notion of

signalling through generic channels studied elsewhere in quantum causality (although

these two notions should not be conflated: an absence of observable signals through a

quantum channel does not imply the absence of influence on the fundamental level).

A second type of approach to formalising quantum causal structure is exemplified

by the frameworks of Fritz [44] and Henson, Lal and Pusey [52] and widely used in

the context of network nonlocality [20, 43, 81, 100, 118]. One way in which these

frameworks differ from that of Refs. [4, 11] is that the data under study—that what is

to be structured—are not quantum objects but instead probability distributions over

classical random variables; it is only the unobserved (latent) variables in the model

that are upgraded from classical to quantum.1 This approach therefore enables a direct

generalisation of Bell inequalities and their violations to beyond-Bell scenarios. How-

ever, a conceptually much more significant departure from [4, 11] is that these works

understand causal structure instead in a ‘bottom-up’, compositional sense: to impose a

causal structure is to assert that the process giving rise to the data can be decomposed

into local subprocesses combined into a circuit or network whose form is determined by

the DAG. For the purposes of this thesis I will, to avoid confusion, refer to this type

of structure as compositional structure, reserving the term causal structure henceforth

for influences through unitary transformations. Beyond Refs. [44, 52], several other

approaches to quantum causal modelling with similar compositional flavours have been

proposed, including in the works [27, 33, 42, 79].

This second type of approach fits in naturally with recent advances in applied cat-

egory theory. In addition to a compositional approach to quantum theory [1, 32], these

have provided a reformulation of the classical causal modelling paradigm which, al-

though completely equivalent2 to the traditional formulation of [76, 93], emphasises its

compositional aspects; see e.g. [45, 54, 63]. If the unitary causal influence approach to

quantum causal modelling [4, 11] was guided by the functional interpretation of clas-

sical causal models, the approaches of [44, 52] and others instead take as primary the

compositional perspective made explicit by these categorical reformulations.3 Crucially,

however, despite the equivalence of the classical formulations, the relation between these

different approaches to quantum causal modelling remains anything but clear. At the

heart of this lies a highly nontrivial relationship between causal and compositional struc-

ture in quantum theory. The aim of this thesis is to advance our understanding of that

relation.

Several earlier works have examined the connection between top-down and bottom-

up constraints on quantum transformations. One of the first works was that of Beckman

1Or even to resources in post-quantum, generalised probabilistic theories or symmetric monoidal

categories.
2If one specialises to the category Mat(R) of positive real matrices, that is.
3Not to suggest that [44, 52] and other compositional approaches to quantum causal modelling were

in fact inspired by those categorical works; that would be anachronistic (excepting Ref. [42]).
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et al. [13], set in a relativistic context. It addressed the question, in two bipartite scen-

arios, of whether any quantum channel that exhibits no signalling between spacelike-

separated inputs and outputs (a top-down requirement related but not identical to the

absence of causal influence) can also be realised by a sequence of local interactions and

subluminal propagation of systems (a bottom-up requirement). Similar relativistically

motivated questions were then studied in, for example, Refs. [8, 35, 86]. Meanwhile,

in the setting of quantum cellular automata, a number of works investigated whether

automata satisfying global causal conditions can, similarly, be represented by local gen-

erating rules: see e.g. Refs. [5–7, 38, 85, 88, 108]. Recently, Lorenz and Barrett [62]

initiated the study of causal decompositions of general unitary transformations with

finitely many inputs and outputs, generalising some of these earlier works. Causal

decompositions are circuit representations of the unitary in which global no-influence

relations between inputs and outputs are made apparent by the absence of paths con-

necting them—thus representing the unitary’s causal structure in terms of the circuit’s

compositional structure. In this thesis, we further develop the theory of causal decom-

positions, whose general existence remains an open problem; and, armed with insights

from this field, revisit the relativistic question posed by Beckman et al. [13] in a broader

context.

Before spelling out in more detail what causal decompositions of unitary transformations

are and what they can be used for, it is perhaps insightful to clarify one subtlety that

already arises in the classical case. As an example, consider a classical stochastic pro-

cess described by a conditional probability distribution P (ab|xy) on four finitely-valued

random variables. A global, top-down constraint that this distribution may satisfy is

that it is nonsignalling in both directions: P (a|xy) is independent of y and P (b|xy) is
independent of x. A closely related, but strictly distinct bottom-up constraint is instead

to demand that the process decomposes as P (ab|xy) =
∑

λ Pλ(λ)Pa(a|xλ)Pb(b|yλ) for

an appropriate variable λ and stochastic processes Pλ, Pa and Pb. In terms of the dia-

grammatic language employed in e.g. Refs [45, 54, 63], this can be expressed as the

existence of a circuit decomposition of the form

P

a b

x y

=
Pa Pb

Pλ

a b

yx
λ

λ λ , (1.1)

read from bottom to top; here denotes a copy map. (Classical systems and processes

are denoted in grey throughout this thesis to distinguish them from (black) quantum

ones.) The existence of such a decomposition implies the two nonsignalling relations

stated earlier; this is made evident in the diagram by the lack of paths connecting x

to b and y to a. The converse does however not hold: this is a direct consequence

of Bell’s theorem. It is not too difficult to convince oneself that in fact not a single

classical circuit lacking paths from x to b and from y to a—whether or not it is of the
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specific form in Eq. (1.1)—can express all stochastic processes P (ab|xy) satisfying the

nonsignalling conditions.

This inequivalence between the top-down and bottom-up constraints may in a clas-

sical, deterministic theory however be attributed completely to the fact that the nonsig-

nalling constraint is expressed on the level of the stochastic process P , which inher-

ently encodes an observer’s ignorance of any unobserved systems. Indeed, the situ-

ation changes as soon as one requires not merely nonsignalling constraints, but causal

constraints: functional independences on the level of the underlying deterministic dy-

namics of isolated systems. Indeed, any function f : X × Λ × Y → A × M × B

through which a ∈ A does not depend on y ∈ Y and b ∈ B not on x ∈ X (re-

gardless of the values of the remaining arguments) can immediately be decomposed as

f(x, λ, y) = (fa(x, λ), fµ(x, λ, y), fb(λ, y))—or, diagrammatically, as

f

µ b

λ y

=

fa fb

a b

yx

a

x

fµ

λ

µ

, (1.2)

thereby representing the causal conditions completely in the circuit’s compositional

structure.

In quantum theory, on the other hand, expressing causal structure compositionally

is nontrivial even in the absence of any ignorance—i.e. with complete access to the fun-

damental dynamics of isolated systems: in the quantum case, unitary transformations.

Consider a three-input, three-output unitary U : HA ⊗HB ⊗HC → HD ⊗HE ⊗HF

between tensor products of finite-dimensional Hilbert spaces and two causal no-influence

constraints analogous to the above: that A does not influence F and C does not in-

fluence D, regardless of the state on the remaining systems. Lorenz and Barrett [62]

showed that U satisfies these constraints precisely if it can be decomposed into a unitary

circuit of the form

W

S

Ti Vi
ii

i i

E FD

A B C

U =

E FD

A B C

. (1.3)

This circuit reflects the lack of influence from A to F and from C to D by a lack of

paths between those systems, making it into an example of a causal decomposition.4

There are two things to note about this particular diagram. First, the index i on

the wires and two of the gates signifies that this is a unitary circuit in the extended

quantum circuit paradigm introduced by Lorenz and Barrett [62], which was later de-

veloped into the formalism of routed quantum circuits [104, 107]. In brief, this circuit

4Lorenz and Barrett [62] instead spoke in terms of causally faithful circuit decompositions; we will

use both terms and regard the latter as a special case of causal decompositions. See Section 3.4.1.
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language involves direct sums in addition to the usual tensor products and sequential

compositions; in particular, the left- and rightmost gates should be interpreted as block-

diagonal unitary transformations
⊕

i Ti and
⊕

i Vi. Lorenz and Barrett [62] found that

giving causal decompositions in terms of traditional (‘non-routed’) unitary circuits is

not always possible. It is relevant to note that the need for routed circuits however

disappears if one allows the gates in the circuit to be general quantum channels, rather

than just unitary ones.

Second, note that the shape of the circuit in Eq. (1.3) is different from that in

Eq. (1.2). Indeed, not all unitaries U can be decomposed into circuits with just two

‘layers’ of gates such as in Eq. (1.2) (even with arbitrary quantum channels in place of

the copy maps and classical functions). Instead, quantum dynamics generally rely on

gates such as Ti in Eq. (1.3), which lies in the future of both A and B and in the past

of both D and E, thereby providing the opportunity for all those systems to meet and

interact. The significance of such interaction gates, also emphasised recently in [25], will

be a theme throughout this thesis. It may be regarded as a manifestation of the holism

pervasive in quantum theory: that properties of systems can generally not be reduced

to properties of their subsystems.

More generally, a causal decomposition refers to any circuit decomposition of a unitary

transformation that reflects a desired set of global no-influence conditions satisfied by

the unitary in terms of absences of paths connecting inputs to outputs. Whether a set of

no-influence conditions can always be represented in this way remains an open problem,

and one we will work towards solving in this thesis.

Before describing some of the applications of causal decompositions in more detail,

it is worth taking a brief moment to compare them to the work of Arrighi, Nesme

and Werner [8], who like this thesis and Ref. [62] investigate circuit decompositions of

general unitary transformations satisfying global causal conditions. The work shows

that any unitary, no matter its causal structure, decomposes into a circuit consisting of

commuting unitary gates—one for each output system—as well as state preparations on

ancillary systems. By commuting the gates past each other, any desired individual no-

influence relationship between a given input and output that holds in U can be expressed

by the lack of a path connecting them. Similar results have subsequently been shown

in different settings in, for example, Refs. [6, 38]. Decompositions of this type do not

however provide a single circuit satisfying at once all of a desired set of no-connectivity

constraints, which is required of a causal decomposition.

Where known to exist, causal decompositions find many applications. Here follow a

couple.

• Causal decompositions provide a bridge between different approaches to quantum

causal modelling. Whether one’s interest in quantum causal models is applied

or foundational, it is important to appreciate the dissimilarities between these

frameworks—especially because they all refer to DAGs as ‘causal structure’, yet

in fact interpret them in very different ways. In unitary-influence-based models [4,
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11], an edge of the DAG represents a potential causal influence through unitary

dynamics; in compositional approaches [44, 52] it represents, roughly speaking, a

wire in a circuit. As an example, suppose we are given a quantum causal model

in the former sense [4, 11] with DAG

G :=
A B C

D E F

, (1.4)

as well as choices of measurements for each of its six quantum systems. One

may ask: are the resulting correlations between measurement outcomes quantum-

compatible with some other DAG G′ in the compositional sense of [44, 52]? Con-

trary to what one might naively expect, the correct answer G′ would in this case

not resemble G at all, due to the nontrivial shape of causal decompositions. (The

correct answer would depend on details of the question and the precise composi-

tional formalism [44, 52] adopted; but it would look something like the shape of

the circuit in Eq. (1.3)).

In the context of this application it is worth noting that general quantum causal

models in the sense of [4, 11] are not described by simple unitary transformations

but instead by quantum process operators, also known as higher-order quantum

transformations [28]; and causal structures by DAGs with generally more than

two layers as in Eq. (1.4). However, the problem of decomposing such higher-

order quantum transformations can always be reduced to that of decomposing

first-order unitary transformations, which is why we permit ourselves to focus on

the first-order case in this thesis. This reduction is detailed in [62, §7.3]; for our

present purposes, suffice it to say that it is achieved by a procedure employed

across research on causality known in different contexts as ‘splitting nodes’ [11,

12], constructing the ‘single-world intervention graph’ [82], ‘maximal interrup-

tion’ [118], or ‘plugging SWAPs into the higher-order quantum map’ [75].

• Recall that for the example discussed earlier, Lorenz and Barrett [62] showed

that any tripartite unitary satisfying two global causal constraints (A does not

influence F and C does not influence D) admits of a routed unitary causal decom-

position of the shape in Eq. (1.3); and conversely, every such circuit implements

a unitary satisfying the two constraints. Results of this kind thus provide a para-

metrisation of the set of all those unitaries—the parameters in question being

the dimensions of the internal wires and the gates of the circuit—and with it, a

constructive way to build any unitary in the set. As for any good parametrisation,

the parameters’ domains are simple in structure: natural numbers for the wires

and (block-diagonal, in the routed case) unitary matrices for the gates.

Parametrisations like this are particularly relevant for the quantum causal models

of [4, 11], where they can be regarded as providing generalised autonomous causal

mechanisms. In classical causal modelling, the latter is an important concept

referring to the stochastic processes P (X|Pa(X)) that determine each variable of
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the model solely in terms of its causal parents (in the deterministic example of

Eq. (1.2), they are the functions fa, fµ, and fb). ‘Autonomy’ refers to the fact

that one may intervene on, or otherwise vary, each of the mechanisms individually

without affecting other parts of the model or its overall causal structure. Moreover,

varying each of them independently allows one to recover any other model with

the same causal structure.

Refs. [4, 11] identified a close analogue of these mechanisms for their quantum

causal models, given by the Choi operators ρA|Pa(A) of the model’s marginals.

However, while each quantum causal model does correspond uniquely to a choice

of such operators, they lack autonomy: to constitute a valid quantum causal

model, they must all commute pairwise, a global condition that is easily violated

if one varies the operators independently.

The wires and gates in a causal decomposition provide an alternative general-

isation of causal mechanisms that do enjoy a high level of autonomy (although

overall dimension constraints still have to be satisfied). In light of the nontrivial

shape of causal decompositions, one however needs to give up the idea that the

role of a mechanism is to determine a single variable in terms of its causal parents

(cf. Eqs. (1.2) and (1.3)). Perhaps this should be seen as another manifestation

of quantum holism.

• In proofs, compositional structure often provides a more powerful handle than

causal structure, especially when employing diagrammatic reasoning. Causal de-

compositions allow one to use this tool even if the ultimate goal is to prove some-

thing about causal structure. An explicit example from the literature is in [12,

Theorem 3], where the very decomposition of Eq. (1.3) was used to derive a central

result in the study of indefinite causal order.

• Causal decompositions can be used to generalise to more inputs and outputs the

relativistic question posed by Beckman et al. [13]: if a quantum channel is consist-

ent with the principle of no-superluminal-signalling imposed by some localisation

of its input and output systems in spacetime, does this mean it can also in fact

be realised by locally covariant dynamics (a quantum circuit whose wires follow

timelike or lightlike curves)? Also here, it is important to make a distinction

signalling and influence. We discuss this application in detail in Chapter 4.

• Finally, rather than an evolution of physical systems, one may also regard a unitary

as a passive transformation, relating different ways of partitioning the same overall

quantum system into subsystems. From this viewpoint, causal decompositions

clarify how one such partitioning can be obtained from another by a sequence of

fine-grainings and coarse-grainings. This perspective is explored in a recent work

of [109].
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To conclude this introduction, let us outline the rest of this thesis. In Chapter 2,

we investigate the syntactical aspects of compositional structure, developing an order-

theoretic formalism for circuit syntax especially suited for studying their input-output

connectivity. We then show that any circuit with a given connectivity G can be rewrit-

ten, using purely syntactical operations, into a particular canonical shape LG, which

therefore acts as a canonical shape for causal decompositions. The shape of the circuit

in Eq. (1.3) is an example. This result answers in the positive a question posed by

Lorenz and Barrett [62], which was whether the shape of causal decompositions—when

they exist—can always be chosen the same for unitaries satisfying the same causal con-

straints. Notice that this result is crucial to the first two applications outlined above

(for the first because G′ should ideally only depend on the causal structure G, not the

specific causal model; and for the second because such a canonical circuit shape leads

to a single parametrisation covering all unitaries that satisfy the causal constraints).

The canonical shape LG turns out to be given by the concept lattice construction

from lattice theory [17, 46]. As we will argue, the fact that it is a lattice is a syntactical

manifestation of the significance of interaction in quantum circuits, generalising the

second comment we made below Eq. (1.3).

The result of Chapter 2 also systematises the search for causal decompositions: with

their shapes now determined, what remains is to equip them with appropriate quantum

semantics implementing desired unitaries. We do this in Chapter 3, solving a particular

subproblem in the search for causal decompositions. More precisely, we fully character-

ise those causal constraints that can always—i.e. for any unitary satisfying them—be

represented by causal decompositions in terms of unitary circuits, without requiring the

generalisation to routed circuits. The syntactical aspects of our methods rely heav-

ily on the combinatorics of the concept lattice; the semantic ones on the structure of

finite-dimensional operator algebras.

In Chapter 4, we detail the spacetime application of causal decompositions men-

tioned above. We discuss the distinction between signalling and causal influence in this

context, and propose a conjecture: that the absence of superluminal influences through

unitary dilations of a quantum channel is, up to arbitrarily small errors, necessary and

sufficient for realisability by a circuit in the spacetime. We show it to be equivalent

to the existence of a weak variant of causal decompositions. In this chapter we again

encounter the notion of interaction, as its presence is generally constrained by the re-

lativistic structure of a spacetime (a spacetime itself not necessarily being a lattice).

We address this constraint with the help of nonlocal quantum computation [14, 21, 34,

71]. To close off the chapter we show that all Clifford unitaries admit causal decompos-

itions, which are of a particular shape relevant to their implementation in spacetime.

We conclude in Chapter 5 with a summary and open questions.





Chapter 2

Compositional structure

This chapter is about the syntax of circuits, or string diagrams, which describe paral-

lel and sequential compositions of processes in general symmetric monoidal categories

(SMCs), including but not limited to quantum theory and classical probability theory.

The syntax of a circuit—i.e. its ‘shape’—alone often implies relevant information about

the process (morphism of the SMC) it implements: for example, the absence of a path

between an input and an output of the circuit prohibits the flow of causal influence

between those systems. Generally, and especially in the context of causal inference, one

may wonder about the full class of morphisms in a specified SMC that can be expressed

by a circuit with a given shape;1 a circuit shape Q may then be considered ‘at least

as expressive’ as a shape P if it can express at least as many morphisms of the SMC.

Sometimes, this is the case simply because any circuit with shape P can be rewritten

into one with shape Q using purely syntactical operations valid in any SMC, such as

composing two or more gates, treating them as a single one, or adding trivial gates and

trivial wires.

In this chapter we set out an order-theoretic formalisation of circuit syntax and

syntactical rewrites, taking a particular focus on the input-output connectivity of a

circuit, a binary relation specifying which inputs can reach which outputs via directed

paths through the circuit. We characterise the concept lattice from formal concept

analysis [17, 46, 115] as the unique smallest circuit shape that every circuit with at

most a given connectivity can be syntactically rewritten into and which is therefore most

expressive, in the sense described above. It thus provides a universal shape for causal

decompositions, dependent only on the desired connectivity and not on the unitary

to be decomposed; we will use this result in Chapter 3. The focus of this chapter is

however on the order-theoretic aspects, and all results, unless otherwise stated, hold

for infinite partially-ordered setsx too, which do not have an obvious interpretation as

circuit syntax. We conclude by constructing the circuit shape which, dually to the

concept lattice, is least expressive with a given connectivity.

1This type of problem is sometimes referred to as causal compatibility [119], but in the wider context

of this thesis compositional compatibility would be more appropriate.

11
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2.1 First definitions

A preorder on a set P is a relation ≤⊆ P× P that is (i) reflexive: ∀p ∈ P : p ≤ p and (ii)

transitive: ∀p, q, r ∈ P : p ≤ q ∧ q ≤ r =⇒ p ≤ r. A partial order is a preorder that is

also (iii) antisymmetric: ∀p, q ∈ P : p ≤ q ∧ q ≤ p =⇒ p = q. For preorders and partial

orders alike, we write p < q iff p ≤ q and p ̸= q; p # q iff p ≰ q and q ≰ p; and p⋖ q iff

p covers q from below, that is, if p < q and there is no r ∈ P so that p < r < q.

We propose to model circuit syntax by partial orders decorated with input-output

structure, as follows.

Definition 2.1. Let A and B be sets. A circuit shape from A to B is a tuple (P,≤, λ, µ)
of a set P, a partial order ≤ on P, and two functions λ : A → P and µ : B → P. We will

often refer to elements of P as gates and to elements of A and B as inputs and outputs,

respectively. The letter P may also refer to the entire tuple (P,≤, λ, µ); in this case we

write ≤ or ≤P and λP, µP for the order and maps constituting the circuit shape on the

set P.2

Definition 2.2. We call a circuit shape P finite if the underlying set P as well as the sets A

and B are finite. Finite circuit shapes may be conveniently depicted by diagrams. First

of all, the Hasse diagram of the partial order (P,≤) is the directed acyclic graph on P

obtained by drawing an edge from p to q iff p ⋖ q. The elements of P are laid out on

the page so that all edges point upward; the latter are then drawn as undirected edges.

The circuit diagram of (P,≤, λ, µ) is obtained by adding nodes for each a ∈ A and b ∈ B

and upward-directed edges from a to λ(a) and from µ(b) to b. We will often leave the

gates of the circuit shape unlabelled, in which case the diagram determines the circuit

shape up to isomorphisms (defined imminently).3

Example 2.3. The diagram

q

p r

s

a3

b1

b2

a2a1

(2.1)

2A circuit shape as defined here can be regarded as a special kind of cospan in the category of partial

orders. Cospans in other categories have been used in various contexts in applied category theory to

model processes with inputs and outputs [18, 40, 41]. It is perhaps worth noting that our notion of

morphism from Definition 2.4 below does not quite match what would usually be called a morphism

between cospans, which would instead have equalities in items (ii) and (iii).
3Other treatments of circuits and string diagram syntax are based on directed (acyclic) graphs, or

similar structures, from the outset (see e.g. [18]). Such an approach allows for a distinction between

circuit shapes with identical transitive reductions, i.e. that induce the same partial order among their

gates. In Example 2.3, for instance, one could allow for an additional wire directly from gate q to gate s.

Our order-based formalism here does not make such distinctions. They are not relevant to the question

of expressivity described in the opening of this chapter, since the wire from q to s can just as well be

incorporated into the gate r.
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denotes the circuit shape (P,≤, λ, µ) where P = {p, q, r, s}; ≤ is the unique partial

order satisfying q < p, q < r < s, p # r and p # s; the sets of inputs and outputs

are A = {a1, a2, a3} and B = {b1, b2}; and, finally, the input map λ : A → P acts as

a1 7→ p, a2 7→ r, a3 7→ s and the output map µ : B → P as b1 7→ p and b2 7→ s. �

Definition 2.4. Let P, Q be circuit shapes from A to B. A morphism of circuit shapes

f : P → Q is a map between the underlying sets P, Q satisfying the following properties.

(i) f is order-preserving: for all p, p′ ∈ P, p ≤ p′ =⇒ f(p) ≤ f(p′).

(ii) f respects inputs: for all a ∈ A, f(λP(a)) ≥ λQ(a).

(iii) f respects outputs: for all b ∈ B, f(µP(b)) ≤ µQ(b).

Moreover, we say f is an embedding, and write f : P ↪→ Q, if it is a morphism of circuit

shapes and an order embedding (i.e. f(p) ≤ f(p′) =⇒ p ≤ p′). An isomorphism

f : P
∼−→ Q is a bijective morphism whose inverse is also a morphism.

Remark 2.5. We regard the sets of inputs and outputs A and B as (arbitrary but) fixed;

two circuit shapes can be isomorphic only if they are defined on identical input and

output sets. Moreover, two circuit shapes that differ only by a permutation on A or B

may not be isomorphic.

Furthermore, if f : P → Q is bijective and an embedding, then it is automatically

an isomorphism of partial orders; however, its inverse f−1 is only a morphism of circuit

shapes—and f therefore only an isomorphism of circuit shapes—if it also satisfies the

equalities f ◦ λP = λQ and f ◦ µP = µQ. The map f illustrated below is an example

of a bijective embedding that fails this property: it satisfies f(µP(b1)) < µQ(b1) so its

inverse is not a morphism.

b1 b2

a1

b2

a1

b1
f

. (2.2)

�

2.2 Morphisms as syntactical circuit rewrites

In the next chapter, finite circuit shapes (P,≤, λ, µ) will form the syntactical basis

for quantum circuits, obtained by equipping P with quantum semantics. Every such

quantum circuit expresses a particular overall quantum channel whose inputs are la-

belled by A and outputs by B. Similarly, one can consider the expressivity of circuit

shapes P in arbitrary symmetric monoidal categories beyond quantum theory. If a par-

ticular circuit shape Q is more expressive than P in all SMCs—including freely generated

ones—then that fact should be derivable by a procedure that only uses the basic axioms

of SMCs. I will therefore refer to such procedures as syntactical circuit rewrites.
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The main aim of this section is to argue that morphisms between finite circuit

shapes model such syntactical circuit rewrites on the order-theoretic level. In particular,

I show in Theorem 2.16 that any morphism factorises into morphisms of particular

elementary types, all of which can clearly be interpreted as valid syntactical rewrites.

I shall however refrain from making any formal connection with symmetric monoidal

categories, keeping the focus instead on the order theory, and all notions and results,

with the exception of Proposition 2.10, are defined and hold in the infinite case as well.

Let’s start with some background on quotients of partial orders [58, 96–98, 116], which

are the order-theoretic representation of syntactical rewrites involving only (parallel as

well as sequential) compositions of gates.

Definition 2.6. Let (P,≤) be a partial order and θ an equivalence relation on P. Denote

by [p] the equivalence class of p ∈ P under θ and define the binary relation ≤θ on the

quotient set P/θ by

[p] ≤θ [q] :⇐⇒ ∃p′ ∈ [p], q′ ∈ [q] such that p′ ≤ q′. (2.3)

In other words, it is the minimal relation on P/θ making the quotient map πθ : P →
P/θ, p 7→ [p] order-preserving.

While the relation ≤θ so defined is always reflexive, it may not be antisymmetric or

transitive, and thus not necessarily a partial order.

Example 2.7. If P = {p, q, r}, p < q < r, and the equivalence classes of θ are {p, r} and

{q}, then ≤θ is not antisymmetric, as we have {p, r} ≤θ {q} ≤θ {p, r}. Moreover, if

P = {p, q, r, s}, p < q, r < s, and {p, q} and {r, s} are ≤-incomparable, then the relation

≤θ defined by the equivalence relation θ with equivalence classes {p}, {r, s}, {q} is not

transitive. �

The following notion has been studied in detail in Refs. [58, 96–98], amongst other

works.

Definition 2.8. An equivalence relation θ on (P,≤) is a compatible congruence4 if the

transitive closure
−→≤θ of ≤θ is antisymmetric and hence a partial order. When θ is a com-

patible congruence, we will henceforth equip the set P/θ with the order
−→≤θ. Moreover,

when (P,≤, λ, µ) is a circuit, we denote by P/θ the circuit (P/θ,
−→≤θ, πθ ◦λ, πθ ◦µ), where

πθ : P → P/θ is the quotient map.

Which equivalences θ are compatible congruences? First, call a subset S ⊆ P convex

if for all s, t ∈ S and p ∈ P, s ≤ p ≤ t =⇒ p ∈ S. If θ is a compatible congruence

on P, then every equivalence class [p] is necessarily convex [96, §36]; this is required to

avoid failure of antisymmetry of ≤θ (cf. Example 2.7). However, not every equivalence

4We take this terminology from [94, 116]; it has also simply been called an order congruence [58].
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relation θ on P whose equivalence classes are convex is a compatible congruence. As an

example, consider the order with Hasse diagram

c d

ba
(2.4)

and the equivalence relation θ whose equivalence classes are {a, d} and {b, c}. Once one

identifies a and d, the set {b, c} becomes non-convex, resulting in a relation ≤θ that

is not antisymmetric. However, as long as one performs a sequence of quotients that

identify the elements of a single convex subset at a time, the resulting relation will

remain a partial order. In the finite case, every quotient by a compatible congruence

arises in this way.

Definition 2.9. Let S ⊆ P be a convex set. Denote by θS the equivalence relation on

P that has equivalence classes S and {p} for p ∈ P \ S. If S contains precisely two

elements, that is, S = {p, q} where p⋖ q or p # q, then we call θS an atomic compatible

congruence.

Proposition 2.10. If S ⊆ P is convex, then θS is a compatible congruence. Moreover, if

P is finite then an equivalence relation θ on P is a compatible congruence if and only

if the quotient map πθ : P → P/θ is, up to order isomorphisms, a finite composition of

quotients by atomic compatible congruences.

We omit the (straightforward) proof (see also [97, §7]). When interpreting a finite

circuit shape P as the syntax of a circuit in an SMC, each quotient by an atomic compat-

ible congruence θ{p,q} can be regarded as the result of an elementary ‘gate composition’

procedure: that is, the sequential composition (if p⋖ q or q⋖ p) or parallel composition

(monoidal product; if p # q) of two gates p and q. The connection with circuit shape

morphisms is due to the following.

Definition 2.11. The kernel of a map f : P → Q, denoted ker f , is the equivalence relation

on P whose equivalence classes are the fibres of f : that is, p(ker f)p′ ⇐⇒ f(p) = f(p′)

for p, p′ ∈ P.

Proposition 2.12 ([98, §2], [116, Prop. 4.10]). An equivalence θ on P is a compatible

congruence if and only if it is the kernel of an order-preserving map f : P → Q for some

partially ordered set Q.

Proposition 2.13. Let f : P → Q be a morphism of circuit shapes. Let πf : P ↠ P/ ker f

be the quotient map and [f ] : P/ ker f → Q the (well-defined) injective map [p] 7→ f(p).
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Then πf and [f ] are morphisms and f = [f ] ◦ πf :

πf

[f ]
f

P P/ ker f

Q

. (2.5)

Proof. The only nontrivial statement to verify is that [f ] : P/ ker f → Q is a morphism

of circuit shapes. Recall that P/ ker f is ordered by
−−−→≤ker f and has input and output

maps λP/ ker f = πf ◦ λP and µP/ ker f = πf ◦ µP, respectively. To show that [f ] is order-

preserving, first suppose that [p], [q] ∈ P/ ker f and [p] ≤ker f [q]. This means that there

exist p′, q′ ∈ P so that [p] = [p′], p′ ≤P q
′, and [q′] = [q]. By construction, then,

[f ]([p]) = f(p) = f(p′) ≤Q f(q
′) = f(q) = [f ]([q]). (2.6)

Thus, [p] ≤ker f [q] =⇒ [f ]([p]) ≤Q [f ]([q]). Since ≤Q is transitive, we also have

[p]
−−−→≤ker f [q] =⇒ [f ]([p]) ≤Q [f ]([q]), so [f ] is order-preserving. That it also respects

inputs is immediate: [f ] ◦ λP/ ker f = [f ] ◦ πf ◦ λP = f ◦ λP ≥ λQ pointwise for all a ∈ A,

where the last inequality follows from the fact that f is itself a morphism. Similarly,

[f ] respects outputs.

It remains to argue that in addition to the quotient map πf , the injective morphism

[f ] also models a valid syntactical circuit rewrite.5

Definition 2.14. The following are three types of injective morphisms of circuit shapes,

each of which corresponds to a certain elementary type of circuit rewrite.

(i) Let (P,≤P, λ, µ) be a circuit shape from A to B and S an arbitrary set. Write P⊔S
for the disjoint union of the sets P and S. Let ≤ be the partial order on P ⊔ S
that satisfies ≤ ∩ (P× P) =≤P and s # q for any s ∈ S and q ∈ P ⊔ S. Denote by

P⊔S the circuit shape from A to B given by (P⊔S,≤, λ, µ). Say that a morphism

f : P → Q adds isolated gates if Q = P ⊔ S for some set S and f is the inclusion

map P ↪→ P ⊔ S. Each such map is in fact an embedding.

(ii) A morphism that adds wires is one of the form idP : (P,≤, λ, µ) → (P,≤′, λ, µ),

p 7→ p, where ≤,≤′ are such that p ≤ q =⇒ p ≤′ q.

(iii) A morphism that advances inputs and delays outputs is one of the form idP :

(P,≤, λ, µ) → (P,≤, λ′, µ′), p 7→ p where λ(a) ≥ λ′(a) for all a ∈ A and µ(b) ≤ µ′(b)

for all b ∈ B. This is always an embedding.

5Note that in disanalogy to the isomorphism theorems for algebraic structures, the map [f ] :

P/ ker f → im(f) ⊆ Q is not necessarily an isomorphism: it is injective but not always an order embed-

ding.
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Example 2.15. The first morphism below is a quotient map; the other three are of the

types just introduced.

a1 a2 a3

b1 b2 b3

↠

a1 a2 a3

b1 b2 b3

(i)
↪→

a1 a2 a3

b1 b2 b3

(ii)→

a1 a2 a3

b1 b2 b3

(iii)
↪→

a1 a2 a3

b1 b2 b3

. (2.7)

�

Theorem 2.16. A map f : P → Q is a morphism of circuit shapes if and only if it is,

up to isomorphisms, the composition of a finite sequence of maps of the following four

types.

• quotients by compatible congruences (which, in case P is finite, are in turn always

finite compositions of quotients by atomic compatible congruences, by Proposi-

tion 2.10);

• morphisms that add isolated gates;

• morphisms that add wires;

• morphisms that advance inputs and delay outputs.

Proof. Due to Proposition 2.13 it suffices to show that [f ] : P/ ker f → Q factorises into

morphisms of the latter three types. Denote by Q̃ the circuit shape (Q,≤Q, f ◦λP, f ◦µP)
and consider

πf : P ↠ P/ ker f

p 7→ [p];

idP/ ker f : P/ ker f ↪→ P/ ker f ⊔ (Q \ im(f))

[p] 7→ [p];

g : P/ ker f ⊔ (Q \ im(f)) → Q̃

[p] 7→ [f ]([p]) for p ∈ P;

q 7→ q for q ∈ Q \ im(f);

idQ : Q̃ ↪→ Q

q 7→ q.

(2.8)

Recall from Definition 2.14 that Q \ im(f) is discretely ordered in the context of the

circuit P/ ker f ⊔ (Q \ im(f)). It is clear that all four maps are, up to isomorphism,

morphisms of the required types and that f factorises as

πf idP/ ker f g idQ

f

[f ]

P P/ ker f P/ ker f⊔(Q \ im(f)) Q̃ Q . (2.9)
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In Proposition 3.3 of the next chapter, we will use Theorem 2.16 to show what will

now be clear: if a morphism f : P → Q exists, then any quantum channel that can

be expressed by a circuit of shape P can also be expressed by a circuit of shape Q.

This may be straightforwardly generalised to arbitrary SMCs, including freely gener-

ated ones; therefore, these morphisms are a sound representation of circuit rewrites in

arbitrary SMCs. Theorem 2.16 makes it reasonable to expect that the representation is

complete, too: that every circuit rewrite valid in all, including free, SMCs is described

on the order-theoretic level by a morphism of circuit shapes. As the focus of this thesis

lies on quantum circuits, specifically, I will not make this formal. It however motiv-

ates the following definition and terminology, which will provide a useful way to state

consequences of some of the results to follow.

Definition 2.17. Letting A and B be sets, denote by CircAB the category of circuit shapes

from A to B and morphisms between them. Define a preorder ⪯ on the objects of CircAB
by

P ⪯ Q ⇐⇒ ∃f : P → Q. (2.10)

We denote by Circ⪯AB the resulting preordered proper class, or equivalently, thin category.

Two circuit shapes P and Q are (syntactically) equivalent if P ⪯ Q and Q ⪯ P.

Example 2.18. The two circuit shapes in Eq. (2.2) are not isomorphic but they are

equivalent. A morphism from left to right is the one illustrated in Eq. (2.2) itself;

a morphism in the other direction is given by mapping both elements of the circuit

shape on the right to the bottom element of the circuit shape on the left. Both of these

shapes are moreover equivalent to the single-gate shape with one input and two outputs.

Indeed, it is clear that all these three circuit shapes have equal expressivity no matter

what SMC one interprets them in (all being able to express any SMC morphism with

one input and two outputs). �

Remark 2.19. In addition to syntactical circuit rewrites, the morphisms from Defini-

tion 2.4 can also be used to model implementations of circuits in a spacetime. More

precisely, looking ahead to Chapter 4, where such implementations will play a central

role, consider what we there call a spacetime situation: a tuple M := (M,⪯g, p, q)

consisting of a time-oriented Lorentzian manifold M without closed causal curves; the

partial order ⪯g on its points induced by the Lorentzian metric; and two functions

p : A → M, q : B → M specifying localisations of input and output systems in the

spacetime. In the terminology of this chapter, M is nothing more than a special cir-

cuit shape. A morphism f : P → M from a finite circuit shape P into M provides a

localisation of each of P’s gates at points in spacetime in such a way that appropriate

causal curves are guaranteed to exist for each P’s wires (edges of its circuit diagram).

The observation that circuits and spacetimes can be treated on an equal footing in this

way has also been made in Ref. [84]. �
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2.3 Connectivity and interaction

The following notion is central to causal decompositions, the subject of Chapters 3

and 4.

Definition 2.20. Let P be a circuit shape from A to B. The (input-output) connectivity

of P is the binary relation GP ⊆ A× B satisfying

∀a ∈ A, b ∈ B : aGPb ⇐⇒ λP(a) ≤ µP(b). (2.11)

Example 2.21. Let A := {a1, a2, a3} and B := {b1, b2, b3} and consider the relation

C3 ⊆ A× B defined as

C3 :=
a1 a2 a3

b1 b2 b3

; (2.12)

this relation will play an important role in Chapter 3. The three circuit shapes

BC3
:=

a1 a2 a3

b1 b2 b3

, LOSECC3
:=

a1 a2 a3

b1 b2 b3

, and LC3
:=

b2 b3b1

a2 a3a1

(2.13)

all have connectivity C3. BC3 and LC3 will be familiar from Chapter 1 and LOSECC3

will feature in Chapter 4.

There exist morphisms f : BC3 → LOSECC3 and g : LOSECC3 → LC3 . f is just the

obvious inclusion map and g is a quotient by a compatible congruence, whose equivalence

classes are highlighted below:

a1 a2 a3

b1 b2 b3

g−→

b2 b3b1

a2 a3a1

. (2.14)

(Recall from Definition 2.2 that we always depict circuit shapes by their Hasse diagrams,

which are transitively reduced; this is why the wire from λ(a2) to µ(b2) present in the left

diagram seems to disappear. One may think of it as being incorporated into either the

leftmost or rightmost gate of the right diagram.) As a result, the three circuit shapes

are ordered as BC3 ⪯ LOSECC3 ⪯ LC3 . No morphisms exist in any of the opposite

directions, however, as we will see shortly. �

If two circuit shapes have distinct connectivity relations, this provides an immediate

indication of their syntactical inequivalence. Indeed:
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Proposition 2.22. Let P and Q be circuit shapes from A to B. If there exists a morphism

f : P → Q then GP ⊆ GQ. In other words, the map G(−) : Circ⪯AB → P(A × B) is

order-preserving.6 In particular, if P and Q are syntactically equivalent then GP = GQ.

Proof. Let a ∈ A and b ∈ B be such that aGPb, that is, λP(a) ≤P µP(b). By the fact that

f is a circuit shape morphism, it follows that λQ(a) ≤Q f(λP(a)) ≤Q f(µP(b)) ≤Q µQ(b),

meaning that also aGQb.

In order to prove that two circuit shapes with identical connectivity are syntactically

inequivalent, on the other hand, the following will be useful.

Definition 2.23. Let (P,≤, λ, µ) be a circuit shape. For p ∈ P, we write

p− := {a ∈ A : λ(a) ≤ p} and p+ := {b ∈ B : µ(b) ≥ p}. (2.15)

Thus, p− are the inputs that lie to p’s past, and p+ the outputs lying to p’s future.

Proposition 2.24. If f : P → Q is a morphism of circuit shapes then for any p ∈ P,

p− ⊆ f(p)− and p+ ⊆ f(p)+.

Proof. Suppose a ∈ p−: that is, λP(a) ≤ p. Since f is a morphism, we have λQ(a) ≤
f(λP(a)) ≤ f(p). Therefore a ∈ f(p)−. The inclusion p+ ⊆ f(p)+ follows similarly.

Example 2.25. Consider again the circuit shapes BC3 , LOSECC3 , and LC3 from Ex-

ample 2.21. Note that LC3 ’s left-most gate—call it p ∈ LC3—satisfies p− = {a1, a2}
and p+ = {b1, b2}. Neither of the circuit shapes BC3 and LOSECC3 has a gate q with

{a1, a2} ⊆ q− and {b1, b2} ⊆ q+, on the other hand; by Proposition 2.24, this means

there is no morphism LC3 → LOSECC3 or LC3 → BC3 , so that LC3 is syntactically

inequivalent to both other circuit shapes.

A physical intuition for this syntactical inequivalence is to regard p as a gate where

all four systems a1, a2, b1 and b2 can meet and interact. In Chapters 3 and 4 we will see

that as opposed to the classical case, the presence of such interaction gates can be crucial

when it comes to expressing quantum channels, and that the syntactical inequivalence

is witnessed by the fact that LC3 can indeed express strictly the most tripartite quantum

channels.

Proposition 2.24 can also be used to prove syntactical inequivalence of BC3 and

LOSECC3 , so in conclusion, BC3 ≺ LOSECC3 ≺ LC3 . �

In Section 2.4, we construct the analogue LG of LC3 for general relations G ⊆ A× B,

which we show in fact admits incoming morphisms from all other circuit shapes P with

connectivity GP ⊆ G. We generalise BC3 in Section 2.5, which satisfies the dual property,

admitting outgoing morphisms into any circuit shape Q with connectivity GQ ⊇ G.

6In other words still, it defines a functor G(−) : CircAB → P(A × B) when regarding P(A × B) as a

preorder category. However, some of our results below (esp. Corollaries 2.38 and 2.43) are phrased more

naturally in terms of the preorder category Circ⪯AB.
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2.4 Characterisation of the concept lattice

Let A and B be arbitrary sets. From each binary relation G ⊆ A×B one may construct a

complete lattice via a construction first realised by Birkhoff [17] and extensively studied

in formal concept analysis [46, 115]. We adopt the terminology from [46, 115] and

call this the concept lattice. We will briefly recall this construction and then show, in

Theorem 2.33, that with the natural choice of input and output maps, it constitutes

the smallest circuit shape with connectivity G that admits incoming morphisms from

every other circuit shape with at most the same connectivity.

We will use the notation

G(a) := {b ∈ B | aGb} for a ∈ A and G−1(b) := {a ∈ A | aGb} for b ∈ B. (2.16)

In the construction below, an important role is played by intersections of sets of the form

G(a) and G−1(b). Let us start by giving some intuition for why these intersections are

relevant when constructing a circuit shape that is as ‘expressive’ as possible. Imagine

that P is a circuit shape with connectivity G and consider a gate q ∈ P. Let q− ⊆ A be

the set of overall input wires that lie to q’s past, as in Definition 2.23. Consider also

the outputs q+ ⊆ B lying to q’s future. Because of the fact that P has connectivity G,

we have aGb for each a ∈ q−, b ∈ q+: in other words, q− ⊆
⋂

b∈q+ G
−1(b). Denote the

latter set by p(q+). Suppose, now, that the inclusion q− ⊆ p(q+) is strict: that there

is a′ ∈ p(q+) \ q−. Then a′Gb for all b ∈ q+. This means that adding a path from a′

to the gate q yields a circuit shape whose connectivity remains G. Doing this for all

a′ ∈ p(q+) \ q− we obtain a new circuit shape P′ with respect to which q− = p(q+) and

which is at least as expressive as P. By a dual procedure, we can ensure that also the

inclusion q+ ⊆
⋂

a∈q− G(a) =: c(q
−) is saturated. In agreement with this intuition, each

gate in the circuit shape constructed below corresponds precisely to a pair α ⊆ A, β ⊆ B

so that α = p(β) and β = c(α).

Formally, now, denote by P(A) and P(B) the powersets of A and B and consider the

maps7

c : P(A) → P(B) :: α 7→
⋂
a∈α

G(a) = {b ∈ B | ∀a ∈ α : aGb} (2.17)

and p : P(B) → P(A) :: β 7→
⋂
b∈β

G−1(b) = {a ∈ A | ∀b ∈ β : aGb}. (2.18)

In particular, c(∅) = B and p(∅) = A. With P(A) and P(B) ordered under inclusion,

these maps are order-reversing:

∀α, α′ ⊆ A : α ⊆ α′ =⇒ c(α) ⊇ c(α′)

and ∀β, β′ ⊆ B : β ⊆ β′ =⇒ p(β) ⊇ p(β′).
(2.19)

They also satisfy

∀α ⊆ A : α ⊆ pc(α) and ∀β ⊆ B : β ⊆ cp(β). (2.20)

7The letters c and p we use here stand for ‘children’ and ‘parents’, respectively—customary termin-

ology in causality parlance, where we will ultimately apply these constructions.
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Eqs. (2.19) and (2.20) make the pair (c, p) into an (antitone) Galois connection between

the partially ordered sets P(A) and P(B) [72].8 A direct consequence is that

pcp = p and cpc = c. (2.21)

Moreover, the map pc : P(A) → P(A) acts as a closure operator on P(A), meaning it is

(i) extensive: ∀α ⊆ A : α ⊆ pc(α);

(ii) idempotent: pcpc = pc; and

(iii) order-preserving: ∀α, α′ ⊆ A : α ⊆ α′ =⇒ pc(α) ⊆ pc(α′).

We therefore say that pc(α) is the closure of α ⊆ A and that α is closed if pc(α) = α.

It follows from (i)–(iii) that the closure of a set is precisely the smallest closed set

containing it and that the intersection of (arbitrarily many) closed sets is again closed.

Moreover, by virtue of Eq. (2.21), the closed subsets of A are precisely the sets α that

lie in the image of p.

Example 2.26. With respect to the relation C3 defined in Example 2.21, the closure of

{a1} ⊆ A is {a1, a2}, while {a2} is itself closed. �

Definition 2.27. Let (P,≤) be a partial order and S ⊆ P a subset. A greatest lower

bound or meet of S is an element p ∈ P satisfying

∀q ∈ P : (∀s ∈ S : q ≤ s) ⇐⇒ q ≤ p. (2.22)

If it exists, the meet is unique and denoted by
∧
S or

∧
s∈S s. The least upper bound

or join
∨
S ≡

∨
s∈S s is defined dually. A lattice is a partial order (P,≤) in which each

finite subset S (or, equivalently, each pair of elements) has a meet as well as a join; a

complete lattice is one for which this holds for arbitrary (potentially infinite) subsets.

Let Pc(A) ⊆ P(A) be the set of closed subsets of A. Pc(A) is closed under arbit-

rary intersections; this implies that it forms a complete lattice when ordered under

inclusion [17]. The meets and joins are given, respectively, by∧
α∈S

α =
⋂
α∈S

α and
∨
α∈S

α = pc

(⋃
α∈S

α

)
. (2.23)

Dually, the map cp : P(B) → P(B) satisfies conditions analogous to (i)–(iii) above

and is therefore a closure operator on P(B). Let Pc(B) be the set of closed subsets of

B with respect to this closure operator. Just like Pc(A), (Pc(B),⊆) forms a complete

lattice; so does the opposite order Pc(B)op := (Pc(B),⊇). Note that Pc(A) and Pc(B)

are the images of the operators p and c, respectively; therefore, Eq. (2.21) implies that

c and p restrict to a pair of inverse maps c : Pc(A) → Pc(B)op and p : Pc(B)op → Pc(A),

which due to Eq. (2.19) are in fact order isomorphisms. The concept lattice, defined as

follows, takes a symmetric approach, incorporating both Pc(A) and Pc(B)op.

8In categorical terms, this means the maps form a dual adjunction between the orders P(A) and P(B)

seen as thin categories.
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Definition 2.28 ([46, 115]). Let G ⊆ A× B. The concept lattice9 LG is the set

LG := {⟨α, β⟩ ∈ Pc(A)× Pc(B) | α = p(β) and β = c(α)} (2.24)

ordered by

⟨α, β⟩ ≤ ⟨α′, β′⟩ :⇐⇒ α ⊆ α′ or, equivalently, β ⊇ β′. (2.25)

For arbitrary v ∈ LG, we will denote by αv ⊆ A and βv ⊆ B the closed sets so that

v = ⟨αv, βv⟩. LG forms a complete lattice: the meet and join of a subset S ⊆ LG are,

respectively, given by

∧
v∈S

v =

〈⋂
v∈S

αv, cp

(⋃
v∈S

βv

)〉
and

∨
v∈S

v =

〈
pc

(⋃
v∈S

αv

)
,
⋂
v∈S

βv

〉
. (2.26)

Together with the maps

λLG : A → LG, a 7→ ⟨pc({a}), c({a})⟩
and µLG : B → LG, b 7→ ⟨p({b}), cp({b})⟩,

(2.27)

it defines a circuit shape LG ≡ (LG,≤, λLG , µLG), which we shall also refer to as the

concept lattice.

Remark 2.29. Pc(A), Pc(B)op, and LG defined above provide three different, isomorphic

perspectives on the concept lattice. Denote by πA : LG → Pc(A) the map v 7→ αv; this is

an order isomorphism whose inverse is α 7→ ⟨α, c(α)⟩. If we equip Pc(A) with the input

and output maps λPc(A) := πA ◦ λLG = pc({−}) and µPc(A) := πA ◦ µLG = c({−}), then
πA becomes an isomorphism of circuit shapes. We can do the same to Pc(B)op using

the map πB : LG → Pc(B)op defined by v 7→ βv, which has inverse β 7→ ⟨p(β), β⟩. The

following diagram of circuit shape isomorphisms then commutes.

πA πB

c

p

LG

Pc(A) Pc(B)op

. (2.28)

�

Example 2.30. It may be verified that LC3 in Example 2.21 is the concept lattice as-

sociated with relation C3. Here we illustrate the construction of LG in a slightly more

9In formal concept analysis, A is a set of objects, B a set of properties, and G the relation specifiying

which objects have which properties; together, this triple is referred to as a formal context. An element

⟨α, β⟩ ∈ LG is then called a concept : it defines a set of objects (α) that is uniquely characterised by the

set of properties (β) that they share (i.e. α = p(β) and β = c(α)).
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involved case. Consider the relation between A = {1, 2, 3, 4} and B = {a, b, c, d, e} given

by

G :=
1 2 3

a b c

4

d e

. (2.29)

We will abbreviate subsets like {2, 3, 4} ⊆ A by ‘234’. Recall that the closed subsets of

A are those of the form p(β) for some β ⊆ B; these are precisely the set A itself (1234),

the sets of the form G−1(b) for b ∈ B (12, 234, 34, and 4), and all their intersections

(2 and ∅). Taken together, we get Pc(A) = {∅, 2, 12, 4, 34, 234, 1234}. We can now

obtain Pc(B) by applying the map c to each of the closed sets α ∈ Pc(A); we get

Pc(B) = {abcde, abc, ab, cde, cd, c, ∅}, respectively.
Ordering Pc(A) under ⊆ and Pc(B) under ⊇, these sets are represented by the Hasse

diagrams

(Pc(A),⊆) =

12

∅

2

4

34

234

1234

and (Pc(B),⊇) =

ab

abcde

abc

cde

cd

c

∅

(2.30)

with p, c acting as mutually inverse order-isomorphisms between the two posets. The

corresponding concept lattice for G is therefore

⟨12, ab⟩

⟨∅, abcde⟩

⟨2, abc⟩

⟨4, cde⟩

⟨34, cd⟩

⟨234, c⟩

⟨1234, ∅⟩

. (2.31)

We additionally need the maps λLG and µLG providing the location of the input and

output wires. To calculate λLG(3), for instance, one could explicitly compute the closure

pc({3}) = p({c, d}) = {3, 4}, or use the fact that λLG(3) is the smallest element v ∈ LG

so that 3 ∈ αv (cf. Proposition 2.32 below). From Eq. (2.31) this is easily read off to

be the pair v = ⟨34, cd⟩. Similarly, for b ∈ B, µLG(b) is the largest element w ∈ LG that

satisfies b ∈ βw. The resulting circuit diagram of the concept lattice LG is

LG =

12, ab

∅, abcde

2, abc

4, cde

34, cd

234, c

1234, ∅

e

4

2

d

ca

1

3

b

(2.32)

�
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Remark 2.31. In the next chapter, where the boxes in circuit diagrams will be interpreted

as completely positive, trace-preserving quantum gates, the only possibility for a gate

without output wires, like ⟨1234, ∅⟩ above, is to assign it a discarding operation. This

box therefore does not add to the expressivity of the circuit shape. The same holds for

the bottom element ⟨∅, abcde⟩ in the case of unitary circuits. However, LG, by virtue

of being a complete lattice, always contains a minimum and maximum, and to avoid

having to make unnecessary case distinctions we will leave these gates in even if they

semantically useless. �

The following Proposition lists some properties of the concept lattice useful to have

at hand and which, in the finite case, are all manifested as intuitive properties of the

circuit diagram.

Proposition 2.32. Let G ⊆ A×B be a binary relation and LG the canonical circuit shape.

(i) For all a ∈ A, b ∈ B, and v ∈ LG, we have

λLG(a) ≤ v ⇐⇒ a ∈ αv and v ≤ µLG(b) ⇐⇒ b ∈ βv. (2.33)

In other words, using the notation of Eq. (2.15), v− = αv and v+ = βv. As a

consequence, λLG(a) = min{v ∈ LG | a ∈ αv} and µLG(b) = max{v ∈ LG | b ∈ βv}.

(ii) LG has connectivity G.

(iii) For all v ∈ LG, we have

v =
∨
a∈αv

λLG(a) =
∧
b∈βv

µLG(b); (2.34)

in particular, these meets and joins exist.10

(iv) For all v ∈ LG, we have

αv = λ−1
LG

(v) ∪
⋃
u⋖v

αu and βv = µ−1
LG

(v) ∪
⋃
w⋗v

βw. (2.35)

In terms of the circuit diagram, each b ∈ βv is either an output wire of the gate

v itself, or an output that can be reached from v by a path passing through some

w ⋗ v.

Item (iv) will be useful to keep in mind in Chapter 3.

Proof. We have

λLG(a) ≤ v ⇐⇒ pc({a}) ⊆ αv ⇐⇒ {a} ⊆ αv ⇐⇒ a ∈ αv. (2.36)

10That these meets and joins exist is of course immediate for the complete lattice LG, but not for L̂G,

which is generally not a lattice.
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The second equivalence here follows from extensitivity (2.20) (left to right) and idem-

potency (right to left) of the closure operator pc, as well as the fact that αv is closed.

This, and a dual argument for µLG(b), proves (i).

Item (ii) is a restatement of a basic result of formal concept analysis [46, Thm. 3],

and follows from (i):

λLG(a) ≤ µLG(b) ⇐⇒ a ∈ αµLG
(b) ⇐⇒ a ∈ p({b}) ⇐⇒ aGb. (2.37)

As a consequence of Eq. (2.36), any v ∈ LG is an upper bound to the set {λLG(a) |
a ∈ αv} and must therefore be at least as large as the least upper bound

∨
a∈αv

λLG(a).

The converse statement that v ≤
∨

a∈αv
λLG(a) is equivalent to saying that αv ⊆

pc
(⋃

a∈αv
pc({a})

)
, which is immediate from extensitivity of pc. This, together with

a dual argument, proves (iii). Finally, (iv) follows directly from (i).

We now state and prove the main result of this chapter.

Theorem 2.33. Let A and B be sets and G ⊆ A×B. The concept lattice LG is, up to circuit

shape isomorphisms, the unique circuit shape satisfying the following three properties.

(i) LG has connectivity GLG = G.

(ii) For any circuit shape P with connectivity GP ⊆ G, there exists a morphism f :

P → LG.
11

(iii) If K is any other circuit shape satisfying (i) and (ii), then there is an injective

morphism LG → K.

In fact, for any circuit shape Q with connectivity G and morphism g : LG → Q, g is an

embedding.

The concept lattice is not uniquely characterised by only properties (i) and (ii):

in fact, any circuit shape whose underlying order is a complete lattice satisfies them.

Intuitively, the joins and meets of such complete lattices act as the ‘interaction gates’

necessary for this to be the case (cf. Example 2.25).

Lemma 2.34. Let A and B be sets, G ⊆ A × B a relation, and L a circuit shape from A

to B which has connectivity G and whose underlying partial order (L,≤L) is a complete

lattice. Then L admits incoming morphisms f : P → L from any other circuit shape P

with connectivity GP ⊆ G.

Proof. Let P be a circuit shape with connectivity GP ⊆ G and consider the map

f : P → L, p 7→
∨

a:λP(a)≤p

λL(a) =
∨
a∈p−

λL(a), (2.38)

11Changing the inclusion GP ⊆ G in (ii) to an equality (as would be more natural from the point of

view of causally faithful decompositions to be discussed in Section 3.4.1) would not change validity of

the theorem and while it might seem to make the uniqueness statement stronger, it is not difficult to

see that this in fact not the case.
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where
∨

is the join in L and p− is as in Eq. (2.15). This map is order-preserving:

p ≤P q =⇒ p− ⊆ q− =⇒
∨
a∈p−

λL(a) ≤
∨
a∈q−

λL(a). (2.39)

It also respects inputs: for all a ∈ A,

f(λP(a)) =
∨

a′:λP(a′)≤λP(a)

λL(a
′) ≥ λL(a). (2.40)

Finally, f respects outputs: since GP ⊆ G = GL, we have λP(a) ≤ µP(b) =⇒ λL(a) ≤
µL(b), so that for all b ∈ B,

f(µP(b)) =
∨

a:λP(a)≤µP(b)

λL(a) ≤
∨

a:λL(a)≤µL(b)

λL(a) ≤ µL(b). (2.41)

We conclude that f : P → L is a circuit shape morphism. A dual construction, which

instead sets f(p) :=
∧

b:µP(b)≥p µL(b), yields a generally distinct morphism.

The following will allow us to single out the concept lattice in particular.

Lemma 2.35. Every circuit shape endomorphism of LG is trivial: End(LG) = {idLG}.

Proof. Let f : LG → LG be a morphism. Since f is order-preserving, we have, for all

S ⊆ LG,

f
(∨

S
)
≥
∨
f(S) and f

(∧
S
)
≤
∧
f(S). (2.42)

Moreover, since f is a morphism, it satisfies f(λLG(a)) ≥ λLG(a) and f(µLG(b)) ≤ µLG(b)

for all a ∈ A, b ∈ B. Combining these facts with Proposition 2.32(iii) gives that for

v ∈ LG,

f(v) = f

( ∨
a∈αv

λLG(a)

)
≥
∨
a∈αv

f (λLG(a)) ≥
∨
a∈αv

λLG(a) = v (2.43)

and, dually,

f(v) = f

 ∧
b∈βv

µLG(b)

 ≤
∧
b∈βv

f (µLG(b)) ≤
∧
b∈βv

µLG(b) = v. (2.44)

Therefore f(v) = v.

Proof of Theorem 2.33. The fact that LG has connectivity G was shown in Proposi-

tion 2.32, and that (ii) is satisfied by LG is a direct consequence of Lemma 2.34 above.

Item (iii) follows from the final claim in the theorem statement, so let us prove the

latter. Let Q be a circuit shape with connectivity G and g : LG → Q be a morphism. By

(ii), there also exists a morphism f : Q → LG. The composite f ◦ g is an endomorphism

of LG and is therefore, by Lemma 2.35, the identity morphism idLG . Thus, g has a

left-inverse f which is, in particular, order-preserving; this means that g must be an

order embedding and thus a circuit shape embedding.
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It remains to show that LG is the unique circuit shape, up to isomorphism, satisfying

(i)–(iii). The proof is similar: Suppose that K also satisfies these properties; then there

exist morphisms f : K → LG and g : LG → K which are now both injective. The

composite f ◦ g : LG → LG is an endomorphism of LG and therefore, again, equal to the

identity idLG . f must therefore be surjective; since it is also injective, it is a bijection,

meaning g is not only a right-inverse but also a two-sided inverse. As f and g are both

circuit shape morphisms, they are in fact circuit shape isomorphisms.

Remark 2.36. The Basic Theorem of Formal Concept Analysis [115], [46, Thm. 3] tells us

that any complete lattice (L,≤) arises as the concept lattice of some binary relation G.

More precisely, a circuit shape (L,≤, λ, µ) whose underlying order (L,≤) is a complete

lattice is isomorphic to the concept lattice LG iff the connectivity of L is G and the

images λ(A), µ(B) ⊆ L are join- and meet-dense in L, respectively, which in the case of

LG itself is guaranteed by Proposition 2.32(iii). �

Remark 2.37. Another natural circuit shape whose connectivity is G ⊆ A × B is the

one with underlying partial order P(A), input map λ : a 7→ {a} and output map

µ : b 7→ G−1(b). A dual construction yields a (generally non-isomorphic) circuit shape

on the partial order P(B)op. Both these circuit shapes have connectivity G and have, like

the concept lattice LG, incoming morphisms from every other shape with connectivity

at most G (after all, powersets are complete lattices); they are therefore syntactically

equivalent to LG. However, these circuit shapes generally contain many redundant

gates: LG embeds into both of them (both by construction and as a consequence of

Theorem 2.33). �

From a category-theoretic point of view, the formulation of Theorem 2.33 may per-

haps seem a little unsatisfactory: one might have hoped that the morphisms in items

(ii) or (iii) were unique, in which case the theorem could have been compactly stated as

a characterisation of LG as an appropriate (co)limit in CircAB. Circuit shape morphisms

are however generally highly non-unique (see for instance the proof of Lemma 2.34). The

consequence of Theorem 2.33 for the preorder Circ⪯AB from Definition 2.17, on the other

hand—obtained by forgetting the distinction between any parallel morphisms—can be

naturally stated as the fact that LG is a maximum of the subclass of circuit shapes with

connectivity at most G. We can actually say a bit more:

Corollary 2.38. For any circuit shape P and relation G ⊆ A× B, we have

GP ⊆ G ⇐⇒ P ⪯ LG. (2.45)

As a result, the map L(−) : P(A × B) → Circ⪯AB is order-preserving and forms an upper

Galois adjoint to the map G(−) : Circ
⪯
AB → P(A× B).

Proof. The left-to-right direction follows from Theorem 2.33; the right-to-left direction

from Proposition 2.22.
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For the same reason as described above (the category CircAB having too many

morphisms) this Galois adjunction cannot be promoted to an adjunction of categor-

ies P(A × B) → CircAB. Note that the statement of Corollary 2.38 characterises LG up

to syntactical equivalence (Definition 2.17), but not up to isomorphism; the latter re-

quires information about morphisms, like item (iii) of Theorem 2.33, not present in the

preorder Circ⪯AB.

2.5 A dual construction

To conclude this chapter, we construct another circuit shape with a given connectivity

relation G ⊆ A×B, denoted BG, which generalises BC3 from Example 2.21 and is relevant

to the expression of classical functions (Eq. (1.2)). Dually to LG, it admits morphisms

into all other circuit shapes with connectivity at least G. There is one obvious candidate:

the circuit shape (A ⊔ B,≤, ιA, ιB) whose underlying set is the disjoint union A⊔B; whose

order ≤ satisfies p < q iff p ∈ A, q ∈ B and pGq; and whose input and output maps are the

inclusion maps ιA : A → A ⊔ B and ιB : B → A ⊔ B, respectively. For a general relation G,

however, this shape may contain unnecessarily many gates. We would like BG to be the

smallest circuit shape with connectivity G admitting morphisms into all other shapes

with the same connectivity, i.e. satisfying a condition analogous to Theorem 2.33(iii).

This requires taking some edge-cases into account, leading us to the following definition.

Definition 2.39. Let G ⊆ A× B and define

Ā := {a ∈ A | |G(a)| ̸= 1} and (2.46)

B̄ := {b ∈ B | |G−1(b)| ̸= 1 or ∀a ∈ G−1(b) : |G(a)| = 1}. (2.47)

Denote by BG the circuit shape (Ā⊔B̄,≤, λBG , µBG), where ≤ is the partial order satisfying

p < q iff p ∈ Ā, q ∈ B̄, and pGq; and where λBG : A → Ā ⊔ B̄ and µBG : B → Ā ⊔ B̄ are the

maps defined by

λBG(a) =

{
a if a ∈ Ā

b if G(a) = {b}
and µBG(b) =

{
b if b ∈ B̄

a if G−1(b) = {a}
. (2.48)

Example 2.40. If A = {a1, a2, a3, a4, a5}, B = {b1, b2, b3, b4, b5}, and

G =
a1 a2 a3 a4 a5

b1 b2 b3 b4 b5

, then BG =
a2 a3 a4

b1 b2 b3 b5

a1 a2 a3 a4 a5

b1 b2 b3 b4 b5

. (2.49)

�

We have the following analogues of Lemma 2.35 and Theorem 2.33. (Lemma 2.41 is

generally not satisfied by the circuit shape on A ⊔ B discussed above Definition 2.39.)
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Lemma 2.41. Every circuit shape endomorphism of BG is trivial: End(BG) = {idBG}.

Proof. Let f : BG → BG be a circuit shape morphism and let a ∈ Ā. We show that f(a) =

a. First of all, we have f(a) = f(λBG(a)) ≥ λBG(a) = a. Suppose for contradiction

that this inequality is strict: that f(a) > a. By construction of BG, this means that

f(a) = b for some b ∈ G(a) ∩ B̄. Since a ∈ Ā, this means |G(a)| > 1. Now take any

b′ ∈ G(a) distinct from b. Then λBG(a) ≤ µBG(b
′); this is a consequence of the fact

that BG has connectivity G, which can be straightforwardly verified. We therefore have

b = f(a) = f(λBG(a)) ≤ f(µBG(b
′)) ≤ µBG(b

′). Since b is by construction a maximal

element of BG, we must in fact have b = µBG(b
′), which implies b = b′, a contradiction.

We conclude that f(a) = a.

Next, suppose that b ∈ B̄. We wish to show that f(b) = b. To start, we have

f(b) = f(µBG(b)) ≤ µBG(b) = b. Suppose that in fact f(b) < b. Then f(b) =

a for some a ∈ G−1(b) ∩ Ā. Take any a′ ∈ G−1(b); we have λBG(a
′) ≤ µBG(b), so

λBG(a
′) ≤ f(λBG(a

′)) ≤ f(µBG(b)) = f(b) = a, which by construction means that

a′ = a. Therefore, |G−1(b)| = 1. Since b ∈ B̄ by assumption, we must have |G(a)| = 1.

This is in contradiction with the fact that a ∈ Ā. Therefore f(b) = b.

Theorem 2.42. Let A and B be sets and G ⊆ A×B. Then BG is, up to isomorphisms, the

unique circuit shape from A to B satisfying the following three properties.

(i) BG has connectivity GBG = G.

(ii) For any circuit shape P with connectivity GP ⊇ G, there exists a morphism f :

BG → P.

(iii) If Q is any other circuit shape satisfying (i) and (ii), then there is an injective

morphism BG → Q.

In fact, for any circuit shape Q satisfying (i) and (ii) and morphism f : BG → Q, f is an

embedding.

Proof. We only show that (ii) holds for BG. (i) can be straightforwardly verified and all

other claims of the theorem follow in a way similar to the proof of Theorem 2.33, now

using Lemma 2.41 instead of Lemma 2.35.

To show (ii), let P be a circuit shape with connectivity GP ⊇ G. Define the map

f : BG → P by

f(a) := λP(a) for a ∈ Ā;

f(b) := µP(b) for b ∈ B̄.
(2.50)

It follows from the construction of BG and the connectivity of P that f is order-

preserving. f also respects inputs: if a ∈ Ā then f(λBG(a)) = f(a) = λP(a), while

if a ∈ A \ Ā, then G(a) = {b} for some b ∈ B̄ and f(λBG(a)) = f(b) = µP(b) ≥ λP(a).

The final inequality here is due to the connectivity of P. Similarly, f(µBG(b)) ≤ µP(b)

for all b ∈ B. In conclusion, f is a circuit shape morphism BG → P.
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In terms of the preorder ⪯ from Definition 2.17, it follows that BG is a minimum of

the class of circuit shapes with connectivity at least G. Together with Proposition 2.22,

this implies that dually to Corollary 2.38, B(−) is lower Galois adjoint to connectivity

and is in this sense the ‘free’ circuit with connectivity G.

Corollary 2.43. For any circuit shape P and relation G ⊆ A× B, we have

G ⊆ GP ⇐⇒ BG ⪯ P. (2.51)

In other words, the map B(−) : P(A× B) → Circ⪯AB is order-preserving and forms a lower

Galois adjoint to the map G(−) : Circ
⪯
AB → P(A× B).

Combining Corollaries 2.38 and 2.43, we see that for any circuit P and relation G,

GP = G ⇐⇒ BG ⪯ P ⪯ LG. (2.52)





Chapter 3

Causal and compositional structure

In this chapter we turn to causal decompositions, which aim to express causal constraints

on unitary transformations—of the ‘top-down’ type discussed in Chapter 1—in terms

of the compositional structure of quantum circuits, whose syntactical aspects were set

out in Chapter 2.

More precisely, the causal structure of a unitary transformation U whose input and

output systems are labelled by the elements of finite sets A and B, respectively, is cap-

tured by a relation GU ⊆ A × B specifying which inputs a ∈ A influence which outputs

b ∈ B through U . A quantum circuit P with the same inputs and outputs defines, on

the other hand, a connectivity relation GP ⊆ A× B, indicating the existence of directed

paths connecting inputs to outputs. It encodes one aspect of the circuit’s compositional

structure. If U admits a decomposition into a circuit P , then GU ⊆ GP : the presence of

causal influence through U requires a path through the circuit representation that can

mediate it. The no-influence relations satisfied by U by virtue of the inclusion GU ⊆ GP

are thus reflected in the circuit representation P by the absence of such mediating paths.

Now, it turns out that every unitary that satisfies a single no-influence constraint,

say, (a, b) /∈ GU , admits of a circuit decomposition reflecting that property by the ab-

sence of a path, i.e. satisfying (a, b) /∈ GP [35]. A natural question is whether also

multiple no-influence constraints can be reflected at once in the compositional structure

of a single circuit: that is, whether the constraint that GU ⊆ G for a given relation

G ⊆ A × B implies the existence of a circuit decomposition P with connectivity GP

satisfying GU ⊆ GP ⊆ G. A causal decomposition is a circuit decomposition achieving

this for some given relation G. As a special case, a causally faithful decomposition is

one that satisfies GU = GP and thus reflects through the absence of paths precisely all

no-influence relations satisfied by U . Causal and causally faithful circuit decompositions

thereby form a bridge between causal and compositional structure.

The question of the existence of such decompositions was first addressed in full

generality by Lorenz and Barrett [62], who showed for a number of relations G ⊆ A× B

that any unitary U with causal structure GU ⊆ G indeed admits a circuit decomposition

33
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with connectivity G.1 Moreover, the shape of these circuits was uniquely determined by

G and independent of the unitary U . This type of result finds many applications, some of

which were outlined in Chapter 1. First of all, it offers a constructive description of the

entire class of unitaries U with GU ⊆ G, parametrising it by the gates and wires in the

circuit. Such a compositional parametrisation acts as a useful information-theoretic tool,

giving a structural handle when proving claims about (top-down) causal structure (see

e.g. [12, 75, 108, 110]). Moreover, the parameters may be independently varied without

leaving the class of unitaries with GU ⊆ G; in this sense they constitute a generalisation

of the autonomous causal mechanisms from classical causal modelling [76] and thereby

find an important application to the quantum causal modelling approach based on

unitary causal influences developed in [4, 11, 12]. Moreover, causal decompositions are

instrumental in comparing the latter with other approaches to quantum causal modelling

such as those of Refs. [33, 44, 52], which instead take compositional structure as their

starting point. A further application is to the compatibility of quantum channels with

relativistic causality, the subject of Chapter 4; and a final pertains to gaining insight

into how different partitionings of the same global quantum system into subsystems

relate to one another [109].

Despite this wealth of applications (and the mathematical beauty of the problem!)

the general existence of causal and causally faithful decompositions of unitary transform-

ations remains unknown. For many of the motivations mentioned above it is natural, or

even essential, to require that the gates in causal decompositions themselves be unitary,

too. Ref. [62] showed that not all unitary transformations admit such unitary caus-

ally faithful decompositions, and addressed this by introducing an extended paradigm

for unitary quantum circuits that incorporates direct-sum structure and non-factor al-

gebras, in addition to the usual tensor and sequential products. This has since been

developed into the framework of routed quantum circuits [107]. As Ref. [62] showed,

strictly more unitary transformations admit causal decompositions in terms of routed

unitary circuits than in terms of traditional unitary circuits.

The focus of this chapter will however be on decompositions into (traditional, non-

routed) unitary circuits—i.e. those whose wires represent tensor-product factors of Hil-

bert spaces, and whose gates are unitary transformations between them. Our main

result is the identification of a combinatorial condition on a binary relation G ⊆ A×B—

the C3 exclusion property—which we prove is satisfied by G if and only if all unitaries U
satisfying GU ⊆ G admit a unitary circuit decomposition P with connectivity GP ⊆ G.

In other words, the condition characterises those causal constraints that can always

(i.e. regardless of the unitary U that satisfies them) be expressed in terms of the com-

positional structure of unitary circuits, without requiring the generalisation to routed

circuits. Our proof makes heavy use of the concept lattice LG from Chapter 2, which is

the shape of the unitary causal decompositions we show exist in case the C3 exclusion

property is satisfied. In fact, we show that the property can equivalently be expressed

in terms of various insightful properties of the concept lattice: in particular, it corres-

1The results of [62] were mostly phrased in terms of causally faithful circuit decompositions, partic-

ularly, but their proofs also show the existence of what we here call causal decompositions.
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ponds to the requirement that LG has no more than one path between any input and

output. This formalises the intuition suggested by [62] that routed circuits only offer

an advantage in the presence of non-unique paths.

After settling some notation in Section 3.1, we start in Section 3.2 by introdu-

cing quantum compositional structure, defining a quantum circuit as a circuit shape

equipped with quantum semantics and formulating the semantic consequences of some

of the results in Chapter 2. Section 3.3 introduces causal structure; Section 3.4 then

presents causal decompositions and goes in some detail on our reason for focussing on

decomposing unitary channels, rather than generic CPTP maps. In Section 3.5 we state

our main result and give its proof, which relies on algebraic facts proven in Section 3.6.

3.1 Quantum systems and quantum channels

Let us start by setting out some terminology and notation. By a (quantum) system we

mean the full algebra A = L(HA) of operators on some finite-dimensional Hilbert space

HA. The identity operator is denoted by 1A, and the commutant of a subset X ⊆ A

is the subalgebra

X ′ := {a ∈ A | ∀x ∈ X : ax = xa}. (3.1)

Given quantum systems A1 and A2, we will often denote the composite system A1 ⊗
A2 = L(HA1)⊗L(HA2)

∼= L(HA1 ⊗HA2) by A1A2, and, when clear from context, we

will abuse notation by letting A1 also denote the subalgebra A1 ⊗{1A2} = {a1 ⊗ 1A2 |
a1 ∈ A1} ⊆ A1A2. With this notation, we have A′

1 = A2.

Denote by L(HA,HB) the space of linear maps HA → HB between two Hilbert

spaces. We use an asterisk to denote the adjoint (−)∗ : L(HA,HB) → L(HB,HA),

which in the case of L(HA,HA) constitutes the involution of the C∗-algebra A. Oper-

ator algebras A and B themselves are equipped with the Hilbert-Schmidt inner product

⟨a, a′⟩ := Tr(a∗a′), and we reserve the dagger (−)† : L(A,B) → L(B,A) for the adjoint

of superoperators with respect to the Hilbert-Schmidt inner product.

Transformations or (quantum) channels are superoperators E : A → B that are

completely positive and trace-preserving (TrB ◦ E = TrA). These conditions are equi-

valent to saying that the adjoint E† : B → A is completely positive and unital, i.e.

satisfies E†(1B) = 1A. This is due to the fact that the Hilbert-Schmidt adjoint of the

trace is

(TrA : A → C)† = (C → A, 1 7→ 1A), (3.2)

the preparation of the unit. E is unitary if it is of the form U(·)U∗ for some unitary

map U : HA → HB. This is the case precisely if E is a *-isomorphism of the operator

algebras (see Proposition 3.30).

Throughout this chapter and the next, we will strive to keep a healthy separation

between syntactic notions (such as labels of quantum systems, relations between labels,

shapes of circuits) and semantic ones (such as quantum systems, unitary channels,

commutation of subalgebras). Mathematically speaking, the former are combinatorial

objects, the latter operator-algebraic. We will often use a typewriter font for symbols
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relating to syntactic notions, as we have already started doing in Chapter 2, and a bold

font for semantic ones. On the syntactic side, our general setup will consist of two

finite sets A and B whose elements should now be viewed as labels of input and output

quantum systems, respectively. Semantically, meanwhile, we consider quantum systems

Aa labelled by a ∈ A and Bb labelled by b ∈ B. Given such a choice of quantum systems

and a subset α ⊆ A, we write

Aα :=
⊗
a∈α

Aa, and thus AA :=
⊗
a∈A

Aa; (3.3)

Bβ and BB are defined similarly. In particular, A∅ = B∅ = L(C) ∼= C, the trivial

quantum system. As above, we will often use the same notation Aα and Bβ to refer

instead to the subalgebras Aα ⊗ {1AA\α} ⊆ AA and Bβ ⊗ {1BB\β} ⊆ BB, respectively,

whose commutants are then given by

A′
α = AA\α and B′

β = BB\β. (3.4)

Our main objects of study are the multi-input, multi-output quantum channels E :

AA → BB.

3.2 Compositional structure of quantum channels

Here we define quantum circuits as circuit shapes equipped with quantum semantics and

investigate the semantic consequences of some of the order-theoretic results of Chapter 2.

From here onwards we assume that circuit shapes (P,≤, λ, µ) are finite, unless otherwise
stated. Recall from Definition 2.2 that this means that the set P as well as the sets of

input and output labels A, B—the domains of λ and µ—are finite. Moreover, for two

elements p, q of a partial order (P,≤), recall that we write p ⋖ q if q covers p from above:

that is, if p < q and there are no r ∈ P satisfying p < r < q. In the below we will use

the notation

Pa(p) := {q ∈ P | q ⋖ p} and Ch(p) := {r ∈ P | p ⋖ r}. (3.5)

Definition 3.1. A (quantum) circuit with input systems Aa for a ∈ A and output systems

Bb for b ∈ B is a tuple P = (P, {Zq
p}p⋖q, {Ep}p) of a circuit shape P ≡ (P,≤, λ, µ) from

A to B together with a choice of

quantum systems Zq
p for each p, q ∈ P so that p ⋖ q (3.6)

and quantum channels Ep : Aλ−1(p)Z
p
Pa(p) → ZCh(p)

p Bµ−1(p) for each p ∈ P. (3.7)

Here Zp
Pa p :=

⊗
q∈Pa pZ

p
q and ZCh p

p :=
⊗

r∈Ch pZ
r
p . For typing reasons, we assume that

all Zq
p systems are distinct; however, they may of course be isomorphic. In a unitary

(quantum) circuit, all gates Ep are unitary channels.

When we say gate, this may refer either to the elements p of P or to their associated

channels Ep.
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Definition 3.2. Let P = (P, {Zq
p}p⋖q, {Ep}p) be a quantum circuit and T ⊆ P a subset of

gates. We denote by ET the quantum channel obtained by composing the gates Ep for

p ∈ T along all matching Zr
q . Note that this can only be done in one way, since each

Zr
q system appears precisely once as an input to a gate Ep for p ∈ P, and precisely once

as an output. The channel ET obtained in this way has domain and codomain

ET : Aλ−1(T ) ⊗
⊗
p∈T

Zp
Pa(p)\T →

⊗
p∈T

ZCh(p)\T
p ⊗Bµ−1(T ). (3.8)

In particular, the composition of all gates in the circuit yields the channel

EP := EP : AA → BB. (3.9)

If an arbitrary channel E : AA → BB satisfies E = EP , then we say P is a circuit

decomposition of E . A unitary circuit decomposition is one in which each gate Ep is

itself a unitary channel.

In Section 2.2 we argued, on the basis of Theorem 2.16, that morphisms of circuit

shapes constitute an appropriate notion of syntactical circuit rewrite and can therefore

never decrease the expressivity of a circuit shape. More precisely, in the quantum case:

Proposition 3.3. Let P and Q be circuit shapes from A to B. If there exists a circuit

morphism f : P → Q then any channel E : AA → BB that has a (unitary) circuit

decomposition of shape P also has a (unitary) circuit decomposition of shape Q.

Proof. By Theorem 2.16 it suffices to show this under the assumption that f is any of

the elementary types of circuit morphisms listed there. We will omit the straightforward

proofs.

Definition 3.4. The connectivity GP ⊆ A× B of a circuit P = (P, {Zq
p}p⋖q, {Ep}p) is the

connectivity GP of its underlying circuit shape.

Corollary 3.5. Let E : AA → BB be a quantum channel and G ⊆ A× B. E has a circuit

decomposition P with connectivity GP ⊆ G if and only if E has a circuit decomposition

of shape LG.

Proof. The ‘only if’ direction follows from Theorem 2.33 and Proposition 3.3. The ‘if’

direction is immediate, since LG has connectivity relation GLG = G.

A natural question now arises: Is the full generality of the concept lattice LG ac-

tually needed in the quantum case, or is there a ‘simpler’ circuit shape—one strictly

below LG in the syntactical preorder on circuit shapes from Definition 2.17—that also

satisfies the first claim of Corollary 3.5? Recall first of all that the maximum and/or

minimum of LG may in some cases be removed without impacting its expressivity (see
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Remark 2.31). One may wonder whether more interesting simplifications can be made,

however. Consider for instance the case of multivariate classical functions: every func-

tion f that has a (quantum or classical) circuit decomposition with connectivity G has

one not only of the shape LG, but also of the syntactically much weaker shape BG from

Section 2.5, due to the existence of copy maps (cf. Eq. (1.2)). The ‘interaction gates’

provided by the joins and meets in LG are not needed to express these functions.

The situation is different in the quantum case: the quantum no-broadcasting the-

orem, and the general fact that properties of composite quantum systems often do not

reduce to properties of their composites, suggest that interaction is crucial for the imple-

mentation of quantum channels. The below illustrates this by way of a simple example.

A more general investigation of the question whether the full generality of LG (up to

potential removal of its minimum and/or maximum) is needed is left for future work;

but a further indication is that the shapes of all causal decompositions constructed

in Lorenz and Barrett [62] were indeed of the shape LG with appropriately removed

minimum and/or maximum.

For our example, let A = B = {1, 2} and consider the relation and circuit shapes

G2 :=
1 2

1 2

, BG2
:=

c d

ba

1 2

1 2

and LG2
:= q

1 2

1 2

. (3.10)

By an argument similar to that in Example 2.25, there is no morphism from LG2 → BG2 :

LG2 has a gate that allows for interaction between a1, a2, b1 and b2, while BG2 does not.

Therefore, LG2 is strictly above BG2 in the syntactical order ⪯. This is reflected by the

existence of a quantum channel that has a decomposition of shape LG2 , but not of shape

BG2 .

Proposition 3.6. Let A1 = A2 = B1 = B2 = L(C2) be qubits. The quantum CNOT

channel CNOT : A1A2 → B1B2 has no circuit decomposition of the shape BG2 in

Eq. (3.10).

This was also noted in [87], though without proof. Our proof makes use of the following

variant of the quantum no-broadcasting theorem [9, 59].

Lemma 3.7. Let E : A → BC be a quantum channel. Suppose that there exists a

quantum channel F : B → A so that

E

F

A

B C

A

=

A

A

, (3.11)

the identity channel idA : A → A. Here denotes the partial trace. In that case, there
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is a state ρ on C so that

E
A

B C

=
A

ρ

C

. (3.12)

Proof of Proposition 3.6. Suppose, for contradiction, that

A B

C D

A2A1

B1 B2

W X Y Z
=

A1 A2

B1 B2

(3.13)

for some quantum systems W ,X,Y ,Z and quantum channels A,B, C,D. Preparing

the state |+⟩ = (|0⟩+ |1⟩)/
√
2 on A2 and tracing out B2 yields

A B

C

+

B1

A1

=

+

B1

A1

=

B1

A1

, (3.14)

the identity channel from A1 to B1 (both qubits). Tracing out B1 from Eq. (3.13) and

applying Lemma 3.7 to the channel A then implies that

A1 A2

B1 B2

A B

C D

A2A1

B1
B2

W X Y Z
=

A B

D

A2A1

B2

W X Z

B

D

ρ

A2A1

B2

X Z
= = (3.15)

for some state ρ on X. This is a contradiction, as the marginal output on B2 depends on

the input A1 in the CNOT on the left-hand side, but not in the circuit on the right-hand

side.

As an immediate consequence of this result, also the circuit shapes BC3 and LC3

from Example 2.21 are quantum inequivalent, with LC3 able to express strictly more

quantum channels.2 The significance of interaction gates for the implementation of

quantum channels is closely related to the recent work of Centeno and Wolfe [25], who

demonstrate the significance of intermediate latents in quantum networks.

2The circuit shape LOSECC3 discussed there is also strictly weaker in quantum channel expressivity

than LC3 , but in a much more subtle way, as we will discuss in Chapter 4.
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3.3 Signalling and causal structure

The top-down properties of signalling and (in the unitary case) causal influence can be

defined in multiple intuitive ways, whose equivalence has been studied before in e.g. [35,

75, 86]. Here we state some, focussing first on signalling through generic channels.

Definition 3.8. Let E : AA → BB be a quantum channel and α ⊆ A, β ⊆ B be sets. We

say that there is no signalling from the (composite) input system Aα to the (composite)

output system Bβ through E , and write Aα ↛E Bβ, if any of the following equivalent

conditions hold.

(i) E†(Bβ) ⊆ A′
α = AA\α.

(ii) There exists a quantum channel D : AA\α → Bβ so that TrBB\β ◦ E = TrAα ⊗D,

or diagrammatically,

E =

BB\β

Aα

· · ·

· · ·

Bβ

AA\α

· · ·

· · ·

D

Aα

· · ·

Bβ

AA\α

· · ·

· · ·

. (3.16)

Circuit diagrams like these are always to be read from bottom to top; the symbol

denotes the partial trace.

(iii) There are a quantum system X and channels F : AA\α → XBβ and G : AαX →
BB\β so that E = G ◦ F , or diagrammatically,

E =

BB\β

Aα

· · ·

· · ·
Bβ

AA\α

· · ·

· · ·

F

Aα

· · ·

G

BB\β
· · ·

AA\α

· · ·

Bβ

· · ·

X . (3.17)

If, on the other hand, these conditions are not satisfied, we say that there is signalling

from Aα to Bβ through E and write Aα →E Bβ. In the case of singletons α = {a} and

β = {b}, we will write Aa ↛E Bb or Aa →E Bb instead.

The first, algebraic, condition, which echoes the microcausality axiom from quantum

field theory, is most natural for the algebraic proofs in this chapter. Condition (ii), on

the other hand, has a more transparent operational interpretation: it expresses that

the marginal output state on Bβ does not depend on the state of the input system Aα.

It directly implies (is in fact equivalent to) an even more direct operational condition:

that any trace-preserving operation performed on Aα prior to application of E makes

no difference for observations at the marginal output Bβ.

The final condition in item (iii) gives a preview of the notions central to the rest of
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this thesis. Note that the circuit on the right-hand side of Eq. (3.17) has no upward-

directed path connecting Aα to Bβ: this makes the lack of signalling between those

systems graphically apparent. The fact that (iii) is in fact equivalent to no signalling

Aα ↛E Bβ as defined by (i) and (ii) means that the latter, top-down, condition can

be completely expressed in terms of bottom-up, compositional properties of a circuit

decomposition. Moreover, it means that X, F , and G in Eq. (3.17) parametrise the set

of all channels E : AA → BB satisfying the no-signalling condition Aα ↛E Bβ. This is

what causal decompositions seek to generalise in the case of unitary quantum channels,

as discussed later.

Proof of equivalence. Recall from Eq. (3.2) that the Hilbert-Schmidt adjoint of the par-

tial trace TrA is the preparation of the unit 1A. Close inspection of conditions (i) and

(ii) then reveals that they are just each other’s adjoint, and thus equivalent.

The proof of the direction (iii) ⇒ (ii) is best stated diagrammatically: using that G
is trace-preserving, we have

U =

BB\β

Aα

· · ·

· · ·

Bβ

AA\α

· · ·

· · ·

V

Aα

· · ·

W

BB\β

· · ·

AA\α

· · ·

Bβ

· · ·

X = V

Aα

· · ·
AA\α

· · ·

Bβ

· · ·
X

=

V

Aα

· · ·
AA\α

· · ·

Bβ

· · ·

X , (3.18)

which is of the desired form on the right-hand side of Eq. (3.16). This proof brings out

how the lack of a path through a circuit decomposition implies a lack of signalling.

The opposite direction (ii) ⇒ (iii) was first established by Eggeling, Schlingemann

and Werner [35] using a proof based on the uniqueness (up to isometries) of Stinespring

dilations. A similar, but diagrammatically stated, proof can be found in [29, The-

orem 23], which generalises this result to any probabilistic theory satisfying a postulate

stating the existence of purifications unique up to reversible transformations, of which

the theory of quantum systems and quantum channels is a special case.

3.3.1 The unitary case

For reasons detailed later, we take a particular focus on those cases in which E is in fact

a unitary quantum channel.

Definition 3.9. Because of the fundamental status of unitary channels, we shall refer

to the properties Aα ↛U Bβ and Aα →U Bβ of Definition 3.8 not as (no) signalling

but instead as (no) causal influence through U . In doing this we follow works such as

Refs. [4, 11, 12, 62, 75].

Causal influences through unitaries enjoy the following two properties not shared by

signalling relations through generic channels; particularly the second (Proposition 3.11)

will be crucial to the rest of this chapter and the next.
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Proposition 3.10 (Time symmetry [8, 62]). Let U : AA → BB be a unitary channel and

U† : BB → AA its inverse. For any α ⊆ A and β ⊆ B, we have Aα ↛U Bβ if and only

if Bβ ↛U† Aα.

Proof. Since U is a *-isomorphism (see Proposition 3.30) and hence commutes with

taking the commutant, we have Aα ↛U Bβ ⇔ U†(Bβ) ⊆ A′
α ⇔ Bβ ⊆ U(A′

α) ⇔ Bβ ⊆
U(Aα)

′ ⇔ U(Aα) ⊆ B′′
β ⇔ U††(Aα) ⊆ Bβ ⇔ Bβ ↛U† Aα.

3

Proposition 3.11 (Causal atomicity [11, 75, 117]). Let U : AA → BB be a unitary channel.

For any α ⊆ A and β ⊆ B, Aα →U Bβ if and only if there are a ∈ α and b ∈ β such

that Aa →U Bb.

Proof. We prove the contrapositives. Suppose thatAα ↛U Bβ, that is, U†(Bβ) ⊆ AA\α.

In that case we have, for any a ∈ α and b ∈ β, U†(Bb) ⊆ U†(Bβ) ⊆ AA\α ⊆ AA\{a}, so

Aa ↛U Bb either. This direction of course holds for generic channels, too.

For the other direction, suppose that for all a ∈ α and b ∈ β, we have Aa ↛U Bb.

Then for all b ∈ β, U†(Bb) ⊆
⋂

a∈αAA\{a} = AA\α. Now, Bβ is just the algebraic span∨
b∈β Bb,

4 and U†, being a *-isomorphism, preserves algebraic spans: therefore,

U†(Bβ) = U†

( ∨
b∈β

Bb

)
=
∨
b∈β

U†(Bb) ⊆ AA\α, (3.19)

meaning Aα ↛U Bβ.

Causal atomicity states, in other words, that all multi-system causal influence re-

lations through a unitary channel are determined by the single-system ones. Although

simple to prove, it is a remarkable fact, seeing as many other properties of quantum

systems are not reducible to properties of their subsystems. Causal atomicity allows us

to focus fully on the single-system influences, captured by the following.

Definition 3.12. The causal structure of U is the relation GU ⊆ A× B satisfying

(a, b) ∈ GU ⇐⇒ Aa →U Bb. (3.20)

3.4 Causal decompositions

Causal decompositions relate the compositional structure (from Chapter 2 and Sec-

tion 3.2) to the causal structure (from Section 3.3) of unitary transformations. One

direction is simple: compositional structure constrains signalling and causal structure

in the following way.

3Recall that we are working only with finite-dimensional factor algebras, so that X ′′ = X is always

satisfied.
4The algebraic span

∨
b∈β Bb is given by the double commutant

(⋃
b∈β Bb

)′′
.
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Proposition 3.13 (Soundness of no-connectivity for no-signalling). Let E : AA → BB be

a quantum channel with a circuit decomposition P . If α ⊆ A and β ⊆ B are such that

GP ∩ (α× β) = ∅, then Aα ↛E Bβ.

Proof. Let P ≡ (P,≤, λ, µ) be the circuit shape underlying the quantum circuit P and

write

↓µ(β) := {p ∈ P | ∃b ∈ β : p ≤ µ(b)}. (3.21)

Recalling the notation from Definition 3.2, consider the two channels E↓µ(β) and EP\↓µ(β).
Note that

λ−1(↓µ(β)) = {a ∈ A | ∃b ∈ β : λ(a) ≤ µ(b)} = G−1
P (β); (3.22)

therefore the domains of these channels are (cf. Eq. (3.8))

E↓µ(β) : AG−1
P (β) → ZBµ−1(↓µ(β)) (3.23)

and EP\↓µ(β) : AA\G−1
P (β)Z → BB\µ−1(↓µ(β)), (3.24)

where Z :=
⊗

p⋖q;p∈↓µ(β);q /∈↓µ(β)Z
q
p . P is a circuit decomposition of E , so E is the

composition of these two gates:

E =
· · ·

· · ·

E↓µ(β)

AA\G−1
P (β)

· · ·

EP\↓µ(β)

BB\µ−1(↓µ(β))
· · ·

AG−1
P (β)

· · ·

Bµ−1(↓µ(β))
· · ·

Z (3.25)

Item (iii) of Definition 3.8 tells us that this is precisely the no-signalling condition

AA\G−1
P (β) ↛E Bµ−1(↓µ(β)). (3.26)

The premise that GP ∩ (α × β) = ∅ implies that α ⊆ A \ G−1
P (β); it is also the case

that β ⊆ µ−1(↓µ(β)). The no-signalling condition of Eq. (3.26) therefore also implies

Aα ↛E Bβ, as desired.

Due to causal atomicity (Proposition 3.11), the special case of the above Proposition

for unitary channels can be stated compactly.

Corollary 3.14 (Soundness of no-connectivity for no-influence). If a unitary channel U
has a circuit decomposition P , then GU ⊆ GP .

One way of regarding a circuit decomposition is therefore as a possible more ‘fine-

grained’ description of the process giving rise to U , in which the lack of causal influence

between certain input and output systems is made immediately clear through the lack

of causal mediators (systems along paths connecting those inputs and outputs). Now,

as we saw in Definition 3.8, if a unitary U satisfies a no-influence constraint of the

form Aα ↛U Bβ, then this can always be reflected in a no-connectivity relation of
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an appropriate circuit decomposition (Eq. (3.17)). Considering instead a more general

causal constraint expressed by the fact that GU ⊆ G for some relation G ⊆ A × B,

a naturally arising question, and one motivated by the applications described earlier,

is whether also the constraint GU ⊆ G can always be reflected by corresponding no-

connectivity relations in a single circuit—without making any further assumptions on

U . This gives rise to the definition below.

Definition 3.15. Let G ⊆ A × B be a relation and U : AA → BB a unitary channel

that satisfies the causal constraint GU ⊆ G. We say that a circuit decomposition P

of U represents this constraint if its connectivity satisfies GP ⊆ G. After all, in this

case it directly implies the causal constraint GU ⊆ G by the chain of inclusions GU ⊆
GP ⊆ G, appealing to soundness (Corollary 3.14). A causal decomposition is a circuit

decomposition representing a given causal constraint; a unitary causal decomposition

one all of whose gates are themselves unitary.

Moreover, we say that a relation G ⊆ A× B implies (unitary) causal decompositions

if for each choice of quantum systems Aa for a ∈ A and Bb for b ∈ B, every unitary

channel U : AA → BB satisfying the causal constraint GU ⊆ G admits of a (unitary)

causal decomposition representing the constraint. By Corollary 3.5 the latter condition

is equivalent to requiring the existence of a (unitary) circuit decomposition of U with

shape LG.

In other words, a causal decomposition diagrammatically exposes the no-influence

constraints GU ⊆ G by factoring the inclusion through GP as GU ⊆ GP ⊆ G.

In the next section we shall characterise those G that imply unitary causal decom-

positions, specifically. Our motivation for requiring gates to be unitary is twofold. First

of all, unitary transformations U play a fundamental role in physics by describing the

evolution of isolated quantum systems. If the purpose of a circuit decomposition of U
is to describe the physics of such an evolution on a more fine-grained level, for instance

to explain no-influence by a lack of mediating systems, then it is natural to require that

its constituent gates also correspond to evolutions of isolated systems. Secondly, if G

implies unitary causal decompositions, then the systems Zq
p and gates Ep constituting

the circuit decompositions with shape LG parametrise the class of unitary channels U
satisfying GU ⊆ G, thereby providing generalised autonomous causal mechanisms for

the quantum causal models of [4, 11], as described in Chapter 1. For this application

it is of course crucial that any combination of parameters in fact specifies a channel

that belongs to the class—i.e. one that is, in particular, unitary. Since inserting generic

channels into the boxes of a circuit shape generally yields non-unitary channels, it makes

sense to focus on circuit decompositions with only unitary gates.

3.4.1 Causally faithful decompositions

In light of some ambiguity of the term ‘causal structure’ in the literature, it is worth

making a comment about the different roles that binary relations G ⊆ A×B can play. As

a bottom-up notion, a relation G ⊆ A×B appears as the connectivity relation of a circuit;



3. CAUSAL AND COMPOSITIONAL STRUCTURE 45

as a top-down notion, a relation is instead about causal influences through unitary

transformations. Importantly, however, for the second kind there are two distinct views

on what G is taken to represent. Loosely speaking, on a ‘positive view’, to consider a

relation G is to assert a set of causal influences that are present ; on a ‘negative view’,

it is instead to assert a set of causal influences that may be present. We reserve the

term causal structure for the former view. Every unitary channel U thus has a unique,

well-defined causal structure: it is the relation GU from Definition 3.12. In contrast, the

‘negative view’ sees G as encoding no-influence constraints; compatibility of a unitary

U with these constraints is the statement that GU ⊆ G.

The connectivity of a circuit decomposition is best seen as imposing constraints on

the causal structure of a unitary in the negative sense. Indeed, while the absence of a

path connecting a to b implies the absence of causal influence, the presence of one does

in no way gaurantee the presence of influence. For this reason, the role we have assigned

to G in the discussion about causal decompositions above is the negative one. It is also

most relevant to the parametrisation application (the class parametrised by the gates

and wires of LG is that of the unitaries satisfying GU ⊆ G, not GU = G) as well as

to the spacetime application to be discussed in Chapter 4 (indeed, spacelike separation

rules out causal influence, but timelike separation does not necessitate it).

However, one of the advantages of the top-down approach to quantum causal in-

fluences from [4, 11, 12, 61, 62] is that it allows one to speak of causation also in the

positive sense. Rather than something imposed by an external causal framework such

as a relativistic spacetime or the topology of a circuit or network, this enables a more

primitive view of causation as a property of unitary dynamics itself, which is helpful in a

foundational context (see e.g. [74]). The following special type of causal decomposition

then becomes relevant.

Definition 3.16. A circuit decomposition P of U is causally faithful if GP = GU ; that

is, if it reflects precisely all no-influence relations satisfied by U . We say that the

relation G ⊆ A× B implies (unitary) causally faithful decompositions if for each choice

of quantum systems Aa for a ∈ A and Bb for b ∈ B, every unitary channel U : AA → BB

with causal structure GU = G admits a (unitary) causally faithful circuit decomposition,

or, equivalently, a (unitary) circuit decomposition with shape LG.

Most results of Lorenz and Barrett [62] were formulated as the statement that G

implies causally faithful decompositions, but actually proved the at least as general

statement that G implies causal decompositions. In the rest of this chapter we will keep

both views into account and we will see in Theorem 3.23 that implying unitary causal

decompositions is in fact equivalent to implying unitary causally faithful decompositions.

3.4.2 Existing results and routed quantum circuits

The question now becomes: Which relations G ⊆ A×B imply unitary causal, or causally

faithful, decompositions? Lorenz and Barrett [62] proved a number of positive results,
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but also found counterexamples. The simplest counterexample, which turns out crucial

for the treatment of the general case in Section 3.5, is the following.

Example 3.17. Let A = B = {1, 2, 3} and consider the 3-qubit unitary channel

U3

B1 B2 B3

A1 A2 A3

:=

B1 B2 B3

A1 A2 A3

, (3.27)

consisting of two CNOT gates, where Ai
∼= Bi

∼= L(C2) for i ∈ {1, 2, 3}. The causal

structure of this unitary channel is GU3 = C3 from Eq. (2.12), which we reproduce here

for convenience (and with appropriate labels):

C3 =
1 2 3

1 2 3

. (3.28)

Indeed, it is clear that A3 ↛U3 B1 since there is no path between those systems in the

circuit representation of U3 given above (cf. Proposition 3.13). Since the two CNOTs

commute, we also have A1 ↛U3 B3. Meanwhile, there is influence between all other

systems.

However, U3 does not admit a unitary causally faithful circuit decomposition. If it

did, then by Corollary 3.5 it would have to have one of the particular shape LC3 from

Eq. (2.13). That is however easily seen to be impossible, i.e.

B1 B2 B3

A1 A2 A3

̸= X Y

Z

W

C D

E F

B2 B3

A2 A3

B1

A1

(3.29)

for any choice of systems C,D,E,F and unitary channels W,X ,Y,Z. Indeed, since

A2 is a qubit and W is unitary, either of the two systems C,D would have to be trivial,

contradicting the fact that U3 has influence A2 →U3 B1 as well as A2 →U3 B3.

As a result, C3 does not imply unitary causal or causally faithful decompositions. �

It was shown in [62] that the situation changes when considering an extended

quantum circuit paradigm that, in addition to tensor products and sequential com-

position, incorporates direct sums. This extended paradigm has been formalised in the

framework of routed quantum circuits [104, 107], which turn out to naturally model

phenomena outside the context of causal decompositions as well [74, 75, 104, 106, 107,

110]. Routed circuits come with a graphical circuit language in which the direct sum

structure is represented by indices on the wires. This circuit language satisfies sound-

ness of no-connectivity for no-signalling and no-influence, i.e. statements analogous to
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Proposition 3.13 and Corollary 3.14 (see [62, App. A.10] and [107]). It therefore makes

sense to consider causal and causally faithful decompositions in terms of routed circuits

as well, and in particular—for the same reasons as described above—in terms of unit-

ary routed circuits. Lorenz and Barrett [62] showed that some unitaries U may admit

unitary routed circuit decompositions of a given connectivity G even if they do not ad-

mit unitary circuit decompositions with that connectivity in the traditional, non-routed

circuit formalism: as an example, U3 from Eq. (3.27) admits a unitary routed circuit

decomposition of the shape in Eq. (3.29). In fact, they showed that every tripartite

unitary channel U with GU ⊆ C3 does [62, Theorem 3]: in other words, C3 implies

unitary routed causal decompositions even though it does not imply unitary causal

decompositions.

It is worth noting that any unitary routed circuit may be converted into a traditional

quantum circuit of the same shape that expresses the same overall channel; however, in

the process, one generally has to give up unitarity of the gates. Indeed, as far as causal

decompositions are concerned, the merit of generalising to routed circuits predominantly

lies in preserving unitarity of the gates in the decomposition. (The generalisation makes

much sense from a mathematical perspective, too: traditional unitary quantum circuits

can be regarded as decompositions of *-isomorphisms with the special property that the

intermediate C∗-algebras (inner wires in the circuit) are all factors (algebras with trivial

centre; see Section 3.6), while routed unitary decompositions also allow for non-factor

algebras.)

One may thus consider, for each relation G ⊆ A×B and unitary channel U : AA → BB

satisfying GU ⊆ G, the statements

(i) U admits a unitary circuit decomposition with connectivity G (i.e. into unitary

gates in the traditional, non-routed circuit setting);

(ii) U admits a unitary routed circuit decomposition with connectivity G;

(iii) U admits a circuit decomposition with connectivity G (i.e. into generic CPTP

gates in the traditional circuit setting).

We have (i) ⇒ (ii) ⇒ (iii) while, as witnessed by Example 3.17 and [62, Theorem 3],

the direction (i) ⇐ (ii) generally fails.

Lorenz and Barrett [62] proved that

Theorem 3.18 ([62]). If |A| ≤ 3 or |B| ≤ 3, then any G ⊆ A × B implies routed unitary

causal decompositions, and therefore also implies causal decompositions (into generic

channels).

They showed the same for a handful of relationsG in the case where |A| = |B| = 4. Future

work will however show that the direction (ii) ⇐ (iii) above also fails in general, and

that some four-input, four-output unitaries do not admit causally faithful routed unitary

decompositions (of type (ii)), even if they do still admit causally faithful decompositions

(of type (iii)). The following remains an open problem.
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Conjecture 3.19. Every relation G ⊆ A× B implies causal decompositions. Equivalently,

every unitary U admits a causally faithful circuit decomposition.

3.4.3 Decompositions of generic quantum channels

Even prior to the question of whether to allow the gates in causal decompositions to

be generic quantum channels or only unitary ones, one might wonder why we require

that the overall channel U : AA → BB—that which is to be decomposed—be unitary

to begin with. Indeed, many of the notions we have defined in the preceding sections

were stated for general channels E : AA → BB: they have circuit decompositions,

as defined in Definition 3.2, and satisfy (no-)signalling relations as in Definition 3.8;

moreover, Proposition 3.13 showed that no-connectivity implies no-signalling through

general channels. One could define a relation GE ⊆ A×B specifying which single-system

signalling relations Aa →E Bb hold in E , and wonder whether, or in what special cases,

there exist circuit decompositions P of E that explain a given collection of no-signalling

relations GE ⊆ G by factoring the inclusion through as GE ⊆ GP ⊆ G.

One can generally however not expect such decompositions to exist. One reason is

that signalling through generic channels is not atomic in the sense of Proposition 3.11:

if E , for instance, satisfies the no-signalling relations Aa ↛E Bb1 and Aa ↛E Bb2 for

some a ∈ A and b1, b2 ∈ B, then it may still exhibit signalling to the composite system

Aa →E B{b1,b2}. An example is the qubit channel

E
Aa

Bb1 Bb2

:=
Φ+

Aa

Bb1 Bb2

, (3.30)

where Φ+ := (|00⟩+ |11⟩) /
√
2 is the maximally entangled state. The connectivity of a

quantum circuit, on the other hand, is atomic, in the sense that the absence of paths

from a to b1 and from a to b2 through a circuit decomposition of E implies the absence

of a path from a to the joint system {b1, b2}—which in turn necessarily implies, by

Proposition 3.13, the no-signalling relation Aa ↛E B{b1,b2}. Equality GE = GP for the

example above can thus not be reached: any circuit decomposition satisfies the strict

inclusion GE ⊊ GP .

A more fundamental understanding of this failure can be reached by considering

unitary dilations of E—unitary channels U : AAE → BBF satisfying E(−) = TrF U(−⊗
ρ) for some state ρ ∈ E—and their causal structure GU ⊆ (A ∪ {e})× (B ∪ {f}). Note

first of all the following, which can be straightforwardly verified.

Proposition 3.20. If E has a unitary dilation U , then for any α ⊆ A, β ⊆ B, we have

Aα ↛U Bβ =⇒ Aα ↛E Bβ. In particular, GE ⊆ GU ∩ (A× B).

In other words, the absence of influence on the fundamental, unitary level implies the

absence of signalling on the operational level. The converse however generally fails:
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influences on the unitary level may become unobservable on the operational level due to

a fine-tuned choice of dilation state ρ (see Section 4.1.2). In fact, every unitary dilation

U of the example channel in Eq. (3.30) satisfies the strict inclusion GE ⊊ GU ∩ (A× B).

Indeed, suppose that GE = GU ∩ (A× B), so that in particular Aa ↛U Bb1 and Aa ↛U
Bb2 ; causal atomicity, which does hold for U (Proposition 3.11), would then imply that

also Aa ↛U B{b1,b2}. This would in turn mean that Aa ↛E B{b1,b2} (Proposition 3.20),

contradicting the definition given in Eq. (3.30).

Now, the connectivity of a circuit decomposition does in fact not only impose no-

signalling relations through E , but also tells us about no-influence relations through its

unitary dilations:

Proposition 3.21. If a channel E : AA → BB has a circuit decomposition P with con-

nectivity GP , then it admits of a unitary dilation U : AAE → BBF that itself has a

unitary circuit decomposition PU whose connectivity relation GPU ⊆ (A∪{e})×(B∪{f})
satisfies GPU ∩ (A× B) = GP . Overall, then, we have

GE ⊆ GU ∩ (A× B) ⊆ GPU ∩ (A× B) = GP . (3.31)

Proof. For each p ∈ P, the circuit shape underlying P , dilate the gate Ep : Aλ−1(p)Z
p
Pa(p) →

Z
Ch(p)
p Bµ−1(p) to a unitary Up : Aλ−1(p)Z

p
Pa(p)Ep → Z

Ch(p)
p Bµ−1(p)Fp with dilating sys-

tems Ep and Fp and dilation state ρEp ∈ Ep. Collect all dilating systems together

into E :=
⊗

p∈PEp and F :=
⊗

p∈P Fp and define the state ρE :=
⊗

p∈P ρEp . Let PU
be the circuit consisting of the unitary gates Up and U : AAE → BBF the unitary it

implements; then U is a unitary dilation of E and PU satisfies the required connectivity

constraint.

The observation about the example E in Eq. (3.30) we made above—that every

circuit decomposition P of E necessarily satisfies GE ⊊ GP—can thus be understood

as a consequence of the combination of two facts: first, that all of E ’s unitary dilations

satisfy GE ⊊ GU ∩ (A × B), and second, that the circuit decomposition P implies the

existence of a unitary dilation with GU ∩ (A × B) ⊆ GP . More generally speaking,

signalling and influence are notions that should not be conflated, and out of the two,

it is influence that is more closely related to compositional structure (see Eq. (3.31)).

Finally, even in cases where equality GE = GP cannot be reached, one may neverthe-

less be interested in determining whether E admits a circuit decomposition with some

other given connectivity GP . However, as Proposition 3.21 shows, the existence of such

a decomposition is equivalent to the existence of an appropriate circuit decomposition

of one of E ’s unitary dilations. It is for these reasons that in the rest of this chapter,

we will focus on the purely unitary case.

3.5 Characterisation of unitary causal decompositions

We now present the main contribution of this chapter: a combinatorial characterisation

of those relations G ⊆ A× B that imply unitary causal and causally faithful decompos-



50 3.5. CHARACTERISATION OF UNITARY CAUSAL DECOMPOSITIONS

itions. Recall from Example 3.17 that the relation C3 does not satisfy this property.

The general condition turns out to boil down to the absence of a copy of C3.

Definition 3.22. A relation G ⊆ A × B satisfies the C3 exclusion property, abbreviated

(C3-EP), if for all a1, a2, a3 ∈ A and b1, b2, b3 ∈ B, we have

G ∩ ({a1, a2, a3} × {b1, b2, b3}) ̸=
a1 a2 a3

b1 b2 b3

. (C3-EP)

Theorem 3.23. Let A and B be finite sets and G ⊆ A× B. The following are equivalent.

(i) G satisfies (C3-EP).

(ii) G implies unitary causal decompositions: that is, for all choices of quantum sys-

tems Aa for a ∈ A and Bb for b ∈ B, every unitary channel U : AA → BB with

causal structure GU ⊆ G admits a unitary circuit decomposition P with connectiv-

ity GP ⊆ G.

(iii) G implies unitary causally faithful decompositions: that is, for all choices of

quantum systems Aa for a ∈ A and Bb for b ∈ B, every unitary channel U :

AA → BB with causal structure GU = G admits a unitary circuit decomposition

with connectivity GP = G, that is, a unitary causally faithful decomposition.

Proof. (i) ⇒ (ii) is proven in Theorem 3.26; (ii) ⇒ (iii) is immediate; and (iii) ⇒ (i) is

proven in Proposition 3.28.

It is important to stress what Theorem 3.23 does not show. For one, it is not the

case that if G fails (C3-EP), then no unitary channel U with GU ⊆ G admits a unitary

causal decomposition reflecting GU ⊆ G. Indeed, there exist unitary channels with

causal structure GU = C3 that, in contrast to U3 in Example 3.17, do have a unitary

causally faithful decomposition [62]: consider for instance the circuit

Aa1 Aa2 Aa3

Bb1 Bb2 Bb3

(3.32)

consisting only of qubits and identity gates. It is a unitary causally faithful decompos-

ition for the unitary channel that it defines.

Moreover, Theorem 3.23 characterises which G imply unitary causal decompositions,

specifically. As discussed below Example 3.17, every unitary with GU ⊆ C3 still admits a

routed unitary causal decomposition reflecting that constraint (i.e. of the type (ii) men-

tioned there), and therefore also a causally faithful decomposition into generic CPTP

maps (i.e. of type (iii)).
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3.5.1 Overview of the proof

We start in Section 3.5.2 with a purely syntactical theorem describing a number of

equivalent formulations of the C3 exclusion property. We show, in particular, that the

property manifests itself in a simple property of the circuit diagram of LG, namely that

it does not have more than one path between any given input and output. Note that LC3

indeed violates this property (see Eq. (3.29)); an example satisfying the property is in

Eq. (2.32). Readers familiar with the routed circuit formalism or the results from Lorenz

and Barrett [62] might find this result intuitive, as in a routed circuit, any introduction

of nontrivial route indices (e.g. at gate W in Eq. (3.29)) is necessarily followed by a

recombination (at gate Z).

In Section 3.5.3 we use this syntactical result to prove the direction (i) ⇒ (ii) in

Theorem 3.23: that is, we prove that if GU ⊆ G and G satisfies (C3-EP), then U
admits a decomposition with connectivity G. We do this by induction on LG, providing

it with appropriate quantum semantics from the bottom upwards. Each induction

step crucially relies on an operator-algebraic result (Lemma 3.27 proven in Section 3.6)

about the representation of commuting subalgebras on tensor-product factors; after

all, a unitary gate Vq is nothing but a refactorisation of its input space into a tensor

product of output systems. The circuit shape LG turns out to be very useful here: not

only does it provide the right circuit syntax, but the specific way it was constructed

in Chapter 2—as consisting of pairs ⟨α, β⟩ of subsets α of inputs and β of outputs—

also acts as a blueprint for the semantic proof, telling us at each induction step which

commuting subalgebras need to be considered and where they should go. Moreover,

it is the combinatorial properties of LG implied by (C3-EP) from Section 3.5.2 that

guarantee the premises of the operator-algebraic Lemma 3.27, which in turn yields the

desired decompositions into tensor products of factor algebras—as opposed to direct

sums over tensor products as in Proposition 3.34, which may in some cases instead be

used for routed circuit decompositions.

The converse direction ¬(i) ⇒ ¬(ii) of Theorem 3.23 is a more or less straightforward

generalisation of Example 3.17, where we exhibited a unitary channel U3 with causal

structure GU3 = C3 that has no unitary circuit decomposition with connectivity C3.

Showing the stronger claim that ¬(i) ⇒ ¬(iii) however requires more work. We do

this in Section 3.5.4: given an arbitrary relation G that fails (C3-EP), we construct

a unitary channel with causal structure GU = G and show that it does not admit a

unitary causally faithful circuit decomposition. The constructed unitary U contains U3

as a factor, and the proof is ultimately, like Example 3.17, based on a dimensionality

argument.



52 3.5. CHARACTERISATION OF UNITARY CAUSAL DECOMPOSITIONS

3.5.2 The C3 exclusion property in terms of the concept lattice

The theorem below proves a number of alternative formulations of the C3 exclusion

property, some in terms of the concept lattice LG. Recall that

C3 =
a1 a2 a3

b1 b2 b3

and LC3 =

b2 b3b1

a2 a3a1

; (3.33)

and, from Proposition 2.32, that for any v ∈ LG,

βv = µ−1
K (v) ∪

⋃
w∈Ch(v)

βw, (3.34)

where Ch(v) := {w ∈ LG | v ⋖ w}. Moreover, an order embedding is a map φ : P → Q

between partial orders P, Q that satisfies p ≤P q ⇔ φ(p) ≤Q φ(q), and a path from a to

b through a circuit shape P is a sequence p1, p2, . . . , pn ∈ P such that λ(a) = p1 ⋖ p2 ⋖
· · · ⋖ pn = µ(b). In case P is finite, there exists such a path iff aGPb.

Theorem 3.24. Let A and B be finite sets and G ⊆ A× B. The following are equivalent.5

(i) G satisfies the C3 exclusion property (C3-EP).

(ii) The circuit shape LC3 does not embed into LG, in the following sense: denoting

by ⊥,⊤ ∈ LC3 respectively the minimum and maximum of LC3, there is no order

embedding φ : LC3 → LG such that both αφ(⊥) and βφ(⊤) are nonempty.

(iii) The circuit shape LG has, for each a ∈ A and b ∈ B, no more than one path from

a to b.

(iv) For all v ∈ LG so that αv ̸= ∅ and distinct w,w′ ∈ Ch(v), βw ∩ βw′ = ∅: that is,

the union in Eq. (3.34) is disjoint whenever αv ̸= ∅. (Or, equivalently, the dual

statement.)

(v) For all b1, b2, b3 ∈ B, either p({b1, b2})∩p({b2, b3}) = ∅ or p({b1, b2}) ⊆ p({b2, b3})
or p({b1, b2}) ⊇ p({b2, b3}).

Condition (ii) is closely analogous to the C3 exclusion property itself in that it asserts

the absence of a particular substructure, albeit now on the level of the canonical circuit

shape. Condition (iii) is the condition that is graphically easiest to check.6 Note that

since LG has connectivity G, another way of phrasing (iii) is that LG has exactly one

5In case A and B are infinite, items (i), (ii) and (v) are still equivalent, as can be seen from the

proof below. However, as far as the application of this theorem to quantum circuits in Section 3.5.3 is

concerned, we can assume that A and B are finite.
6Condition (iii) is also meaningful in the context of routed circuits. In a routed circuit, any nontrivial

sectorial correlations (repeated indices) created at a bifurcation in the circuit must later be recombined
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path between each a and b such that aGb. Condition (iv) is most directly useful for our

proof in Section 3.5.3. We have included condition (v) for completeness.

Proof. Many of these implications are most straightforwardly proven in their contra-

positive form. To avoid an overabundance of subscripts we will write λ := λLG and

µ := µLG for the maps defined in Eq. (2.27).

Our proof for the direction ¬(i) ⇒ ¬(ii) builds on a general result in formal concept

analysis [46, Proposition 38] which states that if G ⊆ A × B, A′ ⊆ A, B′ ⊆ B, and

G′ := G ∩ (A′ × B′), then the concept lattice LG′ embeds into LG. One such order

embedding is given by φ : LG′ → LG, v 7→ ⟨pc(αv), c(αv)⟩. Here (c, p) is the Galois

connection derived from G; the relation G′ comes with its own Galois connection (c′, p′)

between P(A′) and P(B′). For completeness we will show that φ is indeed an order

embedding. This amounts to demonstrating that for all α1, α2 ⊆ A′ that are closed with

respect to p′c′, we have

α1 ⊆ α2 ⇐⇒ pc(α1) ⊆ pc(α2). (3.35)

The left-to-right direction is immediate from Eq. (2.19). For the right-to-left direction,

note that pc(α1) ⊆ pc(α2) implies c(α1) ⊇ c(α2) (by Eqs. (2.19) and (2.21)), which in

particular means that c(α1) ∩ B′ ⊇ c(α2) ∩ B′. Since c′(−) = c(−) ∩ B′, which can be

easily verified, this means that c′(α1) ⊇ c′(α2), and therefore p′c′(α1) ⊆ p′c′(α2). But

since α1, α2 were closed with respect to p′c′, this just means that α1 ⊆ α2.

Now, assume ¬(i), that is, that there exist A′ := {a1, a2, a3} ⊆ A and B′ := {b1, b2, b3} ⊆
B so that G ∩ (A′ × B′) = C3. To show ¬(ii), it remains to show that αφ(⊥) ̸= ∅ and

βφ(⊤) ̸= ∅. For the former, note (e.g. from the diagram for LC3 above) that α⊥ ̸= ∅;
therefore the closure pc(α⊥) is nonempty too and thus αφ(⊥) = pc(α⊥) ̸= ∅. For the

latter, note similarly that c(α⊤) ⊇ c′(α⊤) = β⊤ ̸= ∅, so that βφ(⊤) = c(α⊤) ̸= ∅ either.

Next, let us show that ¬(ii) ⇒ ¬(i). ¬(ii) tells us that there exist v, w,w′, x ∈ LG

so that αv ̸= ∅ ̸= βx, v < w < x, v < w′ < x, and w # w′ (the latter meaning w and

w′ are incomparable in the order ≤ on LG). Pick arbitrary a2 ∈ αv and b2 ∈ βx. We

claim that it is possible to pick a1 ∈ αw and b3 ∈ βw′ so that λ(a1) ≰ µ(b3). Indeed,

if all a1 ∈ αw, b3 ∈ βw′ satisfied λ(a1) ≤ µ(b3), then we would have
∨

a1∈αw
λ(a1) ≤∧

b3∈βw′ µ(b3), which by Proposition 2.32(iii) just means w ≤ w′, in contradiction with

the assumption that w # w′. Similarly, it is possible to pick a3 ∈ αw′ and b1 ∈ βw so

that λ(a3) ≰ µ(b1).

Proving ¬(i) is now a matter of verifying that on the inputs a1, a2, a3 and outputs

b1, b2, b3, G restricts to the relation C3. First of all, a1Gb1 follows from the facts that

LG has connectivity G and that λ(a1) ≤ w ≤ µ(b1) (by Proposition 2.32(ii) and (i)).

Likewise, a1Gb2 since λ(a1) ≤ w < x ≤ µ(b2). Meanwhile, we have ¬(a1Gb3) by

(see for instance the circuits of Lorenz and Barrett [62]). If condition (iii) holds, no bifurcations are

followed by recombinations in the circuit shape LG, except possibly at trivial top and bottom gates as

for instance in Eq. (2.32)—and therefore routed unitary circuits are in this case equally powerful to

traditional unitary circuits. What this and Theorem 3.23 thus tell us is that whenever the canonical

circuit shape does allow for genuinely routed circuits (i.e. in case non-unique paths exist), then traditional

circuits do not suffice for causal decompositions. (In some such cases routed circuits may suffice, but

this has not been proven in general; recall Section 3.4.2).
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construction. Similarly it can be shown that a2Gbi for all of i ∈ {1, 2, 3}, and ¬(a3Gb1)
while a3Gb2 and a3Gb3. This concludes the proof of ¬(ii) ⇒ ¬(i).

We omit the proof of equivalence of (ii) and (iii), which is straightforward. Let’s

prove equivalence of (iii) and (iv). To see that (iii) ⇒ (iv), let v ∈ LG be such that

αv ̸= ∅ and suppose w,w′ ∈ Ch(v) are distinct. Pick a ∈ αv. If there were b ∈ βw ∩βw′ ,

then there would be two distinct paths from a to b: one through v and w and another

through v and w′.

Conversely, to show that ¬(iii) ⇒ ¬(iv), suppose that there are two distinct paths

from a ∈ A to b ∈ B in LG; denote them by {pi}si=1 and {p′i}s
′
i=1 ⊆ LG. Let k ∈

{1, . . . ,min{s, s′}} be the first index where they diverge, so that pk = p′k but pk+1 ̸=
p′k+1. Let v := pk = p′k, w := pk+1, and w

′ := p′k+1. Note that αv is non-empty, as it

contains a. We also have w = pk+1 ≤ ps = µ(b), meaning b ∈ βw. Similarly, b ∈ βw′ .

This establishes ¬(iv).
It remains to verify that (i) and (v) are equivalent. First of all, if ¬(v), then there

exist b1, b2, b3 so that none of p({b1, b2}) \ p({b2, b3}), p({b1, b2}) ∩ p({b2, b3}), and
p({b2, b3}) \ p({b1, b2}) are empty. Let a1, a2, a3 be elements of each of those sets,

respectively; then a1, a2, a3, b1, b2, b3 witness failure of (C3-EP), establishing ¬(i). Con-
versely, if G contains C3, say on the inputs a1, a2, a3 and the outputs b1, b2, b3, then a1 ∈
p({b1, b2})\p({b2, b3}), a2 ∈ p({b1, b2})∩p({b2, b3}), and a3 ∈ p({b2, b3})\p({b1, b2}),
establishing ¬(v).

The following consequence of (iv) above will also be useful in Section 3.5.3.

Lemma 3.25. Let G satisfy (C3-EP), let v ∈ LG be such that αv ̸= ∅ and let w,w′ ∈ Ch(v)

be distinct. We have

G−1(βw) ∩G−1(βw′) = αv. (3.36)

Proof. It suffices to show that for all b ∈ βw and b′ ∈ βw′ , G−1(b) ∩ G−1(b′) =

p({b, b′}) = αv. To do so, note first of all that αv ⊆ αw = p(βw) ⊆ p({b}); sim-

ilarly, αv ⊆ p({b′}). This implies that αv ⊆ p({b, b′}), that is, v ≤ x where x :=

⟨p({b, b′}), cp({b, b′})⟩ ∈ LG. Suppose that v < x; then there is w′′ ∈ Ch(v) so that

v ⋖ w′′ ≤ x. We have w ̸= w′′ or w′ ̸= w′′; without loss of generality, say that the

former holds. By (iv) in Theorem 3.24, we must have βw ∩ βw′′ = ∅. However, both βw
and βw′′ contain b (b ∈ βw by assumption and b ∈ cp({b, b′}) = βx ⊆ βw′′), yielding a

contradiction. Therefore v < x cannot hold, and we must have v = x, or in other words,

αv = p({b, b′}).

3.5.3 Sufficiency of the C3 exclusion property

In this section we prove the direction (i) ⇒ (ii) of Theorem 3.23, showing that every

unitary channel U : AA → BB whose causal structure satisfies GU ⊆ G for some relation

G satisfying the C3 exclusion property admits a unitary circuit decomposition with

connectivity G. In Corollary 3.5 we saw that LG is a good candidate for the shape of

such a decomposition. What remains is therefore to provide it with a suitable unitary
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quantum semantics that implements U . For the theorem below, which achieves precisely

that, recall our notation from Section 3.1; in particular, for β ⊆ B, we writeBβ to denote

the tensor product
⊗

b∈β Bb but often also let it refer to the corresponding subalgebra

Bβ ⊗ {1BB\β} of BB. Furthermore, we write, for v ∈ LG (recalling Eq. (3.5)),

Pa(v) := {u ∈ LG | u ⋖ v}; (3.37)

Ch(v) := {w ∈ LG | v ⋖ w}; (3.38)

↓ v := {u ∈ LG | u ≤ v}; (3.39)

↓* v := {u ∈ LG | u < v}. (3.40)

As in the previous subsection, we abbreviate

λ := λLG and µ := µLG . (3.41)

Theorem 3.26. Let G ⊆ A× B be a binary relation satisfying (C3-EP), Aa for a ∈ A and

Bb for b ∈ B be quantum systems, and U : AA → BB be a unitary channel whose causal

structure satisfies GU ⊆ G. There exist quantum systems

Zw
v for all v, w ∈ LG such that v ⋖ w (3.42)

and unitary channels

Vv : Aλ−1(v)Z
v
Pa(v)

∼−→ ZCh(v)
v Bµ−1(v) for all v ∈ LG (3.43)

such that, defining VT , for any T ⊆ LG, to be the composition of {Vv | v ∈ T} along the

systems {Zw
v | v, w ∈ T, v ⋖ w}, we have that for all v ∈ LG

Bb = V↓ vU†(Bb) for b ∈ µ−1(v); (3.44a)

Zw
v ⊆ V↓ vU†(Bβw) for w ∈ Ch(v). (3.44b)

Moreover, the overall unitary channel VLG is identical to U up to local unitary channels

on the output systems {Bb}b∈B. Therefore, U has a unitary circuit decomposition of

shape LG.

We will prove Theorem 3.26 by induction on LG, providing it with a quantum

semantics from the bottom upwards. At each v ∈ LG, we are given incoming sys-

tems Aλ−1(v)Z
v
Pa(v) which need to be refactored into appropriate outgoing systems

Z
Ch(v)
v Bµ−1(v) by making use of the causal constraint GU ⊆ G. (All of these algeb-

ras may be trivial if v is LG’s minimal or maximal element.) Since the latter can

be expressed in terms of commutation relations between the sets of algebras {Aa}a
and {U†(Bb)}b, the proof of each induction step reduces to a problem of representing

subalgebras subject to commutation relations on appropriate tensor product factors.

Specifically, we will rely on Lemma 3.27 below. As this result exposes the operator-

algebraic core of our methods, we temporarily adopt the mathematicians’ terminology
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of ‘finite-dimensional factor C∗-algebra’ and ‘*-isomorphism’ where we otherwise have

said ‘quantum system’ and ‘unitary channel’, respectively. This is also the terminology

used in Section 3.6, where Lemma 3.27 is proven.

Lemma 3.27. Let A,X1, . . . ,Xn be finite-dimensional factor C∗-algebras and let Bk ⊆
AX1X2 · · ·Xn for k ∈ {1, . . . , n} =: [n] be unital factor *-subalgebras of their tensor

product so that

(i) Bk ⊆ (Bl)
′ for all k, l ∈ [n], k ̸= l;

(ii) Bk ⊆ AXk = (X[n]\{k})
′ for all k ∈ [n]; and

(iii) A ⊆
∨

k∈[n]Bk, where
∨

denotes the algebraic span.

Then there are finite-dimensional factor C∗-algebras Zk for each k ∈ [n] and a *-

isomorphism

V : A
∼−→ Z1Z2 · · ·Zn (3.45)

so that, writing V for V ⊗ idX1···Xn, for each k we have

V(Bk) ⊆ ZkXk and (3.46a)

Zk = V(A ∩Bk). (3.46b)

Proof. See Section 3.6. An updated, nicer proof can be found in the standalone paper

based on this chapter [67].

It is worth noting that without assumption (iii), a similar representation can be

given, with the exception that the right-hand side of Eq. (3.45) will generally be an

algebra of operators on a direct sum over tensor products of Hilbert spaces: see Pro-

position 3.34. Such a representation can be used, in some cases, to provide proofs of the

routed unitary circuit decompositions shown in Lorenz and Barrett [62].7 The assump-

tion of (C3-EP), however, allows us to focus entirely on cases where assumption (iii) is

satisfied, therefore yielding the tensor product factorisations in Eq. (3.45) required to

construct our (non-routed) unitary circuit.

Proof of Theorem 3.26. We proceed by induction on LG. The base case—i.e. when v is

the minimal element of LG—separates into two cases, where αv = ∅ or αv ̸= ∅.
Suppose first that αv = ∅. In this case Aλ−1(v) = A∅ = C is trivial, as is each Bb for

b ∈ µ−1(v), since G−1(b) = αv so that U†(Bb) ⊆ Aαv = A∅ = C. Therefore it suffices

to set Zw
v := C for each w ∈ Ch(v) and to let Vv be the trivial transformation between

trivial systems. This choice satisfies Eq. (3.44).

The base case where αv ̸= ∅ is covered by the induction case (apart from some of

the algebras below being trivial), which we turn to now.

So let v ∈ LG be such that αv ̸= ∅; and assume that there exist systems Zu′
u

for all u, u′ ∈ LG such that u ⋖ u′ ≤ v and, for each u < v, a unitary channel

7The proofs used in Lorenz and Barrett [62] are however of a different nature.
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Vu : Aλ−1(u)Z
u
Pa(u)

∼−→ Z
Ch(u)
u Bµ−1(u) such that V↓u satisfies (3.44). Consider the com-

position of these unitary channels Vu for u < v,

V↓* v : Aαv\λ−1(v) → Zv
Pa(v)W , (3.47)

where

W :=
⊗
u<v

ZCh(u)\↓ v
u Bµ−1(u). (3.48)

(In the base case, let V↓* v denote the identity channel on the trivial system Aαv\λ−1(v) =

A∅ = C.) From now on we will, abusing notation as always, let V↓* v denote instead the

extended unitary

V↓* v ≡ V↓* v ⊗ idA\(αv\λ−1(v)) : AA
∼−→ Aλ−1(v)Z

v
Pa(v)WAA\αv

. (3.49)

We now wish to construct systems Zw
v for w ∈ Ch(v) and a unitary channel Vv :

Aλ−1(v)Z
v
Pa(v)

∼−→ Z
Ch(v)
v Bµ−1(v) so that Eq. (3.44) is satisfied for V↓ v. We will do this

by an application of Lemma 3.27. To this end, consider the following subalgebras of

Aλ−1(v)Z
v
Pa(v)WAA\αv

:

B̃βw
:= V↓* vU

†(Bβw) for w ∈ Ch(v) (3.50a)

and B̃b := V↓* vU
†(Bb) for b ∈ µ−1(v). (3.50b)

We prove the following claims necessary for the application of Lemma 3.27. Keep in

mind that Aλ−1(v)Z
v
Pa(v) is to be the input to the unitary Vv that we are looking to

construct, and thus plays the role of the factor A in Lemma 3.27.

(i) All subalgebras defined in Eq. (3.50) commute pairwise:

B̃b ⊆ (B̃b′)
′ for all distinct b, b′ ∈ µ−1(v); (3.51a)

B̃b ⊆ (B̃βw)
′ for all b ∈ µ−1(v) and w ∈ Ch(v); (3.51b)

and B̃βw ⊆ (B̃βw′ )
′ for all distinct w,w′ ∈ Ch(v). (3.51c)

(ii) We have

B̃b ⊆ Aλ−1(v)Z
v
Pa(v) =

(
WAA\αv

)′
for b ∈ µ−1(v); (3.52a)

B̃βw ⊆ Aλ−1(v)Z
v
Pa(v)AG−1(βw)\αv

=
(
WAA\G−1(βw)

)′
for w ∈ Ch(v), (3.52b)

where G−1(βw) :=
⋃

b∈βw
G−1(b). Moreover, for any two distinct w,w′ ∈ Ch(v),

the sets G−1(βw) \ αv and G−1(βw′) \ αv are disjoint. Therefore, the only tensor

factors of Aλ−1(v)Z
v
Pa(v)WAA\αv

on which more than one of the subalgebras from

Eq. (3.50) act non-trivially are Aλ−1(v)Z
v
Pa(v).

(iii) Our algebra of interest Aλ−1(v)Z
v
Pa(v) is spanned by the subalgebras under con-

sideration:

Aλ−1(v)Z
v
Pa(v) ⊆

 ∨
b∈µ−1(v)

B̃b

 ∨

 ∨
w∈Ch(v)

B̃βw

 . (3.53)
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Once (i)–(iii) are established, Lemma 3.27 will give quantum systems Zw
v for w ∈

Ch(v) and B̂b for b ∈ µ−1(v), as well as a unitary channel Vv : Aλ−1(v)Z
v
Pa(v) →

Z
Ch(v)
v B̂µ−1(v). Eq. (3.46b) entails that for b ∈ µ−1(v),

B̂b = Vv(Aλ−1(v)Z
v
Pa(v) ∩ B̃b) = Vv(B̃b) = V↓ vU†(Bb), (3.54)

where in the second equality we have applied Eq. (3.52a). This means in particular that

B̂b
∼= Bb, so we can choose B̂b and Vv so that in fact B̂b = Bb. This establishes the

induction hypothesis Eq. (3.44a).

To establish the other part (3.44b), note that according to Eq. (3.46b),

Zw
v = Vv(Aλ−1(v)Z

v
Pa(v) ∩ B̃βw) ⊆ Vv(B̃βw) = V↓ vU†(Bβw). (3.55)

It remains to prove (i)–(iii) and the final statement of Theorem 3.26.

Proof of (i). Note that these algebras commute iff the same holds for the respective

algebras without tildes (see Eq. (3.50)), considered as subalgebras of BB. It is clear

that Bb ⊆ (Bb′)
′ = BB\{b′} for distinct b, b′ ∈ µ−1(v), establishing (3.51a). For (3.51b),

it suffices to note that if b ∈ µ−1(v) and w ∈ Ch(v), then b /∈ βw. This follows from

Proposition 2.32(i), which shows that b ∈ µ−1(v) iff v is the largest element of LG so

that b ∈ βv; for any w ∈ Ch(v), we have w > v, which implies that b cannot be in βw.

Finally, for Eq. (3.51c) it suffices to show that βw ∩ βw′ = ∅ for distinct w,w′ ∈ Ch(v).

This follows by assumption of (C3-EP) and Theorem 3.24(iv).

Proof of (ii). Recall that

W =
⊗
u<v

ZCh(u)\↓ v
u Bµ−1(u). (3.56)

First we show that

W ⊆ V↓* vU
†(BB\βv

). (3.57)

Fix u ∈ LG so that u < v and αu ̸= ∅. (If αu = ∅ then Z
Ch(u)\↓ v
u Bµ−1(u) is trivial so

need not be considered.) It follows from the induction hypotheses (3.44) that

ZCh(u)\↓ v
u Bµ−1(u) ⊆ V↓uU†

(
BβCh(u)\↓ v∪µ−1(u)

)
(3.58)

where βCh(u)\↓ v :=
⋃
{βw | w ∈ Ch(u) \ ↓ v}. Now, V↓* vU† = V↓* v\↓u ◦ V↓u ◦ U†, but

V↓* v\↓u acts trivially on Z
Ch(u)\↓ v
u Bµ−1(u). Therefore we also have

ZCh(u)\↓ v
u Bµ−1(u) ⊆ V↓* vU

†
(
BβCh(u)\↓ v∪µ−1(u)

)
. (3.59)

To establish Eq. (3.57) it remains to show that

βCh(u)\↓ v ∩ βv = ∅ and µ−1(u) ∩ βv = ∅. (3.60)

The first statement relies on (C3-EP). Let w ∈ Ch(u) \ ↓ v. Let w′ be such that

u ⋖ w′ ≤ v. By (C3-EP), in particular the formulation of Theorem 3.24(iv), it follows
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that βw ∩ βw′ = ∅, and since w′ ≤ v, we have βv ⊆ βw′ so βw ∩ βv = ∅ too. This holds

for all w ∈ Ch(u) \ ↓ v, which implies that βCh(u)\↓ v ∩ βv = ∅.
To show the second equation in (3.60), suppose that b ∈ µ−1(u). In this case, u is

the greatest element of LG satisfying b ∈ βu (see Proposition 2.32(i)). Since v > u, we

can’t have b ∈ βv. This completes the proof of (3.60) and hence of (3.57).

To show Eq. (3.52a), it suffices to show that B̃b, for b ∈ µ−1(v), commutes with W

and with AA\αv
. Commutation with W follows from Eq. (3.57) and the fact that b ∈

µ−1(v) ⊆ βv. To show commutation with AA\αv
, note that since U has causal structure

GU ⊆ G, we have U†(Bb) ⊆ AG−1
U (b) ⊆ AG−1(b) = Ap({b}) = Aαµ(b)

= Aαv . Applying

V↓* v, which acts trivially on AA\αv
, to both sides yields B̃b = V↓* vU†(Bb) ⊆ Aαv , so

B̃b must commute with AA\αv
.

Similarly, for Eq. (3.52b) we need to show that B̃βw commutes with W and with

AA\G−1(βw). The first fact follows from Eq. (3.57) and the fact that βw ⊆ βv for w ∈
Ch(v). For the second fact, note that since GU ⊆ G, U†(Bβw) ⊆ AG−1

U (βw) ⊆ AG−1(βw).

This implies that B̃βw commutes with AA\G−1(βw) by an argument similar to the above.

The final claim that G−1(βw)\αv and G−1(βw′)\αv are disjoint for distinct w,w′ ∈
Ch(v) follows directly from Lemma 3.25, which established that G−1(βw)∩G−1(βw′) =

αv.

Proof of (iii). Observe that by Eq. (3.34), the algebra on the right-hand side of Eq. (3.53)

is just B̃βv
:= V↓* vU†(Bβv). For each a ∈ λ−1(v), G(a) = βv and therefore Aλ−1(v) ⊆

U†(Bβv). V↓* v acts trivially on Aλ−1(v), so we get Aλ−1(v) ⊆ V↓* vU†(Bβv) = B̃βv .

It remains to show that Zv
u ⊆ B̃βv for u ∈ Pa(v). This follows from the induction

hypothesis (3.44b) applied to Zv
u and the fact that V↓* v\↓u acts trivially on Zv

u.

Let us now prove the final statement of the theorem. Consider the unitary VLG :

AA → BB and let b ∈ B. Note that VLG = VLG\↓µ(b) ◦ V↓µ(b) and that VLG\↓µ(b) acts

trivially on Bb. Therefore, by Eq. (3.44a),

VLGU
†(Bb) = VLG\↓µ(b)

(
V↓µ(b)U†(Bb)

)
= VLG\↓µ(b)(Bb) = Bb. (3.61)

Let Wb : Bb → Bb be the *-automorphism defined by Wb :=
(
UV†

LG

) ∣∣
Bb

; then

WbVLGU†∣∣
Bb

= idBb . Since this holds for each b ∈ B, we have
(⊗

b∈BWb

)
VLGU† = idBB ,

so that (⊗
b∈B

Wb

)
VLG = U . (3.62)

VLG has a unitary circuit decomposition of shape LG; by incorporating the local unitaries

Wb into the existing gates, we see that U itself also admits a unitary circuit decompos-

ition of the same shape, completing the proof of Theorem 3.26.
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3.5.4 Necessity of the C3 exclusion property

Having shown that (C3-EP) is sufficient, we now show that it is also a necessary condition

on a relation G ⊆ A × B to imply unitary causal decompositions, thus proving the

direction (ii) ⇒ (i) in Theorem 3.23. In fact we prove the stronger implication (iii) ⇒ (i).

We show, specifically, that whenever G ⊆ A× B fails (C3-EP), then there exists a choice

of quantum systems Aa for a ∈ A and Bb for b ∈ B as well as a unitary channel

U : AA → BB which has causal structure GU = G, yet no unitary circuit decomposition

with connectivity G—that is, no causally faithful unitary decomposition. Recall from

our discussion below Example 3.17 that this does not mean that U has no causally

faithful decompositions at all; a causally faithul unitary routed circuit decomposition

might still exist [62], or a causally faithful circuit decomposition in terms of non-unitary

quantum channels, although this has not been established in general.

We have already seen an example in Example 3.17: we defined

U3

B̄1 B̄2 B̄3

Ā1 Ā2 Ā3

:=

B̄1 B̄2 B̄3

Ā1 Ā2 Ā3

, (3.63)

where Āi = B̄i = L(C2) for i ∈ {1, 2, 3}, saw that it has causal stucture C3, which fails

(C3-EP), and also showed that U3 has no causally faithful unitary decomposition. Our

proof in this section generalises this observation by showing that whenever a unitary

channel U contains U3 as a factor on those systems where GU = G contains C3, by

virtue of its violation of (C3-EP), then U does not admit a causally faithful unitary

decomposition either.

More precisely, we have the following, which directly implies (iii) ⇒ (i) in The-

orem 3.23.

Proposition 3.28. Suppose G ⊆ A × B fails (C3-EP); without loss of generality, write

A = {1, . . . , n} and B = {1, . . . ,m} so that G ∩ ({1, 2, 3} × {1, 2, 3}) = C3. Let V :

A1 · · ·An → B1 · · ·Bm be a unitary channel between quantum systems A1, . . . ,An and

B1, . . . ,Bm so that GV = G.8 In addition, let Āi = B̄i = L(C2) for i ∈ {1, 2, 3} be

qubits and U3 : Ā1Ā2Ā3 → B̄1B̄2B̄3 be the unitary channel from Eq. (3.63). Finally,

define

U := U3 ⊗ V : (Ā1A1)(Ā2A2)(Ā3A3)A4 · · ·An → (B̄1B1)(B̄2B2)(B̄3B3)B4 · · ·Bm,

(3.64)
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regarded as a unitary channel with n inputs and m outputs:

B̄1 B̄2 B̄3

Ā1 Ā2 Ā3

B1 B2 B3

· · ·
B4 Bm

V

· · ·
A1 A2 A3 A4 An

· · ·

U
· · ·

Ā1A1 A4 AnĀ2A2 Ā3A3

B̄1B1 B4 BmB̄2B2 B̄3B3

:=
U3

. (3.65)

Then U has causal structure G, yet no unitary circuit decomposition with connectivity

G.

Lemma 3.29. Let |ψ⟩ ∈ HX ⊗HY be a bipartite state with marginals ρX := TrY |ψ⟩ ⟨ψ|
and ρY = TrX |ψ⟩ ⟨ψ|, supported on supp ρX ⊆ HX and supp ρY ⊆ HY . Then |ψ⟩ ∈
supp ρX ⊗ supp ρY .

Proof. Let |ψ⟩ =
∑r

i=1 ci |αi⟩⊗|βi⟩ be the Schmidt decomposition, where all coefficients

ci are nonzero. Then supp ρX is the span of the vectors {|αi⟩}ri=1 and supp ρY the span

of {|βi⟩}ri=1. Clearly, then, |ψ⟩ ∈ supp ρX ⊗ supp ρY .

Proof of Proposition 3.28. It is immediate from the construction that U (with respect

to the grouping of systems as in Eq. (3.64)) has causal structure G. Suppose, for

contradiction, that U has a unitary causally faithful circuit decomposition: i.e. a circuit

decomposition P with connectivity G. Then P has, in particular, no path from Ā1A1

to B̄3B3, and no path from Ā3A3 to B̄1B1.

Now abbreviate Â4 := A2A4 · · ·An and B̂4 := B2B4 · · ·Bm and regard U as a

four-input, four-output unitary channel

U : (Ā1A1)(Ā2)(Â4)(Ā3A3) → (B̄1B1)(B̄2)(B̂4)(B̄3B3). (3.66)

The circuit P , now interpreted as a four-input, four-output circuit, then satisfies

GP ⊆ C4 :=
1 2 3

1 2 3

4

4

. (3.67)

By Corollary 3.5, then, U also has a unitary circuit decomposition of the canonical

shape LC4 . One may compute this shape, much like LC3 in Eq. (3.33), to be

LC4 =

2 31

31

4

2 4

. (3.68)

8Such a choice of V always exists for appropriate choices of quantum systems; however, G may

constrain the dimensions of these systems. See e.g. Eq. (3.32) and Ref. [62, §7.2].
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In other words, there are quantum systems C,D,E,F and unitary channels W,X ,Y,Z
so that

= X Y

Z

W
Ā1 A1 Ā3 A3

B̄3 B3B̄1 B1

C D

Ā2 Â4

B̄2 B̂4

E F

U

Ā1A1 Ā3A3Ā2 Â4

B̄1B1 B̄3B3B̄2 B̂4

. (3.69)

Recall that Ā2 = L(C2); moreover, let HÂ4
, HC ,HD be the finite-dimensional

Hilbert spaces so that Â4 = L(HÂ4
), C = L(HC), D = L(HD). Let d := dimHÂ4

.

Our aim is to derive a contradiction on the dimensions of the Hilbert spaces HC and

HD.

Denote by {|0⟩ , |1⟩} the basis of C2 with respect to which the CNOTs in the con-

struction of U3 are defined. Also choose a basis {|j⟩}d−1
j=0 for the Hilbert space HÂ4

. For

i ∈ {0, 1} and j ∈ {0, . . . , d− 1}, define the states

ρijCD := W

i j

C D

; ρijC := TrD ρijCD; and ρijD := TrC ρ
ij
CD. (3.70)

Let us first consider the states ρijC on system C. We claim that for any j, j′ ∈ {0, . . . , d−
1}, the states ρ0jC and ρ1j

′

C have orthogonal supports, i.e. are perfectly distinguishable.

To see this intuitively, consider the qubits Ā1, Ā2, and B̄1. From the CNOTs in the

definition of U in Eq. (3.65), it is clear that if Ā1 is prepared in state |0⟩, the information

about the computational degree of freedom i of Ā2 ends up on B̄1. Since every path

from Ā2 to B̄1 in Eq. (3.69) passes through C, that information must also be perfectly

recoverable from C.

To see it formally, notice that, for any (irrelevant) choice for the unlabelled states,

X Y

Z

W
Ā1 A1 Ā3 A3

B̄3 B3

B̄1

B1

C D

B̄2 B̂4

0

X

W

i j

Ā1 A1

B̄1

B1

C

D

Ā2 Â4

0

E F

= = U
Ā3 A3Ā1 A1

0

B̄1

B1

=

i j
Ā2 Â4

i j
Ā2 Â4

i

= B̄1

i0
Ā1 Ā2

B̄1
B̄2

.

(3.71)



3. CAUSAL AND COMPOSITIONAL STRUCTURE 63

The circuit fragment enclosed in a dashed box on the left-hand side forms a CPTP map

E : C → B̄1. Being CPTP, E cannot increase distinguishability; in particular, if ρ0jC and

ρ1j
′

C had non-orthogonal supports, then E(ρ0jC ) and E(ρ1j
′

C ) would have non-orthogonal

supports. In light of the right-hand side of Eq. (3.71), the latter is obviously untrue;

therefore, ρ0jC and ρ1j
′

C must have orthogonal supports.

Let H0
C :=

(⋃d−1
j=0 supp ρ

0j
C

)⊥⊥
⊆ HC be the subspace of HC spanned by the sup-

ports of ρ0jC for j ∈ {0, . . . , d − 1}. Moreover, let H1
C := (H0

C)⊥. It follows from the

claim we just proved that then

supp ρijC ⊆ Hi
C (3.72)

for all i ∈ {0, 1} and j ∈ {0, . . . , d − 1}. By a symmetric argument concerning instead

the states ρijD on D, we can construct orthogonal subspaces H0
D,H1

D ⊆ HD so that

supp ρijD ⊆ Hi
D (3.73)

for i ∈ {0, 1} and j ∈ {0, . . . , d− 1}.
By Lemma 3.29 and Eqs. (3.72) and (3.73) and the fact that ρijCD is pure,

supp ρijCD ⊆ Hi
C ⊗Hi

D. (3.74)

Moreover, for fixed i, the d states ρi0CD, ρ
i1
CD, . . . , ρ

i(d−1)
CD are all pairwise orthogonal by

their construction in Eq. (3.70) (and the fact that W is a unitary channel). These two

facts imply that

dim(Hi
C ⊗Hi

D) ≥ d (3.75)

for each i ∈ {0, 1}. We conclude that

dim(HC ⊗HD) = dimH0
C dimH0

D + dimH0
C dimH1

D (3.76)

+ dimH1
C dimH0

D + dimH1
C dimH1

D

≥ 2d+ dimH0
C dimH1

D + dimH1
C dimH0

D > 2d, (3.77)

which is in contradiction with the fact thatW is a unitary channel and dim(C2⊗HÂ4
) =

2d. U can therefore have no causally faithful unitary decomposition.

3.6 Appendix: Operator algebra and proof of lemma

In Section 3.1 we defined a quantum system as the algebra of operators L(H) on a given

finite-dimensional Hilbert space. In what follows, an algebra-first approach is more

useful, even though we will stick to the finite-dimensional case throughout.

A *-algebra is a complex algebra A with unit 1A, equipped with an involution, i.e.

a map (·)∗ : A → A satisfying, for all a, b ∈ A and λ ∈ C:

(a+ b)∗ = a∗ + b∗; (λa)∗ = λa∗; (ab)∗ = b∗a∗; a∗∗ = a. (3.78)

A C∗-algebra is a *-algebra A equipped with a norm ∥ · ∥ in which A is complete and

which satisfies the identity

∥a∗a∥ = ∥a∥2 for all a ∈ A. (3.79)
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In the finite-dimensional case, completeness of a normed *-algebra A is a vacuous state-

ment, and A admits a norm making it into a C∗-algebra precisely if the involution is

positive, meaning

a∗a = 0 ⇐⇒ a = 0 for all a ∈ A; (3.80)

moreover, in this case the norm making A into a C∗-algebra is unique [37].

In the following, then, let A be a finite-dimensional C∗-algebra. A *-subalgebra X

of A is a subalgebra closed under the involution, and a unital *-subalgebra is one that

contains 1A. The commutant of X, when understood as a *-subalgebra of A, is

X ′ := {a ∈ A | ∀x ∈ X : ax = xa}. (3.81)

Moreover, the centre of X is Z(X) := X ∩X ′, and X is a factor if it has trivial centre,

Z(X) = {λ1X | λ ∈ C}. If A itself is a factor and X is an arbitrary *-subalgebra

of it, we always have X ′′ = X. (For this latter fact the finite-dimensionality of A is

essential.)

A *-isomorphism is an algebra isomorphism that preserves the involution. Every

algebra L(H) of linear operators on a finite-dimensional Hilbert space H forms a C∗-

algebra under the Hermitian adjoint, and every finite-dimensional C∗-algebra A is *-

isomorphic to a *-subalgebra of L(H) for some finite-dimensional H. A is a factor iff

if it isomorphic to a full matrix algebra L(H). The algebras (‘quantum systems’) we

considered in the previous sections of this chapter were therefore all factor algebras.

For the proof of Lemma 3.27 below—in particular, for Proposition 3.34—it is how-

ever useful to also discuss the representation of non-factor C∗-algebras (which are related

to the generalisation to routed unitary circuits discussed below Example 3.17). In the

finite-dimensional case, the Wedderburn-Artin theorem tells us that every C∗-algebra is

isomorphic to a finite direct sum of factors [37]. In fact, if A is any *-subalgebra of L(H)

and m := dimZ(A), then there are Hi, Ki and a unitary map U : H →
⊕m

i=1Hi ⊗ Ki

defining a *-isomorphism

U(·)U∗ : L(H) → L

(
m⊕
i=1

Hi ⊗Ki

)
(3.82)

so that

UAU∗ =

m⊕
i=1

L
(
Hi
)
⊗ {1Ki} and UA′U∗ =

m⊕
i=1

{1Hi} ⊗ L
(
Ki
)
. (3.83)

The m projectors πi := U∗(1Hi⊗Ki ⊕ 0)U ∈ A form a basis for the centre Z(A).

More generally, if A ⊆ L(H) is a *-subalgebra and {πi}i∈[m] ⊆ L(H) any complete

family of mutually orthogonal projectors, then we say A is block-diagonal with respect

to this family if A ⊆
⊕

i∈[m] L(πiH) ⊆ L
(⊕

i∈[m] π
iH
)

= L(H). This is the case

precisely if each πi commutes with every element of A.

According to the following result, wherever we said ‘unitary channel’ in the previous

sections, we could just as well have said ‘*-isomorphism’.
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Proposition 3.30. A map between factors φ : L(H) → L(K) is a *-isomorphism iff is it

of the form φ(a) = UaU∗ for some unitary map U : H → K.

Proof. For U : H → K, write AdU : L(H) → L(K) for the mapping a 7→ UaU∗.

It is clear that this is always a *-isomorphism. For the converse direction, suppose

φ : L(H) → L(K) is a *-isomorphism, pick an arbitrary unitary map V : K → H and

let ψ := AdV ◦φ, so that ψ is a *-automorphism of L(H). Every *-automorphism of a

factor is inner, i.e. is of the form ψ = AdW for some unitary W ∈ L(H). A proof of

this fact for the finite-dimensional case follows, for instance, from [37, Proposition 5.5].

We now have φ = AdV ∗ ◦AdW = AdV ∗W , where V ∗W : H → K.

We will now build up to a proof of Lemma 3.27. We start with the following

straightforward generalisation of Eq. (3.83) in the case of factor algebras. For n ∈ N,
we write [n] := {1, 2, . . . , n}. As in the preceding sections of this chapter, the notation

Z1Z2 · · ·Zn and Z[n] refers to the tensor product Z1⊗Z2⊗ · · ·⊗Zn and depending on

the context, Zk may also refer to the unital *-subalgebra Zk ⊗ {1Z[n]\{k}} ⊆ Z[n].

Proposition 3.31. Let A be a finite-dimensional factor C∗-algebra and B1,B2, . . . ,Bn ⊆
A pairwise commuting, unital *-subalgebras that are themselves factors. Then there are

factor algebras Z1,Z2, . . . ,Zn and a *-isomorphism

V : A
∼−→ Z1Z2 · · ·Zn (3.84)

so that for each k ∈ [n] := {1, 2, . . . , n},

V(Bk) ⊆ Zk. (3.85)

Moreover, if
∨

k∈[n]Bk = A then all of these inclusions are equalities.

If A = L(HA), then by Proposition 3.30 this statement asserts precisely that there

are HZk
for k ∈ [n] and a unitary map

V : HA
∼−→ HZ1 ⊗HZ2 ⊗ · · · ⊗ HZn (3.86)

so that for each k ∈ [n],

VBkV
∗ ⊆ L(HZk

)⊗ {1Z[n]\{k}}. (3.87)

Proof. By Eq. (3.83), and sinceB1 is a unital factor *-subalgebra of the factorA, there is

a factor X1 and a *-isomorphism φ1 : A
∼−→ B1 ⊗X1 such that φ1(B1) = B1 ⊗ {1X1}.

Since B2 commutes with B1, under this isomorphism φ1(B2) ⊆ (B1 ⊗ {1X1})′ =

{1B1} ⊗ X1 so B2 corresponds to a unital factor *-subalgebra of X1, meaning there

is a *-isomorphism φ2 : X1
∼−→ B2 ⊗ X2 under which it corresponds to B2 ⊗ {1X2}.

Iterating this procedure yields a *-isomorphism

V : A
∼−→ B1 ⊗B2 ⊗ · · · ⊗Bn−1 ⊗Xn−1 (3.88)
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so that V(Bk) = Bk for k = 1, . . . , n− 1 and V(Bn) ⊆ Xn−1. Finally, if
∨

k∈[n]Bk = A

then
∨

k∈[n] V(Bk) = V(A) so we must have equality V(Bn) = Xn−1.

The following two Lemmas will be useful for proving Proposition 3.34 below.

Lemma 3.32. Let A,B be factors and X ⊆ A ⊗ B a unital *-subalgebra so that A ⊗
{1B} ⊆ X. Then there is a unital *-subalgebra Y ⊆ B so that X = A⊗ Y .

Proof. The condition A ⊗ {1B} ⊆ X implies that X ′ ⊆ (A ⊗ {1B})′ = {1A} ⊗ B.

Therefore X ′ = {1A} ⊗ Z for some unital *-subalgebra Z of B. Finally, then, X =

X ′′ = ({1A} ⊗Z)′ = A⊗Z ′.

The Lemma below essentially states that if an algebra X is block-diagonal in some

Hilbert space representation and is nonzero in each block, then it can only be a factor

algebra if it is the same in all blocks.

Lemma 3.33. Let Hj for j = 1, . . . ,m be finite-dimensional Hilbert spaces and X ⊆⊕
j∈[m] L(Hj) be a unital *-subalgebra which is a factor. For i ∈ [m], denote by πi :=

1Hi ⊕ 0 ∈
⊕

j L(Hj) the projector onto the i-th Hilbert space. Then for each i, right-

multiplication by πi is a *-isomorphism of X onto Xπi.

Proof. It suffices to show that (·)πi : X → Xπi is an injective *-homomorphism (it is

clearly surjective). That it is a *-homomorphism follows immediately from the fact that

X commutes with πi and πi is self-adjoint. Injectivity surmounts to the proposition

that xπi = 0 ⇒ x = 0 for x ∈ X. Note that X can be seen as a unital factor

*-subalgebra of L(
⊕

j Hj); therefore there is another factor Y and a *-isomorphism

φ : L(
⊕

j Hj)
∼−→ X ⊗ Y so that φ(x) = x ⊗ 1Y for x ∈ X. On the other hand,

πi ∈ X ′ so we must have φ(πi) = 1X ⊗ π̃i for some π̃i ∈ Y . Suppose that xπi = 0;

then 0 = φ(x)φ(πi) = x⊗ π̃i. Since πi is nonzero, then, x must be zero.

We can now prove the following variant of Lemma 3.27. It has one fewer premise,

which comes at the cost of requiring a direct sum in the Hilbert space representation. As

we mentioned in Section 3.5.3, this result can be used to prove causal decompositions in

terms of routed unitary circuits [107] for some relations G that do not satisfy (C3-EP),

providing an alternative to the proofs in Lorenz and Barrett [62].

Proposition 3.34. Let A,X1, . . . ,Xn be factors and let Bk ⊆ AX1 · · ·Xn for k ∈ [n]

be (potentially non-factor) unital *-subalgebras that satisfy (i) and (ii) in Lemma 3.27,

which for convenience we restate here:

(i) Bk ⊆ (Bl)
′ for all k, l ∈ [n], k ̸= l;

(ii) Bk ⊆ AXk = (X[n]\{k})
′ for all k ∈ [n].

Then there are m ∈ N>0, finite-dimensional Hilbert spaces HZi
k
for all k ∈ [n] and
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i ∈ [m], and a *-isomorphism

V : A
∼−→ L

⊕
i∈[m]

HZi
1
⊗ · · · ⊗ HZi

n

 (3.89)

so that, writing V for V ⊗ idX1···Xn, for each k ∈ [n]

V(Bk) ⊆

⊕
i∈[m]

L
(
HZi

k

)
⊗
{
1Zi

[n]\{k}

}⊗Xk ⊗
{
1X[n]\{k}

}
. (3.90)

Proof. We first simplify the statement by showing that we can assume each of the Xk to

be a trivial algebra. For this, consider, for each k, the algebraic span Bk∨Xk ⊆ A⊗Xk;

by Lemma 3.32, we have

Bk ∨Xk = B̃k ⊗Xk (3.91)

for some unital *-subalgebra B̃k of A. It now suffices to prove the proposition for B̃k,

i.e. to show the existence of V as in Eq. (3.89) so that

V(B̃k) ⊆
⊕
i∈[m]

L
(
HZi

k

)
⊗
{
1Zi

[n]\{k}

}
. (3.92)

After all, this would imply that

(V ⊗ idX1···Xn)(Bk) ⊆ (V ⊗ idX1···Xn)(Bk ∨Xk) = V(B̃k)⊗Xk ⊗ {1X[n]\{k}} (3.93)

demonstrating Eq. (3.90).

Now, even if the algebras Bk are factors, B̃k might not necessarily be. To be able

to apply Proposition 3.31, therefore, we first project down using the central projectors

of B̃k. We will henceforth drop the tildes on B̃k, redefining Bk := B̃k. We also assume,

without loss of generality, that A = L(HA) for a Hilbert space HA.

Fix k ∈ [n]. As noted after Eq. (3.83), the centre Z(Bk) admits a basis {πikk }ik∈[mk] ⊆
Z(Bk) consisting of mutually orthogonal projectors πikk : HA → HA. Here mk is the

dimension of Z(Bk). Each algebra Bkπ
ik
k is a factor (see Eq. (3.83)) and

∑
ik∈[mk]

πikk =

1A
Since all Bk,Bl commute, we have [πikk , π

il
l ] = 0 for all k, l, ik, il. Hence, if we define

πı⃗ := πi11 π
i2
2 · · ·πinn for ı⃗ = (i1, i2, . . . , in), then {πı⃗}⃗ı forms a complete family of mutually

orthogonal projectors on HA. This induces a subspace decomposition

HA =
⊕
ı⃗

HAı⃗ , (3.94)

whereHAı⃗ := πı⃗HA. Moreover, for each ı⃗ = (i1, i2, . . . , in) and k ∈ [n], we have πı⃗ ∈ B′
k.

Therefore, if we define

B ı⃗
k := Bkπ

ı⃗, then we have Bk ⊆
⊕
ı⃗

B ı⃗
k : (3.95)
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in other words, Bk is block-diagonal in the decomposition defined by Eq. (3.94).

Now fix ı⃗ = (i1, i2, . . . , in) and k ∈ [n]. We claim that B ı⃗
k is a factor. To see this,

note first that B ı⃗
k = Bkπ

ı⃗ = Bkπ
ik
k π

ı⃗. As we noted above, the algebra Bkπ
ik
k is a

factor. Moreover, like Bk itself, it commutes with all πȷ⃗ and is therefore block-diagonal

in the decomposition of Eq. (3.94). Lemma 3.33 thus tells us that B ı⃗
k = Bkπ

ik
k π

ı⃗ is

*-isomorphic to Bkπ
ik
k ; in particular, it is also a factor.

We thus have n pairwise-commuting factor unital *-subalgebrasB ı⃗
1, . . . ,B

ı⃗
n of L(HAı⃗).

By Proposition 3.31, then, there exists a unitary

V ı⃗ : HAı⃗
∼−→ HZ ı⃗

1
⊗ · · · ⊗ HZ ı⃗

n
(3.96)

that factorises HAı⃗ into finite-dimensional Hilbert spaces HZ ı⃗
k
so that for each k,

V ı⃗B ı⃗
k(V

ı⃗)∗ ⊆ L(HZ ı⃗
k
)⊗

{
1Z ı⃗

[n]\k

}
. (3.97)

Finally, defining V :=
⊕

ı⃗ V
ı⃗ : HA

∼−→
⊕

ı⃗

⊗
k HZ ı⃗

k
and using Eq. (3.95), we get

VBkV
∗ ⊆ V

(⊕
ı⃗

B ı⃗
k

)
V ∗ =

⊕
ı⃗

V ı⃗B ı⃗
k(V

ı⃗)∗ ⊆
⊕
ı⃗

L
(
HZ ı⃗

k

)
⊗
{
1Z ı⃗

[n]\k

}
, (3.98)

which is the desired result (3.92).

We can now prove Lemma 3.27, which we restate for convenience.

Lemma 3.27. Let A,X1, . . . ,Xn be finite-dimensional factor C∗-algebras and let Bk ⊆
AX1X2 · · ·Xn for k ∈ {1, . . . , n} =: [n] be unital factor *-subalgebras of their tensor

product so that

(i) Bk ⊆ (Bl)
′ for all k, l ∈ [n], k ̸= l;

(ii) Bk ⊆ AXk = (X[n]\{k})
′ for all k ∈ [n]; and

(iii) A ⊆
∨

k∈[n]Bk, where
∨

denotes the algebraic span.

Then there are finite-dimensional factor C∗-algebras Zk for each k ∈ [n] and a *-

isomorphism

V : A
∼−→ Z1Z2 · · ·Zn (3.45)

so that, writing V for V ⊗ idX1···Xn, for each k we have

V(Bk) ⊆ ZkXk and (3.46a)

Zk = V(A ∩Bk). (3.46b)

Proof. First of all, assumptions (i) and (ii) and Proposition 3.34 above give us Hilbert

spaces HZi
k
and a *-isomorphism V : A

∼−→ L(
⊕

i∈[m]

⊗
k∈[n]HZi

k
) satisfying Eq. (3.90).



3. CAUSAL AND COMPOSITIONAL STRUCTURE 69

By assumption (iii),

L

⊕
i∈[m]

⊗
k∈[n]

HZi
k

 = V(A) ⊆
∨

k∈[n]

V(Bk) ⊆
⊕
i∈[m]

L

⊗
k∈[n]

HZi
k

⊗X[n] (3.99)

where for the final inclusion we have used Eq. (3.90). Thus, every operator on the

Hilbert space
⊕

i∈[m]

⊗
k∈[n]HAi

k
is block-diagonal in the direct sum indexed by i, which

can only be the case if the direct sum is trivial: that is, if there is only one i ∈ [m]

for which
⊗

k∈[n]HZi
k
has positive dimension. We can therefore drop the direct sum

and the index i, yielding Hilbert spaces HZk
for k = 1, . . . , n and a *-isomorphism

V : A
∼−→
⊗

k∈[n]Zk, where Zk := L(HZk
), satisfying Eq. (3.46a).

It remains to prove Eq. (3.46b). Fix k ∈ [n]. We have Zk ⊆ V(A) ⊆
∨

l∈[n] V(Bl)

by assumption (iii). Moreover, by Eq. (3.46a), we have V(Bl) ⊆ Z ′
k whenever k ̸= l; or,

equivalently, Zk ⊆ (V(Bl))
′. Therefore Zk ⊆

(∨
l∈[n]\{k} V(Bl)

)′
. By Proposition 3.31,

there is a *-isomorphism φ :
∨

l∈[n] V(Bl)
∼−→
⊗

l∈[n] V(Bl) under which φ(V(Bl)) =

V(Bl)⊗{1V(B[n]\{l})} for each l. Overall, then, we have φ(Zk) ⊆
(⊗

l∈[n]\{k} V(Bl)
)′

∩⊗
l∈[n] V(Bl) = V(Bk)⊗ {1V(B[n]\{k})}, and therefore Zk ⊆ V(Bk).

Since also Zk ⊆ V(A), we have Zk ⊆ V(A ∩ Bk). For the inverse inclusion, note

that by Eq. (3.46a),

V(A ∩Bk) = V(A) ∩ V(Bk) ⊆ (Z1Z2 · · ·Zn) ∩ (ZkXk) = Zk. (3.100)

This completes the proof.





Chapter 4

Relativistic, causal, and

compositional structure

A transformation of quantum systems may be deemed compatible with the relativistic

causal structure of a spacetime in several different senses. A global, top-down per-

spective dictates that the transformation must not enable signalling between spacelike

separated regions, a requirement we will call signal consistency. A stronger, bottom-up

requirement is realisability, meaning the transformation can be implemented by dy-

namics that are locally consistent with relativity theory. Realisability implies signal

consistency, and it is natural to ask whether the converse also holds: Is the absence of

superluminal signalling sufficient to conclude that a transformation is in fact realisable?

This question has been studied in various special cases in the quantum-information-

theoretic literature [8, 13, 35, 86], where transformations are quantum channels between

tensor products of input and output systems. Signal consistency and realisability are

properties of a channel that hold relative to a specification of a spacetime M as well as

localisations of the channel’s inputs and outputs at points in M ; we shall refer to such

a specification as a spacetime situation M. In this setting, realising a channel means

implementing it by a quantum circuit whose gates are at spacetime points and whose

wires follow causal curves.

The answer to the question in italics turns out to depend on the particular spacetime

situation under consideration. Consider, for instance, the case of two input systems

A1,A2 and two output systems B1,B2. If B1 lies in the future lightcones of both A1

and A2, while B2 lies in the future lightcone of A2 but is spacelike separated from A1

(Fig. 4.1a), then signal consistency implies realisability: indeed, any bipartite channel

E : A1A2 → B1B2 that features no signalling from A1 to B2 can be implemented

without communication between those systems (see Definition 3.8 and [35]).1 However,

in a Bell-like situation where B1 is also spacelike separated from A2, the implication

fails [13].2 The paradigmatic example is the Popescu-Rohrlich (PR) box: it cannot

1In the terminology of [13, 35], “semicausal operations are semilocalisable.”
2“Not all causal operations are localisable.”
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be used to signal in either direction, yet any quantum circuit realisation would require

communication in at least one direction.

Constraints on communication between spacelike separated inputs and outputs are,

however, not the only spacetime-imposed limits on realisable channels. Consider instead

a setting where both B1 and B2 are in the future lightcones of both A1 and A2. In this

case, signal consistency is a trivial constraint, but realisability may still be obstructed

by the absence of a point in the intersection of the future lightcones of A1,A2 and the

past lightcones of B1,B2, where all systems can meet and interact. This constraint

on interaction has been studied extensively in the context of position-based quantum

cryptography and holography and has led to the development of protocols for non-

local quantum computation [14, 21, 34, 69, 92]. These provide realisations of arbitrary

quantum channels without relying on such interaction, instead making use of a shared

entanglement resource. This can generally, however, only be achieved approximately,

up to an arbitrarily small error [71].

In this chapter we examine how these ideas generalise to arbitrary, multipartite

spacetime situationsM that may impose both communication (connectivity) constraints

(as in [8, 13, 35, 86]) and interaction constraints (as in [14, 21, 34, 69, 92]). We argue

for the significance of yet a third notion of compatibility with relativistic causality:

influence consistency, which asserts the existence of a unitary dilation U of E that

itself features no influences between spacelike separated inputs and outputs. Thus,

while signal consistency is an operational criterion that merely rules out violations

of relativistic causality on the epistemic level of the channel E , influence consistency

demands compatibility of E with an underlying fundamental, unitary description U
that is itself consistent with relativistic causality. Influence consistency is necessary for

realisability, and we conjecture that it, unlike signal consistency, is also sufficient for

approximate realisability. We show this in a number of special cases and make precise

the connection with causal decompositions.

We begin in Section 4.1 by reviewing the bipartite cases discussed above in more de-

tail and showing how considering influences through unitary dilations can shed light on

some phenomena encountered in the quantum-relativistic causality literature. In partic-

ular, we take a focus, in Section 4.1.2, on the Bell-like scenario with two-way constraints

from [13], where we show influence consistency is indeed equivalent to realisability. The

fact that channels like the PR box are, although signal-consistent, not realisable can

thus be explained by the fact that any hypothetical implementation would necessarily

involve superluminal influences on the fundamental, unitary level, even though those in-

fluences would not manifest as superluminal signalling on the observed level. We argue

that the latter can only be the consequence of a fine-tuned environment state. In ad-

dition, in Section 4.1.3 we discuss how also the phenomenon of jamming—encountered

elsewhere in the quantum relativistic causality literature [49, 53, 112–114]—while gener-

ally regarded compatible with signal consistency, cannot arise when imposing influence

consistency.

In Section 4.2, we define signal consistency, influence consistency, and realisability

for general, multipartite spacetime situations M, and state our main conjecture: that
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p1 p2

q1 q2

A1 A2

B1 B2

(a)

A1 A2

B1 B2

(b)

Figure 4.1: (a) The spacetime situation M1 considered in Section 4.1.1. Time flows

upwards. Input systems A1, A2 are localised at spacetime points p1, p2, output systems

B1,B2 at q1, q2. (b) A realisation of a quantum channel E : A1A2 → B1B2. The gates

are performed within negligibly small regions of spacetime and the wires follow causal

trajectories (i.e. everywhere time- or lightlike).

influence consistency with M is sufficient for approximate realisability in M. We allow

these realisations to be approximate rather than exact since this is all one can achieve

in the general case, as noted earlier in the discussion of nonlocal quantum computa-

tion. The conjecture boils down to the existence of approximate causal decompositions

of a particular shape: those consisting of local operations, shared entanglement, and

one round of non-interactive communication among a subset G of input-output pairs

(denoted LOSECG). We show using methods of nonlocal quantum computation [34]

that their existence, and the main conjecture, is completely equivalent to the existence

of general approximate causal decompositions (of any shape). We conclude by showing

that all Clifford unitaries admit exact causally faithful decompositions of the LOSECG

form.

4.1 Bipartite case studies

4.1.1 One-way constraint

Consider the situation depicted in Fig. 4.1a, inspired by Ref. [13]. At two points p1 and

p2 in a spacetime M1, highly localised quantum systems arrive with internal degrees

of freedom described by finite-dimensional Hilbert spaces HA1 and HA2 . At two other

points q1 ∈ M1, in the joint future of p1 and p2, and q2 ∈ M1, in the future of p2 but

spacelike separated from p1, two quantum systems HB1 and HB2 leave. We will refer

to the combination of this spacetime M1, the quantum systems HA1 ,HA2 ,HB1 ,HB2 ,

and their localisations p1, p2, q1, q2 as the spacetime situation M1. Any other quantum

systems that might be present in the spacetime are not specified by M1, neither is the

dynamics taking place between the incoming and outgoing systems. The restriction

of the dynamics to our four systems of interest, however, should no matter what be

describable by a quantum channel E : A1A2 → B1B2. Recall from Chapter 3 that

we write X for L(HX), the algebra of linear operators on a finite-dimensional Hilbert
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space HX , and XY := X ⊗ Y = L(HX)⊗ L(HY ) ∼= L(HX ⊗HY ).

The channel E : A1A2 → B1B2 describes only the nonrelativistic, information-

theoretic facets of the dynamics concerning the systems’ internal degrees of freedom;

it is silent about any spatiotemporal aspects. The spacetime situation M1, however,

constrains the possible dynamics E that can take place. First of all, relativistic causality

imposes that it should not be possible to use E for superluminal signalling. We intro-

duced the notion of signalling between inputs and outputs of a channel in Chapter 3

(Definition 3.8); this defines a property purely of the channel E , not a priori related to

relativistic notions. However, since in the present spacetime context, A1,B2 is the only

input-output pair whose localisations in M1 are spacelike separated, we say that E is

signal-consistent with M1 precisely if A1 ↛E B2. Denote by

SCM1
:= {E : A1A2 → B1B2 | E is CPTP and A1 ↛E B2} (4.1)

the set of channels satisfying this constraint. (The constraint is called semicausality

in [13, 35].3)

Signal consistency is a global, top-down constraint on the overall channel E ; an-

other, conceptually distinct requirement is that E can in fact be realised by dynamics

that are everywhere, locally, consistent with relativity theory. Following in spirit e.g.

Refs. [13, 14, 21, 34, 35, 69, 102], we restrict our attention to realisations expressed as

finite-dimensional quantum circuits embedded in the spacetime by placing all gates at

spacetime points and wires along causal curves. In the situation M1 of Fig. 4.1a, the

most general channel that can arise in this way is one implemented by a circuit of the

form depicted in Fig. 4.1b. Let us therefore call a channel E : A1A2 → B1B2 realisable

in M1 if it admits of a circuit decomposition of that form, a property referred to as

semilocalisability in [13, 35]. Denote the set of these channels by

RealM1
:=

 F

G

A1 A2

B1 B2

X

∣∣∣∣∣∣∣∣∣
HX finite-

dimensional;

F ,G CPTP

 . (4.2)

How are signal consistency with and realisability in M1 related? First of all, if our

notion of realisability is any good, then no realisable channels should ever lead to super-

luminal signalling. We saw in Section 3.3 that if a channel has a circuit decomposition

of the form in Eq. (4.2), then it indeed satisfies the no-signalling relation A1 ↛E B2.

Moreover, thanks to [35], the converse also holds (see Definition 3.8). This purely non-

relativistic result about quantum channels therefore tells us that with respect to the

spacetime situation M1, a channel is realisable in M1 precisely if it is signal consistent

with M1:

RealM1 = SCM1 . (4.3)
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p1 p2

q1 q2

A1 A2

B1 B2

(a)

A1 A2

B1 B2

(b)

Figure 4.2: (a) The spacetime situation M2 considered in Section 4.1.2. Similar to M1

in Fig. 4.1a, except that B1 is now localised at a point q1 outside the future lightcone

of p2. (b) A realisation of a channel E : A1A2 → B1B2 by local operations and shared

entanglement.

4.1.2 Two-way constraints; the significance of unitary dilations

The same does not go through for other configurations of our four systems in spacetime.

Consider the spacetime situation M2 depicted in Fig. 4.2a: here, not only are A1 and

B2 localised at spacelike-separate points, but A2 and B1 are, too. This setup is thus

akin to the standard setup of a Bell experiment—although the inputs and outputs here

are quantum systems, rather than classical variables. The appropriate notion of signal

consistency with M2 requires of a channel E that it features no signalling between either

of these two input-output pairs:4

SCM2
:= {E : A1A2 → B1B2 | E is CPTP and A1 ↛E B2 and A2 ↛E B1}. (4.4)

The channels E that are realisable in M2,
5 on the other hand, are those that can

be implemented by local operations and shared entanglement (LOSE), as depicted in

Fig. 4.2b. They form the set

RealM2
:=


A1 A2

B1 B2

 . (4.5)

Here, and in the following, we implicity quantify over finite-dimensional systems for the

internal wires of the circuit (in this case the two systems of the shared entanglement

resource) and over channels for its gates (in this case two channels and a state), similarly

to Eq. (4.2).

It is immediate that RealM2 ⊆ SCM2 : this follows from soundness of no-connectivity

for no-signalling (Proposition 3.13) and the absence of paths connecting A1 to B2 and

A2 to B1 through the circuit in Eq. (4.5). This time, however, the converse inclusion

fails.
3Note however that while Refs. [13, 35] focus on cases with identical ingoing and outgoing systems

(A1 = B1 and A2 = B2), we allow them to be distinct and of potentially different dimensions.
4This property is called causality of E in Refs. [13, 35], to contrast with the notion of semicausality

from Eq. (4.1).
5Or localisable, in the terms of Refs. [13, 35].
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Proposition 4.1 (Beckman et al. [13]). There exist channels E : A1A2 → B1B2 that

feature no signalling A1 ↛E B2 and A2 ↛E B1, but that nevertheless admit no decom-

position into local operations and shared entanglement. As a consequence,

RealM2 ⊊ SCM2 . (4.6)

One example provided in Ref. [13] is the Popescu-Rohrlich (PR) box [80]. This is a

conditional probability distribution PPR(ab |xy) over four binary random variables, or,

in other words, a classical stochastic channel with two binary inputs x, y and two binary

outputs a, b; but like any classical channel, it can equally well be considered as a two-

qubit quantum channel EPR : A1A2 → B1B2 by pre- and post-composing it with,

respectively, measure and prepare channels in a fixed basis. This channel cannot be

realised by shared entanglement and local operations. Indeed, the PR box violates the

Tsirelson bound, which cannot be achieved by local operations on a shared entangled

state [31].

Signal consistency of a channel alone is thus not sufficient to conclude realisability.6

Are there any stronger restrictions on the channel, then, that are sufficient? One suffi-

cient additional restriction noted in [13, 77] is unitarity: any channel U : A1A2 → B1B2

that is unitary and that satisfies A1 ↛U B2 and A2 ↛U B1 factorises into a tensor

product U = U1 ⊗ U2 of local unitaries U1 : A1 → B1 and U2 : A2 → B2 and can

thus be realised in M2 even without using any shared entanglement.7 To find a condi-

tion that is both necessary and sufficient for general channels, we look instead at their

unitary dilations. It will be useful to establish some notation.

Definition 4.2. For a finite-dimensional system HE , denote by D(E) the set of density

operators on HE . For a unitary channel U : A1A2E → B1B2F and a state ρ ∈ D(E),

write E(U ,ρ) for the channel TrF U(−⊗ ρ) : A1A2 → B1B2, or, diagrammatically,

E(U ,ρ)

A1 A2

B1 B2

:= U

B1 B2

ρ

F

EA1 A2

. (4.7)

The pair (U , ρ) thus forms a unitary dilation of a channel (CPTP map) E : A1A2 →
B1B2 if E = E(U ,ρ). Every channel has a unitary dilation by the classic result of

Stinespring [95].

Whilst a channel E describes only the epistemic, operational aspects of a physical

process, a unitary dilation describes a possible underlying, fundamental dynamics. As

6At this point it is worth emphasising that our interest lies in quantum circuit realisations. In the

literature one occasionally runs into (hypothetical) generalised, post-quantum theories that can realise

PR correlations even with circuits of the form of Eq. (4.5) [10, 24, 29], but we do not consider such

theories here.
7Note that this can be regarded as a special case of our Theorem 3.23.
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before in Chapter 3, we shall refer to signalling relations through such a unitary chan-

nel as (causal) influence, rather than signalling. Crucially, a channel E admits many

different unitary dilations: indeed, distinct dynamics on the fundamental level may be

indistinguishable on the observed level (without access to the environment system). In

particular, therefore, the presence or absence of causal influence on the unitary level

is not a property of E itself, but rather of one of its particular unitary dilations. Nev-

ertheless, causal influences have consequences for signalling; we have, for instance, the

following extension of Proposition 3.20.

Proposition 4.3. Let U : A1A2E → B1B2F be a unitary channel. Then for any ρ ∈
D(E), no-influence relations through U imply no-signalling relations through E(U ,ρ): in

particular,

A1 ↛U B2 =⇒ A1 ↛E(U,ρ)
B2. (4.8)

The converse implication may, however, fail. Moreover, in case it fails, i.e. if A1 →U B2

but there exists ρ ∈ D(E) so that A1 ↛E(U,ρ)
B2, then the set of states ρ for which

A1 ↛E(U,ρ)
B2 forms a lower-dimensional surface in D(E), and therefore is of zero

Haar measure.

In other words, influence present on the fundamental level is not necessarily observ-

able as signalling on the operational level—but when that is the case, it can only be the

result of fine-tuning of the environment state ρ.

Proof. The implication in Eq. (4.8) is a special case of Proposition 3.20; the fact that

the converse can fail is witnessed by the channel in Eq. (3.30). For the final statement,

consider the set S ⊆ D(E) of states ρ that satisfy the no-signalling condition A1 ↛E(U,ρ)

B2. This is a linear constraint on ρ (see Definition 3.8), so S forms an affine subspace

of D(E). Now, the assumption that A1 →U B2 implies that there exists at least one

ρ ∈ D(E)\S. This is enough to conclude that S is a strict, and hence lower-dimensional,

subspace of D(E).

Let us now return to the context of the spacetime situation M2 in Fig. 4.2. Rather

than only imposing that a channel E cannot be used to signal superluminally, it makes

sense to also consider the stronger requirement that it is consistent with fundamental

unitary dynamics featuring no superluminal influences. After all, superluminal influ-

ences are at odds with the spirit of relativistic causality even if they are hidden from

observation by a fine-tuned environment; and by the above, even the slightest perturb-

ations to the environment would almost surely8 reveal them. We will therefore consider

a channel E : A1A2 → B1B2 to be influence-consistent with M2 if it admits of a unit-

ary dilation (U , ρ) satisfying the no-influence conditions A1 ↛U B2 and A2 ↛U B1.
9

8i.e. with probability 1.
9The term consistent has two meanings here: it expresses the requirement that E has unitary dilation

U , i.e. is consistent with having arisen from fundamental dynamics U (even though E also has many

other unitary dilations) and also that U is, in turn, consistent with relativistic causality in the context

of the spacetime situation M2.
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Denote the set of such channels by

ICM2
:= {E : A1A2 → B1B2 | E has a unitary dilation (U , ρ) satisfying

A1 ↛U B2 and A2 ↛U B1}. (4.9)

Contrary to signal consistency, influence consistency turns out to be both necessary

and sufficient for realisability in M2.

Theorem 4.4. A channel E : A1A2 → B1B2 has a unitary dilation (U , ρ) satisfying

A1 ↛U B2 and A2 ↛U B1 if and only if it has a decomposition into a local operations

and shared entanglement. In other words,

RealM2 = ICM2 . (4.10)

Proof. Suppose first that E admits a decomposition into local operations F ,G and shared

entanglement σ. Dilate F and G to unitary channels U1 and U2:

E
A1 A2

B1 B2

= GF

A1 A2

B1 B2

σ

= U2U1

σA1 A2

B1 B2

. (4.11)

The unitary U := U1⊗U2 then forms a dilation for the channel E , whose dilation state is

the tensor product of σ and the two dilation states arising from the dilations of F and

G. U being a product unitary, it clearly has no influence A1 ↛U B2 and A2 ↛U B1,

and thus demonstrates influence consistency of E with M2.

Now suppose, conversely, that E is influence-consistent with M2, i.e. has some unit-

ary dilation (U : A1A2E → B1B2F, ρ) satisfyingA1 ↛U B2 andA2 ↛U B1. Tripartite

unitaries with precisely this combination of no-influence constraints have been studied

in detail in [4, 62]. As we discussed in Section 3.4.2, Ref. [62] showed that each such U
admits a causal decomposition of shape LC3 ; as a result, there exist systems C,D,E, F

and channels D,F ,G,H so that

GF

A1 A2

B1 B2

=F G

H

D
ρ

U

ρ

=

B1 F B2

A1 E A2

D
ρA1 A2

B1 B2F

E F

C D C D

, (4.12)

where we have re-ordered the systems of U for clarity and have used, for the last equality,

the fact that H is trace-preserving. (See [4, §III-D] for an alternative proof.)

What does this result mean for channels like EPR, which we saw is signal-consistent

with M2 yet not realisable? By Theorem 4.4, EPR is also not influence-consistent. Of
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p1

q1 q2A1

B1 B2

(a)

B1 B2

A1

(b)

Figure 4.3: (a) The spacetime situation M3 of Section 4.1.3. The shaded area is the

intersection of the future lightcones of q1 and q2. (b) A realisation of a channel in M3.

The system A can never reach B1 or B2 via causal trajectories, so can be traced out

immediately.

course, it still has unitary dilations, as any channel does. What failure of influence

consistency tells us is that no matter what the actual fundamental unitary interaction

underlying a particular occurrence of EPR was, it must have involved causal influences

that in the context of M2 would count as superluminal—even though those influences

were not observed on the operational level as signalling through EPR itself. Moreover,

by Proposition 4.3, the latter fact must have been a consequence of fine-tuning of the

environment state. Had the environment state been even slightly different, a channel

would almost surely have occurred that was not signal-consistent with M2—and thus

obviously not realisable in it, either. The same can be said for any other channel that,

like EPR, is a member of SCM2 \RealM2 .
10

Before continuing, it is worth noting that the distinction between signalling and

influence, and the resulting separation between signal consistency and realisability, is

by no means unique to quantum theory. In a classical theory described by determ-

inistic functions on the fundamental and stochastic channels on the epistemic level,

the presence of influence through a functional dilation of a stochastic channel is per-

fectly compatible with an absence of signalling through the channel itself (the PR box

PPR(ab|xy) being an example). The distinction between signalling and influence has

also been highlighted in the context of post-quantum correlations, especially in relation

to so-called jamming scenarios [112–114], which we now turn to.

4.1.3 Jamming and causal atomicity

The relevance of unitary dilations also becomes apparent in another simple spacetime

situation, which we will briefly discuss here. Consider the situation M3 depicted in

Fig. 4.3a, involving only a single input A1 and two outputs B1,B2. Denoting by J+(p)

the future lightcone of a spacetime point p, we see that q1, q2 /∈ J+(p1). Therefore,

signal consistency of a channel E : A1 → B1B2 with M3 should imply that A1 ↛E B1

10Note that while all channels in the set SCM2 \ ICM2 must have arisen from a fine-tuned process,

in the sense just described, the set itself is of nontrivial size: relatively in SCM2 , it has a non-empty

interior (it includes a ball around EPR that is sufficiently small such that all channels in the ball still

can be used to violate the Tsirelson bound). Then again, in light of the present discussions, one may

argue that SCM2 is not an appropriate set to measure against.
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and A1 ↛E B2. These two conditions do not, however, suffice to rule out signalling to

the composite system A1 →E B1B2: letting E be, for example, the channel

E
A1

B1 B2

:=
Φ+

A1

B1 B2

(4.13)

from Section 3.4.3, we see that the input state onA1 determines the correlations between

B1 and B2, but not the marginal states on either output (which are maximally mixed

no matter the state on A1).

We are left with the question: should channels like E , in which A1 ↛E Bi for

i = 1, 2 but A1 →E B1B2, be considered signal-consistent with the spacetime situation

M3? This parallels a question asked in the literature on jamming correlations between

classical random variables [49, 53, 112–114]. The crucial feature of M3 in Fig. 4.2a that

we have thus far left unmentioned is that the intersection of the lightcones J+(q1) ∩
J+(q2) lies wholly within J+(p1). Thus, while an agent with access to A1 can indeed

send a message to the system B1B2, this message can only be deciphered by an agent

with access to information from both systems, who must therefore be in the future of

p1. Following [49, 53, 112–114], we therefore regard signalling to the composite system

B1B2 as compatible with the (weak, operational) notion of signal consistency and define

the set of channels signal-consistent with M3 to be

SCM3
:= {E : A1 → B1B2 | E is CPTP and A1 ↛E B1 and A1 ↛E B2}. (4.14)

That is not to say, of course, that channels like that in Eq. (4.13) are also realisable.

Indeed, a circuit realisable in M3 cannot have any wires from A1 to either of B1 and

B2, and therefore the only realisable channels E : A1 → B1B2 are those that discard

the input A1 and prepare a potentially entangled state on B1 and B2:

RealM3
:=

 ρ

B1 B2

A1

∣∣∣∣∣∣ ρ ∈ D(B1B2)

 . (4.15)

It is clear that no realisable channel has signalling A1 →E B1B2. In conclusion, here we

have another situation M3 where, just like for M2 in Section 4.1.2, signal consistency

is not sufficient for realisability: RealM3 ⊊ SCM3 .

But also in the case of M3, the situation changes once we start considering, rather

than signalling through channels, causal influences through their unitary dilations. The

set of channels influence-consistent with M3 is, by analogy to Eq. (4.14),

ICM3
:= {E : A1 → B1B2 | E has a unitary dilation (U , ρ) satisfying

A1 ↛U B1 and A1 ↛U B2}. (4.16)

Just as the case for signal consistency, we have not a priori enforced the no-influence

relation A1 ↛U B1B2. However, in the case of unitary transformations like U , the
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Figure 4.4: (a) The spacetime situation M4 from Section 4.1.4. The shaded area is the

intersection of the future lightcones of p1 and p2 and the past lightcones of q1 and q2.

(b) Any bipartite channel can be realised simply at a point within the intersection of

the four lightcones.

property of causal atomicity we encountered in Section 3.3.1 means that it is implied

by the single-system influence relations:

A1 ↛U B1B2 ⇐⇒ A1 ↛U B1 and A1 ↛U B2. (4.17)

Causal atomicity thus rules out jamming-like behaviour as in Eq. (4.13) when influence

consistency is imposed. More precisely, we have the following.

Proposition 4.5. RealM3 = ICM3 ⊊ SCM3.

Proof. To show that ICM3 ⊆ RealM3 , suppose that E has some unitary dilation U :

A1E → B1B2F satisfying the no-influence conditions A1 ↛U B1 and A1 ↛U B2.

Causal atomicity tells us that in that case, A1 ↛U B1B2 either. As a result of Pro-

position 4.3, E itself then also has no signalling A1 ↛E B1B2. The fact that E has a

circuit decomposition as in Eq. (4.15) is nothing more than a restatement of that fact.

For the converse direction RealM3 ⊆ ICM3 , note that any channel E : A1 → B1B2

with a circuit decomposition as in Eq. (4.15) has a unitary dilation (U , ρ) with dilating

systems E := B1B2 and F := A1: it is given by the unitary U = id : A1B1B2 →
A1B1B2 and dilating state ρ ∈ D(E) = D(B1B2). This unitary clearly satisfies the

required no-influence conditions from Eq. (4.16).

The strict inclusion ICM3 ⊊ SCM3 is now a consequence of what we already noted

after Eq. (4.15).

4.1.4 Nonlocal quantum computation

Before we can move on to the general, multipartite case in Section 4.2, we will need to

consider two final bipartite examplesM4 andM5 in Figs. 4.4a and 4.5a. The relativistic

structure of each of these situations is deceivingly simple: each output B1,B2 is in the
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Figure 4.5: (a) The spacetime situation M5 from Section 4.1.4. The future lightcones of

J+(p1) and J
+(p2) are themselves not illustrated, but their intersection forms a region

which has an edge in the shape of the hyperbola in the (x, t)-plane. The points q1 and

q2 are localised within this intersection, but so close to the hyperbola that their own

past lightcones do not intersect within J+(p1)∩ J+(p2). As a result, the intersection of

these four lightcones is empty. (b) A realisation of a channel in M5 by local operations,

shared entanglement, and one round of non-interactive communication.

future lightcone of each input A1,A2. Therefore the top-down constraints of signal

consistency and influence consistency become trivial and are satisfied by all channels:

SCM4 = SCM5 = ICM4 = ICM5 = {E : A1A2 → B1B2 | E is CPTP}. (4.18)

Whether all channels are also realisable however depends on the more fine-grained struc-

ture of the spacetime.

In the (1 + 1)-dimensional Minkowski spacetime situation M4, any channel E can

be realised:

RealM4 = SCM4 . (4.19)

This can be done simply by sending both inputs A1 and A2 to a point in the diamond-

shaped central region; realising E there; and sending the resulting systems B1 and B2

out to q1 and q2, respectively (see Fig. 4.4b). This protocol relies on the fact that this

central region, which is the intersection of the future lightcones of p1 and p2 and the

past lightcones of q1 and q2, is non-empty.11

Consider now the (2 + 1)-dimensional Minkowski spacetime M5 of Fig. 4.5a. Just

like in M4, each of the outputs is localised in the future lightcones of both inputs.

However, M5 lacks a central region as in M4: that is, the intersection of the future

lightcones of p1 and p2 and the past lightcones of q1 and q2 is empty (see the caption

of Fig. 4.5). A protocol as in M4, involving an interaction between all four systems

simultaneously, is therefore impossible. Direct, non-interactive communication between

11This can be seen as a consequence of the fact that q1 and q2 are both in the future of (read: are

upper bounds of) p1 and p2, combined with the fact that the metric-induced order on (1+1)-dimensional

Minkowski spacetime is a lattice. Crucially, the latter property is not satisfied by (d + 1)-dimensional

Minkowski spacetime when d > 1.
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the inputs and outputs can still take place, however, and also pre-shared entanglement

can be used: see Fig. 4.5b. The realisable channels are therefore those with circuit

decompositions of the following shape.

RealM5
:=

 A2A1

B1 B2


. (4.20)

The question thus arises: can every channel that is influence consistent with M5—

that is, just any channel E : A1A2 → B1B2—be realised by a circuit of this shape? This

has been extensively studied in the literature on position-based quantum cryptography

and holography [14, 21, 34, 69, 92], where circuit implementations of this shape are

referred to as nonlocal quantum computation.12 The answer is subtle, as it depends on

whether one is content with approximate realisations.

Proposition 4.6 (Beigi and König [14], Buhrman et al. [21] and Miller and Alnawakhtha

[71]). Any channel E : A1A2 → B1B2 can be arbitrarily closely approximated, in the

diamond norm, by nonlocal quantum computations (circuits of the form of Eq. (4.20)).

However, some channels can only be realised approximately, and not exactly. As a result

of this and Eq. (4.18),

RealM5 ⊊ RealM5 = ICM5 = SCM5 , (4.21)

where RealM5 is the closure of RealM5 in the diamond norm.

The diamond norm provides a well-motivated metric of operational distinguishability

on the space of quantum channels [2, 47]. The fact that all channels can be approximated

by nonlocal quantum computation was first proven in generality by Buhrman et al. [21],

expanding on a technique for nonlocal measurements by Vaidman [103] that uses N

rounds of teleportation, where N grows rapidly with the inverse of the desired error

level. Beigi and König [14] subsequently described a protocol based instead on port-

based teleportation which generally requires less entanglement for the same error level.

Significant work has since been devoted to bounding the amount of required shared

entanglement. Some particular classes of channels are known to be exactly realisable

by nonlocal quantum computation with a finite amount of shared entanglement (see

12That term is usually reserved for implementations where the communication between A1 and B2

and between A2 and B1—i.e. that going along the diagonal wires in Eq. (4.20)—is purely classical.

However, any protocol as in Eq. (4.20) with quantum communication can be replaced by one with

classical communication by increasing the amount of shared entanglement and using teleportation. For

the purposes of this work, we put no bounds on the amount of available entanglement, and wherever

communication is allowed (i.e. by the spatiotemporal structure) we do not impose that it be classical.

Therefore, we will refer also to protocols with full quantum communication as nonlocal quantum com-

putation.
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e.g. [48, 92, 121] and Section 4.5), but Miller and Alnawakhtha [71] recently showed this

not to be the case for all channels [71].

This last result implies the strict inclusion in Eq. (4.21) and shows that in gen-

eral spacetime situations M, one may only expect influence consistency with M to be

sufficient for approximate realisability in M.

4.2 Definitions and conjecture in the multipartite case

In the previous section, we have considered, in five simple scenarios, whether demand-

ing that a quantum channel is signal-consistent—i.e. that it displays no superluminal

signalling relative to a given localisation of its input and output systems—is sufficient

for it to be realisable. We recalled from previous literature that in general, it is not. We

proposed a stronger condition called influence consistency, expressing compatibility of

the channel with an underlying unitary dynamics that itself has no superluminal influ-

ences. We saw that influence consistency can be sufficient for realisability in cases where

signal consistency is not (in M2 and M3). However, we also saw that not all influence-

consistent channels can always be realised exactly, and that one needs to be content

with arbitrarily close approximations (in M5). Here we will pose a conjecture that

generalises these bipartite cases to configurations of arbitrarily many input and output

systems in spacetime. Let us start by generalising some of the notions encountered in

the previous section.

4.2.1 Preliminary definitions

Definition 4.7. A spacetime situation is a tuple of the form

M = (M,⪯g, p : A →M, q : B →M), (4.22)

whereM is a spacetime (time-oriented Lorentzian manifold without closed causal curves),

⪯g is the partial order induced on its points by the spacetime metric, A and B are arbit-

rary finite sets and p, q are arbitrary functions. We will write pa := p(a) and qb := q(b)

for a ∈ A, b ∈ B, and refer to these spacetime points as the input and output points,

respectively. For simplicity, we assume that there exists a point p ∈ M that lies to

the common past of all input and output points. This is to accommodate for shared

entanglement in Section 4.3.13

In the terminology of Chapter 2, M is a particular kind of ‘circuit shape’. As such,

it defines a ‘connectivity’ relation GM ⊆ A × B, in this case encoding the relativistic

causal relations between all input and output points:

∀a ∈ A, b ∈ B : (a, b) ∈ GM ⇐⇒ pa ⪯g qb. (4.23)

13The notion defined here is closely related to that of a relativistic quantum task considered in Refs. [34,

55, 69]. A relativistic quantum task additionally includes the specification of a quantum channel or set of

quantum channels that one desires to realise, and the problem is to solve whether a relativistic quantum
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The quantum transformations of interest, constrained by the spacetime situation, are

quantum channels E : AA → BB defined with respect to choices of (finite-dimensional)

quantum systems Aa for a ∈ A and BB for b ∈ B (recall our notation from Section 3.1).

Remark 4.8. In contrast to the special cases discussed in Section 4.1, in the definition of

a general spacetime situation above we have only included the specification of quantum

system labels (elements of A and B) and not of quantum systems themselves. We do

this to draw a closer parallel to Chapters 2 and 3. As a result, the classes of channels

SCM, ICM, and RealM defined below are proper classes rather than sets. However,

to be able to compactly state the implications between signal consistency, influence

consistency, and realisability, we will continue to speak in terms of inclusions between

these classes. Moreover, we will use the closure notation RealM to denote the proper

class of channels approximately realisable in M in the diamond norm, even though this

is strictly speaking no longer a closure of a set in the topological sense. �

Recall from Section 4.1.3 that defining signal-consistency with respect to a spacetime

situation generally requires a consideration of signalling relations between collections of

input and output systems.

Definition 4.9. Let M be a spacetime situation defined on the sets A and B, let Aa and

Bb for a ∈ A, b ∈ B be quantum systems and let E : AA → BB be a quantum channel. E
is signal-consistent with M if

∀a ∈ A, β ⊆ B : Aa →E Bβ =⇒
⋂
b∈β

J+(qb) ⊆ J+(pa), (4.24)

where J+(p) is the (closed) future lightcone of p ∈ M . Denote the class of all signal-

consistent channels, for any choice of quantum systems Aa and Bb for a ∈ A and b ∈ B,

by SCM.

This is operationally motivated as follows: if Aa →E Bβ, then an agent located at or

before pa and with access to input systemAa can send a signal that can generally only be

decyphered by an agent with access to all of the systems Bb for b ∈ β. The earliest those

systems can be brought together is in the region
⋂

b∈β J
+(pb), so a necessary requirement

for subluminality of signals is that that region lies within the future lightcone of pa. If

a signal could in fact already be detected with access to fewer systems, that is, if

Aa →E Bβ′ for some minimal β′ ⊊ β, then the required subluminality is guaranteed by

Eq. (4.24) applied to β′.

One might wonder whether a stronger constraint could be obtained by also consid-

ering composite input systems Aα (α ⊆ A). However, an inspection of the proof of

Proposition 3.11 reveals that generic channels satisfy a weak version of atomicity, which

has been called domain atomicity [117]: for any channel E : AA → BB and subsets

task is possible or not. Here, we instead aim to characterise the entire class of channels that can be

approximately realised in a given spacetime situation.
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α ⊆ A, β ⊆ B, there is signalling Aα →E Bβ if and only if Aa →E Bβ for at least one

a ∈ α. The condition in Eq. (4.24) does therefore not need to be strengthened.

We move on to influence consistency. The fact that causal influences through unitary

channels are atomic in their codomain as well as their domain allows the definition to

be further simplified.

Definition 4.10 (Influence consistency). E : AA → BB is influence-consistent with M if

it admits of a unitary dilation—a unitary channel U : AAE → BBF and state ρ ∈ D(E)

so that E = TrF U(−⊗ ρ)—satisfying

∀a ∈ A, β ⊆ B : Aα →U Bβ =⇒
⋂
b∈β

J+(qb) ⊆ J+(pa). (4.25)

By causal atomicity (in the domain as well as the codomain; see Proposition 3.11), this

is equivalent to the condition that ∀a ∈ A, b ∈ B : Aa →U Bb =⇒ pa ⪯g qb, or, stated

even more simply,

GU ∩ (A× B) ⊆ GM, (4.26)

where GU is the causal structure of U from Definition 3.12.

Denote by ICM the class of all quantum channels influence-consistent with M. Let

ICM moreover denote the class of quantum channels obtained as limits limn→∞ En :

AA → BB of diamond-norm-converging sequences of channels {En : AA → BB}∞n=1 ⊆
ICM.

Definition 4.11. Recall from Definition 3.1 that a quantum circuit P is a finite circuit

shape P equipped with a quantum semantics. We will say that P is implementable in a

spacetime situation M if there exists a circuit shape morphism f : P → M, and that a

quantum channel E : AA → BB is realisable in M if it admits of a circuit decomposition

P that is implementable in M. Denote by RealM the class of channels realisable in M.

Moreover, E is approximately realisable inM if E is a limit E = limn→∞ En of a diamond-

norm-converging sequence of realisable channels {En : AA → BB}∞n=1 ⊆ RealM. The

class of approximately realisable channels is denoted by RealM.

Recall from Definition 2.4 that a circuit shape morphism f : P → M is a func-

tion mapping gates (elements of P) to spacetime points (elements of the spacetime M

underlying M) such that

• f is order-preserving: for r, s ∈ P, r ≤P s =⇒ f(r) ⪯g f(s);

• for all a ∈ A, f(λP(a)) ⪰g pa;

• for all b ∈ B, f(µP(b)) ⪯g qb.

These three conditions respectively guarantee the existence of causal curves for all in-

ternal wires of the circuit, all input wires of the circuit, and all output wires of the
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circuit. The existence of such a morphism therefore indeed captures the right notion of

implementability of a circuit in the spacetime situation M.

Finally, note that by virtue of Proposition 2.22, the connectivity relation GP of an

implementable quantum circuit always satisfies

GP ⊆ GM. (4.27)

4.2.2 Main conjecture

Having now defined notions of signal consistency, influence consistency, and realisab-

ility for general spacetime situations, what can we say about their relationship? The

straightforward directions are the following.

Proposition 4.12. Let M be any spacetime situation. We have

RealM ⊆ ICM ⊆ SCM . (4.28)

Proof. Suppose that E : AA → BB is a quantum channel realisable in M, and let P

be the circuit decomposition of E implementable in M. By Proposition 3.21, E has a

unitary dilation U : AAE → BBF satisfying GU ∩ (A×B) ⊆ GP . Since implementability

implies that GP ⊆ GM, this means that GU ∩ (A × B) ⊆ GM so that E is influence-

consistent with M by Eq. (4.26). This proves the first inclusion. The second inclusion

follows from Proposition 3.20.

More interesting are the opposite inclusions. Let us first recall what the examples in

Section 4.1 had to say about this. First of all, the cases ofM1 andM4 witnessed equality

of all three sets in Eq. (4.28): in these cases, both influence consistency and signal

consistency were necessary and sufficient for realisability. In M2 and M3, on the other

hand, we found channels—exemplified by the PR box and the channel in Eq. (4.13)—

that were signal-consistent but not influence-consistent: as a result the second inclusion

in Eq. (4.28) was strict, and signal consistency was insufficient for realisability. In those

same cases we however saw that influence consistency was sufficient: the first inclusion

in Eq. (4.28) was saturated (Theorem 4.4 and Proposition 4.5). Finally, in M5 even

influence-consistency was not sufficient for realisability itself, but only for approximate

realisability (Proposition 4.6). This leads us to pose the following conjecture for the

general case.

Conjecture 4.13. Let M be a spacetime situation. We have

ICM ⊆ RealM : (4.29)

that is, any channel that is influence-consistent with M is approximately realisable in

M.

This is equivalent to ICM ⊆ RealM and therefore, by Proposition 4.12, to

RealM = ICM; (4.30)



88 4.3. CHARACTERISING APPROXIMATE REALISABILITY

that is, ‘up to arbitrarily small errors’, influence consistency is both a necessary and a

sufficient criterion for a channel to be realisable in a spacetime situation.

Remark 4.14. It is worth noting that the class SCM always closed in the diamond

norm, since the absence of signalling between subsystems is a linear equality constraint

on channels. RealM, on the other hand, is not always closed: counterexamples are

M5, as a consequence of [71] (see Section 4.1.4), and M2, as a consequence of results

from [60, 90]. Since Theorem 4.4 showed that RealM2 = ICM2 , we see that the set ICM
is generally not closed either. �

4.3 Characterising approximate realisability

As in the bipartite cases we investigated in Section 4.1, proving realisability of a channel

in a given spacetime situation M can always be reduced to showing the existence of

an appropriate circuit decomposition whose shape is constrained by M. One way in

which a spacetime situation constrains a circuit is via its connectivity, which necessarily

satisfies GP ⊆ GM. If M is a lattice (Definition 2.27), as (1+1)-d Minkowski spacetime

for instance is, then this is in fact the only constraint.

Proposition 4.15. If the partial order underlying spacetime situation M is a lattice, then

a quantum circuit P is implementable in M if and only if GP ⊆ GM.

Proof. The ‘only if’ direction was already noted in Eq. (4.27). For the ‘if’ direction,

let P be the circuit shape underlying P ; by definition of a quantum circuit, P must be

finite. We need to show that there exists a circuit shape morphism f : P → M. This

follows by a proof similar to that of Lemma 2.34. For that result, we assumed that the

codomain of f is a complete lattice (see Definition 2.27). However, since P is finite, the

joins and meets in the proof of Lemma 2.34 are all finite, too, so assuming that M is a

(potentially non-complete) lattice suffices.

More general spacetimes however, like the (2 + 1)-d case in Fig. 4.5, also constrain

the presence of interaction gates in implementable circuits, which turned out so crucial

for the study of causal decompositions in Chapters 2 and 3. The circuit shape that

incorporates both connectivity and interaction constraints in the general case is the

following.

Definition 4.16. Let G ⊆ A× B. The circuit shape consisting of local operations, shared

entanglement and one round of non-interactive communication along G, abbreviated

by LOSECG, is the tuple

LOSECG := (A ⊔ B ⊔ {r},≤, λ, µ) (4.31)

where ≤ is the minimal order on A ⊔ B ⊔ {r} satisfying

• r < a and r < b for all a ∈ A, b ∈ B
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• a < b for a ∈ A, b ∈ B satisfying aGb.

Writing A = {a1, a2, . . . , am} and B = {b1, b2, . . . , bn}, it has circuit diagram

· · ·

a1 a2 am

· · ·
b1 b2 bn

G

· · ·· · ·

· · · · · ·

· · ·· · ·

· · ·

· · ·

; (4.32)

the obscured part labelled by G contains a wire from a to b iff aGb, and no gates.

Note that the circuits in Figs. 4.1b, 4.2b, 4.3b and 4.5b in Section 4.1 are all of the

LOSECGMi
form for i = 1, 2, 3, 5, respectively, although in the case of M1 in Fig. 4.1b

no shared entanglement is in fact needed.

Similarly to Corollary 2.43 about the similar circuit shape BG, a LOSECG circuit can

be implemented in a spacetime situation M precisely if G ⊆ GM (whether or not M is a

lattice). In particular, the gate r should be localised at a point in the past of all its input

and output points pa and qb, whose existence we have assumed in Definition 4.7. For a

channel E , having approximate LOSECGM decompositions is thus a sufficient condition

on a channel for being approximately realisable in M. By the following result, it is also

necessary. This relies heavily on the shared entanglement provided by r. The result was

first shown by Dolev [34], whose proof described in detail the particular teleportation

procedures required. Here we give an alternative, diagrammatic proof.

Theorem 4.17. If a quantum channel E has a circuit decomposition P with connectivity

GP , then it is approximated by LOSECGP
circuits. As a result, the following are equi-

valent for any quantum channel E : AA → BB and spacetime situation M defined on A

and B.

(i) E is approximately realisable in M.

(ii) E is approximated by circuits P with connectivity GP ⊆ GM.

(iii) E is approximated by circuits with shape LOSECGM.

Lemma 4.18 (Multipartite nonlocal quantum computation). Any quantum channel E :

AA → BB can be arbitrarily closely approximated, in the diamond norm, by circuits of
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the shape LOSECA×B, i.e. the circuit shape with diagram

· · ·

a1 a2 am

· · ·

· · ·

b1 b2 bn

· · · · · · · · ·

· · · · · · · · ·
. (4.33)

Proof. A variant of this result is shown explicitly in Buhrman et al. [21, Appendix B]

by a back-and-forth teleportation strategy; an alternative protocol using port-based

teleportation can be obtained by generalising the bipartite case described by Beigi and

König [14].

Lemma 4.19. Suppose that E : AA → BB has a circuit decomposition P which is of the

form

P =

· · ·

· · ·

P̃

Aa2 AamAa1

Ba1

· · ·

· · ·

· · ·· · ·

Ba2

· · ·

Ban

· · ·

· · · · · ·

(4.34)

where P̃ is a quantum circuit with n > 0 gates. Then for any ε > 0, E is ε-approximated,

in the diamond norm, by a quantum circuit P ′ which is also of the form of Eq. (4.34),

but where P̃ has n − 1 gates. Moreover, the connectivity relation remains unchanged:

GP ′ = GP .

Proof. Assume that E has a decomposition P of the form in Eq. (4.34); let ε > 0; and

consider an arbitrary gate D of P̃ . By Lemma 4.18, D is ε-approximated by a circuit of

the form in Eq. (4.33). Applying this approximation within the context of the circuit
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P , we get

D

· · · · · ·

· · ·· · ·

· · · · · ·

· · ·· · ·

· · · · · ·

· · ·· · ·

· · · · · ·

· · ·· · ·

≈ =

· · ·

· · ·

· · ·

· · ·

· · ·
· · · · · ·

· · ·· · ·

· · · · · ·

· · ·· · ·

· · ·

· · ·

. (4.35)

The approximation above still holds to an error level not greater than ε, as pre- and

postcomposition with CPTP maps never increases the diamond distance [47]. In the

final step, we have merely re-organised the position of the gates on the page. A new

circuit of the form of Eq. (4.34) can now be constructed by considering each of the circuit

fragments encapsulated in a dashed box in Eq. (4.35) as single gates, and incorporating

the shared entangled state at the bottom of the diagram into the shared entanglement

resource of Eq. (4.34). By construction, the resulting circuit P ′ has one fewer internal

gate but unchanged connectivity GP ′ = GP .

Proof of Theorem 4.17. Let E : AA → BB be a channel with circuit decomposition P .

Our aim is to show that E is approximated by LOSECGP
circuits. First, we bring P

into the form of Eq. (4.34). To that end, add onto each individual overall input and

output wire Aa or Bb of P a gate corresponding to the identity transformation on that

system. This yields a circuit

P ′ := P

idBb1
· · ·idBb2

idBbn

idAa1
· · ·idAa2

idAam

Bb1 Bb2 Bbn

Aa1 Aa2 Aam

(4.36)

which is of the form of Eq. (4.34) with P̃ = P . Clearly, P ′ still implements E and has

connectivity relation GP ′ = GP .

Let ε > 0. If P had n gates, apply Lemma 4.19 n times, each time constructing an

approximation to within ε/n. The resulting circuit is an approximation of E to within

ε. It has connectivity GP and is of the form of Eq. (4.34) for a circuit P̃ that has zero

gates; in other words, it is a LOSECGP
circuit. This completes the proof of the first

statement of Theorem 4.17.

The equivalence of conditions (i)–(iii) is now immediate: (i) ⇒ (ii) follows directly

from Eq. (4.27), (ii) ⇒ (iii) from the first claim of Theorem 4.17 just proven, and

(iii) ⇒ (i) from the discussion preceding the Theorem.
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Example 4.20. Any circuit with shape LC3 can be approximately rewritten into the

LOSECC3 form:

≈ = . (4.37)

The LOSECC3 circuit on the right can be implemented in any spacetime situation M
with C3 ⊆ GM while the LC3 circuit on the left cannot necessarily: no appropriate

localisations exist for its leftmost and rightmost gates in spacetimes that, like M2 in

Fig. 4.5, lack the required four-way intersections of lightcones. �

4.4 Equivalence to causal decompositions

Conjecture 4.13 posed that influence consistency with a spacetime situation M is a

sufficient criterion for approximate realisability in M. By Theorem 4.17 above, deciding

the latter boils down to deciding the existence of approximate circuit decompositions

with appropriate connectivity. Since, on the other hand, influence consistency is a

property of a quantum channel expressed in terms of influence relations through unitary

dilations, this means that Conjecture 4.13 is closely related to the existence of causal

decompositions of unitary transformations that we studied in Chapter 3. More precisely,

consider the following weakening of the notion from Definition 3.15.

Definition 4.21. Say that a relationG ⊆ A×B implies approximate causal decompositions

if for each choice of quantum systems Aa for a ∈ A and Bb for b ∈ B, every unitary

channel U : AA → BB with causal structure GU ⊆ G is the limit, in the diamond norm,

of quantum circuits P satisfying GP ⊆ G. Note that the gates in these circuits need

not be unitary themselves: that is not a relevant requirement in the context of the

spacetime realisability question of Conjecture 4.13.

Of course, if a relation implies (exact) causal decompositions in the sense of Defin-

ition 3.15 then it also implies approximate causal decompositions. This allows us to

carry over results from the study of causal decompositions to solve special cases of

Conjecture 4.13. In particular, Theorem 4.17 leads to the following.

Definition 4.22. For any binary relation G ⊆ A × B, let the augmented relation G♯ ⊆
(A ∪ {e})× (B ∪ {f}) be

G♯ := G ∪ ({e} × B) ∪ (A× {f}) ∪ {(e, f)} (4.38)
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for some e /∈ A and f /∈ B. That is, it is the maximal relation on (A ∪ {e}) × (B ∪ {f})
so that G♯ ∩ (A× B) = G.

Corollary 4.23. Let M be a spacetime situation. If G♯
M implies approximate causal

decompositions, then ICM ⊆ RealM.

Proof. Suppose that E : AA → BB is influence-consistent with M, meaning it has a

unitary dilation U : AAE → BBF with dilation state ρ ∈ D(E) satisfying GU ∩(A×B) ⊆
GM (see Eq. (4.26)). If we associate the quantum systems E and F with the labels

e and f, respectively, this last statement says precisely that GU ⊆ G♯
M. Since by

assumption G♯
M implies approximate causal decompositions, this means U is the limit

limn EP ♯
n
of quantum channels E

P ♯
n
: AAE → BBF implemented by circuits P ♯

n that

satisfy G
P ♯

n
⊆ G. For each n, preparing the state ρ on the input wire E of P ♯

n and

tracing out F yields a circuit Pn that instead implements a channel EPn : AA → BB.

The resulting circuits Pn satisfy GPn ⊆ G
P ♯

n
∩ (A×B) ⊆ GM. Moreover, since preparing

ρ and tracing F cannot increase the diamond distance, we have E = limn EPn . The

channel E thus satisfies (ii) of Theorem 4.17, meaning it is also approximately realisable

in M.

One way to arrive at a class of special cases of Conjecture 4.13 is thus to use our

main result of Chapter 3, which entails that any relation G satisfying the C3 exclusion

property (C3-EP) implies (unitary and exact) causal decompositions. Unfortunately,

relations that are of the augmented form and also satisfy the C3 exclusion property from

Chapter 3 are somewhat limited. This becomes especially apparent when formulating

the condition in terms of the concept lattice LG♯ .

Proposition 4.24. Let A, B be finite sets and G ⊆ A× B. The following are equivalent.

(i) G♯ satisfies the C3 exclusion property (C3-EP).

(ii) For all a1, a2 ∈ A and b1, b2 ∈ B, we have

G ∩ ({a1, a2} × {b1, b2}) ̸=
a1 a2

b1 b2

. (4.39)

(iii) The lattice LG♯ is a total order.

Proof. If ¬(i), then there are a1, a2, a3 ∈ A ∪ {e} and b1, b2, b3 ∈ B ∪ {f} so that

G♯∩ ({a1, a2, a3}×{b1, b2, b3}) = C3. By construction of G♯, we must have e /∈ {a1, a3}
and f /∈ {b1, b3}. Therefore G ∩ ({a1, a3} × {b1, b3}) = G♯ ∩ ({a1, a3} × {b1, b3}) =

C3∩({a1, a3}×{b1, b3}), which means that ¬(ii). For the opposite direction ¬(ii) ⇒ ¬(i),
suppose that we have equality in Eq. (4.39); then G♯∩ ({a1, e, a2}×{b1, f, b2}) is of the
form of C3, so G

♯ violates (C3-EP).
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Now let us prove that (i) ⇔ (iii). By Theorem 3.24, (i) is equivalent to the absence

in LG♯ of any non-unique paths between inputs a ∈ A and outputs b ∈ B. Note that by

construction of G♯, e is an input to the minimum element of LG♯ , while f is an output

of the maximum element. The absence of non-unique paths between any input-output

pair in LG♯ is therefore equivalent to the absence of non-unique paths between e and

f in particular. This is in turn equivalent to LG♯ being a total order, concluding the

proof.

Together with the causal decompositions shown by Lorenz and Barrett [62] (see

Theorem 3.18), this allows us to establish a number of classes of special cases of Con-

jecture 4.13, going beyond the cases M1–M5 discussed in Section 4.1.

Corollary 4.25. The inclusion ICM ⊆ RealM is satisfied for any spacetime situation M
defined on sets of system labels A and B that satisfies any of the following conditions.

(a) |A| ≤ 2;

(b) |B| ≤ 2;

(c) |A| = 3 and there is a ∈ A so that GM(a) = B;

(d) |B| = 3 and there is b ∈ B so that G−1
M(b) = A;

(e) GM satisfies any of the conditions in Proposition 4.24.

Proof. (a) and (b) follow directly from Theorem 3.18 and Corollary 4.23. For (c),

suppose that |A| = 3 and GM(a) = B. The augmented relation G♯
M is defined on |A|+1

input labels A∪{e}, but a and e are G♯
M-related to the same outputs. For the purposes

of causal decompositions they can therefore be treated as a single system, bringing us

back to a relation defined on |A| ≤ 3 inputs to which we can apply Theorem 3.18. (d)

follows similarly and (e) is immediate.

Now, how might one hope to prove more general cases of Conjecture 4.13? One

natural line of attack is to focus on the problem of causal decompositions itself and

prove cases of Conjecture 3.19 beyond those solved by [62] and Chapter 3. However,

there are two reasons why proving Conjecture 3.19 in its full generality might prima

facie not be necessary in case one is ultimately only interested in applications to Con-

jecture 4.13. First, Conjecture 4.13 only asks for approximate decompositions, whereas

Conjecture 3.19 posed the existence of exact ones. It is worth noting that the only reason

for the relevance of approximate decompositions in the spacetime context is because of

the need for decompositions of the LOSECG form; the case for the existence of exact

causal decompositions of shape LG is not in any way weakened by the considerations in

this chapter. Nevertheless, for completeness let’s weaken Conjecture 3.19:

Conjecture 4.26. Every binary relation G ⊆ A × B implies approximate causal decom-

positions. Equivalently, every unitary channel U is approximated by quantum circuits
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P with connectivity GP = GU .

The second reason why Conjecture 3.19, and, for that matter, Conjecture 4.26,

might seem too strong is that Conjecture 4.13 only requires us to prove the existence of

approximate causal decompositions for relations G of the form G♯
M for some spacetime

situation M. This however turns out not to be a restriction if we allow our spacetimes

to have arbitrary dimension, as we did in Conjecture 4.13.

Lemma 4.27. Let G ⊆ A× B be an arbitrary relation. There exists a spacetime situation

M = (Rd+1,⪯η, p, q) on (d + 1)-dimensional Minkowski spacetime (Rd+1, η), where

d := min({m− 1, n− 1}), so that G = GM.

Proof. This is a consequence of [70, Proposition 1].

Theorem 4.28. Conjectures 4.13 and 4.26 are equivalent.

Proof. The direction 4.26 ⇒ 4.13 is immediate due to Corollary 4.23. For the opposite

direction, suppose U : AA → BB is a unitary channel with causal structureGU . Applying

Lemma 4.27, let M be a spacetime situation such that GM = GU . Since U is already

unitary, we have U ∈ ICM, so that by Conjecture 4.13, U ∈ RealM also. In other words,

U is approximated by circuits P which are implementable in M, and which therefore in

particular satisfy GP ⊆ GM. Every such circuit P can be trivially rewritten into one

with connectivity GP = GM. This establishes Conjecture 4.26.

Remark 4.29. A natural question is whether all binary relations G may also arise from

spacetimes satisfying desirable physical requirements, for example, those that are (3+1)-

dimensional and globally hyperbolic. If not, then a full solution to approximate causal

decompositions might not be necessary to solve Conjecture 4.13 in those cases that are

physically relevant. As a first step in this direction, we note that work by Meyer [70,

Theorem 5] implies that under the assumptions that

• the spacetime underlyingM is (3+1)-dimensional Minkowski spacetime (R3+1, η);

• all relations pa ⪯η qb or pa ⪯̸η qb are robust under sufficiently small perturbations

of qb,

there exist binary relations not realisable as GM. An explicit example is the relation G

between A = {1, 2, . . . , 9} and B = P(A) defined by aGb ⇔ a ∈ b, but smaller examples

might also exist. �
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4.5 The Clifford case

Until now we have focussed on one particular way of proving special cases of Conjec-

tures 3.19 and 4.13: fix a binary relation G and show that G implies causal decom-

positions, or, respectively, fix a spacetime situation M and show that ICM ⊆ RealM.

Another possible avenue is to start from some non-causal assumption on a unitary

channel U and derive from it that U admits causally faithful circuit decompositions,

regardless of its causal structure. To close this chapter, we derive such a result, show-

ing that every Clifford unitary admits a causally faithful circuit decomposition. The

decomposition is of the LOSECGU form, meaning it can be readily implemented in any

spacetime situation M with GU ⊆ GM. It is also an exact decomposition, and thus gen-

eralises the known result that any Clifford unitary can be simulated exactly by nonlocal

quantum computation without constraints on connectivity (see e.g. [26, 92]).

Definition 4.30. Let Aa = L(Ha) be a quantum system with finite dimension da :=

dimHa and fix some basis {|k⟩Aa
}dai=1. Denote by Ga the set of generalised Pauli oper-

ators

Ga := {ZaXb | a, b = 0, . . . , da − 1} ⊆ Aa (4.40)

where

Z :=
∑
k

e2πik/d |k⟩ ⟨k| and X :=
∑
k

|k ⊕ 1⟩ ⟨k| . (4.41)

For composite systems AA =
⊗

a∈AAa, we write

GA :=

{⊗
a∈A

ga

∣∣∣∣∣∀a ∈ A : ga ∈ Ga

}
. (4.42)

A unitary map U :
⊗

a∈AHa →
⊗

b∈BHb and its associated channel U = U(·)U † : AA →
BB are called Clifford if UGAU † ⊆ GB, or, in other words, if there is a function of finite

sets fU : GA → GB such that14

fU (g)U = Ug for all g ∈ GA. (4.43)

In the following we will write a1, a2, . . . , am for the elements of A and b1, b2, . . . , bn
for those of B. Note that there is a natural identification of the set GA of tensor products
of Pauli operators with the Cartesian product

GA ∼=×
a∈A

Ga, ga1 ⊗ ga2 ⊗ · · · ⊗ gam 7→ (ga1 , ga2 , . . . , gam). (4.44)

The same holds for GB. We may therefore regard fU : GA → GB as a multi-input, multi-

output classical deterministic process, and by treating it as a multipartite quantum

14Normally when talking about Clifford unitaries, one assumes that the dimensions of all elementary

systems Aa and Bb are equal and that the number of in- and output wires of the Clifford unitaries

match. For our purposes it makes sense to consider the slightly more general class of unitaries defined

here.
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channel with dephased inputs and outputs, we can incorporate it into the same dia-

grammatic language we have been using for quantum circuits. We denote classical

systems and processes in grey so depict fU as

fU
Ga1 Gam

Gb1 GbnGb2

Ga2

· · ·

· · ·

. (4.45)

Write Ga →fU Gb if the Gb-component of the output of fU functionally depends on

the Ga-component of the input. In analogy to the causal structure GU of a unitary

channel U , let the causal structure of the function fU be the relation GfU ⊆ A × B

defined by

∀a ∈ A, b ∈ B : (a, b) ∈ GfU ⇐⇒ Ga →fU Gb. (4.46)

Classical functions like fU always admit circuit decompositions of the LOSECGfU
form:

fU
Ga1 Gam

Gb1 GbnGb2

Ga2

· · ·

· · ·

=

· · ·

fU fU fU· · ·

Ga1 Ga2 Gam

GfU

Gb1 Gb2 Gbm

. (4.47)

Here
· · ·

: X → Xn denotes the copy map on a classical system X. One copy of each

input is sent to each output site GfU -related to the input. At each output site fU is

then computed separately on all received inputs, filling in any missing, GfU -unrelated

inputs with arbitrary (and irrelevant) states . Only the relevant outputs are kept.

As the following lemma shows, fU inherits its causal structure GfU entirely from the

Clifford unitary U that defines it.

Lemma 4.31. For any Clifford unitary U = U(·)U † : AA → BB, we have GfU = GU .

Proof. Recall that we writeAi := L(HAi) andBj := L(HBj ). Suppose that U = U(·)U †

satisfies the no-influence condition Aa ↛U Bb, defined in Definition 3.8. This means

that

U(Aa ⊗ {1AA\{a}}) ⊆ {1Bb} ⊗BB\{b}. (4.48)

Since Ga ⊆ Aa and fU is just the restriction of U to GA, this shows that for all ga ∈ Aa

the Gb component of fU (ga⊗1AA\{a}) is always 1Bb ∈ Gb, so is in particular independent

of ga. Using the fact that fU preserves matrix multiplication, we have that on general⊗
a′∈A ga′ ∈ GA, fU evaluates as

fU

ga ⊗ ⊗
a′∈A\{a}

ga′

 = fU

(
ga ⊗ 1AA\{a}

)
fU

1Aa ⊗
⊗

a′∈A\{a}

ga′

 (4.49)
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whose Gb component is then independent of ga too. Therefore Ga ↛fU Gb.
Conversely, if Ga ↛fU Gb then

U(Ga ⊗ {1AA\{a}}) = fU (Ga ⊗ {1AA\{a}}) ⊆ {1Bb} ⊗BB\{b}. (4.50)

Since the Pauli operators in Ga linearly span the full matrix algebra Aa, this means that

also Eq. (4.48) is satisfied, so that Aa ↛U Bb.

Theorem 4.32. Every Clifford unitary U admits an exact LOSECGU decomposition that

uses one maximally entangled state for each input system.

Proof. Let P denote the classically controlled gate that applies the Pauli gate specified

by the state of its control system Ga:

=P

g

g(·)g†
Aa

Aa

Ga

Aa

Aa

for each g ∈ Ga. (4.51)

Teleportation [16] of a system Aa can then be represented diagrammatically by

=

P

M

Aa

Aa Aa

Aa

Ga

Aa

Aa

, (4.52)

where
⋃

AaAa
:= |Φ+⟩⟨Φ+|AaAa

denotes the maximally entangled state

∣∣Φ+
〉
AaAa

:=
1√
da

(∑
i

|i⟩Aa
⊗ |i⟩Aa

)
, (4.53)

and M is a measurement of Aa ⊗ Aa in the basis {(ga ⊗ 1Aa) |Φ+⟩ | ga ∈ Ga} whose

classical outcomes are labelled by elements of Ga.
The property of U being a Clifford unitary, i.e. Eq. (4.43), can meanwhile be ex-

pressed diagrammatically as

P P P

U

U

PPP

fU

=

· · ·

· · ·

· · ·

· · ·

· · ·· · ·

. (4.54)

Consequently, any Pauli errors arising from teleportation procedures can be delayed

until after application of the unitary, but at the cost of needing to compute the classical

function fU . Using the LOSECGfU
decomposition of fU from Eq. (4.47), then, we get
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U
· · ·

· · ·
=

U
P

M

P

M

P

M· · ·

· · ·

· · ·

· · ·

=

U

P

M

P

M

P

M· · ·

· · ·

· · ·

fU

· · ·

· · ·

· · ·

=

U

P

M M M· · ·

fU fU fU

P P· · ·

· · ·

· · ·

· · ·

GfU

· · ·· · · · · ·

· · ·· · ·· · ·

· · · · · · · · ·

. (4.55)

Since GfU = GU by Lemma 4.31, the resulting circuit constitutes a LOSECGU decom-

position of U .





Chapter 5

Conclusion and outlook

In this thesis we have studied the relation between compositional, causal, and relativistic

structure in the context of quantum transformations. We started in Chapter 2 by

introducing an order-theoretic framework for circuit syntax especially suited to the

study of input-output connectivity. We showed that a circuit has connectivity GP ⊆ G

precisely if it can be syntactically rewritten into a circuit of a particular canonical shape

LG, which is therefore the most expressive circuit shape with that connectivity. In doing

so, we solved an open problem posed by Lorenz and Barrett in their foundational work

on causal decompositions [62], which was to decide—even if assuming that all unitaries

have a causally faithful circuit decomposition—whether there exists a universal circuit

shape for all unitaries with a given causal structure G, or whether the required shape

might depend on the specific unitary under consideration. Having such a universal

shape is crucial to roles that causal decompositions play as a bridge between different

approaches to quantum causal modelling as well as in providing a constructive local

parametrisation of the entire set of unitaries satisfying given global causal constraints.

The shape LG we showed to be universal turned out to be a complete lattice, which we

argued is physically intuitive as joins and meets provide the opportunity for systems to

interact before being sent to the output locations.

In Chapter 3 we used the tools developed in Chapter 2 to make progress on the

open problem of the existence of causal decompositions of unitary transformations. We

started by outlining the compositional structure of quantum transformations, furnishing

the order-theoretic circuit syntax from Chapter 2 with quantum semantics and arguing

by way of a simple example (Proposition 3.6) that the full generality of the lattice LG,

with the maximal interaction it provides, may generally be required to express quantum

channels. We explained why the focus of causal decompositions lies on decomposing

unitary transformations, specifically, the reason being that the relationship between a

generic quantum channel’s compositional structure and its signalling relations is always

mediated by the causal structure of an appropriate unitary dilation. We also noted that

for some applications of causal decompositions—in particular that of parametrising the

unitary transformations satisfying a global causal constraint—it is relevant to require

the gates in the decompositions themselves to be unitary, too. Our main contribution

was then a combinatorial characterisation of those relations G that ‘imply’ such unitary
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causal decompositions, or, equivalently (as we found), imply unitary causally faithful

decompositions; that is, those global causal constraints that can be fully represented in

terms of the compositional structure of unitary circuits. The combinatorial condition

turned out to be naturally expressible both in terms of the relation G and in terms of

the circuit shape LG, in a way that made precise an intuition about routed circuits: that

they only provide an advantage in the presence of non-unique paths between inputs and

outputs.

In Chapter 4 we turned our attention to relativistic causality, where the first results

along the lines of causal decompositions in fact found their roots [13, 35, 86]. These

works investigated the relation between (what we called) signal consistency and real-

isability of quantum channels relative to a spacetime localisation of their input and

output systems. We saw that for a general such spacetime situation M, we have

RealM ⊆ RealM ⊆ ICM ⊆ SCM = SCM,

and that equivalence between signal consistency (SCM) and realisability (RealM) can be

obstructed in at least two distinct ways. First, because influence consistency (ICM) is

strictly stronger than signal consistency yet necessary for realisability, making the third

inclusion above generally strict. We saw how some phenomena from the literature—

the PR box and jamming correlations—can indeed be ruled out by demanding that

not signalling through channels, but causal influences through their unitary dilations

conform to relativistic causality. In addition, we argued that imposing influence con-

sistency is natural because any unobserved superluminal influences on the unitary level

would almost surely become observable upon only small perturbations of the fine-tuned

environment state.

The second obstruction for the equivalence of signal consistency and realisability that

we saw arises in situations previously studied in the context of position-based crypto-

graphy and holography, where the spacetime geometry limits the interaction that can

take place between systems due to the absence of intersections of lightcones. While this

can mostly be overcome by nonlocal quantum computation, simulating interaction with

shared entanglement up to arbitrarily small error, some channels remain impossible to

realise exactly due to the recent result of Miller and Alnawakhtha [71], implying strict-

ness of the first inclusion above. This left open the possibility for equality in the second

inclusion, which we posed as Conjecture 4.13. We saw that an answer to this conjecture

reduced to a combination of established nonlocal computation techniques with a full

solution to the existence of causal decompositions of unitary transformations—albeit of

a weaker kind than those featuring in Chapter 3: first, because the gates are allowed

to be general channels, rather than unitaries, and second, because approximations are

allowed. We finished with a proof that all Clifford unitaries admit causally faithful

circuit decompositions, weak in the first sense (they use shared entanglement) but not

in the second (the decompositions are exact).
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The research programme pursued in this thesis is far from complete, and each of the

chapters has left open natural avenues for further investigation. I will highlight some,

starting with a problem arising from Chapter 2 and Section 3.2, purely about quantum

compositional structure.

Find sufficient and necessary conditions for the quantum equivalence of cir-

cuit shapes.

Here I consider two circuit shapes quantum-equivalent if a quantum channel can be ex-

pressed (exactly) by the one if and only if it can be expressed by the other. This notion

is to be contrasted with syntactical equivalence from Definition 2.17. It follows from

Proposition 3.3 that syntactical equivalence implies quantum equivalence. The converse

is not quite true for one obvious reason: in the way we have defined it, all gates of a

quantum circuit must be trace-preserving, meaning the only possible semantics for a

gate with no output wires, i.e. an element p ∈ P that is maximal and satisfies µ−1(p) = ∅,
is a partial trace, which always factorises along its input systems. Any circuit shape P

is thus quantum equivalent—but not necessarily syntactically equivalent—to a reduced

shape P̃ ⪯ P obtained by factorising and/or removing appropriate such maximal ele-

ments. We may however ask: If any two reduced circuit shapes P̃ and Q̃ are syntactically

inequivalent, are they necessarily quantum-inequivalent, too? 1

Due to the possibility of nonlocal quantum computation, the answer is still in the

negative if one considers not exact but approximate circuit decompositions: the shapes

LG and LOSECG, for instance, can approximate the same quantum channels but are

generally syntactically inequivalent. Nevertheless, as a consequence of Miller and Al-

nawakhtha [71] (Proposition 4.6), whenever LG and LOSECG are syntactically inequi-

valent, there remain quantum channels that can be exactly expressed by LG but not by

LOSECG. As far as I am aware, no counterexamples to the exact question in italics are

known. If the answer is positive, this would reveal an interesting fact about quantum

theory, starkly contrasting it with classical theory, where the hierarchy of circuit shapes

instead largely collapses (see also [84]). Whatever the answer, a precise characterisa-

tion of the quantum-inequivalent circuit shapes would have potential applications to the

study of quantum networks (where similar research into the significance of intermediate

latents is being done [25]) as well as to position-based quantum cryptography, where

attention has been largely limited to the simple bipartite case from Proposition 4.6. An

answer to the question whether exact causal decompositions must generally always be

of the syntactically most expressive shape LG (up to the potential removal of its top

and/or bottom) would also follow from such a characterisation.

Relatedly, the order-theoretic formalism for circuit syntax, which we put forward

in Chapter 2 motivated mostly by its application to causal decompositions, also war-

rants further investigation outside the quantum context. This partly to help solve the

problem of quantum equivalence but also out of independent interest. First, it would

1In process-theoretic jargon: does inequivalence between P and Q with respect to any ‘process-

terminal’ or ‘causal’ process theory [29, 56, 57, 84] imply inequivalence in the theory of quantum

systems and CPTP maps?
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be worth formalising the connection with free symmetric monoidal categories, which

I deferred in Section 2.2 for lack of relevance to the main subject of this thesis, but

which would provide better ground for regarding morphisms of circuit shapes as a com-

plete model for syntactical circuit rewrites. Moreover, there is much more to be said

about the category-theoretic structure of CircAB, given fixed sets A, B, and the ensuing

order-theoretic structure of Circ⪯AB. A line of interesting results was recently presented in

independent work of Salzger and Selby [84], who propose an order-theoretic framework

for circuit syntax very similar to that developed in Chapter 2: their definitions of cir-

cuits and morphisms (there called framed partial orders and frame- and order-preserving

maps) are distinct from, but for most practical purposes equivalent to ours.2 Notably,

the work characterises all reduced circuit shapes (as in P̃ above) up to syntactical in-

equivalence in several special cases where A and B have small numbers of elements. This

line of investigation is worth extending in future work.

The results presented in this thesis also suggest next steps towards a complete un-

derstanding of causal decompositions. One is to

find a combinatorial condition characterising those relations G ⊆ A× B that

imply unitary routed causal decompositions. The condition should be ex-

pressed as a natural property of G and/or its concept lattice LG, perhaps

similar in nature to the C3 exclusion property.

Lorenz and Barrett [62] showed the existence of routed unitary causal decompositions3

for a number of relations on a case-by-case basis and recent work of Vanrietvelde,

Mestoudjian and Arrighi [108] solves another class of cases. There however also ex-

ist counterexamples: there are four-input, four-output unitaries that admit no causally

faithful routed unitary circuit decomposition [105]. The tools developed in Chapters 2

and 3 may prove useful for finding a complete characterisation: the concept lattice

provides the definitive syntax for causal decompositions and Proposition 3.34 may be

a good starting point for constructing the quantum semantics of general routed de-

compositions. As for the combinatorial form of the condition, it is not difficult to see

that implying unitary routed causal decompositions is a hereditary property: that is, if

G ⊆ A×B satisfies it, then any restriction G∩(A′×B′), where A′ ⊆ A and B′ ⊆ B, satisfies

it too.4 This implies that the condition can be formulated as an ‘exclusion property’

much like (C3-EP), requiring that G restricts nowhere to any out of a set of forbidden

relations X. Whether X is a singleton (as for (C3-EP)), a finite set, or an infinite set

remains to be seen.

Moreover, in those cases where routed unitary circuits do not suffice, future research

should point out whether causal decompositions in terms of generic channels still do

2Precisely, the category of framed partial orders and frame- and order-preserving maps is isomorphic

to a strict subcategory of our CircAB, but the approaches become equivalent after quotienting out by

syntactical equivalence.
3There called ‘extended’, rather than routed.
4It is not immediately clear whether the same is true about the property of implying unitary routed

causally faithful decompositions. Indeed, this was why in the non-routed case, the direction (iii) ⇒ (i)

of Theorem 3.23 required a non-trivial proof (Section 3.5.4).
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exist. Such decompositions would be relevant to the spacetime context, solving special

cases of Conjecture 4.13, but less useful for the application of providing parametrisa-

tions and autonomous causal mechanisms. To serve the latter application, it would be

worth investigating whether an even more general unitary quantum circuit formalism

exists, generalising routed unitary quantum circuits and allowing for strictly more causal

decompositions.

When it comes to spacetime application of causal decompositions, also geometric

conditions on binary relations are worth investigating:

Determine which binary relations G ⊆ A × B arise as the metric-induced

relations GM of spacetime situations M that have 3+ 1 dimensions and/or

satisfy other physically desirable properties, such as global hyperbolicity; and

investigate whether such geometric constraints imply algebraic properties that

facilitate the derivation of causal decompositions required for the physically

relevant cases of Conjecture 4.13.

Recall from Lemma 4.27 that any relation can occur as GM in Minkowski spacetimes

of unrestricted dimension, but that physically reasonable (though perhaps too strong)

geometric restrictions can indeed impose nontrivial constraints on the realisable relations

(Remark 4.29). A connection between geometric constraints and algebraic properties

as suggested above is speculative, but would be very interesting.

Let me close by mentioning another, more ambitious avenue generalising the problem

setting of Chapter 4. Even though the framework we proposed there can be regarded as

generalising a question asked in previous literature [13, 35, 86] to arbitrarily many input

and output systems localised at arbitrary points in spacetime, it is still restricted to the

limit of finite-dimensional quantum systems travelling along highly localised worldlines

through spacetime. A natural generalisation would be to quantum field theories, with

the algebraic formalism perhaps being most suitable [50]. In this context, an appropriate

notion of realisability of quantum operations in local spacetime regions has only recently

been proposed [39]—of which the quantum circuits in spacetime from Chapter 4 can be

considered a limiting case [64]—and it was shown in [19] that those operations never

lead to superluminal signalling or superluminal causal influences. It would be worth

investigating, also in this more general context, what can be said about the converse.
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Computation in Context. Ed. by B. Löwe, D. Normann, I. Soskov and A. Soskova.

Vol. 6735. Berlin, Heidelberg: Springer Berlin Heidelberg, 2011, pp. 1–10. arXiv:

1102.0860.

[6] Arrighi, P. and Martiel, S. “Quantum Causal Graph Dynamics”. Physical Review

D 96.2 (2017), p. 024026. arXiv: 1607.06700 [cs].

[7] Arrighi, P., Nesme, V. and Werner, R. “One-Dimensional Quantum Cellular

Automata over Finite, Unbounded Configurations”. In: Language and Auto-

mata Theory and Applications. Ed. by C. Mart́ın-Vide, F. Otto and H. Fernau.

Vol. 5196. Berlin, Heidelberg: Springer Berlin Heidelberg, 2008, pp. 64–75.

[8] Arrighi, P., Nesme, V. and Werner, R. “Unitarity plus Causality Implies Local-

izability”. Journal of Computer and System Sciences 77.2 (2011), pp. 372–378.

arXiv: 0711.3975.

[9] Barnum, H., Caves, C. M., Fuchs, C. A., Jozsa, R. and Schumacher, B. “Non-

commuting Mixed States Cannot Be Broadcast”. Physical Review Letters 76.15

(1996), pp. 2818–2821.

[10] Barrett, J. “Information Processing in Generalized Probabilistic Theories”. Phys-

ical Review A - Atomic, Molecular, and Optical Physics 75.3 (2007), pp. 1–21.

arXiv: quant-ph/0508211.

107

http://dx.doi.org/10.1109/LICS.2004.1319636
http://arxiv.org/abs/quant-ph/9806029
https://arxiv.org/abs/quant-ph/9806029
http://dx.doi.org/10.1103/PhysRevD.24.359
http://dx.doi.org/10.1103/PhysRevD.24.359
http://dx.doi.org/10.1103/PhysRevX.7.031021
https://arxiv.org/abs/1609.09487
http://dx.doi.org/10.1007/978-3-642-21875-0_1
http://dx.doi.org/10.1007/978-3-642-21875-0_1
https://arxiv.org/abs/1102.0860
http://dx.doi.org/10.1103/PhysRevD.96.024026
https://arxiv.org/abs/1607.06700
http://dx.doi.org/10.1007/978-3-540-88282-4_8
http://dx.doi.org/10.1007/978-3-540-88282-4_8
http://dx.doi.org/10.1016/j.jcss.2010.05.004
http://dx.doi.org/10.1016/j.jcss.2010.05.004
https://arxiv.org/abs/0711.3975
http://dx.doi.org/10.1103/PhysRevLett.76.2818
http://dx.doi.org/10.1103/PhysRevLett.76.2818
http://dx.doi.org/10.1103/PhysRevA.75.032304
https://arxiv.org/abs/quant-ph/0508211


108 BIBLIOGRAPHY

[11] Barrett, J., Lorenz, R. and Oreshkov, O. “Quantum Causal Models”. 2019. arXiv:

1906.10726. Pre-published.

[12] Barrett, J., Lorenz, R. and Oreshkov, O. “Cyclic Quantum Causal Models”.

Nature Communications 12.1 (2021), pp. 1–15. arXiv: 2002.12157.

[13] Beckman, D., Gottesman, D., Nielsen, M. A. and Preskill, J. “Causal and Loc-

alizable Quantum Operations”. Physical Review A 64.5 (2001), p. 21. arXiv:

quant-ph/0102043.

[14] Beigi, S. and König, R. “Simplified Instantaneous Non-Local Quantum Com-

putation with Applications to Position-Based Cryptography”. New Journal of

Physics 13.9 (2011), p. 093036.

[15] Bell, J. S. “On the Einstein Podolsky Rosen Paradox”. Physics 1.3 (1964),

pp. 195–200.
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