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Abstract

Transition vertical take-off and landing (VTOL) aircraft configurations

have risen in popularity as a result of the emerging “air taxi” market, i.e.

the idea of point-to-point hybrid and electric aircraft transport solutions

as a means to enable intra-city civilian air transport amidst rising global

climate concerns. Such configurations benefit from the characteristics of

both helicopters (high maneuverability and vertical flight) and conven-

tional fixed-wing aircraft (efficient cruise) but remain a great challenge

in the context of flight stability and control. This thesis explores the

modeling, flight controller design, and testing of a unique tiltwing aircraft

configuration: the Rolls-Royce eVTOL concept.

Minimum-energy transition trajectories are found that satisfy stall and

dynamic constraints to gain an understanding of the aircraft’s achiev-

able flight envelope. By studying the effects of center-of-gravity (CG)

perturbations in combination with active flow control (AFC) concepts,

the theoretical limits of performance are determined, where it is found

that constant-altitude transition can be achieved in the forward direc-

tion (hover-to-cruise) but not the reverse (cruise-to-hover). Comparative

solutions reveal that a redesign of the tail wing could expand the achiev-

able flight envelope of the aircraft during backward transition. In either

case, the use of AFC serves to maximize aircraft performance and increase

robustness to CG variations.



A full-envelope flight controller that employs feedback linearization in a

cascade design combined with fault-tolerant control allocation is devel-

oped for a scaled model of this aircraft. The inner-loop attitude control

is designed first, where nonlinear dynamic inversion (NDI) is paired with

LQR to regulate the attitude rates, and a weighted pseudo-inversion con-

trol allocation scheme is implemented to map virtual controls to effector

demands. It is found that the inner-loop bandwidth must be limited to

avoid exciting a structural resonance mode of the 3D-printed airframe,

but controller performance is nevertheless satisfactory in both simulation

and hover flight. Good robustness is demonstrated in response to motor

failure and wind gust disturbances.

The general problem of finding a full-envelope solution for the outer-

loop velocity control design is investigated. A novel solution is proposed

through the careful selection of thrust-aligned virtual control inputs and

outputs, resulting in a globally-valid controller that is generalizable to

a wide range of transition VTOL configurations. This outer-loop de-

sign is applied to the tiltwing aircraft of this thesis, and its completed

full-envelope flight controller is evaluated in simulation and hover flight,

demonstrating proof-of-concept of this novel outer-loop approach. A for-

mal robustness analysis of such a controller design is carried out, eluci-

dating the implications of physical design on the uncertainty bounds.
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Chapter 1

Introduction

The idea of vertical flight has been around for thousands of years, the earliest known

history being children’s bamboo flying toys of 400 BC China and Japan known as

taketombo [1]. However, it wasn’t until the early 20th century that the first manned

vertical take-off and landing (VTOL) aircraft was flown, and it would take until after

World War II, with the invention of the turbine engine, for this technology to develop

as we recognize it today [2].

(a) The Cornu Helicopter. First manned VTOL,
. 1907 [3]

(b) The Kaman K-225. First turbine-powered
. helicopter, 1951 [4]

Figure 1.1: Historical VTOL Aircraft

VTOL aircraft can be categorized into broadly two groups: rotorcraft and powered-

lift. The most widely-known example of rotorcraft is the helicopter, where all forces

required to maintain flight are provided by an engine-driven rotor, though other con-
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figurations exist including the autogyro and the gyrodyne. Conversely, powered-lift

aircraft are a type of transition aircraft that get their VTOL capabilities from engine

power but use a non-rotating aerodynamic surface to generate lift (i.e. a wing) during

horizontal flight. Example configurations include tiltwings, tiltrotors, and tiltducts,

all of which operate by shifting the direction of thrust depending on flight mode.

Tiltwings achieve this by tilting the main wing with the engines/props attached,

while tiltrotors have a fixed horizontal wing with engine nacelles that tilt. Tiltducts

operate similarly but through the use of ducted fans. Two examples of such thrust-

to wing-borne transition VTOL aircraft are the Canadair CL-84 tiltwing and the

Bell-Boeing V-22 Osprey tiltrotor, shown in Figure 1.2.

(a) The Canadair CL-84 tiltwing [5]
—–

(b) The Bell-Boeing V-22 Osprey tiltrotor [6]
-(Image licensed under CC BY-SA 4.0)

Figure 1.2: Examples of Transition VTOL Aircraft

Recent improvements in hybrid and electric technology have made civil transition

VTOL aircraft a more present reality than they were back in the late 20th century.

Hence, in recent years, there has been a rising interest in Urban Air Mobility (e.g.

“air taxis”), the idea of transport aircraft with VTOL capabilities designed for intra-

and/or inter-city travel [7, 8]. Many of the concepts studied adopt either hybrid

[9, 10] or all-electric powertrains [11, 12] due to considerations of emissions and ease

of flight control and redundancy offered by multiple propulsors. However, the usage

of electrical storage and propulsion reduces the overall payload and range capability

of flight vehicles relative to those powered by kerosene. Consequently, transition
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aircraft, which combine VTOL capabilities required for operation in dense, urban

environments with the efficiency of fixed-wing operation during cruise, tend to be a

popular design choice for air taxi concepts [9, 12]. Two examples of such air taxi

concepts are shown in Figure 1.3. The Airbus A3 Vahana is a tandem tiltwing design

that is popular in current literature regarding tiltwing modeling and controller design,

and the Rolls-Royce eVTOL concept is the configuration of interest in this thesis.

(a) The Airbus A3 Vahana [13]
(Image-licensed-under-CC-BY-SA-4.0)

(b) The Rolls-Royce eVTOL concept [14]
(©Rolls-Royce)

Figure 1.3: Examples of Modern Tiltwings for Urban Air Mobility

1.1 Motivation: Tiltwing VTOL Aircraft and their

Challenges

There was an immense amount of research and development in the 1960s–1980s of

various transition aircraft configurations [15, 16, 17, 18, 19]. Tiltwings [16], tiltrotors

[17, 18], and tiltducts [19] were three major classes that were investigated. However,

only one aircraft of this type (Bell-Boeing V-22 Osprey) has reached operational

service, and one nears introduction (Leonardo AW609), both being tiltrotors. The

relative merits of tiltwings vs tiltrotors are a subject of much debate [20, 21]. Each

have notable pros and cons, ranging from mechanical complexity to the flight control

design, but both present significant flight control challenges during conversion between

thrust- and wing-borne flight as the aircraft are often pushed to their operational

limits within their feasible flight envelopes.
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Tiltwings can be considered an attractive choice from a systems-level point of view.

Comparing the thrust generation capabilities of tiltwings and tiltrotors, the latter ex-

perience significant down-loading from the rotor wake in hover due to its fixed wing,

which effectively behaves as a flat plate interfering with the airflow and thus requires

extra thrust and power to compensate [22]. Conversely, for a tiltwing, the wing chord

is always aligned with the prop wake, rendering this effect negligible in comparison.

As a further consequence, tiltrotors tend to have much larger rotor blades than a

tiltwing’s prop blades. This in turn reduces the disk loading, which can improve effi-

ciency in hover but makes cruise less efficient [22]. Hence, tiltwings are better suited

for commercial corporate and commuter markets because their generally smaller prop

radius means much faster and more efficient cruise, and hover times are not significant

in such operations [23]. Mechanically, a tiltwing will also tend to be less complex than

a tiltrotor, rendering tiltwings more reliable and easier/cheaper to manufacture. The

tilting mechanism itself for a tiltrotor generally requires intricate drive systems due

to the nacelles being widely separated, while everything moves synchronously on a

tiltwing. As an example, the Bell-Boeing V-22 Osprey tiltrotor drive system consists

of five gearboxes and an interconnected drive shaft to ensure one-engine-inoperative

operations [23]. Furthermore, there are weight drawbacks for a tiltrotor due to aeroe-

lasticity effects. Specifically, tiltrotors are particularly susceptible to a whirl flutter

instability involving a coupling of the rotors and the fuselage-wing bending modes

as a result of typically lower engine speeds than for a tiltwing [22]. To compensate,

significant stiffening of the wing structure is required, which adds a weight penalty

[23].

However, tiltwings present some unique challenges, a particular one being the

transition maneuver itself from hover to cruise flight (and back). This maneuver

for tiltwing aircraft, visualized in Figure 1.4, is particularly challenging due to the

shifting wing angle while the aircraft rapidly changes airspeed [24]. In hover-to-cruise
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(forward) transition, tiltwing aircraft must generate the necessary thrust to balance

the aircraft’s weight while also accelerating to a speed where sufficient lift can be

generated by the wings. In cruise-to-hover (backward) transition, the same balancing

act must be achieved but in reverse. In both cases, the shifting wing angle and

rapidly changing airspeed often pushes the local angle of attack (AoA) of the wings

to their aerodynamic stall regime, which is problematic for aircraft controllability,

performance, and safety. In a report by McKinney et al. [25], the phenomenon of

wing aerodynamic stall in transition for tiltwing aircraft is discussed in detail. While

the propeller slipstream blowing over the wing tends to help keep the local AoA on

the wing within the limits of stall, stalling is still likely to occur unless the aircraft

climbs throughout the maneuver (as illustrated in Figure 1.4), which helps reduce the

angle between the wing chord and the aircraft’s flight path, and if high-lift devices

(such as flaps or slats) are used. This phenomenon was validated by flight testing

of the Canadair CL-84 tiltwing [16], and while increasing altitude helps avoid stall

throughout transition, this is not preferred for civil applications (e.g. air taxis), where

minimal altitude variation may be necessary for operation within narrow urban flight

corridors and smoother maneuvers may be desired for passenger comfort.

Figure 1.4: Example thrust vs lift generation throughout transition for a tiltwing
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Another challenge, which applies to all transition VTOL aircraft, is in the area

of the flight control design. The flight control is a particularly challenging problem

due to the significant variation of these aircraft’s flight dynamics (including complex

prop-wing aerodynamic coupling/interactions) as they move through their complete

operating regime (hover, cruise, and transition). These configurations, which are

fundamentally characterized by relying on thrust generation for hover mode and lift

generation for cruise, generally exhibit a lack of independent thrust actuation in

both the vertical and horizontal directions. Dynamically, this necessitates that the

thrust demand be coupled with the angle at which it will act in order to maintain

full controllability of the longitudinal velocity states, or otherwise, the vertical air-

speed dynamics exhibits changing relative degrees throughout the flight envelope [26].

This fundamental difference in operation (thrust- vs wing-borne flight), which is ex-

emplified in Figure 1.4, thus poses a unique control challenge during the transition

maneuver and proves to be a key constraint in finding full-envelope flight control

solutions for the design of the outer-loop (i.e. velocities) dynamics for these air-

craft, rendering such control design to be a complex task without either assuming

independent thrust actuation in both the vertical and horizontal directions and/or

implementing a gain schedule or other switching behavior. Hence, typical control

approaches require designing many flight controllers for various modes of flight and

finding ways to smoothly switch between them, a laborious task that has potential

downsides. Furthermore, the current lack of generalized, full-envelope control strate-

gies emphasizes the complexity of controlling such aircraft and indicates a potential

lack of understanding of the underlying dynamics of these vehicles.
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1.2 Purpose of Research

This thesis investigates full-envelope flight control design for a tiltwing VTOL aircraft

through the application of a nonlinear control technique called feedback linearization.

Typically, the lack of independent thrust actuation in both the vertical and horizontal

directions limits the applicability of a feedback linearization controller in the context

of the outer-loop (velocities) design. However, this research proposes a novel solution

through the careful selection of thrust-aligned virtual control inputs and outputs,

resulting in a globally valid controller that is generalizable to a wide range of transition

VTOL configurations. Combined with a full-envelope inner-loop (attitudes) solution,

such a control concept tackles one of the core difficulties in controlling these aircraft

(the lack of independent thrust actuation) and provides a deeper understanding of

the underlying dynamics governing how these aircraft perform.

To demonstrate the effectiveness of such a control strategy, this controller design

is evaluated in both simulation and flight testing using a dynamically-scaled tiltwing

demonstrator aircraft based on the Rolls-Royce eVTOL concept (shown in Figure

1.3b). This configuration serves as an ideal platform to test the validity and ef-

fectiveness of this control strategy while additionally solving/overcoming its unique

complexities, such as the challenge of avoiding wing aerodynamic stall throughout

the transition maneuver. Hence, the contributions of this thesis are:

• A complete 6-degree-of-freedom (DoF) model of this unique tiltwing aircraft

• A novel full-envelope feedback linearization-based controller design

• A full-envelope control allocation methodology designed for fault-tolerance (an

important safety consideration in the context of air taxis)

• Trajectory optimization solutions for this tiltwing aircraft to determine feasible

minimum-energy transition trajectories
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• Simulation and flight testing results as well as a formal robustness analysis to

demonstrate the validity and effectiveness of this controller design

The design, implementation, and demonstration of this system through the research

presented in this thesis helps widen the design space for tiltwing aircraft (and transi-

tion aircraft in general) and contributes toward minimizing energy use and maximizing

passenger comfort and safety in newly-emerging Urban Air Mobility markets.

1.3 Thesis Content

Chapter 2 reviews key concepts pertinent to the content of this thesis. This includes

general aircraft modeling and dynamics, feedback linearization control and control

allocation, numerical methods for solving trajectory optimization/general optimal

control problems, and uncertainty modeling and robustness analysis. Chapter 3 then

presents the complete 6-DoF model and dynamics of the tiltwing aircraft of interest

in this work, which will be used throughout the thesis, including a brief analysis of

its dynamics across its complete flight-envelope. Before considering the controller

design, feasible transition trajectories are explored in Chapter 4. This will not only

help build a further understanding of the dynamics and performance of this aircraft,

but this methodology will also be later used to generate outer-loop reference inputs

for the full-envelope flight controller. The full-envelope flight controller design and

all associated results are then presented across the next three chapters. Chapter 5

begins this trilogy by discussing the inner-loop attitude controller design, simulation

predictions, and initial flight testing results. Focus is then shifted in Chapter 6 to

the general problem of the outer-loop velocity control design for thrust- to wing-

borne transition VTOLs, where a novel approach is presented that demonstrates how

feedback linearization can be applied in this context through the careful selection of

thrust-aligned virtual control inputs and outputs. While the focus of this thesis is
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on tiltwings, the concepts in this chapter are presented in this more general context

to emphasize key points in this novel approach and to build an understanding of the

fundamental dynamics governing how these aircraft operate and behave. Chapter

7 then shifts the focus back to the specific tiltwing configuration of interest in this

thesis. By applying the generalized outer-loop control approach that was introduced

in the previous chapter, the outer-loop velocity controller design and completed flight

controller for this aircraft are presented, and the effectiveness of this completed design

is demonstrated through simulation, flight testing, and a formal robustness proof and

analysis. Lastly, conclusions for the thesis are drawn in Chapter 8.

The content of Chapter 4 was published in the AIAA Journal of Aircraft [27]

following preliminary ideas for the work that were presented as paper 2022-1082 at

the AIAA SciTech 2022 conference [28]. The inner-loop controller design, control

allocation, and hover simulation and (tethered) flight testing results of Chapter 5

were originally presented as paper 2023-1910 at the AIAA SciTech 2023 conference

[29]. Preliminary work on Chapter 6 and its associated content in Chapter 7 was

originally presented as paper 2023-4511 at the AIAA Aviation 2023 conference [26],

and the completed work (Chapters 6 and 7) is planned to be submitted as a journal

paper(s) to the AIAA Journal of Guidance, Control, and Dynamics.
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Chapter 2

Key Concepts and Literature

Review

2.1 Introduction

This chapter provides a background of the key dynamics and control concepts relevant

to the content of this thesis. Section 2.2 gives an overview of general flight dynamics

and how a generic aircraft can be modeled as a 6-DoF rigid body. A thorough

exploration of feedback linearization control is then covered in Section 2.3, as this

is the core nonlinear control technique used in this work, followed by a discussion

of control allocation as a method for allocating inputs in an over-actuated system

such as a tiltwing. Focus is then shifted in Section 2.5 to a review of trajectory

optimization and numerical methods for solving general optimal control problems.

Section 2.6 gives a brief overview of active flow control (AFC) and current literature

on relevant aircraft applications. Lastly, Section 2.7 reviews system uncertainty and

robustness in the context of analysis and control design.
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2.2 General Flight Dynamics

2.2.1 Coordinate Frames

To derive the aircraft equations of motion, four coordinate frames are required: Earth-

fixed, body, wind, and stability. The Earth-fixed and body frames are the primary

coordinate systems used to define the relevant state variables of the aircraft (position,

attitude, velocity, rotation rate), while the wind and stability frames are primarily

used for aerodynamic modeling.

The Earth-fixed frame, also known as the topodetic reference system [30] or the

inertial North-East-Down (NED) frame [31], is fixed in space with its x-axis directed

North, y-axis East, and z-axis down into the Earth. The aircraft’s body axis system

is also a NED-oriented coordinate frame but is instead aligned with the aircraft’s

position and orientation. The origin of this coordinate system lies at the aircraft’s

center of gravity (CG), and its x-axis (denoted xb, etc.) points toward the nose of the

aircraft, the y-axis toward the aircraft’s right wing, and the z-axis perpendicularly

downward, as shown in Figure 2.1a.

(a) Aircraft Body Axes [30] (b) Wind Axes relative Body and Stability [30]

Figure 2.1: Coordinate Frames

The aircraft’s body velocities are denoted u, v, and w for components in the xb, yb,

and zb directions, respectively, while its rotation rates about those axes are denoted p,

11



q, and r. The attitude of the aircraft is described by the three Euler angles (ϕ, θ, ψ)

representing roll, pitch, and yaw, respectively. These angles are measured as counter-

clockwise positive rotations of the aircraft’s body axes relative the Earth-fixed frame.

Note that because the aircraft’s attitude is measured relative the Earth-fixed frame,

the Euler angle time derivatives (ϕ̇, θ̇, ψ̇) are not equal to the body rotation rates (p,

q, r) [32]. In a similar fashion to the aircraft’s attitude, the position of the aircraft

(x, y, z) is measured by the location of its body frame relative the Earth-fixed frame.

The wind coordinate frame is defined by a radial vector (the freestream airspeed

V ) and two angles (the freestream angle of attack α and the sideslip angle β), as

shown in Figure 2.1b. Note that the sideslip angle β is taken as clockwise positive,

and subscripts w and s indicate wind and stability, respectively. The freestream

angle of attack α is defined as the angle between the horizontal body axis (xb) and

the freestream airspeed vector in the longitudinal direction, while the sideslip angle

is defined as the angle between the longitudinal plane and the airspeed vector in the

lateral direction.

Mathematically, the freestream airspeed V , freestream angle of attack α, and

sideslip β can be expressed in terms of the body-axis velocities [32]:

V = ∥V∥ =
√
u2 + v2 + w2

α = arctan
(︂w
u

)︂
β = arcsin

(︂ v
V

)︂ (2.1)

Note that for conventional fixed-wing aircraft, α typically represents the incidence

angle of the main wing (i.e. its angle of attack), but this assumes that the wing is

fixed and its chord is aligned with the aircraft’s longitudinal axis. In the context of a

tiltwing aircraft, it will be necessary to define this differently to account for both the

wing angle ξ and any prop-wing aerodynamic interactions [33, 34].
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Lastly, the stability frame is closely related to the wind axis system but is ori-

ented relative the wind frame through a rotation of β and relative the body frame

through a rotation −α. This coordinate frame is commonly used to define aero-

dynamic coefficients that are employed in standard empirical aerodynamic models

[30, 31, 32, 35, 36].

2.2.2 6-DoF Equations for a Rigid Body

A generic aircraft can be modeled as a rigid body with three translational and three

rotational degrees of freedom, resulting in a set of 12 simultaneous nonlinear differen-

tial equations describing the aircraft’s position, attitude, velocity, and rotation rate

dynamics. The equations for the aircraft’s position and attitude (Earth-fixed frame)

can be derived purely from kinematics, while its velocity and rotation rate (body

frame) are derived using the Newton-Euler equations for a rigid body.

Beginning with the latter, we apply the Newton-Euler equations to the aircraft’s

CG in the body reference frame [30]:

Fnet = m(V̇ +Ωb ×V)

Mnet = JΩ̇b +Ωb × (JΩb)

(2.2)

where Fnet and Mnet are 3 × 1 column vectors containing the net external forces

and moments on the body, respectively, m is the mass of the aircraft, V is the body

velocity vector, Ωb contains the body rotation rates, and J is the symmetric inertia

tensor with elements Iij. To obtain a set of equations in state-space form, (2.2) above

is rearranged such that all first-order derivatives are on the left-hand side:

V̇ = −Ωb ×V +
1

m
Fnet

Ω̇b = J−1 (−Ωb × (JΩb) +Mnet)

(2.3)
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To derive the equations for the aircraft’s position and attitude states, we make

use of the following transformation matrices [30, 31, 32, 36, 37]:

Tbe =

⎡⎢⎢⎢⎢⎣
cθcψ cθsψ −sθ

sϕsθcψ − cϕsψ sϕsθsψ + cϕcψ sϕcθ

cϕsθcψ + sϕsψ cϕsθsψ − sϕcψ cϕcθ

⎤⎥⎥⎥⎥⎦ Rbe =

⎡⎢⎢⎢⎢⎣
1 0 −sθ

0 cϕ sϕcθ

0 −sϕ cϕcθ

⎤⎥⎥⎥⎥⎦ (2.4)

where cϕ and sϕ are shorthand for cos(ϕ) and sin(ϕ), etc. These matrices transform

translations and rotations from the inertial Earth-fixed frame to the local body-axis

system. Hence,

[ẋ ẏ ż]T = T−1
be V[︂

ϕ̇ θ̇ ψ̇
]︂T

= R−1
be Ωb

(2.5)

Expanding (2.3) and (2.5), and assuming symmetry in the aircraft’s xz-plane (i.e.

Ixy = Iyz = 0), gives the set of 12 simultaneous nonlinear differential equations of

motion for a generic aircraft:

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

ẋ

ẏ

ż

ϕ̇

θ̇

ψ̇

u̇

v̇

ẇ

ṗ

q̇

ṙ

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

=

⎡⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

u(cθcψ) + v(sϕsθcψ − cϕsψ) + w(cϕsθcψ + sϕsψ)

u(cθsψ) + v(cϕcψ + sϕsθsψ) + w(cϕsθsψ − sϕcψ)

−u(sθ) + v(sϕcθ) + w(cϕcθ)

p+ q(sϕtθ) + r(cϕtθ)

q(cϕ)− r(sϕ)

q(sϕ/cθ) + r(cϕ/cθ)

rv − qw + Fxnet/m

pw − ru+ Fynet/m

qu− pv + Fznet/m

I1 (pqI2 + qrI3 + IzzMxnet + IxzMznet)

pr(Izz − Ixx)/Iyy + (r2 − p2)Ixz/Iyy +Mynet/Iyy

I1 (pqI4 − qrI2 + IxzMxnet + IxxMznet)

⎤⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

(2.6)
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where,

I1 = 1/(IxxIzz − I2xz) I3 = −I2zz + IyyIzz − I2xz

I2 = Ixz(Ixx − Iyy + Izz) I4 = I2xx − IxxIyy + I2xz

(2.7)

Hence, to derive the dynamic model for a specific aircraft, the net external forces

Fnet = [Fxnet Fynet Fznet ]
T and momentsMnet = [Mxnet Mynet Mznet ]

T appearing

in (2.6) must be defined for the particular aircraft’s configuration and effector model.

2.3 Feedback Linearization Control

Feedback linearization is a powerful nonlinear control technique that involves can-

celing the nonlinearities of a system model through feedback, allowing one to apply

familiar linear control techniques such as PID or LQR [38]. Where a local Jacobian

linearization linearizes a system about a specific operating point (a specific point

in the system domain), feedback linearization achieves linearization over an entire

region of the domain. This region is often a subset of the domain, but in special

cases it can be the entire domain itself [39]. However, due to relying on inverting

the system model, feedback linearization can be quite sensitive to disturbances and

modeling uncertainties. Nevertheless, due to its effectiveness at handling nonlinear

systems, feedback linearization has been widely studied and used in aerospace control

applications. Before diving into the details, we will begin with two simple examples

to build intuition around how this nonlinear control technique works.

Example 2.1. Full-state linearization.

Consider the following nonlinear single-input-single-output (SISO) input-affine

system: ⎡⎢⎣ẋ1
ẋ2

⎤⎥⎦ =

⎡⎢⎣x22 − x1

x31 + x2

⎤⎥⎦+

⎡⎢⎣0
1

⎤⎥⎦u
y = x1

(2.8)
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To find a relationship between the input u and the output y, we can differentiate the

output until the input appears in its dynamics, which in this case requires differenti-

ating twice:

ÿ = x1 + 2x31x2 + x22 + 2x2u (2.9)

Equating ÿ to a new input v allows us to construct the following inversion control

law:

u =
1

2x2

(︁
v − x1 − 2x31x2 − x22

)︁
(2.10)

and a new state vector z can be constructed as z = [y ẏ]T , resulting in the following

linear system from v to y:

ż =

⎡⎢⎣0 1

0 0

⎤⎥⎦ z+

⎡⎢⎣0
1

⎤⎥⎦ v
y =

[︃
1 0

]︃
z

(2.11)

Hence, this system is fully controllable, and it is therefore possible to design a state-

feedback control law for v that stabilizes this system. This is known as full-state

linearization. ■

Example 2.2. Input-output linearization.

Consider the same nonlinear system from (2.8), but we will now take the output

to be y = x2. Once again, we will differentiate the output y until the input u appears

in its dynamics, which in this case only requires differentiating once:

ẏ = x31 + x2 + u (2.12)

Thus, by equating ẏ to a new input v, this system will now have the following inversion

control law:

u = v − x31 − x2 (2.13)
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and a new state vector z can be constructed such that z1 = y. However, the choice of

z2 is now (somewhat) arbitrary because z2 will not appear in the linear system from

v to y:

ż1 = v

y = z1

(2.14)

To complete the new state vector z, we will select z2 to ensure invertibility of this

state transformation. The simplest choice for this is z2 = x1, which results in the

following dynamics for z:

ż =

⎡⎢⎣ v

z21 − z2

⎤⎥⎦ (2.15)

Hence, only part of the system’s dynamics have been linearized, and the state z2

remains unobservable by this state transformation. This is known as input-output

linearization, and in order for this system to be stable, it is necessary that the unob-

servable state z2 be stable on its own. ■

For a general discussion of the key principles of feedback linearization, we con-

sider nonlinear multi-input-multi-output (MIMO) input-affine1 square2 systems of the

following form:

ẋ = f(x) + g(x)u

y = h(x)
(2.16)

Feedback linearization seeks to apply a change of variables z = ϕ(x) and a state

feedback control law u = E−1(x) (v − b(x)) in a new input v that together transform

the nonlinear system given in (2.16) into an equivalent decoupled linear system in

Brunovsky form (a chain of integrators) [39]. Figure 2.2 shows a block diagram of

such a feedback linearization control loop.

1Note that non-affine systems of the form ẋ = f(x,u) may be considered as well, but these require
finding the inverse mapping for u, such as via an appropriate variable substitution or numerical
methods [40].

2I.e. the number of inputs and outputs are equal.
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Figure 2.2: Feedback linearization control loop

As was shown in Examples 2.1 and 2.2, there are two possibilities with feedback

linearization: full-state linearization, where the system is completely linearized, and

input-output linearization, where only the mapping from v to y is linearized while

the system itself may be only partially linearized [39]. It can be shown that a full-

state linearized system, or an input-output linearized system that is minimum phase,

is locally asymptotically stabilizable [40]. We will first introduce a few necessary

mathematical concepts before arriving at the aforementioned change of variables and

state feedback control law. Note that the bold notation for vectors and matrices will

be omitted for the rest of this section.

2.3.1 Mathematical Concepts

2.3.1.1 Lyapunov Stability Theory

Consider the nonlinear autonomous closed-loop system ẋ = f(x). A state x∗ is an

equilibrium state of this system if it satisfies:

f(x∗) = 0 (2.17)

Determining the stability of a nonlinear system is not as obvious as it is for linear

(time-invariant) systems, where the locations of the system’s poles provide infor-

mation about whether the time-domain state trajectories will grow or decay. For
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nonlinear systems, a more general definition of stability is required:

Theorem 2.1. If the equilibrium state of the nonlinear system is x∗ = 0, then this

equilibrium state is said to be stable if, for any R > 0, there exists some r > 0 such

that if ∥x(0)∥ < r, then ∥x(t)∥ < R for all t ≥ 0. Otherwise, the equilibrium point is

unstable. [40]

This definition of stability, known as stability in the sense of Lyapunov, means that

the system trajectory can be kept arbitrarily close to the origin provided it starts

sufficiently close to it. Note that the equilibrium point need not be at the origin; if

instead x∗ is some non-zero value, then this same definition of stability applies simply

by shifting the origin by x − x∗. For the remainder of this discussion on stability,

only the stability of equilibrium points at the origin will be considered without loss

of generality.

Considering the above definition of stability, notions of local vs global stability can

be inferred. Local stability refers to the system trajectory remaining within some finite

neighborhood around the origin (i.e. R < ∞). In contrast, if this neighborhood can

be made arbitrarily large (i.e. R → ∞) and stability in the sense of Lyapunov is still

satisfied, then this is known as global stability. Additionally, notions of stability can

be extended to describe whether the system trajectory will approach the origin, and

if so, how quickly it does: An equilibrium point is said to be asymptotically stable if,

in addition to being stable, x(t) → 0 as t→ ∞; furthermore, an equilibrium point is

said to be exponentially stable if the rate of convergence is bounded by an exponential

function of the initial state, i.e. ∥x(t)∥ ≤ α∥x(0)∥e−λt for all t > 0, where α and λ are

strictly positive numbers [40]. Note that these definitions are not needed for linear

(time-invariant) systems as, in contrast to general (nonlinear) systems, asymptotic

stability is always global and exponential.

To formally determine stability for a general (nonlinear) system, we will use Lya-

punov’s direct method, which is an extension of the concept of energy dissipation in
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a physical system [41]: If the total energy of a system continuously decreases with

time, then the system must eventually settle down to an equilibrium point. This

can be formulated mathematically through the use of positive definite functions. A

scalar function V (x) is defined as locally positive definite if V (0) = 0 and, in some

region around the origin, V (x) > 0. Furthermore, if this region can be extended

to span the whole state space, then V (x) is said to be globally positive definite [40].

In contrast, a function is said to be negative definite if −V (x) is positive definite.

Additionally, the notion of a semi-definite function can be defined if the inequality

instead satisfies V (x) ≥ 0. Note that these definitions imply that V (x) will have a

minimum/maximum, and in the case of a definite function, this minimum/maximum

is unique. Lastly, if the vector x denotes the state of the system, then the scalar func-

tion V (x) is implicitly a function of time; hence, its time derivative can be written

out using the chain rule [40]:

V̇ (x) =
∂V

∂x
ẋ =

∂V

∂x
f(x) (2.18)

Lyapunov’s theorem for stability can now be stated:

Theorem 2.2. If, in some region around the origin, there exists a scalar function

V (x) that is positive definite and its derivative V̇ (x) is negative semi-definite, then

the equilibrium point at the origin is locally stable. If, in addition, V̇ (x) is negative

definite, then this point is locally asymptotically stable. Furthermore, if this region

can be arbitrarily extended such that V (x) → ∞ as ∥x∥ → ∞ (and V̇ (x) remains

strictly negative definite), then this point is globally asymptotically stable. [40]

If a scalar function V (x) can be found that satisfies the above, then V (x) is called

a Lyapunov function for the system ẋ = f(x). Note that this theorem is a sufficient

condition for stability but not a necessary one; hence, finding a Lyapunov function can

be a non-trivial task, and struggling to find one does not mean a system is necessarily
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unstable. That said, in practice a common Lyapunov function to form is simply a

quadratic in the state vector x, i.e. V (x) = xTPx.

2.3.1.2 Lie Derivatives and Lie Brackets

Consider the vector fields3 f(x) and h(x) on the domain D ⊂ Rn. We define the Lie

derivative of element i in h with respect to f as:

Lfhi(x) =
∂hi
∂x

f(x) (2.19)

Lie derivatives can be defined recursively using the following notation [39]:

L0
fhi(x) = hi(x)

Lkfhi(x) = LfL
k−1
f hi(x) =

∂Lk−1
f hi

∂x
f(x)

(2.20)

The Lie derivative is a scalar function that represents the directional derivative of hi

along the direction of the vector field f , and its relevance to dynamical systems can be

seen by considering the nonlinear system of (2.16). Assuming u = 0 for this example,

the time derivatives of the ith output of y can be written using Lie derivatives as:

ẏi =
∂hi
∂x

ẋ = Lfhi(x)

ÿi =
∂Lfhi
∂x

ẋ = L2
fhi(x)

(2.21)

and so on [40].

Considering once again the vector fields f(x) and h(x), the Lie bracket of f and

h is a third vector field defined as:

[f, h] =
∂h

∂x
f(x)− ∂f

∂x
h(x) (2.22)

3For consistency with terminology from differential geometry, of which many of the following
mathematical concepts are based, a vector function f : Rn → Rn will be denoted a vector field in
Rn.
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The Lie bracket [f, h] can also be expressed as adfh (where ad stands for “adjoint”),

which is useful for defining Lie brackets recursively [40]:

ad0fh = h(x)

adkfh = [f, adk−1
f h]

(2.23)

In contrast to the Lie derivative, the Lie bracket describes the directional derivative

of the entire vector field h with respect to the vector field f .

2.3.1.3 Diffeomorphisms and State Transformations

A diffeomorphism is a generalization of the concept of a coordinate transformation.

Specifically, a vector field ϕ in Rn that is defined within a region Ω is a diffeomorphism

if it is smooth, and its inverse ϕ−1 exists and is also smooth. If the region Ω spans

all of Rn, then ϕ is a global diffeomorphism, though these are rare [40].

To determine whether a nonlinear function ϕ(x) is a (local) diffeomorphism, it

suffices to show that its Jacobian ∂ϕ/∂x is non-singular at a point x = x0 in Ω. That

is, if all of the gradients of the elements in ϕ (i.e. ∂ϕi/∂x) are linearly independent

at the point x = x0, then ϕ(x) defines a (local) diffeomorphism in a neighborhood of

x0 in Ω [40]. (Hence, if this neighborhood, and thus Ω, can be extended to include

all x ∈ Rn, then ϕ(x) defines a global diffeomorphism.)

A diffeomorphism can be used to carry out a state transformation of a nonlinear

system. Consider the diffeomorphism ϕ(x) and the nonlinear system of (2.16). A

change of variables z = ϕ(x) can be achieved by differentiating z with respect to

time:

ż =
∂ϕ

∂x
ẋ =

∂ϕ

∂x
(f(x) + g(x)u) (2.24)

and substituting x = ϕ−1(z) [40].
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2.3.1.4 The Frobenius Theorem and Involutivity

The Frobenius theorem is an important tool that provides necessary and sufficient

conditions for the solvability of a specific class of partial differential equations (PDEs)

[40]. The relevance of the Frobenius theorem will become apparent later when dis-

cussing the internal dynamics of an input-output linearized system, but a full treat-

ment of this theorem won’t be necessary. Instead, we will focus on the so-called

involutivity condition.

Consider the following set of first-order PDEs:

∂ψ

∂x
f(x) = 0

∂ψ

∂x
g(x) = 0

(2.25)

where f and g are known vector fields in Rn and ψ(x) is an unknown scalar function.

The Frobenius theorem states that a solution ψ(x) exists if, and only if, there exist

scalar functions α1(x) and α2(x) such that the Lie bracket of f and g can be expressed

as a linear combination of the vector fields f and g [40], that is:

[f, g] = α1f + α2g (2.26)

This is known as the involutivity condition on these vector fields. Note that this can

be generalized to more than two equations/vector fields, in which case involutivity is

defined as being able to express all possible Lie brackets formed from the set of vector

fields as a linear combination of the original set of vector fields [40].

As an example, involutivity can be used to determine whether a system is full-state

linearizable. Consider the system given in (2.16). For simplicity in this example, we

will assume this system is SISO such that f(x) and g(x) are both column vectors4.

It can be shown [40] that this system is full-state linearizable if, and only if, it is

4The MIMO conditions for full-state linearizability can be found in [42].
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controllable5 and the set {g, adfg, ..., adn−2
f g} is involutive.

2.3.2 Full-State Linearization

Consider the MIMO system given in (2.16), where x is an n-dimensional state vector,

u is an m-dimensional vector of inputs, y is an m-dimensional vector of outputs, g

is an n × m matrix, and f and h are vector fields on the domain D ⊂ Rn. Using

the notation of Lie derivatives from Section 2.3.1.2, the kth derivative of output yi is

defined as:

y
(k)
i = Lkfhi(x) +

m∑︂
j=1

LgjL
k−1
f hi(x)uj (2.27)

where gj is the jth column of g corresponding to input uj. If LgjL
k−1
f hi(x) ̸= 0 for

at least one j, then the input u will be present in the above equation. When u first

appears in the kth derivative of yi, we call ρi = k the individual relative degree of

output i, and the total relative degree of the MIMO system is given by ρ =
∑︁m

i=1 ρi,

0 ≤ ρ ≤ n [40]. The relative degree characterizes the lowest-order derivative in which

the input u appears in output yi, and it is analogous to the difference between the

number of poles and zeros for linear systems [40].

Applying (2.27) to each yi gives the following input-output dynamics for this

system [40]: [︃
y
(ρ1)
1 y

(ρ2)
2 · · · y

(ρm)
m

]︃T
= b(x) + E(x)u (2.28)

where,

b(x) =

[︃
Lρ1f h1(x) Lρ2f h2(x) · · · Lρmf hm(x)

]︃T
(2.29)

5A generalized controllability condition for nonlinear (SISO) systems is that the vector fields
{g, adfg, ..., adn−1

f g} are linearly independent [40].
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and,

E(x) =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

Lg1L
ρ1−1
f h1(x) Lg2L

ρ1−1
f h1(x) · · · LgmL

ρ1−1
f h1(x)

Lg1L
ρ2−1
f h2(x) Lg2L

ρ2−1
f h2(x) · · · LgmL

ρ2−1
f h2(x)

...
...

. . .
...

Lg1L
ρm−1
f hm(x) Lg2L

ρm−1
f hm(x) · · · LgmL

ρm−1
f hm(x)

⎤⎥⎥⎥⎥⎥⎥⎥⎦
(2.30)

is known as the decoupling matrix. Hence, to cancel the nonlinearities of the system

in (2.16), we simply invert (2.28) to get the following state feedback control law:

u = E−1(x)
(︁
v − b(x)

)︁
(2.31)

where v is a new input vector generated by a linear controller acting on the following

(decoupled) linearized system:

[︃
y
(ρ1)
1 y

(ρ2)
2 · · · y

(ρm)
m

]︃T
= v (2.32)

Note that, considering (2.31), it is therefore necessary that E(x) be invertible.

Thus far, no assumptions have been made about the total relative degree of the

system ρ. If we now consider the case in which ρ = n, the system is said to be full-state

linearizable, which means the above input-output mapping allows for full control of

all of the system’s states and there will be no internal dynamics (i.e. dynamics that

are unobservable by this state transformation). Hence, (2.32) implies that full-state

linearizable systems will have the following state transformation z = ϕ(x):

z =

⎡⎢⎢⎢⎢⎢⎢⎣

[︃
y1 ẏ1 · · · y

(ρ1−1)
1

]︃T
...[︃

ym ẏm · · · y
(ρm−1)
m

]︃T

⎤⎥⎥⎥⎥⎥⎥⎦ (2.33)
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which constitutes a diffeomorphism and results in the following linear state-space in

Brunovsky form [39]:

ż = Az +Bv

y = Cz

(2.34)

where,

A =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

A1 0 · · · 0

0 A2 · · · 0

...
...

. . .
...

0 0 · · · Am

⎤⎥⎥⎥⎥⎥⎥⎥⎦
B =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

B1 0 · · · 0

0 B2 · · · 0

...
...

. . .
...

0 0 · · · Bm

⎤⎥⎥⎥⎥⎥⎥⎥⎦
C =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

C1 0 · · · 0

0 C2 · · · 0

...
...

. . .
...

0 0 · · · Cm

⎤⎥⎥⎥⎥⎥⎥⎥⎦
(2.35)

and,

Ai =

⎡⎢⎣0(ρi−1)×1 I(ρi−1)×(ρi−1)

0 01×(ρi−1)

⎤⎥⎦ Bi =

⎡⎢⎣0(ρi−1)×1

1

⎤⎥⎦ Ci =

[︃
1 01×(ρi−1)

]︃
(2.36)

A special case exists for systems that are full-state linearizable and y = x (which

also implies the individual relative degrees are all equal to 1). Frequently referred to as

nonlinear dynamic inversion (NDI) within the aerospace community, these conditions

simplify b(x) = f(x) and E(x) = g(x) in (2.29) and (2.30). For example, aircraft

attitude rate dynamics often satisfy these criteria when arranged into the following

input-affine form with virtual controls (generalized moments):

⎡⎢⎢⎢⎢⎣
ṗ

q̇

ṙ

⎤⎥⎥⎥⎥⎦ =

⎡⎢⎢⎢⎢⎣
ṗpassive

q̇passive

ṙpassive

⎤⎥⎥⎥⎥⎦+

⎡⎢⎢⎢⎢⎣
−Izz

I2xz−IxxIzz
0 −Ixz

I2xz−IxxIzz

0 1
Iyy

0

−Ixz
I2xz−IxxIzz

0 −Ixx
I2xz−IxxIzz

⎤⎥⎥⎥⎥⎦
⎡⎢⎢⎢⎢⎣
Mx

My

Mz

⎤⎥⎥⎥⎥⎦ (2.37)

where the subscript “passive” simply indicates the parts of the attitude rate dynamics

that do not depend on the effector model (Mx, My, and Mz). Hence, this system can
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be directly inverted to form the following NDI control law:

u = g−1(x)
(︁
v − f(x)

)︁
(2.38)

and the change of variables z = ϕ(x) simplifies to z = x for this NDI system.

One variant of NDI is incremental nonlinear dynamic inversion (INDI). INDI ex-

ploits time-scale separation principles between the system’s states and inputs while

utilizing incremental control commands to replace f(x) in (2.38) with current mea-

surements of ẋ. This method can help increase robustness of the feedback lineariza-

tion approach due to less reliance on the system model. However, it in turn has the

drawback of relying on sufficiently accurate measurements of, typically, acceleration

states.

2.3.3 Input-Output Linearization

We will now consider the case in which ρ < n. As no assumptions were made about

the system relative degree when deriving the feedback linearization control law in

Section 2.3.2, (2.28)–(2.32) remain valid. However, the state transformation z = ϕ(x)

now becomes:

z =

⎡⎢⎣µ
ψ

⎤⎥⎦ (2.39)

where the vector µ represents the external (controllable) dynamics of the original sys-

tem with corresponding linear state-space in Brunovsky form (see (2.35) and (2.36)):

µ̇ = Aµ+Bv

y = Cµ

(2.40)

and there will remain n − ρ states ψi that are unobservable by this input-output

transformation. These states, known as the internal dynamics, are significant as their
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lack of controllability/observability means they must remain stable on their own in

order for the overall input-output linearized system to be stable.

To find the internal dynamics, we consider the fact that the state transformation

ϕ(x) must be a valid diffeomorphism, which means that ϕ−1 must exist (see Section

2.3.1.3). Hence, it is necessary that ψ be chosen such that ϕ(x) is invertible. Fortu-

nately, it can be shown [42] that it is always possible to find n− ρ functions ψi that

ensure the mapping ϕ(x) has a Jacobian matrix that is non-singular at some x = x0,

thus making ϕ(x) a local diffeomorphism in a neighborhood of x0 [40]. Note that this

means that ψ in itself does not have any prescribed form but simply indicates that

the gradients of the elements of ψ and µ must be linearly independent. However, if

it turns out that the set of all gj is involutive near x0, then it is possible to choose ψi

such that Lgjψi = 0 (for all 1 ≤ i ≤ n − ρ and 1 ≤ j ≤ m), which physically means

that the input u will not appear in the internal dynamics. Note that for MIMO sys-

tems, it is not uncommon that the set of all gj is not involutive. In contrast for SISO

systems, since there is only one gj, involutivity of the set gj (i.e. a single column

vector) is always satisfied, so Lgjψi = 0 is expected [42]. For the general case (i.e.

without assuming involutivity), the internal dynamics can be expressed generically in

the following way [42]:

ψ̇ = q(µ, ψ) + p(µ, ψ)u (2.41)

(2.41) above and (2.40) with the substitution of v = b(x) +E(x)u and x = ϕ−1(µ, ψ)

together compose the normal form of the system’s dynamics in the so-called “normal

coordinates” µ and ψ.

To determine the stability of the internal dynamics, it suffices to show that the sys-

tem’s so-called “zero-dynamics”, i.e. the internal dynamics when the system’s outputs

are held constant at zero, are stable [40]. Analyzing the zero-dynamics is generally

more tractable than analyzing the internal dynamics because the zero-dynamics define

an intrinsic property of the system (a differential equation) that only depends on the
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internal states ψ, while the internal dynamics generally also depend on the external

states µ and possibly the inputs u [40]. To find the zero-dynamics, we consider the

constraint that the system’s outputs are all held constant at zero, which implies that

all of their time derivatives are zero (this equivalently implies µ = µ̇ = 0); hence, for

a system to operate in the zero-dynamics, the initial external states must be µ0 = 0

and the input u must be such that it maintains the condition y
(ρj)
j = 0 (for all j).

From (2.28), this means u must be [42]:

u0 = −E−1(0, ψ)b(0, ψ) (2.42)

where x = ϕ−1(µ, ψ) has been used and E(µ, ψ) := E(ϕ−1(µ, ψ)), etc. Substituting

µ = 0 and u = u0 into (2.41) thus gives the system’s zero-dynamics [42]:

ψ̇ = q(0, ψ)− p(0, ψ)E−1(0, ψ)b(0, ψ) (2.43)

which can be seen to only depend on the internal states ψ. Note that in the case in

which the set of all gj is involutive and ψ is found that satisfies Lgjψi = 0 (for all i and

j), then the zero-dynamics reduce to ψ̇ = q(0, ψ). However, this can be interpreted

as simply working in a different set of coordinates and is not strictly necessary.

It is important to note that while stability of the zero-dynamics indicates stability

of the internal dynamics, it only does so locally ; that is, even if the zero-dynamics are

found to be globally stable, the internal dynamics are only guaranteed to be locally

stable. Lastly, general nonlinear systems with (asymptotically) stable zero-dynamics

are known as (asymptotically) minimum phase. This distinction follows from the

linear analog, where it can be shown [40] that the poles of the zero-dynamics of a

linear system are exactly the zeros of that system. Hence, if an input-output linearized

system is asymptotically minimum phase, then it is said to be locally asymptotically

stable. In contrast, full-state linearizable systems are always locally asymptotically
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stabilizable by virtue of being fully controllable.

2.4 Control Allocation for Over-Actuated Systems

Many transition VTOL configurations have multiple propulsors and control surfaces,

all of which can generate moments and forces on the aircraft. This typically results

in an over-actuated mechanical system. This is of course desirable, as it allows for

flexibility in the control design and can help maintain full operability in light of ac-

tuator failure, an important safety consideration for VTOL aircraft. The problem of

distributing the control effort across such a set of redundant actuators is called con-

trol allocation. Control allocation works by connecting high-level motion controllers

producing virtual control inputs (typically generalized forces and moments) to low-

level physical actuator inputs [43]; as such, the high-level motion controllers need not

know the details of which actuators are to be used given a particular flight mode or

failure condition.

2.4.1 General Problem Formulation

The primary objective of the control allocation is to determine the real actuator

inputs u which jointly produce the commanded virtual controls τ c [43]. It is possible

that this objective cannot be met if the commanded virtual controls are greater than

the physically producible forces and moments τ = fB(x,u) of the real actuators. If a

feasible u cannot be found such that τ = τ c, then the control allocation must resort

to minimizing the allocation error τ c − τ instead, which usually results in some loss

of performance. This can be set up as the following general optimization problem
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[43]:

min
u

∥Qs∥

s.t. s = τ c − fB(x,u)

umin ≤ u ≤ umax

u̇min ≤ u̇ ≤ u̇max

(2.44)

where s is some slack variable (representing the allocation error) and Q is a weighting

matrix. For over-actuated systems, dim(u) > dim(τ ) and so (2.44) does not have a

unique solution. Therefore, it is possible to introduce secondary objectives J(x,u),

such as minimizing energy or redistributing the weighting applied to particular actu-

ators (e.g. in the case of failure), into the above cost function.

2.4.2 Techniques for Linear Control Effector Models

Most control allocation algorithms assume a linear control effector model of the form

τ = Bu, where B is a matrix (typically called the control effectiveness matrix) that

maps the inputs u to the physically producible forces and moments τ [43]. Hence,

if τ = τ c is given as an input to the control allocation from a high-level motion

controller, the control effectiveness matrix B can be simply inverted to determine

the real actuator inputs required to produce the demanded generalized forces and

moments. The main challenge, however, is that B is not a square matrix (for over-

actuated systems), so directly inverting the linear model is not possible.

The most common way to deal with this is to use generalized inverses (also called

pseudo-inverses) [44]. These can be formulated in the context of a quadratic program

(QP) [43]:

min
u

1

2
(u− up)

TW(u− up)

s.t. τ c = Bu

(2.45)

where W is a positive definite weighting matrix and up is the preferred value of u. In
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the case that u is unconstrained and B is full rank, (2.45) has the following explicit

solution:

u = (I−CB)up +Cτ c

C = W−1BT (BW−1BT )−1

(2.46)

where C is a generalized inverse of B. This solution can be derived from optimality

conditions using Lagrange multipliers [45, 46], and for the case that W = I and

up = 0, the solution reduces to the Moore-Penrose pseudo-inverse [44, 47, 48].

While computationally convenient that there is an explicit solution, the uncon-

strained nature of this problem does not guarantee that u will lie within the physical

limits of the actuators even if the demanded generalized forces and moments are

physically attainable [43]. Specifically, if A represents the set of attainable forces and

moments of the control effectors (known as the attainable set), then the unconstrained

pseudo-inverse could demand values of u outside its physical bounds even if τ c ∈ A.

(It is worth mentioning that if τ c /∈ A, then u will always lie outside its physical

bounds.) A few methods are available to deal with such cases, though others exist:

on-line constrained optimization, direct allocation, the redistributed pseudo-inverse,

and daisy chaining.

An on-line constrained optimization can be set up in many ways, but in a linear

context it can be formulated as the same QP as in (2.45) but with the addition

of actuator limits as in (2.44). Hence, provided τ c ∈ A, a solution will be found.

However, this on-line constrained QP will of course still break down if this is not the

case (i.e. if τ c /∈ A). Said another way, the problem must be feasible.

To ensure a solution is still found when τ c /∈ A, one can resort to minimizing

the allocation error τ c − τ instead. One such method to do this is direct allocation.

Proposed by Durham [48], this method searches for the largest feasible solution Bu

such that the direction of τ c is preserved (the importance of preserving MIMO input
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vector directionality is discussed in [49]):

max
α

α

s.t. ατ c = Bu

ατ c ∈ A

(2.47)

where α is a scalar between 0 and 1. Unfortunately, solving this problem can be

quite challenging for systems in which dim(u) is large due to the significant amount

of facets and vertices composing the boundary of A [43]. Many numerical algorithms

have been proposed as an improvement over (2.47), all with varying computational

complexities [43, 47, 50, 51, 52, 53, 54].

To avoid any on-line optimization altogether (which could be desirable for compu-

tational robustness), a different modification from the original unconstrained pseudo-

inverse is the redistributed pseudo-inverse. The redistributed pseudo-inverse, dis-

cussed by Virnig and Bodden [55] and Shi et al. [56], first solves the original un-

constrained control allocation problem, and if the solution satisfies the actuator con-

straints then no further steps are required. However, if the solution u lies outside the

physical bounds of the system, then the elements of u that violate the constraints

must be saturated to form the admissible control vector u. To minimize the allocation

error, a reduced control allocation is then solved involving only the elements of u that

are unsaturated and the remaining allocation error. This procedure is repeated until

either a feasible solution is found or no improvement to the allocation can be made.

While often effective, this method does not guarantee that a feasible solution will be

found nor that the allocation error will be minimized [43].

A simpler alternative to the redistributed pseudo-inverse is the daisy chaining

method, though it is often less effective [43]. This method works by grouping actuators

into ranked groups and solving the control allocation problem separately. If any

actuators in a higher-priority grouping saturates, that group freezes and the allocation

33



error is distributed among the second group, and so on [57]. Unfortunately, this may

lead to sub-optimal solutions, in which certain actuators are not fully utilized [43].

2.4.3 Techniques for Nonlinear Control Effector Models

Nonlinear control allocation methods can give more exact solutions and may be nec-

essary to achieve desired performance depending on the complexity of the effector

model itself [43]. However, with increased modeling complexity comes increased com-

putational complexity, and some nonlinear control allocation methods can prove too

computationally inefficient depending on the system. Hence, a balance must be found

between accuracy and performance.

The most general approach to control allocation for a nonlinear control effector

model is to solve the general control allocation optimization problem of (2.44) [58,

59]. However, for any on-line optimization solution, a non-convex control effector

model fB(x,u) could render the computation time too slow for real-time applications.

One method to speed up computation time is to remove the actuator constraints in

(2.44) and solve an unconstrained version of the problem. With actuator constraints

removed, this optimization becomes effectively equivalent to finding the roots of the

function s(u) = τ c − fB(x0,u), where x0 indicates the system’s states at the current

time step. A nonlinear root finding method can then be applied, such as Newton-

Raphson or Levenberg-Marquardt within Matlab’s fsolve() [60, 61, 62], which will

typically find a solution faster than a constrained non-convex optimization. The

drawback, of course, is that this is an unconstrained solution, so it is not guaranteed

that u will be admissible.

Johansen et al. [58] proposed that a nonlinear program (NLP) as in (2.44) could be

solved more efficiently by locally approximating the cost function by a quadratic cost

function and linearizing the constraints. Johansen and Fossen [43] describe this as

similar to sequential quadratic programming (SQP), though only one linear/quadratic
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approximation is made per iteration. This method was found to have decent results

with the example given in [58]. However, it cannot be generalized to arbitrary nonlin-

ear systems, as several sequential linear/quadratic approximations may be required

per iteration to achieve the necessary accuracy for systems that see large changes in

allocated forces at each time step [59], and this could have implications on computa-

tion time in a real-time application.

As a simpler and more computationally-efficient alternative, local Jacobian lin-

earizations can be applied to the nonlinear control effector model fB(x,u) such that:

B =
∂fB(x,u)

∂u

⃓⃓⃓⃓
(x0,u0)

(2.48)

Various linear techniques, such as those described in Section 2.4.2, can then be applied

as long as the operating point of the system is within the region in which the local lin-

ear approximation ofB is sufficiently accurate. This is the approach that will be taken

in this thesis, where the chosen linear technique will be a weighted pseudo-inverse al-

gorithm due to its ease of implementation, computational efficiency, pre-determined

closed-form solution, and ability to easily deal with actuator failures/faults.

2.5 Trajectory Optimization Methods

Trajectory optimization is a type of optimal control problem that looks for state

and input trajectories which minimize a given cost (performance index) subject to

constraints. In the context of tiltwing aircraft, this is not only useful for optimality

(e.g. minimizing energy usage) but also for feasibility due to the narrow flight corridor

in which such aircraft are able to operate during transition. A trajectory optimization

problem can be formulated mathematically as the following general optimal control
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problem:

min
t,u(t)

J (t,x(t),u(t)) =

∫︂ tF

t0

L (t,x(t),u(t)) dt

s.t. ẋ = f (t,x(t),u(t))

xmin ≤ x(t) ≤ xmax

umin ≤ u(t) ≤ umax

CP,min ≤ CP (t,x(t),u(t)) ≤ CP,max

CB,min ≤ CB (t0, tF ,x(t0),x(tF )) ≤ CB,max

(2.49)

where L is a quantity to be minimized in some sense, J is the cost functional involving

L, and CP and CB are the path and boundary constraints, respectively.

While analytical methods may be applied in simple problems (e.g. infinite-horizon

LQR [63]), optimal control problems almost always must be solved numerically due

to the complexity of most applications [64]. Numerical methods for solving such

problems can be divided into two major classes: indirect methods and direct methods

[65]. Indirect methods involve first employing the calculus of variations to determine

first-order optimality conditions, which then results in a multi-point boundary value

problem to be solved. In contrast, direct methods solve the original problem directly

(as the name suggests) by applying a process known as transcription, in which the

above optimal control problem is discretized and converted to a finite-dimensional

NLP to be solved using well-known optimization techniques [64]. As the latter method

can be applied without explicitly deriving the necessary optimality conditions, this

makes such an approach appealing for general purpose applications [65].

Transcription for optimal control problems is commonly achieved through a tech-

nique known as direct collocation. Direct collocation involves discretizing the prob-

lem and approximating the state and input trajectories as piecewise polynomials (i.e.

splines) [64]. The constraints in the continuous optimal control problem (e.g. the

differential equation defining the system’s dynamics) are then enforced at specified
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points known as collocation points [66]. These collocation points as well as the order

of the approximating polynomials are determined based on a chosen quadrature rule

(e.g. trapezoidal, Hermite-Simpson, etc.) employed by the collocation [67, 68]. A

subset of direct collocation is orthogonal collocation, where the collocation points are

chosen to be the roots of a family of orthogonal basis functions, such as Chebyshev

or Legendre polynomials [64]. The advantage of orthogonal collocation methods is

that the quadrature approximation of the definite integral becomes significantly more

accurate [64].

Collocation methods historically have been implemented in two common ways:

local collocation and global collocation [64, 69]. In local collocation, the time interval

is split into multiple segments (a mesh), and within each segment the state is approx-

imated using a polynomial of the same fixed degree. This so-called h method achieves

convergence by varying the number of segments in the mesh, and direct collocation

methods for optimal control problems were originally developed in this way [66, 70].

In contrast, global collocation (known as a p method [69]) uses a fixed mesh (i.e. a

single segment) and instead achieves convergence by varying the degree of the poly-

nomial. When orthogonal collocation is used globally, it is known as pseudospectral

and has the desirable characteristic of converging at an exponential rate as a function

of the number of collocation points/the order of the polynomial (for problems whose

solutions are smooth and well-behaved) [64, 68].

More recently, attention has shifted to so-called hp methods, a hybrid between h

and p methods that operates by varying both the mesh size and the polynomial degree

[66, 69, 70, 71]. In an hp method, the mesh is adjusted adaptively, allowing potential

discontinuities to be dealt with at the boundary of the mesh intervals (h part), while

smoothness of the solution is exploited between the mesh intervals to take advantage

of exponential convergence in these regions (p part) [70]. Hence, such a method

achieves convergence with a significantly smaller finite-dimensional approximation

37



than h or p methods individually and thus improves the computational efficiency of

solving the NLP [71]. An example trajectory optimization software that makes use

of this kind of method is GPOPS-II [70]. GPOPS-II is a general-purpose optimal

control problem solver that employs hp-adaptive Legendre-Gauss-Radau quadrature

orthogonal collocation [70, 71] to approximate the continuous optimal control problem

as a sparse NLP, which is then solved using the NLP solver IPOPT.

An alternative approach to solving optimal control problems that foregoes the need

for general-purpose solvers is successive convexification [72, 73, 74, 75]. This method

works by representing the nonlinear dynamics with difference-of-convex (DC) func-

tions, which is possible to do when the dynamics are sufficiently regular [75]. These

dynamics can then be successively linearized around predicted trajectories, while lin-

earization errors can be treated as bounded disturbances [76], allowing for robust

tube-based model predictive control (MPC) methods to be used for trajectory gen-

eration. Such an approach offers faster convergence and guaranteed convergence to a

locally optimal solution, which in turn can enable real-time operation and additionally

make it possible to implement directly as an MPC control law, if desired. However,

this comes at the cost of a significant increase in the complexity of the initial problem

setup.

For this thesis, trajectory optimization will be used to understand feasible minimum-

energy trajectories for a tiltwing aircraft and to provide outer-loop reference inputs for

a feedback linearization-based controller design. Hence, the computational efficiency

and ability to integrate an MPC-based control law provided by successive convexi-

fication methods is not necessary in this context, and so the general-purpose solver

GPOPS-II will be the main tool for trajectory optimization used in this research.
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2.6 Active Flow Control Applied to Aircraft

Active flow control (AFC) is a rapidly advancing field of fluid mechanics concerned

with favorably manipulating the fluid flow field of engineering fluid systems to improve

efficiency and performance. Flow control strategies (both active and passive) are

generally employed to delay/advance flow transition, suppress/enhance turbulence,

or prevent/provoke flow separation in order to reduce drag, augment lift, and/or

suppress flow-induced noise [77]. AFC involves introducing energy into the flow field

and can be used to control complex dynamical processes (e.g. turbulence production

in turbulent boundary layers) by controlling natural stabilities of the flow; because

flow control is most effective when the control input is introduced locally at a high

receptivity region, AFC methods can attain large effects using small, localized energy

inputs [78]. Example AFC methods include steady/unsteady suction or blowing and

the use of synthetic jets.

Figure 2.3: Example circulation control airfoil with a blown flap that forms a cylindrical
trailing-edge. From [79]; reprinted by permission of the American Institute of Aeronautics
and Astronautics, Inc.

Two useful aircraft applications of AFC are separation control and circulation con-

trol of an airfoil. Separation control is the ability to delay flow separation by ensuring

near-wall fluid has sufficient momentum to continue its motion, thus increasing the
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airfoil’s effective stall angle of attack (AoA) [77]. This is commonly achieved either

through leading- or trailing-edge suction/blowing or both [77]. Circulation control,

on the other hand, is a method of generating lift using the Coanda effect that utilizes

tangential jet blowing on, typically, the trailing edge of an airfoil [77], which is often

made circular/rounded (such as in Figure 2.3) to promote such an effect [79, 80].

Both of these techniques typically involve the usage of non-zero mass-flux actuators,

such as steady jets, pulsed jets, and sweeping jets (oscillatory blowing).

(a) Max CL vs momentum coefficient at various
flap deflection angles [79]

(b) Drag polars for 180◦ flap deflection [79]

Figure 2.4: Lift and drag curves for the circulation control airfoil of Figure 2.3. From [79];
reprinted by permission of the American Institute of Aeronautics and Astronautics, Inc.

Looking more closely at circulation control, an array of research suggests it is

theoretically possible to modify the lift coefficient on an airfoil by as much as a

factor of 2 [79, 80, 81, 82, 83, 84]. In [79], wind tunnel investigations on both two-

dimensional and three-dimension airfoils employing tangential upper-surface blowing

over a cylindrically-shaped trailing edge (Figure 2.3) demonstrated lift coefficient

gains of double to triple that of a conventional flapped airfoil, as shown in Figure

2.4a. In [81] and [82], flight testing with a full-scale A-6A demonstrator aircraft
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developed in collaboration with Grumman verified the results of [79], where it was

found that doubling of the lift coefficient compared to a conventional flapped A-6A

at the same AoA was possible. The works of Loth and Boasson [80] and McLach-

lan [84] further reinforce these potential lift coefficient gains. For example, in [84],

the author carried out an experimental study of a circulation control airfoil with

leading- and trailing-edge blowing, furthering experimental findings from [85]. A

two-dimensional, uncambered airfoil was placed in a water tunnel and all combina-

tions of steady leading- and trailing-edge blowing were measured at a fixed AoA of

0◦. It was found that trailing-edge blowing was particularly effective at controlling

the section lift coefficient, where it was possible to reach values of nearly 3 before lift

unsteadiness occurred.

Considering the potential benefits such AFC techniques could have for an aircraft

configuration such as a tiltwing, where the wings are pushed to their aerodynamic

limits during a maneuver like transition, these concepts will be employed in this

thesis when investigating optimal transition trajectories to provide insight into the

theoretical aerodynamic requirements of a tiltwing during transition.

2.7 Uncertainty Modeling and Robustness

Analysis

The mathematical model of a system is never perfect. Whether due to intentional

modeling assumptions or a lack of understanding of the system’s underlying behavior

(to some degree), there will always remain unmodeled dynamics that are present in

any real system. In the context of control system design, it is therefore necessary that

a controller be sufficiently robust to deal with such modeling uncertainties (i.e. ensure

the closed-loop system remains stable). Note that the bold notation for vectors and

matrices is not used in this section.
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2.7.1 Representing Uncertainty

Model uncertainty can be grouped into broadly two classes: parametric (real-valued)

uncertainty and dynamic (frequency-dependent) uncertainty [86]. Parametric uncer-

tainty describes a system model in which its structure (e.g. transfer function) is

known but certain (real) parameters within the model are not. In contrast, dynamic

uncertainty describes a system that contains unknown dynamics (typically at high

frequencies), and this type of uncertainty is therefore usually complex-valued. In

either case, uncertainty is commonly represented in a normalized form by some un-

certain ∆, where |∆| ≤ 1 for parametric (real) uncertainty and ∥∆∥∞ ≤ 1 for dynamic

(frequency-dependent) uncertainty.

(a) Multiplicative uncertainty (b) Inverse multiplicative uncertainty

Figure 2.5: Two types of uncertainty representations for an uncertain system G (represented
at the system input)

There are many ways in which uncertainty can be modeled in a system. Two exam-

ples are given in Figure 2.5, which shows multiplicative uncertainty (Figure 2.5a) and

inverse multiplicative uncertainty (Figure 2.5b)6. Multiplicative (input) uncertainty

results in an uncertain system transfer function G of the form G = G0(I +W∆∆),

where G0 represents the nominal system andW∆ is a weighting transfer function that

captures the magnitude of the (possibly frequency-dependent) uncertainty. As can

be seen by the form of G, this type of uncertainty representation is convenient for

modeling gain uncertainty in the system. In contrast, inverse multiplicative (input)

uncertainty results in a system of the form G = G0(I − W∆∆)−1 and is therefore

6Note that both of these examples show the uncertainty represented at the system input. Alter-
natively, uncertainty may be represented at the system output. This does not make a difference for
SISO systems (scalar transfer functions) but does matter for MIMO systems.
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useful for modeling pole uncertainty. Note that the negative sign in this expression

does not matter since ∆ can be positive or negative.

(a) General control configuration (b) N∆-structure (c) M∆-structure

Figure 2.6: General block diagram configurations with ∆ uncertainty

There exist three standard block diagram arrangements that are useful for general

controller synthesis and robust stability analysis. These are shown in Figure 2.6. In

the general control configuration of Figure 2.6a, the generalized (open-loop) plant P

is in feedback with a controller K and uncertainty ∆. P is a block transfer matrix

from [u∆ w u]T to [y∆ z y]T , where u and y are the plant inputs and outputs,

respectively, w and z represent any exogenous inputs/outputs to the system (such

as reference inputs or performance quantities to be minimized), and u∆ and y∆ are

perturbations due to the uncertainty ∆. By grouping the perturbations and exogenous

inputs/outputs, P is commonly partitioned as:

⎡⎢⎢⎢⎢⎣
⎡⎢⎣y∆
z

⎤⎥⎦
y

⎤⎥⎥⎥⎥⎦ =

⎡⎢⎣P11 P12

P21 P22

⎤⎥⎦
⎡⎢⎢⎢⎢⎣
⎡⎢⎣u∆
w

⎤⎥⎦
u

⎤⎥⎥⎥⎥⎦ (2.50)

By combining P and K in closed-loop, we end up with the N∆-structure of Figure

2.6b, where N is related to P and K through a lower linear fractional transformation

(LFT), that is:

N = Fl(P,K) := P11 + P12K(I − P22K)−1P21 (2.51)
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In a similar manner to P , N is commonly written in a partitioned form as:

⎡⎢⎣y∆
z

⎤⎥⎦ =

⎡⎢⎣N11 N12

N21 N22

⎤⎥⎦
⎡⎢⎣u∆
w

⎤⎥⎦ (2.52)

The N∆-structure is useful for analyzing the robust performance of a system (i.e.

ensuring stability and performance specifications are met in light of given model

uncertainty) and is thus common in the context of controller synthesis. However, if

only interested in analyzing robust stability, we will instead use the M∆-structure of

Figure 2.6c, where M = N11.

Lastly, the uncertainty ∆ can be defined/represented as either structured or un-

structured. Structured uncertainty means that the perturbations are restricted to

certain directions/terms in the system and is most generally represented as a block-

diagonal matrix, i.e. ∆ = diag{∆i}. Furthermore, the blocks in ∆ may be repeated

and/or may be real-valued, meaning there is additional structure. In contrast, un-

structured uncertainty means that perturbations are defined/exist in all possible di-

rections and is thus represented as a “full” complex perturbation matrix ∆. The latter

can be useful for obtaining a simple uncertainty model [86], but it can also come at the

cost of increased conservativeness since the uncertainty present in physical systems

generally tends to exhibit some kind of structure.

2.7.2 Robust Stability for Unstructured Uncertainty

Using the M∆-structure of Figure 2.6c, we can derive a robust stability condition for

a system in the presence of an uncertainty ∆. In this section, we consider the case in

which ∆ is unstructured.

If we first consider a SISO system, the Nyquist stability condition requires that
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the loop transfer function M∆ not encircle the −1 point for all ∆, that is:

|M(jω)∆(jω)| < 1, ∀ω (2.53)

However, noting that |M∆| ≤ |M | · |∆| and, by definition, ∥∆∥∞ ≤ 1 ⇒ |∆(jω)| ≤

1, ∀ω for scalar ∆(s), it follows that robust stability is therefore guaranteed for:

|M(jω)| < 1, ∀ω (2.54)

which is the familiar result of the small-gain theorem [86]. Note that this condition

assumes that ∆(s) and M(s) are stable transfer functions. The former is an assump-

tion that is always made when defining a dynamic uncertainty ∆(s), while the latter

implies nominal stability of the closed-loop system.

As an example, we will use (2.54) to derive a robust stability condition for an

uncertain SISO system G(s) in the presence of a multiplicative uncertainty. See

Figure 2.7 below, which shows G(s) in feedback with a controller K. This diagram

can be used to derive theM∆-structure for this system by finding the transfer function

from u∆ to y∆, giving:

y∆(s)

u∆(s)
=M(s) =

W∆(s)K(s)G0(s)

1−K(s)G0(s)
(2.55)

Hence, robust stability is guaranteed for:

|W∆(jω)T0(jω)| < 1, ∀ω (2.56)

where T0(s) is the nominal closed-loop transfer function.

In consideration of MIMO systems, (2.54) can be expressed more generally as [86]:

∥M∥∞ < 1 ⇔ σ̄(M(jω)) < 1, ∀ω (2.57)
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Figure 2.7: Uncertain system G represented by a multiplicative uncertainty W∆ in feedback
with a controller K. This diagram can be used to derive the M∆-structure for this system.

noting that the H∞ norm of a general transfer matrix M(s) is the supremum of its

maximum singular value σ̄.

2.7.3 The Structured Singular Value

The robust stability condition given in (2.57) provides an exact condition (i.e. neces-

sary and sufficient) for systems with unstructured uncertainty (i.e. “full” perturba-

tions). However, for many systems, the uncertainty ∆ exhibits some sort of structure,

which means that (2.57) is often conservative. We will now consider the structured

singular value, which provides a more general and less conservative approach to prov-

ing robust stability by taking into account the structure of ∆.

The structured singular value (SSV), often denoted µ, is a function that provides

a generalization of the maximum singular value σ̄ and the spectral radius ρ [86]. The

SSV for a complex matrix M is defined as:

µ(M) :=
1

min{km| det(I − kmM∆) = 0}
(2.58)

for structured ∆, ∥∆∥∞ ≤ 1. If no such structured ∆ exists, then µ(M) = 0. In words,

we are looking for the smallest scaling factor km such that a structured, normalized

perturbation ∆ causes the closed-loop system to go unstable7. Hence, a smaller µ is

7The condition det(I − kmM∆) = 0 comes from the generalized Nyquist theorem applied to the
M∆-structure [86].
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considered “good”, while a larger µ is considered “bad”, with µ = 1 indicating that

the full range of ∆ is just large enough to destabilize the system. Note that computing

µ(M) itself is generally difficult, so instead various analytical and numerical methods

are often employed to find (tight) upper and lower bounds on its value.

To get a sense for some general (non-tight) upper and lower bounds on µ as well as

its relationship to σ̄ and ρ, the following turns out to be true [86]: 1) µ(M) = ρ(M)

for ∆ = δI, where δ is a complex scalar; and 2) µ(M) = σ̄(M) when ∆ is a full

(complex) matrix. It therefore follows that µ is bounded by ρ and σ̄ for complex

perturbations, that is:

ρ(M) ≤ µ(M) ≤ σ̄(M) (2.59)

This is because ∆ in the first case has the fewest degrees of freedom (less conservative),

while ∆ in the second case has the most degrees of freedom (more conservative).

The significance of the definition of the SSV is that it fundamentally depends on

the structure of ∆ itself. It can therefore be shown [86] that a necessary and sufficient

condition for robust stability for a general system arranged in the M∆-structure is:

µ(M(jω)) < 1, ∀ω (2.60)

This can be thought of as a generalization of (2.57). Analyzing the robust stability

of a system using the SSV is often referred to as µ-analysis.

2.7.4 H∞ and µ-synthesis Control

Two control design approaches that utilize the robustness analysis techniques pre-

sented in the previous three subsections are H∞ optimal control and µ-synthesis. H∞

optimal control is the general problem of finding a feedback controller K that min-

imizes the H∞ norm of N = Fl(P,K), where N comes from the N∆-structure for

the general control configuration (see Figure 2.6). In contrast, µ-synthesis involves

47



finding a feedback controller K that minimizes µ(N). There is currently no direct

method to synthesize a µ-optimal controller [86], but a common approach that works

for complex perturbations is known as DK-iteration, which involves solving a series

of scaled H∞ control problems. The µ-synthesis approach tends to be less conser-

vative than H∞ control but also tends to produce higher-order controllers, whereas

the order of an H∞ controller will always match that of the generalized plant P (s).

Contrasting other control approaches such as LQR, both of these control techniques

take system robustness and modeling uncertainty explicitly into account during the

design process. Algorithms for carrying out H∞ and µ-synthesis design are available

in commercial software packages such as MATLAB’s Robust Control Toolbox. These

make use of either Riccati or linear matrix inequality (LMI) based methods for solv-

ing the H∞ optimal control problem. LMI-based methods have largely superseded

the Riccati formulae due to their efficiency and scalability, a result of transforming

the problem into a convex optimization.
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Chapter 3

Tiltwing Aircraft Modeling and

Dynamics

3.1 Introduction

This chapter presents the unique tiltwing aircraft configuration used in this thesis.

An overview of the physical aircraft, which is a 3D-printed scaled demonstrator model

of the Rolls-Royce eVTOL concept, is given in Section 3.2. Section 3.3 then presents

the complete modeling of this aircraft’s forces and moments to build a 6-DoF dynam-

ical model, followed by a brief discussion of some practical implementation details.

Validation of this model’s aerodynamics is then carried out in Section 3.5, where

stability derivatives computed through numerical linearization are compared to pre-

dicted values from three programs (AVL, XFLR5, and OpenVSP) that make use of

the vortex-lattice and panel methods for aerodynamic calculations. Lastly, an analysis

of the aircraft’s dynamics is given in Section 3.6.
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3.2 Overview of the Aircraft

The aircraft chosen for this research is a 1/6th scale model of a unique tiltwing design—

the Rolls-Royce eVTOL concept [87]—equipped with four propellers on the main wing

and two on the tail, as shown in Figures 3.1 and 3.2 below, the original full-scale

concept having been presented at Farnborough Airshow in 2018 (see Figure 1.3b).

The purpose of the scaled model is to serve as a research platform for the theoretical

control requirements of the full-scale concept, which has not yet flown. The aircraft’s

propellers and engine nacelles are fixed to the lifting surfaces, and both the main wing

and tail rotate to orient the propellers vertically for hover mode and horizontally for

cruise. This design places the aircraft’s CG very close to the main wing, rendering

its dynamic performance in cruise to be similar to that of a conventional fixed-wing

aircraft [32]. Additionally, in consideration of the full-scale design, this allows for

the wing motors to be optimized for a high thrust condition during hover flight,

while the tail motors are optimized for cruise flight. Contrasting typical scale models

commonly seen in research (e.g. see [88], [89], and [90]), this demonstrator aircraft is

both geometrically and dynamically scaled. Specifically, Froude number was used to

match gravitational and inertial force ratios1, allowing for scaling of design parameters

such as power, wing loading, and disk loading. This makes its dynamics and control-

design challenges comparable to that of its full-scale counterpart, such as relatively

low thrust margins and comparatively slow dynamics2.

A note on low thrust margins: While off-the-shelf drones often have thrust-

to-weight ratios of 2 or 3 : 1 (or higher) [91, 92], this demonstrator aircraft sees a

thrust-to-weight ratio of around just 1.5 : 1. Such a low thrust margin means little

1Note that Reynolds number is therefore not matched between the scaled model and the full-scale
aircraft.

2Specifically, this dynamic scaling allows for translating velocities and time scales between the
scaled model and the full-scale aircraft to characterize the dynamics and test controllers. However,
note that since Reynolds number is not matched, flow conditions will be fundamentally different.
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control headroom, particularly in hover and transition, which fundamentally limits

the achievable performance of the aircraft in terms of maneuverability and its ability

to reject wind gust disturbances. ■

(a) Tiltwing indoors with harness attached (b) Tiltwing outside ready for testing

Figure 3.1: Tiltwing Aircraft

(a) Top View (b) Side View

Figure 3.2: Scaled Model Schematic (dimensions in mm)

Classical control surfaces on this aircraft include flaperons (combined ailerons

and flaps), an elevator, and two rudders (one on each vertical tail). For this scaled

demonstrator aircraft, each control surface is driven by a combination of servos, while

each propeller is driven by an individual brushless motor. Additionally, two linear

actuators (LACs) are used to drive the main wing and tail around a hinge to control
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their rotation angles. In total, there are 12 control inputs (six props, four control

surface deflection angles, and two wing angles). This scaled model is a fully 3D-

printed prototype with a carbon fiber-reinforced wing structure that weighs 7.45 kg

and has a wingspan of 1.8 m. It has a design cruise speed of 45 mph (20 m s−1), while

the full-scale aircraft has a design cruise speed of around 150 mph (67 m s−1). When

equipped with a fully-electric powertrain, the full-scale tiltwing is designed to carry

a payload of 450 kg, including 4 passengers plus a pilot, and has a maximum take-off

weight (MTOW) of 2600 kg. A summary of both the full-scale (“FS”) and scaled

model’s (“SM”) parameters and specifications is given in Tables 3.1–3.3 below. Note

that the wing and tail prop disk areas are identical for the scaled model, contrasting

the full-scale aircraft, simply due to hardware availability.

Table 3.1: Tiltwing Aircraft Specifications

Parameter Symbol Value (SM) Value (FS) Units
Mass m 7.45 2600 kg
Total payload − n/a 450 kg
Number of passengers − n/a 4 + pilot −
Wing area S 0.285 15 m2

Wing prop disk area Aprop,W 0.086 5.31 m2

Tail prop disk area Aprop,T 0.086 3.14 m2

Number of wing props nW 4 4 −
Number of tail props nT 2 2 −
Max total thrust Tmax 122 56,000 N
Wing and tail angle range [ξmin, ξmax] [0, 90] [0, 90] deg
Cruise speed Vcruise 45 150 mph

Table 3.2: Aircraft Prop Moment Arms (in m)

Moment Arm Value (SM) Value (FS)
l1 0.353 2.17
l2 0.752 4.65
l3 0.382 2.34
l4 0.158 0.60
l5 0.658 4.60
l6 0.20 0.99
l7 0.130 0.54
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Table 3.3: Moments of Inertia (in kgm2)

Inertia Value (SM) Value (FS)
Ixx 0.820 8914
Iyy 0.763 8294
Izz 1.335 14512
Ixz 0.037 402

3.2.1 Assumed Mission Profile

Figure 3.3 illustrates the assumed mission profile for this aircraft that we will be

designing for in this thesis. The aircraft begins with vertical take-off into hover. In

this mode, the wings are kept fixed in a vertical orientation, and the primary control

inputs are the six propulsors producing differential thrust demands to maneuver the

aircraft. Additionally, the ailerons are employed to produce yawing moment demands

by leveraging the prop wake over the (vertically-oriented) main wings. The elevator

and rudders are not used in this flight mode. Next, the aircraft transitions from

hover to cruise flight (forward transition). During this maneuver, all control inputs

are employed, noting that wing angle demands are based on pre-determined reference

trajectories. In cruise mode, the wings are fixed horizontally and the control inputs

simplify greatly, consisting of classical control surfaces and a synchronized prop speed

demand for all six propulsors3. After the cruise segment is completed, the aircraft

transitions back to hover flight (backward transition), once again employing all control

inputs during the maneuver. Finally, the aircraft hovers (same operation setup as

before) until landing vertically, thus completing the mission.

3For the full-scale aircraft, the wing motors are instead shut off during cruise and only the tail
motors operate for efficiency. This was not mirrored on the scaled demonstrator model due to
hardware constraints.
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Figure 3.3: Assumed Mission Profile

3.3 Mathematical Modeling

In Section 2.2, the 6-DoF equations for a rigid body were derived for a generic aircraft.

In this section, the net external forces and moments (Fnet and Mnet) appearing in

(2.6) will now be defined for this specific tiltwing configuration and its effector model.

These forces and moments include: gravity (FG), thrust forces (FT ), thrust moments

(MT ), reactions torques (MQ), gyroscopic moments (Mg), and aerodynamic forces

and moments (FA and MA, respectively). Hence,

Fnet = FG + FT + FA

Mnet = MT +MQ +Mg +MA

(3.1)

Note that all coordinate frames used are as described in Section 2.2.1.

3.3.1 Gravity

Gravity is modeled in the inertial (Earth-fixed) frame as the vector [0 0 mg]T

which must then be transformed into the aircraft’s body axes. This is accomplished

by applying Tbe from (2.4) and results in the following force vector in the aircraft’s
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body frame:

FG =

[︃
−mg(sθ) mg(sϕcθ) mg(cϕcθ)

]︃T
(3.2)

where g is the acceleration due to gravity.

3.3.2 Propeller Forces and Moments

3.3.2.1 Thrust Forces

Due to the tilting wing and tail, thrust forces can be present in both the x- and

z-directions of the aircraft’s body frame:

FT =

⎡⎢⎢⎢⎢⎣
∑︁
Ti,W cos(ξW ) +

∑︁
Ti,T cos(ξT )

0

−
∑︁
Ti,W sin(ξW )−

∑︁
Ti,T sin(ξT )

⎤⎥⎥⎥⎥⎦ (3.3)

where Ti denotes the thrust of a single prop, subscripts W and T denote the wing

and tail, respectively, and the angle ξ is the wing angle measured from the horizontal

body axis as shown in Figure 3.4b.

(a) Lateral arms and prop directions (b) Longitudinal arms and wing angles

Figure 3.4: Tiltwing Moment Arms, Prop Directions, and Wing Angles
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3.3.2.2 Thrust Moments

Non-zero moment arms l1 to l7 produce moments about the aircraft’s CG during

thrust generation (see Figure 3.4):

MT =

⎡⎢⎢⎢⎢⎣
(l1(TLi − TRi) + l2(TLo − TRo)) sin(ξW ) + l3(TT l − TTr) sin(ξT )∑︁
Ti,W (l4 sin(ξW )− l6 cos(ξW ))−

∑︁
Ti,T (l5 sin(ξT ) + l7 cos(ξT ))

(l1(TLi − TRi) + l2(TLo − TRo)) cos(ξW ) + l3(TT l − TTr) cos(ξT )

⎤⎥⎥⎥⎥⎦ (3.4)

where subscript Li indicates the left-inner wing prop, Ro indicates the right-outer

wing prop, T l indicates the left tail prop, etc.

3.3.2.3 Reaction Torques

Reaction torques are a result of the aerodynamic loading on a rotating prop, which

induces a torque of equal magnitude on the aircraft in the opposite direction:

MQ =

⎡⎢⎢⎢⎢⎣
(QLo −QLi +QRi −QRo) cos(ξW ) + (QT l −QTr) cos(ξT )

0

(−QLo +QLi −QRi +QRo) sin(ξW ) + (−QT l +QTr) sin(ξT )

⎤⎥⎥⎥⎥⎦ (3.5)

where Q denotes the motor torque required to drive the propeller at a given speed.

Note that the signs chosen are based upon the rotational directions of the propellers.

3.3.2.4 Prop Thrust and Torque Modeling

In (3.3)–(3.5), the prop thrust and torque are generically defined by the variables

T and Q, respectively. However, the input request to the motors’ electronic speed

controllers (ESCs) will be a pulse-width modulation (PWM) signal based on a de-

manded motor speed ω. To compute the prop thrust and torque from ω, quadratic

correlations are used based on correlation coefficients Ci of this tiltwing’s propellers
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determined from wind tunnel testing [93]:

CT = CT0 + CT1J + CT2J
2

CP = CP0 + CP1J + CP2J
2

(3.6)

where CT and CP are the prop thrust and power coefficients, respectively, and J is

the advance ratio given by:

J =
∥V∞⊥∥
nDprop

(3.7)

where ∥V∞⊥∥ is the magnitude of the freestream airspeed vector perpendicular to

the prop disk plane, Dprop is the prop diameter, and n is the prop speed in rev s−1

such that n = ω/2π. The thrust and power coefficients plotted against advance ratio

are given in Figure 3.5. The prop thrust and torque are then computed from the

following standard correlations derived from momentum theory [33, 34]:

T = CTρn
2D4

prop

Q = CQρn
2D5

prop

(3.8)

where CQ = CP/2π and ρ is the air density.

Figure 3.5: Propeller Coefficients vs Advance Ratio
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3.3.2.5 Gyroscopic Moments

Gyroscopic moments arise due to a motor/prop’s angular momentum vector Hprop,i

changing direction due to the aircraft’s body rotation rate Ωb and the rotation rate

of the wing ξ̇j that the motor/prop is attached to. This is modeled as:

Mg,i = Hprop,i ×
(︂
Ωb + [0 ξ̇j 0]T

)︂
(3.9)

where,

Hprop,i =

[︃
ωiIprop cos(ξj) 0 −ωiIprop sin(ξj)

]︃T
(3.10)

and where Iprop is the combined rotational inertia of the motor and prop. Carrying this

out for all six propulsors on this tiltwing aircraft gives the total gyroscopic moment:

Mg =

⎡⎢⎢⎢⎢⎣
ωW Iprop(q + ξ̇W ) sin(ξW ) + ωT Iprop(q + ξ̇T ) sin(ξT )

−ωW Iprop (p sin(ξW ) + r cos(ξW ))− ωT Iprop (p sin(ξT ) + r cos(ξT ))

ωW Iprop(q + ξ̇W ) cos(ξW ) + ωT Iprop(q + ξ̇T ) cos(ξT )

⎤⎥⎥⎥⎥⎦ (3.11)

where ωW = (ωLi − ωLo − ωRi + ωRo) and ωT = (ωT l − ωTr).

3.3.3 Aerodynamic Forces and Moments

The aerodynamics of this tiltwing aircraft is arguably the most complex part of this

model. Due to this configuration’s rotating wings combined with having a large

proportion of its wing area within the propeller slipstream, it is necessary to capture

local aerodynamic effects at various sections along the aircraft (arising from propeller-

wing interactions). This means that, in addition to different flow field conditions,

locally-computed forces (e.g. lift and drag) will contribute additional aerodynamic

moments about the aircraft’s CG due to the moment arm between the CG and a
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modeled section’s local aerodynamic center4 (AC). Hence, each aerodynamic section

is modeled separately, and their individual contributions are then added together to

determine the total aerodynamic forces and moments (FA and MA) acting on the

aircraft. A schematic of the various individual aero sections being modeled for this

tiltwing aircraft is shown in Figure 3.6a.

(a) Wetted/unwetted aero sections (b) Aero moment arms

Figure 3.6: Tiltwing Aerodynamic Modeling

3.3.3.1 Aerodynamic Coefficients and Stability Derivatives

The aircraft’s longitudinal aerodynamics are modeled using non-dimensional coeffi-

cients which give the aerodynamic lift, drag, and pitching moment (L, D, M) acting

on the aircraft in the aerodynamic stability frame of reference [32]:

CL =
L

q̄S
CD =

D

q̄S
Cm =

M

q̄Sc̄
(3.12)

where q̄ = 1
2
ρ∥V∥2 is the dynamic pressure, S is the wing planform area, and c̄

is the wing mean chord. Similarly, the aircraft’s lateral aerodynamics are modeled

using non-dimensional coefficients for the aerodynamic side force, rolling moment,

4It is assumed that the location of each airfoil’s aerodynamic center is approximately the same
as its center of pressure.
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and yawing moment (Y , L, N) in the stability frame [32]:

CY =
Y

q̄S
Cl =

L

q̄Sb
Cn =

N

q̄Sb
(3.13)

where b is the wingspan. Note that L is used here to denote both the lift force and

the rolling moment.

To derive expressions for these aerodynamic coefficients given in (3.12) and (3.13),

the following effects were assumed negligible for this tiltwing aircraft:

• Incidence rates α̇ and β̇, which serve to model time-changing vortex fields [32].

Ignoring these follows from the assumption that this aircraft will not be doing

high-performance maneuvering

• Coupling between the longitudinal and lateral aerodynamics. Ignoring this is

a good approximation for aircraft with xz-plane symmetry [35]. It is exact for

the lateral dynamics and approximate to first-order terms for the longitudinal

dynamics

• Derivatives of order higher than first-order. This is a common assumption that

is valid for most aircraft [32, 35]

Following these assumptions, the aerodynamic coefficients for this aircraft can be

described as functions of the following states and inputs:

CL = f(α, q, δf , δe) CY = f(β, p, r, δa, δr)

CD = f(α, q, δf , δe) Cl = f(β, p, r, δa, δr)

Cm = f(α, q, δf , δe) Cn = f(β, p, r, δa, δr)

(3.14)

and expanded with a first-order Taylor series using the notion of stability derivatives
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[32, 35], for example:

CL = CL0 + CLαα + CLq q̂ + CLδf
δf + CLδe

δe (3.15)

where CL0 is the steady-state zero-incidence zero-input lift coefficient, q̂ = qc̄/2u is

dimensionless pitch rate, and the stability derivatives are defined as:

CLα =
∂CL
∂α

CLq =
∂CL
∂q̂

CLδf
=
∂CL
∂δf

CLδe
=
∂CL
∂δe

(3.16)

In the above equations, δe and δr are the elevator and rudder deflections, respec-

tively, while δf and δa denote flap and aileron deflections, respectively. The latter two

variables are an abstraction from the physical model, which implements two flaper-

ons. The real flaperon inputs δfa are determined from a superposition of a collective

flap input and a differential aileron input:

δfa = δf ± δa (3.17)

The longitudinal coefficients for this aircraft’s main wing and tail are computed

using two-dimensional lookup tables in α and δ and were determined from wind

tunnel testing5 [93], while the fuselage and lateral-direction coefficients are computed

using standard analytical and empirical expressions for stability derivatives given in

[32] and [35]. Note that the wind tunnel data only covers the pre-stall regime, as

AoA constraints during transition will be imposed later via the reference trajectories

tracked by the controller. For this aircraft, the main wing uses a NACA 63(2)-615

airfoil, while the tail wing uses a NACA 0009 airfoil (for both the horizontal and

vertical stabilizers). Plots of the wing and tail longitudinal aero coefficients vs AoA

at zero control surface deflection angle are shown in Figure 3.7, while plots of the

5This data applies to both the scaled model and the full-scale aircraft.
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wing and tail lift coefficients for various control surface deflection angles are shown in

Figure 3.8. Table 3.4 summarizes the lateral-direction stability derivative expressions

used.

Figure 3.7: Longitudinal Aero Coefficients vs Angle of Attack (δ = 0)

Figure 3.8: Wing and Tail CL vs Angle of Attack (range of δ)

While lookup tables are used to determine the longitudinal wing and tail coeffi-

cients vs α and δ, pitch rate effects (e.g. CLq) must still be captured. However, in-

stead of modeling CLq empirically (as is being done for the analogous lateral-direction

terms), this effect can be modeled using the lookup table data by simply adjusting

the effective AoA entering the lookup tables by the change in local incidence (∆α)

due to the pitch rotation of the aircraft [32]:

∆αq,i = arctan

(︃
qli
ui

)︃
(3.18)

where subscript i denotes the ith surface (e.g. the wing or horizontal tail), li is the

longitudinal moment arm between ACi and the aircraft’s CG (see Figure 3.6b), and
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ui is the forward airspeed component on that surface. This expression is derived by

forming the velocity triangle involving the slew rate of surface i due to the aircraft’s

rotation rate and the surface’s forward airspeed [32]. Note that for conventional fixed-

wing aircraft, it is common to approximate these ∆αq as small angles (thus omitting

the arctan function) [32]; however, this assumes that ui is much larger than the slew

rate of the surface, an assumption that does not necessarily hold at certain points

within the flight envelope of a tiltwing aircraft.

For the analogous lateral-direction terms (e.g. CYp and CYr) that are being mod-

eled empirically, dimensionless roll and yaw rates (p̂ and r̂, respectively) are required

as part of the definition/derivation of these stability derivatives. These come from

standard expressions in [32] and are defined as6:

p̂ =
pb

2ui
r̂ =

rb

2ui
(3.19)

Downwash is an important effect being modeled, which serves to reduce the

freestream AoA on the tail wing (αh) due to lift production at the main wing. This

is given by the following empirical correlation [32]:

αh = α− ϵ

ϵ = ϵ0 +
dϵ

dα
α

(3.20)

where ϵ is the downwash angle, α in this context represents the freestream incidence

angle on the main wing, and ϵ0 and dϵ/dα are constants. However, different from

a conventional fixed-wing aircraft, it was chosen to taper off the effect of downwash

with increasing α due to the high incidence angles seen by the rotating wings of this

6Note that for this model, a typo was discovered at the end of the project where the horizontal
component of the vertical tail moment arm was used instead of b/2 in the computation of r̂. Fortu-
nately, the numerical difference between these values for this aircraft is small, and comparison of the
resulting stability derivative values reveals differences on the order of just 10−4. Hence, the impact
of this error has been deemed negligible.
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tiltwing aircraft. Specifically, it was chosen to apply a multiplier m to the downwash

angle ϵ that linearly decays from 1 to 0 as α varies from 6◦ to 10◦.

Fuselage contribution to the longitudinal aerodynamics primarily involves addi-

tional skin and parasite drag as well as a positive pitching moment during non-zero

incidence. The latter is modeled as the following stability derivative:

Cmα,f
=

2νhor
Sc̄

(3.21)

where the subscript f indicates fuselage contribution and νhor is the equivalent width

volume of the fuselage [32].

Table 3.4: Lateral-Direction Stability Derivatives

– β p r δr

CY −CLα,v

(︂
1− dσ

dβ

)︂
ηv

Sv

S
−2CLα,v

ηvSv

bS
zvs 2CLα,v

ηvSv

bS
lvs (LUT)

Cl CYβ
zvs
b

−
CLα,W

8
+ CYp

zvs
b

CL0

4
+ CYr

zvs
b

CYδr
zvs
b

Cn −2νvert
Sb

− CYβ
lvs
b

−CL

8
− CYp

lvs
b

−CD0

4
− CYr

lvs
b

−CYδr
lvs
b

For the lateral-direction stability derivatives summarized in Table 3.4, subscript

v indicates a quantity related to the vertical tail (which many of these expressions

depend on), ηv = q̄v/q̄ is a scaling factor to relate the dynamic pressure on the vertical

tail to freestream values, dσ/dβ is the sidewash derivative analogous to downwash but

for sideslip angle, and νvert is the equivalent height volume of the fuselage [32]. These

expressions have been organized in the table such that each row-column pair indicates

the corresponding stability derivative, e.g. the top-left element gives the expression

for CYβ , etc. All of these stability derivatives have been scaled relative main wing

reference quantities (e.g. S and b) and were derived such that they represent total-

aircraft values; the latter means that, while individual aero sections are still modeled

to capture differing flow conditions, no additional moment contributions (e.g. due
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to side force) need to be accounted for in the case of these lateral terms. Since

the vertical tail uses the same NACA airfoil as the horizontal stabilizer, CLα,v is

the same lift-curve slope as given in Figure 3.7 (the “tail” curve). Similarly, CYδr

was determined directly from lookup table data (“LUT”), as the rudder geometry

matches that of the elevator. Note that δa has not been explicitly shown in Table

3.4. This is because the aileron contribution to lateral-direction aero coefficients is

automatically accounted for by the longitudinal lookup tables combined with the

local aero section modeling; hence, flaperon deflections computed on the main wing

already generate rolling and yawing moments that would be equivalently determined

from more conventional aileron effectiveness modeling. Lastly, zvs and lvs indicate

the projection of the vertical tail moment arms zv and lv (see Figure 3.6b) onto

the local stability axes and are therefore functions of the local AoA. This is typical

for conventional fixed-wing aircraft [32] but, different from conventional fixed-wing

aircraft, zv and lv for this tiltwing are not constant due to this aircraft’s tilting tail.

Hence, these quantities depend on the tail hinge geometry and are thus additionally

a function of the tail wing angle ξT . Note that ACW and ACh have been assumed to

be very close to the rotation axes of the wings, so lW and lh are reasonably assumed

to be constant.

3.3.3.2 Propeller-Wing Interactions

To model the effects of each propeller’s wake on its respective section of the aircraft,

it is common practice to model the prop-induced velocity using momentum theory

[94, 95, 96, 24, 97, 98]. The prop-induced velocity serves to modify the local inci-

dence velocity on a particular section of the aircraft. Hence, once the prop-induced

velocity is calculated, a modified local incidence velocity Vwet (referred to here as a

“wetted” velocity) is calculated for each propeller and used to determine local dy-

namic pressures and angles of incidence. For this aircraft, approximately 80% of the
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wing and tail is wetted by propeller wake, while the other 20% remains unwetted

(i.e. freestream conditions). The fuselage is assumed to be entirely unwetted, while

the flaperons are assumed to be 100% wetted due to their placement along the main

wing. (Refer again to Figure 3.6a.)

(a) Airspeed vector prop-plane decomposition (b) Velocities and Angles of Incidence

Figure 3.9: Airspeed Vector Diagrams

Figure 3.9a shows unit vectors perpendicular to the prop disk plane (n̂p) and the

wing chord (n̂c). These can be written mathematically in the aircraft’s body frame

as:

n̂p =

[︃
cos(ξ) 0 − sin(ξ)

]︃T
n̂c =

[︃
sin(ξ) 0 cos(ξ)

]︃T (3.22)

The freestream velocity vector V∞ can be decomposed into a component perpendicu-

lar to the prop disk plane V∞⊥ = (V∞ · n̂p) · n̂p and a component parallel to the prop

disk plane V∞∥ = (V∞ · n̂c) · n̂c+V∞y , where V∞y contains only the lateral (second)

component of the freestream velocity vector. The modified local incidence velocity

vector Vwet is simply given by the sum of the freestream velocity component parallel

to the prop disk plane and the resulting axial velocity Vax due to the combined axial

inflow (V∞⊥) and prop-induced velocity:

Vwet = V∞∥ +Vax (3.23)
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In this work, an idealized model of the prop’s slipstream is assumed that represents

the prop-induced velocity far downstream from the prop. From momentum theory

[33, 34], the resulting axial velocity vector is thus computed from:

Vax =

√︄
2T

ρAprop
+ ∥V∞⊥∥2 · n̂p (3.24)

where Aprop is the prop disk area. It can be seen by inspection that if there is no

propeller thrust, then Vwet = V∞ as expected.

The freestream AoA α is the angle formed between the freestream velocity V∞

and the horizontal body axis [35]. Due to the propeller-wing interactions, there are

induced AoAs locally on each section of the wing and tail surfaces, generically denoted

αwet, which are analogously measured between the wetted velocity vectors and the

body x-axis (see Figure 3.9b). Due to the wing and tail rotation angles, the actual

incidence on a generic surface section is given by:

i = αwet + ξ (3.25)

With each surface section’s Vwet and i calculated, their individual aerodynamic

forces Fstab
A = [D Y L]T and moments Mstab

A = [L M N ]T in the stability frame

can be computed by rearranging (3.12) and (3.13).

3.3.3.3 Stability-to-Body Frame Transformation

To complete the aerodynamics, the computed aerodynamic force and moment vectors

must be transformed from the stability frame in which they were derived to the

aircraft’s body frame for use in the 6-DoF equations using a standard rotation matrix.

Typically, the freestream AoA α is the appropriate rotation angle to choose. However,

due to wetted aero effects, local stability frames will be oriented relative their local

wetted velocity vector Vwet as opposed to the freestream velocity (see Figure 3.9b).
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Hence, for the aerodynamic forces and moments computed on these sections of the

aircraft, the necessary angle of rotation instead becomes the local αwet, resulting in

the following counter-clockwise rotation matrix:

Rbs =

⎡⎢⎢⎢⎢⎣
cos(αwet) 0 − sin(αwet)

0 1 0

sin(αwet) 0 cos(αwet)

⎤⎥⎥⎥⎥⎦ (3.26)

3.4 Model Implementation

This 6-DoF nonlinear model was implemented in both MATLAB and Simulink. While

the flight conditions and dynamics of this tiltwing aircraft vary widely between hover,

cruise, and transition, no explicit distinction was made in the modeling approach of

Section 3.3 between different flight modes, such as hover (thrust-borne flight) or

cruise (wing-borne flight); hence, this mathematical model represents the tiltwing’s

dynamics continuously at all points in the flight envelope, and differing “flight modes”

can be inferred simply based on the current value of the wing angles ξW and ξT

on which these dynamics depend. However, in consideration of the aerodynamics

presented in Section 3.3.3, many quantities (such as AoA) are not explicitly defined

outside of the context of conventional fixed-wing flight, such as during pure hover (i.e.

zero airspeed). Hence, in consideration of, primarily, hover flight, it was necessary

when implementing this model to account for such edge cases unique to this tiltwing

aircraft. For example, in the case of an undefined AoA when u = w = 0, it was chosen

to assign an arbitrary value for α (such as α = 0) when ∥V∥ becomes sufficiently small,

which is a valid assignment in this context since the correspondingly small dynamic

pressure would make any aerodynamic contributions negligible at these conditions.
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3.5 Model Validation

Validation of this model’s aerodynamics was achieved by comparing numerical re-

sults in MATLAB/Simulink with those predicted by three programs (AVL7, XFLR58,

and OpenVSP9) that make use of potential flow-based computational fluid dynam-

ics (CFD) methods to carry out aerodynamic and flight-dynamic analysis of rigid

aircraft of arbitrary configuration. Specifically, by linearizing the complete 6-DoF

model of this tiltwing aircraft at its cruise operating point condition, its correspond-

ing (total-aircraft) stability derivatives were compared to those predicted using these

CFD methods for this tiltwing’s given surface geometries. While this does not val-

idate the model’s aerodynamics in all flight phases (e.g. hover and transition), this

approach gives good indication that the aerodynamic model (the most complex part

of this 6-DoF model) has been set up properly. AVL and XFLR5 make use of the

vortex-lattice method (VLM), which is a useful technique for obtaining initial es-

timates of aerodynamic stability derivatives and dynamic modes. However, VLM

also has certain known limitations inherent in its basic assumptions (potential flow

and thin-airfoil theory), such as its inability to accurately deal with general fuselage

geometries. In particular, it has been shown [99] that the lateral stability deriva-

tives computed using VLM may demonstrate poor agreement with those determined

from empirical models (such as those used in Section 3.3.3.1), especially at flight

conditions with higher angles of attack. In contrast, OpenVSP uses an alternative

approach known as the panel method, which differs in its abilities by being capable

of modeling thick airfoils and non-lifting geometries (e.g. a fuselage) but still makes

certain limiting assumptions that can impact modeling accuracy [100]. Nevertheless,

both VLM and panel method can be useful tools for approximate model validation,

and hence, the goal of these comparisons is to verify a rough order-of-magnitude cor-

7https://web.mit.edu/drela/Public/web/avl/. Accessed February 2025.
8https://www.xflr5.com/xflr5.htm. Accessed March 2025.
9https://openvsp.org/. Accessed April 2025.
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relation between this 6-DoF model’s aerodynamics and values predicted using these

alternative computational techniques.

To determine this aircraft’s stability derivatives from a numerical linearization,

it is necessary to develop analytical expressions for the linearized state-spaces of

this aircraft’s longitudinal and lateral dynamics. Consider the state variable vector

xlon = [θ u w q]T . The longitudinal dynamics can be linearized about the point

(x0,u0) and written as ẋlon = Alonxlon +Blonu, where:

Alon =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

0 0 0 1

−gcθ0 Xu Xw 0

−gsθ0 Zu Zw u0 + Zq

0 Mu Mw Mq

⎤⎥⎥⎥⎥⎥⎥⎥⎦
(3.27)

and where Xu := (1/m)∂X/∂u, Mw := (1/Iyy)∂M/∂w, etc., are known as the di-

mensional stability derivatives. Similarly, the lateral dynamics with state vector

xlat = [ϕ v p r]T can be linearized, giving:

Alat =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

0 0 1 0

gcθ0 Yv Yp Yr − u0

0 (Lv+ixNv

1−ixiz ) (Lp+ixNp

1−ixiz ) (Lr+ixNr

1−ixiz )

0 (Nv+izLv

1−ixiz ) (Np+izLp

1−ixiz ) (Nr+izLr

1−ixiz )

⎤⎥⎥⎥⎥⎥⎥⎥⎦
(3.28)

where ix = Ixzs/Ixxs , iz = Ixzs/Izzs , and where the subscript s here indicates the

moments of inertia about the aircraft’s stability frame axes (instead of body axes).

In (3.27) and (3.28) above, X, Y , and Z represent the net external forces (Fxnet , Fynet ,

Fznet) but excluding gravity, and L, M , and N represent the net external moments

(Mxnet , Mynet , Mznet). This slight difference in notation is used in this subsection for

consistency with literature on this topic [32, 35].

The dimensional stability derivatives found in Alon and Alat can be connected to
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the more familiar non-dimensional stability derivatives introduced in Section 3.3.3.1

(e.g. CLα) by the relationships given in Tables 3.5 and 3.6 [32, 35], where the subscript

0 indicates values at the linearization point (x0,u0). Note that Iyy is equivalent to Iyys

since the stability axes and body axes share the same y-axis. Hence, to determine the

(total-aircraft) non-dimensional stability derivatives of this 6-DoF model, numerical

linearization was carried out in MATLAB using linearize() based on a steady-

state cruise operating point determined using findop(). The expressions in Tables

3.5 and 3.6 were then used to compute these non-dimensional stability derivatives

based on the numerical values for the elements of Alon and Alat determined from the

linearization.

Table 3.5: Longitudinal non-dimensional stability
derivatives in terms of dimensional quantities

– α q

Z CLα = −mu0Zw

q̄0S
− CD(α0) CLq = −2mu0Zq

q̄0Sc̄

M Cmα = Iyyu0Mw

q̄0Sc̄
Cmq =

2Iyyu0Mq

q̄0Sc̄2

Table 3.6: Lateral non-dimensional stability
derivatives in terms of dimensional quantities

– β p r

Y CYβ = mu0Yv
q̄0S

CYp =
2mu0Yp
q̄0Sb

CYr =
2mu0Yr
q̄0Sb

L Clβ = Ixxsu0Lv

q̄0Sb
Clp =

2Ixxsu0Lp

q̄0Sb2
Clr =

2Ixxsu0Lr

q̄0Sb2

N Cnβ
= Izzsu0Nv

q̄0Sb
Cnp =

2Izzsu0Np

q̄0Sb2
Cnr =

2Izzsu0Nr

q̄0Sb2

Figures 3.10 and 3.11 show the modeled aircraft geometries in each of the three

programs. For both AVL and XFLR5, the fuselage geometry was omitted, as this is

more effective since slender-body assumptions do not apply for this tiltwing’s fuse-

lage. An identical vortex lattice was specified for both programs: 26 chordwise and

52 spanwise vortices for the main wing, 15 chordwise and 30 spanwise vortices for

the horizontal tail, and 15 chordwise and 15 spanwise vortices for each vertical tail.
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All vortices were distributed along these lifting surfaces using a cosine distribution.

In contrast, for OpenVSP, the approximate fuselage geometry was included since

panel method can more effectively deal with such geometries. Additionally, instead

of specifying a vortex lattice, the (triangulated) mesh geometry for panel method is

generated automatically. For this model, it produced a mesh with 1, 690 nodes, 3, 368

loops, and 5, 052 edges.

(a) In AVL (b) In XFLR5

Figure 3.10: Tiltwing aircraft wing and tail geometries set up for VLM

Figure 3.11: Tiltwing aircraft wing, tail, and fuselage geometries in OpenVSP set up for
panel method

Tables 3.7 and 3.8 summarize the results of the non-dimensional stability deriva-

tive values found for this 6-DoF model alongside the values computed in AVL, XFLR5,

and OpenVSP. The operating point selected for this analysis corresponds to a trimmed

constant-altitude cruise condition with an airspeed of u0 = 20.6 m s−1. It can be seen

that the longitudinal stability derivatives are in good agreement across all four sources,

while there is much more variation in the predicted lateral stability derivative values,

including between the three CFD programs themselves (which is interesting to note

and is indicative of the expected uncertainty of these values). However, these lateral
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stability derivatives remain within a rough order-of-magnitude (with the exception

of CYp and Cnp) and, without wind tunnel data (as is available for the longitudinal

terms), more uncertainty is already expected in the lateral coefficients that the flight

controller will need to be robust enough to deal with. Additionally, the greatest com-

plexities to be solved with this tiltwing aircraft lie within the transition maneuver

itself, which is symmetric laterally and thus relies primarily on the longitudinal terms

in this model. Hence, for the purposes of this research, it was chosen to rely on the

empirical correlations from Section 3.3.3.1 for the lateral-direction terms, and the

completed 6-DoF model’s aerodynamic model was deemed satisfactory.

Table 3.7: Comparison of longitudinal stability derivative values

Derivative 6-DoF Model AVL XFLR5 OpenVSP

CLα 6.64 7.49 7.75 8.91

Cmα −1.10 −1.28 −1.77 −1.05

CLq 7.47 9.95 11.76 6.97

Cmq −49.56 −47.08 −52.86 −66.62

Table 3.8: Comparison of lateral stability derivative values

Derivative 6-DoF Model AVL XFLR5 OpenVSP

CYβ −1.51 −0.74 −0.70 −1.17

Clβ −0.04 −0.20 −0.16 −0.32

Cnβ
0.74 0.27 0.26 0.12

CYp 3.73 −0.07 −0.23 −0.25

Clp −0.64 −0.70 −0.73 −0.89

Cnp −0.13 0.003 −0.04 −0.06

CYr 1.67 0.60 0.60 −0.12

Clr 0.15 0.38 0.36 0.33

Cnr −0.75 −0.25 −0.23 −0.37
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3.6 Analysis of the Dynamics

This section looks at the poles of this tiltwing aircraft at a range of operating points

to build an understanding of the dynamic behavior of this configuration. We start

with an analysis of the cruise dynamics, followed by hover mode. We then explore

how these dynamics vary during transition by looking at the loci of the poles while

considering perturbations in the aircraft’s CG.

3.6.1 Cruise

To analyze the cruise dynamics, the model was linearized at the same operating

point as in Section 3.5 (u0 = 20.6 m s−1) as well as two additional operating points

for comparison (u0 = 19.5 m s−1 and u0 = 21.5 m s−1), which were chosen as small

perturbations around the nominal cruise operating point to understand the variation

of the aircraft’s dynamics at expected cruise speeds. Using these operating points,

the eigenvalues of Alon and Alat were computed. Figure 3.12 shows maps of all

longitudinal and lateral poles, while Table 3.9 summarizes the pole characteristics at

the nominal operating point (u0 = 20.6 m s−1). For this tiltwing aircraft in cruise,

standard dynamic modes for conventional fixed-wing aircraft [32, 35] are exhibited.

Comparing the different operating points, it can be seen that the poles move further

left (i.e. quicken/become more stable) with increasing airspeed; this includes the

(unstable) spiral mode, in which case its time constant increases (i.e. it becomes less

unstable) as it moves left toward the origin.
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Table 3.9: Dynamic modes in cruise (nominal, u0 = 20.6 m s−1)

Mode Frequency (rad s−1) Damping Ratio Time Constant (s)

Short period 6.39 0.66 0.24

Phugoid 1.18 0.33 2.59

Rolling 4.58 1 0.22

Dutch roll 8.66 0.24 0.49

Spiral 0.11 −1 8.8

Figure 3.12: Cruise mode pole locations (three operating points)

3.6.2 Hover

For hover mode, the poles were computed similarly but at a steady-state pure hover

operating point with the wings at 77◦ (their equilibrium hover angle10). Note that

a small forward airspeed of 0.01 m s−1 was applied to avoid edge-case discontinuities

during the linearization process. The hover mode poles are plotted in Figure 3.13

(along with the nominal cruise poles for comparison) and their characteristics sum-

marized in Table 3.10. The dynamic modes in hover flight cannot be described by

the same terminology as for conventional fixed-wing cruise, but it is interesting to

compare the differences in the pole locations. Specifically, the slower longitudinal

oscillatory mode of cruise (phugoid) is now an unstable, very slow and minimally-

10This is due to lift generation from the prop-induced velocities; a wing angle of 90◦ in hover
results in the aircraft slowly drifting backward.
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damped mode in hover (Mode 3), while the remaining poles have split into two real

modes (Modes 1 and 2). Similar longitudinal pole locations can be found for other

tiltwing aircraft, such as in [101] and [102]. For the lateral dynamics, the distribution

of the poles is not too dissimilar to the cruise case, but the locations have changed

slightly. The oscillatory mode (cruise’s “dutch roll”) has moved to the left, making

it quicker (Mode 5), while the two real modes have moved to the right (Modes 4 and

6), quickening the unstable real pole and slowing the stable one. This somewhat con-

trasts the lateral pole locations found in [101] and [102], where the oscillatory mode

(Mode 5) is instead found to be unstable.

Table 3.10: Dynamic modes in hover

Mode Frequency (rad s−1) Damping Ratio Time Constant (s)

1, 2 4.99, 0.08 1, 1 0.2, 13

3 2.65 −0.004 103

4 0.62 1 1.6

5 6.46 0.53 0.29

6 0.95 −1 1.05

Figure 3.13: Hover mode pole locations (with nominal cruise for comparison)

3.6.3 Transition

For transition, it was of interest to understand how this aircraft’s dynamics vary

during the conversion between hover and cruise flight. To investigate this, the model
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was linearized at a plethora of points along the maneuver (shown in Figure 3.14)11

and the poles plotted to form their “loci” throughout transition. Additionally, to

further understand these loci, the procedure was repeated for differing CG values

corresponding to a ±2.6% change in the CG position (from nominal) relative the

length of the aircraft, which represents the variation in CG position within the upper

and lower design loading limits of the full-scale aircraft. The results are shown in

Figure 3.15, where the color shift from orange to blue indicates moving from hover to

cruise and is correlated with the colored points in Figure 3.14. Note that, different

from the hover and cruise results, these pole locations do not represent equilibrium

operating points since the system was linearized along an accelerating maneuver.

Figure 3.14: Transition trajectory used for linear analysis

The most notable observation is the general spread of these pole locations, exem-

plifying the large shift in dynamic behavior throughout transition. For example, for

the nominal CG position, we see time constants ranging from as quick as 0.05 s to as

slow as 39.7 s as well as damping ratios reaching as small as 0.25. Furthermore, there

is a notable difference in the spread of these poles across the varying CG positions.

Specifically, the loci of the real poles are more condensed along the real axis for more

forward-shifted CG positions, while in contrast, the complex poles have real parts

11This trajectory comes from computing a feasible transition trajectory for this aircraft using the
method that will be discussed in Chapter 4.
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that become more spread out. This indicates a strong correlation between the varia-

tion in open-loop dynamics throughout transition and the physical loading limits of

this aircraft, and this characteristic will be shown to be significant when considering

feasible transition trajectories in Chapter 4. To see more detail near the origin, Figure

3.16 shows the same plots but zoomed-in to the region indicated by the red rectangles

in Figure 3.15. It can be observed that minimum damping ratios get even smaller for

a forward-shifted CG position (indicated by the angle of the complex poles relative

the imaginary axis), while the real parts of the complex poles once again become

more spread out, just as was observed for the poles in Figure 3.15. In contrast, a

further-aft CG sees higher minimum damping ratios, and the wider spread of the real

roots results in faster unstable dynamics.

Figure 3.15: All longitudinal pole locations throughout transition with ±2.6% CG position
variations. The color shift from orange to blue indicates moving from hover to cruise.

Figure 3.16: Longitudinal pole locations throughout transition – zoomed near origin. The
color shift from orange to blue indicates moving from hover to cruise.
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Chapter 4

Transition Trajectory Optimization

4.1 Introduction

The purpose of this chapter is to investigate optimal transition trajectories for the

tiltwing aircraft of interest in this thesis and assess relative merits of employing

advanced AFC concepts. As discussed in Section 1.1, the transition maneuver for

tiltwing aircraft is particularly challenging due to the shifting wing angle while the

aircraft rapidly changes airspeed [24], which often pushes the local AoA of the wings

to their aerodynamic stall regime and is thus problematic for aircraft controllability,

performance, and safety. While this may be somewhat eased in forward (hover-to-

cruise) transition due to the high thrust condition to accelerate the aircraft (which

helps reduce the local AoA), backward (cruise-to-hover) transition sees a conversely

low thrust condition, which can greatly constrain what is achievable control wise. As

an example, the Canadair CL-84 tiltwing had pilot-noticeable buffeting at rates of

descent above 700 ft/min in transition, which was found to be due to low normal

velocity damping [16] and made it difficult for pilots to track the glide slope. Addi-

tionally, it was later found that similar flight conditions gave rise to non-minimum

phase zeros at low speeds [103], providing further explanation for such pilot difficulty;
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it is well known that the presence of non-minimum phase zeros places fundamental

limits on achievable closed-loop performance [104] and hence what is achievable with

stability augmentation systems. For the CL-84, these effects made limiting the rate

of descent a necessity. Similarly, as will also be shown in this chapter, backward tran-

sition is often constrained to increase in altitude throughout the maneuver to avoid

wing aerodynamic stall, but this constraint is not ideal for air taxi operations, as it

would increase separation distances and thus limit aircraft density in the operational

airspace. Further, smooth maneuvers and minimal altitude variations may also be

preferred for passenger comfort.

More recently, Chauhan and Martins [24] explored the take-off-to-cruise transi-

tion trajectory for a tandem tiltwing VTOL aircraft based on the Airbus A3 Vahana.

Using gradient-based optimization with and without stall constraints, it was demon-

strated that minimum-energy trajectories involve flying near the stall AoA, though

the energy penalty for avoiding stall was practically negligible. This extensive and

thorough study used a 2-DoF model with the forward transition maneuver start-

ing from take-off, and so constant-altitude constraints at height conditions were not

investigated. Pradeep and Wei [105] also investigated the transition maneuver of

the Airbus A3 Vahana using a fixed final-time multiphase optimization. The gen-

eral cruise-to-landing maneuver for this tandem tiltwing configuration was explored

for various initial cruise speeds where it was found that distributing the maximum

possible delay to the cruise phase before beginning the transition phase allowed for

minimum energy consumption. However, their model assumed that in the transition

phase, the rotation of the wings from cruise (horizontal) to hover (vertical) occurs in

negligible time, and so the specific details of the aircraft’s performance in backward

transition were not explored. Yeh et al. [106] investigated the ability to predict op-

timal tiltwing take-off trajectories using a machine learning-based inverse mapping.

They used the same 2-DoF open-source model provided by Chauhan and Martins
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[24], and it was found that optimal trajectories could be predicted with 99% rela-

tive accuracy using long short-term memory (LSTM) prediction. However, the focus

of this study was primarily about predicting known results using a trained machine

learning model, though this framework made significant reductions to computation

time. Other authors that made significant reductions in computation time were Doff-

Sotta et al. [74, 75], where successive convexification methods were used to achieve

fast convergence of optimal solutions by representing the nonlinear tiltwing dynamics

with DC functions. Only recently has the tiltwing transition trajectory been explored

using a 3-DoF [107] and 6-DoF [108] model. In [107], dynamic investigations were

carried out to understand the operational limits of, similarly, the Airbus A3 Vahana

during various types of transition maneuvers, while in [108] failure modes were in-

vestigated for the same configuration for the backward transition maneuver. Other

papers exist which explore trajectory optimization for the transition maneuver but

for tail-sitter aircraft configurations [95, 94, 109, 96]. For example Maqsood and Go

[95] study a tail-sitter with a variable-incidence wing (i.e. the propeller is fixed to

the nose of the aircraft while the wing can rotate). It was found that incorporating

the variable-incidence wing as a control variable allowed for better performance of

the aircraft throughout transition and avoided wing aerodynamic stall. Kubo and

Suzuki [94] found that their tail-sitter aircraft could not avoid climbing to prevent

aerodynamic stall during the backward transition maneuver without using high-lift

devices such as flaps or slats. Such high-lift devices were not necessary for forward

transition.

Considering the particular difficulty of the transition maneuver for tiltwing aircraft—

the balancing act between thrust and lift generation combined with pushing the air-

craft to its aerodynamic limits—a natural question that arises is whether clever aero-

dynamic effects could be utilized to benefit such an aircraft configuration. One idea

is the usage of fluid injection AFC to manipulate the lift and drag coefficients of the
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wing of the aircraft. For example, it was discussed in Section 2.6 how circulation

control has been shown to have the potential to increase the lift coefficient of an

airfoil by as much as a factor of 2 [79, 82, 80, 84, 81, 83]. Of course, such a system

would add certain weight and energy penalties in a practical application [81, 110].

For example, Jabbal et al. [110] found that separation control via the use of pulsed

air jet actuators added a total systems architecture mass of 150 kg for leading-edge

blowing and 30 kg for trailing-edge blowing when sized for an Airbus A320. These

numbers are equivalent to 38% the A320 slat mass and 4% the flap mass, respectively.

Additionally, power off-take from the integrated-drive generators was as high as 21%

of total power for leading-edge blowing and 4% for trailing-edge blowing. Neverthe-

less, apart from previous work by the author [28], a theoretical investigation of the

potential effects and benefits of applying AFC to a tiltwing aircraft in the context of

the transition trajectory has not presently been done.

This chapter explores trajectory optimization of the transition maneuver for the

unique tiltwing aircraft of interest in this thesis and studies the theoretical bene-

fits of augmenting such an aircraft with fluid injection AFC. In consideration of air

taxi operations (air traffic, passenger comfort, limited energy storage), the goal of

this optimization is to determine minimum-energy trajectories that satisfy stall and

constant-altitude constraints with and without AFC, if possible. Additionally, finding

constant-altitude solutions would serve to expand the theoretically achievable flight

envelope for such a tiltwing aircraft (if otherwise constrained to climbing trajectories).

Hence, in this chapter, we wish to address the following research questions:

1. What does the minimum-height-change transition trajectory look like with or

without AFC?

2. What is the benefit of AFC in minimizing height change during transition?

3. What is the sensitivity of the CG position on the feasibility of transition tra-
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jectories?

It is assumed that AFC could be implemented by modifying the lift and drag coef-

ficients on the main wing of the aircraft, which provides insight into the theoretical

aerodynamic requirements of a tiltwing during transition. Additionally, variations in

the placement of the aircraft’s CG are investigated to understand the physical loading

limits of this aircraft during transition. In a previous study [28], a similar transition

trajectory optimization was investigated with the scaled version of this aircraft but

with a 2-DoF model. The present work extends this model to 3-DoFs for the full-

scale aircraft (to include pitch dynamics), and both forward and backward transition

are investigated using this 3-DoF model to address the gap in the current research.

Section 4.2 briefly reviews the tiltwing’s model and dynamics (now in the context of

3-DoFs) and introduces the simplified model of the AFC to modify the lift and drag

coefficients, Section 4.3 gives an overview of the optimization problem setup and how

it was implemented, and Section 4.4 presents the results.

4.2 Simplified Model and Dynamics

To provide a wider context for this work, it was chosen to carry out these investigations

using the full-scale aircraft. Due to the dynamic scaling between the demonstrator

aircraft and its full-scale counterpart, the same model given in Chapter 3 still applies

but with the full-scale aircraft’s parameters and specifications used instead (see Tables

3.1–3.3). However, incorporating the complete 6-DoF dynamical model of Chapter 3

is both computationally costly and unnecessary for the purposes of this optimization

due to the lateral symmetry of the transition maneuver, so it was instead chosen to use

a reduced 3-DoF model of this aircraft’s longitudinal dynamics. Hence, this section

simply outlines the key differences between the complete 6-DoF model of Chapter 3

and this 3-DoF simplification as well as introduces the AFC model. Figure 4.1 below
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shows the dimensions of the full-scale aircraft for reference. Note that, as variations

in the aircraft’s CG will be investigated in this chapter, the prop moment arms given

in Table 3.2 represent their values at the nominal CG position. Also note that bold

notation for vectors will be omitted in this chapter.

(a) Top View (b) Side View

Figure 4.1: Full-Scale Aircraft Schematic

4.2.1 Three-Degree-of-Freedom Rigid Body Equations

A V -γ coordinate system was chosen for this reduced 3-DoF model, where V is the

airspeed and γ is the flight path angle. Applying Newton’s Second Law to a 3-DoF

rigid body gives the following state equations in this coordinate system [30]:

V̇ =
Fxnet

m
cos(θ − γ) +

Fznet

m
sin(θ − γ)

γ̇ =
1

V

(︃
Fxnet

m
sin(θ − γ)− Fznet

m
cos(θ − γ)

)︃
θ̇ = q

q̇ =
Mynet

Iyy

(4.1)

where the variables have their usual meanings as given in Chapters 2 and 3. Due to

the 3-DoF simplification, the net external forces and moments acting on this tiltwing
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aircraft now simply include gravity (FG), thrust forces (FT ), thrust moments (MT ),

and aerodynamic forces and moments (FA and MA, respectively).

4.2.2 Thrust Forces and Moments

Considering the symmetry involved in this simplified 3-DoF model, it was chosen to

lump the thrusts together into single quantities; hence, TW and TT represent the total

combined wing and tail thrusts, respectively. With this notation, the thrust forces

can be written as:

FTx = TW cos ξW + TT cos ξT

FTz = −TW sin ξW − TT sin ξT

(4.2)

Similarly, the pitching moment due to thrust is written as:

MTy = TW (l4 sin ξW − l6 cos ξW )− TT (l5 sin ξT + l7 cos ξT ) (4.3)

4.2.3 Aerodynamics

Only the aerodynamic lift, drag, and pitching moment are relevant in this 3-DoF

longitudinal model. Furthermore, the only control surface that will be used is the

elevator. Hence, the longitudinal aero coefficients for this aircraft can be simplified

to be functions of the following states and inputs:

CL = f(α, q, δe) CD = f(α, q, δe) Cm = f(α, q, δe) (4.4)

Propeller-wing interactions are computed as described in Section 3.3.3.2. How-

ever, due to the lumped thrust quantities (TW and TT ), it is necessary for accurate

prop wake modeling to separate these into the individual prop contributions when
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computing the resulting axial velocity vector:

Vax =

√︄
2Ti

ρAprop
+ V 2

∞⊥
· n̂p (4.5)

where Ti represents the thrust generated from an individual prop, i.e. Ti = TW/nW

when modeling the slipstream velocity for the main wing and Ti = TT/nT when

modeling the slipstream velocity for the tail, where n indicates the number of props.

4.2.4 Active Flow Control Model

A simple model for the fluid injection AFC is being used that serves to modify the

lift coefficient of the main wing of the aircraft [79, 82, 80, 84, 81, 83, 111, 112]. As

discussed in Section 2.6, wind and water tunnel testing with leading- and trailing-edge

fluid injection AFC [79, 80, 84, 83] as well as flight testing with trailing-edge fluid

injection AFC [81, 83] suggest it is theoretically possible to modify the lift coefficient

on an airfoil by as much as a factor of 2. Hence, it was chosen to model the fluid

injection AFC by applying a factor η to the wing’s CL such that:

CLtotal
= (1 + η)CL (4.6)

Since changes in CL will cause an additional induced drag, CD is modified as well using

a drag polar term involving this factor η [113]. It was also desired to be able to directly

modify the wing’s drag coefficient itself without changing its CL. This is modeled by

simply adding an additional term µ to its original drag coefficient (physically, this

could represent a deployable flap or other high-drag device) [32]. Because this AFC

model modifies the local lift and drag coefficients of the main wing of the aircraft,

pitching moment effects are automatically captured by this model due to the moment

arm between the wing’s center of pressure and the aircraft’s CG. Direct effects on Cm

due to AFC could also be modeled, particularly for the stall regime where pitching

86



moments may become highly unsteady. However, as will be discussed in Section 4.3,

explicit stall constraints were implemented in this optimization to avoid the stall

regime altogether. Additionally, it is assumed that the trajectories generated in this

work could be used as reference inputs for an outer-loop airspeed flight controller;

hence, in such a setup, a high bandwidth closed-loop control on pitch would exist

that would be able to deal with any uncertainty on Cm in this model.

4.3 Optimization Methodology and

Implementation

Although there has been a recent success in convex approximations of VTOL trajec-

tory optimization for specific cases [72], in the most generic sense it is a difficult non-

linear non-convex programming problem that requires a full nonlinear optimization.

While alternative techniques such as successive convexification could be employed

[73, 74, 75] which allows for faster convergence, it was chosen to utilize general-

purpose solvers in this work to avoid unnecessary complexity in the optimization

problem setup. Hence, the trajectory optimization software chosen for this research

was GPOPS-II [70], a general-purpose MATLAB software for solving nonlinear opti-

mal control problems. GPOPS-II employs variable-order adaptive LGR quadrature

orthogonal collocation to approximate the optimal control problem as a sparse NLP,

which is then solved using the NLP solver IPOPT (refer to Section 2.5).

4.3.1 Optimization Problem Setup

The desired objective of this optimization is to minimize energy use throughout the

transition maneuver subject to the constraints of the tiltwing’s dynamics (ẋ), states

(x), and inputs (u), and any path and boundary constraints (CP and CB, respec-
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tively). This was formulated mathematically as:

min
t,u(t)

J (t, x(t), u(t)) =

∫︂ tF

t0

w1

(︃
TW

TW,max

)︃2

+ w2

(︃
TT

TT,max

)︃2

+ w3

(︃
q

qmax

)︃2

dt

s.t. ẋ = f(x, u)

xmin ≤ x ≤ xmax

umin ≤ u ≤ umax

CP,min ≤ CP (t, x(t), u(t)) ≤ CP,max

CB,min ≤ CB (t0, tF , x(t0), x(tF )) ≤ CB,max

(4.7)

where x = [V γ θ q]T , u = [TW TT ξW ξT δe η µ]T , f(x, u) is a vector

function containing the nonlinear dynamics of the tiltwing, and wi are cost weightings

to be chosen. The specific cost function chosen is to reflect the fact that we wish to

additionally minimize nominal thrust consumption while serving as a proxy for en-

ergy. This is to ensure maximum headroom for flight control action during transition

that might be required to compensate for disturbances such as wind gusts. Addition-

ally, a penalty on the pitch rate q was added to the cost function to further help with

convergence in this 3-DoF model. Physically, this can be interpreted as a moment

penalty and helped ensure smoother, less aggressive pitch maneuvers were achieved.

In terms of the implication this might have on potential handling qualities of the air-

craft, these are considerations for an inner-loop pitch control design, and in this work

it is assumed that the trajectories generated could be used as reference inputs for an

outer-loop airspeed flight controller; hence, if we were to allow the optimizer to create

very aggressive pitch rate trajectories, this would instead limit control headroom in

the case of disturbances such as wind gusts. The cost weightings for the wing and

tail thrusts were chosen to be w1 = (1 + l4
l5
)−1 and w2 = 1−w1, respectively, and are

based on the relative weight loading on the wing and tail during hover as a function

of the CG placement. The pitch weighting was nominally chosen to be w3 = 1 and
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was adjusted as necessary to help with convergence.

State and input constraints are summarized in Tables 4.1 and 4.2. Constant-

altitude constraints were implemented by adjusting the constraints on the flight path

angle γ, while AFC was implemented by adjusting the constraint bounds set for the

inputs η and µ. Note that input dynamics and/or explicit rate constraints were not

considered in this work. The original intention was to put explicit rate constraints on

the tilt angles (the particularly slow inputs), but this unfortunately led to infeasible

solutions with GPOPS-II. So instead, solutions considered were those that achieved

maximum tilt angle rates of 13 deg/s for the main wing and 26 deg/s for the tail,

which were judged to be feasible for the real platform. For the elevator, it is assumed

that it can respond fast enough to forego the need for explicit rate constraints due

to its assumed use for much faster inner-loop pitch control dynamics. Similarly,

for both wing and tail rotors, it is assumed that the electric motors in the aircraft

are sized to act for use as flight control actuators for inner-loop stability purposes

and therefore respond sufficiently fast relative the speed of the aircraft’s outer-loop

airspeed dynamics, thereby also not requiring explicit rate constraints in the context

of this optimization. The path constraints chosen for both forward and backward

transition were upper and lower limits on αwet of ±15◦ for the main wing and ±8◦ for

the tail wing (to avoid stall) and a fixed starting point for the wing angles ξW and ξT .

The starting wing angles for forward transition were set to 75◦ (the hover equilibrium

point1) and 1◦ for backward transition (numerically this worked better than setting

the wing angles to 0◦). Note that this constraint on the initial wing angles was

implemented as a path constraint instead of a boundary constraint because boundary

constraints in GPOPS-II can only be functions of t or x (see (4.7) above). These

constraints are summarized in Table 4.3. Lastly, Table 4.4 summarizes all initial and

final conditions set along with their respective bounds (∆ values). For all runs, the

1Note that the hover equilibrium wing angle for the full-scale aircraft differs from the scaled
model (77◦) due to differing tail prop sizes; refer to Table 3.1.
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final time tF was set to 20 ± 19 s, allowing for a time horizon range of 1–39 s. This

was chosen to leave the time horizon effectively unconstrained, and most trajectories

tended to span approximately 15–20 s. For all forward transition results, the initial

velocity was set to exactly 0.1 m s−1 and the final velocity was set to 67 ± 5 m s−1

(the aircraft’s nominal cruise speed). The remaining states were set to zero, though

final ∆ values in pitch and pitch rate of 0.1 rad and 0.1 rad s−1, respectively, were

chosen. These final ∆ values for airspeed, pitch, and pitch rate were set to help with

convergence in this two-point boundary value problem. For all backward transition

results, the initial and final states are broadly the opposite. The exception is the ∆

flight path angle, which was relaxed due to constant-altitude being infeasible in this

direction, and the ∆ pitch rate, which was set to zero to avoid a numerical spike at the

last time step in the mesh. Additionally, optimization was eased by using analytical

correlations for the aerodynamic coefficients of the tail wing derived from the wind

tunnel data; however, validation of the nominal trajectories was done by re-running

the optimization with the original lookup tables while using the solution trajectory

as the starting point for the optimization. Note that all mesh and collocation setup

parameters within GPOPS-II itself were left at their default values as given in the

GPOPS-II reference manual [114]. Specifically, the default setup employs an hp-

adaptive mesh refinement method, as discussed in Section 2.5 and described in [71],

that divides the mesh interval into sub-intervals until a relative error estimate meets

a specified tolerance. The default mesh tolerance used in this optimization was 10−3.

Table 4.1: State constraints

State Symbol Bounds Units
Airspeed V [0, 75] m s−1

Flight path angle γ [−π/2, π/2]a rad
Pitch angle θ [−0.1, 0.1] rad
Pitch rate q [−0.1, 0.1] rad s−1

a In the case of constant altitude, γ bounds were set
to zero.
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Table 4.2: Input constraints

Input Symbol Bounds Units
Wing thrust TW [0, 50] kN
Tail thrust TT [0, 6] kN
Wing angle ξW [0, π/2] rad
Tail angle ξT [0, π/2] rad
Elevator δe [−0.3, 0.3] rad
AFC lift factor η [−0.5, 0.5]a −
AFC drag coefficient µ [0, 1]b −
a,b In the case of no AFC, η and µ bounds were set
to zero.

Table 4.3: Path constraints

Constraint Symbol Bounds Units
Wing wetted AoA αwet,W [−15, 15] deg
Tail wetted AoA αwet,T [−8, 8] deg
Initial wing angles (forward) ξ0 75 deg
Initial wing angles (backward) ξ0 1 deg

Table 4.4: Boundary conditions

Condition Symbol Value ∆ Units
Initial time t0 0 − s
Final time tF 20 ±19 s
Initial states (forward) x0 [0.1, 0, 0, 0] − mixeda

Final states (forward) xF [67, 0, 0, 0] ± [5, 0, 0.1, 0.1] mixed
Initial states (backward) x0 [67, 0, 0, 0] − mixed
Final states (backward) xF [0.1, 0, 0, 0] ± [5, π/2, 0.1, 0] mixed

aThe units for x are the same as for those in Table 4.1.

4.3.2 Computing a Guess Trajectory

Providing a sufficiently accurate guess trajectory as a starting point for the optimiza-

tion was very important in achieving convergence in this study. In theory, computing

a guess for the state trajectories is straightforward, as the state equations ẋ = f(x, u)

can be solved numerically for a given initial condition. However, to do so requires

supplying trajectories for the inputs, which are also unknown. Hence, a similar pro-

cedure was taken as in Panish and Bacic [28], in which an exponential trajectory was
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assumed for the wing angle, and the thrust was found at each time step that satis-

fied a constant-altitude constraint. However, due to the increase in complexity from

2-DoF to 3-DoF, it was necessary here to formulate this procedure more generally as

the following NLP:

min
u

M2
ynet

s.t. umin ≤ u ≤ umax

C ≤ 0

Ceq = 0

(4.8)

where the net pitching moment Mynet consists of thrust and aerodynamic moments,

and C and Ceq represent nonlinear inequality and equality constraints, respectively.

With exponential trajectories already assumed for the wing angles ξW and ξT , (4.8)

seeks to solve for the remaining inputs u = [TW TT δe]
T (no AFC in the guess).

When solving this NLP for forward transition, the Earth-frame net vertical forces

were chosen to be constrained to zero (i.e. to ensure constant-altitude):

Ceq = Fxnet sin(θ)− Fznet cos(θ) (4.9)

while for backward transition, constant-altitude was infeasible and instead an inequal-

ity constraint of:

C = V̇ (4.10)

was set to ensure the aircraft was slowing down at all points.

To implement this, a fixed-step 4th-order Runge-Kutta solver with 100 time steps

was used. This was chosen instead of variable step solvers, as the latter frequently

stalled due to edge-case discontinuities and lookup tables present in this model. The

assumed exponential trajectories for ξW and ξT took the following form:

ξ(t) = Aeb(t/tF ) +B (4.11)
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where different values for A, B, and b were chosen to distinguish between a forward or

backward guess trajectory solution. A fixed final-time tF and initial conditions x0 were

specified, and (4.8) was then solved at each time step using MATLAB’s fmincon()

to determine the inputs. Lastly, the state equations for x = [V γ θ q]T (given in

(4.1)) were formulated and numerically integrated.

4.4 Results

This section presents and discusses the main results from the trajectory optimization

performed in this study. Results are presented for both forward and backward transi-

tion, each looking at CG variations with and without AFC. Three CG positions were

investigated: nominal, forward, and aft. Forward and aft CG positions represent a

2.6% change in CG position relative the length of the aircraft, which corresponds to

±0.23 m from the nominal point. This range of positions represents the change in CG

position within the upper and lower design loading limits of the aircraft (i.e. nomi-

nal 225 kg payload ±225 kg). All optimization constraints set are as summarized in

Tables 4.1–4.4 in Section 4.3 unless otherwise specified.

4.4.1 Forward Transition

4.4.1.1 Without AFC

Forward transition results without AFC are presented in Figures 4.2 and 4.3 for

each CG position. In general, convergence was straightforward and constant-altitude

trajectories could be achieved without issue. It can be seen that changes in CG

position minimally affect the optimal trajectory with a few exceptions. Most notable

are the differences in main wing AoA, where a more forward CG position sees a higher

peak AoA, pushing it closer to its 15◦ stall limit at max payload (“Forward CG”).

Conversely, the tail wing sees a smaller variation in AoAs with different CG positions.
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These correlations can be explained by the corresponding thrust demands. A further-

forward CG position demands a lower total wing thrust on average, resulting in a lower

prop-induced velocity and therefore a higher wetted AoA (refer to (3.23) and (3.24)).

The opposite is true for the tail, though with thrusts an order of magnitude smaller

than the wing, the resulting wetted AoA differences are much smaller. Another

exception is the elevator demands. It can be seen that the elevator begins to saturate

at the beginning of the trajectory for more forward-shifted CG positions. In fact,

a more negative elevator deflection is commanded overall in this case despite higher

tail thrusts on average, suggesting that both the tail props and elevator are trying

to compensate for a positive pitching moment resulting from the forward-shifted CG

position. This would also explain why a lower wing thrust is demanded for more

forward-shifted CG positions despite there being a smaller moment arm between the

wing props and the aircraft’s CG. It is interesting to note the V-shaped response

of the total wing thrust in these results. This is likely due to a combination of

the pitching moment balance and a means to lower the overall energy cost where

possible. It can be seen that there is an inverse correlation between the magnitudes

of TW and TT depending on CG position in this region, and this dip in total thrust

occurs past the peak of the wing AoA curve, suggesting there is freedom at this point

to reduce the total thrust without violating stall constraints (again recall that higher

thrust can help reduce local wetted AoA). Of additional note is the shape of the

tail wing angle curve relative the main wing angle. Specifically, it was found that

it was necessary for the tail wing to rotate more quickly to avoid aerodynamic stall

as the aircraft accelerates forward. This is because the much lower thrust produced

by the tail props (due to having a larger moment arm to work with) results in lower

prop-induced velocities and therefore higher wetted AoAs (as mentioned previously);

hence, it is necessary to get the tail angle horizontal as quickly as possible before

the freestream airspeed becomes too large. This was a pattern first discovered when
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computing the guess trajectory (Section 4.3.2). Lastly, it can be seen that there is

a drop in thrust at the end of the maneuver. In fact, this pattern can be observed

for all runs to some degree. We believe this is likely a result of the energy-based cost

function: If the aircraft has enough momentum to reach the specified final conditions

for the problem, then this would allow the thrusts to drop right at the end of the

maneuver to marginally improve the total cost. This is further substantiated by the

fact that this pattern is present in all runs; despite differences in the problem setup

(initial/final conditions, state and input constraints) to produce different trajectories,

the cost function always remains the same.

4.4.1.2 With AFC

In comparison, forward transition results with AFC are presented in Figures 4.4 and

4.5. Constant-altitude forward trajectories were already achievable without AFC,

but here it can be observed that the use of AFC in this context serves to maximize

the performance of the aircraft and decrease its total transition time. Specifically,

it can be observed that the main wing AoAs now peak at the 15◦ stall limit for all

CG positions, made possible by temporarily decreasing the lift coefficient through

η. Hence, it would appear that pushing the aircraft close to its stall AoA serves

to minimize energy throughout transition. These findings are consistent with those

found in [24]. A similar pattern can be observed for the tail wing, with the exception

of the “Forward CG” position. However, the lower wetted AoA in this case can be

partially attributed to the higher thrust demand from the tail props, analogous to

the non-AFC case. Also analogous to the non-AFC case are the elevator demands,

where the nominal and forward-shifted CG positions see the elevator saturating at

the start of the maneuver. What is different, however, is the elevator demand for the

aft-shifted CG position. Here, more negative values are demanded compared to the

non-AFC case. This can be attributed to the higher wetted tail AoA (nearly double
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compared to the non-AFC case), suggesting that the elevator is using its control

authority to adjust the tail wing’s lift coefficient to push the tail AoA up to its stall

limit, similar to η for the main wing. This also further explains why the “Forward

CG” tail AoA does not reach its 8◦ limit—the elevator demand is most saturated in

this case. In terms of overall transition time, it is found to be marginally quicker than

the non-AFC case at approximately 14 s. Additionally, there is a smaller variation

in total transition time between each CG position. In fact, smaller variations in the

trajectory for each CG position can be observed in general compared to the non-AFC

case, suggesting that using AFC has the additional benefit of increasing the aircraft’s

robustness to CG variations in terms of its expected performance during transition.

Note that µ bounds were set to zero for these runs instead of 0 ≤ µ ≤ 1; it was found

otherwise that µ demanded small intermittent spikes on the order of 10−4, which were

numerically insignificant and thus omitted.

4.4.2 Backward Transition

4.4.2.1 Without AFC

Backward transition results without AFC are presented in Figures 4.6 and 4.7 for each

CG position. Here, it was not possible to achieve convergence with constant-altitude

constraints, unlike for forward transition. Tightening the bounds on the flight path

angle γ was attempted but either didn’t work or resulted in numerically sensitive

trajectories, so γ was left unconstrained. This necessary climbing-trajectory behavior

was consistent with findings from a previous investigation [28]. Additionally, the pitch

weighting w3 was adjusted to 0.1 for all runs to help produce numerically smoother

trajectories. In comparing these backward climb-transition trajectories, it was found

that CG placement had an effect on the total change in altitude. Specifically, it

can be observed that the further aft the CG position, the smaller the total altitude

change, with a maximum difference of 35.1 m and an average total altitude increase
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of 259.7 m. Additionally, a further-aft CG position results in a marginally quicker

transition time, with a range of 12–13.2 s across these three runs. Interestingly, it

can be observed that the tail AoAs reach their peak values from the middle to end

of the maneuver and in correlation with the pitch angle curve leveling out. This

suggests that a slowly increasing pitch angle is preferred up to the limit in which

stall constraints are reached. In parallel, it can be observed that the tail thrusts and

elevator ramp up in demand to produce a more negative pitching moment on the

aircraft. However, saturation of the elevator and higher tail thrust demands occur

for further-aft CG positions, likely due to the smaller tail prop moment arm and

thus smaller pitch control effectiveness of these actuators. Lastly, while the tail wing

reaches its stall limit in all runs, the main wing AoAs never peak above just over

8◦, and there is minimal variation in their curves for each CG position. As will be

further evidenced in the backward transition results with AFC, it is believed that

this behavior (the tail AoAs saturating but the wing AoAs not) indicates that the

primary factor affecting the feasibility of constant-altitude backward transition is the

AoA constraints in the optimization problem formulation. Secondarily, the specific

aircraft configuration itself plays a role in this result, both because the tail props’

larger moment arm results in a lower thrust condition, which in turn means a lower

contribution to reducing the wetted AoAs on the tail wing, and due to the low stall

limit of the tail airfoil itself (as will be seen next).

4.4.2.2 With AFC

In comparison, backward transition results with AFC are presented in Figures 4.8

and 4.9. Similarly to the non-AFC case, the pitch weighting w3 was set to 0.1. Most

significantly, the use of AFC did not make it possible to achieve constant-altitude

transition, and hence γ constraints were relaxed similarly to the non-AFC case. This

result contradicts the conclusion found in [28], where AFC made constant-altitude
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backward transition possible. However, the key difference here is the extension to

a 3-DoF model and the addition of modeling the tail wing. Specifically, it can be

observed that the tail AoAs reach their stall limit for nearly the entirety of the ma-

neuver, but in parallel, the wing AoAs appear to “saturate” at roughly 9◦ despite

having a stall limit of 15◦. Thus, what can be observed is that the aircraft is being

pushed to the limits of its performance through the use of AFC (as for the forward

case), but its primary limiting factor has become the 8◦ stall angle on the tail. To

confirm this, an alternative backward transition trajectory solution was produced (see

Figures 4.10 and 4.11) using a different airfoil for the tail wing (NACA 63(2)-615,

same as the main wing) with a higher stall angle of attack (15◦). It was found in this

case that constant-altitude backward transition was possible with the use of AFC and

an aft-shifted CG. In addition, while the tail AoA similarly saturates for the majority

of this constant-altitude trajectory, the main wing AoA now varies freely within its

bounds. These results suggest that a redesign of the tail wing of this unique tiltwing

aircraft (specifically, a higher stall limit) could better leverage the benefits of using

AFC in this application. Nevertheless, this aircraft still sees benefits from using AFC

in its current design. Specifically, while constant-altitude cannot be achieved, the use

of AFC serves to provide a 24.2% reduction in the average total altitude change com-

pared with the non-AFC case. In consideration of operating in urban environments

and potentially dense airspace, this could still justify the complexity of including

an AFC system in this aircraft. Additionally, the use of AFC narrows the general

variation in performance of the aircraft for each CG position (just as for forward

transition), similarly suggesting that the use of AFC increases the aircraft’s robust-

ness to CG position changes in terms of its expected transition performance. This is

particularly noticeable in the airspeed, altitude, and wing angle curves of Figure 4.8.

An interesting feature to note is the temporary dip in tail AoAs (Figure 4.9). The

cause of this can be traced back to the moment the elevator saturates, requiring the
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tail thrusts to ramp up to maintain pitching moment authority. The increase in tail

thrust temporarily decreases the tail AoAs due to the increased prop-induced veloc-

ities, but as the pitch angles continue to increase, the tail AoAs eventually increase

again. Similarly to the non-AFC case, when the tail AoAs reach their stall limit (once

again), the only option is to level out the change in pitch angle. Another interesting

feature to note is how both the wing and tail thrusts are held almost constant for

the first half of this trajectory. We believe this observation can be explained by the

saturation of the tail AoA. Because the tail airfoil is sitting right at its stall limit, a

further reduction in thrust would violate stall constraints (due to thrust’s effect on

local wetted AoA). And any increase in thrust (to reduce the tail AoA) would only

reduce deceleration of the aircraft and increase total energy consumption. Lastly, it

can be observed that the generation of additional drag through µ is demanded at

the end of the trajectory (interestingly correlated with the pitch angle curve leveling

out). However, this can be simply attributed to a means of reducing the total energy

cost by more quickly slowing down the aircraft at the end of the transition maneuver.

Specifically, compared with a solution with µ bounds set to zero in the nominal case,

the use of µ here reduces the transition time by just under 1 s and results in a cost

decrease of 13.7%. Interestingly, in the case that the aircraft’s performance is not

limited by the tail wing’s stall limit (Figures 4.10 and 4.11), the minimum-energy

trajectory prefers a high µ value initially to slow down the aircraft combined with a

transition time nearly triple the length in order to achieve constant-altitude backward

transition.
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Figure 4.2: Forward trajectories without AFC – airspeed, altitude, thrusts, and wing angles.
CG variation of ±2.6% the aircraft’s length

Figure 4.3: Forward trajectories without AFC – pitch angle, elevator deflection, wetted
AoAs, and AFC demands. CG variation of ±2.6% the aircraft’s length
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Figure 4.4: Forward trajectories with AFC – airspeed, altitude, thrusts, and wing angles.
CG variation of ±2.6% the aircraft’s length

Figure 4.5: Forward trajectories with AFC – pitch angle, elevator deflection, wetted AoAs,
and AFC demands. CG variation of ±2.6% the aircraft’s length
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Figure 4.6: Backward trajectories without AFC – airspeed, altitude, thrusts, and wing
angles. CG variation of ±2.6% the aircraft’s length

Figure 4.7: Backward trajectories without AFC – pitch angle, elevator deflection, wetted
AoAs, and AFC demands. CG variation of ±2.6% the aircraft’s length
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Figure 4.8: Backward trajectories with AFC – airspeed, altitude, thrusts, and wing angles.
CG variation of ±2.6% the aircraft’s length

Figure 4.9: Backward trajectories with AFC – pitch angle, elevator deflection, wetted AoAs,
and AFC demands. CG variation of ±2.6% the aircraft’s length
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Figure 4.10: Backward trajectory with NACA 63(2)-615 tail airfoil, AFC, and aft-shifted
CG – airspeed, altitude, thrusts, and wing angles

Figure 4.11: Backward trajectory with NACA 63(2)-615 tail airfoil, AFC, and aft-shifted
CG – pitch angle, elevator deflection, wetted AoAs, and AFC demands
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4.5 Conclusion

This chapter explored transition trajectory optimization for this unique tiltwing de-

sign and studied the theoretical benefits of augmenting such an aircraft with fluid

injection AFC. The goal of this optimization was to find minimum-energy trajecto-

ries that satisfied constant-altitude and stall constraints with and without AFC, if

possible, and to present 3-DoF solutions and both forward and backward transition

trajectories to address the gap in the current research. AFC was implemented by

modifying the lift and drag coefficients on the main wing of the aircraft, providing

insight into the theoretical aerodynamic requirements of a tiltwing during transition,

and, additionally, variations in the placement of the aircraft’s CG were investigated

to understand the physical loading limits of the aircraft during this maneuver.

It was found that constant-altitude transition could be achieved for forward tran-

sition without the need for AFC. However, the use of AFC served to maximize the

performance of the aircraft, decrease the total transition time, and increase the ro-

bustness of the aircraft to CG variations in terms of expected performance during

transition. The backward transition maneuver gained these same benefits of using

AFC, but it was not possible to achieve constant-altitude transition, even with the

use of AFC. Specifically, the tail airfoil’s stall constraint was found to be a limiting

factor in backward transition performance, and the use of AFC was not sufficient

to overcome this design limit. A comparative constant-altitude backward transition

solution using a different airfoil with a higher stall limit suggests that a redesign of

the tail wing of this unique tiltwing aircraft could better leverage the benefits of us-

ing AFC in this application. Nevertheless, the use of AFC in the aircraft’s current

design allowed for a 24.2% reduction in the average total altitude change during the

backward transition maneuver.

In the future, it would be of interest to investigate acceleration constraints and/or

include an acceleration penalty in the cost function in consideration of passenger
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comfort in an air taxi application. It would also be of interest to implement input

dynamics and/or explicit rate constraints, particularly for the tilt angle actuation.

Additionally, improved mathematical modeling of the AFC would allow for better

comparison of the optimization results to the physical control limits of fluid injection

AFC on the real tiltwing aircraft. Lastly, this work focused solely on the transition

maneuver itself without explicit considerations of vertical take-off and landing or ap-

proaching, for example, steady-state cruise conditions. Future work could investigate

a multiphase optimization approach in which separate flight phases could be defined

for hover, transition, and cruise, and fortunately the GPOPS-II framework used in

this work would allow for direct expansion to this in the future. Such a problem setup

would allow for smoother connection between hover and cruise mode operating point

conditions as well as the ability to model, for example, the energy cost associated

with vertical take-off and landing before/after transition.
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Chapter 5

Inner-Loop Design and Testing

5.1 Introduction

The flight control of a tiltwing aircraft is a particularly challenging problem due to

the significant variation of flight dynamics as the aircraft transitions from hover to

cruise flight. This necessitates an attitude controller that is operable over a wide

range of flight conditions. A standard method of solving this is to use a gain schedul-

ing controller, where the nonlinear aircraft dynamics are linearized at many points

within the full flight envelope and individual controller tunings are found for each

operating point. Plenty of examples of this control strategy applied to tiltwing air-

craft for the attitude control design exist [115, 116, 117, 118, 119, 120, 121, 122, 123].

The advantage of such a method is the ability to employ classical linear control de-

sign techniques at each linearization point. The drawback, however, is the onerous

task on the designer of tuning gains at many operating points and the effect of gain

switching on the system. An alternative approach is to implement nonlinear control

laws such as feedback linearization, which removes the need for gain scheduling alto-

gether (at least within the context of the feedback linearization controller). Hence,

among the numerous studies of tiltwing flight control design and testing within the
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last two decades [124], full-envelope attitude control design through the application of

dynamic inversion-based control laws (i.e. feedback linearization or NDI) has become

increasingly more popular in recent years [88, 89, 125, 90, 126, 97, 127, 128, 129].

However, of these examples, only three have investigated flight testing [88, 89, 90].

Cetinsoy et al. [88] consider a quad tiltwing design and pair their NDI attitude

controller with linear PID control laws. Due to the decoupling of the underlying

dynamics through the NDI transformation, three individual SISO control loops are

implemented with virtual controls to regulate the roll, pitch, and yaw of the aircraft.

Masuda and Uchiyama [89] also consider a quad tiltwing design but instead choose

to investigate NDI paired with H∞ control with a focus on robustness to wind dis-

turbances. The same controller was then modified a year later in [125], employing

µ-synthesis instead of H∞ to improve the transient response due to reduced conserva-

tiveness in the robust design. Rohr et al. [90] take a different approach by pairing their

NDI with a nonlinear control law, namely a quaternion-based attitude controller that

maps attitude errors to desired body-frame angular accelerations using a cascaded

P-PID-structure. This was then applied to a scaled hobbyist model of the Canadair

CL-84 tiltwing. Lastly, Autenrieb et al. [126] take an adaptive control approach by

investigating the use of an adaptive neural network to help mitigate inversion errors,

while Milz et al. [97, 127, 128, 129] investigate INDI as well as sensory NDI1 applied

to the Airbus A3 Vahana.

The goal of this thesis is to design a full-envelope flight controller for the unique

tiltwing aircraft configuration of present interest that is operable in all modes of

flight (hover, cruise, and transition) through the application of feedback linearization.

Additionally, it is of interest to understand how a model-based inversion design (such

as NDI, contrasting INDI) performs with a configuration such as a tiltwing, where

1A variant of INDI that similarly utilizes sensor-based estimation but without requiring incre-
mental control commands. Note that both INDI and sensory NDI therefore suffer in performance
when sensors are noisy.
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there is much greater uncertainty in the aerodynamic modeling compared to, for

example, a conventional fixed-wing aircraft. To this end, this chapter presents the

first step in this endeavor: the inner-loop attitude controller design. NDI is chosen

for the attitude rate control of the aircraft, while off-line weighted pseudo-inverse

control allocation is implemented to enable versatility in the control design and which

provides fault-tolerant capabilities due to the over-actuated nature of this system.

The performance of this inner-loop design is then predicted through simulation and

assessed through hover flight testing, and the controller’s robustness is explored in the

context of motor failure. Section 5.2 begins with a general overview of the complete

full-envelope flight controller that will be developed over the next three chapters

(Chapters 5, 6, and 7). Section 5.3 then discusses the design of the inner-loop attitude

controller. Simulation results are then presented in Section 5.4 followed by flight

testing in Section 5.5.

5.2 Full-Envelope Flight Controller Overview

Figure 5.1 below shows a schematic of the general full-envelope flight controller ar-

chitecture used in this research. Motivated by the goal of developing a full-envelope

design for this tiltwing aircraft through the application of feedback linearization, the

general flight controller structure chosen employs an inner-/outer-loop cascade design

under assumptions of time-scale separation involving an inner-loop attitude controller

and an outer-loop velocity controller that are combined with control allocation. The

inner-loop attitude controller continuously regulates the rotational axes of the aircraft

to ensure stability at all points within the flight envelope by outputting generalized

moment demands (M). The outer-loop velocity controller tracks motion commands

demanded from the pilot (Vref ) and outputs generalized force demands (F) in ad-

dition to supplying attitude reference inputs (Aref ) to the inner-loop. Hence, both
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of these controllers work in a virtual input space (generalized forces and moments)

and interface with control allocation to enable versatility in the design and help

ensure validity over the complete flight envelope. This setup additionally provides

fault-tolerant capabilities due to the over-actuated nature of this system (i.e. more

effectors than degrees of freedom). Finally, a control allocation scheme converts the

demanded virtual controls (F and M) to real input demands (u) while taking into

account actuator effectiveness throughout the flight envelope.

Figure 5.1: General full-envelope flight controller architecture

5.3 Inner-Loop Design

5.3.1 Controller Architecture

Following from the general full-envelope flight controller architecture of Figure 5.1, a

schematic is given in Figure 5.2 that illustrates the specifics of the inner-loop flight

controller design. Firstly, the “Inner-loop attitude controller” subsystem of Figure

5.1 now consists of two subsystems in Figure 5.2: an NDI attitude rate controller

cascaded with an Euler angle tracking controller. Roll and pitch angle references

(ϕref , θref ) along with a yaw rate reference (ψ̇ref ) from the pilot are converted within

the Euler angle tracking subsystem to body-frame rotation rate references (Ωb,ref )

for the NDI controller. The NDI controller, which regulates the attitude rates of the

aircraft across the entire flight envelope, outputs its virtual moment demands (M)
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to the control allocation. In parallel, for the purposes of testing and evaluation in

hover mode, an additional reference input from the pilot (Fz) demands a vertical

force request in the analogous virtual force space (i.e. F = Fz). The control alloca-

tion then maps these collective virtual controls to the tiltwing’s real actuator inputs

u = [ωLi ωLo ωRi ωRo ωT l ωTr δa δe δr δf ξW ξT ]
T . Note that, in the

context of the control allocation, the flap and wing angle inputs (δf , ξW , and ξT )

are treated as system parameters and are thus not allocated based on the virtual

controls. Furthermore, for hover-mode flight, the elevator and rudder inputs (δe and

δr) are not used, while the ailerons (δa) are used to contribute to, primarily, yaw

control. As was briefly mentioned in Section 5.2, because this NDI attitude rate con-

troller does not directly interact with the real inputs u and because this tiltwing is an

over-actuated system, it is possible to perfectly allocate the virtual controls even in

light of actuator failures, such as a motor power failure. Lastly, to deal with actuator

saturation, excess virtual moments δM (i.e. those which cannot be achieved) are fed

back from the control allocation to the NDI attitude rate controller as part of an

integral anti-windup strategy.

Figure 5.2: Inner-loop flight controller composed of inner-loop attitude controller subsystem
(NDI attitude rate control + Euler-angle tracking) and control allocation.
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5.3.2 NDI Attitude Rate Controller

To apply NDI control to the attitude rates of this aircraft, we first write the attitude

rate dynamics in the input-affine form ẋ = f(x) + g(x)M:

⎡⎢⎢⎢⎢⎣
ṗ

q̇

ṙ

⎤⎥⎥⎥⎥⎦ =

⎡⎢⎢⎢⎢⎣
ṗpassive

q̇passive

ṙpassive

⎤⎥⎥⎥⎥⎦+

⎡⎢⎢⎢⎢⎣
−Izz

I2xz−IxxIzz
0 −Ixz

I2xz−IxxIzz

0 1
Iyy

0

−Ixz
I2xz−IxxIzz

0 −Ixx
I2xz−IxxIzz

⎤⎥⎥⎥⎥⎦
⎡⎢⎢⎢⎢⎣
Mx

My

Mz

⎤⎥⎥⎥⎥⎦
y =

[︃
p q r

]︃T
(5.1)

where M = [Mx My Mz]
T represents generalized moment inputs that depend on

the real inputs u (i.e. the effector model) and where [ṗpassive q̇passive ṙpassive]
T are

the passive attitude rate derivatives Ω̇b,passive (i.e. the composition of Ω̇b that only

depends on the current state of the system, not on the real inputs u) such that:

Ω̇b,passive = J−1
(︁
−Ωb × (JΩb) +MApassive

)︁
(5.2)

MApassive
above indicates the passive aerodynamic moments (i.e. all aerodynamic

moments not due to the aircraft’s control surfaces nor induced by prop wake), which

are the only external moments that do not depend explicitly on the input. These

moments can be expressed using total-aircraft moment coefficient quantities2 as:

MApassive
= Rbs(α) · 0.2q̄S

[︃
bCl c̄Cm bCn

]︃T
(5.3)

where α is the freestream AoA, q̄ is the freestream dynamic pressure, the multiplier

of 0.2 is due to the 20% unwetted split designated for this model, and Rbs(α) converts

these aerodynamic moments from the stability frame to the aircraft’s body frame.

2Note that the complete/expanded expression for (5.3) sees individual term contributions from
the main wing, tail, and fuselage as per the 6-DoF model described in Chapter 3.
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By equating a new input v to ẋ, (5.1) can be simply rearranged as:

M = g−1(x) (v − f(x)) (5.4)

noting that g(x) is simply the inverse of the aircraft’s symmetric inertia tensor J and

is therefore always invertible. As discussed in Section 2.3.2, v is a new input vector

generated by a linear controller acting on a (decoupled) linear system whose state

vector is z = x. However, to ensure zero steady-state error, this linear system was

augmented with integrators such that z =
[︁
p q r

∫︁
p

∫︁
q

∫︁
r
]︁T
, rendering

the linear system to be:

ż =

⎡⎢⎣03×3 03×3

I3×3 03×3

⎤⎥⎦ z+

⎡⎢⎣I3×3

03×3

⎤⎥⎦v

y =

[︃
I3×3 03×3

]︃
z

(5.5)

Under the assumption of full-state feedback availability, the LQR controller design

methodology was utilized to implement a control law of the form v = KLQR(zref−z).

LQR has desirable inherent robustness guarantees [130], but it is important to note

that in practice the rotation rates are obtained by an extended Kalman filter (EKF)

embedded in the on-board inertial measurement unit (IMU) that fuses the sensor

information from real gyroscope, accelerometer, and magnetometer measurements.

While no robustness guarantees can therefore be formally given in this particular

setup [131] without carrying out loop transfer recovery procedures [132], the closed-

loop bandwidth of our flight controller design is much lower than the loop rate of

the IMU + EKF; hence, effective full-state feedback is assumed in this design. In

consideration of the effect of model error and measurement error on this approach,

the robustness of this design to aerodynamic modeling uncertainty will be explored

in Chapter 7. Additionally, the controller’s ability to handle external disturbances,
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such as wind gusts, will depend on the system’s achievable bandwidth.

Following the state feedback control loop on z, the resulting reference-to-output

closed-loop transfer matrix has the following (decoupled) form:

Tpqr(s) =

⎡⎢⎢⎢⎢⎣
Kp

P s+K
p
I

s2+Kp
P s+K

p
I

0 0

0
Kq

P s+K
q
I

s2+Kq
P s+K

q
I

0

0 0
Kr

P s+K
r
I

s2+Kr
P s+K

r
I

⎤⎥⎥⎥⎥⎦ (5.6)

Note the presence of zeros defined by the LQR controller’s proportional and integral

gains in the form of Ki
P s + Ki

I , which could potentially saturate demands to step

responses. To mitigate this, a reference pre-filter of the form:

PFi(s) =
Ki
I

Ki
P s+Ki

I

(5.7)

is therefore utilized for each channel (p, q, and r) to loop shape the response by

canceling the unwanted zeros (which are known exactly due to being functions of the

controller gains and not model parameters).

To visualize this setup, a block diagram of this NDI attitude rate controller in

closed-loop with the tiltwing aircraft and control allocation is shown in Figure 5.3,

which demonstrates how the NDI control law results in an equivalent linear system

(the “NDI Linearization Loop”). This is analogous to Figure 2.2 from Section 2.3.

Figure 5.3: NDI attitude rate controller in closed-loop with the tiltwing aircraft and control
allocation.
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5.3.3 Euler Angle Tracking

Applying feedback linearization to the attitude rates of an aircraft is mathematically

convenient as the relative degree for each state is simply 1, allowing for direct inversion

of the dynamics due to the decoupling matrix E(x) simplifying to E(x) = g(x) (i.e.

NDI). However, this means that body-frame attitude rate references must be supplied

to this NDI loop, while it is desired to control Earth-frame Euler angles directly.

The solution is to first simply cascade an additional feedback loop outside the

NDI controller to generate Earth-frame attitude rate references for given Euler angle

commands. It was found that a simple proportional control was sufficient for this

task. For this aircraft, it is desired to control the roll (ϕ) and pitch (θ) angles,

while a direct (Earth-frame) yaw rate command (ψ̇ref ) from the pilot is preferred for

regulating aircraft heading. Hence, proportional controllers are only required for ϕ

and θ:

ϕ̇ref = Kϕ
P (ϕref − ϕ) θ̇ref = Kθ

P (θref − θ) (5.8)

Next, it is necessary to convert these Euler angle rate demands to body-frame

rotation rate demands. To do this, ϕ̇ref and θ̇ref are combined with the ψ̇ref command

from the pilot, and these three Euler angle rate quantities are transformed to body-

frame attitude rate reference inputs for the NDI controller by applying the Earth-to-

body frame rotation matrix Rbe from (2.4) and repeated here:

Rbe =

⎡⎢⎢⎢⎢⎣
1 0 −sθ

0 cϕ sϕcθ

0 −sϕ cϕcθ

⎤⎥⎥⎥⎥⎦ (5.9)

The complete mapping from the Euler angle commands to the body-frame attitude

rate references is represented by the “Euler angle tracking” subsystem in Figure 5.2.

Note that this setup of combining these Euler angle proportional controllers with
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the Earth-to-body frame transformation fully accounts for the nonlinear relationship

between Euler angles and body-frame attitude rates. Hence, similar to the NDI

controller of Section 5.3.2, this Euler angle tracking setup is defined over the complete

flight envelope.

5.3.4 Control Allocation

The purpose of the control allocation is to map the commanded virtual controls

τ c = [Fz Mx My Mz]
T (i.e. a vector containing F and M) to the real actuator

inputs u. It was discussed in Section 2.4 that there are many ways to approach

this problem. For this design, it was chosen to linearize the nonlinear effector model

fB(x,u) and utilize an off-line weighted pseudo-inverse method due to its ease of

implementation, computational efficiency, pre-determined closed-form solution, and

ability to easily deal with actuator failures/faults [43].

To begin, we assign τ c = fB(x,u)—that is, we equate the commanded virtual

controls to the nonlinear effector model—and apply a first-order Taylor expansion:

τ c = fB(x,u) ≈ fB(x0,u0) +
∂fB
∂x

⃓⃓⃓⃓
(x0,u0)

(x− x0) +
∂fB
∂u

⃓⃓⃓⃓
(x0,u0)

(u− u0) (5.10)

where the subscript 0 indicates values at a nominal operating point. Within the

context of the control allocation, the system’s states are constant. Hence, (x−x0) = 0

and (5.10) can be rearranged as:

δτ c =
∂fB
∂u

⃓⃓⃓⃓
(x0,u0)

δu = B(x0,u0)δu (5.11)

where δτ c = τ c− fB(x0,u0), δu = u−u0, and B is known as the control effectiveness

matrix. For this tiltwing aircraft, dim(δu) > dim(δτ c) and so B(x0,u0) is not strictly

invertible. However, the generalized inverse QP from (2.45) can be applied here to
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find a solution for δu:

min
δu

1

2
(δu− δup)

TW(δu− δup)

s.t. δτ c = B(x0,u0)δu

(5.12)

where W is a weighting matrix to be defined and δup is taken to be zero. Hence,

without input constraints, this generalized inverse QP has the following explicit so-

lution:

δu = Cδτ c

C = W−1BT (BW−1BT )−1

(5.13)

where C is the generalized inverse of B. Note that in the case in which the weighting

matrix W = I (and since δup = 0), the solution will be written as δu = B+δτ c to

denote the Moore-Penrose pseudo-inverse.

The weighting matrix W was taken to be a diagonal matrix whose elements were

1/u2i,max, where ui denotes the ith element of the tiltwing’s input vector u, to nor-

malize the inputs relative their maximum values for a balanced allocation. These

weightings can be adjusted as desired, and hence to address actuator failure, it is

possible to “cancel” actuators from the weighted pseudo-inverse solution by simply

setting their relative weighting in W to be very large such that their values in W−1

approach zero. The commanded virtual controls are then redistributed to the remain-

ing actuators/elements in δu.

Lastly, this solution was derived assuming no input constraints to enable a closed-

form solution. To deal with actuator saturation, actuator bounds and rate limits must

be explicitly applied after the pseudo-inverse, and a suitable integral anti-windup

strategy is required for the inner-loop controller’s integrators.
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5.3.4.1 Integral Anti-Windup Strategy

A conventional integral anti-windup strategy is to feed the difference between com-

manded system inputs and saturated inputs back into a controller’s integrators [133].

This is challenging to implement for a controller that outputs commands in a virtual

moment space. One option is to determine the attainable moment set (AMS) of the

aircraft [48, 51]. However, this is an onerous task for an over-actuated system such as

this tiltwing, and the AMS would change if any actuators failed3. An alternative [55]

is to apply saturations to real actuator inputs and invert the pseudo-inverse solution

within the control allocation to determine the excess virtual moments (i.e. those mo-

ments which cannot be achieved by the real actuators). Once determined, these can

be fed back into a controller’s integrators as normal. Furthermore, the computation of

excess virtual moments within the control allocation can be done on-line and remains

valid during actuator failure. This was the integral anti-windup strategy chosen for

this NDI attitude rate controller.

To compute these excess virtual moments within the control allocation, we con-

sider (5.13). In the case that input constraints are exceeded, saturated inputs (δusat)

are subtracted from unsaturated inputs (δu) to give:

δu− δusat = C (δτ c − δτ c,sat) (5.14)

where δτ c,sat denotes the corresponding saturated virtual controls. By expanding this

out using definitions from (5.11), the offset terms u0 and fB(x0,u0) cancel, leaving us

with:

δu = Cδτ c (5.15)

where δu = u − u and δτ c = τ c − τ c, and where the overline denotes constrained

3Additionally, this tiltwing aircraft sees a coupling between feasible moment generation and force
(thrust) generation, furthering the difficulty of finding its AMS.
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values. C can be inverted using a Moore-Penrose pseudo-inverse to give the excess

virtual controls vector:

δτ c = C+δu (5.16)

Lastly, recalling that τ c is composed of F and M, the excess virtual moments δM

can be extracted as a subvector from δτ c. Figure 5.4 below shows a block diagram

layout of this anti-windup strategy. Note that when feeding δM back into the NDI

controller’s integrators, it is passed through the NDI transformation by multiplying

by the inverse inertia tensor J−1 (i.e. the g(x) term from (5.1)).

Figure 5.4: Integral Anti-Windup Strategy

To determine u, actuator constraints cannot simply be applied as would be ex-

pected for SISO systems. For MIMO systems, it is necessary to preserve the direc-

tionality of the unconstrained input vector u [49]. This means that re-scaling just one

actuator demand to satisfy input constraints requires re-scaling all actuator demands

by the same factor. An example of this is visualized in Figure 5.5, where it can be

seen that input u2 is saturating but not input u1. However, if only u2 is constrained

and u1 is not also scaled accordingly, then the original direction of the vector u is not

preserved (represented by the gray dashed vector).

Mathematically, implementing this in general looks like multiplying u by the in-
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Figure 5.5: Constrained MIMO input vector scaling example

verse of the maximum constraint violation factor:

u = u · 1

max
{︂
ui
ui

}︂ (5.17)

Note that in practice, δu is scaled instead of u since δu is the actual control command

output from the pseudo-inverse algorithm at each time step. Additionally, edge cases

must be considered to avoid divide-by-zero errors.

5.3.4.2 Vertical Take-Off Schedule

While the NDI attitude controller remains valid over the whole flight domain, this

control allocation uses a local linear approximation to enable real-time computation

and as such only remains valid at a single operating point (and a small region around

that point). Hence, it is necessary to linearize the control effector model at a range of

operating points across the nominal flight envelope and smoothly interpolate between

these points based on a scheduled variable4. This is perhaps expected for transition,

where the tiltwing aircraft’s dynamics vary significantly throughout the maneuver,

but it also turned out to be necessary for vertical take-off and landing. Hence, in

4Note that, while this may seem to contradict the general approach of choosing a feedback
linearization-based design so that a single controller is operable over the complete flight domain, the
difference here is that these linearizations need only pre-computed once for a given control effector
model (and this process can be easily automated). In contrast, a gain scheduled controller that
linearizes a system over a range of points would need re-tuned at each operating point if the system
model ever changes, a much more laborious task.
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consideration of hover mode, the nonlinear control effector model was linearized at a

range of points from zero thrust up to the steady-state hover thrust (i.e. throughout

vertical take-off), and the scheduled variable was chosen to be the total thrust request

(specifically, the virtual vertical force request Fz) since this tiltwing aircraft’s control

effectiveness scales with prop speeds in hover.

As a first approximation, these operating points were computed using a simple

thrust and moment balance involving the prop inputs while ignoring additional aero-

dynamic effects, and this was found to be sufficient for stabilizing the aircraft during

take-off. Considering Figure 5.6, a vertical force and pitching moment balance in a

NED coordinate frame gives:

Fz = −TW sin ξW − TT sin ξT

My = TW (l4 sin ξW − l6 cos ξW )− TT (l5 sin ξT + l7 cos ξT )

(5.18)

where TW and TT are the total combined wing prop and tail prop thrusts, respectively.

To achieve a pitching moment balance, My is set to zero and Fz is chosen based on

the number of linearization points desired. This square system can then be inverted

to determine TW and TT , noting that the wing angles are fixed during hover. Once

these total combined thrusts are determined for a particular Fz request, the nominal

inputs vector u0 can be determined and used in the complete nonlinear effector model

to determine the nominal control effectiveness matrix B(x0,u0) and virtual control

offset fB(x0,u0), all previously introduced in (5.10) and (5.11).

Figure 5.6: Simplified thrust and moment balance during take-off
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While this first approximation was sufficient (which provides some indication of

the system’s robustness to aerodynamic uncertainty in hover mode), it was later

chosen to improve upon the accuracy of these operating points by solving this force

and moment balance using the complete nonlinear effector model; that is, by finding

solutions in u to the following equation:

fB (x0,u)− [Fz 0 0 0]T = 0 (5.19)

which was then solved at each operating point using MATLAB’s fsolve().

To implement this vertical take-off schedule, the nominal control effectiveness

matrices, virtual control offset vectors, and nominal inputs were placed into lookup

tables and accessed based on the Fz request being demanded. To balance accuracy

with memory overhead on the microcontroller board used to deploy the flight con-

troller, 20 operating points were computed and stored, and smooth interpolation was

achieved using a linear point-slope algorithm within the lookup tables.

5.4 Simulations

5.4.1 Controller Tuning

For the NDI attitude rate controller, the LQR performance indices were chosen to be:

Q =

⎡⎢⎣0.1 · I3×3 03×3

03×3 10 · I3×3

⎤⎥⎦ R = 0.007 ·

⎡⎢⎢⎢⎢⎣
Ixx 0 0

0 Iyy 0

0 0 Izz

⎤⎥⎥⎥⎥⎦ (5.20)

where Ixx, Iyy, and Izz were selected to scale the bandwidth of the controller relative

the inertia of each rotational axis. This controller tuning sets the roll and pitch

rate bandwidths to approximately 7.2 rad s−1 and the yaw rate bandwidth to 6.25
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rad s−1 with all three attitude rates achieving an infinite gain margin and a minimum

phase margin of 68◦. Note that, considering this is the inner-most loop of a cascade

controller design (where time-scale separation assumptions will become important),

this controller tuning is slower than would be desired. However, during initial hover

flight testing with the aircraft, a control-structural resonance mode was discovered

when running the controller with a higher bandwidth. This effect is shown in Figure

5.7, where oscillations in the yaw response can be seen that were caused by structural

vibrations. These vibrations were observed in both wings, although primarily in the

main wing, and would increase in amplitude with increasing thrust. It was specifically

found that the aileron inputs used to control the yaw of the aircraft were exciting

this structural resonance mode, which was around 4 Hz. To fix this, it was necessary

to reduce the NDI controller bandwidth to its current tuning (around 1.1 Hz) to

avoid exciting this resonant frequency. This structural resonance, inherent in the

design of the scaled demonstrator aircraft5, thus serves as a fundamental performance

limitation for the full-envelope flight controller design in this thesis. In consideration

of the vehicle design itself, this was of course a rapid prototype vehicle with a 3D-

printed airframe and off-the-shelf hobbyist parts; a more carefully-designed model

would have such a structural resonance much outside the bandwidth of the inner-

loop. For example, a stiffening of the wing structure through a redesign of the scaled

model would theoretically increase this resonant frequency, thus enabling a higher

NDI controller bandwidth, but this was not feasible within the time constraints of

the project.

With the NDI control loop tuning finalized, the gains chosen for the Euler angle

tracking controllers (roll and pitch) were Kϕ
P = 1.21 and Kθ

P = 1.39, which set the

roll and pitch angle closed-loop bandwidths to approximately 1 rad s−1 to maximize

the speed of the response while also providing a level of time-scale separation with

5And presumably present for the full-scale aircraft as well, though likely at a different resonant
frequency.
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Figure 5.7: Yaw rate, yaw angle, and aileron demand during structural vibrations excited
by the NDI attitude rate controller with sufficiently-high bandwidth

the NDI loop for robustness. This tuning resulted in gain and phase margins of

approximately 17 dB and 71◦.

5.4.2 Results

Figure 5.8 below shows attitude angle step responses of 0.1 rad for roll and pitch and

a yaw rate step response of 0.1 rad s−1 during pure hover. For each step response,

the corresponding attitude rate response (or angle, in the case of the yaw rate step)

is shown in the axes just beneath it, while corresponding prop and aileron demands

are shown separately in Figure 5.9. Table 5.1 below summarizes the performance

metrics of each step response. Of particular note is the longer settling time and

higher overshoot in roll compared with pitch, though pitch sees a slightly longer rise

time. Also note that the yaw rate response is not directly comparable to the roll and

pitch angle steps due to no explicit yaw angle tracking loop. In general, performance

was found to be satisfactory, though response speed was lower than desired to avoid

exciting the 4 Hz structural resonance mode of the airframe.

To demonstrate the control allocation’s ability to compensate for actuator failure

and the controller’s effectiveness at dealing with such a disturbance, a simulation was

run in which the left-inner wing motor “fails” at t = 5 s. Figures 5.10 and 5.11

below show the output responses of the attitude angles and rates during this failure

as well as the prop and aileron demands required to compensate for the temporarily
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imbalanced system. It can be seen that the maximum roll deviation is within 0.1

rad, and the other two attitude angle responses are even less at just 0.048 rad for

pitch and 0.071 rad for yaw. For the prop speeds, it can be seen that each prop

must change speed to compensate for both the thrust and moment imbalance. The

greatest demand is on the left-outer wing prop which requires a 71% increase in thrust

generation to compensate.

Table 5.1: Performance metrics of the simulated step responses given in Figure 5.8

Step Response rise time 2% settling time overshoot
roll 1.5 s 12.5 s 19%
pitch 2.5 s 4.5 s 0%

yaw rate 0.7 s 2 s 5%

Table 5.2: Performance metrics of the attitude responses from tethered flight data given in
Figure 5.14. See Section 5.5.2 for details.

Step Response rise time 2% settling time overshoot
roll 1.6 s − −
pitch 2.1 s − −

yaw rate 0.9 s 1.9 s 26%

Table 5.3: Performance metrics of the attitude responses from untethered flight data given
in Figure 5.20. See Section 5.5.3 for details.

Step Response rise time 2% settling time overshoot
roll 1.4 s 1.9 s 0%
pitch 1.7 s 2.1 s 0%

yaw rate 0.8 s − −
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Figure 5.8: Roll and pitch step responses of 0.1 rad and yaw rate step response of 0.1 rad s−1

in hover simulations. Horizontal dashed line indicates step input value.

Figure 5.9: Prop and aileron demands corresponding to each attitude step response from
Figure 5.8
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Figure 5.10: Attitude responses to failure of left-inner wing prop at t = 5 s in hover
simulations. Vertical dotted line indicates moment of failure.

Figure 5.11: Prop and aileron demands during failure of left-inner wing motor at t = 5 s in
hover simulations. Vertical dotted line indicates moment of failure.
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5.5 Flight Testing

5.5.1 Experimental Setup

Flight testing of the scaled demonstrator model was conducted both indoors (teth-

ered) and outdoors (untethered). For indoor tethered testing, experiments took place

in a large warehouse space where a harness was secured around the aircraft’s wing

section and fuselage and a thick climbing rope was used as a tether (see Figure 5.12a).

This tether rope was looped through a hook in the ceiling and held by an operator

on the ground (see Figure 5.12b). To avoid interference from the tether, the length

of the rope was continuously adjusted to ensure it remained slack during flight while

also not drooping too far and contacting one of the propellers. In practice, this was

not always perfect (and these specific instances will be addressed), but overall it was

found to be sufficient for testing the validity of this control design and to ensure

that all systems were working as expected before testing untethered outdoors. The

designated testing area itself was approximately 6.75 × 6.75 m wide, which equates

to roughly 3.75 aircraft wing span lengths per dimension.

(a) Scaled tiltwing demonstrator with harness (b) Tether with ceiling mount

Figure 5.12: Indoor (tethered) testing setup
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For outdoor untethered flight, testing was conducted in a large field West of

Cotswold Airport in Kemble with permission from the local British Model Flying

Association (BMFA) club that operates there6. In obvious contrast to indoor test-

ing, there was sufficient room for maneuverability and no rope interference, which

helped for validating test results from indoor flight. Testing took place on a clear day

with relatively calm winds. Figure 5.13 shows pictures of the aircraft during outdoor

testing.

(a) Tiltwing hovering during flight test (b) Tiltwing outside ready for untethered testing

Figure 5.13: Outdoor (untethered) testing setup

The aircraft itself was powered by three lithium-polymer (LiPo) batteries: One

for the two left wing motors, one for the two right wing motors, and one for the

tail motors plus the remaining electronics (servos, LACs, and the on-board flight

controller hardware). For the on-board hardware, a Pixhawk 4 flight controller board

was chosen for this system due to its integrated IMU with a pre-built EKF and easy

pairing with MATLAB’s support packages for rapid deployment of custom Simulink

models. For tethered testing, while everything was powered and running locally, the

Pixhawk 4 board was additionally hard-wired via a 10 m USB cable for real-time

data logging and communication with a laptop computer. In contrast, for untethered

testing, there was no real-time communication with the laptop, and data logging was

recorded locally on an SD card. During flight (both tethered and untethered), the

6The Cirencester & District Model Aircraft Club (CDMAC).
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aircraft was operated by a pilot using a remote control transmitter that communicated

with the Pixhawk 4 via a Spektrum radio receiver. To control the aircraft in hover

flight, pilot demands included a total thrust request (specifically, the virtual vertical

force Fz), roll and pitch angle requests, and a yaw rate request. Apart from the data

logging and laptop communication, there were no other software/hardware differences

between the tethered and untethered flight testing setups.

5.5.2 Tethered Flight

Figures 5.14 and 5.15 below show attitude responses and corresponding prop and

aileron demands from an example tethered hover flight test. This test began with the

aircraft suspended in air by the tether and then quickly reached the full hover flight

condition after startup. Roll, pitch, and yaw rate measurements show that references

demanded by the pilot were tracked well. Specifically, roll inputs saw a rise time

of about 1.6 s, while pitch inputs saw a rise time of approximately 2.1 s. Both of

these are in good agreement with simulation results (see Table 5.1). Yaw rate inputs

were also in good agreement with simulation results (0.9 s rise time and 1.9 s settling

time) with the exception of its overshoot, which was around 26%. These results are

summarized in Table 5.2. Note that settling times and overshoots for roll and pitch

responses were difficult to ascertain from tethered flight data due to the limited size

of the indoor testing area; non-zero attitude angles could not be continuously held

and additional input corrections from the pilot were required to prevent the aircraft

from drifting after completing step inputs. Nevertheless, pilot feedback described the

system as responsive and was able to comfortably maintain controlled flight within

the boundaries of the indoor testing area.

Figures 5.16 and 5.17 show attitude responses and prop and aileron demands

during an example take-off. In these plots, the first vertical dotted line indicates

when the main gear first began to lift-off from the ground, while the second vertical
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dotted line indicates when the aircraft reached full hover. It can be seen that stability

is maintained throughout the take-off maneuver and that the vertical take-off schedule

works. Attitude deviations are kept within 0.03 rad for roll and yaw while pitch is

kept within 0.1 rad. Note that this is an example of where influence from the tether

harness can be observed in the results due to coordinating the length of the tether

rope while the aircraft lifted off the ground. Oscillations in pitch due to pendulum-like

motion can be observed with a frequency of about 1.25 Hz.

Lastly, Figures 5.18 and 5.19 show an example run of a motor failure during flight.

In this case, the left-inner wing motor was “failed” during mid-hover, just as for the

simulated case (here at flight time t = 184.3 s). It can be seen that the maximum

deviations in roll and pitch immediately after failure were within just 0.067 and 0.065

rad, respectively, which is in good agreement with the simulation results. It must be

noted, however, that this is another example where the influence of the tether came

into play, since the temporary loss of thrust caused the aircraft to fall briefly and

be partially supported by the rope. However, it is believed that the roll response

is similar to what would be observed in free flight since the geometry of the harness

doesn’t hold any significant rolling moment. This, however, is not true for the pitching

moment; hence, the pitch angle response to motor failure is likely to be different in a

theoretical free-flight test case.
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Figure 5.14: Roll, pitch, and yaw rate responses during example flight

Figure 5.15: Prop and aileron demands corresponding to each attitude response from Figure
5.14
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Figure 5.16: Attitude responses during example take-off. The first vertical dotted line
indicates first moment of lift-off while the second vertical dotted line indicates full hover.

Figure 5.17: Prop and aileron demands during example take-off. The first vertical dotted
line indicates first moment of lift-off while the second vertical dotted line indicates full
hover.
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Figure 5.18: Attitude responses to failure of left-inner wing prop at flight time t = 184.3 s.
Vertical dotted line indicates moment of failure.

Figure 5.19: Prop and aileron demands during failure of left-inner wing prop at flight time
t = 184.3 s. Vertical dotted line indicates moment of failure.
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5.5.3 Untethered Flight

Figures 5.20 and 5.21 below show example roll, pitch, and yaw rate maneuvering

during untethered flight. These are plotted alongside their respective rate responses

(or angle, in the case of yaw control). This testing took place in the mid-afternoon

on a clear day with mild winds around 5 knots. The most immediate feature in

the data to note is the large pitch angle demands from the pilot, which allude to

the significant effect that the wind had on the aircraft during flight. Despite these

relatively mild wind conditions, large pitch angles were required to maintain ground

position during hover. This was largely attributed to the vertically-oriented wings

of this tiltwing configuration. Firstly, the pre-chosen wing angle was initially set at

90◦, which could have been trimmed lower to help compensate. And secondly, the

main wing in particular ultimately (and perhaps unsurprisingly) was found to behave

like a large sail in the wind, creating a sort of “barn door” effect. As a result of

these large pitch angles, combined with the aircraft’s low thrust margin, the aircraft

was frequently pushed close to its limits thrust-wise. Despite all this, the aircraft

remained stable even in light of some occasional strong wind gusts, indicating good

robustness to such disturbances, and the test was deemed a success.

Performance-wise, it can be seen that pilot references were tracked well overall,

and the untethered response characteristics (Table 5.3) are generally consistent with

the results from both simulations and tethered flight (Tables 5.1 and 5.2). However,

there are a few notable differences to address. Firstly, the pitch response rise time

was found to be faster (1.7 s) than both simulation (2.5 s) and tethered flight (2.1

s). With the pitch response in tethered flight already being marginally faster than

simulation predictions, it is believed that the actual closed-loop bandwidth for the

physical aircraft may be higher than what is predicted by the model. However,

following this, the faster pitch response in untethered flight vs tethered flight further

indicates that the tether rope was potentially influencing the pitch response more
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than originally suspected (causing the performance to be marginally slower when

tethered in comparison to free flight7). Secondly, the settling times for both roll and

pitch were found to be much quicker than simulation predictions, with the largest

discrepancy occurring in the roll response (a 2% settling time of 1.9 s vs 12.5 s in

simulation), which also appears to have no overshoot unlike the roll response predicted

in simulation (19%). However, it was ultimately difficult to ascertain these particular

metrics (settling time and overshoot) in an exact sense, as the reference inputs from

the pilot were not always constant and wind disturbances were present. For the same

reasons, it was not possible to determine a settling time and overshoot for the yaw

response in the data that was collected. Hence, the settling time and overshoot values

in Table 5.3 should be interpreted as approximate.

To demonstrate the free-flight take-off response, figures 5.22 and 5.23 show at-

titude responses and prop and aileron demands during take-off. In these plots, the

first vertical dotted line indicates when the main gear first began to lift-off from

the ground, while the second vertical dotted line indicates when the aircraft reached

full hover. Here, the effect of the wind on the aircraft’s yaw orientation due to

its vertically-oriented wings can be spotted as the weight of the aircraft was lifted

from the ground, causing the aircraft to begin rotating in alignment with the wind.

Furthermore, the pitch response is much smoother and there are no more pitching

oscillations present during take-off as there were in the example take-off maneuver

from tethered flight testing due to no rope interactions.

7Note that this was not noticeable from a piloting perspective; pilot feedback indicated the
aircraft felt equally responsive in both cases.
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Figure 5.20: Example roll, pitch, and yaw rate maneuvering during hover flight

Figure 5.21: Prop and aileron demands corresponding to each attitude maneuver from
Figure 5.20
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Figure 5.22: Attitude responses during take-off. The first vertical dotted line indicates first
moment of lift-off while the second vertical dotted line indicates full hover.

Figure 5.23: Prop and aileron demands during take-off. The first vertical dotted line indi-
cates first moment of lift-off while the second vertical dotted line indicates full hover.
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5.6 Conclusion

This chapter presented the inner-loop attitude controller design for the unique tiltwing

configuration of interest in this thesis, marking the first step in the development of

a full-envelope flight controller for this aircraft. NDI was paired with LQR and

combined with off-line weighted pseudo-inverse control allocation to create a full-

envelope attitude controller capable of fault-tolerance due to the over-actuated nature

of this system. Controller performance was found to be satisfactory, though inner-

loop bandwidth was limited to avoid exciting a structural resonance mode of the

3D-printed airframe. Flight testing results were generally in good agreement with

those predicted in simulations, including in response to motor failure, the latter which

demonstrated that full controllability of the aircraft could be retained in the presence

of such a disturbance. Furthermore, good robustness to wind gust disturbances was

demonstrated in untethered flight. Thus far, the simulations and flight testing results

presented have only covered controller performance in hover flight. In Chapter 7,

the aircraft’s full envelope (hover, cruise, and transition) will be demonstrated in

simulations, while the outer-loop velocity controller will be tested in additional hover

flights.
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Chapter 6

Generalized Full-Envelope

Outer-Loop Control Strategies

6.1 Introduction

This chapter tackles the general problem of finding a full-envelope solution for the

outer-loop velocity control design. Emphasis is placed on designing for a tiltwing, the

focus of this thesis, but the methods presented in this chapter are generalizable to

a wide range of transition VTOL configurations. As was demonstrated in Chapter

5, full-envelope solutions are commonly achieved for the inner-loop attitude control

using inversion-based methods such as feedback linearization. This is made possible

due to the form of the attitude rate dynamics, which are affine in the moment in-

puts (M) and full-state linearizable such that the nonlinear equations can be directly

inverted. In contrast, the outer-loop velocity dynamics do not admit the same con-

venient mathematical form. Specifically, common transition VTOL configurations,

such as tiltwings, tiltrotors, and tiltducts, typically exhibit a lack of (independent)

force actuation (i.e. thrust) in both the vertical and horizontal directions, resulting in

dynamics that are not generally input-affine. This is because full controllability of the
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(Earth-frame) velocity states only remains possible by coupling the thrust demand

T with an angle at which it will act, such as the thrust angle ξ or the pitch angle

θ (if considering just the longitudinal velocities). This results in velocity dynamics

that see non-linearly coupled inputs typically in the form T cos(ξ), etc. In addition,

the nonlinear dependence on thrust due to prop-wing aerodynamic interactions (com-

monly exhibited by these configurations) adds further complexity by making it such

that no closed-form solution for the inputs exists. These concepts are illustrated in

the following example.

Figure 6.1: 2-dimensional thrust-vectored aircraft [134]

Example 6.1. 2-D thrust-vectored aircraft.

Consider the longitudinal plane of a generic thrust-vectored aircraft as shown in

Figure 6.1. In this 2-D thrust-vectored setup, a thrust input T is commanded at

thrust angle input ξ, producing forces in both the body x- and z-directions:

Fx = T cos(ξ) Fz = −T sin(ξ) (6.1)

While both inputs are non-linearly coupled and are therefore not affine in the Earth-

frame velocity dynamics, this system still admits a closed-form solution. For given

force demands Fx,ref and Fz,ref , the inputs can be solved to be:

T =
√︂
F 2
x,ref + F 2

z,ref ξ = − arctan

(︃
Fz,ref
Fx,ref

)︃
(6.2)
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However, it is assumed that the aircraft in this example sees no coupling between

the thrust T and/or the thrust angle ξ and its aerodynamics. Unfortunately, this

is not the case in general for transition VTOL configurations (consider the tiltwing

aircraft model presented in Chapter 3), where the actual dependence on T and ξ (and

also, importantly, θ) in this problem is highly nonlinear, making a strictly closed-form

solution not possible. ■

Reduction to a SISO system could theoretically circumvent these issues by decou-

pling T from ξ and θ in the design, resulting in input-affine velocity dynamics that

can therefore be feedback linearized. However, while feedback linearization has the

benefit of linearizing a system across a whole domain (instead of a single point), lim-

itations can still exist in terms of the validity of the decoupling matrix and physical

range of actuation based on the physics of the real system. In the case of thrust- to

wing-borne transition VTOL aircraft, where independent thrust actuation in both the

vertical and horizontal directions cannot be assumed in general, decoupling the prob-

lem and applying a feedback linearization to control one of the Earth-frame velocities

using solely T requires either switching between relative degree 1 and 2 systems or

results in a decoupling matrix that becomes singular at certain points in the flight

envelope, limiting generality of the feedback linearization approach. This concept is

demonstrated in the following example.

Example 6.2. Changing relative degrees of the outer-loop velocity dynamics.

Consider once again the thrust-vectored aircraft of Figure 6.1. In addition to

no coupling between the thrust T and the aircraft’s aerodynamics (i.e. unwetted

conditions), we make the following assumptions:

• The (Earth-frame) vertical velocity Vz will be much smaller than the horizontal

velocity Vx. Therefore, the flight path angle γ is approximately zero

• The pitch angle θ, and therefore the angle of attack α, is approximately zero.
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Hence, aircraft CL and CD are treated as constant

Consider choosing u = T only, and the thrust angle ξ is treated as a system parameter

instead. This choice of input and the above assumptions allow the Earth-frame (NED)

velocity dynamics to be expressed in an input-affine form as:

⎡⎢⎣V̇x
V̇z

⎤⎥⎦ =

⎡⎢⎣ − 1
m
D

g − 1
m
L

⎤⎥⎦+

⎡⎢⎣ 1
m
cos(ξ)

− 1
m
sin(ξ)

⎤⎥⎦T (6.3)

where,

D =
1

2
ρ
(︁
V 2
x + V 2

z

)︁
SCD L =

1

2
ρ
(︁
V 2
x + V 2

z

)︁
SCL (6.4)

This (now) single-input system requires selecting a single output. Consider choosing

the system output to be y = Vz to help regulate the aircraft’s altitude. We explore

two possible cases for feedback linearization of this system, ξ > 0 and ξ = 0, that

mathematically represent examples of hover and cruise mode, respectively.

In the case that ξ > 0, it is readily seen that the system relative degree is ρ =

1, since ẏ = V̇z directly depends on u = T . Following the feedback linearization

procedure thus reveals:

E(x) = − 1

m
sin(ξ) (6.5)

and the feedback-linearized system from new input v to output y is just a single

integrator (i.e. 1/s). Importantly, note that E(x) becomes singular when ξ = 0.

However, more generally, there is a loss of control authority as ξ gets small (i.e.

closer to cruise mode).

Now consider the system dynamics when ξ = 0. We see that the g(x) term reduces

to g(x) = [1/m 0]T . Hence, T no longer directly affects V̇z, and differentiation of

the output y reveals that the system relative degree has become ρ = 2. Applying
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feedback linearization to the system under these conditions gives:

E(x) = − 1

m2
ρVxSCL (6.6)

and the feedback-linearized system from new input v to output y is now a double

integrator (i.e. 1/s2).

Note that, while this example has considered y = Vz, a similar result is found for

y = Vx. ■

Beyond such mathematical constraints, there are additional complexities with the

outer-loop velocity control that come down to a question of how we might want these

aircraft to operate (conventional hover/cruise vs continuously thrust-vectored) and

the chosen design philosophy for the flight controller (a gain-scheduled/switched-mode

controller vs a full-envelope design without switching). We remark that there exists a

fundamental duality between the operation of these aircraft in hover and cruise modes.

In hover mode (with a fixed thrust angle ξ), the thrust T primarily controls the vertical

velocity Vz, while control of the horizontal velocity Vx is coupled with the pitch angle

θ, analogous to a quadcopter drone. Contrast this with cruise mode, where the

behavior is essentially the opposite: T now controls Vx, while Vz is broadly controlled

by θ (e.g. via the elevator). This swap in control influence between the inputs and

outputs suggests the need for separate (i.e. mode-specific) flight controllers in order

to maintain conventional hover and cruise operation (i.e. fixed ξ) in each respective

flight mode. This is further substantiated by the example just seen, in which the

system relative degree changes in conjunction with E(x) becoming singular as the

aircraft transitions from hover to cruise, a result of the fundamental dynamics of the

problem; to achieve a full-envelope design would require implementing a switching

strategy to accommodate the two different decoupling terms and their associated

feedback-linearized systems, or alternatively, designing different (i.e. mode-specific)
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flight controllers in order to switch between the output variable relevant to that flight

mode (y = Vz for hover or y = Vx for cruise).

Hence, to achieve a full-envelope design without switching (with a lack of inde-

pendent thrust actuation), a common approach in literature is to draw the analogy

(either directly or indirectly) to a thrust-vectoring problem, such as that of Example

6.1, where the direction of the aircraft’s thrust is controlled relative the aircraft’s

body axes (i.e. using ξ as a control variable). However, while seemingly intuitive,

this approach has potential drawbacks. Firstly, using ξ as a control variable is likely

not practical, as it assumes that the thrust angle input has a sufficiently-high band-

width to maintain controllability of the aircraft’s velocity dynamics. On a full-scale

platform, this would place potentially large force requirements on the tilt actuation

system, which is unlikely to be practically realizable when considering large wing

(or nacelle) inertias and the need to robustly reject wind gust disturbances. Sec-

ondly, there remains the question of how we want these aircraft to operate. While

this continuously thrust-vectored approach mathematically enables a full-envelope

design without switching, it creates potentially undesirable behavior in flight, namely

continuous adjustment of the thrust angle in all flight modes. Using a tiltwing as

an example, this would mean constant (non-zero) adjustment of the wing angle to

maintain controllability, which is particularly disadvantageous in, for example, cruise

mode where conventional fixed-wing operation is likely desired.

The problems and challenges presented thus far render full-envelope outer-loop

design a complex task without either assuming independent thrust actuation in

both the vertical and horizontal directions, assuming the thrust angle input has

a sufficiently-high bandwidth to be used as a flight control actuator, and/or im-

plementing a gain schedule or other switching behavior, and current literature on

the topic reflects this. The numerous examples of full-envelope outer-loop con-

trol design applied to transition VTOL aircraft in literature can be grouped into
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those that use either a gain schedule or other switching behavior [88, 115, 116,

117, 118, 119, 120, 126, 135, 136, 123, 137] or take a “unified” control approach

[90, 97, 122, 138, 139, 140, 141, 142, 143, 144, 127, 128, 129]. In the latter case,

feedback linearization is commonly employed to achieve a full-envelope design with

a single controller. Lombaerts et al. [141] investigate a unified control law compar-

ing both NDI and INDI applied to a conceptual Urban Air Mobility (UAM) eVTOL

configuration equipped with separate lift and cruise rotors. A full-envelope solution

is considered by choosing to linearize both the attitude and velocity states of the

aircraft simultaneously. However, due to the configuration choice, no limitation in

terms of a single thrust direction is considered in the context of thrust- to wing-borne

vehicles. Yayla et al. [142] take an adaptive approach to feedback linearization ap-

plied to a fixed-wing tri-rotor, a configuration equipped with two wing props that

rotate forward in addition to a tail prop that rotates laterally, as shown in Figure 6.2.

In a similar manner, attitude states are linearized simultaneously with the altitude

Figure 6.2: Fixed-wing tri-rotor configuration from Yayla et al. [142]
(©Metehan-Yayla;-reprinted with permission.)

dynamics. However, their configuration’s tail prop provides continuous thrust actu-

ation in the vertical direction, and their choice of virtual inputs leverages this fact

when at low wing-rotor angles to maintain invertibility of their control allocation ma-

trix. Raab et al. [143] present a general unified control strategy for transition VTOL

aircraft configurations, also by means of linearizing the attitude and velocity states

simultaneously using INDI. However, while their generalized approach considers pos-
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sible internal dynamics to the system and the use of virtual controls to resolve them,

it does not address the inherent lack of controllability of both vertical and horizontal

airspeed when thrust actuation is only available in a single direction. Following this,

their given example assumes such continuous vertical thrust actuation by choice of

a tiltrotor design that is equipped with fixed, vertically-oriented props. The most

convincing unified control approach is presented by Milz et al. [128]. In this paper,

which builds upon previous works [97, 127], sensory NDI is applied to the attitude

and velocity states of a model of the Airbus A3 Vahana and successful forward transi-

tion is achieved with this thrust- to wing-borne tiltwing configuration. However, the

wing tilt angle itself is used as a control variable (i.e. the thrust angle) to enable full

controllability of both the vertical and horizontal velocities with a single thrust direc-

tion, which has potentially certain disadvantages in terms of achievable bandwidth

(particularly on a full-scale aircraft), as has been discussed. Furthermore, the results

with this thrust-vectored approach display erratic wing angle commands during tran-

sition and non-zero wing angles in cruise. Only recently have the potential bandwidth

limitations been improved upon in [129], where the pitch angle is incorporated with

the tilt angle demand to utilize the faster bandwidth of the attitude dynamics and

increase the overall thrust angle response. Results are improved, though no results

demonstrating feasible backward transition are presented.

This chapter looks at finding ways around the fundamental challenges described

in this introduction:

1. Lack of independent thrust actuation in both longitudinal directions

2. Nonlinear coupling between the thrust, thrust and pitch angles, and the air-

craft’s aerodynamics

3. Decoupling the problem results in changing relative degrees of the airspeed

dynamics

147



4. Employing the thrust angle as a control variable has potentially certain disad-

vantages in terms of achievable bandwidth and desired flight behavior

and seeks to find a full-envelope outer-loop flight controller that is valid in all flight

modes for general thrust- to wing-borne transition VTOL aircraft. We will begin by

setting up the general mathematical form of the problem. We then present three

novel approaches (“strategies”) to tackling this problem, made possible by choosing

virtual inputs and outputs that are defined within a rotating reference frame. The

content of this chapter presents the theory of these novel approaches; in Chapter 7,

these strategies will be applied to the tiltwing configuration of interest in this thesis

to be compared and evaluated.

6.2 General Problem Setup

Consider the longitudinal NED Earth-frame velocities of an aircraft assuming lateral

states are zero (refer to (2.6)):

Vx = u cos(θ) + w sin(θ)

Vz = −u sin(θ) + w cos(θ)

(6.7)

Note that these velocities (Vx and Vz) represent Earth-frame quantities but in a

reference frame always aligned with the heading of the aircraft. Additionally, the

pitch angle θ (as well as the thrust angle ξ) is treated as a system parameter in the

present context. Applying Newton’s Second Law to a pointmass in this frame (see

Figure 6.3) gives the following nonlinear state equations:

V̇x =
1

m
Fxnet cos(θ) +

1

m
Fznet sin(θ)

V̇z = g − 1

m
Fxnet sin(θ) +

1

m
Fznet cos(θ)

(6.8)
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where Fxnet and Fznet are the net external horizontal and vertical forces, respectively,

acting in the body-frame but excluding gravity. In consideration of possible wet-

Figure 6.3: Generic 2-DoF pointmass free-body diagram

ted/unwetted aerodynamics (or, more generally, any active/passive forces), we de-

compose these net forces as Fxnet = Fx,p + Fx, etc., where Fx,p denotes any passive

forces (i.e. not input-dependent) and Fx denotes a generalized force input (analogous

to M for the inner-loop design). With this notation, (6.8) can be therefore expanded

and rearranged into the following nonlinear state-space in an input-affine form:

⎡⎢⎣V̇x
V̇z

⎤⎥⎦ =

⎡⎢⎣ 1
m
Fx,p cos(θ) +

1
m
Fz,p sin(θ)

g − 1
m
Fx,p sin(θ) +

1
m
Fz,p cos(θ)

⎤⎥⎦+

⎡⎢⎣ 1
m
cos(θ) 1

m
sin(θ)

− 1
m
sin(θ) 1

m
cos(θ)

⎤⎥⎦
⎡⎢⎣Fx
Fz

⎤⎥⎦ (6.9)

Let us now consider applying feedback linearization control to this system. If

the system output is selected to be y = [Vx Vz]
T , then the system relative degree

matches the order of the system and a full-state linearization is possible through

direct inversion of (6.9). The resulting control law becomes:

⎡⎢⎣Fx
Fz

⎤⎥⎦ =

⎡⎢⎣ 1
m
cos(θ) − 1

m
sin(θ)

1
m
sin(θ) 1

m
cos(θ)

⎤⎥⎦
⎛⎜⎝v −

⎡⎢⎣ 1
m
Fx,p cos(θ) +

1
m
Fz,p sin(θ)

g − 1
m
Fx,p sin(θ) +

1
m
Fz,p cos(θ)

⎤⎥⎦
⎞⎟⎠
(6.10)

where v is a new input vector generated from a linear controller acting on the

feedback-linearized system, and Fx and Fz can be mapped to real actuator inputs

through a chosen control allocation scheme. In this particular instance, the decou-

pling matrix E(x) = g(x) only depends on θ and is always invertible, suggesting
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that this control law is theoretically valid for any pitch angle over the complete flight

envelope. However, there is an issue. While general thrust- to wing-borne transition

VTOL aircraft can produce forces (i.e. thrust) in both the x- and z-directions of

the body frame, thus necessitating accounting for both Fx and Fz contribution, the

existence of both virtual force inputs additionally suggests that these forces (thrust)

can be produced in both directions independently, which is not the case in general.

This limitation will arise once dealing with the allocation of Fx and Fz, at which

point the effector model will be overconstrained. Foregoing using the thrust angle ξ

as a control variable, this leaves us in an interesting predicament that we will look to

solve through the careful selection of different virtual inputs and outputs.

6.3 Selecting a Generalized Force Input and

Compound Velocity Output

The solution proposed in this research is to select a new virtual input Fc, which

represents a generalized force along the direction of the aircraft’s thrust vector, as

shown in Figure 6.4a1. Because thrust- to wing-borne transition VTOL aircraft are

most generally characterized by a thrust vector that rotates depending on flight mode,

this suggests that Fc is defined within a rotating reference frame and is a function of

the thrust angle ξ (i.e. the wing angle, in the case of a tiltwing; refer to Figures 3.4b

and 3.9b to visualize this). Hence, body-frame generalized forces can be expressed in

terms of this new virtual input as:

Fx = Fc cos(ξ) Fz = −Fc sin(ξ) (6.11)

1Once again, note that a generalized force is considered here instead of solely thrust to account
for possibly input-dependent aerodynamics, such as propeller-wing interactions, as is common for
these transition VTOL configurations.

150



Unfortunately, in the most general sense these are not complete expressions, as “ac-

tive” forces can appear in the perpendicular direction too (such as lift generated by

prop-induced velocities, which is a function of thrust). This is illustrated by the

following example.

Example 6.3. Deriving Fc for a simplified 2-DoF tiltwing.

Consider a 2-DoF pointmass model of a tiltwing that models the Earth-frame

velocity dynamics as in (6.8). For simplicity, the model will consist of a single aero-

dynamic section representing the main wing of the aircraft, and there will only be

a single thrust source T (consider Figure 3.9b as an example). In contrast to the

other examples thus far, the aerodynamics are assumed to be fully wetted. For such

a model, the tiltwing’s net external forces consist solely of thrust and aerodynamic

forces, giving the following state equations:

V̇x =
1

m
T cos(ξ + θ)− 1

m
Dwet cos(αwet − θ) +

1

m
Lwet sin(αwet − θ)

V̇z = g − 1

m
T sin(ξ + θ)− 1

m
Dwet sin(αwet − θ)− 1

m
Lwet cos(αwet − θ)

(6.12)

where,

Dwet =
1

2
ρV 2

wetSCD Lwet =
1

2
ρV 2

wetSCL (6.13)

and,

Vwet =

√︄
2T

ρAprop
+ V 2

x + V 2
z (6.14)

Hence, the subscript wet emphasizes wetted quantities, i.e. terms that are a function

of the thrust T due to prop-wing interactions.

Deriving Fc for this system gives:

Fc = T −Dwet cos(αwet + ξ) + Lwet sin(αwet + ξ) (6.15)

where it can be seen that wetted aero terms (which depend on T ) are present in
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addition to T itself. What about in the perpendicular direction then? Deriving this

for this system reveals perpendicular forces of Dwet sin(αwet+ ξ) +Lwet cos(αwet+ ξ).

Hence, T itself has disappeared, but its influence remains via the wetted aero terms

that are still present in this direction. ■

Therefore, an additional term must be added to the general setup for completeness,

here we will call Fc⊥ , which represents any input-dependent forces in a direction

perpendicular to the direction of thrust. This makes the complete expressions for the

body-frame generalized forces:

Fx = Fc cos(ξ)− Fc⊥ sin(ξ) Fz = −Fc sin(ξ)− Fc⊥ cos(ξ) (6.16)

It is important to note that Fc⊥ is implicitly a function of Fc (i.e. Fc⊥ = f(Fc)) and

is therefore not an independent input in the most general case, since input-dependent

aerodynamics are a function of thrust as was just seen in the above example. Sub-

stituting the expressions for Fx and Fz from (6.16) into the state-space given in (6.9)

gives:

⎡⎢⎣V̇x
V̇z

⎤⎥⎦ =

⎡⎢⎣ 1
m
Fx,p cos(θ) +

1
m
Fz,p sin(θ)

g − 1
m
Fx,p sin(θ) +

1
m
Fz,p cos(θ)

⎤⎥⎦+
⎡⎢⎣ 1

m
cos(ξ + θ)

− 1
m
sin(ξ + θ)

⎤⎥⎦Fc+
⎡⎢⎣− 1

m
sin(ξ + θ)

− 1
m
cos(ξ + θ)

⎤⎥⎦Fc⊥
(6.17)

where trigonometric identities for the sum and difference of two angles have been

used. With this selection of a generalized force input, direct thrust actuation is

always available while still accounting for the effect of both body x- and z-direction

generalized forces in the model.
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(a) Force Diagram (b) Velocity Diagram

Figure 6.4: Force and Velocity Diagrams

This solves the problem of direct thrust actuation, but we now must consider

our output selection. Clearly, the now single-input2 2-state system is not full-state

linearizable, but it is still input-output linearizable for a judicious choice of output.

An intuitive choice might be to choose Vz alone, for example, as we may be primarily

concerned with maintaining the aircraft’s altitude3, but doing so results in the issue

of changing relative degrees as was seen in Example 6.2. Therefore, we are interested

in finding a virtual output that bypasses this mathematical limitation. In a similar

manner to choosing Fc, the solution proposed in this research is to choose a compound

velocity output Vc defined as:

Vc = Vx cos(ξ + θ)− Vz sin(ξ + θ) (6.18)

This compound velocity output represents a velocity pointing in the direction of the

thrust vector in an analogous sense to the generalized force input Fc (see Figure

6.4b). As will be seen in the next section, this selection of input and output results

in a decoupling matrix that is constant and invertible over the whole flight domain.

2Again, recall that Fc⊥ is not an independent input due to being implicitly a function of Fc in
the most general case, so Fc is treated as the sole input to the system in (6.17).

3Controlling the aircraft’s horizontal airspeed could be a secondary objective in this example.
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6.4 Strategy 1 (simplified case)

The nonlinear dependence of Fc⊥ on Fc means that the system described in (6.17)

is not strictly affine in Fc. It turns out that this will not limit our ability to apply

feedback linearization to this system. However, for the purpose of introducing this

controller concept, we will first simplify the analysis by initially assuming an idealized

case in which Fc⊥ = 0. We will then later reintroduce Fc⊥ and explore how it changes

our derivation.

6.4.1 Controller Definition

Assuming the simplified case of Fc⊥ = 0, which corresponds to no input-dependent

forces appearing in the perpendicular direction4, (6.17) and (6.18) compose an input-

affine system in the form:

ẋ = f(x) + g(x)u

y = h(x)

(6.19)

where u = Fc and y = Vc. Differentiating the output y reveals that this system has

relative degree 1, leading to the feedback linearization terms E(x) and b(x) being

defined as:

E(x) = Lgh(x) = 1/m

b(x) = Lfh(x) = V̇x,p cos(ξ + θ)− V̇z,p sin(ξ + θ)

(6.20)

where V̇x,p represents the first element of f(x) (i.e. a “passive” quantity), etc. Of note

is that the resulting decoupling matrix E(x) (a scalar in this case) is constant and

only depends on the aircraft’s mass, and it is therefore invertible over the complete

flight domain. With these terms derived, the following standard feedback linearization

4An example of this in practice could be the case in which it is assumed there are no wetted
aerodynamics, such as for the aircraft model given in Example 6.2.
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control law can be formulated:

u = E−1(x)(v − b(x)) (6.21)

where v is the new input computed from a linear control law acting on the following

linear system:

µ̇ = v

y = µ

(6.22)

where µ = Vc represents the system’s external dynamics.

6.4.2 Internal Dynamics

The relative degree of this system is 1, but the order of the system is 2. Hence,

this transformation only represents an input-output linearization, and there remains

dynamics internal to the system that are unobservable by this transformation. Recall

from Section 2.3.3 that a diffeomorphism ϕ(x) = [µ ψ]T can be formed in normal

coordinates µ and ψ, where µ represents the external dynamics of the system and ψ

represents the internal dynamics. For this system, µ = Vc, and ψ must be found such

that the coordinate transformation ϕ(x) is invertible. Due to the set of the columns

of g(x) trivially satisfying involutivity for this SISO system (i.e. g(x) is a column

vector), it is possible to choose ψ such that Lgψ = 0, which gives the following PDE:

∂ψ

∂Vx
cos(ξ + θ)− ∂ψ

∂Vz
sin(ξ + θ) = 0 (6.23)

A solution to this equation can be found to be:

ψ = −Vx sin(ξ + θ)− Vz cos(ξ + θ) (6.24)
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which represents a velocity perpendicular to Vc. Hence, we will denote this velocity

ψ = Vc⊥ (see Figure 6.4b). The Jacobian matrix of this diffeomorphism ϕ(x) is then:

∂ϕ

∂x
=

⎡⎢⎣ cos(ξ + θ) − sin(ξ + θ)

− sin(ξ + θ) − cos(ξ + θ)

⎤⎥⎦ (6.25)

which is non-singular for any ξ or θ. Hence, this state transformation is a global

diffeomorphism and the inverse transformation ϕ−1(µ, ψ) is given by:

Vx = µ cos(ξ + θ)− ψ sin(ξ + θ)

Vz = −µ sin(ξ + θ)− ψ cos(ξ + θ)

(6.26)

And the normal form equations for this system are therefore:

µ̇ = −g sin(ξ + θ) +
1

m
Fx,p cos(ξ)−

1

m
Fz,p sin(ξ) +

1

m
Fc

ψ̇ = −g cos(ξ + θ)− 1

m
Fx,p sin(ξ)−

1

m
Fz,p cos(ξ)

(6.27)

As with any internal dynamics, it would be necessary to ensure that they remain

stable throughout the complete flight envelope for a particular aircraft. (6.27) above

can be used to verify the (local) stability of ψ by analyzing the zero-dynamics (i.e.

when µ = µ̇ = 0; refer to Section 2.3.3). However, stability alone does not guarantee

that they will converge to the desired reference trajectory, as we will see next. Hence,

we will alternatively look for a way to control these dynamics.

6.4.3 Controlling the Internal Dynamics through Pitch

Reference Commands

Consider a reference input demand Vcref to this controller:

Vcref = Vxref cos(ξ + θ)− Vzref sin(ξ + θ) (6.28)
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where Vxref and Vzref are the actual outer-loop reference input demands from the

pilot. Because of control of Vc through Fc (via (6.21)), Vc will be driven to Vcref

in steady-state (provided sufficient integral action to ensure zero steady-state error).

However, due to the existence of the internal dynamics ψ in the inverse transformation

of (6.26), Vc being driven to Vcref alone does not guarantee that Vx and Vz will be

driven to Vxref and Vzref , respectively, as both µ = Vc and ψ = Vc⊥ must be driven

to their respective references. However, the latter will instead evolve according to

(6.27). Hence, to ensure complete tracking of the commanded Earth-frame velocities,

something must drive ψ to ψref (i.e. ψ evaluated at Vxref and Vzref ) in addition to Fc

driving Vc to Vcref .

The solution proposed in this research is to leverage the use of pitch control to

regulate the system’s internal dynamics. The ability for θ to regulate ψ is analogous

to a conventional quadcopter’s longitudinal velocity control being coupled with pitch

angle (as described earlier). What is unique in this control strategy, however, is

since ψ = Vc⊥ is a function of thrust angle (and thus points in a different direction

depending on flight mode), θ will automatically vary its control influence between

Vx in hover mode and Vz in cruise, thus generalizing the conventional hover/cruise

operation described at the beginning of this chapter.

Multiple strategies can be found to regulate ψ using θ. For this research, it has

already been assumed that a sufficiently-fast inner-loop attitude controller exists,

allowing for θ to be controlled through desired θref values. Hence, for this first

controller definition, we will apply the same strategy originally introduced in [26],

where θref is determined by finding the necessary change in pitch angle that bridges

the gap between current body-frame velocities (u and w) and desired Earth-frame
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velocity references (Vxref and Vzref ):

Vxref = u cos(θref ) + w sin(θref )

Vzref = −u sin(θref ) + w cos(θref )

(6.29)

where this relationship is obtained from (6.7). (6.29) above can then be rearranged

to solve for θref as5:

θref = arctan

(︃−uVzref + wVxref
uVxref + wVzref

)︃
(6.30)

Note that this control strategy effectively serves as a means of course correction by

regulating the internal dynamics in ψ-space and should therefore be regarded as an

outer-loop relative the speed of the dynamics of the feedback linearization controller

proposed earlier. To ensure sufficient time-scale separation between these two loops

(as well as with the inner-loop attitude controller)6, the bandwidth of θref is set using

a first-order lag 1/(1 + sT ), where T is a time constant to be chosen appropriately.

While simple and effective, this strategy has the downside of (typically) requiring

different first-order time constants depending on flight mode/flight condition and has

been found to be sensitive to this choice. In Section 6.6, we will present an alterna-

tive, model-based design of Vc⊥ using a pseudo-control allocation scheme. However,

with this control strategy now presented, we will first look at the consequences of

reintroducing the Fc⊥ term.

5Note that this mapping in (6.30) is singular when both u and w are zero (i.e. pure hover).
However, issues can be avoided if θref is simply set to its equilibrium hover value (e.g. zero) when
the aircraft’s total velocity is zero.

6Note that, while this may seem to imply a bandwidth difference of two orders of magnitude
between the θref -loop and the inner-loop attitude controller, in practice Fc is demanded in parallel
with the inner-loop’s virtual moment commands due to the inherent force and moment coupling
exhibited by these transition VTOL configurations, so the Fc-loop is not bandwidth limited by the
tuning of the attitude loop and the bandwidth of the θref -loop can be made faster.
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6.5 Strategy 1 (general case)

Considering the more general case with Fc⊥ no longer assumed to be zero, the coor-

dinate transformation ϕ(x) from Section 6.4.2 is still a valid diffeomorphism, and the

Vc-Vc⊥ dynamics with Fc⊥ now included look like:

V̇c = −g sin(ξ + θ) +
1

m
Fx,p cos(ξ)−

1

m
Fz,p sin(ξ) +

1

m
Fc

V̇c⊥ = −g cos(ξ + θ)− 1

m
Fx,p sin(ξ)−

1

m
Fz,p cos(ξ) +

1

m
Fc⊥

(6.31)

where Fc⊥ now appears in the V̇c⊥ equation and V̇c remains unchanged.

The first remark is that since V̇c remains unchanged, it turns out that the original

controller definition from Section 6.4.1 remains valid. This is because the non-affine

portion of the input Fc in the original system (via Fc⊥) is eliminated in the V̇c equation

when transforming the system to the Vc-Vc⊥ frame, and it can be seen that the exact

same feedback linearization terms E(x) and b(x) from (6.20) appear through direct

inversion of the V̇c equation.

However, the second remark is that the current choice of ψ = Vc⊥ no longer satisfies

Lgψ = 0, since the dynamics of ψ now depend on the input u = Fc through the Fc⊥

term. Of course, ψ = Vc⊥ is still a valid expression for the internal dynamics, since it

completes the coordinate transformation ϕ(x), but a question naturally arises: What

expression for ψ would therefore satisfy Lgψ = 0? Unfortunately, finding a closed-

form/analytical expression for this in a general case is not possible. However, it is

possible to describe its direction in the longitudinal plane to at least gain intuition

into what this would be. First, we know that the “net” external generalized force

input vector, here denoted Fin, will necessarily be the vector sum of Fc and Fc⊥ , and

we can therefore describe its magnitude as
√︁
F 2
c + F 2

c⊥
and its angle (relative Fc) as

arctan (Fc⊥/Fc). This is visualized in Figure 6.4a. Then, in order to satisfy Lgψ = 0,

it is necessarily the case that ψ points in a direction perpendicular to Fin. We will
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denote this direction to be n̂ψ with corresponding internal dynamics (velocity) state

Vψ (see Figures 6.4a and 6.4b). Hence, by definition, no input forces appear in the

direction of Vψ and therefore the input u will not be present in the (theoretical) V̇ψ

equation. In any case, the original selection of ψ = Vc⊥ still adequately describes

the internal dynamics of the system and is sufficient for deriving the system’s zero-

dynamics for the purpose of stability analysis.

Lastly, to control Vc⊥ , Section 6.4.3 presented a kinematics-based mapping for

θref . However, the V̇c⊥ equation has changed and now includes Fc⊥ . Fortunately, it

turns out that this mapping still works for driving Vc⊥ to its respective reference,

as the kinematic relationship in which the mapping was based remains unchanged7.

That said, we will now explore a more formal, model-based design of Vc⊥ .

6.6 Strategy 2: Formal Design of Vc⊥ Using a

Pseudo-Control Allocation Scheme

Section 6.4.3 presented a kinematics-based mapping for regulating the internal dy-

namics that is simple and effective but has certain downsides, such as being sensitive

to the choice of time constant in the necessary first-order lag. In this section, we

present an alternative, model-based design for controlling Vc⊥ through θref commands

by making use of a pseudo-control allocation scheme.

6.6.1 Motivation and Problem Setup

The problem with formally designing a (full-envelope) controller for Vc⊥ through θref

commands is the highly nonlinear dependence of V̇c⊥ on θ. As has been discussed, if

it is desired to implement a feedback linearization design to achieve this, it is (gener-

7It is necessary, however, that the first-order time constant be chosen carefully to avoid additional
interaction between these loops now that there is a stronger coupling between Vc and Vc⊥ through
the presence of Fc⊥ = f(Fc).
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ally speaking) necessary that the inputs be affine, which is of course not the case for

V̇c⊥ and θ. One way around this is to manipulate the way in which the input enters

the system through a technique called dynamic extension [40, 145, 146], in which a

first-order state on the input is introduced to create a new affine input through inte-

gration. Unfortunately, when applied to the Vc⊥-dynamics, this technique frequently

forms additional internal dynamics that are unstable, rendering this approach unfit.

Another full-envelope approach could be to do a Lyapunov-based design for Vc⊥ to

find an expression for θ that drives the error dynamics to zero at all points in the flight

envelope. However, due to the complexity of the outer-loop dynamics, this quickly

becomes analytically intractable for this system. On-line numerical approaches, such

as a nonlinear root solver, could be tried instead, but these often turn out to be too

inefficient (in a general case) for a real-time application8.

In this work, we present an alternative approach to enable a full-envelope de-

sign through the use of a pseudo-control allocation scheme. Where a typical control

allocation seeks to map virtual inputs to real actuator inputs, we instead consider

an intermediate mapping of virtual inputs to a new/different set of virtual inputs

(hence, a “pseudo-control” allocation). Such a mapping from virtual to real inputs

in a standard control allocation is made possible by the fact that the mapping itself

contains no dynamics and is thus simply determined from the aircraft’s effector model

(e.g. as was seen in Section 5.3.4). In contrast, in consideration of the Vc⊥-dynamics,

there are no real9 inputs available in the Vc⊥-direction to be theoretically allocated.

However, we propose treating the pitch angle θ like a “real” input (in the context

of the outer-loop design) and collecting up all terms involving θ in the Vc⊥-dynamics

8Recent work involving successive convexification receding horizon control [75] could be a viable
alternative, but this method was not explored in this project.

9At least no reasonable ones; flaps, for example, would contribute to Fc⊥ and therefore affect V̇c⊥ ,
but they do not provide sufficient control authority and cannot be used under all flight conditions.

161



(see (6.31)) into a single quantity to form a new virtual input F c⊥ , resulting in:

V̇c⊥ =
1

m
F c⊥ (6.32)

where,

F c⊥ = −mg cos(ξ + θ)− Fx,p sin(ξ)− Fz,p cos(ξ) + Fc⊥ (6.33)

This is made possible by the inner-/outer-loop time-scale separation assumptions,

which render θ ≈ θref . Hence, no dynamics therefore exist between θ and F c⊥ , and

a direct mapping between these values can be found. Note that Fx,p, etc., have been

assumed to be a function of θ due to primarily involving aerodynamic terms and,

through the same time-scale separation assumptions, are thus affected by changes

in θ since ∆θ ≈ ∆α within a given time step. By virtue of this new virtual input

selection, the system in (6.32) has been rendered linear (as all terms involve θ)10,

and a linear control law for u = F c⊥ can be implemented to control y = Vc⊥ that

will remain valid across the whole flight domain. What remains then is defining and

inverting the mapping from F c⊥ to θ using a chosen control allocation method.

To get a sense for how this approach fits in to the rest of the control design and

the original/standard control allocation, Figure 6.5 presents a diagram of the flow

of variable assignments from the outer-loop Vc⊥ control to the aircraft’s real input

demands u.

Figure 6.5: Pseudo-control allocation scheme diagram showing flow of variable assignments
for Vc⊥ control using θ

10Note that if some terms remain that do not involve θ, this procedure still in the least renders
the system input-affine.
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6.6.2 Allocation Method

For this pseudo-control allocation scheme, it was chosen to numerically form the

mapping (a “pseudo-effector” model) from θ to F c⊥ and linearize this mapping across

the expected flight envelope. This was accomplished by applying the following first-

order Taylor expansion:

F c⊥ ≈ F c⊥(x0,u0) +
∂F c⊥

∂θ

⃓⃓⃓⃓
(x0,u0)

(θ − θ0) = F c⊥,0
+Bθ(θ − θ0) (6.34)

where x0 and u0 indicate the nominal system states and inputs, respectively, and θ0

indicates the nominal value of θ at the same operating point, etc. Therefore, with

θref assumed to be equal to θ through time-scale separation assumptions, this (SISO)

pseudo-control allocation scheme mapping can be completed and assigned to θref

through direct inversion:

θref =
1

Bθ

(F c⊥ − F c⊥,0
) + θ0 (6.35)

to enter the inner-loop attitude controller as a pitch reference command. To imple-

ment this, Bθ, F c⊥,0
, and θ0 are pre-computed and scheduled along the expected flight

trajectory of the aircraft.

6.6.3 Discussion

The advantage of this approach is that it is model-based, and the pseudo-control

allocation constants (Bθ, F c⊥,0
, and θ0) simply need to be pre-computed based on

the “pseudo-effector” model. Specifically, if the aircraft model ever changes, the (lin-

ear) controller itself does not need re-tuned—the pseudo-control allocation constants

would simply need re-computed once. This contrasts the kinematics-based mapping

for θref of Section 6.4.3, which is (generally) quite sensitive to the first-order time
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constant selection, and the time constant typically needs to be re-tuned if the sys-

tem model ever changes. The obvious trade-off with the proposed pseudo-control

allocation method, though, is increased complexity in the initial setup.

It is thus important to note that, while this approach is model-based and thus

foregoes the need for manual tuning of a first-order time constant, this control strat-

egy still effectively serves as a means of course correction by regulating the internal

dynamics in ψ-space. Therefore, similar to the kinematics-based mapping for θref

of Section 6.4.3, this control strategy should be regarded as an outer-loop relative

the speed of the dynamics of the feedback linearization controller for Vc and, hence,

should be tuned accordingly (to ensure sufficient time-scale separation). A primary

reason for this requirement is due to the lack of accounting for any cross-coupling

between Fc and θ in the Vc-Vc⊥ dynamics in, what has been thus far, a decoupled

approach. Hence, we will next consider a coupled MIMO design.

6.7 Strategy 3: Coupled MIMO Approach

Up to this point, we’ve considered the novel approach of enabling a feedback lineariza-

tion design of the outer-loop velocity control for general transition VTOL aircraft by

choosing virtual inputs and outputs in a rotating reference frame that results in a

globally-valid transformation of the velocity states. However, we have thus far only

considered a decoupled approach to the problem, where Vc and Vc⊥ are individually

controlled by their respective inputs (Fc and θ ≈ θref ), and any cross-coupling has

been ignored (e.g. how θ demands affect the Vc-dynamics). This inherently limits the

potential performance of this design, such as in terms of achievable bandwidth and

tuning versatility, due to the coupling/interaction between these two loops. Hence, a

coupled MIMO design should be considered, but, due to the unique problems faced

by these transition VTOL configurations (as discussed in this chapter’s introduction),
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such a design is rendered analytically intractable in a general case, requiring numerical

methods.

6.7.1 MIMO Pseudo-Control Allocation Motivation

The most direct approach to this problem would be to consider an on-line nonlinear

root solver. For example, consider the Vc-Vc⊥ dynamics from (6.31) and rewrite them

as:

V̇c = f1(Fc, θ)

V̇c⊥ = f2(Fc, θ)

(6.36)

where f1 and f2 are functions representing the nonlinear dynamics of Vc and Vc⊥ ,

respectively, with inputs Fc and θ. While feedback linearization, for example, gener-

ally requires the inputs to be affine, this is ultimately for the purpose of making the

nonlinear dynamics analytically invertible in a general case. However, this inversion

process is mathematically equivalent to simply finding the solutions (i.e. roots) to a

set of nonlinear equations, and so there is no reason why this couldn’t be done for a

general nonlinear system through a root solving algorithm11—in fact, it can be shown

[145, 146] that such a numerical inversion of a set of general nonlinear equations re-

sults in the same linear system in Brunovsky form (i.e. from v to y) that would be

expected after applying an equivalent feedback linearization transformation. Hence,

a linear MIMO control law could be designed for Vc and Vc⊥ (in a new input v, as has

been done for feedback linearization), and the inputs Fc and θ could then be found

by solving (6.36) using a nonlinear root solving algorithm at each time step.

Unfortunately, while this concept works in theory (and simulation), the general

complexity of the outer-loop velocity dynamics typically renders this method imprac-

tical in a general case due to its inability to run in real time12. While exceptions to

11Provided a solution exists, which could be determined/confirmed by utilizing the implicit func-
tion theorem [147].

12This would of course depend on the available computing resources, but these could be limited
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this could be found depending on a specific aircraft configuration and level of com-

plexity/fidelity of its model, we are instead interested in finding a general approach

that is applicable to a wide range of transition VTOL configurations. Hence, in this

work, we propose utilizing the pseudo-control allocation concept introduced in Sec-

tion 6.6 (combined with using the virtual inputs Fc and θ in the Vc-Vc⊥ frame) in a

MIMO context to make this system solvable in real time.

6.7.2 Full-Envelope MIMO Design

To begin, we once again take the Vc-Vc⊥ dynamics from (6.31), but we now rewrite

them with new virtual inputs F c and F c⊥ by collecting up all terms containing the

original virtual inputs Fc and θ:

V̇c =
1

m
F c

V̇c⊥ =
1

m
F c⊥

(6.37)

where,

F c = −mg sin(ξ + θ) + Fx,p cos(ξ)− Fz,p sin(ξ) + Fc

F c⊥ = −mg cos(ξ + θ)− Fx,p sin(ξ)− Fz,p cos(ξ) + Fc⊥

(6.38)

in an embedded application relying on an on-board microcontroller.
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Hence, F c and F c⊥ can be expanded in the inputs Fc and θ using a first-order Taylor

series:

F c ≈ F c(x0,u0) +
∂F c

∂Fc

⃓⃓⃓⃓
(x0,u0)

(Fc − Fc0) +
∂F c

∂θ

⃓⃓⃓⃓
(x0,u0)

(θ − θ0)

= F c0 +B11δFc +B12δθ

F c⊥ ≈ F c⊥(x0,u0) +
∂F c⊥

∂Fc

⃓⃓⃓⃓
(x0,u0)

(Fc − Fc0) +
∂F c⊥

∂θ

⃓⃓⃓⃓
(x0,u0)

(θ − θ0)

= F c⊥,0
+B21δFc +B22δθ

(6.39)

This can be organized into the following matrix system:

⎡⎢⎣ F c

F c⊥

⎤⎥⎦ =

⎡⎢⎣ F c0

F c⊥,0

⎤⎥⎦+

⎡⎢⎣B11 B12

B21 B22

⎤⎥⎦
⎡⎢⎣δFc
δθ

⎤⎥⎦ (6.40)

which can be written more compactly as:

F = F0 +BFδu (6.41)

Hence, analogous to Section 6.6.2 (and with θref assumed to be equal to θ through

time-scale separation assumptions), this (MIMO) pseudo-control allocation scheme

mapping can be completed and assigned to u = [Fc θref ]
T through direct inversion:

u = B−1

F

(︁
F− F0

)︁
+ u0 (6.42)

Note that the element B11 is simply unity by definition (see (6.38)), and B22 is

equivalent to Bθ from Section 6.6.2. Hence, this MIMO setup has introduced two

new terms (B12 and B21) that account for the cross-coupling between Fc and θ in the

Vc-Vc⊥ dynamics. To implement this, the linearization quantities BF, F0, and u0 are
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pre-computed and scheduled along the expected flight trajectory of the aircraft, just

as before.

6.7.3 Discussion

At this point, it is interesting to observe that mathematically this pseudo-control

allocation method (whether MIMO or SISO) could be equivalently set up and imple-

mented as a direct inversion control law (i.e. NDI), in which case it can be viewed

as equivalent to a feedback linearization of the system ẋ = f(x,u) that has been

made input-affine through linearization with respect to the inputs u while remaining

a nonlinear function of the system state x and then evaluated at the operating point

x = x0. To illustrate this, first consider the linearization of ẋ = f(x,u) with respect

to only u:

ẋ ≈ f(x,u0) +
∂f

∂u

⃓⃓⃓⃓
(x,u0)

δu (6.43)

We could more familiarly express this as:

ẋ = f0(x) + g0(x)δu (6.44)

which thus represents the nonlinear system dynamics in an input-affine form. Hence,

f0 and g0 represent the input-affine nonlinear system terms f and g for a given u0, and

these terms are thus explicitly (nonlinear) functions of x. Therefore, when evaluated

at the current system state (i.e. operating point) x = x0, these dynamics become:

ẋ = f0(x0) + g0(x0)δu (6.45)

With this in mind, consider the (MIMO) pseudo-control allocation scheme of Section

6.7.2. By substituting (6.40) into (6.37), the Vc-Vc⊥ dynamics can be written in the
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same form as (6.45):

⎡⎢⎣ V̇c
V̇c⊥

⎤⎥⎦ =

⎡⎢⎣ 1
m
F c0

1
m
F c⊥,0

⎤⎥⎦+

⎡⎢⎣ 1
m
B11

1
m
B12

1
m
B21

1
m
B22

⎤⎥⎦
⎡⎢⎣δFc
δθ

⎤⎥⎦ (6.46)

wherefore,

f0(x0) =
1

m
F0 g0(x0) =

1

m
BF

(6.47)

This is to say that, while the terms F0 and BF are pre-computed and scheduled, this

pseudo-control allocation scheme represents more than just a collection of linearized

terms, as these terms ultimately represent a parameterization of the nonlinear sys-

tem dynamics with respect to the system state (i.e. f0(x) and g0(x)) that, in this

particular implementation, are then evaluated along the expected flight trajectory of

the aircraft (i.e. x = x0). This is mathematically analogous to evaluating the system

dynamics at the current time step, as would be done for a typical feedback lineariza-

tion, the difference being that the operating point here is pre-determined instead of

based on a current measurement. Hence, we could equivalently apply feedback lin-

earization to the input-affine (nonlinear) system of (6.46), where this system would

be found to be full-state linearizable with no internal dynamics, and thus applying

the standard feedback linearization control law u = E−1(x)(v−b(x)) with a suitable

state transformation (such as z = x in this case) results in a linear system from v to

y in Brunovsky form, as would be expected.

It is therefore also worth emphasizing that this MIMO pseudo-control allocation

thus shares the same benefit in terms of versatility as the SISO version presented

in Section 6.6. Specifically, if the system model ever changes, the pseudo-control

allocation constants (BF, F0, and u0) would simply need re-computed once, while

the (linear) controller itself would not need re-tuned. Once again, though, this comes

at the cost of increased complexity in the initial setup, but this is arguably now more
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justified in the MIMO case, where cross-coupling has been accounted for to enable

improved performance and tuning flexibility.

Lastly, considering this system (a MIMO system with two inputs and two outputs)

is full-state linearizable with no internal dynamics, it begs the question of whether

it remains necessary to work in the Vc-Vc⊥ frame (i.e. choosing Vc and Vc⊥ as the

output variables) as it was for the decoupled approaches. Indeed, provided Fc and

θ have been chosen as the inputs to ensure controllability over the complete flight

domain (due to the general lack of independent thrust actuation in both the vertical

and horizontal directions), the use of Vc and Vc⊥ is no longer strictly necessary, and

any two (distinct) velocities could be selected as the system outputs for this MIMO

design, including the original Earth-frame velocities Vx and Vz. For example, the

nonlinear root solving problem suggested in (6.36) could be alternatively set up as:

V̇x = g1(Fc, θ)

V̇z = g2(Fc, θ)

(6.48)

where g1 and g2 are functions representing the nonlinear dynamics of Vx and Vz,

respectively, which is a reformulation of (6.17). However, it turns out that working

in the Vc-Vc⊥ frame has a notable benefit when it comes to tuning the system. The

fundamental dynamics of these aircraft demonstrate that Fc (i.e. thrust) varies its

(primary) control influence between the Vz-direction in hover and the Vx-direction in

cruise, while θ does essentially the opposite. However, the achievable bandwidth of

these two inputs is inherently different, since Fc is a product of thrust/motor speed

demands and θ ≈ θref is a result of the inner-loop attitude control design. Hence,

if Vx and Vz are chosen as the output variables to be controlled (fixed Earth-frame

directions), this means that the tuning of the (linear) controllers for Vx and Vz will

set the bandwidth relative those (fixed) directions, while the inputs being used to

regulate these velocities (i.e. Fc and θ) vary their control influence according to
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the (rotating) Vc- and Vc⊥-directions. This swap in control influence means that

the maximum bandwidth of the Vx and Vz loops will be ultimately constrained by

the slower of the two inputs. For example, θ will need to perform quickly enough

to match the desired bandwidths of both the Vx controller tuning when in hover

mode and the Vz controller tuning when in cruise mode (and vice versa for Fc). In

practice, this means that adequate overall performance of the outer-loop can only be

achieved if the Vx and Vz loops are tuned to broadly equal bandwidths for consistency,

but in turn this means that the inherent bandwidth differences between the two

inputs cannot be leveraged13. This unfortunately negates one of the key benefits of

doing a coupled MIMO approach in the first place, which was resolving the inherent

bandwidth limitations in the decoupled approaches by accounting for cross-coupling

in the dynamics. Hence, if we instead choose Vc and Vc⊥ as the output variables to be

controlled, these velocities (which by definition also vary their directions between Vx

and Vz) can be tuned to different bandwidths and in accordance with the achievable

bandwidths of Fc and θ, respectively, therefore making it possible14 to leverage the

inputs’ inherent bandwidth differences. Said another way, choosing to work in the

Vc-Vc⊥ frame allows for different loop tunings to be achieved to maximize available

performance, and this will automatically reflect in each flight mode for Vx and Vz by

virtue of this chosen rotating coordinate system.

6.8 Conclusion

This chapter tackled the general problem of finding a full-envelope solution for the

outer-loop velocity control design of transition VTOL aircraft. To address the funda-

mental challenges of this endeavor, a novel approach of selecting virtual inputs and

outputs defined within a rotating reference frame that is aligned with a VTOL air-

13Unless, ironically, a gain schedule or other switching behavior is implemented.
14This is ultimately because the inputs Fc and θ have been carefully selected to specifically and

primarily affect a single one of these outputs (Vc and Vc⊥ , respectively).
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craft’s thrust vector was presented and implemented within a feedback linearization

structure. This resulted in feedback-linearized systems that remained fully control-

lable over the complete flight-envelope without assumptions of independent thrust

actuation or specific actuators used, making this control concept generalizable to a

wide range of transition VTOL configurations. To implement this concept, three

unique control strategies were presented. The first control strategy employed a de-

coupled design, where feedback linearization was applied in a SISO context, and the

system’s resulting internal dynamics were regulated by a kinematics-based mapping

for the pitch angle commands. The second control strategy formalized this approach

by implementing a model-based design for the perpendicular velocity, made possible

through the use of a pseudo-control allocation scheme. Lastly, the third control strat-

egy applied the concepts developed from the first two approaches and implemented

them within a coupled MIMO setup to enable improved performance and tuning ver-

satility. In the next chapter, the proposed strategies are applied to the tiltwing VTOL

configuration of interest in this thesis, where performance will be evaluated in both

simulation and flight testing.
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Chapter 7

Outer-Loop Design and Completed

Flight Controller

7.1 Introduction

Chapter 6 derived a general outer-loop control strategy for transition VTOL aircraft

through the novel selection of thrust-aligned virtual control inputs and outputs in a

rotating reference frame. This chapter now applies this method to the specific tiltwing

aircraft configuration of interest in this thesis, thus completing the full-envelope flight

controller design that was initiated in Chapter 5. This full-envelope flight controller

is then evaluated in both simulation and flight testing and, additionally, a formal

robustness analysis is carried out. Hence, Section 7.2 discusses the outer-loop design

itself, now applied to this specific tiltwing aircraft. This is followed by an overview

and brief discussion in Section 7.3 of (what will be) the completed full-envelope flight

controller. Simulation results are then presented next in Section 7.4 followed by flight

testing in Section 7.5. Lastly, the robustness of this full-envelope design is formally

investigated in Section 7.6.
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7.2 Outer-Loop Design

For the outer-loop design, flight testing was done using Strategy 3, while simulation

results in this chapter will additionally look at Strategy 1 for comparison between

these methods1. Hence, this section will look at the implementation of both of these

designs followed by a brief (re-)discussion of the control allocation and a discussion

of the lateral velocity (Vy) control for this aircraft.

7.2.1 Decoupled Design (Strategy 1)

Analogous to the inner-loop design, the only external forces (other than gravity) that

do not depend explicitly on the input for this tiltwing aircraft are passive aerody-

namic forces. These can be similarly expressed using total-aircraft force coefficient

quantities2 as:

FApassive
= Rbs(α) · 0.2q̄S

[︃
−CD CY −CL

]︃T
(7.1)

where the negative signs on CD and CL are necessary to ensure correct stability-

to-body frame conversion and, once again, the multiplier of 0.2 is due to the 20%

unwetted split designated for this model. Hence, the general form system dynamics

for Strategy 1 (i.e. (6.17) and (6.18)) can be applied to this tiltwing aircraft, giving:

⎡⎢⎣V̇x
V̇z

⎤⎥⎦ =

⎡⎢⎣ 1
m
FAx,p cos(θ) +

1
m
FAz,p sin(θ)

g − 1
m
FAx,p sin(θ) +

1
m
FAz,p cos(θ)

⎤⎥⎦+

⎡⎢⎣ 1
m
cos(ξW + θ)

− 1
m
sin(ξW + θ)

⎤⎥⎦Fc
Vc = Vx cos(ξW + θ)− Vz sin(ξW + θ)

(7.2)

where Fx,p and Fz,p have been set to FAx,p and FAz,p , respectively, to explicitly des-

ignate that the passive forces for this tiltwing aircraft are solely aerodynamic (i.e.

1Investigations were carried out for Strategy 2 as well, but the results have been omitted in this
thesis for brevity.

2In a similar manner to MApassive from (5.3), the complete/expanded expression for (7.1) sees in-
dividual term contributions from the main wing, tail, and fuselage as per the 6-DoF model described
in Chapter 3.
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the components of FApassive
). Additionally, the thrust angle ξ has been replaced with

ξW since the majority of the thrust production for this aircraft comes from the wing

props. Note that for this decoupled design (Strategy 1), Fc⊥ has been temporarily

ignored for the purpose of deriving the Vc feedback linearization controller (recall

from Section 6.5 that the V̇c equation remains unchanged).

The expressions for the feedback linearization terms E(x) and b(x) from (6.20)

will remain the same, as will the standard feedback linearization control law from

(6.21) and the linear system from (6.22) representing the external dynamics for this

input-output linearized system. However, similar to the inner-loop NDI controller, it

was chosen to augment this linear system with an integrator to ensure zero steady-

state error:

µ̇ =

⎡⎢⎣0 0

1 0

⎤⎥⎦µ+

⎡⎢⎣1
0

⎤⎥⎦ v
y =

[︃
1 0

]︃
µ

(7.3)

where the external dynamics state vector is now µ = [Vc
∫︁
Vc]

T . LQR was also

chosen to control this linear system, with performance indices selected to be:

Q =

⎡⎢⎣4.8 0

0 6.72

⎤⎥⎦ R = 1 (7.4)

which sets the Vc-loop bandwidth to 2.45 rad s−1 with a phase margin of 76◦. The

speed of this loop was chosen based on pilot feedback on responsiveness and control-

lability of the vertical airspeed during hover flight testing. Note that since this Vc

control loop (with virtual input Fc) runs in parallel with the inner-loop, there is no

explicit bandwidth constraint from the attitude dynamics.

Lastly, it was necessary to select an appropriate time constant T for the first-

order lag applied to θref . This was chosen as a balance between smooth pitch de-
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Table 7.1: Selected θref lag time constant for each flight mode

Flight Mode θref lag time constant
Hover 10 s
Cruise 1 s

Forward transition 0.1 s
Backward transition 10 s

mands (sufficient time-scale separation from the Fc-loop as well as the inner-loop)

and sufficiently-fast performance, and it was found that different time constants were

necessary for different flight modes. Table 7.1 summarizes the time constants selected

for this aircraft. Note that these values do not represent the absolute bandwidth of

this loop but rather serve to modify the bandwidth of this loop relative the equiva-

lent bandwidth of the Vc⊥-dynamics without the θref mapping present. To illustrate

this conceptually, consider Figure 7.1 below. At a single operating point within the

flight domain, the θref mapping of (6.30) approximately behaves like a constant gain

(Kθref ), while the linearized dynamics from θref to Vc⊥ are approximately first-order

(with time constant T0). Hence, the overall closed-loop bandwidth of Vc⊥ is ad-

justed based on the presence of the first-order lag cascaded between the θref mapping

(Kθref ) and the open-loop velocity dynamics (K0/(1+sT0)). Numerical investigations

reveal/confirm that the choice of time constants in Table 7.1 sets the closed-loop Vc⊥

bandwidth to around 1 rad s−1 nominally3.

3Note that, due to the nature of this design (fixed time constant value for each flight mode), the
actual bandwidth of the Vc⊥ -loop varies widely depending on operating point, ranging from as low
as 0.2 rad s−1 to as high as 1.2 rad s−1 during step responses. Hence, while a nominal bandwidth
of 1 rad s−1 does not provide the level of time-scale separation with the inner-loop that would be
theoretically desired, it was chosen to preserve this tuning since it worked well in simulations and
flight testing would be carried out with Strategy 3.
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Figure 7.1: Linear approximation of internal dynamics regulation using θref mapping (Strat-
egy 1)

7.2.2 Coupled MIMO Design (Strategy 3)

In a similar fashion to Strategy 1, (6.38) can be applied to the dynamics of this

tiltwing aircraft, giving the following pseudo-control allocation virtual inputs:

F c = −mg sin(ξW + θ) + FAx,p cos(ξW )− FAz,p sin(ξW ) + Fc

F c⊥ = −mg cos(ξW + θ)− FAx,p sin(ξW )− FAz,p cos(ξW ) + Fc⊥

(7.5)

which results in the decoupled linear system of (6.37) that can be expressed in the

form ẋ = v. It was once again chosen to add integral action in consideration of

steady-state error, resulting in:

ż =

⎡⎢⎣02×2 02×2

I2×2 02×2

⎤⎥⎦ z+

⎡⎢⎣I2×2

02×2

⎤⎥⎦v

y =

[︃
I2×2 02×2

]︃
z

(7.6)

where z =
[︁
Vc Vc⊥

∫︁
Vc

∫︁
Vc⊥
]︁T
. Similarly, LQR was chosen to control this

system, with performance indices selected to be:

Q =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

4.8 0 0 0

0 1 0 0

0 0 6.72 0

0 0 0 10

⎤⎥⎥⎥⎥⎥⎥⎥⎦
R =

⎡⎢⎣1 0

0 130

⎤⎥⎦ (7.7)
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This design sets the Vc-loop bandwidth to 2.45 rad s−1 (identical tuning to Strategy 1),

while the Vc⊥-loop has a bandwidth of 0.53 rad s−1. Because this is a MIMO design,

any coupling between the Vc- and Vc⊥-dynamics is now accounted for, making it no

longer necessary to explicitly ensure sufficient time-scale separation between these

loops. However, as Vc⊥ is controlled by sending pitch angle references θref to the

inner-loop (while assuming θ ≈ θref ), it does remain necessary to ensure sufficient

time-scale separation between the Vc⊥-loop and the inner-loop attitude controller.

Nominally, this would suggest setting the Vc⊥-loop bandwidth to less than 0.1 rad s−1,

but this resulted in too sluggish of performance for adequate pilot controllability in

flight. Hence, the revised faster bandwidth of 0.53 rad s−1 was selected. While not

fully time-scale separated with the inner-loop, closed-loop stability was assessed and

the Vc⊥-loop was able to achieve an adequate phase margin of 66◦ with this tuning4.

7.2.3 Control Allocation (revisited)

In Section 5.3.4, the commanded virtual controls vector was chosen to include a

virtual vertical force demand Fz (i.e. τ c = [Fz Mx My Mz]
T ) for the purposes

of testing the inner-loop controller design in hover flight. However, in consideration

of the generalized full-envelope outer-loop design, this will now be revised to use the

thrust-aligned virtual force Fc for operability in all flight modes:

τ c = [Fc Mx My Mz]
T (7.8)

where Fc is constructed from the effector model body-frame forces as:

Fc = Fx cos(ξW )− Fz sin(ξW ) (7.9)

4Note that this compromise is ultimately a physical constraint of the particular tiltwing demon-
strator model used in this thesis, where it was necessary to reduce the inner-loop bandwidth to avoid
a control-structural interaction, as was discussed in Chapter 5.
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7.2.3.1 Transition Trajectory Schedule

The weighted pseudo-inverse control allocation method chosen for this design is appli-

cable in all flight modes but requires linearizing the nonlinear effector model fB(x,u)

along the expected flight trajectory of the aircraft, as was seen for vertical take-off

in Section 5.3.4.2. For transition, this was achieved by generating optimal transition

trajectories for the scaled model using the methodology of Chapter 4. These trajec-

tories are shown in Figures 7.2 and 7.3. Using these trajectories, a schedule based on

the wing angle ξW was implemented in multi-dimensional lookup tables to smoothly

interpolate between control effectiveness (B) matrices corresponding to the current

operating point (x0,u0) of the aircraft using a linear point-slope algorithm, just as

for the vertical take-off schedule.

Figure 7.2: Forward transition trajectory solution for the scaled model
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Figure 7.3: Backward transition trajectory solution for the scaled model

7.2.4 Lateral Velocity Controllers

It was chosen to split the lateral velocity (Vy) control design into separate hover and

cruise mode controllers due to the fundamental difference in lateral motion operation

between these flight modes. For transition, it is simply desired to maintain zero roll

angle due to the lateral symmetry of the maneuver, so no explicit Vy control was

implemented.

7.2.4.1 Hover Lateral Motion

In hover mode, the control of the lateral velocity Vy is coupled with the roll angle ϕ

just as Vx is coupled with pitch. Hence, due to the low airspeeds in hover, a single

PI controller was sufficient for this design, that is:

ϕref = K
Vy
P (Vyref − Vy) +K

Vy
I

∫︂
(Vyref − Vy)dt (7.10)
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For this design, the gains were selected to be K
Vy
P = 0.0004 and K

Vy
I = 0.0033,

setting the closed-loop bandwidth to 0.14 rad s−1 and giving a phase margin of 75◦.

Additionally, similar to the inner-loop design, it was chosen to apply a reference

pre-filter PFVy(s) = K
Vy
I /(K

Vy
P s+K

Vy
I ) to cancel the resulting closed-loop zeros.

7.2.4.2 Cruise Coordinated Turn

In cruise mode, the lateral velocity Vy cannot be demanded directly. Instead, lateral

motion is achieved through a coordinated turn, where the aircraft’s lateral acceleration

(in the body frame) and sideslip is maintained at zero. This is accomplished by

rolling the aircraft to the necessary bank angle to balance the horizontal component

of lift with the aircraft’s centripetal acceleration in the Earth frame while maintaining

constant altitude.

Figure 7.4: Aircraft free-body diagram during coordinated turn

The necessary roll angle can be easily derived from a simple free-body diagram of

the aircraft, as shown in Figure 7.4. Noting that the aircraft’s yaw rate is equal to its

angular velocity about the center of turn (with turn radius R) and assuming a small

pitch angle, the roll angle required to achieve a coordinated turn while maintaining
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constant altitude for a given yaw rate request ψ̇ref and longitudinal airspeed Vx is:

ϕref = arctan

(︄
Vxψ̇ref
g

)︄
(7.11)

7.3 Completed Flight Controller Architecture

A schematic is given in Figure 7.5 of the (now) completed full-envelope flight con-

troller. This schematic matches the layout of the general controller architecture pre-

sented in Section 5.2 (Figure 5.1) but now includes the specific signals and reference

inputs for the completed design.

Figure 7.5: Completed full-envelope flight controller layout

The outer-loop subsystem of course contains the full-envelope Vx and Vz velocity

control (either Strategy 1 or Strategy 3) along with the mode-specific controllers for

regulating the lateral motion of the aircraft. Hence, the reference inputs from the pilot

include Vxref , Vyref , and Vzref along with the yaw rate request ψ̇ref . This yaw rate

request also directly enters the inner-loop subsystem along with ϕref and θref from

the outer-loop. This inner-loop subsystem of course contains the Euler angle tracking

controllers for the roll and pitch angles combined with the NDI attitude rate controller

for all three rotational axes. Lastly, the outer-loop outputs the virtual force Fc in

parallel with the virtual moments M from the inner-loop to the control allocation

subsystem, which converts these virtual controls to the tiltwing’s real inputs u.
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7.4 Simulations

7.4.1 Strategy 1

Figures 7.6–7.9 show step responses in Vx and Vz in hover and cruise flight. 10–

90% rise times (tr) and percent overshoots (OS) are summarized in Table 7.2. Of

particular note is the response speed of hover Vz and cruise Vx step responses in

contrast to hover Vx and cruise Vz step responses. Specifically, the former sees rise

times that are around 4 to 5 times quicker. This is because these step responses

correspond to the Fc control loop, while the hover Vx and cruise Vz step responses

correspond to the θref control of the internal dynamics, which has been set to a

lower bandwidth to provide an amount of time-scale separation between these loops.

Additionally, there is a general trend for cruise responses to be marginally quicker

than hover responses. This can be explained by the fact that hover mode operates

with the wing angles set to 77◦ (equilibrium hover point) as opposed to 90◦, so hover

control of Vx and Vz sees a mixture of control from Fc and θref (recall the definitions of

Vc and Vc⊥ from (6.18) and (6.24)). This contrasts cruise, where Vx is approximately

only controlled by Fc and Vz is roughly only controlled by θref since ξW = 0 (and θ

is small). Therefore, there is less reliance on the combined effort of (and therefore,

additionally, less interaction between) the Fc and θref loops (different time-scales) to

generate these velocity step responses in the cruise case. Importantly, despite the

inherent coupling between Vx and Vz, corresponding velocity response variations are

kept to a minimum, staying within ±0.17 m s−1 on average.

Figures 7.10 and 7.11 show velocity, pitch angle, and wing angle plots for forward

and backward transition, respectively. The optimal transition trajectory references of

Section 7.2.3.1 were supplied for Vx, Vz, ξW , and ξT . In both forward and backward

transition, Vx and Vz are tracked well, though there is marginally more variation

in Vz. To quantify the performance, Table 7.3 shows the root-mean-square (RMS)
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velocity tracking error (erms) along with its peak absolute value (|e|max), where it can

be seen that the average error is kept below 0.4 m s−1 with tracking in the forward

direction being marginally tighter on average. To understand the behavior of this

controller better, both Vc and Vc⊥ are plotted alongside their respective references5.

It can be seen that the Fc-loop tracks Vcref almost perfectly—it is specifically in

regards to regulating the internal dynamics Vc⊥ that more variation can be observed,

which is due to the lower bandwidth of the θref -loop. As a slight aside, note that θ

is demanded to be a negative value at the end of backward transition simply because

the pre-computed reference trajectory for Vx ends at 1 m s−1, requiring the aircraft

to pitch downward to track this forward velocity demand.

Figure 7.6: Vx step response in hover (Strategy 1)

Figure 7.7: Vz step response in hover (Strategy 1)

5Note that, in this instance, the Vc⊥ “reference” is more a representation of what value the
internal dynamics should be converging to (in order to achieve zero steady-state error for Vx and
Vz), provided sufficient regulation through θref ; recall that there is no controller that is tracking
this explicit reference for Strategy 1, just the mapping for θref combined with a first-order lag.
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Figure 7.8: Vx step response in cruise (Strategy 1)

Figure 7.9: Vz step response in cruise (Strategy 1)

Figure 7.10: Controller performance in forward transition (Strategy 1)
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Figure 7.11: Controller performance in backward transition (Strategy 1)

Table 7.2: Step response performance characteristics (Strategy 1)

Flight Mode Step Variable tr OS
Hover Vx 2.57 s 9.7%
Hover Vz 0.56 s 4.9%
Cruise Vx 0.42 s 17.5%
Cruise Vz 1.92 s 11.2%

Table 7.3: Velocity tracking error during transition (Strategy 1)

Direction Velocity erms |e|max
Forward Vx 0.26 m s−1 0.65 m s−1

Forward Vz 0.32 m s−1 0.78 m s−1

Backward Vx 0.37 m s−1 0.56 m s−1

Backward Vz 0.38 m s−1 0.77 m s−1

Table 7.4: Step response performance characteristics (Strategy 3)

Flight Mode Step Variable tr OS
Hover Vx 16.1 s 0%
Hover Vz 0.51 s 7.4%
Cruise Vx 0.47 s 20.2%
Cruise Vz 44.1 s 0%
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Table 7.5: Velocity tracking error during transition (Strategy 3)

Direction Velocity erms |e|max
Forward Vx 0.19 m s−1 0.46 m s−1

Forward Vz 0.16 m s−1 0.39 m s−1

Backward Vx 0.11 m s−1 0.25 m s−1

Backward Vz 0.16 m s−1 0.69 m s−1

7.4.2 Strategy 3

Figures 7.12–7.15 show step responses in Vx and Vz in hover and cruise flight, now

for Strategy 3. Table 7.4 similarly shows 10–90% rise times (tr) and percent over-

shoots (OS). Very similar comments can be made here as for Strategy 1, such as

the marginally faster cruise Vx step rise time compared to the hover Vz step rise

time. However, it can be observed that the hover Vx and cruise Vz step performance

is noticeably slower compared to Strategy 1. While the Vc⊥-loop was theoretically

tuned to a closed-loop bandwidth of 0.53 rad s−1, it was revealed through numerical

investigations that the actual closed-loop bandwidth for hover Vx and cruise Vz was

0.14 rad s−1 and 0.05 rad s−1, respectively. This is believed to be a result of imperfect

cancellations of the outer-loop feedback linearization dynamics due to model mis-

match, which is occurring in the linear control allocation when straying away from

the (pre-computed) nominal operating points during these particular step responses

(i.e. primarily in the Vc⊥-direction rather than the Vc-direction
6). This is further

evidenced by the larger bandwidth discrepancy in cruise mode vs hover mode, where

aerodynamic effects (and thus variations in control effectiveness) are significantly

greater. While modifications could have been made, such as adjusting the outer-loop

tuning or adding additional pre-computed operating points to the control allocation

schedules, it was chosen to preserve the design so as to match the setup that was

used during flight testing. Otherwise, performance is satisfactory, with corresponding

6Recall that the hover mode control allocation is scheduled with respect to Fc (Vc-direction).
Additionally, while it has not been explicitly discussed, cruise mode control allocation is scheduled
with respect to Vx (also Vc-direction when in this flight mode).
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velocity response variations similarly kept to a minimum, staying within ±0.2 m s−1.

The exception to this is for the cruise Vx step, where the corresponding Vz response

peaks at just under 0.9 m s−1; however, this is simply a result of the effective 0.05

rad s−1 Vc⊥-loop bandwidth at this operating point.

While certain aspects of the hover and cruise step performance for Strategy 3

do not match the performance expectations set by Strategy 1, its transition perfor-

mance greatly exceeds that of Strategy 1. Figures 7.16 and 7.17 show velocity, pitch

angle, and wing angle plots for forward and backward transition, respectively, now

for Strategy 3. The same optimal transition trajectory references of Section 7.2.3.1

were supplied just as for Strategy 1. It is immediately noticeable visually that the

tracking is tighter for Vx and Vz in both forward and backward transition compared

to Strategy 1, which can be more rigorously confirmed by looking at the correspond-

ing error metrics in Table 7.5. Specifically, the RMS velocity tracking error (erms)

is approximately half that of Strategy 1 on average across all cases. This is believed

to be due to the inherent coupling that is accounted for in this MIMO design; in a

maneuver like transition, where all longitudinal states of the aircraft are changing

simultaneously, any undesired cross-coupling between the Fc (Vc) and θref mapping

(Vc⊥) loops for the decoupled design of Strategy 1 fundamentally impacts controller

performance. Another consideration is the fact that, while Strategy 1 uses different

first-order lag time constants depending on flight mode, it only utilizes a single time

constant value throughout the entirety of the transition maneuver (for a given di-

rection). This therefore means that Strategy 1 (in its current implementation) does

not account for changing loop bandwidths of the Vc⊥-dynamics throughout transi-

tion, which will thus also affect performance. In contrast, the incorporation of the

Vc⊥ velocity in the inversion-based design of Strategy 3 serves to maintain a constant

loop bandwidth at all operating points (inversion errors aside), making performance

more consistent. This latter point also explains another interesting observation: that
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the velocity tracking in the backward direction is now marginally tighter than in the

forward direction (opposite Strategy 1); more generally, though, the tracking errors

for Strategy 3 are simply more consistent with each other overall, with the small

differences in the forward and backward directions likely being due to insignificant

numerical differences (unlike Strategy 1’s time constant selection). Lastly, similar

conclusions to Strategy 1 regarding the controller behavior (such as the relative per-

formance of Vc and Vc⊥) can also be drawn for the present results involving Strategy

3.

Figure 7.12: Vx step response in hover (Strategy 3)

Figure 7.13: Vz step response in hover (Strategy 3)
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Figure 7.14: Vx step response in cruise (Strategy 3)

Figure 7.15: Vz step response in cruise (Strategy 3)

Figure 7.16: Controller performance in forward transition (Strategy 3)
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Figure 7.17: Controller performance in backward transition (Strategy 3)

7.4.3 Lateral Motion

Figures 7.18 and 7.19 present step response simulation results for the lateral motion

controllers in hover and cruise, respectively. In hover, a step of 1 m s−1 is demanded

in Vy and an inner-loop roll angle reference is therefore generated for ϕ. For cruise, a

step input in yaw rate of 3 deg/s (0.0524 rad s−1) is demanded, which corresponds to

a standard two-minute turn; a roll angle reference is then correspondingly demanded

based on (7.11).

For the hover Vy step response, performance is comparable to Strategy 3’s hover

Vx step performance, with tr = 16.3 s and OS = 0%. This is perhaps expected, as the

effective closed-loop bandwidths of these loops are identical at this operating point

(0.14 rad s−1). For cruise mode, the ψ̇ and ϕ response characteristics are consistent

with the inner-loop performance characteristics discussed in Chapter 5. Both figures

additionally show a plot of the Earth-frame ground position (Xe vs Ye) to give an

idea of the aircraft’s motion during these maneuvers. For the hover Vy step, it can be

seen that there is some variation in Xe due to regulating Vx and not position directly,
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but this variation is kept minimal. For the cruise turn, it can be seen that the aircraft

follows a smooth, circular trajectory corresponding to a turn radius of 382 m (which

is consistent with the Vx = 20 m s−1 cruise speed).

Figure 7.18: Vy step response in hover

Figure 7.19: Turn rate step response in cruise (Vx = 20 m s−1)

7.5 Flight Testing

7.5.1 Experimental Setup

Just as for the inner-loop, flight testing of the outer-loop controller was conducted

to validate the design and evaluate its performance on the real aircraft. However,

this testing was primarily conducted indoors (tethered) due to time constraints in

the project. A single outdoor (untethered) flight test of the outer-loop design was

conducted, but unfortunately a hardware issue during flight resulted in a crash shortly

after take-off. This resulted in very little untethered closed-loop flight data being

acquired, and there was not enough time at this point in the project to rebuild the
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aircraft. Hence, flight testing results in this section will focus solely on the acquired

indoor (tethered) flight data.

For the indoor tethered testing, the experimental setup was essentially identical

to the inner-loop indoor testing setup, as described in Section 5.5.1. The only no-

table difference was now the need for velocity measurements. The velocity states are

estimated within the Pixhawk 4’s on-board EKF and primarily rely upon GPS data,

which is unavailable indoors. Hence, the velocity states were estimated using other

available sensor data (accelerometer, barometer, etc.), which resulted in drifty mea-

surements that were not always accurate to the actual motion of the aircraft. However,

despite this, indoor testing was still sufficient for evaluating the general performance

of the outer-loop controller, including general tracking ability (even with respect to

these drifty measurements) and confirming stability.

Note that for this outer-loop testing, the hover Vy controller was not implemented

in order to focus on validating/evaluating the longitudinal velocity control design (the

primary focus for this part of the research). Hence, the Vy velocity was simply kept

open-loop, and a direct pilot demand for the roll angle control (ϕref ) was implemented

just as for the inner-loop flight testing.

On the practical implementation side of things, there are a couple details worth

mentioning. Firstly, to ensure a smooth start-up, the aircraft would begin each flight

with only the inner-loop attitude controller in operation (hence, an identical setup

to the inner-loop flight testing, where open-loop demands for vertical force/thrust as

well as pitch angle were demanded from the pilot). Then, once reaching a steady

hover flight condition, a switch on the remote control transmitter would be flipped

to initiate the outer-loop velocity control. Hence, it was necessary to implement a

bumpless transfer for the outer-loop’s integrators to initialize their values based on

the Fc and θref demands at the moment of switching to closed-loop velocity control.

Secondly, one of the testing procedures for the outer-loop velocity control (which will
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be presented in the next section) involved rotating the aircraft’s wings mid-flight to

evaluate the controller’s performance during rotating thrust conditions (similar to

what would be experienced at the beginning of a transition flight). This was done to

test the fundamental operation of this controller design, which revolves around the

concept of working in a rotating reference frame, and was an opportunity to evaluate

performance with a non-constant thrust direction/thrust angle. To achieve this, a

switch could be flipped by the pilot (once in closed-loop velocity control) that would

initiate a rotation of the wings to a secondary, pre-specified wing angle. For this

testing, and in consideration of the low thrust margin of this scaled demonstrator

aircraft, testing began with the wing angles set at 90◦, and the secondary wing angle

was set to 77◦.

7.5.2 Tethered Flight

Figures 7.20 and 7.21 show example maneuvering in Vx and Vz during indoor teth-

ered flight. Note that, due to the limited space indoors, it was not possible to hold a

constant non-zero velocity demand for an extended period of time, making the pre-

cise evaluation of performance metrics challenging. However, it was still possible to

evaluate general performance as well as approximate step input rise times from the

acquired data. The data for the Vx maneuvering of Figure 7.20 shows good tracking

of pilot demands. In fact, the performance seems more responsive than simulation

predictions, and indeed the approximate 10–90% rise time for these pilot inputs was

around 1.7 s, indicating a significant disparity between the simulation model and the

real aircraft. The precise reason for this is inconclusive. For evaluating Vz maneuver-

ing in hover flight, the presence of the tether rope made it challenging to get “clean”

Vz step data. However, the data presented in Figure 7.21 is an example portion of a

flight that demonstrates sufficient tracking of the Vz velocity
7. Determining a precise

7Note that the data in Figure 7.21 was acquired while separately testing a faster Vc⊥ -loop band-
width of 0.78 rad s−1. However, that primarily affects the Vx response, and these results are therefore
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rise time for the Vz response was particularly tricky for the aforementioned reasons,

but a representative example can be found around t = 195 s. Here, the rise time

is on the order of 0.5 s, which in this case is consistent with simulation predictions.

Note that the seeming undershoot after this step rise (around t = 196 s) is due to

the aircraft tugging on the rope after the descent (recall Vz is oriented positive-down

in the NED frame). The effect of this can be further seen in the corresponding θ

response plot, where significant pitching oscillations are initiated from this point in

the data onward due to the rope being attached to the aircraft at two points along

the aircraft’s longitudinal axis (i.e. making it possible to create a non-zero pitching

moment when pulling the rope taught). Small pitching oscillations can be seen in

Figure 7.20 during the Vx maneuvering as well, but in this instance they are less

significant due to very little Vz maneuvering and therefore less rope interaction.

A core concept of this controller design is its versatility to operate in any flight

mode and any wing angle condition. Hence, to put this controller to the test (and

get as close as possible to mimicking the start of a transition flight while tethered), a

flight was carried out in which the wing angles were rotated mid-flight during hover.

This is demonstrated in Figure 7.22. For this test, the wing angles began at 90◦ and

were then commanded to rotate forward to 77◦ (and back). The times during which

the wings were rotating (forward and backward) are indicated by the vertical dotted

black lines in each plot. It can be seen that tracking performance was maintained

and, importantly, the controller remained stable during these wing rotations8. Two

things to note are the Vz velocity performance and the θ performance. Similar to the

Vz maneuvering of Figure 7.21 just discussed, it was challenging to completely avoid

interference from the tether rope during this maneuver. In this case, the presence of

the rope resulted in somewhat favorable Vz performance, as the aircraft was partially

still representative of Vz tracking performance. Unfortunately, in all the indoor data acquired with
the finalized Vc⊥ tuning of 0.53 rad s−1, very little Vz maneuvering data was captured.

8Note that the oscillations present in the response are due to interactions with the tether rope.
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held by the rope at certain moments during the maneuver (unintentionally so). Hence,

in a similar manner to before, this rope interaction can be further spotted through the

pendulum oscillations appearing in the corresponding θ response. Nevertheless, the

aircraft remained stable and was able to return back to steady-state hovering flight.

In an attempt to compare to transition simulation performance, the RMS error was

additionally evaluated during the time ranges in which the wings were rotating. These

metrics are summarized in Table 7.6. It can be seen that the RMS errors for Vx are

quite similar to those found in transition simulations (Strategy 3); the backward Vx

tracking error is marginally less favorable in this instance, but pitching oscillations

(which were greater during the backward rotation) naturally affect this value due to

pitch’s coupling with the Vx velocity in hover flight (which can also be spotted in the

Vx backward rotation response). These metrics also quantitatively reveal the favorable

influence that the tether rope had on the Vz response, where the corresponding RMS

errors for Vz are significantly smaller than Vx as well as those found in simulation.

Figure 7.20: Vx maneuvering in hover flight

Figure 7.21: Vz maneuvering in hover flight
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Table 7.6: Velocity tracking error during wing rotation tests in hover flight

Direction Velocity erms |e|max
Forward Vx 0.23 m s−1 0.43 m s−1

Forward Vz 0.04 m s−1 0.06 m s−1

Backward Vx 0.25 m s−1 0.43 m s−1

Backward Vz 0.03 m s−1 0.05 m s−1

Figure 7.22: Controller performance during wing rotation tests in hover flight

7.6 Robustness Analysis

It is well known that feedback linearization is quite sensitive to disturbances and

modeling uncertainties due to its inherent inversion-based design [39, 40, 42]. Ide-

ally, the feedback linearization inversion is perfect, resulting in a linear system in

Brunovsky form (a chain of integrators) [39]. However, due to uncertainty, imperfect

cancellations may result in unstable closed-loop dynamics. Therefore, it is important

that the linear controller acting on the inverted system (i.e. the control law for the

new input v; refer to Figure 2.2) be sufficiently robust.
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In this thesis, the full-envelope flight controller design for this tiltwing aircraft

employed LQR-based linear controllers outside of the feedback linearization inver-

sions. This ensured adequate gain and phase margins for system robustness, noting

the inherent robustness guarantees provided by LQR [130]. Additionally, the range

of flight testing results presented in this thesis demonstrates adequate robustness un-

der real conditions during hover flight. However, we will now formally consider the

robustness of this design in the presence of (aerodynamic) modeling uncertainties to

quantify/prove the uncertainty robustness bounds for this aircraft + flight controller

combination.

7.6.1 Analytical Uncertainty Description for a Tiltwing

To ensure stability of the aircraft at all points within the flight envelope, it is im-

perative that the inner-loop attitude control be sufficiently robust in the presence of

modeling uncertainties. Consider therefore the simplified longitudinal tiltwing model

given in Figure 7.23, which contains two thrust inputs TW and TT and an elevator

input δe. In this work, we choose to focus on the pitch rate dynamics, as that is most

significant in consideration of longitudinal stability during the transition maneuver.

Furthermore, we make the following assumptions in this analytical derivation:

• Fully-wetted aerodynamics

• TW and TT each come from a single thrust source/prop (in consideration of

prop-induced velocity calculations)

• Both thrusts act at the same thrust angle ξ, and thrust/aero moment arms only

exist in the horizontal direction (lw and lh)

• Linear lift-curve slopes are assumed with respect to both AoA and δe. Addi-

tionally, drag contribution on pitching moments is assumed negligible
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• All aero coefficients are scaled relative the main wing reference area S, and any

downwash effects on the tail wing will be ignored

Considering perturbations around a nominal trajectory, the thrusts can be written

as:

TW = TW0 + δT

TT = TT0 − δT

(7.12)

where TW0 and TT0 represent nominal values along the trajectory and δT represents

a differential thrust input. Hence, the input vector will be defined as u = [δT δe]
T ,

and the system will have a single state x = q. The subscript “0” will therefore be

used to represent the nominal values of any states or parameters along the trajectory

of the aircraft that appear in the pitch rate dynamics in addition to q (e.g. velocities

and AoAs).

Figure 7.23: Simplified longitudinal tiltwing model for pitch rate dynamics

From the general equations of motion for an aircraft (refer to (2.6)), the pitch rate

dynamics are:

q̇ = pr(Izz − Ixx)/Iyy + (r2 − p2)Ixz/Iyy +Mynet/Iyy (7.13)

For this simplified longitudinal model, p and r are assumed to be zero, and the net

external pitching momentMynet consists of both thrust (MTy) and aerodynamic (MAy)

moments:

Mynet =MTy +MAy (7.14)
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The thrust moments MTy can be derived to be:

MTy = (TW lw − TT lh) sin(ξ) (7.15)

Using (7.12), this can be expanded and reduced to:

MTy = δT (lw + lh) sin(ξ) (7.16)

where it has been assumed that the nominal thrusts TW0 and TT0 collectively produce

zero net pitching moment along the aircraft’s trajectory.

The aerodynamic pitching moment MAy can be described as a function of α, q,

and δe, and hence expanded as:

MAy =Mα
Ay

+M q
Ay

+M δe
Ay

(7.17)

where M i
Ay

indicates the aerodynamic pitching moment contribution from variable i.

Considering perturbations along a nominal trajectory, α = α0 rendersM
α
Ay

a constant

offset (at each operating point) in the linear input-output relationship from u to q.

Hence, we choose to ignore the Mα
Ay

term, but we will consider the implications of α

stability in Section 7.6.2.

The M q
Ay

term, which arises due to a non-zero pitch rate causing changes in

effective AoA (as discussed in Section 3.3.3.1), can be thought of as a “pitch damping”

term and is often lumped into a single quantity by defining the non-dimensional

stability derivative Cmq , for example [32]:

Cmq = −2CLα,w

(︃
lw
c̄

)︃2

− 2CLα,h

(︃
lh
c̄

)︃2

(7.18)

However, to capture the full effect for a tiltwing, we instead consider the local
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lift production on each surface individually to account for possibly different wet-

ted aero/thrust conditions on the wing and tail airfoils. The lift produced on surface

i due to pitch rate q is given by:

Lqi = q̄iSCLα,i
∆αq,i (7.19)

where ∆αq,i = arctan(qli/ui). Therefore, the total pitching moment generated due to

these lift terms is:

M q
Ay

= Lqw cos(αwet,w)lw − Lqh cos(αwet,h)lh (7.20)

where cos(αwet,i) accounts for the stability-to-body frame transformation. However, to

greatly simplify the analysis, we make the assumption that ∆αq,i ≈ qli/ui
9. Therefore,

given q̄i = (1/2)ρV 2
wet,i and ui/Vwet,i = cos(αwet,i), the above reduces to:

M q
Ay

= −1

2
ρS
(︁
Vwet,wCLα,w l

2
w + Vwet,hCLα,h

l2h
)︁
q (7.21)

Recalling that Vwet depends on the square root of thrust, (7.21) thus reveals that

M q
Ay

∝ q
√
δT .

Lastly, the M δe
Ay

term can be derived fairly easily using a standard CLδe
stability

derivative and remembering to account for the stability-to-body frame transformation:

M δe
Ay

= −q̄hSCLδe
δe cos(αwet,h)lh (7.22)

With all the terms in Mynet fully defined (MTy , M
q
Ay
, and M δe

Ay
), we now linearize

these dynamics along the expected flight trajectory of the aircraft, choosing the nom-

9While not the most general assumption for a tiltwing aircraft, this is arguably appropriate in
this instance due to the fully-wetted aero assumption in this simplified model and will be sufficient
for exemplifying the uncertain q-loop dynamics for robustness analysis purposes.
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inal operating point (x0,u0) along the trajectory to be:

(x0,u0) = (q0,

⎡⎢⎣δT0
δe0

⎤⎥⎦) = (0,

⎡⎢⎣0
0

⎤⎥⎦) (7.23)

and the remaining trajectory-dependent quantities in Mynet (e.g. velocities and wing

angles) will be treated as constant parameters in the context of these q-loop dynamics

with values equal to their nominal value at each operating point. For convenience,

we define the following dimensional stability derivatives:

Mq =
1

Iyy

∂Mynet

∂q

⃓⃓⃓⃓
⃓
(x0,u0)

MδT =
1

Iyy

∂Mynet

∂δT

⃓⃓⃓⃓
⃓
(x0,u0)

Mδe =
1

Iyy

∂Mynet

∂δe

⃓⃓⃓⃓
⃓
(x0,u0)

(7.24)

noting that, by definition, these represent quantities evaluated at the current operat-

ing point (x0,u0).

Because MTy and M δe
Ay

do not depend on the pitch rate, differentiating Mynet with

respect to q and evaluating at (x0,u0) gives:

Mq = − ρS

2Iyy

(︁
Vwet,w0CLα,w l

2
w + Vwet,h0CLα,h

l2h
)︁

(7.25)

In contrast, M q
Ay

and M δe
Ay

do depend on δT (due to the wetted aerodynamics) but

remain linear in q and δe, respectively. Therefore, because q0 and δe0 are both zero,

evaluating ∂Mynet/∂δT at (x0,u0) leaves only the contribution from MTy , hence:

MδT =
1

Iyy
(lw + lh) sin(ξ0) (7.26)

Lastly, neither M q
Ay

nor MTy depend on δe, therefore:

Mδe = − 1

Iyy
q̄h0SCLδe

cos(αwet,h0)lh (7.27)
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Finally, the q-loop dynamics at each operating point along the trajectory can be

written as:

q̇ =Mqq +MδT δT +Mδeδe (7.28)

which can be expressed more compactly as:

q̇ =Mqq +Bqu (7.29)

where Bq = [MδT Mδe ].

7.6.1.1 Error Modeling

In this analysis, we assume that the aerodynamic coefficients are uncertain, thereby

giving Mq = [M q,M q] and Mδe = [M δe ,M δe ], where M and M denote the min and

max values, respectively, of the uncertain terms Mq and Mδe . Applying a simple

feedback linearizing control law to (7.29) that sets the desired rate vq = q̇ gives:

u = B̂+
q (vq − M̂qq) (7.30)

where the symbol .̂ indicates nominal values from the controller, the superscript +

denotes the Moore-Penrose pseudo-inverse, and B̂q = [MδT M̂δe ]. Feeding this con-

trol law back into (7.29) and re-arranging gives the following uncertain/imperfect

dynamics for q post-inversion:

q̇ = (Mq −BδM̂q)q +Bδvq (7.31)

where,

Bδ =
M2

δT
+MδeM̂δe

M2
δT

+ M̂2
δe

(7.32)
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Therefore, this gives the following uncertain transfer function from vq to q:

q(s)

vq(s)
=

Bδ

s− (Mq −BδM̂q)
(7.33)

where it can be seen that when Bδ is nominally 1 and M̂q = Mq, this linear system

reduces to 1/s as expected. This transfer function thus reveals that the effect of

aerodynamic modeling uncertainty on the feedback-linearized system results in a gain

uncertainty (Bδ) and a pole uncertainty (Mq −BδM̂q). This result is consistent with

similar findings from other authors [148, 149, 150]. It is interesting to observe that

the gain uncertainty arises solely from uncertainty present at the system input (in this

case δe), while the pole uncertainty is a product of both input and state uncertainty.

7.6.1.2 Robust Stability Condition

In an effort to quantify the amount of (aerodynamic) uncertainty allowable before the

closed-loop system goes unstable, we can make use of the small-gain theorem result

from Section 2.7.2 (refer to (2.54)) to derive a robust stability condition for this SISO

system. To do this, we will first re-express (7.33) as:

G(s) =
1 + a1
s+ a2

(7.34)

where a1 = Bδ − 1 and a2 = BδM̂q −Mq are uncertain parameters that quantify the

(worst-case) magnitude of the modeling uncertainty. Expressing the nominal system

as G0(s) = 1/s, the uncertain transfer function G(s) can be modeled using a (lumped)

multiplicative uncertainty as:

G(s) = G0(s) (1 +W∆(s)∆(s)) (7.35)
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where,

W∆(s) =
a1s− a2
s+ a2

(7.36)

and ∆(s) is a stable uncertain transfer function that satisfies ∥∆∥∞ ≤ 1. It was shown

in Section 2.7.2 that the robust stability condition for a system with multiplicative

uncertainty W∆(s) (for unstructured ∆) is:

∥W∆T0∥∞ < 1 (7.37)

where T0(s) is the nominal closed-loop transfer function. Representing the LQR

controller for the q-loop as C(s) = Kq
P +Kq

I/s (i.e. effectively equivalent to a “PI”

controller), this robust stability condition can thus be expanded to be:

⃦⃦⃦⃦
⃦ a1K

q
P s

2 + (a1K
q
I − a2K

q
P )s− a2K

q
I

s3 + (Kq
P + a2)s2 + (Kq

I + a2K
q
P )s+ a2K

q
I

⃦⃦⃦⃦
⃦
∞

< 1 (7.38)

Unfortunately, finding bounds on a1 and a2 that satisfy this condition (i.e. the worst-

case uncertainty) is analytically challenging, especially considering that these pa-

rameters depend on the system’s operating point along the expected flight trajectory.

Furthermore, ∆(s) is unstructured (as currently defined), which renders this condition

unnecessarily conservative for this system since the uncertain parameters a1 and a2

are known to be real-valued and could instead be represented using a block-diagonal

uncertainty ∆ = diag{∆1,∆2} [86]. Hence, this motivates the use of numerical meth-

ods via the structured singular value (SSV).

7.6.2 Numerical Robustness Proof

While the analytical uncertainty description presented in Section 7.6.1 provides in-

sight into how the presence of aerodynamic uncertainty manifests in the resulting

q-loop transfer function, the fundamental complexity of these dynamics (specifically
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the dimensional stability derivativesMq andMδe and their dependence on system op-

erating point) makes it challenging to analytically quantify the maximum worst-case

aerodynamic modeling uncertainty that the system can handle before going unstable.

Hence, a better and more efficient approach is to demonstrate this numerically, and

to do so, the complete nonlinear model of the tiltwing aircraft will be used.

In this work, it was chosen to take a stochastic approach via the Monte Carlo

method, where each aerodynamic coefficient Ci was perturbed (in a multiplicative

fashion) by some δCi selected from a Normal distribution with zero mean and chosen

standard deviation σ:

δCi ∼ N (0, σ2) (7.39)

By forming the following perturbation vector:

δCvec = [δCD δCY δCL δCl δCm δCn]
T (7.40)

each δCi was repeatedly sampled ns times to produce a large uncertainty set of possi-

ble δCvec. Next, linearization of the complete (6-DoF) nonlinear tiltwing model from

input vq to output q was carried out for each given δCvec at a range of time steps

along the aircraft’s specified transition trajectory (i.e. forward or backward)10,11.

This resulted in a set G∆ of first-order transfer functions matching the form given

in (7.34) (thus confirming the analytical predictions of the previous section). Hence,

using this set G∆, the expected min/max values of the uncertain (real) parameters

a1 and a2 appearing in (7.34) were extracted/determined and used to define the un-

certain closed-loop transfer function T (s). Lastly, the SSV was employed to compute

the robust stability margin (RSM), a normalized scaling factor that represents the

10Note that this approach therefore only indicates the system’s robustness along the specific
trajectories checked and does not consider robustness along other possible trajectories.

11Note also that, strictly speaking, local linearizations along a trajectory leads to a linear time-
varying system, so stability with this approach cannot be guaranteed without assumptions of slow
parameter variations [151, 152, 153, 154]. Therefore, validation of the results will be carried out via
nonlinear simulations using the complete 6-DoF model.
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allowable range of the uncertain parameters (a1 and a2) such that the closed-loop

system remains stable. Hence, robust stability is proven when RSM ≥ 1.

While this approach demonstrates robust stability of q for given AoAs along the

trajectory (i.e. α = α0), the stability of α itself has not been considered, which

has become an internal state post-inversion of q [149]. To address this, the transfer

functions in G∆ could be augmented to include the body velocity states u and w

in addition to q, thus explicitly capturing the α-dynamics, but it was found that

numerical convergence was difficult with so many degrees of freedom of uncertainty.

Hence, it was chosen to assume α stable in the context of this µ-analysis, and to

address α stability, results are then validated using the complete 6-DoF model.

Figure 7.24: Outer-loop θ-dynamics in the presence of uncertain q-loop dynamics

For completeness of the inner-loop analysis, we additionally analyze robust stabil-

ity of θ. This is accomplished by simply confirming RSM ≥ 1 for Tθ(s) = θ(s)/θref (s)

in the presence of the q-loop’s uncertain parameters a1 and a2. Denoting the q-loop

uncertain closed-loop transfer function T (s) as Tq(s) for clarity, Tθ(s) is found by

considering the block diagram in Figure 7.24, which represents Tq(s) using the N∆-

structure (refer to Figure 2.6b) with a diagonal uncertainty ∆ = diag{∆1,∆2}, giving:

Tθ(s) =
Kθ
PPFq(s)Tq(s)

s+Kθ
PPFq(s)Tq(s)

(7.41)

207



where PFq(s) is the q-loop reference pre-filter and, in terms of a1 and a2:

Tq(s) =
(Kq

P s+Kq
I )(1 + a1)

s2 + (Kq
P (1 + a1) + a2) s+Kq

I (1 + a1)
(7.42)

7.6.2.1 Results

Robust stability for the q-loop dynamics was proven by iteratively selecting uncer-

tainty standard deviations σ and finding the largest bound for which RSM ≥ 1.

This was carried out for forward and backward transition separately to allow for pos-

sibly different RSM values depending on the trajectory (which is indeed what was

found). For each uncertainty bound (specified by its 3σ value), each δCi was sampled

ns = 1000 times to produce a corresponding δCvec uncertainty set.

(a) Forward transition, ns = 103 for each 3σ (b) Backward transition, ns = 103 for each 3σ

Figure 7.25: RSM vs 3σ uncertainty bounds for tiltwing in transition

Figure 7.25 summarizes the results. For forward transition, it can be seen that

q-loop robustness is guaranteed up to about 3σ = 3.5%, but the corresponding θ-loop

RSM at this point drops below 1. Hence, the maximum uncertainty bound allowable

for forward transition is instead 3σ = 3%. In contrast, backward transition was

found to be robust up to double this value at 3σ = 6%. A possible explanation for

this is that the aircraft is slowing down to re-enter thrust-borne (i.e. hover) flight
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and is therefore less sensitive to variations in the aerodynamic coefficients compared

to forward transition. Note that Figure 7.25b contains two sets of RSM values.

Interestingly, it was found that δCvec uncertainty in backward transition would map

to strictly positive values for a2 (up until 3σ ≈ 10%), meaning that a2’s nominal

value of zero would lie outside the computed range. Therefore, to ensure that the

nominal case of G0(s) = 1/s was included, the bounds on a2 were manually extended

to include the origin. This would of course make the RSM more conservative in

these cases, but it was felt that this was necessary for accuracy/completeness (and

it nevertheless remained possible to demonstrate robustness). Hence, the second set

of RSM values (“no rescale”) represents the robustness margins computed for the

original (strictly positive) set of a2 values, plotted here for comparison. In either

case, it can be seen that the maximum allowable uncertainty bound is found to be

the same point (3σ = 6%).

7.6.2.2 Validation

The fundamental basis of this proof revolves around the linearization (and thus trun-

cation) of the system’s dynamics to obtain an uncertain first-order transfer function

G(s). While the use of the complete (6-DoF) nonlinear tiltwing model in this nu-

merical approach has ensured that all perturbation effects on the q-loop (and, by

extension, the θ-loop) have been captured, the model reduction to a SISO system re-

mains an approximation that ignores full 6-DoF effects (i.e. coupling between states).

Additionally, it was assumed that the α-dynamics are stable within the context of this

µ-analysis. Hence, we now validate the results found in this proof with the original

6-DoF model.

To do so, full 6-DoF simulations were conducted for both forward and backward

transition12 using the same δCvec uncertainty sets from Section 7.6.2.1 corresponding

12Note that these simulations were run using the Strategy 3 outer-loop controller with the forward
and backward transition trajectories from Section 7.2.3.1 supplied as reference inputs.
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to the maximum 3σ uncertainty bounds found in the proof (3% for forward and

6% for backward). Hence, for each uncertainty set, ns = 1000 simulations were

run and the resulting state trajectories (Vx, Vz, and θ) plotted to see the general

variation in the system’s output response. These results are shown in Figures 7.26

and 7.27. It can be seen that not only do all state trajectories converge (i.e. remain

stable), but the general spread of the trajectories remains relatively narrow, with the

primary variation being seen in the θ responses due to different trimming conditions

required for each (uncertain) set of aerodynamic coefficients. Hence, these simulations

empirically demonstrate stability/robustness in the presence of this magnitude of

δCvec perturbations with the complete 6-DoF model, thus validating the robustness

bounds predicted in the numerical proof.

Lastly, further investigations with these simulations revealed that the theoretical

robustness bounds for this tiltwing aircraft + flight controller combination may be

higher than formally predicted in the numerical proof. Figures 7.28 and 7.29 show

forward and backward transition results with δCvec uncertainty sets computed from

3σ = 9% and 3σ = 10%, respectively, which were the highest uncertainties that could

be applied before state trajectories began to go unstable. While a purely empiri-

cal result, it is interesting to observe that there is now a smaller disparity between

the maximum allowable uncertainties for forward and backward transition compared

to what was found in the numerical proof. Furthermore, the higher achievable un-

certainty in these results may indicate that the numerical proof remains somewhat

conservative.
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Figure 7.26: Forward transition simulations, ns = 103 and 3σ = 3%.

Figure 7.27: Backward transition simulations, ns = 103 and 3σ = 6%.

Figure 7.28: Forward transition simulations, ns = 103 and 3σ = 9%.

Figure 7.29: Backward transition simulations, ns = 103 and 3σ = 10%.
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7.6.3 Comparative Designs: H∞ and µ-synthesis

As a final topic of this robustness analysis, we now consider comparative designs—H∞

and µ-synthesis—that explicitly account for system robustness to better understand

what this aircraft could theoretically achieve in terms of robust stability. Consider

therefore the interconnection structure for the robust controller synthesis of feedback-

linearized pitch rate given in Figure 7.30. The uncertain plant G(s) of (7.34) is

modeled using a multiplicative feedforward and an inverse multiplicative feedback to

capture its gain and pole uncertainties, respectively, where G0(s) = 1/s. This system

is placed in feedback with a controller K to be synthesized, and weighting transfer

functions Wi are applied to the exogenous outputs of interest to adjust the desired

controller tuning. The generalized plant P (s) is derived from inputs [u∆1 u∆2 vq]
T

to outputs [y∆1 y∆2 q̃ θ̃ ṽq q]T , where the system input and output is u = vq

and y = q, respectively.

Figure 7.30: Interconnection structure forH∞ and µ-synthesis control of feedback-linearized
pitch rate.

In the previous subsection, robust stability was only able to be formally proven for

this system for relatively low uncertainty bounds of 3σ = 3% for forward transition

and 3σ = 6% for backward transition, but simulations revealed that the achievable

robustness bounds may be higher. Hence, for the purposes of investigating what

could be theoretically achieved with a robust controller design, we therefore consider

212



the forward transition 3σ = 9% aerodynamic uncertainty set as the design point for

the H∞ and µ-synthesis controllers, which corresponds to ranges for the uncertain

parameters of a1 = [−0.94, 1.79] and a2 = [−2.08, 6.81].

The weighting transfer functions Wi for controller synthesis were chosen based on

the guidelines given in [155, 156], resulting in:

Wv = Kv
dc

1 + (s/11)

1 + (s/110)
Wq =

(︃
1

2

)︃
s+ 14

s+ 0.14
Wθ = 1000 (7.43)

whereKv
dc is a design parameter that will be varied. Wv is used to adjust the controller

bandwidth, where a breakpoint frequency of 11 rad s−1 corresponds to the 0 dB

crossover frequency of the original (i.e. feedback-linearized q-loop + LQR controller)

loop transfer function. Wq was constructed to shape the system sensitivity function

with a maximum peak value of 2. And the value ofWθ was selected to ensure sufficient

integral action13 at a range of bandwidths.

Controllers were synthesized and the results analyzed. For best comparison with

the current inner-loop LQR design, it was desired to tune these controllers to a similar

bandwidth of around 7 to 8 rad s−1 (with the hopes of otherwise achieving improved

robustness margins). This required setting Kv
dc = 2000. Unfortunately, results were

not as desirable as expected (see Table 7.7 and Figure 7.31). While there was an

increase in nominal phase margin (PM) between the robust designs and LQR (around

10◦ to 20◦), the RSM values for the robust designs were comparable to what the LQR

could already achieve for this range of uncertainty (around 0.83). Furthermore, the

increase in nominal phase margin comes at the cost of step performance where, while

there is less overshoot, the settling time has substantially increased14.

13Note that, for numerical reasons, all integrators/poles at the origin within the generalized plant
P (s) must be approximated as 1/(s + ϵ), where ϵ is a frequency that should be slower than the
dynamics of the system (but not too slow) [86, 148]. For this design, ϵ = 11 × 10−3 rad s−1 was
chosen, corresponding to three decades below the 11 rad s−1 breakpoint frequency for Wv.

14Note that adjusting Wθ does not reasonably improve this behavior without additionally altering
system bandwidth, and adjusting Kv

dc to compensate simply makes performance worse.
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In the interest of finding robust controller designs that could (formally) withstand

this 3σ = 9% uncertainty set, it was found that it was possible to achieve RSM ≥ 1

for values of Kv
dc < 1.5. This is demonstrated by the results for Kv

dc = 1 in Table

7.7 and Figure 7.32, where it can be seen that robust stability is achieved for this

range of uncertainty for both designs as well as there being a further increase in phase

margin. However, this tuning directly results in a significantly faster bandwidth for

these controllers. In fact, a general trend was discovered when selecting each Wi that

increasing the system bandwidth increases the system’s robustness margins. This

is an interesting discovery, since it was already found in Chapter 5 that a higher

controller bandwidth is not achievable due to a structural resonance mode of the

3D-printed airframe. This therefore suggests that the achievable robustness margins

for this system may be ultimately limited by the physical design of the aircraft. To

further this theory, the gains for the original LQR controller were arbitrarily increased

by a factor of 5, where it was found that robust stability could also be achieved for

this design in the presence of this 3σ = 9% aerodynamic uncertainty set. Specifically,

this tuning for the LQR gives RSM = 1.02 and PM = 85◦ while having a closed-loop

system bandwidth of 47.3 rad s−1.

Table 7.7: Controller robustness and bandwidth metrics

Controller Kv
dc value PM RSM Closed-loop bandwidth

LQR – 69◦ 0.84 7.4 rad s−1

H∞ 2000 80◦ 0.82 7.8 rad s−1

µ-synthesis 2000 87◦ 0.85 10.2 rad s−1

H∞ 1 103◦ 1.02 171a.rad s−1

µ-synthesis 1 94◦ 1.01 51.3 rad s−1

aNote that the sensitivity function for this design flattens out for
a wide range of frequencies around −3 dB, inflating the band-
width value. Its effective bandwidth is closer to 51.3 rad s−1.
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Figure 7.31: Robust controllers compared with the current LQR design, Kv
dc = 2000.

Figure 7.32: Robust controllers compared with the current LQR design, Kv
dc = 1.

7.7 Conclusion

This chapter concludes the design, flight testing, and analysis of the full-envelope

flight controller development that was initiated in Chapter 5. The general outer-loop

control strategy derived in Chapter 6 was applied to the specific tiltwing configuration

of interest in this thesis and was evaluated in both simulation and flight testing,

demonstrating proof-of-concept of this novel approach. Lastly, a formal robustness

analysis was carried out for this system, where an analytical uncertainty model for

the pitch rate dynamics of a tiltwing aircraft was derived and uncertainty bounds for

this system were numerically proven. Comparative inner-loop designs employing H∞

and µ-synthesis suggest that achievable robustness margins for this system may be

ultimately constrained by the physical design of the scaled model aircraft.
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Chapter 8

Summary and Conclusions

This thesis investigated full-envelope flight control design and testing of a tiltwing

VTOL aircraft. The starting point was the development of a complete nonlinear 6-

DoF model of the aircraft’s dynamics, which captured complex aerodynamic effects

such as prop-wing interactions by modeling discrete sections of the aircraft individ-

ually. The model was implemented in MATLAB and Simulink and validated by

comparing its computed stability derivatives with those predicted using well-known

potential flow-based CFD solvers (AVL, XFLR5, and OpenVSP). A brief analysis of

the dynamics was then carried out to gain an understanding of the behavior of the

aircraft in all modes of flight (hover, cruise, and transition).

Trajectory optimization was carried out to determine minimum-energy transition

trajectories satisfying stall and constant-altitude constraints. Fluid injection AFC

was implemented by modifying the lift and drag coefficients on the main wing of the

aircraft to gain insight into the theoretical aerodynamic requirements of a tiltwing

during transition. Additionally, perturbations in the aircraft’s CG position were inves-

tigated to understand the physical loading limits of the aircraft during the maneuver.

Results revealed that constant-altitude transition could be achieved in the forward

direction but not the reverse, and the reasons for this were discussed. In addition
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to providing deeper insight into the dynamics and behavior of this aircraft during

transition, this methodology was later used to generate outer-loop reference inputs

for the flight controller design.

A full-envelope flight controller was developed for this aircraft that employed feed-

back linearization in a cascade design combined with fault-tolerant control allocation.

For the inner-loop, NDI was paired with LQR to regulate the attitude rates of the

aircraft. A weighted pseudo-inverse control allocation scheme was then implemented

to map virtual control inputs to real effector demands. Initial hover flight testing

revealed a control-structural interaction that required the inner-loop bandwidth of

the controller to be limited to avoid exciting this resonance mode. Despite this, con-

troller performance was found to be satisfactory and sufficiently responsive to pilot

inputs. Additionally, the controller demonstrated good robustness in response to

motor failure and wind gust disturbances.

Focus then shifted to tackling the general problem of finding a full-envelope solu-

tion for the outer-loop velocity control design. To address the issues resulting from a

lack of independent thrust actuation commonly exhibited by general transition VTOL

configurations, a novel solution of selecting virtual control inputs and outputs in a

rotating reference frame was proposed. This resulted in a globally-valid controller

that is generalizable to a wide range of transition aircraft. Three unique control

strategies that implement this concept were presented, each of which demonstrates a

different balance of design complexity with tuning versatility and performance. Two

of these three strategies were then applied to the tiltwing aircraft of this thesis, thus

completing the aircraft’s full-envelope flight controller design. Evaluation in simula-

tion and hover flight demonstrated proof-of-concept of this novel outer-loop approach,

and the differences in performance between the two strategies were discussed. Lastly,

a formal robustness analysis revealed that the upper-bound aerodynamic modeling

uncertainty for this system is relatively small, but comparative inner-loop designs em-
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ploying H∞ and µ-synthesis suggest that these bounds may be ultimately constrained

by the bandwidth limitations inherent in the scaled model’s physical design.

The conclusions of this thesis are:

1. Constant-altitude transition can be achieved in the forward direction but not

the backward direction for this particular tiltwing configuration. While the

use of AFC expands the achievable flight envelope of the aircraft and increases

performance (in terms of decreased transition time, decreased altitude variation,

increased robustness to CG variations), the fundamental stall constraint of the

tail airfoil limits the benefits that the AFC can provide and the achievable

performance of the aircraft in transition. Hence, selecting a tail airfoil with a

higher stall constraint would better leverage the benefits provided by the AFC

for this particular configuration.

2. The inner-loop inversion-based attitude controller proved successful in all flight

modes, as demonstrated in both simulation and hover testing. It was addition-

ally found to have good robustness in response to motor failure and wind gust

disturbances. This was despite the necessity to reduce the controller’s band-

width to avoid exciting a 4 Hz structural resonance mode of the 3D-printed

airframe. A further consequence of this bandwidth limitation was reduced ro-

bustness margins for this aircraft + flight controller combination, where com-

parative designs employing robust control methods were unable to achieve sig-

nificantly improved margins without increasing the inner-loop bandwidth. This

therefore suggests that a stiffening of the airframe through a redesign of the

aircraft to increase the frequency of this structural resonance could improve

overall controller performance and robustness by enabling a higher inner-loop

bandwidth.

3. Following (1) and (2), an interesting takeaway can be drawn about the impor-
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tance of the physical design of an aircraft being carried out in parallel with the

control design (i.e. control co-design). This is particularly significant for tran-

sition VTOLs, as their dynamics and operation are appreciably more complex

than conventional fixed-wing aircraft, and it can be therefore difficult to pre-

dict the full consequences of certain design decisions with these new and novel

configurations.

4. Proof-of-concept was demonstrated for the proposed generalized outer-loop ve-

locity control design. This was achieved through the application of two of the

three strategies employing this concept, where both were evaluated in simula-

tion and one in hover flight. The tiltwing configuration of this thesis served

as an ideal platform for testing this novel approach due to its inherent lack of

independent thrust actuation in both longitudinal directions and its complex

aerodynamic model (a mix of wetted and unwetted aerodynamics). Between

the two strategies that were evaluated, the coupled MIMO design of Strategy 3

was found to be more effective in transition due to the inherent cross-coupling

that is accounted for, while the benefit of Strategy 1’s decoupled approach is a

simpler initial setup. That said, Strategy 3 was found to be more sensitive to

variations away from the control allocation’s pre-computed operating points.

Future work of interest following this thesis includes:

• Testing this full-envelope flight controller design in transition flight.

• Extending the trajectory optimization model of Chapter 4 to 6-DoFs to inves-

tigate asymmetrical failure modes of a motor/prop (generating trajectories).

Following this, investigating motor/prop failure modes in transition (simula-

tions and flight testing).

• Failure detection. While the weighted pseudo-inverse control allocation can

redistribute input demands to remaining actuators (fault-tolerant), the ability
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to detect a failure would be an interesting and important capability in the

context of air taxis.

• Extending the generalized outer-loop control strategies to include lateral (Vy)

dynamics. While this would greatly increase the complexity of the design, it

would unify the lateral and longitudinal controllers, increase controller robust-

ness to lateral disturbances (such as crosswind gusts) during transition, and

potentially improve performance in cruise coordinated turns and hover lateral

motion.

• Redesign of the scaled demonstrator model. It was discovered that certain phys-

ical limitations of the aircraft (e.g. tail airfoil stall limit, structural resonance

of the airframe, low thrust margin) had an impact on the controller design, fea-

sible transition trajectories, and theoretical robustness margins. It would be of

interest to remove (or minimize) these effects where possible (such as through

a redesign of the tail airfoil, stiffening of the wing structure, and/or sizing for

larger motors) and thus reinvestigate the achievable performance of this flight

controller design.
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