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Abstract

Web data is so ubiquitous and yet it remains so hard to get a quick answer to a simple question

like “What’s the closest pub with a pub quizz event going on tonight?” or “What meetups on data

science are taking place this week in London?”. Event search engines like Yahoo’s Upcoming

tried to address this challenge but failed at the long-tail problem, only integrating with few large-

scale ticketing and event announcement sites. Thus, automatically extracting upcoming events

(or more precisely “event announcements”) from websites including the long-tail of local pubs,

reading groups, or neighbourhood associations remains a crucial, but largely unsolved problem.

Most general web data extraction approaches rely on the template hypothesis, that states that

websites contain many pages that are generated from a background database using the same

template. Thus these approaches try to re-discover the structure of the template and often induce

a wrapper (or “scraper”) automatically that encodes the learned patterns about the template.

Unfortunately, in the event (announcement) domain the template hypothesis does not hold: Many

websites only have a few active events at any moment in time and delete event announcements

after the event has taken place. For such a small number of active events, often not even a

consistent template is used and where it is used often the number of samples is small enough to

challenge most existing web data extraction techniques.

Therefore, in this thesis we focus on the problem of template-independent event data extrac-

tion, where not only no per-site supervision is necessary but also no restrictions on the template

structure of the sites is imposed. Rather, the approach investigates each event page — that is a

page dedicated to the announcement of a particular event — in isolation. This also allows the

approach to scale out massively.

More specifically, we introduce two complementary, but quite different approaches to event ex-

traction: TIDE leverages existing semantic annotations following the schema.org vocabulary

to bootstrap a training corpus. Though such annotations are only available on a small subset

of event pages, they are sufficiently common to serve as a rich and diverse training set. Inten-

sive cleaning and filtering of those annotations is unfortunately necessary to eliminate the large

amount of noisy, incorrect, or abused annotations present on the web. After this filtering step,

the training data is used to first classify individual web elements as potential event attributes and

then assemble multiple candidates into likely events, leveraging unique features interrelating the



candidates for individual event attributes, such as alignment or position on the page. The lat-

ter step is necessary as event pages often contain additional event attributes from other events,

shown as “related events” or other such ancillary information. Based on an extensive empirical

evaluation, TIDE extracts such fields with 93% accuracy.

Unfortunately, TIDE is limited by the availability of decent semantic annotations and those are

only available for few, coarse granular event attributes, namely title, date, and location. There-

fore, we introduce a second approach, TIME, that uses more sophisticated feature engineering

to reduce the needed training data and thus can afford the manual creation of training data for

a larger and more fine granular set of attributes. We thus refer to it as multi-attribute event ex-

traction. As the first approach, it first identifies candidates for each attribute separately, but this

time with features configured for the specific attribute, e.g., through a set of gazetteers for re-

lated labels or regular expressions for detecting instance patterns, such as a date. Our empirical

evaluation demonstrates that the unique characteristics of the events domain can be leveraged by

encoding them into machine readable features to achieve high accuracy without massive amount

of training data. We report extraction results in the range of 82-95% across a variety of attributes.

This approach has been implemented at the commercial data extraction company Diffbot and is

currently available as beta. It is already being used to add event information to their Knowledge

Graph and is planned to be released as a public API in the next few months.
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Chapter 1

Introduction

Data is spread all over the web, with anybody able to contribute. The web is the major platform for in-

formation propagation, news outlets, online sales and advertisements, where users have to sift through an

overwhelming amount of data to find answers to their queries. Search engines make a great effort to structure

and index this information, however traditional search does not provide readily available structured answers

to a users questions. Rather a ranked list of relevant documents is returned instead and the user needs to

further investigate these documents. Imagine the query “When is the next comedy night in Oxford?”. A user

does not want to sift through many different web pages, identifying comedy nights and comparing their dates.

When a user asks a question, they expect a concise response.

To address such questions asking for concise answers, search engines have shifted to using knowledge

graphs [42] and question answering [73], allowing users to “search for things, not for strings” 1. The idea is

for users to search for places, people and organisations, rather than just matching strings in a set of documents.

That way, when a user queries keywords or asks a question, they receive a structured answer as a response,

ideally the entity or piece of information they are looking for.

In this work, we focus on knowledge graphs as a form of structure information about entities in a specific

domain. A knowledge graph contains entities (e.g., the entity representing the city Vienna or an entity rep-

resenting the 2019 installation of the Jazz Fest) together with their attributes (e.g., that the Jazz Fest 2019

runs from June 24th-July 10th, 2019) and relations between the entities (e.g., that the Jazz Fest is located in

Vienna). Each entity (or “node”) represents an object in the domain of interest and the relations (or “edges”)

between such entities model the relationships between the two entities it connects, while attributes further

characterise the entities. For example, Figure 1.1 depicts an entity of type event that represents the Jazz Fest

2019 and is related by a “located in” relation to the entity representing the city Vienna.

Initially, many knowledge graphs have been largely concerned themselves with common-sense knowl-

edge that is fairly static (e.g., that Vienna is the capital of Austria). They also include some temporal in-

formation typically in the form of validity intervals, e.g., that Obama has been president of the US from

2009-2017.
1https://www.blog.google/products/search/introducing-knowledge-graph-things-not/
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Figure 1.1: Example: Relation structure in knowledge graphs.

Event announcements. For this thesis, we focus on a knowledge graph about online event announce-

ments, where events are announced (often well in advance of the actual event taking place) such that users

can determine which events to participate in. This is a particularly time-sensitive domain, with numerous

updates to the information available online and often also with time-restricted validity. E.g., an event an-

nouncement from a week ago may no longer reflect the current facts if the venue has been moved or the price

of attendance been reduced. We are focused on event announcements on the web, as they appear, e.g., on tick-

eting websites, on event venue websites, on schedules of a University course, or on a pub’s website. This is a

very different problem from detecting and extracting events that are ongoing or have already ended, whether

from articles, social media, or other texts, collectively referred to as event detection in this thesis. While

event detection has been investigated extensively (see Section 3), the extraction of event announcements for

the use in personal assistants or other planning purposes has received much less attention. Where it has been

investigated, the focus has been on how to deal with updates and the fast changing nature of the information

attached to event announcements on the web [51].

However, previous approaches including [51] have largely been using supervised methods where for

each website (or “source”) such as a ticketing website or a local’s pub event listings a separate wrapper is

constructed manually or in a semi-supervised fashion. Such approaches are feasible, where the target is

the extraction of events from a few large ticketing and event announcement websites, but not realistic for

the long tail of small event listings spread all over the web. They are particularly unattractive in the event

announcement domain thanks to the local and therefore highly distributed nature of event announcements —

I care about my local pub’s events, but not about the one 200 km away, while a book shop 200km away may

be perfectly serviceable if they deliver. Furthermore, event listings in the long tail are often managed by hand

and thus follow only vaguely a common template even within the same website. That further complicates

traditional wrapper induction approaches and even approaches such as [49] or [32] that require no supervision

for each individual website, but still assume that a common template is used within each site.

Event announcements are largely organised similar to actual events, in that they carry typical event at-

tributes title, location, date (often a highly structured date and time range), and a description. They may

in addition have information about organisers, announcement date, speakers/performers, and be related to a

event series. In this thesis, we focus on the typical event attributes, but point out where the presented methods

could be easily extended to cover more attributes. We also focus on the extraction of raw values for each of

these attributes and leave the linking of, e.g., the location information to spatial coordinates or known location

entities to standard record linking approaches.

2



Event announcement attribute extraction. Thus we focus on event announcement attribute extraction

from (single-entity) event announcement pages. Event (announcement) pages are web pages dedicated to

announcing or describing a specific event, though often with additional related events or other information

displayed in sidebars, footers, or other ancillary locations on the page. We focus on such pages, in contrast

to search engine result pages (SERPs) or other listings of events, as they contain typically more information.

We also observe that in the event announcement domain in particular long-tail websites often contain no

search for events specifically and often only a list of links to single-entity event pages with no more than

the abbreviated event title as link anchor. Such listings are thus largely useless for extraction. By focusing

on event pages, we assume that a crawler (such as Gigablast 2 or Common Crawl 3) discovers the targeted

pages. We further assume that we can distinguish event announcement pages reasonably well from other

pages through a standard web page classifier (see details in Section 6).

Phenomenology of event announcement pages. Figure 1.2 shows the main content area of an event an-

nouncement page (from Eventbrite, https://www.eventbrite.com). We observe a number of charac-

teristics typical for the event announcement pages, that we capture in this thesis as the phenomenology of

event announcement pages and use to inform our machine learning approaches through appropriate feature

engineering or pre- and postprocessing.

Event announcement pages are typically split into structured event information, commonly the core event

attributes title, date, and location, and a separate, longer textual description of the event. There is also

typically a fair amount of boilerplate for subscription, sharing, maps, and other functional elements of the

web site. While that boilerplate often follows a common template for a single website, unfortunately there are

also cases where it does not, not even within the same website. Nevertheless, we can observe certain common

patterns in how event announcement pages are styled and organised: The event title is usually prominently

highlighted, with the attributes date and location in relative proximity and visual alignment. As seen in Figure

1.2, the title is in a bigger and bolder font, than the rest of the page, and the date and location of the event are

in clear vertical alignment.

We further observe that date information tends to be more complex than for simple publishing dates in

articles or other timestamp-like information. For event announcements, we not only have to deal with the

difference between the event date and the announcement date, we also observe that event dates are often not

actually specific points in time, but ranges specified in a variety of formats with any combination of start date

and time, end date and time, including combinations like a start date and a time range as in Figure 1.2.

Location information is often a simple address, but very often also highly context dependent, e.g., just

a venue name (that needs to be disambiguated) or a room name that needs to be placed within a relevant

building.

2https://www.gigablast.com
3http://commoncrawl.org
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Figure 1.2: Main content area of event announcement page on Eventbrite

As in many other extraction tasks, event announcement pages tend to contain a lot of noise, including

often listing of other events, as shown in Figure 1.3 which depicts the bottom quadrant of the Eventbrite

event announcement page from Figure 1.2 including a list of related events from the same organizer.

Limitations of template-based web data extraction. Event announcement extraction identifies and ex-

tracts the event announcement attributes from an event announcement page. This can be seen as an instance

of the general web data extraction problem. Traditional web data extraction techniques have made signifi-

cant progress in extracting data from large websites where the underlying structure can be exploited [49, 37].

However, most approaches for web data extraction have assumed a fundamental assumption, namely that

pages on a single site are generate according to one or few templates such that there are many example pages

for each template available. This assumption is then used to create so called wrappers, which express access

patterns in the webpage’s HTML to extract the relevant information.

Such wrappers can be used within a single website with the same template, however for every unseen

template, a new wrapper has to be generated either manually or automatically. Template-based methods have

therefore two main shortcomings making them unsuitable for the events domain:

(1) Per-site supervision is high: a new wrapper has to be created for every unseen template, as mosts web-

sites have a different template structure. While useful with large websites that use the same template
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Figure 1.3: More events block on Figure 1.2

for many pages, template-based wrappers are not well suited for the small, long-tail websites, where

the page per-site ratio is too small to justify any site level supervision.

(2) Even automatic wrapper induction systems such as WEIR [32] or DIADEM [49] rely on multiple

examples for the same template which often does not hold in the event announcement domain, either

because of manually created pages or because of the general sparsity of event announcements in a site,

in particular as old event announcements tend to be deleted rather than archived.

(3) The high turn over of event pages where only a small window of event announcement pages is active

at any time also makes wrapper induction particularly brittle: If at a certain point only pages without

an end time are active, the induced wrapper is not going to be able to extract end times if later pages

become active that contain such a time. Wrapper maintenance techniques can somewhat alleviate this

issue, but generally are not suited to deal with small, ever changing example sets either.

Limitations of microdata annotations. Event announcement data has been identified as interesting data

for search engines for a long time, even though event aggregators such as Yahoo’s Upcoming generally did not

succeed. As a result, search engine providers including Google, Bing and Yahoo! launched the schema.org

initiative to standardise the vocabulary of annotations that web masters can use to provide structured sum-

maries of their web pages to a search engine. This vocabulary contains an event announcement ontology and

can be used for annotating websites with HTML 5 Microdata, RDFa, JSON-LD, and other semantic annota-

tion formats as seen in Figure 1.4. The item-prefixed attributes highlighted in red are Microdata annotations

that can be used by search engines to extract information from webpages with more ease. Website owners

are incentivised to provide such information as it boots search engine ranking and is convenient for the user.
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<div itemscope itemtype="http://schema.org/Event">
2 <a itemprop="url" href="nba-miami-philidelphia-game3.html">

NBA Eastern Conference First Round Playoff Tickets:
4 <span itemprop="name"> Miami Heat at Philadelphia 76ers - Game 3 (Home Game 1) </span>

</a>
6 <meta itemprop="startDate" content="2016-04-21T20:00">

Thu, 04/21/16
8 8:00 p.m.

<div itemprop="location" itemscope itemtype="http://schema.org/Place">
10 <a itemprop="url" href="wells-fargo-center.html">

Wells Fargo Center </a>
12 <div itemprop="address" itemscope itemtype="http://schema.org/PostalAddress">

<span itemprop="addressLocality">Philadelphia</span>,
14 <span itemprop="addressRegion">PA</span>

</div>
16 </div>

<div itemprop="offers" itemscope itemtype="http://schema.org/AggregateOffer">
18 Priced from: <span itemprop="lowPrice">35 USD</span>

<span itemprop="offerCount">1938</span> tickets left
20 </div>
</div>

Figure 1.4: HTML example with schema.org annotations (schema.org/Event).

Unfortunately, only a small percentage of the web is actually annotated with such annotations and within

those schema.org annotated websites, a large proportion are using the annotations in an erroneous way,

whether with the intent of misuse or unintentional. Misuse is somewhat exacerbated due to the influence

Microdata annotations have on the ranking of a page in a search engine and to the click through rate. Typical

misuse is, e.g., marking up wrong price information omitting additional fees or taxes that make the offer

much less attractive. Furthermore, owners of smaller websites might not have the required expertise in order

to correctly annotate their web pages. We therefore cannot expect semantic annotations to provide us with

a even remotely complete picture of event announcements on the web, yet we show that even the limited

annotations that are available can be exploited to bootstrap a corpus of annotated pages that allows us to learn

classifiers for core event announcement attributes.

Template-independent event announcement extraction. To conclude, we believe and show that none

of the existing techniques or annotation schemes is sufficient to provide a high coverage, high precision

extraction of event announcements and their attributes. We therefore propose in this thesis the first fully

automated, template-independent extraction approaches: TIDE and TIME. The main novelty of our ap-

proaches is that they are not relying on identifying template information in a site at all, but rather extract from

each page independently. Rather, the first approach learns common patterns from the small, but still signifi-

cant subset of pages already annotated with semantic annotations using the schema.org event vocabulary.

The second approach shows how to generalise that to cases where schema.org annotations are not available

in sufficient numbers, without requiring massive amounts of training data. In particular, the second approach

makes extensive use of our analysis of the phenomenology of the events announcement domain to guide fea-

ture extraction and candidate generation for classifying the individual event announcement attributes. Here,
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visual cues play an important role, as the event information is usually displayed in a way that is optimised for

humans to detect.

Contribution In this thesis, we therefore introduce two event announcement extraction approaches that are

independent from the underlying web page template and therefore require no per-site supervision.

(1) We bootstrap our methods for the core attributes of an event announcement by extracting semantic

annotations for schema.org events from the Common Crawl corpus. Extensive filtering and validation

of the training samples is necessary to remove noise and abusive semantic annotations. This data set is

made available online and hopefully will serve as a much needed dataset for benchmarking in the event

extraction community as a whole. We also plan to publish the scripts to rebuild the dataset from a new

Common Crawl dump, thus enabling continuous refreshes of the annotation set.

(2) We then introduce TIDE, the template-independent data extraction for event announcement: With-

out any further supervision and using a simple set of common features, TIDE successfully learns to

recognise event announcement attributes from single entity pages for a huge set of pages. It combines

visual, textual, and (HTML) structural features for the classification of individual event attributes, yet

also learns how those attributes should be correlated to form a coherent event. The latter is critical as

many event pages contain additional noise, as shown in Figure 1.3.

(3) Finally, we introduce TIME, the template-independent, multi-attribute event announcement extraction

approach. In a typical trade-off between annotation corpus size and feature engineering, this method

uses a larger set of more specific features including features that are highly specific to a certain event

attribute (e.g., date patterns). The additional engineering effort is paid off by the need for only a

relatively small annotated corpus and thus by being able to be quickly applied to a large set of attributes,

given an extensive library of prebuilt features. This also allows us to extract attributes at a much finer

granularity allowing the extractor to be expanded beyond the minimal what?,when? and where? fields.

We exploit field specific characteristics to precisely narrow down a set of potential candidates and train

random forest models to distinguish them from the large amount of misleading noise on pages.

Thesis Organisation This thesis is structured as follows: we briefly describe related concepts in the pre-

liminaries and further define the problem formally in Chapter 2. Chapter 3 highlights related work. Chapter

4 presents our work in bootstrapping annotations from schema.org in the events domain. In Chapter 5, we

introduce TIDE, the distantly-supervised event extraction approach, and Chapter 6 introduces TIME, the

supervised approach to multi-attribute extraction. Finally, we conclude and discuss future work in Chapter 7.
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Chapter 2

Preliminaries and Problem Definition

2.1 Preliminaries

2.1.1 The Structure of Websites

In this section, we introduce the necessary basic concepts related to web pages and their representation which

we will use in this thesis. For more complete definitions, we refer to the respective W3C standards [6].

We assume familiarity with the following basic notions of the world wide web: The world wide web is

organised into web sites, typically identified through a mid-level domain. Web sites are then often referred to

as microsoft.com or facebook.com, that is the mid-level domain (microsoft) and the top-level domain

(com or co.uk). Conceptually, we treat a web site as a set of web pages, each identified through a HTTP

URL and typically with the same mid- and top-level domain.

For the purpose of this thesis, web pages are HTML documents possibly containing or referring to addi-

tional external resources such as stylesheets, scripts, images, etc. We assume that there is a mapping R that

renders each web page P into a structure (D,C) such that D is the document object model (DOM) representa-

tion of that web page as created by a browser when rendering the web page including any referenced external

resources and C is a mapping from nodes in D to the CSS properties of that node (as retrieved by the DOM

function getComputedStyle()).

• A DOM tree D is a tree over the nodes in the HTML page as defined in [6]. Intuitively and ignoring

some finer points, there are four types of nodes in the DOM:

(1) A virtual document root node, representing the entire document and typically with a single child,

the element node for the html element.

(2) A text node is piece of textual information enclosed by HTML tags. Text nodes have neither

children nor attributes and thus only appear as leaf nodes in the DOM tree.

(3) An element node for each element in the HTML. Element nodes are often differentiated by their

tag corresponding to the tag used in the HTML markup. Element nodes may have other elements

or text nodes as children and may additionally have associated an associated map from attribute
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names to attribute nodes. The order of the children of an element node is preserved, while the

order of the attributes is arbitrary.

(4) An attribute node is associated with an element and must have a unique tag among all attributes

of that element. It may not have children or attributes itself.

• CSS properties are associated with an element node from D and are in turn a map from CSS prop-

erty names to values as defined in CSS 2 [2]. We do not consider complex properties in this thesis

and thus all values are plain Strings. We highlight in particular the CSS box model that provides

access to “bounding rectangles” around the elements in a DOM (as retrieved by the DOM function

getBoundingClientRect()). As illustrated in Figure 2.1, the bounding rectangle of a DOM ele-

ment provides height and width as well as coordinates of the element corners. In the following, when

referring to an element’s X and Y coordinates, we refer to the X and Y coordinate of the left top corner

of the bounding rectangle.

Figure 2.1: Bounding box of a DOM element

There are many other CSS properties used in this thesis, for details we refer to the CSS 2 [2] specifica-

tion.

2.1.2 Tree-Based Machine Learning Models

In this section, we overview tree-based machine learning models, and in particular random forests [30, 59, 27],

which is the class of supervised machine learning models that is used throughout the thesis.

A supervised machine learning model is a function f (x) with parameters θ . The parameters are learned

over a training dataset D with n variables and one label. For i ∈ 1, . . . ,n, let Xi denote a variable (or feature),

and xi denote a value in the domain of Xi. Each data point (x,y) ∈ D then contains a vector of feature values
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x= (x1, . . . ,xn) and a label y. For classification scenarios, the label has a discrete domain y∈ {1, . . . ,d}. Once

learned, the model f (x) can be used to predict the label y for unlabelled data points. We often represent a

model alternatively or additionally through a prediction function p(x,y) that returns a score on how confident

the model is that y is the correct label for x. f (x) is then simply the maximum p(x,y) over all possible labels

y with some tie breaker in case of conflicts.

Tree-based machine learning models are popular classification models for several reasons: (1) they do

not require setting and tuning hyperparameters, which makes them easy to learn, (2) they are invariant to

irrelevant features, (3) they are scalable, and (4) they tend to be easier to interpret than other models [27].

In this thesis, we use random forests for the classification models, which is one of the most popular classifi-

cations models according to the latest Kaggle “State of Data Science and Machine Learning” survey [15].

A random forest is an ensemble model that is composed of several smaller tree-based models, in particular

decision trees [30]. Thus, we first overview the algorithm for learning a single decision tree, and then show

how it is used to construct a random forests.

2.1.2.1 Decision Tree Learning

A decision tree forms a tree data structure where each inner node represents a decision and each leaf gives a

prediction for the label y. A root to leaf path represents a sequential decision making process [31, 27].

The decisions at inner nodes are represented by unary threshold functions over one feature Xi, for i ∈

{1, . . . ,n}, that are parameterised by some parameter θ . These threshold functions partition the data space

into regions, and each region is then represented by another decision tree that forms a subtree of the inner

node. The threshold functions typically represent binary decisions, such that the resulting decision tree forms

a binary tree [31]. This restriction is used to restrict the search space for finding the best threshold function

for each inner node.

The type of the threshold function depends on the type of its input variable. For a continuous variable Xi,

the threshold functions are typically represented in the form of: Xi ≤ θ , where θ ∈R is a constant parameter.

If Xi is a categorical variable, then the threshold function typically has form Xi = θ , where θ is one of the

values in the domain of the categorical variable. The functions divide the partition of the input dataset into

two regions, based on whether the threshold is satisfied or not.

Each leaf node of the decision tree gives a prediction for the label y, which is derived from the partition

of the training dataset that satisfies all thresholding conditions on the path from the root to this leaf. In this

thesis, the leaf nodes provide a probabilistic distribution for the label, which is given by the frequency of each

category for the label in the dataset partition. This distribution can be directly used as scoring function p(x)

as introduced above.

Example Figure 2.2 represents a decision tree that is used for classification. The label y has discrete domain

y ∈ {1,2,3,4} and the features are X1, . . .X5. Features X2 and X5 are categorical variables and all others are

continuous. Each inner node defines a threshold function that partitions the data, e.g., the root node partitions
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X3 ≤ 23

X2 = 2 X4 ≤ 3.5

X5 = t4 X1 ≤ 12 X2 = 1

p(y = 3) = 0.7 p(y = 4) = 0.64 p(y = 2) = 0.82

p(y = 1) = 0.48

Figure 2.2: Example of a classification tree. The label y has discrete domain y ∈ {1,2,3,4} and the fea-
tures are X1, . . .X5. The leaf nodes show the probability for the most likely category of the label, the other
probabilities are omitted for simplicity.

the data based on whether feature X3 is less than or greater than 23. The first child of the root, i.e. the node

with threshold function X2 = 2, further partitions the dataset for which all data points satisfy X3 ≤ 23 along

the variable X2. Leaf nodes provide a categorical probability distribution for the label over the partition of the

dataset that satisfies all of the conditions on the root to leaf path.

Learning a decision tree that accurately classifies the input data involves finding the structure of the tree,

as well as, the variable and parameter for each threshold function at inner nodes. Finding the optimal decision

tree has been shown to be NP-hard [31]. For this reason, the state-of-the-art approach to learning decision

trees is to use a greedy algorithm. In this thesis, the classification models are based on the seminal CART

(Classification And Regression Trees) algorithm [31], which we overview next.

The core computation of the CART algorithm is to evaluate the cost of choosing a given threshold func-

tions for a new inner node in the decision tree. For classification trees, this cost is given by the gini index,

which is defined over a set of categorical labels {y1, . . . ,yd}:

gini =
d

∑
k=1

(πk(1−πk)) = 1−
d

∑
k=1

π2
k (2.1)

where πk denotes the probability that the label y is equal to yk.

The gini index is a measure of statistical dispersion, i.e. it is high when the probabilities for each category

are uniformly distributed, and it is zero when all data points fall into one category.

The CART algorithm constructs each node in the decision tree recursively [31]. Let N denote an inner

node in the decision tree, and φ be the conjunction of all threshold functions of all ancestor nodes of N, i.e.

all nodes between N and the root of the tree. The CART algorithm chooses as thresholding function for N

the function that minimizes the gini index for the partition of the training dataset that satisfies all ancestor

constraints in φ . This is done with an exhaustive search for all possible threshold functions, i.e. for all

variables and all possible threshold parameters for each variable.
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In theory, the decision tree is grown until any potential new split does not decrease the gini index. In

practice, however, this strategy leads to very large trees that are prone to overfit the training data. In this case,

the model does not perform well for new and unseen data points. Therefore, it is common to restrict the size

of the tree with one or several of the following user defined input parameters:

• Maximum depth: Fixes the maximum depth of the decision tree. If the depth of a node equals the

maximum depth, this node will not be split further.

• Minimum number of data points: A split of a node is only attempted if the partition of the dataset that

satisfies all the parent conditions has at least a minimum number of data points.

• Minimum cost reduction: A split of a node is attempted only if it decreases the cost given by the gini

index by a factor of ε , where ε ∈ (0,1) is a constant.

Decision trees are popular models for real world applications because they are scalable to large datasets,

invariant to scaling or other transformations of the input, robust to irrelevant features, and easy to interpret.

A single decision tree, however, is typically not very accurate, and tends to either overfit (if it is too large)

or to underfit the training data (if it is kept to small). This results in low accuracy when predicting the label

for unseen data points. Therefore, it is common to construct an ensemble model that consists of a variety of

small and sightly different decision trees, in order to average out the prediction that each tree makes. This is

the underlying characteristic of a random forest, which we will overview next.

2.1.2.2 Random Forest

Random forests are an extension to the idea of bootstrap aggregation [59], or bagging for short. Let β be a

predefined constant, then bagging learns β decision trees over random samples of the training dataset. As

above, we can represent each decision tree b ∈ {1, . . . ,β} as a function pb(x,y), which for a given feature

vector x returns a prediction for the label y. The prediction of the bagging model is the average over all B

decision trees:

p(x,y) =
1
B

β

∑
b=1

pb(x,y).

Random forest extend the idea of bagging by enforcing that each decision tree is learned over a random

subset of the features [30]. This restriction avoids that the decision trees in the ensemble are highly correlated,

since for a bagging model it is possible that there are a few dominant features that would appear in all of the

learned decision trees.

In addition to the input parameters for decision trees, a random forest model takes as input additional user

defined input parameters, which determine the structure of the model:

• Number of trees: the number of individual decision trees that make up the ensemble model.

• Number of attributes: the umber of attributes to randomly select for each tree in the ensemble.

• Size of dataset sample: the size of the random sample of the training dataset that is used to learn each

tree, the parfameter is usually given as a percentage of the overall dataset.
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2.2 Problem Definition

This thesis is concerned with events and event announcements that advertise the fact that a certain event is

going to take place. Informally, an event is a thing of relevance occurring at a specific time or time span.

Typical examples are concerts, conferences, lectures, flight arrivals, and many others, see also [46, 109]. An

event announcement advertises that a certain event is planned to take place.

Previous approaches on event extraction and detection have focused on detecting largely past events that

are being reported on in news or other long- or short-form text, or that can be derived from observations

or measurements on streams of data. Typical examples involve the extraction of events from news articles

reporting about a terrorist attack or the detection of a wildfire by observing and analysing a stream of tweets.

This work, however, focuses entirely on event announcements where the event is explicitly planned and

advertised by the event organiser or some other entity. In the rest of this thesis, we drop the distinction

between event and event announcement where it is clear from the context. Only in cases where we need to

make the distinction particularly evident are we using event announcement and event as defined here.

Events and event attributes Recall, that we further focus on the extraction of raw attribute values for

events and leave the linking of certain attributes to existing entities to a separate record linking step (see

Chapter 7).

We therefore adopt a very basic model of an event:

Definition 1 Let Σ, the event attribute schema, be the set of valid event attributes and DΣ a mapping such

that for all event attributes a ∈ Σ, DΣ(a) is the set of permissible values. Then an event E : Σ →
󰁖

a∈Σ DΣ(a)

is a partial function mapping attributes from Σ to their concrete value.

We sometimes refer to E(a) where a ∈ Σ as Ea. Unless otherwise stated the permissible values of an attribute

is the set of all strings. Note that E is partial and thus does not need to be provide a mapping for all event

attributes in Σ. However, we also distinguish a subset Γ ⊂ Σ of the event attributes, called the core event

attributes and a set of event constraints C over the attributes.

Definition 2 An (event) constraint is a negation- and quantifier-free first order formula where (1) the vari-

ables range over Σ, (2) the constants over
󰁖

a∈Σ DΣ(a), and (3) the atomic literals are comparisons of the

form t1θ t2 with ti (i ∈ {1,2}) a term (thus either an event attribute variable or a constant from the permis-

sible values of all event attributes) and θ ∈ {≤,≥,=,<,>, ∕=}. Comparisons between values that are not

convertible to a common type always return false. An event E is then valid if and only if E(a) is defined for

each attribute a ∈ Γ and all constraints in C evaluate to true when substituting each occurrence of a variable

with E(a) or ⊥ if E(a) is undefined. ⊥ is a new constant that is not convertible to any type.

In the rest of this work, we use Σ0 =
󰀋
title, location, date

󰀌
as the basic set of event attributes answering

the questions what? where? and when? [9, 46, 109]:
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• An event typically has a title or name solving as a short description and identifier of what the event is:

Oxford’s Christmas Light Festival.

• The date of an event specifies the day and potentially the times when the event takes place: Fri,

November 16, 2018 7:00 PM – 10:00 PM GMT.

• The location of the event specifies where the event takes place: “Oxford University Museum of

Natural History Parks Road Oxford OX1 3PW”.

Where we use Σ0 all attributes in Σ0 are core event attributes, i.e., Γ0 = Σ0. Note that in Σ0 both date and

location and fairly unstructured and likely need to be processed further for linking and data integration. We

do not use any constraints with Σ0. For more details, see Chapter 5.

Therefore, we also use Σ1 =
󰀋
title, location, description, start date, end date, start time, end time

󰀌
as

the extended event attribute set, with Γ1 only title, location, and start date. With Σ1 we typically associate

two constraints

• if defined, start date ≤ end date and

• if defined, start date ∕= end date∨ start time ≤ end time

For more details, see Chapter 6.

This still leaves a number of common event attributes uncovered, see Chapter 7 for details.

Event pages We focus in this thesis on the extraction of event (announcements) from (single-entity) event

(announcement) pages.

Definition 3 A web page W is called a single-entity page if it main content is describing primarily a single

entity, e.g., a product, an event, or a person. This term is specifically used to distinguish such pages from

search engine result pages (SERPs) or other listing pages, as well as administrative or navigation pages such

as contact forms.

Single-entity pages are a common focus of many previous data extraction approaches, e.g., [32], as they tend

to contain more information about a specific entity than other pages on a website.

Definition 4 A single-entity page whose primary entity is an event announcement is called a event page in

the rest of this thesis.

Note that neither definition precludes the presence of information from other entities of the same or other

type on the page. In particular, we often observe “related” entities of the same type, in our case other event

announcements, in sidebars, footers, or other ancillary locations of the page.
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Figure 1.2 shows the main content of an event page1. The main purpose of such a page is display event

related information, in form of the values for event attributes such title, date, location and description, and

information about actions the user can take to buy tickets, find the location, or otherwise interact with the

event. Figure 1.3 shows the events by the same organiser from the same page, a typical example of a noise

“related” events block.

Event identification and extraction This observation leads us to the definition of the problem(s) investi-

gated in this thesis. We focus on the problem of identifying an event (announcement) on an event page and

extracting its attributes from that page. We observe that due to the large variety and significant long tail in

the event domain any approach that requires significant supervision for each web site is infeasible and thus

require that the problem is solved without supervision for each web site.

Definition 5 Let W be an event page and Σ be an event attribute schema with associated core attribute set

Γ and constraint set C. Then the problem of event (announcement) extraction is the problem of identifying

the primary E on the page and extract, for each attribute a ∈ Σ that is present on W the concrete values such

that E is valid. If the primary event on W is not valid, no event should be returned.

We sometimes colloquially refer to the extraction of a specific event attribute as “date extraction” or “location

extraction” but understand that in the context of the previous definition.

Chapter 5 introduces an approach for an instance of this problem with Σ0 and no supervision at all.

Chapter 6 presents the second approach that uses the larger, more complex Σ1 and is more easily extended at

the cost of requiring some supervision. The supervision is, however, provided once for all sites and we show

that only a small sample of sites already suffices to learn classifiers that are broadly applicable in particular

when using well tailored features.

1www.eventbrite.co.uk/e/oxfords-christmas-light-festival-tickets-48590273817
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Chapter 3

Related Work

The task of learning to extract events from the web lies at the intersection of multiple research areas. While

the problem stems from web data extraction, it is inspired by work in web classification, natural language

processing and applied machine learning. In this chapter, we provide a summary of the most relevant research

related to our work: Section 3.1 provides an overview of the state of the art in traditional web data extraction.

Section 3.2 introduces the field of event extraction, a subfield of web data extraction, which, deserves attention

in its own right as the majority of the existing event extraction work focuses on extracting from editorial news

text and social media.

3.1 Web Data Extraction

A number of surveys in the area of web data extraction have been published over the last two decades

[20, 43, 71, 74, 65, 45, 35]. Traditional approaches to web data extraction can be split into two main cat-

egories: template-based and template-independent techniques. Template-based techniques [37, 48, 32] use

small extraction programs, called “wrappers”. These programs are based on the underlying HTML structure

using XPath [14] or in Diadem’s [48] case OXPath [50], which describe how to navigate through a given

webpage and extract information at specified position within the DOM tree.

These techniques are useful when handling big websites which have many webpages of the same under-

lying structure, where a single wrapper is often sufficient to extract data from one website. This effectively

requires individual wrappers be written for each website. The drawback to this approach is evident when

data is needed from many different websites, as individual wrappers are needed for each and every website.

Furthermore, this complexity is compounded when taking into account that many websites use more than one

web template and are A/B testing and modifying the underlying structure. In more recent years, template-

independent techniques try to overcome the short coming of the above mentioned techniques, by exploiting

domain specific characteristics of webpages, rather than the underlying structure of candidate web pages.

Such approaches have been used in the news domain [109], where the sought attributes are usually limited to

the news title and main news article text. However, the main shortcoming of such techniques is the lack of a
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large, annotated dataset necessary for training purposes, as it’s hard to come by and cost prohibitive to create.

In the remainder of this chapter, we discuss both types of approaches, first introducing template-based meth-

ods in Section 3.1.1 followed by template-independent approaches in Section 3.1.2.

3.1.1 Web Wrappers

Small programs to extract information from webpages are referred to as “wrappers”. In the context of web

data extraction, Ferrara et al. [43] provide the following definition:

Definition 6 A procedure, that might implement one or many different classes of algorithms, which seeks and

finds data required by a human user, extracting them from unstructured (or semi-structured) web sources, and

transforming them into structured data, merging and unifying this information for further processing, in a

semi-automatic or fully automatic way [43] .

We first introduce web wrapper languages in Section 3.1.1.1 and programs to induce such wrappers in Sec-

tion 3.1.1.2.

3.1.1.1 Web Wrapper Languages

Regular expressions. Writing regular expressions for HTML websites generally focus on table structures,

HTML tags, and word boundaries. Regular expressions are typically the underlying technology used by point

and click solutions. These systems offer users a graphical user interface (GUI) where they can manually select

what fields to extract from the webpage. A user selects one or multiple elements on the page, and the system

generates one or many regular expressions that can later be applied to other pages with the same template

[100]. The major drawback to this approach is the significant amount of supervision required and a lack of

flexibility, as human intervention is required to create a new wrapper for every unique template, both at an

induction and maintenance level.

Programming languages. Web specific wrapper programming languages consider web documents as a

semi-structured tree document, rather than a long text in regular expression-based techniques. The DOM

describes the structure of the page, where each node is an element with corresponding attributes and content.

Web wrapper programming languages extend regular expression-based techniques, in that both the semi-

structure of the DOM tree and the textual content of the elements are fully exploited. Gottlob and Koch [57]

introduced and formalised the first wrapping language. Their language relies on monadic Datalog over trees

[58], demonstrating that they are very expressive due to their equivalence to monadic second order logic.

The algorithm relabels nodes while truncating irrelevant ones, returning a subset of nodes that represent the

selected data. Baumgartner, et.al [18, 19] implemented this technique with some restrictions in their Elog

wrapper language. OXPath [50] is a scalable data extraction language that extends XPath by enabling data to

be extracted from interfaces that are not built for the purpose of being understood by a machine. Therefore,

OXPATH can simulate user behaviour by identifying visual features a human user would use to navigate their
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way through the page and identify the relevant information based on that. In order to simulate the behaviour,

OXPATH interacts with rich multi-way interfaces of scripted web pages. Actions are declaratively specified

through action types with context elements, such as deciding which form field to fill and which buttons to

click to navigate through the site. Furthermore, a novel multipage model for web applications, capturing both

modifications to a page and navigation within it, allows actions to have formal semantics. Similar to XPATH,

OXPATH has precise selection capabilities, as opposed to heuristics for selection, which has been used in

other data extraction techniques [29]. OXPATH extends selection capabilities in multiple ways. Firstly, it

allows the selection of elements based on their visual features, including CSS properties. Secondly, it can

navigate through sequences of pages, including following multiple links from the same page and unbounded

or bounded iterations through pages, following next links in a series of result pages, by including the use of

the Kleene Star to do so. Moreover, OXPath identifies information for extraction which it assembles in to

records (sometimes hierarchically), regardless of how it was structured on the page.

The major weakness of XPath based techniques are their lack of flexibility, as each XPath expression

is based on the structural properties of the webpage for which it was defined. Changes in the structure of

the DOM tree could render XPATH expressions obsolete. The respective XPath based extraction technique

needs to be updated accordingly. Wrapper robustness aims to find the one expression out of all possible

XPath expressions, that is the most resistant to structural variations in the webpage template [52].

3.1.1.2 Web Wrapper Induction

Wrappers can be implemented manually, by writing path statements or regular expressions over HTML doc-

uments. This requires human expertise in the extraction domain and programming skills in the language

in which the wrappers are scripted. Alternatively, wrappers can be defined through an inductive approach,

which is the main aim of automated web data extraction systems. In this section, we review some of these

approaches.

Roadrunner [37, 36] is a hybrid system performing template-based matching. The approach is tailored

to data-intensive websites which share regular structure, commonly found with websites whose pages are

generated by the same script. Roadrunner runs with both manually labelled and automatically labelled web

pages (as seen in [70]). Furthermore, a priori knowledge of the schema of previously learned pages can

be taken into account. The system works with two pages simultaneously to determine similarities in the

structure. Roadrunner identifies pages generated from the same script. The problem definition is then reduced

to to extract the sought data from the common structure, taking into consideration missing values and small

differences in the page.

Rapier [87, 34] is a system which learns simple rules from documents without having to pre- or post

process the document. Furthermore, these rules use very little syntactic and semantic information. This

makes the system a lot more flexible, however it is harder to determine which extracted rules are actually

relevant. The authors therefore introduce a learning algorithm that identifies such rules based on inductive
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logic programming. WIEN [70] is based on an inductive learning technique, which automatically labels pages

for training purposes. This high level of automation enables less human involvement in the process, however

means that the system cannot handle missing values, which is important in web data extraction. SoftMealy

[61] was one of the first system built specifically for data extraction from the web. The system uses bottom

up inductive learning to learn extraction rules, based on non deterministic finite state transducers. Extraction

rules are in the form of state transitions of where states are the extracted data.The training phase uses pages

representative of all possible permutations of input pages, and creates an internal representation of HTML

documents. The advantage over WIEN [70] is that it is fed separators rather than the entire HTML string so

tokens can be matched with rules to determine the right state transition to be applied. STALKER [88] is a

supervised learning system that induces wrappers. The system considers documents as a tree of tokens on

which extraction rules are applied and inferred. It differs from SoftMealy in that the position of tokens in the

documents are manually labelled as to ensure the capability to deal with missing values and hierarchy.

Partial tree alignment strategies aim to identify data record regions within the web page, as formalised

by Zhai and Liu [115, 116]. These algorithms segment the page before applying partial tree alignment. The

segmentation is a preprocessing phase that analysing the webpage based on the DOM tree and visual cues,

recognising gaps between data records. Subsequently, the partial tree alignment algorithm is applied to the

previously identified data records. Each identified data records represents a new subtree. The technique

excludes nodes that cannot be aligned, applying only node removal, insertion and replacement to transform

nodes. As stated above, this method is very sensitive to changes in the HTML structure, as the algorithm is

based on the alignment of the tree at the time of the application.

WEIR [32] leverages overlapping data in web page sources within a website to generate extraction rules.

The system first compares underlying templates by identifying the textual nodes that do not belong to it

and generates XPath rules for such elements, and thirdly removes the rules that are unlikely to be relevant

attributes to be extracted. DIADEM [48, 49] is a wrapper induction system, that explores a website for

repetitive data records (ie. listings) linking to result pages using extensive domain knowledge. Based on the

redundancy of the underlying template of the discovered pages, OXPath wrappers are automatically generate

to extract from all result pages for that particular website.

Alternatively, Visual Box Model [69, 53, 28] uses spatial reasoning for web data extraction: instead of

using cues from standard HTML information such as <table> elements, the authors present a technique

based on the application of an X-Y cut OCR algorithm on the rendered web page. A visual grid is generated

to determine visual cues. Information is stored in an X-Y tree, which is built for parent nodes of leaves

nodes not to be empty tables. A further operation assures that the content inserted into the X-Y tree contains

relevant information, as some web pages misuse tables for structural and formatting purposes.
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3.1.2 Template-Independent Techniques: Machine Learning and Vision-Based Sys-
tems for Data Extraction

Early approaches to web page classification used a bag-of-word representation of a web document, consid-

ering all parts of a web page as equally significant. However, web documents, unlike other documents, have

characteristics which can further enhance the processing of such pages. Such characteristics include hyper-

links, metadata, structural information and visual information. Golub et.l al. [56] study the significance of

different web page elements; namely title, headings, metadata and main text, in automatic web page classi-

fication. Three different methods were used to derive the significance indicator of the web page elements:

semantic difference, (total and partial) precision and recall, and multiple regression. It was shown that for

the best result, all the elements should be included in the classification process. Zhi et al. [119] propose a

probabilistic model named hierarchical conditional random fields, to extract data records and label attributes

simultaneously. Record detection is supported by the availability of semantics required in attribute labelling,

and vice versa, the attribute labelling task is improved as the data records are labelled in a collective process.

Wang et al. [109] define the template independent wrapper learning problem for news article extraction

as a classification problem, using only webpages from one website as a training input and defining classifiers

for the title and body of the news page. For this purpose, both content and spatial features are used for both

items to be identified. In terms of content of the news article body, two important features are used. Firstly,

the size of the collection of formatting elements, which are given in the child nodes of a given subtree T , is

normalised by the number of formatting elements in in the DOM tree. Secondly, the formatted content length

is the total length of text contained in the collection of formatting elements. The value is normalised by the

sum of the length of all formatting elements in the DOM tree. Furthermore, in terms of spatial features of

the news body of the website, the browser is leveraged to determine the bounding rectangle of a subtree T

denoted as R. Four spatial features of subtree T are included in the model to learn how to find the body of

a news article: Let (Rle f t , Rtop) denote the coordinate of the upper left corner of the bounding rectangle R,

and Rwidth and Rheight are the width and height of R. Similarly, Swidth and Sheight are the width and height of

the screen. These features are transformed in relative spatial features, by using the width and height of the

whole page to normalise the absolute features. This allows a comparison of features from different websites.

However, the normalisation of these features leads to a problem when pages are particularly long because of

some user comments at the bottom of the page. Hence, it is assumed that the content in the first two screens of

a website is the most important, and the height of the whole page should not be used to normalise. According

to this assumption, the four absolute spatial features are normalised in the following way:

Rle f t =
Rle f t

Swidth
Rwidth =

󰀫
Rwidth/Swidth if Rright < Swidth

(Swidth −Rle f t)/Swidth otherwise

Rtop =
Rle f t

2 ·Sheight
Rheight =

󰀫
Rheight/2 ·Sheight if Rbottom < 2 ·Sheight

(2 ·Sheight −Rtop)/2 ·Sheight otherwise
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The body subtree identification model is a function that maps the feature values of a subtree to the es-

timated probability a subtree is the news body. The algorithm first generates candidate subtrees, and then

applies the model to every candidate, selecting the candidate with the highest posterior probability. The title

of the news article is identified in a similar fashion. There are three content features: the font size of the text,

whether the text ends with a full stop, and the number of words in the text. The spatial features include the

position and size of the title. Again, the whole page size is not taken into consideration, as the authors assume

that the title will be in the first screen of the web page. Another interesting feature is overlap, which encodes

the overlap between the title and the subtree of the news body. This is due to the observation that the title and

body of the news article are usually horizontally close to each other. Similarly, the distance between the title

and the body and the shape of the title are used as a features.

Visual Analysis Zheng et al. [118] perform template independent news extraction based on visual consis-

tency. For that, a web page is represented as a visual block tree. Visual features are extracted and a composite

visual feature set for the news domain is derived. The following four basic features are used: position fea-

tures (left, top and nested depth), size features (width and height), rich format features (font size, boldness,

italic) and statistical features (image number, hyperlink number, text length, paragraphs, table number, etc.).

HTML tags are not used as features, as the authors argue that the tags are too diverse in the news page do-

main. Since the topological structures of DOM trees vary at domain level, they are not used for matching

(template independency). A “parent-child” visual relation between two blocks on a given page are used. Two

blocks are parent-child blocks if one covers the other and there exists no third block in the same page that

covers one, and is covered by the other. Hence, the relative width and location of a block, in relation to its

parent block can be used. This is a better approach than traditional topological structure based wrappers as

the two blocks can be compared despite their nested depth. The Adaboost algorithm [47] is used to learn the

composite visual features. Initially, the main block is roughly located, then the main block is analysed more

carefully to identify the headline and news body. Liu et al. [80] introduce ViDE. The system transforms a

web page into a visual box tree, which is a segmentation of the website into rectangular regions containing

text or images. The leaf nodes of such a visual tree are blocks that cannot be segmented any further and there-

fore correspond to continuous text or images. Position, layout, appearance, and content features are used to

develop a clustering method at a data data record and data item level to finally generate visual wrappers to

improve the efficiency of both data record extraction and data item extraction. The main shortcoming is that

the method can only process deep webpages which contain one data region. More recent work [81], intro-

duces an extraction framework based on distantly supervised annotations generated through the alignment of

an existing seed set from a knowledge base with websites.
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Deep learning approaches. Many information retrieval and classification tasks have been advanced with

the progress in deep learning methods. Interestingly, very little work has been done in the field of web data

extraction. Cai et.al. [33] and Nagarajan et.al. [89] use convolutional neural networks to process screenshots

of webpages to predict the position of relevant data regions. [55] use convolutional neural networks and

present a spatial text encoding to encode visual and textual content of web pages into neural networks for data

extraction. The sparsity of deep learning approaches in the web data extraction research field could be due to

the lack of readily available datasets of webpages which include visual information. We present a method to

automatically produce a dataset for the purpose of training web data extraction methods in Chapter 4.

3.2 Event Extraction

Web data extraction techniques heavily depend on the target domain from which they extract data. Not only

does the extraction schema vary by domain, i.e. the attributes to be extracted, but also the underlying source

and stylistic features. As websites are designed with optical cues optimised for the human eye, both visual

and structural features vary accordingly. For example, the events domain has different characteristics than the

online news domain. Online news articles characteristically have a larger title, which is visually emphasised

by its size, colours and boldness. Such a title is typically followed by a date and and a big blob of text, which

represents the main content of the news article. The events domain, however, is very distinctive, as it has

many distinguishable traits. The main peculiarity of the domain remains the elusive definition of what an

event is. Most authors agree that an event consists at least of a temporal attribute, a location, and some form

of name or title of the event. However, further event attributes mostly vary on the underlying event source.

In events extracted from news, source and target actors are usually important event attributes, whereas events

extracted from the open web often have a selling price. Interestingly, depending on the underlying source,

sought events either lie in the past or the future: news articles usually report about events in the past, while

events extracted from the open web or social media are often in the future.

Traditional research in event extraction focuses on the extraction of political, cultural, or other general

interest events from unstructured data. Such text is usually editorial news content like in [72, 107, 94] or

social media such as Twitter [99, 98, 101, 111, 24, 23, 110]. There has been increasing interest in extracting

events from “single event pages” such as local sites. We shall therefore, in the following section, discuss

the different underlying sources from which events can be extracted, as the problem definition, and therefore

respective techniques to resolve the problem, intrinsically vary with the source.

Sections 3.2.1 and 3.2.2 overview event extraction from editorial news text and social media respectively.

We provide a review of extraction techniques from these sources; however it is important to note that their

problem definition differs as they extract from text and microblogging data sources. In Section 3.3 , we

highlight the most relevant work to extracting events from webpages in the scope of this thesis.
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3.2.1 Event Extraction from Editorial News Text

Text-based event extraction has many applications: firstly, extracted events can be used in personalised news

aggregators, which optimise the news summarisation based on personal preferences. Event extraction from

news is further used in risk and threat analysis, as well as surveillance [94, 96]. Moreover, the financial

market is highly sensitive to breaking news, and therefore news surveillance is particularly interesting in such

a domain. Lastly, event extraction from text has been exploited in the medical and scientific fields, mostly to

extract medical or biological events. In the scope of this section, we will mainly focus on event extraction

from news editorial text.

Event data extraction from news can be defined as the problem of retrieving structured data from unstruc-

tured text. Unlike news data extraction [109], news event extraction algorithms have to retrieve the relevant

event features from text, rather than from the DOM structure of the page. Thus, event extraction in the

news domain can usually be considered a natural language processing (NLP) problem rather than a web page

classification or traditional web data extraction task. Hogenboom et al.[60] distinguish between approaches

used in event extraction from text, based on the standard classification of techniques in modelling. Firstly,

data-driven approaches (section 3.2.1.1) use statistical methods to retrieve information from text. Secondly,

knowledge-based methods (section 3.2.1.2) uses expert knowledge through patterns and background infor-

mation, such as gazetteers, to extract information from text. Thirdly, discussed in section 3.2.1.3, a number

of techniques use a combination of ideas from both groups. In the following three subsections, we adopt this

categorisation of techniques to give an outline of the work in the field.

3.2.1.1 Data-driven Event Extraction

Data driven methods purely rely on quantitative methods to retrieve information from free text, hence a

large corpus is usually required. Such methods include statistical and reasoning methods, information theory

and probabilistic techniques. The main aim is to find statistical relations that can be exploited for retrieval.

This includes word frequencies, TF-IDF (Term Frequency – Inverse Document Frequency metric) methods,

clustering and n-grams. The main downside, however, is that such methods do not consider semantic meaning

of the derived evidence.

Ahn [17] defines the stages of event extraction as follows:

(1) Anchor identification: identifying event mentions in text.

(2) Argument identification: identifying the mentions of entities such as actors, location and time refer-

ences.

(3) Attribute assignment: determining modality and generality of the event.

(4) Event coreference: determining which extracted event instances refer to the same real-life event.
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The author argues that the above stated steps are highly interdependent, however studies the steps individually.

For the first three tasks, TiMBL2 [38], a memory-based (nearest neighbour) learner and MegaM [40] is used

to train classification algorithms. The latter learning framework is used for the coreference step, as it provides

probability measures.

Zhang et al.[117] introduced a dynamic indexing tree based framework for the detection of news events

by extending two TF-IDF models. The first extension adjusts the term-weights on the term distribution be-

tween the clusters of stories and the entire corpus in a dynamic fashion. The second extension enhances the

use of shallow NLP terms, such as Part-of-Speech (POS) and named entities. Rather than using a sequen-

tial pipeline seen in many information extraction frameworks, Li et.al [79] propose a joint framework for

structured prediction and extraction of triggers and attributes of events to mutually improve prediction.

3.2.1.2 Knowledge-based Event Extraction

Petrarch [102, 103, 91] is a series of dictionary-based event extraction systems, mainly used to extract po-

litical events from news text.. The approach looks at verb in the input text and maps it to a set of “action”

verbs in their dictionary. They locate the “source actor” and “target actor” of the verb and map it to an

event code exploiting grammatical structures. Similarly, Piskorski et al. [107, 95] present a real-time event

extraction system, extracting natural and violent disaster events from news on the web. A preprocessing step

harvests thousands of news web pages on a daily basis, further classifying them into roughly 700 categories.

The articles are parsed for known entities (such as country names or organisations). The articles are clustered

by content similarity and geo-tagged for location purposes. Further shallow NLP techniques such as tokeni-

sation, sentence splitting, domain-specific gazetteers, using CORLEONE [93] as a linguistic tool are used,

to extract the main attributes from text, based on machine learning and knowledge-based techniques. Extra-

tivism [96] is an activism event specific approach, which automatically extracts event mentions from news

sources that could complement, contradict or verify each other, using off-the-shelf NLP tools. The approach

is based on what the authors refer to as the inverted pyramid style of writing news articles, which states the

most pertinent facts at the beginning of the article and leaves the less important details for the end. The major

drawbacks with the above approaches are the limitation of the dictionaries used, the sub-domain dependence,

and the lack of contextual awareness of such techniques.

3.2.1.3 Hybrid Event Extraction

Frontex [94] is a news event extraction system performing cross article validation from different aggregated

articles. Articles are geo-located and clustered based on meta information to determine which of the articles

refer to security-related events, using keyword-based techniques. The articles are further clustered into 4 hour

windows, the language in which they were published, and according to content similarity. The relevant article

clusters proceed to the event extraction engine which is based on 2 systems, namely NEXUS [94, 108] and

PULS[112]. NEXUS has a shallow cluster-centric approach, that is more useful for extraction information
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from individual clusters of related articles. PULS follows a non-clustered approach which performs a more

in-depth of the text of each individual article. A combination of these two systems is used to provide a

platform with different approaches to event extraction and to gain a wider coverage in terms of language

and event types. The output of the event extraction mechanism is a stream of instantiated event templates

for geographical visualisation. To bridge between in-depth analysis of articles and automatically extracted

events, the database of automatically extracted events can be accessed to clean, update, compare, group, and

filter events.

Naughton et al. [90] merge events by grouping sentences from different news sources that refer to the

same event to provide a concise and complete picture about the event. The authors cluster the sentences

using regularities in the sequence of events within a news document and a TF-IDF-like weighting scheme,

capturing word frequencies. Learning techniques are exploited to determine whether an article refers to

single or multiple events. Kuzey et al. [72] populate knowledge bases with events extracted from online

news articles. The approach clusters online news based on coreferences of events and sub events, such as

the UEFA champions league event and the games of the league as sub events. The clustering of events

is performed with a text-based content similarity measure, resulting in a cluster of news sources for each

event. A similar graph-like clustering approach is introduced by Argarwal et al. [16]. Julinda et al.[64] work

similarly with clusters of news articles that capture temporal expressions referring to the same time and that

are likely to be referring to the same event. The authors extract textual references from each source referring

to the event using open-domain Information Extraction (OpenIE) [84].

3.2.2 Event Extraction from Social Media

Social media serves as a platform for individual users and organisations to propagate and disseminate event

information at a global scale. Depending on the social media platform, such events are either presented in

a template provided by the platform, e.g. Facebook Events, or small messages such as on microblogging

streams such as Twitter. However, social media based event extraction is most commonly based on extracting

events from Twitter streams [99, 98, 101, 111, 24, 22, 25, 26, 21, 110, 114, 63, 113, 92], where traditional

NLP techniques are not applicable and new Twitter-specific NLP tools are required. With the restricted num-

ber of characters to be used for a single microblogging message, users tend to shorten their messages, by

omitting stop words and abbreviating words. This renders traditional named-entity recognisers (NER), part-

of-speech (POS) taggers, and other traditional shallow NLP tools that are based on the grammatical structure

of sentences, obsolete. A number of microblogging specific NLP tools such as NER taggers [98], POS [41],

entity relations [66], and dependency parsers [67] are vital for event extraction from social media streams.

Event extraction from social media streams is particularly relevant in applications such as disaster manage-

ment: Imran et al. [62] and Krstajic et al. [68] investigate the extraction of events after mass emergencies,

Sakaki et al. [101] analyse Twitter streams specifically related to earthquake responses.
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Leveraging multiple sources for extraction. More recent research in extracting events from social media

focuses on extracting events from diverse social media outlets for the purpose of cross-referencing and rein-

forcement. Li et al. [77] merge the output of event extraction mechanisms from Twitter [99] and news [79],

considering the challenges of microblogging source data and editorial news text respectively, to reinforce the

quality of extracted events. Lit et al. [78] similarly reinforce their findings from multiple sources, further

using external knowledge bases to detect fine-grained locations. Becker et al. [24, 23] associate social media

events across many platforms through a site-specific scoring method overlapping entity mentions.

3.3 Event Extraction from Single-Entity Pages

There has been increasing interest in industry in extracting events from “single event pages”, such as small,

local sites, however, very little has been done in this subfield. Research conducted at Google [46] collects

events in the form of retrievable calendar entries, assigning scores to individual event attributes and introduces

an algorithm to group such attributes into event records. However, the results only achieving precision in the

range of 70-80%. Wang et al. [109] use social media posts, such as tweets that contain links to websites, to

find social event web pages and reinforce the extraction from the social media content and the unstructured

text on the web page. This technique, however, relies on the overlapping information from multiple sources

and cannot be applied to single entity pages directly.

Summary. To summarise, traditional template-based data extraction techniques cannot be applied to the

event extraction task as the per-site supervision is not applicable to the domain. Existing template dependent

methods cannot handle the complexity of the events domain, as their attributes are far more intricate than

attributes in the news domain. The little existing work in extracting events from web pages is either restricting

in terms of results or the source pages it can be applied to. This thesis addresses all the shortcomings above,

by presenting two different approaches to event extraction that achieve high results over a heterogeneous set

of sources.
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Chapter 4

Bootstrapping an Event Corpus from
Noisy Schema.org Annotations

As with many machine learning problems, the task of learning how to recognise events across the web requires

a large corpus of annotated examples. Such a corpus consists of example event webpages, with machine

readable annotations for relevant event attributes. However, such a dataset is hard to come by and very

expensive to manually create, as human annotators have to sift through thousands of websites to distinguish

event pages and annotate specific event attributes on such pages.

In this chapter, we therefore investigate the problem of harvesting such an event corpus from noisy

schema.org annotations. The aim of this chapter is twofold: We developed a bootstrapping framework which

yields (a) a large annotated dataset, tailored to the purpose and needs of the subsequent learning phase, and (b)

provides insight into the events domain on the web. This is particularly useful to understand common char-

acteristics of events for the event extraction learning problem, and additionally provides an understanding of

the use of semantic web annotations within the events domain.

The process is a bootstrapping technique, using semantic web annotations as seed values for structured

event attributes. We use the Common Crawl web corpus [4], an open repository of crawled web data, to

identify single event pages, based on Microdata and RDFa annotations, such as defined by schema.org [9].

We established a set of prerequisites and filtering criteria, to determine which of the pages in the Common

Crawl correspond to single entity type pages in the events domain. We leverage the existing annotations of

type event as a seed set to generate labelled training data for the training and evaluation purposes of the event

data extraction task.

This technique yields around 2 Million webpages, from which we extracted event attributes. This corpus

not only presents a basis for our event extraction work presented in Chapter 5, but also a much needed dataset

for benchmarking in the event extraction community as a whole. Furthermore, it allows us to provide insight

into the events domain on the web and usage of semantic annotation.
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4.1 Preliminaries

We briefly introduce Common Crawl and Schema.org event vocabulary, as the work introduced in this chapter

is based on these two projects.

4.1.1 Common Crawl

The Common Crawl Project [4] maintains an open repository of web crawled data, containing billions of

archived web pages, which is hosted on Amazon S3 as part of the Amazon Public Dataset program 1. The

crawls of the data are stored in Web ARChive (WARC) format. Each WARC file stores the HTTP request,

response, content and metadata about the crawl. Each crawl contains a snapshot of the crawled web in a given

month. For this project, we first used the crawl from September 2016 2 and then at a later stage from April

20183, as web pages from the first crawl were no longer live after a short period of time.

4.1.2 Semantic Annotations on the Web

The Schema.org project provides a shared collection of schemas for annotating domain knowledge within

web pages. Standardised ontologies are available for multiple domains, and can be embedded in webpages

through many encodings including RDFa, Microdata and JSON-LD. The aim for the search companies behind

the project, namely Google, Microsoft, Yahoo and Yandex, is to make the content on webpages more machine

readable, which simplifies automated extraction, structured search and indexing mechanisms. The benefit for

the website owners, who add the annotations to their site, is primarily that their attributes can shown in search

results which improves clickthrough rates. Such semantic web annotations are embedded in web elements

containing event attributes such as title, location and start date, reflecting the schematic structure of an event

scope defined by schema.org. However, such annotations are not scalable to the entire web, in particular

because not all website owners have the required technical expertise to use them. Another problem is that

there is a lot of misuse of annotations. Our bootstrapping mechanism takes this into consideration in a

cleaning step which attempts to identify annotations that have been misused or are otherwise inadequate for

bootstrapping an event corpus.

Structure. Every schema in Schema.org has itemscopes, itemprops, and itemtypes to represent the hierar-

chical tree structure of an event:

• Itemscope. Itemscopes are annotations to a node declaring that this node and its children belong to a

particular schema.org domain.

• Itemtype. For each itemscope the itemtype annotation declares the domain for the particular scope,

such as events, organisations, or products.

1aws.amazon.com/opendata/public-datasets/
2http://commoncrawl.org/2016/10/september-2016-crawl-archive-now-available/
3http://commoncrawl.org/2018/05/april-2018-crawl-archive-now-available/
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Figure 4.1: Example event microdata from https://schema.org/Event.

• Itemprops. Each schema.org domain has a set of properties such as the name and location of an event.

Itemprops annotate the nodes containing the value of such properties.

The value of the annotation can either be in the text content or the “content” attribute of the node.

Itemscopes can be nested, for instance an itemscope of type event can contain an itemscope of type location.

The schema.org annotations “name”,“startDate”, and “location” attributes map directly to “title”, “date”,

and “location” respectively, from the definition of an event in Section 2.2.

Example Figure 4.1 depicts HTML code with schema.org annotations. The first div element with class

event-wrapper is an itemscope of type event. The children of that node contain additional itemscopes and

itemprops which describe the event. For instance, the node with class event-venue gives the location of

the event, and defines a scope of type location, which contains additional nodes that define the properties of

this location.

4.2 Approach

In this section, we present our approach to automatically creating an annotated event web data corpus, boot-

strapping schema.org annotations. Our approach navigates through each WARC file in the Common Crawl

repository, and performs a number of steps in order to identify relevant event related semantic web data.

Figure 4.2 depicts the pipeline of the approach, we next overview the intermediate steps.

Figure 4.2: Pipeline for bootstrapping an event corpus from noisy schema.org annotations.
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Figure 4.3: Example of nested itemscopes. The location scope is a child of the event scope.

Pre-filter We consider only HTML pages which contain an event scope and can be parsed correctly. We

further restrict the minimum and maximum page length to filter out small web pages that are too small to

contain relevant information and web pages with a lot of text or long lists, which are unlikely to be single

event pages.

Microdata Extractor We traverse the HTML documents to identify the itemscopes and itemprops that

describe an event. These annotations are represented by a tree, which we construct recursively. We first

traverse the HTML tree to find an itemscope of type event, which is the root of the tree. We then recursively

search for nested itemscopes and itemprops, which describe that particular event and add those annotations

to the tree. Figure 4.3 shows an example of such a tree. We use the Apache Any23 [1] library for parsing the

microdata annotations.

We only consider pages that contain one and only one event scope with attributes. For such pages, we

map the schema.org annotations belonging to the event item scope into relational records, which stores the

relevant information about this node and the nesting structure of the tree. For each annotation, we store the

text content, the content attribute, the absolute XPath for this node, as well as, identifiers for the parent scope

and the top event itemscope.

Post-processing The pages and annotations are very noisy due to annotation misuse and mistakes. The post

processing step filters out those annotations which are likely irrelevant for training purposes. We navigate

through nested microdata annotations and perform the following steps to post-process the extracted data:

• We remove all annotations that do not exist in the schema.org ontology.

• We remove all annotations that are irrelevant in the event context, i.e. that belong to a different ontology

within schema.org and should not be annotated within an event scope.

• We remove all annotations that annotate a node that does not have a text content.

• We remove all annotations where the text content has less than two characters.

• We remove all annotations where the annotated node is not visible.

• We remove all duplicates.
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• We load each page in a headless browser to verify that the page still exists, and the title, date and

location related annotations are still included, as sometimes they have been removed or are not available

after the Common Crawl archived the page. We remove all pages that no longer exist.

In effort to identify misuse and mistakes, we apply multiple pattern matching techniques to attribute

specific patterns (e.g. number of digits in “startDate” annotated attributes), to identify misuse and mistakes.

From the remaining pages, we select the subset of pages that contain at least one title (i.e. “name”), date (i.e.

“startDate”), and one location (i.e. “location”) annotated attribute, to yield a dataset of single entity event

pages that contain an event as defined in Section 2.2.

4.3 Results

Previous work [39, 86, 54] has provided useful insight into the adoption of semantic web annotations across

many domains, including the restaurants, products and automotive domains. However, to the best of our

knowledge, no previous study has provided insight into the events domain. In this section, we first give some

general insight into the state of semantic web annotations in the events domain as of 2018 and further present

the resulting dataset produced by our approach described above.

4.3.1 Domain Understanding of Events on the Web

In total, 64,320 WARC files were processed, which contain 9.3 billion records, 3.1 billion of which are HTTP

responses, and 2.9 billion of which were classified in our preprocessing step as “relevant pages” based on their

content size and format. We automatically extracted 4.4 million event-related data records from relevant web

pages, containing single event microdata formatted in accordance with the event domain on schema.org. The

average size of pages with event scopes is 75,979 characters. We also identified 2.5 million pages containing

multiple events. Such pages are mostly search result pages in list form, rather than single event pages. They

are filtered out due to their irrelevance to the scope of this thesis. Although some of those pages may be single

Number of pages per
website Number of websites Percentage of Common

Crawl event pages
1 35940 32.11%
2 9608 8.58 %
3 6760 6.03 %
4 5298 4.73%
5 4514 4.03%
6 3752 3.35 %
7 3099 2.76 %
8 2604 2.32 %
9 2333 2.08 %
10 2190 1.95 %

Table 4.1: Distribution of the number of pages per website
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Figure 4.4: Distribution of webpages per websites. The x-axis represents the number of webpages per website
and the y-axis represents the number of such websites in our dataset.

event pages and not listings, this step is necessary to ensure the quality of the resulting dataset. Moreover,

we discovered that the quality of annotations on these pages is considerably lower than those of single-event

pages. In the remainder of this section, we provide general statistics about the state of semantically annotated

event pages on the web. We analyse the distribution of pages within a website, along with their annotations,

misannotions and types.

4.3.1.1 Distribution of Pages

We consider all webpages from the Common Crawl Corpus of April 2018 that our bootstrapping approach

identified as single event pages. For the event scopes on those pages, 96% are microdata annotations and only

4% are in RDFa format. As seen in Table 4.2, almost 95% of these pages belong to a website that has 100 or

fewer pages archived in the crawl, and 67.99% have fewer than 10 pages. Figure 4.4 shows heterogeneity of

event pages, and therefore underlying templates in the crawl, as the majority of webpages have fewer pages

per website. Table 4.1 shows that websites with only 1 webpage example in the crawl are the most common

with 32.11% of all the pages in the crawl.

4.3.1.2 Distribution of Annotations

Schema.org defines a range of subtypes of events. 18 out of the 19 defined event types are being used in the

Common Crawl, where CourseInstance is the only event type that is not being used. Table 4.3 presents the

distribution of event types in the extracted data is presented. 87% of the event scopes do not have a specific

event type specified and are annotated as an event. It can be assumed that this is either the case because i)
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website owners are uncertain about determining the event type, or ii) that the available event types are not

suitable for the types of events that are being presented and annotated on the web.

Figure 4.5: Distribution of properties per scope for the webpages in our dataset.

Range: number of
pages per website Number of websites Percentage of Common

Crawl event pages
1-10 76098 67.99%
11-20 11825 10.57%
21-30 5720 5.11%
31-40 3515 3.14%
41-50 2500 2.23%
51-100 5806 5.19%
101-200 3600 3.22%
200+ 2860 2.56%

Table 4.2: Distribution ranges of the number of pages per website
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Event type Count Percentage
event 3819627 87.00%
publicationevent 156401 3.56 %
sportsevent 138868 3.16 %
educationevent 67115 1.53 %
musicevent 66811 1.52 %
saleevent 25904 0.59 %
theaterevent 24410 0.56 %
exhibitionevent 19176 0.44 %
businessevent 16049 0.37 %
danceevent 10870 0.25 %
literaryevent 10522 0.24 %
socialevent 8322 0.19 %
festival 7852 0.18 %
foodevent 6799 0.15 %
childrensevent 5178 0.12 %
visualartsevent 4084 0.09 %
comedyevent 1252 0.03 %
screeningevent 582 0.01 %
deliveryevent 325 0.01 %

Table 4.3: Event types

Figure 4.6: Distribution of properties per scope for those scopes that have 1-10 properties.
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Properties per scope. Furthermore, we show the distribution of event properties per event scope. In Fig-

ure 4.5, one can see the number of properties per scope, where the horizontal axis represents the number

of properties per scope, and the vertical axis represents the number of pages that have an event scope with

such a number of scopes. 99% of scopes in the extracted Common Crawl pages have under 10 properties per

scope. Figure 4.6 depicts the distribution of event properties per scope for the event scopes that have one to

ten properties, which shows that the majority of scopes have 3 properties. If the number of properties per

scope is significantly higher than the number of properties defined for an event by schema.org, there is an

increasing likelihood we can assume misannotions or event types that do not conform to our definition of an

event as seen in Section 2.2.

Missannotations Figure 4.7 depicts the most common properties by frequency before data cleaning. From

all the event pages we extracted from the Common Crawl, we found 727 distinct event property names.

According to the schema.org ontology, an event has only 45 different properties (including the ones inherited

from “thing”). Thus 682 property names are misannotations or not supported for the event domain. We

disregard such properties for the purpose of this method.

Figure 4.7: The 30 top most used property types in event pages, before data cleaning. Note that a number of
them are not defined in the schema.org ontology.
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4.3.1.3 Distribution of Relevant Event Fields

In this section, we go into more detail regarding the three event attributes that we defined as the minimum

attributes for an event: title, start date and location.

Title. Among the three most important event attributes is the title or “name” of the event. As seen in

Table 4.4, with the retrieved Common Crawl data, merely 70% of such annotated nodes actually contain

text. However, within those non-empty nodes, 42% (2.3 million nodes) have a meta node in their ancestry,

meaning that they are not visible to the user and cannot be used as a bootstrapped annotation, as we only

consider event information visible to the user. Interestingly, “name” is the attribute with the most annotated

tags with a meta tag in its ancestry.

Date. Even though dates can be easily standardised according to the ISO 8601 Standard [7], startDate

attributes in the retrieved event pages from the Common Crawl account for the most misannotions among

the three main attributes. Almost 70% of the event “startDate” attributes have a content attribute, far more

than other attributes, most likely because dates can in theory be annotated in standardised ways. However,

as seen in Figure 4.6, out of those startDates that have a non-empty content, 70% are not represented in the

ISO 8601 Standard parseable format. Vice versa, 51% of all startDate nodes in the crawl do not have any

textual content, far more than any of the other attributes. It can be assumed this is mainly due to the fact that

standardised, machine readable date formats can be included in the attribute content.

“name” annotated properties Number of properties Percentage of total number
of “name” properties

Total number 7,788,337 100.00%
Properties with content attribute empty 5,410,662 69.47%
Properties with node text content empty 2,361,658 30.32%
Properties within an invisible node 2,323,020 29.83%
Properties within node containing both
content attribute and text content 16,017 0.21%

Table 4.4: Information about properties annotated as “name”.

“startDate” annotated properties Number of properties Percentage of total number
of “startDate” properties

Total number 3554642 100.00 %
Properties with content attribute empty 1,070,890 30.13 %
Properties with node text content empty 1,724,058 48.50 %
Properties within an invisible node 1,637,235 46.06 %
Properties within node that contains both
content attribute and text content 759,325 21.36 %

Table 4.5: Information about properties annotated as “startDate”.
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count of non-
empty contents

count of ISO
compatibles

% of non empty
content

textual content 1,830,584 69,585 3.8%
attribute content 2,483,752 765,035 30.80%

Table 4.6: ISO compatibility of “startDate” annotated attributes.

“location” annotated properties Number of properties Percentage of total number
of “location” properties

Total number 279514 100.00 %
Properties with content attribute empty 231,596 82.86 %
Properties with text content empty 4,5026 16.11 %
Properties within an invisible node 43,510 15.57 %
Properties within a node contains both con-
tent attribute and text content 2504 0.90 %

Table 4.7: Information about properties annotated as “location”.

Location. Location annotations are much less common than “name” and “startDate”. They have the

smallest percentage of annotated content attributes, and vice versa the biggest proportion of non-empty text

content. Apart from numeric values such as longitude and latitude, which are not typically used on event

pages in a visible manner, locations are hard to standardise.

Pages containing all three relevant event attributes. Only 49,988 web pages in the Common Crawl con-

tain an event scope with a title, date and location that is visible to a user. For those webpages, Figure 4.8,

depicts the distribution of the number of pages per website. In addition, Table 4.8 shows the distribution of

the event types for those pages.
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event type count percentage
event 38,752 78.30%
businessevent 5,004 10.11%
sportsevent 3,708 7.49%
musicevent 661 1.34%
theaterevent 570 1.15%
educationevent 314 0.63%
visualartsevent 225 0.45%
childrensevent 171 0.35%
festival 37 0.07%
socialevent 25 0.05%
saleevent 14 0.03%
exhibitionevent 5 0.01%
literaryevent 5 0.01%
foodevent 1 0.00%

Table 4.8: Event types for pages that contain all three relevant event attributes.

Figure 4.8: Distribution of the number of pages per websites for pages in the corpus that have all three event
attributes.
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4.3.2 The Resulting Dataset

Extracting Microdata attributes from the Common Crawl in the steps above result in 31,576,135 properties

from 4,390,148 unique web pages, which belong to 111,924 unique domains. This initially generates a

very large and noisy dataset. As explained in Section 4.2 , we create a filtering mechanism to account for

duplications, misannotations, annotation misuse, outdated URLs and removed annotations. We found 496

pages that would fit all criteria, but the text did not fulfil the pattern matching process, e.g. the annotated

date was only a digit. We further prune the dataset to have a reasonable distribution over domain hosts, as

the distribution is highly skewed due to some larger websites. The purpose here is to not bias any model

or subsequent evaluations introduced thereafter towards underlying templates of pages that occur often in

the dataset. We generate a dataset that randomly sampled six single event pages (that passed our filters) per

website. Figure 4.9 shows the distribution of the number of pages per website after sampling. Furthermore,

we filtered out pages that had more than one event scope, as this is a strong indicator that this page is a listing

page on event aggregators, rather than a single entity event page as described in Section 2.2.

Further web pages, even though still online, had to be removed due to a change or removal of semantic

web annotations since they were archived by the Common Crawl. For those pages, which had all three

attributes when extracting from the Common Crawl, but are now missing at most one, we nevertheless use

them to train the event attribute classifier, but discard them for the event assembly step. On pages we could no

longer find a title, date or location, even though we had extracted them from the Common crawl on that basis

in the first place, and at least two were remaining, we used those to train event attribute classifiers, however

discarded them for event assembly. From the webpages that have all three attributes, we generate negative

examples from elements that are not annotated as event attributes. This rigorous filtering step left 49,988

event pages after filtering, and 5,409 pages after normalising the highly skewed distribution by randomly

sampling 6 pages per website. Table 4.9 provides an overview of the filtering steps.

Criteria number of pages
Common Crawl (total) 3.1 Billion
Initially extracted events 4,390,148
Title missing 1,723,757
Date missing 2,945,797
Location missing 4,247,489
At least one event attribute missing 4,340,260
All three annotations present 49,988
After sampling 5,409

Table 4.9: Overview of the different filtering steps.
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Figure 4.9: Final distribution of pages per website after sampling 6 pages per website.
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Chapter 5

TIDE: Distantly-Supervised Event
Extraction

This chapter investigates the problem of extracting event information from the open web without per-site

supervision. Our main contribution is the novel system TIDE (“Template-Independent Data Extraction”), a

multi-stepped learning and extraction approach for event data extraction. The system is built on the boot-

strapping mechanism to minimise the cost of acquiring labelled event training data described in Chapter 4.

TIDE differs from traditional data extraction methods, as surveyed in Chapter 3. Such classical data

extraction methods rely on identifying common structures in the template within single entity pages of the

same website. Our novel event data extraction framework, TIDE, overcomes this shortcoming, as it learns

to recognise event information on single entity pages using visual, textual and structural features. These

features are used for two classification steps: Given a webpage URL, we generate candidate elements, for

which the event attribute classifier predicts whether this candidate is an event attribute. The event assembly

step then combines classified candidate attributes into candidate event objects, each containing a title, date

and location, as formally defined as Σ0 in Section 2.2. Finally, the event classifier returns the object with the

highest likelihood of being the event on the single entity page. Figure 5.1 present an overview of the system.

Our main contributions are:

Figure 5.1: High level overview of TIDE.
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• An end-to-end event extraction framework called TIDE, which is only distantly supervised and built

on the data acquisition framework introduced in Chapter 4.

• TIDE leverages common characteristics (phenomenology) of the event webspace and translates these

into visual, textual and structural features.

• A two step classification mechanism, which first exploits information of event attributes in isolation,

and then in combination.

• An empirical evaluation of the results and demonstration of how TIDE extracts events <title,

date, location> with 93% accuracy. We further evaluate the performance of the different steps.

Chapter organisation. We begin by introducing the systems’ overall architecture in Section 5.1. We then

describe in more depth the three main aspects of the system, namely the single entity level classification in

Section 5.2, candidate selection in Section 5.3 and event assembly in Section 5.4. We present the experimental

evaluation in Section 5.6.
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Figure 5.2: TIDE: Overall system architecture.
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5.1 A Template-Independent Approach

TIDE’s pipeline consists of five components, including two explicit classification steps, as depicted in Figure

5.2: The first classification step predicts the likelihood of a DOM candidate element being an event attribute.

The second classification steps takes a candidate event as an input. This candidate contains elements given a

high probability in the first classification round. The intermediate components are preprocessing and feature

generation steps for these two classification steps. We next give a high level overview into each component

herein and then describe each component in more detail in the following sections.

The first component is a preprocessing step that generates features for the first classification step. It takes

as input a URL which is rendered. It then selects candidate text nodes based on a number of textual and visual

heuristics: A candidate event attribute node is a DOM element X , such that

• it is a leaf node in the DOM tree (i.e. [count(child::*)=0]).

• its text content character length is between 1 and 100 (i.e. [string-length(text(.))>0 and

string-length(text(.))<100]).

• it is a visible element, defined as an element that is visible to the human when the page is rendered.

Specifically, it means that the node does not have meta tags in its ancestry or CSS attributes that render

it invisible.

Each candidate element is mapped into a feature vector, which subsequently is an input to the element

level classification step. For each element e, the classifier outputs for each event attribute a, the probability of

e being of type a. In the candidate selection component each classified element is added to a set of elements

that corresponds to the attributes with the highest probability. The combination generation component then

takes the title, date and location sets and generates all possible triples with an element from each set. We then

compute pairwise dependent features. Such features encode characteristics of relations between the elements

in the triple, for example the distance in pixels between a title candidate and a date candidate. The pairwise

dependent features, in combination with the candidates probabilities and page features, are the input into the

the event assembly step. We return the event object with the highest probability of being of type <title,

date, location> for that particular single event page. The final output of the system are structured event

records with the respective attributes <title, date, location>, as seen in the example in Table 5.1.

url title date location

www.ticketmaster.at/event/classic-
ensemble-vienna-tickets/12111

Classic Ensemble Vi-
enna

13 May 2018 20:00 Perterskirche Vienna

https://www.eventbrite.co.uk/e/
oxfords-christmas-light-festival-
tickets-48590273817

Oxford’s Christmas
Light Festival

Fri, November 16, 2018
7:00 PM – 10:00 PM
GMT

Oxford University Mu-
seum of Natural His-
tory Parks Road Oxford
OX1 3PW

https://events.stanford.edu/events
/802/80218/

The Chemistry of Art
Friday, October 19,
2018

Sapp Center Audito-
rium, Room 111

Table 5.1: Example output of the TIDE system
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Figure 5.3: Example event page.

5.2 Element Level Classification

This section addresses the element level classification step, which follows the preprocessing step, as depicted

in Figure 5.2. Each candidate element previously selected in the preprocessing stage is evaluated in a first

classification step. In this process, TIDE looks at elements individually and determines their probability

of being an event attribute. Each candidate element is mapped into a feature vector, which captures tex-

tual, structural and visual properties of this element. We proceed with a detailed explanation of the feature

categories, and then describe the classification process.

5.2.1 Textual Features

Textual features encode linguistic characteristics that can be exploited through shallow NLP techniques. For

this purpose, we use features describing lexical syntax patterns. TIDE computes the following textual features

for the text content of a given candidate DOM element:

• T1-T5 - Textual statistics. Numeric. Textual features 1-5 encode the following basic textual statistics

based on the unicode standard [11]: the number of characters, words, lines, white spaces and numeric

characters. These features are based on the observation that the text for event attributes usually has

similar characteristics. For instance, titles are relatively short, whereas dates and locations typically

have numeric characters, such as house numbers, post codes for locations and dd/mm/yy patterns for

dates.

• T6 - Title casing. Boolean. This feature encodes whether the element text is in title case. Event

locations are often title cased, as they are proper nouns, and titles are usually emphasised through

capital or title casing.
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• T7 - Date parser. Numeric. We use a date and time tagger [105, 106] to use this feature. The value is

generated using the proportion of the element text that the tagger tagged as date or time. We normalise

this value over the length of the element text content.

• T8 - NER Tagger. Categorical. We use Stanford Named Entity Recogniser (NER) [44] to tag text

sequences with the labels person, organisation and locations. We encode whether the candidate text

content is tagged with the respective label or “none”. This is particularly useful with location attributes

that will be annotated as a “location” entity. Furthermore, if a candidate text has several non-event

related NER labels, this is a strong indicator that this element is not an event attribute.

• T9 -T14 - Keywords. Boolean. The features encode whether specific keywords for date and location

occur in the candidate text, parent text and grandparent text. For date, we consider keywords such as

weekdays and months, e.g. “Monday” or “October”. We also take into consideration, abbreviations

such as “Sun” for Sunday and “Oct” for October. For location we consider keywords such as “street”

and “avenue”. Titles do not have common keywords as event titles usually only contain keywords of

their subdomains (i.e. a sporting event might have words such as “run” or “hike”).

Example 5.2.1 As seen in Figure 5.3, the title and location are completely title cased, whereas the descrip-

tion is not. The date contains significantly more numbers than other elements on the page, and contain

keywords “Oct” and “Sun”.

5.2.2 Structural Features

Structural features represent information extracted from the underlying template of the website. More specif-

ically, these features relate to the candidate element, their ancestry and siblings. Insightful information can

be generated from the element tags and attributes for different event attributes. We consider the following

structural features for a given candidate DOM element:

• S1 - DOM element name. Categorical. Element tag names denote the type of the element. The

element names often have a semantic meaning that imply the role of the specific element within the

page. We therefore use the tag name of a candidate element as a categorical feature.

Example 5.2.2 For instance, if an event page contains a <h1> element node, it is more likely to be a

title, whereas a linkable element <a> is rarely used for any event attribute (but tends to be used for

the navigation bar, path, and side bar of the page).

• S2 - Element attributes. Boolean. Web elements contain attributes that provide additional informa-

tion about the element and define a desired behaviour. The value of such attributes can be a strong

indicator of the semantics of the element content. We therefore encode as features whether event key-

words are present in the attributes of the element, their parents, and their siblings.
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Example 5.2.3 The element in Figure 5.4 containing the event date information has the <time> tag

name, and the attribute data-automation contains the event keywords “event-details-time”.

Figure 5.4: Example of event date and time.

• S3 - Tree depth. Numeric. The number of ancestor nodes in the DOM tree. The position of a

candidate element within the DOM tree can be a good indicator of the approximate location with the

page.

5.2.3 Visual Features

Visual features are based on the visual representation of the elements to be classified with regards to the

rendered web page. Such information can be very powerful since event attributes have distinct characteristics

that can be exploited: websites are designed to be read by a human, not a machine, therefore their design is

optimised for the human eye. For instance, the title of the event is usually emphasised visually, using cues

such as size, boldness and colour. It tends to be in certain distance of the top left corner of the web page

and of relative bigger appearance to the rest of the information displayed. The remaining event attributes are

typically within proximity and often aligned with the title. Similar to Wang et al. [109] in the news domain,

we exploit such features to encode particular characteristics of the presentation of attributes in the events

domain.

Visual information is accessed through CSS properties, which, unless otherwise specified, is following

the CSS2 Standard [2]. We compute the following visual features for a given candidate attribute:

• V1 - Font size. Numeric. The font size of the textual content of the candidate element.

• Font weight. Numeric. The boldness of the textual content of the candidate element.

• V2 - Colour. Categorical. The colour of the textural content of the candidate element.

• Height. Numeric. The height of the bounding box of a candidate element.

• V3 - Width. Numeric. The width of the bounding box of a candidate element.

• V4 - X value. Numeric. Given the bounding rectangle of a candidate element, the value x measures

the distance between the left border of the page to the left edge of the box in terms of pixels.

• V5 - Y value. Numeric. Given the bounding rectangle of a candidate element, the value y measures

the distance between the top of the web page to the top edge of the box in terms of pixels.
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Algorithm 1: Element Level Candidate Selection
Input: Set of candidate elements C, set of attributes Σ0, and constant k.
Result: Candidate set for each event attribute α ∈ Σ0.

1 pageLevelMax = 0; λ = other; γ = null;
2 for c ∈C do
3 classify(c);
4 elementLevelMax = maxα ′∈Σ0 Pα ′(c);
5 for α ∈ Σ0 do
6 if Pα(c)> pageLevelMax then
7 pageLevelMax = Pα(c);
8 λ = α;
9 γ = c;

10 end
11 if Pα(c)≥ elementLevelMax− k then
12 candidatesα .add(c);
13 end
14 end
15 end
16 candidatesλ .add(γ);

5.2.3.1 Attribute Level Classification.

In order to classify candidate elements, we train a multi-class random forest model [30] with 100 trees with

a bag size of 100% of the training data, to predict the likelihood that an element is a specific event attribute.

Our choice for multi-class classification, as opposed to a binary classifier for each event attribute, is based on

the observation by Foley et al. [46] that an attribute’s best negative examples are other attributes.

As several web elements could be tagged for the same attribute, it is important at this stage to use a

probabilistic output to determine the likelihood an element is of a specific attribute type (e.g. title, date or

location), as opposed to other attributes. For example, there could be several dates on a website: the event

date, the date when tickets go on sale, and the copyright date at the bottom of the website. While all three

elements are dates, we are only interested in finding the event date.

Hence, when an event attribute is classified, we store its probability distribution, and how their likelihood

for each event attributes compares to i) the likelihood of being a different attribute, and ii) the likelihood

other candidates on the page are of that type of event attribute. If an element has the highest probability are

a certain attribute out of all the elements on the page, it is annotated as such. For example, if an element has

the highest probability of being the event date attribute out of all elements on the page, it is the page level

maximum for attribute date.

5.3 Candidate Selection for Event Announcements

Based on the probabilities created by the element level classifier, we create a set of elements for each event

attribute. These sets are the input to the event assembly step and they are computed with Algorithm 1.

Let Σ0 = {title,date, location,other} be the set of attribute types and Pα(e) ∈ [0,1] be the probability

of element e ∈ DOM being of type α ∈ Σ0 that is returned by the element classifier. Then, for a constant
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k ∈ (0,1), we define a set candidatesα for each α ∈ Σ0:

candidatesα = {(e,α) : Pα(e)≥ maxα ′∈Σ0(Pα ′(e))− k ∨ Pα(e) = maxe′∈DOM(Pα(e′))}

More specifically, an element e is added to the set candidatesα , if it is a element level maximum,

runner-up, or page level maximum for α:

(1) An element e is an element level maximum for attribute α , if Pα(e) = maxα ′∈Σ0Pα ′(e), i.e. e is most

likely of type α .

(2) An element e is a runner-up for attribute α if the difference between Pα(e) and the element level

maximum is at most a constant k. We use runner-ups to account for potentially false classifications.

We empirically evaluated different values for k in Section 5.6.2.1, which exemplifies the trade off

between not losing potential event attributes early on in the event assembly and introducing too much

noise.

(3) An element e is a page level maximum for α , if Pα(e) = maxe′∈DOMPα(e′), i.e. Pα(e) is the highest

probability for α for all elements e ∈ DOM. Note that this element might not be the element level

maximum for α .

Example Consider the element e and assume that the element level classifier returns the following proba-

bilities: Ptitle(e) = 0.4, Pdate(e) = 0.02, Plocation(e) = 0.38, and Pother(e) = 0.2. Let k = 0.2. Element e is

an element level maximum for title, because Ptitle(e) is the highest among all 4 attributes. In addition, e is a

runner up for location, because Ptitle(e)−Plocation(e) ≤ k. We therefore add e to both the title and location

candidate sets.

All tags in candidatesother or that have not been selected as a elementLevelMax, pageLevelMax or

runner-up are discarded at this point and not considered for the event assembly step.

Combination Generation Once the candidate sets for each attribute are populated, the system generates

one candidate event object for all possible combinations of one element from each candidates set. If is

possible that the same element occurs in two different candidate sets, then it may appear only once in a given

event object. For example, if an element is an element level maximum for title but also a runner up for

location, then the element can only be considered for either the title or location attribute in a single event

object, but not both.

5.4 Event Assembly

At the event assembly stage, TIDE looks at combinations of candidate event objects and computes features

that capture the relation between the attributes of this object. These characteristics include features such as

proximity, alignment, and relative position between candidates in the page. For instance, the example of the

49



Figure 5.5: Example of a single event page with gridlines to highlight the alignment of event attributes. The
title is vertically aligned to the date and location and the date is horizontally aligned with the description.

Figure 5.6: Part of the source HTML code of the page in Figure 5.5.

single event page in Figure 5.5 shows that event information is usually displayed in relation to each other.

The title is usually found to be more prominent than other attributes, whereas the attributes overall are usually

found within a certain alignment and proximity to each other in the first screen of the page.

TIDE computes the following 16 relational features for a given event object that consists of a title, date,

and location attribute:

• P 1-6 - Horizontal & vertical alignment. The features are based on the horizontal and vertical align-

ment of attributes nodes, their parent and grandparent within a candidate event. Vertical and horizontal

alignment play an important role in determining how elements relate to each other in a web page. El-

ements containing event attributes are usually aligned. While the event title is often more prominently

displayed on the page, the remaining event attributes are usually horizontally or vertically aligned to

the title. For instance, in Figure 5.5, the title of the event Oxford Christmas Light Festival is vertically
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Figure 5.7: The structure of the HTML source code containing the date attribute from Figure 5.5.

aligned with the date and location of the event. In addition, it is common to have event information

displayed as key-value pairs. In this case, it is possible that the key labels are aligned, rather than

the event attribute values. This can be seen in Figure 5.5, where the event description is horizontally

aligned with the the label “DATE AND TIME”. The key labels are typically stored in close proximity to

the actual value within the DOM tree, i.e. in the parent and grandparent nodes, or any siblings of those

nodes. Figures5.6 displays the part of the HTML source of the page seen in Figure 5.5, that encodes

the date and time information. Similarly, Figure 5.7 depicts the structure of this HTML code. The key

label “DATE AND TIME” is in the sibling of the grandparent node. Based on this observation, TIDE

not only takes the alignment of candidates into consideration by comparing their X and Y coordinates

for vertical and horizontal alignment respectively, but also looks at the alignment of their parent and

grandparent nodes.

• P 7-9 - Proximity. The features encode the visual aggregated distances between the elements in the

candidate event. Proximity and position are an important factor in recognising related event attributes.

Event information is often in relatively close proximity with itself in single entity pages, as the infor-

mation is usually displayed so the user finds it at first glance. The distance between two candidate

elements is the euclidian distance in pixels between top left corners.

• P 10-12 - Proportion of attributes belonging to candidate sets. Each of the attributes in the candi-

date event can be a page level maximum and either element level maximum or runner-up for their

respective attribute type al pha. The three features compute how many of the attribute in the candidate

event are page level maximum, element level maximum and runner-up respectively, normalised by

the number of attributes in the event.

• P 13-15 - Textual similarity of elements. The features encode the Levenshtein distance [76] between

the text of any two combinations of event attributes. These features are based on the intuition that event

attributes are typically textually dissimilar.
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• P 16 - Nearest common ancestor. We compute the distance to the nearest common ancestor node

within the DOM tree for all attributes in the candidate event. This is based on the observation that

related event attributes are often within the a surrounding container element.

Event Assembly Classification and Ranking TIDE uses the above stated features to classify candidate

event objects. We trained a random forest model, following the definition in Chapter 2, with 100 trees with a

bag size of 100% of the training data. The event announcement with the highest probability is returned.

5.5 Implementation

TIDE is fully implemented in Java. We use Selenium [10] as a headless browser and Chromium Driver [3]

for control and rendering.

Heideltime. We use Heideltime [105, 106] to detect temporal expressions within the element text. Heidel-

time is a multilingual temporal tagger that tags temporal expressions according to the TIMEX3 annotation

standard [13], part of the markup language, TimeML [12]. Heideltime considers four types of temporal

expressions: date, time, duration and set. For the purpose of our feature computation we only consider an-

notations of type date and time. The parsed results from Heideltime can sometimes be misleading due to

misannotations and only partial annotations. For example, “7.30” could be annotated both as a date and as

a time. We therefore use Heideltime only as a feature and not as a date extractor for events. More precisely,

we use the ratio of the span length of annotated text to the element content as a numeric feature.

Stanford NER Tagger. We use the Stanford NER Tagger [44] to tag relevant entities in our candidate text.

The entity is used as a feature for the element level classifier. We use the three class model, which includes

location, person and organisation.

5.6 Experimental Evaluation

In this section, we evaluate the performance of TIDE at several stages of its pipeline and with different config-

urations. The overall performance of TIDE is presented in Figure 5.2., TIDE extracts event announcements

from single entity pages with a 93% accuracy. The intent of evaluating with different configurations is to

empirically underpin the design choices made in this chapter. We first evaluate the event attribute classifier

presented in Section 5.2 by demonstrating the performance of the step in isolation and the contribution of

the pre-classification filtering mechanisms to the performance. Then, we evaluate the event assembly step

individually and for different thresholds at the candidate selection step.
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Event attribute precision
Overall 93.91%
Title 93.10%
Date 93.55%
Location 95.48%

Table 5.2: Overall performance of TIDE.

Event attribute precision
Overall 68.64%
Title 66.81%
Date 79.48%
Location 59.63%

Table 5.3: Event attribute classifier performance in isolation.

Attribute Without filter With filter
Overall 60.88% 68.64%
Title 61.64% 66.81%
Date 70.46% 79.48%
Location 52.91% 59.63%

Table 5.4: Performance of event attribute classification with and without prefiltering

5.6.1 Attribute Level Accuracy

We initially evaluate our event attribute classifier in isolation. This step consists of the preprocessing stage

and the element classification step. After all candidate elements have been processed by the first classification

step, the candidates with the maximum score for each event attribute are selected, and we report the precision

in Table 5.3. For this purpose, we perform a 5-fold cross validation. We cluster the event pages by website

first, before allocating the website clusters randomly to the 5 different folds, while assuring an even distri-

bution amongst the folds in terms of number of instances. This is to emphasise the template independence

of this approach. It is important to ensure that the pages are not randomly allocated to different folds, but to

assure that the pages are clustered by underlying template first. If pages from the same website, and therefore

possibly from the same underlying template, are placed in both a training and validation set during cross

validation, the results are highly biased as the model trains and evaluates on the same template.

Initial Filtering Mechanism. All elements in a DOM tree are filtered by the preprocessing step, which uses

a set of heuristics that are derived from the inherent characteristics of the events domain. We demonstrate its

effectiveness by computing the precision of the base step with and without a filter, as seen in Table 5.4. The

filter increases the precision of the individual attributes by 7 percentage points on average. This is evident

because such a filter removes a lot of noise and potential false positives with very simple heuristics.
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Figure 5.8: Example of miss-classified event title. The page title is a common false positive for the event title
attribute.

5.6.1.1 Error Classification

We compute the confusion matrix for the results in Table 5.5. Noticeably, the majority of falsely labeled event

attributes are misclassified as other attributes rather than title, date or location. This contradicts the

observation from Foley et al. [46], where the choice of a multinomial classifier implied that an event attributes

best negative examples are positive examples from other attributes.

The misclassifications are due to noise on the single event pages. We will now consider in more depth

common false positives for each event attribute, as depicted in Figure 5.10.

Common false positives for event title. The page logo, header or navigation bar can be mistaken for an

event title due to its visual properties of being relatively bigger and more emphasised than the rest of the page.

An example is shown in Figure 5.8, where the heading in dark blue (1) is a common false positive for title.

Event titles also do not have strong textual features that can be exploited to distinguish them from such false

positives. Exploiting the interrelated features of event attributes can therefore overcome the shortcomings of

the first classification step. In Figure 5.8, the true positive (2) is clearly more aligned and closer to other event

attributes.

classified as → title date location other
title 66.81% 0.00% 1.62 % 31.57%
date 0.00% 79.48% 0.09% 20.43%
location 0.00% 0.31% 59.63% 40.06%

Table 5.5: Confusion Matrix, Respective Percentage of Evaluated Dataset
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Figure 5.9: Example of typical false positive for event date.

Title confusion. Date confusion. Location confusion.

Figure 5.10: Confusion distribution for event title, date and location.

Common false positives for event date. Dates have strong inherent syntax and shape that can be exploited

at the element level stage. As opposed to event titles, the event dates have much stronger textual features and

less visual features to be exploited at the element level stage. This is because dates usually have a certain

textual pattern that can be used, such as their higher digits to character ratio. On the other hand, their visual

representation is not as striking as the event title, as they usually are the same size and style as the page

average. Another complication is that single entity event pages often have related events advertised on the

sides and bottom of them page, other dates can be ranked highly. Furthermore, noise, such as the ticket

sales date in Figure 5.9, can be mistaken for the actual event date.

Common false positives for event location. The types of false positives for event location are multifold as

the location attribute can vary across the event domain. For instance, event locations can vary from “Lecture

Theatre B” to a full postal address; thus learning to recognise event locations is a hard problem, which

is reflected in the relative lower precision of the location attribute in comparison to the other attributes.

The common error categories for each attribute support the case for the event assembly classification step;

some of these shortcomings can be overcome by looking at interdependent features, in particular the distance

and alignment of candidates.

5.6.2 Event Assembly Accuracy

In this section , we demonstrate the performance of the event assembly classification step and emphasise its

value in increasing the precision of the event attribute classifier. As seen in Figure 5.11, the second classifica-
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Figure 5.11: Precision before and after event assembly.

tion step significantly improves the precision of each individual event attribute by 13 to 35 percentage points

and by 25 percentage points overall.

In the following two evaluations, we focus specifically on two dimensions of event assembly step: (1) the

role of the threshold k as described in Section 5.3, and (2) the role of the number of negative instances used

at training time.

5.6.2.1 Threshold Evaluation

In the candidate selection phase described in Section 5.3, classified elements are selected based on their

performance in the element level classifier. For each element, we compute a distribution of the likelihood of

an element being a title, date, location or other. Local maxima and global maxima are being selected

for the different attributes. In order to not lose information at this stage, we select local runner-ups,

based on a distance threshold k to proceed to the event assembly classification step. This runs the risk of

introducing too much noise to the event assembly classification step and to cause the opposite effect and

decrease precision. To avoid this, we evaluate the threshold k for four different values, namely 0, 0.1, 0.15

and 0.2 and selecting the top two elements. The performance for this experiment is shown in Figure 5.12 and

Table 5.6. We determine that a threshold k of 0.15 is best for title and location, yet the best results for

date is achieved when selecting the top 2 labels per element.
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Value of k title date location
0 93.06% 93.47% 95.35%
0.1 92.95% 93.32% 95.42%
0.15 93.10% 93.15% 95.48%
0.2 92.44% 92.72% 94.91%
top 2 92.87% 93.55% 94.99%

Table 5.6: Overall Performance for different thresholds k, using all negative instances on the web pages for
training purposes.

Figure 5.12: Overall Performance with different values thresholds k. Here, we use all negative examples on
the web pages for training.

5.6.2.2 Number of Negative Examples

The number of negative examples used for training play a significant role in the precision of the event assem-

bly. When we randomly sample a smaller number of negative samples, as seen in Figure 5.13 and Table 5.7,

the precision stays the same or decreases from the event attribute classifier. However we observe a significant

improvement if all elements annotated with a different type are considered as negative examples. While this

generally does not come as a surprise, it is particularly important in the classification tasks where interde-

pendent features of the attributes for a single event are being computed. It is vital to compute all possible

combinations of attribute assemblies to achieve high precision.

57



Figure 5.13: Threshold study, with same number of randomly sampled negative instances.

Value of k title date location
0 66.00% 77.53% 59.17%
0.1 66.70% 79.22% 60.00%
0.15 66.47% 78.79% 59.70%
0.2 66.15% 78.04% 59.56%
top2 65.56% 77.62% 60.03%

Table 5.7: Overall Performance with different values thresholds k, using a reduced number of negative ex-
amples for training, randomly selecting the same number of negative examples as positive examples used.
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Chapter 6

TIME: Template-Independent,
Multi-Attribute Extraction for Events

In this chapter, we introduce TIME, the template-independent, multi-attribute event extraction framework,

which differs from TIDE introduced in Chapter 5 in multiple ways. TIME uses a wide variety of more

specific features which are tailored to the respective event attributes. The additional engineering effort enables

the quick addition of new attributes given the extensive library of features. Thus, TIME supports an event

schema beyond title, date and location, and extracts more granular attributes, in particular, for temporal event

attributes, such as start date, start time, end date and end time. TIME has been prototyped as a standalone API

and is part of the Diffbot Knowledge Graph population pipeline1. For the purpose of this thesis, we focus on

attributes formally defined as as formally defined as Σ1 in Section 2.2, and depicted in Figure 6.1, suggesting

further attributes for future work in Chapter 7.

Chapter organisation. We present the overall architecture in Section 6.1 and go into further details for

the different event attributes in Sections 6.2-6.5. We present the experimental results in Section 6.6 and an

application of TIME in industry in Section 6.7.

1https://www.diffbot.com/knowledge-graph/

Figure 6.1: Event attributes in TIME.
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Figure 6.2: TIME pipeline overview.

6.1 System Architecture

As explained in the problem definition in Section 2.2, TIME uses one extractor for each attribute. This allows

TIME to compute attribute-specific candidates elements, extract attributes in finer granularity, and exploit a

larger number of attribute-specific features.

Figure 6.2 depicts the architecture of the system. Given a URL as input, TIME renders the page to

access the visual features of the page. The rendered DOM tree is the input to the attribute level candidate

selection processes. Each attribute extractor computes a number of candidate elements based on common

characteristics of the respective event attribute. We learn to recognise each attribute based on a number of

domain-wide and attribute-specific features. For temporal attributes start date, start time, end date, and end

time we designed an event specific temporal extractor, which is based on the unique interrelated features of

the relevant temporal attributes. After introducing event domain-wide, attribute-agnostic features in Section

6.1.1, we introduce the frameworks for event attributes in the following Sections 6.2-6.5.

6.1.1 General Features

In this section we present general, domain independent features used for all of the event attributes. We

categorised these features into six main groups based on their semantics: character statistics, basic rendering,

font and style, basic tree statistics, parent statistics and token statistics. All character classes are unicode [11].

6.1.1.1 Textual: Character Statistics

We capture basic character statistics of the candidate element text. The choice of such characteristics is based

on the observation that event attributes vary in terms of character length, number of digits and punctuation.
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• Text 1-5 - Character frequencies. Numeric. Features capturing frequencies of characters in the node

text content. The number of characters, punctuation ("[],.?!:()-/=+&%#"), capital letters, digits,

and whitespace characters (considering all unicode whitespaces).

6.1.1.2 Textual: Token Statistics

The following features capture token related statistics of the node text content and use the Stanford NLP

Tokenizer [83]. The count and capitalisation of tokens in candidate text vary by event attributes: event titles

are usually capitalised and relatively short, whereas dates have a high proportion of numeric tokens.

• Token 1-5 - Token count. Numeric. We encode the number of tokens, tokens with digits, capitalised,

and all capitalised tokens in the element text content as features.

• Token 6 -9 - Token statistics. Numeric. We encode the percentage of tokens in the element text

content with specific character groups: digits, capitalised, fully capitalised.

• Token 10 - Count of token meta description tag overlap. Numeric. We encode the number of tokens

in the candidate element text content that overlap with the content attribute of the description meta

element of the page. Metadata contains semantic information about the page content. An overlap with

such metadata suggests that the elements considered are relevant to the subject matter of the page.

• Token 11-14 - Vocabulary based token frequencies. Numeric. We encode the count and frequencies

of stop words and “share” words as numeric features. We use stop words defined by Mallet [85],

and we define share words to be the following : “share”, “facebook”, “fb", “tweet”, “twitter”, “pin”,

“follow”.

• Token 15 - 20 - Pronoun frequencies. Numeric. Count and percentage of first (“i”, “my”, “me”,

“our”, “we”, “us”), second (“you”, “yours”), and third persons pronouns (“he”, “she”, “her”, “him”,

“his”, “hers”).

6.1.1.3 Structural: Basic Tree Statistics

The following features encode statistics about the structure of the DOM tree around the candidate event

attribute element. The surrounding elements of a candidate event attribute can indicate the density of infor-

mation around the particular node. Based on our observation, event attributes are usually closer to the leaf

nodes, containing a small number of children nodes.

• Tree 1 - Total number of nodes in the tree. Numeric. Number of nodes in the subtree of the element.

• Tree 2 - Total number of text nodes in tree. Numeric. We encode the number of text elements in the

subtree of the candidate element. Event attributes are usually close to the leaf nodes of the DOM tree,

thus when a candidate element contains many child nodes, it is less likely to be an event attribute.
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• Tree 3 - Total number of non-whitespace text nodes. Numeric. Number of nodes that contain char-

acters other than whitespaces. Textual nodes with only whitespaces are visually empty and therefore

irrelevant nodes in the context of data extraction. We count the number of non-whitespace nodes in the

elements subtree.

• Tree 4-6 - Subtree. Numeric. We encode characteristics of the underlying subtree of the candidate

node. We encode the maximum subtree height, average subtree height and standard deviation of all

possible paths from top to bottom of the subtree of the candidate node.

6.1.1.4 Structural: Parent Statistics

The following features encode basic rendered and structural statistics about the parent node of the candidate

node.

• Parent 1 - Number of siblings. Numeric. We encode the number of siblings a candidate element has

in the DOM tree as a feature.

• Parent 2 - Position among siblings. Numeric. Positioning of the candidate element among its siblings,

starting from 0. For example, if a candidate has 3 siblings, and the candidate is the right-most node,

then its position is 2 (counting from 0).

• Parent 3-4 - X and Y distance of parent. Numeric. Vertical and horizontal distance between the

candidate element and the parent element’s top left position, in pixels.

6.1.1.5 Visual: Basic Rendering

The following features encode characteristics regarding the geometric positioning of a candidate node that are

gained from the rendered information of the page. Visual features are particularly important, as web pages

are designed for humans to find event attributes at a glance. Thus, event attributes are typically relatively

close and aligned with the top left corner of the page. Unless otherwise specified, the coordinates of nodes

are the the top left of the bounding rectangle of the node.

• Render 1 - X value. Numeric. We encode the location of the candidate element along the X axis. This

value is the number of pixels between the left margin of the page and the bounding rectangle.

• Render 2 - Y value. Numeric. We encode the location of the candidate element along the Y axis. This

is value is the number of pixels between the top margin of the page and the bounding rectangle top left

border.

• Render 3-4 - Dimensions. Numeric. This feature encodes height and width in terms of pixels of the

bounding rectangle.
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• Render 5-6 - Distance from right and bottom. Numeric. The distance in terms of pixels between the

right margin of the page and the candidate element and the bottom margin of the page and the candidate

element.

• Render 7-8 - Rendered size. Numeric. We encode an approximation of the surface area of the can-

didate element, which is computed by the product of height and width in pixels. We use this value in

absolute and relative ratio by normalising it by the surface area of the rendered page.

6.1.1.6 Visual: Font and Style

The following features encode a candidate text content’s formatting. These features are accessed through the

rendered information of a page.

• Style 1-9 - Basic font measures. Font weight, size, color, line height, decoration, style, display prop-

erty and float property as defined by the CSS2.1 standard [2].

6.2 Event Title Extraction

The first attribute to be extracted on an event page is the event title. This is because subsequent event attributes

use features that are relative to the extracted event title. The title of an event is usually prominently displayed

,as it describes the main entity of the page. Visual cues therefore play a substantial role in the identification

of the event title, as it is being visually emphasised for users to notice at a glance. Such visual cues are

mainly exploited through either textual emphasis, i.e. capitalisation, or features that can be accessed through

rendered properties of the page such as size, colour and position. Event titles come in many variations, and

are often not the biggest title of the page. A general page title classifier as seen in the news domain [109] is

therefore not applicable.

6.2.1 Candidate Selection for Title Extraction

The goal of the candidate selection process is to find suitable DOM tree elements that could contain the

title attribute. To do so, we first consider text nodes, which satisfy basic heuristics that are inherent to title

attributes. For each such node, we select as a candidate element the container node, which contains this text

node and potentially other non-textual nodes. We use the container as the candidate, as opposed to, the node

itself, because the surrounding non-textual nodes often contain important structural characteristics that we

exploit in the feature computation step for this title candidate.

More specifically, given a rendered DOM tree, we compute the following set S of textual nodes:

S = {n | n ∈ DOM∧n is text ∧n is visible ∧minLength < n.textLength < maxLength}

In words, S contains a node n ∈ DOM if n has a text content of a certain length and is visible to the user. In

practice, we observed that a common title attribute has a text length that ranges between 4 and 50 characters.
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Figure 6.3: TIME Title architecture.

For each n ∈ S, we then find the container element n′ ∈ DOM that is the highest ancestor of n, such that

n′ has the same text content as n. We denote this step greatest-same-content-ancestor and define it

using standard XPath [14] notation:

greatest-same-content-ancestor$(n)

:= $n/ancestor :: ∗[normalize-text(.) = normalize-text$(n) ] [1] (6.1)

For a given container element n′, we verify if the subtree rooted by n′ contains any of the following neg-

ative element tags: input, iframe, script, noscript, head, button and style. If any such

negative tag is found in the subtree, we can confidently assume that the subtree does not contain relevant

information. If no such negative tag is found, we add n′ as a candidate node for the subsequent title classifi-

cation step.

6.2.2 Title Specific Features

In order to correctly identify the event title in a given page, the candidate elements are transformed into vectors

for classification. We use event attribute independent features as described in Section 6.1.1. In addition, we

designed a number of event title specific features that represent the unique structural characteristics of event

titles.
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6.2.2.1 General Features for the Title Attribute

• T 1 - URL similarity. Numeric. We further compare the candidate event title with the URL of the page

and encode the Levenshtein distance [76] as a numeric feature. Often, the website URL path contains

the event name.

• T 2 - Candidate contains website host name. Boolean. Binary encoding of whether the candidate

element text contains the website’s host name. This is a particularly relevant feature for event titles, as

a common false positive is the page title or menu item in the page. As shown in a previous example in

Figure 5.8, the false positive “WKU Events” contains the host name of the website, wku.edu.

• T 3-4 - Element Tag. Categorical. We consider the element tag of the candidate and parent as a

categorical feature. Common tags for event titles are title tags <h1>,...<h9>.

• T 5 - Link. Boolean. Webpages by nature contain many links. Event information usually is not

hyperlinked, as the main information about the event is on the event page itself. We therefore encode

whether the attribute tag is a link, additionally to the element tag category in the previous feature.

6.2.2.2 HTML Title Specific Features

The following features relate to the HTML title of the document.

• T 6-10 - Similarity to HMTL title. Numeric. Overlap of candidate text with HTML title, in terms of

Levenshtein distance, tokens, punctuation count, stop word count and character length. HTML pages

contain a special <title> element in the header, often used as the table and window title for the page.

We compare the candidate element text with the HTML title of the page. Since single entity event

pages are dedicated to the single event we are trying to extract, there is a high correlation between the

HTML title and the event title.

6.2.2.3 Dictionary-based Features

The following features relate to the appearance of keywords with the element text, node and attributes.

• T 11-15 - Dictionary based structural features. Boolean. Binary features that captures whether

the words “title” or “name” appear in the element’s, the parent’s and the grandparent’s attributes or

text content. Sometimes, event information is presented in form of key value pair, visually similar

to a tabular structure. We therefore encode the presence of the words name or title in the parent and

grandparent node of the text, as the key value is typically in close proximity within the tree.
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6.2.2.4 Ancestry-Based Features

The following features relate to the ancestry of the candidate element, namely the elements between the root

node of the DOM tree and the candidate element.

• T 16-17 - Negative Element in ancestry. Boolean. Event titles are usually visually emphasised for

the user to find at a glance. However, website headings, menu bars and navigation bars are equally

emphasised, and can therefore be mistaken as the event title. We perform a binary encoding as whether

the <nav> or <menu> element tag is contained in a candidate’s direct ancestry, as this is a strong

indicator that the candidate element is actually part of the page rather than the event information.

6.2.3 Title Classification and Ranking

We train a binary classification model based on random forests as described in Chapter 2, to predict the

likelihood of a given candidate element being the event title. We configured the model to build 200 trees over

random subsets of the title features and the entire training dataset. We select the candidate with the highest

probability of being the event title attribute. We predict the correct title with an accuracy of 92%, as further

detailed in Section 6.6.2.3.

6.3 Event Date and Time Extraction

Extracting temporal information from text such as news has received significant attention in literature [106,

105, 82, 97, 75], however such techniques are not applicable for event dates. Previous approaches to ex-

tracting dates focused on extracting dates from natural text such as news and blogs. However, temporal

information in the events domain differs in two main ways: (i) dates are more complex and granular, as they

could express time ranges, and (ii) such temporal information is often split into multiple DOM elements.

Semantic web annotations such as schema.org have a simplistic representation of temporal attributes in

the events domain, as they consider it represented and annotated in a single node. This is reflected in TIDE

where we bootstrap these annotation to extract single node date attributes. However, many event pages on

the web have more granular temporal information regarding online events that is neither in a single dedicated

node, nor easy to parse.

While asking the question “when does an event take place” seems relatively straight forward, finding the

complete answer in a DOM tree turns out to be non-trivial. This is because an event date can be further

segmented into four attributes:

<start date, start time, end date, end time >

Each attribute might be located in different DOM elements, and the context can often be inferred only when

they are parsed together. The temporal event information is given by any combination of start date with

any subset of {end date, start time, end time }, subject to the constraints defined in Definition 2 in

Section 2.2:
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(1) start date < end date

(2) start time < end time

(3) start time < end date

The combinations above however do not take into consideration the different orders, variations and for-

mats one could express the combinations. Months can be expressed in language such as “January”, “Jan-

vier”, “Januar” or as a number. Similarly, the order plays a significant role: “12/06” might refer to the

“twelfth of June” or the “sixth of December”. Taking years into consideration, “12/06/18” might refer to

the “twelfth of June 2018”, the “sixth of December 2018” or the “eighteenth June 2012”. Unfortunately, the

variation in time notations is just as multifold: While most Europeans count in a 24h system, many North

Americans use a 12 hour system with notations such as “AM” and “PM” to denote the time of the day. Sim-

ilarly, the letters denoting the times differ: seven thirty in the evening can be denoted in the following ways:

7.30, 7.30PM, 7:30, 7:30 PM, 7h30, 7h30PM, 19.30, 19:30, 19h30, 1930.

While some people denote 7.30 as a time, namely “seven thirty”, somebody else might use the same

sequence of characters to denote “the thirtieth of July”. When a user sees this information on a page, they

subconsciously use contextual information to determine whether “7.30” refers to a date or a time. Such

information could simply be a key value “start time: 7.30”, in which case it is obvious to a user that

“7.30” corresponds to the start time. Similarly, if another attribute is present amongst the event informa-

tion that looks like a time, let’s say “17h00”, a user automatically rules out the possibility that “7.30” is the

time and infers that the event takes place on the “thirtieth of June at five o’clock in the afternoon”. An event

date and time could also be as simple as “Every Monday at 4”. A human user automatically assumes that

the organiser refers to “four in the afternoon”. While this kind of reasoning is intuitive for a human, it is a

non-trivial problem to infer such implicit domain knowledge automatically.

Underlying structure. An additional challenge for the problem of date-time extraction is that the under-

lying structure that captures combinations of temporal attributes can differ vastly. For instance, a single

temporal attribute, such as start date, can be stored in a single node or in multiple ones. On the other

hand, it is possible that a combination of multiple temporal attributes is stored in a single node. For example,

Figure 6.4 shows an event page and a part of its source code. The temporal attributes consist of three different

nodes, with the weekday “Samstag” and start time in a respective child node of the parent’s sibling.

While our approach is template-independent and we do not base our extraction method on the repetitive

structure or pages, the location within the underlying structure is important for the candidate generation step.

In the case of Figure 6.4, the node encapsulating the start date would be <div class"datebox">

and the node encapsulating the time would be <div class="event__card__body__when"> with the

substring “20:00”.
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Event page on Ticketmaster.at Source code for the temporal information.

Figure 6.4: Example of a single event page (left) and a part of its source code (right). The start date attribute
for the event is spread across four web elements.

6.3.1 Our Approach

The problem of extracting temporal attributes could have been approached from many angles. Since there

are potentially four attributes, we could have created four separate extractors for each of the four temporal

attributes. If, for example, the end date classifier would not have returned any results with a significant

confidence, we could have assumed that this event did not have an end date on the page. However, this

would not have taken into consideration interrelated features, such as the proximity of a start date and

start time, which are fundamentally important cues in determining the correct combination of temporal

attributes to overcome the challenges outlined above.

We argue that such interrelated features need to be taken into consideration at an early stage to be able to

extract attributes that are interrelated by either being expressed as ranges or by sharing nodes in the tree.

For that purpose, we split the task into multiple steps, which considers different combinations of event

attributes at different stages. As depicted in Figure 6.5, we first use linguistic heuristics to determine possible

date and time candidates. It is important to consider the same string as both a time and a date. We add

empty nodes to represent the scenario of a missing value, ie that the page does not contain some of the

temporal attributes. We proceed to combine the date and time candidates for a multinomial classification

into start, end and other. We create combinations of start and end <date,time> pairs with a number of

hard constraints, as per definition in Section 2 in Chapter 2.2: e.g. combinations cannot have an end time

without a start time, and any other temporal information without a start date. Where the candidates

can be parsed by the date parser, we verify that the end date is not before the start date and the end

time is not before the start date.

In the following sections, we present the different steps depicted in Figure 6.5 in more depth.
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Figure 6.5: TIME Temporal attributes extraction architecture.
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6.3.2 Date-Time Candidate Generation

The candidate generation phase for <date,time> pairs is designed to identify candidate temporal attributes,

where the temporal information is either in a single node or spread across multiple nodes. The system

identifies a DOM element as a date-time candidate, by first finding possible candidates that are date or time

attributes in isolation. Let dateNodes = /0 and timeNodes = /0 be two empty sets of DOM element nodes. We

populate dateNodes and timeNodes with candidate elements for date and respectively time attributes with

the following heuristics. For a given node n ∈ DOM:

(1) If n has text content, which includes a date keyword, such such as “Tomorrow” or “Monday”, then we

add n to dateNodes.

(2) If n has text content, which contains only digits, it could be a fragment of a date or time attribute. We

use the greatest-same-content-ancestor function from Equation (6.1) to identify the highest

ancestor container node n′ that has the same text content. We then check that the subtree rooted by n′

does not contain any negative tags, as was done the title candidate generator. By definition, the parent

of n′ contains additional text content. We use the concatenation of the text nodes in parent of n′ and run

a date and a time parser to tag substrings of this text as either date or time patterns. The parent of n′ is

added to dateNodes and timeNodes for each substring that is tag as a date or respectively time pattern.

Therefore, variations of the same node can be added to the dateNodes and timeNodes multiple times.

(3) If n has text content, which contains both digits and alphabetic characters, we run the time and date

parsers over the text content of n. We add a node for each substring of the text that has been tagged as

either a date or time pattern to dateNodes and respectively timeNodes.

A final date-time candidate element is a <date,time> pair, where date is a date candidate in dateNodes,

and time is time candidate in timeNodes. The set of date-time candidates contains one elements for each pos-

sible pairwise combination of the nodes in dateNodes with the nodes in timeNodes. This set is subsequently

used as an input for the date-time classifier.

A more fine-tuned heuristic to generate candidate date-time pairs to restrict the search space would not

be applicable as event dates and times are generally very noisy and non standardised. As TIME supports

multilingual event extraction, the variability of potential date patterns is rendered significantly more complex.

Furthermore, compiling such a set of patterns would be a significant manual effort. We therefore argue that

the approach above is the best tradeoff to limit the search space while achieving a maximum candidate recall.

6.3.3 Classifying <date,time> Pairs

Given the date and time candidate selection above, we encode the candidate pairs into feature vectors. The

aim of this is to determine the likelihood of (i) being a date with corresponding time and (ii) being a start or
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end <date,time> pair. For this purpose we build a three-class classifier with the class values start, end and

other.

In addition to the general purpose features defined in Section 6.1.1, we define event date and time specific

features. In this initial classification step, the most important features are the ones relating the elements in the

pair themselves, in terms of position, appearance, and textual coherence. We group the features in textual,

structural and visual features as listed in detail below:

6.3.3.1 Textual Date and Time Features

The following features encode textual characteristics of date and time candidates. Such textual features are

based on the text content of candidate nodes.

Language model-based features. The following features relate to the language model we trained on event

dates and times.

• DT-T 1-2 - Language model. Numeric. We train a language model [104] on date elements and

time elements separately. The language is a probability distribution over the sequence of words, and

provides the relative likelihood that of sequence of text.

Parser-based features. The following features relate to the use of a standard date and time parser.

• DT-T 3 - Date candidate is parsable. Binary. A standard date parser is used to determine whether the

candidate date element text contains a parsable date. We encode the existence of such a parsable date

as a binary feature. If the parser recognises a date, we store which parts it has identified:,i.e. the date,

time and year. We encode the existence of such patterns in the subsequent features 4-7 below.

• DT-T4- 7 - Date parsed fragments. Boolean. The parser detects the following fragments: date, time

and year. Features DT4-7 encode whether these have been identified, first individually, and whether all

three have been found.

• DT-T 8 - Time candidate is parsable. Boolean. Whether the candidate time text content is parsable.

• DT-T 9-12 - Time parsed fragments. Boolean. Similarly as with features DT-T4-7, the features DT

9-12 encode whether the individual and all fragments have been identified.

• DT-T 13-14 - Remaining character counts. We further compute the remaining character count of

the node text, excluding the matched pattern. The intuition is that if a date pattern is found, but the

candidate element contains a very long text, it is likely that a date is mentioned in a longer text such as

the description.
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Textual similarity-based features. The following two features relate to the textual similarity between the

date and time candidate.

• DT-T 15-16 - Text similarity. Boolean. Whether the text of the two elements is the same. Sometimes

the same text and node appears multiple time on the page. In other cases the same candidate is in both

the date and time candidate sets, especially for cases with ambiguous date and time notations such as

“7.30”, which could refer to both a time and a date. Dates and times, however are always in different

patterns within the same page. We therefore verify the candidate text is not the same, as this is usually

a strong indicator that the candidate date and the candidate time in this pair are the same.

6.3.3.2 Structural Date and Time Features

Tree related features. The following features relate to the depth and position of the candidate element

within the DOM tree.

• DT-S 1-2 Node depth. Numeric. The number of edges from the root of the DOM tree to the date and

time candidate node.

Dictionary-based features. The following features relate to the appearance of keywords in the node of the

candidate.

• DT-S 3-8 - Keywords in underlying structure. Boolean. We encode whether date specific keywords

appear in the text of the node, its parent and grandparent, as well as the node’s content attribute. We

consider the keywords “time”, “when”, “date” in multiple languages.

Metadata-based features. The following features relate to the meta data in the header of the page with

regards to the candidate node.

• DT-S 9-12 - Metadata. Boolean. Overlap of candidate text and meta data content in the header of the

page. The four features capture whether the meta data contains the candidate text and vice versa.

Node similarity based features. The following features relate to the similarity of the date and time candi-

date node.

• DT-S 13-15 - Node similarity. Boolean. We encode whether the time candidate and the date candidate

are actually in the same node have the same parent and grandparent. This is the case if they are either

the same node, siblings, or their parent node are siblings.

6.3.3.3 Visual Date and Time Features

In this section we discuss visual features for detecting date and time elements.

If not otherwise specified, a rectangle’s coordinates relate to the top left corner of the bounding rectangle

of an element.
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Geometry-based features. The following features relate to the geometric appearance of the candidates

elements within the page.

• DT-V 1-4 - X and Y values. Numeric. The X value, also referred to as left, is the distance between

the left border of the page and the element rectangle’s top left corner. The y value, also referred to as

top, is the distance between the top border of the page and the element rectangle’s top left corner. We

encode the X and Y coordinates of the date and time candidate.

• DT-V 5-8 - Width and Height Numeric. The height and width of the date and time element rectangle.

• DT-V 9 - Screen. Boolean. We encode whether the candidate date and time candidate rectangles are

in the first screen of the webpage, i.e. a user would not have to scroll in order to see it.

Pairwise geometry-based features. The following features relate to the geometric appearance of the can-

didates elements within the page.

• DT-V 10-12 - Distance and alignment of date and time. Numeric. The absolute horizontal, vertical

and euclidian distance of the candidate date and time rectangles.

Title-based features. The following features relate to the previously extracted title of the event, and lever-

age characteristics of the event phenomenology. The event title attribute is often visually related to temporal

information.

• DT-V 12-19 - Geometric relation to the title. We compute the horizontal and vertical alignment and

distance between the previously extracted event title and the date and time candidate element rectangle.

6.3.4 Classification of <date, time> Pairs

We train a random forest model to perform a multi-label classification task of <date, time> pairs, rep-

resented in vector form with the features listed above. The model classifies the <date, time> pairs into

{start,end,other} sets, ranked by the likelihood of the candidate belonging to that set. We use 89 features

with 200 trees and 100% of the training data for each tree. The precision of detecting the start date,

start time, end date, end time is 84%, 78.2%, 80.2% and 83.4% respectively. The performance is

bound by the performance of the date parser, which is not built for noisy event dates. It was originally built

for standard article publishing and company founding dates, which do not contain any times.

6.3.5 Generation of <start,end> Pairs

The classifier in Section 6.3.4 outputs a distribution over the three categories {start,end,other} of a given

<date, time> candidate pair. Each <date, time> candidate pair is added to a start or end set if the

previous classifier classified it as such. This implies that the same <date, time> candidate pair can be
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added to both the start and the end set. We proceed to create point-wise products of <date, time> pairs

from the start and end set, given a number of hard constraints. As defined in Section 2 in Chapter 2.2, a

start candidate and an end candidate are not combined if one of the following is true:

• The start candidate and end candidate are the same <date, time> pair. This happens when the same

<date, time> pair has a score above threshold j for both start and end.

• There is an end date but no start date or an end time but not a start time. As we introduce

empty candidates to represent a missing value on the page (e.g. when there is no end date), we need

to filter out those combinations where the start dates is empty.

• When the start date and end date can be parsed, we remove instances where the end date

occurs before the start date. Similarly, if the end date is empty, we remove combinations where

the end time is before the start date. When an end date is known, the end time can actually

be earlier in the day, as the start day as the end date could be on a different day.

The combined start and end, namely quadruples in the form of < start date, start time, end

date, end time, are input into the second classification step.

In the following section, we present the pairwise dependent features used in the second classification step.

These features most importantly focus on the textual, structural, and visual relations between the start and

end <date, time> pair.

6.3.5.1 Textual Start and End Date Features

The following features encode the textual relationships between candidate event date and time attributes.

Textual containment. Features encoding whether the four candidate text content contain one of the others

text contents.

• O-T 1-12 Textual overlap. Boolean. Whether the four different candidate element text contain each

other. For example, if the start date candidate text contains the end date candidate text, it is unlikely to

be the right combination of temporal attributes, as they typically complement each other.

Text matching. The following features determine whether the textual content of nodes within a candidate

equal each other.

• O-T 13-18 - Text similarity. Boolean. We encode whether the text content of the candidate temporal

attributes equal one of the others text contents.
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Parser related features. The following features determine whether the parsed dates make sense within the

context of the events domain: e.g. an event cannot end before it has started.

• O-T 19-20 - Start before end. Boolean. If both start date and end date are parsable and can

therefore be normalised, we encode whether the start date occurs before the end date and the start

time before the end time. If the attributes are not parsable the value is false.

• O-T 21-22 - Format similarity. Boolean. If the candidate temporal attributes are parsable, we encode

whether the date and time candidates are written in the same format, e.g. “dd-mm-YY”. We compute

this feature with standard pattern matching techniques.

• O-T 23-28 - Pattern similarity. Boolean. Interrelated pairwise features that encode whether the

temporal attributes’ parsed date equal one another.

6.3.5.2 Structural start and end date features

The following features capture the structural relationship between temporal event attribute candidates.

• O-S 1-6 Node similarity. Boolean. Pairwise features encoding whether the four temporal attribute

candidates refer to the same node as one another.

6.3.5.3 Visual Start and End Date Features

The following features encode the visual similarity and relation between event temporal candidates.

Geometric pairwise features. The following features encode the geometric relationships between candi-

date temporal attributes. Where coordinates are used, we refer to an element rectangles’ top left corner. Event

attributes, especially temporal information, are usually positioned in a systematic juxtaposition. We exploit

this fact by encoding alignment and distance between pairs of temporal candidates.

• O-V 1-6 Interrelated distance. Numeric. These features encode the distance between two candi-

date temporal attributes in pixels. The distance between two candidate elements is computed by the

euclidian distance between the two rectangles top left corner.

• O-V 7-12 Interrelated horizontal alignment. Numeric. These features encode the distance between

two candidate temporal attributes rectangles top left corner along the X-axis in pixels.

• O-V 13-18 Interrelated vertical alignment. Numeric. These features encode the distance between

two candidate temporal attributes rectangles top left corner along the Y-axis in pixels.

• O-S 19-26 - X and Y coordinates. Boolean. The X and Y coordinates of each of the temporal attribute

candidates rectangle top left corner.
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Features based on the output of the first classifier. The following features relate to the output of the first

classifier.

• O-G 1-2 - Attribute confidence. Numeric. We use the output of the first classifier as a feature for the

event assembly. We use each confidence score as a feature for the respective probabilities of

– the start <date,time> pair being the start <date,time> pair,

– the end <date,time> pair being the end <date,time> pair.

6.3.6 Overall Classification of Temporal Attributes

We train a random forest model [30], to predict the likelihood of a quadruple of the form <start date,

start time, end date, end time > to be the respective four temporal attributes for the event pre-

sented on the webpage under consideration. We train a random forest with 200 trees, 88 features and bags

the size of the full dataset. We return the quadruple that has the highest likelihood of being the respective

temporal information for the event page at hand. We achieve a precision of 95.6%, 82.5 %, 91.3% and 89.3%

respectively, which is an improvement averaging 8 percentage points from the first classification step. We

present an in-depth analysis of the experimental results in Section 6.6.2.1.

6.4 Event Location Extraction

The third of the most important event attributes is the location of an event, answering the third extraction

problem where?. Locations appear in many variations in the events domain, as they can range from a simple

room number to a full address. The format of the location often depends on the website. If the location is

simply a room within a facility, the event is usually organised by the website owner. Otherwise, a user would

not have the contextual understanding where this room is situated. For example, the location string “Lecture

Theatre B” is a valid location on the website of a university department, as users automatically assume that

the room must be located within the facility of the department. On the other side of the spectrum, a location

can appear in the form of a full address, including the venue name, street address and city. The full address is

usually more common on websites which aggregate and display events from multiple organisers at different

locations. When a location is just a room name or a number, the event is usually organised by the website

owner and the user automatically understands the context of where Lecture Theatre B is located. In the case

of an address, the information is typically spread across multiple DOM elements.

The event location candidate generation, therefore, takes these varying particularities into account and se-

lects a larger amount of candidate nodes: we select visible nodes that are under 900 characters, contain at least

two alphabetic characters, and have one of the following element tags: {dd, small, a, strong, blockquote,

address, em, h2, h3, h4, h5, p, div, td, abbr, li, span}.
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6.4.1 Location Specific Features

In this section we introduce the selected features to extract event location attributes from single event pages.

As for previous attributes, we structured these into textual, structural and visual features.

6.4.1.1 Textual Location Features

Dictionary-based features. The following features relate to the candidate node text containing location

related keywords.

• LOC-T 1-2 - Dictionary based features. Boolean. We encode whether the candidate element text

contains location specific keywords. We consider the street suffices “street”, “st”, “lane”, “ln”,

“ave”, “avenue”, “boulevard”, “blvd”, “alley”, “road”, “rd”, “drive”, “dr”, “rue”, “parkway”,

“pkwy”, as they are usually a strong indicator for an address, and cardinal words “n.”, “n”, “north”,

“south”, “s”, “s.”, “west”, “w”, “w.”, “east”, “e”, “e.”. Cardinal directions are especially used in

addresses and location names in North America.

• LOC-T 3-4 - Longest consecutive character. Numeric. We consider the longest consecutive number

of tokens and non-tokens in the candidate text. Shorter sequences of digits often appear in addresses,

such as house number and postal codes, however longer sequences of digits are usually phone numbers

or other pieces of information.

• LOC-T 5-7 - Location-based patterns. Boolean. We use a set of address specific patterns, namely

US and UK post code patterns, street number patterns and lenient phone number patterns and encode

whether such patterns occur within the candidate location element text in binary features.

6.4.1.2 Structural Location Features

In this subsection we present the structural features that encode the structure of the underlying vicinity of the

candidate node in the DOM tree.

Tree related features. The following features relate to the candidate node within the DOM tree.

• LOC-S 1 - Leaf node. Boolean. We encode whether the candidate element is a leaf node in the DOM

tree.

Meta data related features. Boolean. The following features relate to location metadata.

• LOC-S 2-4 - Existence of location meta. Boolean. We encode whether there is location meta data in

the header of the page, the siblings or the parent of the candidate element.

• LOC-S 5-6 - Count location meta. Numeric. We count the number of location meta nodes in the page

header and siblings of the candidate element. If there are none the value is 0.

77



• LOC-S 7-8 - Total overlap of location meta. Numeric. We encode whether the candidate element

text equals the meta data in the page header and siblings.

• LOC-S 9-10 - Partial overlap of location meta. Numeric. We encode whether the location meta

in the page header and siblings contain the candidate text and, vice versa, whether the candidate text

contains the meta information.

Dictionary based features. The following features relate to key words appearing in the node attributes and

ancestry.

• LOC-S 11-22 - Node attributes contain. Boolean. We encode whether the candidate elements at-

tributes and attributes of the parent and grandparent element contain location related keywords. We

consider the keywords “location”, “where”, and “address”.

6.4.1.3 Visual Location Features

Title related features. The following features concern the relationship between the candidate location and

the previously extracted title.

• LOC-V 1-6 - Vertical and horizontal alignment with title. Numeric. The distance of the title and

the candidate, parent and grandparent along the X-axis and Y-axis.

• LOC-V 7 - Title distance. Numeric. We compute the euclidian distance between the title and the

candidate location, as the location is typically within the event title’s proximity.

• LOC-V 8 - Title above location. Boolean. We encode whether the title is located above the location

candidate within the page. In other words, whether the titles’ X-coordinate is smaller than the candidate

elements. This feature is based on the intuition that the location attribute is usually located below the

even title.

• LOC-V 9 - Title location common ancestor. Numeric. We compute how far the closest common

ancestor of the title and the location is in the DOM tree.

• LOC-V 10-11 - Title height and width difference. Numeric. We generate the difference in height

and width between the title element and the candidate location elements bounding rectangles in pixels.

6.4.2 Location Classification

As for previous attributes, we train a random forest model, yielding the distributed binary likelihood of a

candidate location element being of type location and being the location attribute of the event we are trying

to extract. We train the location classifier with 200 trees with different subsets of features over the full size of

the training dataset. We return the candidate with the highest score returned by the model.
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6.5 Event Description Extraction

The event description attribute in a single entity event page usually contains additional information about the

event that is not expressed in the main key-value pairs. Depending on the event organiser or website designer,

such descriptions can range from a single sentence to an almost article length blob of text. Unlike the main

event attributes, precise description-based patterns do not exist, and we therefore heavily depend on structural

and visual features to recognise event descriptions. As with other event attributes, we can exploit the visual

alignment and juxtaposition of event description, as they are usually in some geometric relation with other

event attributes and the overall page.

6.5.1 Description Candidate Generation

The candidate generation phase for the extraction of the event description is the least complex out of all the

event attributes, as event descriptions come in many shapes and forms. An event description can range from

simply just a word or two, to a full article-length string of text. Hence, significantly restricting the number

of candidate elements to be featurised and classified is limiting, as to not eliminate promising elements at

an early stage. We therefore select all textual nodes that contain at least a whitespace-normalised token as a

potential candidate, given it is visible and does not have a number of blacklisted element types in its ancestry.

Not pruning the list of candidate elements i) introduces a lot of noise and ii) affects the speed at which our

extractors run. The former can be corrected by a number of carefully selected and powerful features described

in the following section.

6.5.2 Description Specific Features

In this section, we introduce the selected features for recognising event descriptions on single entity event

pages.

6.5.2.1 Textual Description Features

Textual features for recognising event description are relatively sparse compared to other event attributes, as

description text do not have particular characteristics or pattern we could exploit.

General textual features.

• DESC-T 1 - Description language model. Numeric. We train a language model in the training phase

of the event description text and use the output as a numeral feature.

• DESC-T 2 - Text similarity with event title. Numeric. The text similarity with the previously pre-

dicted event title.
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Dictionary-based features. Dictionary-based features encode whether certain relevant keywords appear in

the text. As previously mentioned, these dictionaries are relatively small in size as descriptions have very few

keywords.

• DESC-T 3-4 - Keywords Boolean. We encode whether the candidate element and parent text contains

keywords. We use keywords “description” in multiple languages, which is sometimes used as a key

value before the text.

• DESC-T 5-9 - Number of keyword tokens in text. Numeric. Number of dictionary-based tokens in

the candidate and parent element text. We compute two features for each of the stop words, positive

tokens: “detail”, “desc”, “overview”, and “description”, and negative tokes : “mail”, “shipping”,

“share”, “phone”, “click”, “suggestion”, “question”, “comment”, “welcome”, “contact”.

6.5.2.2 Structural Description Features

The following features encode structural properties of a candidate description and encode characteristics of

the underlying adjacency of the candidate node.

• DESC-S 1 - Text overlap with meta description. Boolean. We encode whether the text overlaps with

the meta description text content in terms the Levenshtein distance [76].

• DESC-S 2-5 - Element children. Boolean. Four features encode whether the candidate element

contains the following types of elements among its children: <div>,<pre>, <td>, <block>,

<quote>, <address>, <ol>, <ul> and <dl>.

• DESC-S 6-7 - Element ID - keywords. Boolean. Two features encode whether the candidate el-

ement id contains the following types positive keywords: <detail>, <desc>, <overview> and

<description>, and negative keywords: <face>, <call>, <mail>, <send>, <faq>, <gplu>,

<contact>, <fb>, <breadcrumb>, <twitter>, <share>, <price>, <pin>, <popup>,

<tweet>, <comment>, <review> and <video>.

6.5.2.3 Visual Description Features

The following features encode the visual characteristics of candidate description elements and their appear-

ance, particularly in terms of geometric properties.

Geometric features. The following features relate to the geometric position of the candidate element.

• DESC-V 1-2 - Horizontal and vertical alignment to title. Numeric. These two features encode the

distance of the candidate rectangle’s top left corner to the previously extracted title along the X-axis

and Y-axis respectively.

80



• DESC-V 3 - Horizontal distance to title. Numeric. The distance of the candidate to the title along

the Y-axis.

• DESC-V 4-15 - Layout image checker. Numeric. Twelve features encoding relative position to the

first four images in the page, in terms of euclidian distance, vertical, and horizontal alignment as above.

6.5.3 Description Classification

We trained a random forest model to predict the likelihood a candidate element is the description of the event

on the page. We train the random forest with 200 trees using different combinations of the features over the

complete training dataset. We return the candidate with the highest likelihood of being the event description

of the particular event.

6.6 Experimental Evaluation

In this section we present the extensive experimental evaluation. All evaluations have been performed with a

5 fold cross validation. For this purpose we randomly split the dataset in 5 equal subsets, and rotate through

the sets while training the models on 4 sets and evaluating on one.

6.6.1 Dataset

The dataset used in this chapter has been manually curated by two data curators, given precise instructions

on how to find and semantically annotate event web pages based on the formal definition in Section 2.2.

In the following subsections we will describe the distribution of the dataset, specifically in terms of

websites in Section 6.6.1.1, language in Section 6.6.1.3 and type in section 6.6.1.2 to illustrate the wide range

of the data used in this study.

Figure 6.6: Distribution of pages per website in the dataset.
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6.6.1.1 Distribution of Webpages on Websites

Our dataset of 1647 manually curated event pages is from 512 unique websites. In Figure 6.6, we show the

distribution of event pages amongst unique websites. As depicted, the great majority have 1-6 instances per

unique website, ranging from 1 to 18 pages per website. There are an average of 3.15 pages per website with

standard deviation of 2.17.

6.6.1.2 Website Type Distribution

We further analysed the dataset to highlight the proportion of aggregator sites and long tail pages. The reason

this is important is that aggregator site for events are more standardised and stable. Long tail pages tend to be

more ad-hoc, hence more difficult to extract from. However, particularly in the events domain, the long tail

pages have relevant information which is often not captured on big aggregator sites. Out of the 1647 pages,

only 47 pages belong to 7 aggregator websites (out of 52 unique websites in the dataset).

6.6.1.3 Language Distribution

We further illustrate that our approach is largely agnostic at the surface language of a website. In Table 6.1

we show that our dataset is spread across 24 different languages (not counting any dialects such as Brazilian

Portuguese or Canadian French). While the majority of the pages are in English, almost 40% of pages are in

non-english languages sampled from across the world.

6.6.2 Overall Performance

We begin by summarising the overall performance of our approach, before delving into different aspects of

the system. Table 6.2 illustrates the percentage of correctly identified event attributes when performing a five

fold cross validation on extractors for title, date, location and description individually.

6.6.2.1 Temporal Attribute Assembly

In Section 6.3, we introduce the event specific date extractor, which takes into consideration the complex

variations of temporal event information with the attributes start date, start time, end date, end

time. To iterate, in a first classification step, we classify <<date, time> > pairs into start, end and

other. In a second classification step, we combine start and end candidates for a second classification

step to determine the best <start, end> pair for a given event page. In this second phase, we particularly

exploit pairwise-interrelated features amongst the individual temporal attributes.

In Table 6.3, we show that the second classification step boosts precision by 11.6, 4.3, 11.1 and 5.9

percentage points respectively for start date, start time, end date and end time.
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Language Code Count Percentage
English en 1002 60.84%
German de 290 17.60%
Italian it 74 4.49%
French fr 48 2.91%
Dutch nl 48 2.91%
Spanish es 44 2.67%
Catalan ca 21 1.27%
Polish pl 21 1.27%
Russian ru 15 0.91 %
Czech cs 13 0.79%
Afrikaans af 12 0.73%
Portuguese pt 9 0.55%
Tagalog tl 7 0.43%
Chinese zh 7 0.43%
Finnish fi 6 0.36%
Rumanian ro 6 0.36%
Croatian hr 6 0.36%
Norwegian no 5 0.30%
Greek el 3 0.18%
Swedish sv 3 0.18%
Bulgarian bg 3 0.18%
Danish da 2 0.12%
Hungarian hu 1 0.06%
Indonesian id 1 0.06%

Table 6.1: Distribution of the languages of the web pages in the dataset.

6.6.2.2 Languages

We claim that TIME supports many languages. In this experiment, we first train TIME on non-english pages

and evaluate on english pages and then do the opposite. The experiment unfortunately did not have a large

enough dataset, as the english pages were more frequent than the non-english ones, which introducea a strong

bias (especially when training on only few non-english pages and evaluating on a much larger set of english

pages. Nevertheless, we report the findings in Table 6.4 demonstrate that, in particular, when we train only on

english pages, and test on non-english pages, the accuracy does not fluctuate more than 8 percentage points.

title
start
date

start
time

end
date

end
time

location
descr-
iption

92.0% 95.6% 82.5% 91.3% 89.3% 83.2% 82.5%

Table 6.2: Overall performance of TIME.
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start
date

end
date

start
time

end
time

1st classification step 84.0% 78.2 % 80.2% 83.4%
2nd classification
step 95.6% 82.5% 91.3% 89.3%

Difference in per-
centage point +11.6 +2.3 +11.1 +5.8

Table 6.3: Evaluation of the two steps in the temporal attribute extraction of TIME.

title
start
date

start
time

end
date

end
time

location
descr-
iption

Trained and eval-
uated on both
english and non-
english pages

92.0% 95.6% 82.5% 91.3% 89.3% 83.2% 82.5%

First step where
applicable N/A 69.96% 59.96% 56.69% 67.43% N/A N/A

Train on multi-
lingual and evalu-
ate on english

91.8% 76.01% 57.18% 64.36% 71.14% 59.86% 81.94%

Difference in per-
centage point 0.2 +19.59 +25.23 +26.94 +18.16 +6.56 +0.56

First step where
applicable N/A 85.55% 74.53% 69.40% 82.91% N/A N/A

Train on english
and evaluate on
multi-lingual

83.8% 92.7% 75.0% 85.6% 86.3% 76.64% 87.04%

Difference in per-
centage point +8.2 +2.9 +7.5 +5.7 +3 +6.56 +4.54

Table 6.4: Evaluation of TIME trained on multilingual pages and evaluate on english pages, and vice-versa.

6.6.2.3 Comparing Aggregator Sites with the Long Tail

The major benefit of the techniques used in TIME over other techniques is that it can be applied to new

unseen pages and is therefore applicable to the long tail of small websites. While the webpages in the dataset

are carefully selected to represent the long tail in majority, we aimed to underpin the fact that TIME extracts

from the long tail templates as well as from the standardised aggregator pages with similar results. For this

purpose, we evaluated TIME in a two fold evaluation where the test set is split into aggregator pages and long

tail pages. For convenience, we select pages that belong to websites that have more than 8 pages per website

in our dataset, namely: www.eventbrite.com, events.stanford.edu, paloaltojcc.org, www.explorelogan.com,

www.lincolncenter.org, and bampfa.org. As seen in Table 6.5, we achieve similar results when splitting the

dataset, with the exception of some attributes decreasing significantly amongst the aggregators. This is due

to a skewed data distribution, as the aggregator pages are by far fewer than the long tail pages.
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title
start
date

start
time

end
date

end
time

location
descr-
iption

Aggregator 96.4% 82.0% 67.8% 64.5% 76.8% 74.8% 82.4 %
Long tail 89.8% 90.0% 80.2% 73.0% 82.4% 81.7% 80.0%

Table 6.5: Evaluation of the precision of TIME for aggregator pages as well as pages in the longtail.

title
start
date

start
time

end
date

end
time

location
descr-
iption

Same features for
all 77.6% 95.4% 69.7% 91.7% 84.1 % 82.18% 73%

Individual Features 92.0% 95.6% 82.5% 91.3% 89.3% 83.2% 82.5%
Difference in per-
centage point +14.4 +0.2 +12.8 -0.4 +5.2 +1 +9.5

Table 6.6: Evaluation of the precision of TIME using the same features for all event attributes.

6.6.3 Feature Ablation Study

In this section, we highlight the importance of our choice of features through an extensive ablation study. In

the following subsections, we present TIME’s performance when removing certain types of features. More

specifically, we aim to emphasise the importance of the combination of textual, structural and visual features.

We underpin the fact that only with the combination of these three types of features our results are in the 80s

and 90s.

6.6.3.1 Using the Same Features for All Event Attributes

In this particular setting, we want to highlight the importance of individual feature sets for each event attribute

in our extraction schema. In Section 6.1.1, we introduce a number of features, which are used across all event

attributes extracted in our approach. Each attribute then has attribute specific features introduced in the

Sections 6.2-6.5. In the first row of Table 6.6, we report the performance of our system if only the standard

library of features described in Section 6.1.1 is used without the attribute specific features. In the second row

we show the performance of the system with the individual features.

6.6.3.2 Multilingual features

In our second ablation study, we evaluate the importance of language specific features by removing them

and evaluating the performance. Multilingual features are dictionary-based features that contain keywords in

multiple languages. In Table 6.7, the performance of the system both with and without multilingual features

is displayed, and we show that the title, start time and description attribute significantly drops in precision

when the multilingual features are removed.
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title
start
date

start
time

end
date

end
time

location
descr-
iption

First step where
applicable N/A 82.2% 72.6 % 75.0% 80.3% N/A N/A

Excl. multilingual
features 90.4% 94.5% 80.6% 87.7% 89.0% 83.0 % 73.7%

Incl. multilingual
features 92.0% 95.6% 82.5% 91.3% 89.3% 83.2% 82.5%

Difference in per-
centage point +1.6 +1.1 +1.9 +3.6 +0.3 +0.2 +8.8

Table 6.7: Evaluation of the precision of TIME ablating multilingual features.

title
start
date

start
time

end
date

end
time

location
descr-
iption

First step where
applicable N/A 81.1 % 74.2 % 75.9 % 79.2 % N/A N/A

No Textual Fea-
tures 82.7% 95.0% 81% 90.7% 89.1 % 82.9 % 56.8%

All Features 92.0% 95.6% 82.5% 91.3% 89.3% 83.2% 82.5%
Difference in per-
centage point +9.3 +0.6 +1.5 +0.6 +0.2 +0.3 +25.7

Table 6.8: Evaluation of the precision of TIME ablating textual features.

6.6.3.3 Textual Features

We evaluate the performance of the textual features for the overall performance of our system. For this

purpose, we evaluate the system by removing general textual features, namely character statistics Text 1-5

introduced in Section 6.1.1.1 and token statistics Token 1-20 introduced in Section 6.1.1.2. Furthermore, we

disable features T 11-15 for title, DT-T 1-16 and O-T 1-7 for dates, LOC 1-7 for locations and DESC-T 1-9

for descriptions from Sections 6.2-6.5 respectively. Textual features capture all characteristics of the textual

node content. We use character, token and keywords statistics as well as language models where applicable.

As seen in the last column of Table 6.8, textual features improve the performance of all event attributes in our

schema, on average by 5.5 percentage points. While event temporal attributes and the location attribute are

less impacted by removing all textual features, especially the event title and event description fluctuate. This

is mainly because temporal attributes and locations come in many different textual variations, with temporal

attributes often containing a higher average number of digits within the text. However, titles often have

different casing than the rest of the page to emphasise the text, fewer tokens and characters. A significant

boost of +25.7 percentage points through textual features can be seen for for the event description

attribute, which is mainly because descriptions are usually longer, natural text, which can therefore be

distinguished through its character and token statistical features.
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title
start
date

start
time

end
date

end
time

location
descr-
iption

First step where
applicable N/A 80.7% 69.1% 73% 78.8% N/A N/A

Only Textual 87.9% 91.9% 79.2% 83.9% 86.7% 0.1% 68.2%
All Features 92.0% 95.6% 82.5% 91.3% 89.3% 83.2% 82.5%
Difference in per-
centage point +4.1 +3.7 +3.3 +7.4 +2.6 +83.1 +14.3

Table 6.9: Evaluation of the precision of TIME using only textual features.

While textual features are very important, our next study emphasises that the textual features alone are not

sufficient. In Table 6.9, we present the results of running TIME with only textual features, hence removing all

structural and visual features. As seen in the last column, textual features alone are not sufficient to achieve

the overall results presented in Table 6.2 and repeated in the fourth row below for convenience. Specifically,

the system recognises barely any location attributes in our dataset with only textual features. Likewise, the

description attribute, while dropping to only 56.8% precision when removing textual features, only performs

at 68.2% when using only textual features.

6.6.3.4 Structural Features

In the following two sections, we evaluate the performance of TIME with regards to structural features used

in the learning phase. More specifically, we refer to tree statistics Tree 1-6 introduced in Section 6.1.1.3,

and parent statistics Parent 1-4 introduced in Section 6.1.1.4. Furthermore we disable features T 1-10 and

T 16-17 for title, DT-S 1-15 and O-S 1-6 for dates, LOC-S 1-22 for locations and and DESC-S 1-7 for

descriptions from Sections 6.2-6.5 respectively. Structural features exploit information gathered from the

candidate element itself and its position in the DOM tree.

In Table 6.10, we report the performance of TIME when disabling all structural features in the learning

phases. Removing the structural features decreases the performance of extracting event attributes between 0.2

and 9.7 percentage points, on average 2.8 percentage points with a standard deviation of 3.5. Most interest-

ingly however, is that if we invert the study and instead of removing the structural features we only use struc-

tural features, the precision for some attributes decreases significantly, as seen in Table . The performance for

location and description drops to almost zero, which is comprehensible for the description attribute,

since it is usually visually quite prominent in terms of size.

6.6.3.5 Visual Features

The performance of visual features is particularly important to establish, as visual features are the main

reason our approach needs to render web pages to access such visual information from the renderer. Visual

features are accessed through the CSS properties and rendering web pages creates a performance overhead

as each page takes time to render. We refer to basic rendering features Render 1-8 introduced in Section
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title
start
date

start
time

end
date

end
time

location
descr-
iption

First step where
applicable N/A 82.5% 72.8% 75.2% 80.6% N/A N/A

No Structural 91.0% 94.4% 80.6 % 87.7% 89.0% 81.9% 72.2%
Individual Features 92.0% 95.6% 82.5% 91.3% 89.3% 83.2% 82.5%
All in percentage
point +1 +1.2 +1.9 +3.6 +0.3 +1.3 +9.7

Table 6.10: Evaluation of the precision of TIME ablating structural features.

title
start
date

start
time

end
date

end
time

location
descr-
iption

First step where
applicable N/A 70.2% 63.6% 72.3 % 71.5% N/A N/A

Only Structural 88.4% 91.1% 76.7% 87.0% 82.1% 0% 1.5%
All Features 92.0% 95.6% 82.5% 91.3% 89.3% 83.2% 82.5%
Difference in per-
centage point +3.6 +4.5 +5.8 +4.3 +7.2 +83.2 +81.0

Table 6.11: Evaluation of the precision of TIME using only structural features.

6.1.1.5, and font and style features Style 1-9 introduced in Section 6.1.1.6. Furthermore we don’t disable any

title-specific features, as we have not computed any. For the other attributes, we consider DT-V 1-19 and

O-V 1-26 for dates, LOC-V 1-11 for locations and and DESC-S 1-15 for descriptions from Sections 6.2-6.5

respectively. In Table 6.12, we report the performance of TIME when removing all visual features during the

classification phases. The performance of the classifier drops from 2.3 to 12.7 percentage points, on average

by 5.1 percentage point with a standard deviation of 4.1.

6.6.3.6 Experimental Summary

The aim of the above experiments was to underpin our design choices for the event extraction approach

introduced in this chapter. By comparing the performance of the approach through an ablation study, we

were able to demonstrate the vital contribution of textual, structural and visual features in our approach. As

seen in Figure 6.7, only using one type of such features reduces the performance significantly. Likewise, it

can been seen in Figure 6.8 that using two out of the three types of features also does not produce the results

of all three types of features depicted in green. It is only through the combination of textual, structural and

visual features that event extraction can be achieved at a high accuracy. The reasoning behind this finding is

relatively intuitive: humans use textual and visual information to subconsciously recognise event information

on a given webpage. Additionally, web developers build websites in a systematic way, that provides additional

cues for web data extraction. So all in all, we encode the same cues used by humans to both read and build

webpages in machine learning features for our extraction methods, imitating any rational reasoning a human

would use to identify the relevant information on the page.
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title
start
date

start
time

end
date

end
time

location
descr-
iption

First step where
applicable N/A 81.4% 70% 73.3 % 78.8 % N/A N/A

No Visual 87.9% 91.6% 79.0% 83.4% 87% 82.8% 69.8%
All Features 92.0% 95.6% 82.5% 91.3% 89.3% 83.2% 82.5%
Difference in per-
centage point +4.1 +4.0 +3.5 +7 .9 +2.3 +0.4 +12.7

Table 6.12: Evaluation of the precision of TIME ablating of visual features.

title
start
date

start
time

end
date

end
time

location
descr-
iption

First step where
applicable N/A 80.2% 73.7% 76.1 % 79.2% N/A N/A

Only Visual 87.9% 95.4% 80.6% 89.3% 88.3% 9.8% 9.7%
All Features 92.0% 95.6% 82.5% 91.3% 89.3% 83.2% 82.5%
Difference in per-
centage point +4.1 +0.2 +1.9 +2.0 +1.0 +73.4 +72.8

Table 6.13: Evaluation of the precision of TIME using only visual features.

Figure 6.7: Comparison of the performance of four variants of TIME, which use (1) only text features, (2)
only structural features, (3) only visual features and (4) all features.

89



Figure 6.8: Comparison of the performance of four variants of TIME, which ablate (1) textual features, (2)
structural features, (3) visual features, and (4) which includes all features.

6.7 Industrial Application of TIME: The Diffbot Knowledge Graph

Diffbot2 develops and operates a production system for web-scale automatic knowledge acquisition. Figure

6.9 shows the overall information processing pipeline that takes in the world wide web as an input and

produces inferred entities in the knowledge graph. We implemented the above introduced TIME approach

into the Diffbot knowledge graph pipeline, for the purpose of populating events into the knowledge graph, as

seen in Figure 6.9.

Web-crawling Diffbot utilises the Gigablast [5] web crawler, an open-source C++ complete crawling, in-

dexing, and search system developed by Matt Wells, the current VP of Search at Diffbot. It implements

its own signals-based architecture implemented over UDP communications over the shards of a Gigablast

cluster.

The Gigablast implementation that operates in the Diffbot datacenter has been customised to pass off

discovered web pages to Diffbot automatic extraction services via a REST API all, which returns a JSON

body that is indexed by Gigablast. Gigablast supports a query language that allows for query both HTML

documents as well as JSON documents according to the key-value properties of the JSON. For example,

it is possible to query Gigablast for documents about machine learning simply with the query “[machine

2www.diffbot.com
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learning]” as well as query for Diffbot JSON objects that are articles written by “[Michael Jordan]” with

the query [type:Article author:“Michael Jordan”].

Web Rendering Modern web documents cannot be modelled as simple HTML documents, but a collection

of resources that are fetched via HTTP that include HTML, Javascript code, CSS, images, movies, flash

and along with external state, such as cookies and server-side storage, combine to form a dynamic movie

that is rendered within a web browser. In fact, it even common on the web to find webpages (e.g. single-

page applications) that comprise no visible text in the initial HTML, but are fully created client-side using

Javascript and dynamic loading of resources.

Therefore, the first step involved in faithfully reproducing the web page that is experience by human vis-

itor, necessarily involves rendering the page in a virtual web browser. Diffbot has developed a proprietary

rendering technology that allows for large scale rendering of the web and at much faster rate than a typical

consumer web browsing client (such as Selenium used in Chapter 5), by dropping user-facing features of a

web browser that are not needed for computing the rendered DOM. For example, UI elements such as book-

mark manager, session management, and web resources such as tracking javascript codes are not necessary

to render a page for the purposes of extracting visual characteristics of the page. Because rendering sessions

are shorter than typical client web browser lifetime, even memory management is not necessary.

Additionally, Diffbot has modified the web page rendering process using machine learning to predict and

optimise which web resources are needed in rendering a page. Another prediction is at what cut-off time

a render of a page should be considered complete. This is a non-trivial problem since many of the visual

elements that appear on the page are generate after the initial load of the HTML and after the “onload” event.

There are some webpages that infinitely load content as the user scrolls down. In this way, a webpage can be

thought of as a movie, where we want to cut-off or “serialise” the visible document at a point in time.

Diffbot has modified the web page rendering process to serialise detailed information to “augment” the

DOM of the page, including detail about every geometric position of the page, the RGBA value of the pixels,

Figure 6.9: Diffbot Knowledge Graph pipeline
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the fonts and styles, and positioning properties applied to each element of the page, the internal state of

the Javascript VM and layout engines, and the history and timing of the HTTP transactions and headers.

This detailed rendering output, which encapsulates the total visual, textual, DOM, and internal state of the

rendering process at a point in time (referred to as the “rendered DOM”) is supplied to the machine learning

algorithms.

Page type classification Given a page, the page classifier retrieves the rendered DOM to classify the page

into a top-level page type. From previous surveys of the web, Diffbot has found that 98% of the web can be

categorised into one of 20 page types [8]:

article audio chart discussion document
download error event FAQ front page
game image job location product

profile recipe form search en-
gine result video

Table 6.14: Page types supported by the Page Classifier

Diffbot computes a set of features from the rendered DOM, using an ensemble classifier with semi-

supervised training regime to produce a probability distribution along these 20+1 (other) classes. The 2-fold

cross validation accuracy of this classifier is PR: 0.98/1.00 (n=30273).

Once the top-level type of the page has been determined, the request is passed to a type-specific automatic

extraction algorithm. Different systems (utilising common components) handle each of these 20 types. In

this chapter, we introduced the event extraction framework TIME implemented in the Diffbot pipeline as the

type extraction for the events domain. The event extractor is now in beta version and will be launched to

customers as an API mid 2019 and be implemented in the full Knowledge Graph pipeline in the second half

of 2019.
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Chapter 7

Conclusion and Future Work

This is thesis focuses on template-independent data extraction from single entity pages on the web. We par-

ticularly concentrate on the events domain, as event attributes have characteristics that make event objects

particularly challenging to extract. Furthermore, single entity pages in this domain are distributed across

a large variety of different sources (the long tail), that render traditional data extraction techniques unsuit-

able. We show that template-independent event extraction without per-site supervision is feasible at ≥ 90%

accuracy for most event attributes.

(1) We show that though semantic annotations tend to be noisy and often erroneously applied, an extensive

automated filtering and cleaning process is effective at removing most of that noise and yields both

a dataset that can serve as benchmark for event extraction on the web and training data for our first

approach.

(2) We introduce TIDE, a template-independent, distantly supervised event extraction system that requires

no supervision other than the dataset bootstrapped above. TIDE first predicts which category of event

attributes an element belongs to, and second assesses which combinations of candidate event attributes

form valid events by considering their relative position, alignment, and similar features correlating

with a consistent event announcement. We show through an extensive evaluation that TIDE achieves a

precision of 93% for extraction event attributes from event pages and demonstrate the role of different

steps and thresholds to that overall performance.

(3) Unfortunately, semantic annotations are only really available for a small set of core event attributes.

Therefore, we introduce a second approach, TIME, a supervised event multi-attribute extraction ap-

proach that learns to recognise event attributes from heterogenous sources. We leveraging unique

characteristics of the events domain for each attribute, optimising the number of elements to be pro-

cessed. We demonstrated that encoding similar visual cues human use to recognise information on

webpages into machine learning features can achieve high accuracy across a heterogenous, multilin-

gual dataset. We translate such unique characteristics into textual, structural and visual features. We

demonstrate that the combination of these three types of features is necessary, as Section 6.6.3 shows a
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clear decrease in precision when only some of those features are used. TIME achieves an accuracy of

≥ 80% for all attributes and ≥ 90% for many of the more important ones. It has been implemented at

the commercial data extraction company Diffbot and is currently in beta, powering the population of

the Diffbot knowledge graph for event data.

While TIDE and TIME can be applied to the same type of webpages, they have different areas of appli-

cability depending on whether the system is calibrated to be an unsupervised approach or for granularity and

precision of extracted event attributes. If annotated training data is not a concern, we can argue that TIME is

more sophisticated and applicable in real world applications.

Generality of the approach. The methods applied in TIME and TIDE can be used to build extraction

methods for fields of schemas from other domains such as products, articles and job listings. Similarly as

in the work in this thesis, the same visual, textual and structural cues humans would use to identify such

information would have to be identified and incorporated in the extractors. These unique characteristics of

the particular domain need to be considered both at a candidate generation level, and encoded into machine

learning features in the learning phase. The temporal event attributes are rendering the event extraction

domain particularly challenging, it can therefore be assumed that the extractors for the majority of fields in

other domains would have a similar complexity to the event title, location and description extraction presented

in Section 6.2, 6.4 and 6.5.

7.1 Future Work

To conclude, we briefly discuss future work addressing some limitations and research challenges raised by

the results presented in this thesis:

(1) Temporal event attributes. First, we aim to extend the date grammar to deal even better with the kind

of date and time information as seen in the events domain.

We strongly believe that this would improve the accuracy of extracting temporal event information

significantly. In Sections 6.3.4 and 6.3.6, we introduce a two step approach to identifying temporal

event information, including start date, start time, end date and end time. In the second step, once we

have a number of candidates for each field, we leverage domain knowledge to apply heuristics (such

as the start date must occur before the end date) and normalisations. However, both in identifying

candidates for the first step and applying heuristics before the second classification step, we have to

use a date parser library for dates that was (a) not built to recognise times and (b) was built for the

article and product domain that have significantly more standardised and less noisy dates than the

events domain. Furthermore, article and product domains do not use times and date ranges, such as “9-

10th of February”. This shortcoming is reflected in the resulting accuracy of the temporal event fields

extraction, and we suggest a substantial improvement could be achieved with more suitable date and
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time patterns that can handle (a) times and (b) noisier dates. This will further enable us to normalise

all temporal information, allowing the generation of time series and crisp data for knowledge graph

population.

(2) Benchmarking in the events domain. Event extraction from the web as defined in Section 2.2, has

received limited attention in literature. Relevant approaches are either not similar enough to directly

compare [109, 48], or hard to replicate [46, 81]. Therefore, our evaluation lacks a comparison to

competitor systems. Once we have improved the accuracy of our extraction as suggested above, we

plan to bootstrap our technique to create a large dataset to be published online to provide a benchmark

dataset in this domain. We aim to release such a dataset in mid 2019, as we will be co-organising a

knowledge graph population challenge for event data in May 2019.

(3) Extend TIME. We plan to extend the attributes of the TIME, namely organiser, pricing, images and

attendees. We estimate an effort of 1-2 weeks to add each attribute to the system.

If previously extracted fields follow a similar visual pattern, e.g. as entries in a tabular structure, further

values in the same visual structure that have not been extracted could represent further event entities.

Exploiting such visual similarities could be a viable approach to extend the schema.

(4) Augment location data. As seen in Section 6.4, extracting locations from event pages is a hard prob-

lem, as locations range from a single room such as “Lecture Theatre B” to a complete combination of

venue name and postal address. When an event contains only a room or building name as a location

attribute, the attribute cannot be linked to the relevant location entity in the knowledge graph. We there-

fore plan to augment the information of such location attributes, by finding the relevant information on

the page. When only a room or building name is provided, we assume that the relevant location address

or building is stated on the web page or website. Such a building name or postal address could for ex-

ample be located in the description or footer of the page, or in the contact or home page of the website.

We plan to investigate this intuition as this would be particularly useful in the context of knowledge

graph population, to link the event to the correct address or venue.

(5) Event entity linking. We plan to fully integrate events in the Diffbot Knowledge graph in 2019. For

this purpose, we are planning to use record linking to deduplicate event announcements that refer to

the same event, and to link event attributes to their respective entity, e.g. location or organiser, in the

knowledge graph.
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